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When solving constraint satisfaction problems (CSPs), it is a common practice to rely on heuristics to decide which variable should
be instantiated at each stage of the search. But, this ordering influences the search cost. Even so, and to the best of our knowledge,
no earlier work has dealt with how first variable orderings affect the overall cost. In this paper, we explore the cost of finding high-
quality orderings of variables within constraint satisfaction problems. We also study differences among the orderings produced
by some commonly used heuristics and the way bad first decisions affect the search cost. One of the most important findings of
this work confirms the paramount importance of first decisions. Another one is the evidence that many of the existing variable
ordering heuristics fail to appropriately select the first variable to instantiate. Another one is the evidence that many of the existing
variable ordering heuristics fail to appropriately select the first variable to instantiate.We propose a simple method to improve early
decisions of heuristics. By using it, performance of heuristics increases.

1. Introduction

Constraint satisfaction problems (CSPs) are combinatorial
problems classified inside the NP-Complete class [1]. Their
importance has boomed throughout the years, since there is
a wide range of practical applications in artificial intelligence
and operational research that can be represented as CSPs [2–
5].

In a general sense, a CSP [6] can be defined by a sequence
of variables, 𝑉. Each variable in this set, V ∈ 𝑉, can be
assigned a finite set of available values 𝐷V (its domain).
Moreover, a set of constraints 𝐶 restricts the feasible com-
binations of values that can simultaneously occur. Solving
a CSP requires assigning a feasible value to every variable
in such a way that all constraints are satisfied [7]. Each
assignment is commonly referred to as an “instantiation,” and
both terms are used indistinctly throughout this manuscript.
A commonly used solution approach for CSPs relies on a
search tree representation which is explored in a depth-
first manner. In this search tree, every node represents the
assignment of one specific variable. However, afterwards (i.e.,

after arriving at a node) constraints must be checked to verify
that the solution is still feasible. Thus, the total number of
verifications, known as consistency checks, can be used as
a performance metric since a lower number represents a
better assigning procedure. Should an assignment break one
or more constraints, a different value must be considered for
that variable. Moreover, if a variable runs out of values to
be assigned, a previous assignment must be changed. This
process is known as backtracking [8] and represents the
basis for any search-tree-based method for solving CSPs. In
practice, assigning variables in different orders changes the
cost of the search since the search space is explored through a
different path. For this reason, it is paramount to incorporate
techniques for ordering variables appropriately.

ACSP instancewith 𝑛 variables has𝑁𝑜 = 𝑛!differentways
in which variables can be ordered. The number of solutions
depends on the size of the domain of each variable, |𝐷V|.
Among all existing orderings, only a few will optimize the
search and minimize its cost. Unfortunately, due to the huge
search space, it is not feasible to explore the whole space of
orderings to find the best ones. For example, for large values
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of 𝑛, the number of solutions, given by 𝑁𝑠 = ∏V∈𝑉|𝐷V|, is
surpassed by the number of orderings; that is,𝑁𝑜 ≫ 𝑁𝑠. From
now on, we will use the terms ordering and permutation of
variables indistinctly. In this work, we use these terms to refer
to an ordered sequence of variables, where no repetitions are
allowed.When aCSP instance is to be solved, the first variable
in the permutation is instantiated first. Conversely, the last
variable in the permutation is the last to be assigned a value.
Different permutations of variables represent different costs
of the search.

Authors have shown time and again that a single solver
cannot tackle every CSP instance in the best possible way
[9, 10]. Thus, research efforts have migrated from improving
from specific techniques to finding ways in which they
can be best combined. A classical example of the eventual
benefit of doing so is the use of algorithm portfolios such as
SATzilla [11], for SAT, andCP-Hydra [12] for CSPs. Algorithm
portfolios analyze each problem and decide which among the
available solvers should handle the task. Another solution
is Instance-Specific Algorithm Configuration (ISAC) [13].
Though similar in nature to algorithmportfolios, ISACdiffers
since it changes the configuration of a given solver. Another
related concept is autonomous search [14, 15], which dynam-
ically adapts the variable/value ordering during the search,
according to search performance indicators. Hyperheuristics
are another example ofmethods that adapt to the current state
of the search in order to work with the best available solving
strategies. Hyperheuristics do not operate on the space of
solutions (thus dealing with the problem directly). Instead,
they operate on the space of solvers by identifying when it
is recommended to change to a different solver (even if a
solution process is currently underway).There are, of course,
many and varied ways in which a hyperheuristic can be
constructed. Some of the most recent and direct examples
take into account filtering of heuristics that will be considered
during the process (thus discarding redundant ones) [16].
Another example transforms the features that identify a given
state of the problem to improve the quality of the feature space
[17].

The task of solving a CSP is not to find a “good” ordering
of variables, but to find a solution to the instance. Moreover,
this solution also includes concluding that the instance is
unsatisfiable. Besides, performance of a solver is linked to
the cost of the search (usually measured in time, expanded
nodes, or consistency checks). Thus, in this paper we analyze
the order of variable selections as a mean to minimizing
the cost of the search. We use this approach to find a path
that leads to a solution within an acceptable consumption
of resources. Therefore, we analyze how changes in the
orderings of variables (particularly on the first variables in
the permutations) affect the cost of the search. We obtain
evidence showing that it may be enough to just analyze a few
of the first variables in a permutation. Based on the costs of
other permutations for the same instance, we can estimate
whether the complete ordering is likely to produce a solution
or not. We also test a set of well-known variable ordering
heuristics and show that they do not necessarily make the
right decisions at early stages of the search. By using the
information obtained from this investigation, we proposed

a simple method to help heuristics decide on their early
decisions, so they improve their performance. In summary,
the main contributions of this investigation are as follows:

(i) A deep analysis of the orderings produced by seven
commonly used variable ordering heuristics for CSPs
and their impact on the cost of the search

(ii) Experimental evidence supporting the empirical idea
that early decisions made during the search are more
important than latter ones with regard to the cost of
the search

(iii) Experimental evidence suggesting that the variable
ordering heuristics analyzed in this work can be
improved by focusing on their early decisions

(iv) A first approach on a subproblem-sampling method
that improves the way heuristics work by helping
them choose a more suitable variable to start the
search with.

This paper is organized as follows. A revision of related
investigations and existing variable ordering heuristics is
presented in Section 2. Section 3 presents information
regarding the sets of instances analyzed in this work, as
well as an overview of the testing that was carried out.
Section 4 presents the experiments related to analyzing
different random permutations of variables. Here, we focus
on how small changes in such permutations impact the cost
of the search, on both random and real-world instances. Data
regarding experiments about early decisions of various well-
known variable ordering heuristics are provided in Section 5.
This section also presents the description of the subproblem-
sampling method for improving early decisions of variable
ordering heuristics. Finally, Section 6 presents the conclusion
and future work derived from this investigation.

2. Background and Related Work

In a CSP, the way values are assigned to a variable affects the
cost of the search. Therefore, improving variable ordering in
CSPs may lead to reduced costs. This idea has motivated the
generation and reviewof a large number of ordering strategies
[18–21]. Specifically, various heuristics have been proposed
to dynamically construct the ordering of variables as the
search progresses, instantiating one variable at a time. The
complexity of heuristics varies according to the features they
analyze. For example, DOM [22] is a widely used heuristic
that prioritizes the variable with the smallest domain. DEG
[23] is also one commonly used heuristic that prefers the
variable with the largest degree. Such degree is calculated as
the number of edges incident to that variable. More complex
heuristics combine the criteria of other simpler heuristics
to improve their decisions. For example, DOM/DEG [24]
prefers the variable thatminimizes the quotient of the domain
size over the degree of the variable. Other heuristics take
advantage of a more detailed description of the problem
state that is usually more expensive to estimate. For example,
heuristics RHO and 𝐾 [25] analyze the solution density and
𝜅 factor of the instances, respectively. These two features
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provide a more detailed description of the instances, but
they usually require more time to be computed. One of the
most recent developments on variable ordering heuristics
applies the learning-from-failure approach which includes
heuristics such as WDEG [26, 27] and DOM/WDEG [26].
These heuristics are referred to as conflict-driven heuristics
because they store and exploit information about previous
failures by weighting the constraints in the instances they
solve.

2.1. Heuristics Considered in This Work. Seven commonly
used variable ordering heuristics have been considered for
this investigation. In the case of ties, the lexical ordering of the
identifiers of the variables is used to select the next variable to
instantiate. Although some of themwere first describedmore
than two decades ago, they remain useful and competitive
nowadays for various benchmark instances. To sum up, the
variable ordering heuristics used in this work are described
as follows:

(i) DOM.This heuristic instantiates first the variable that
is more likely to fail. DOM estimates how likely a
variable is to fail by counting the number of values in
its domain [22, 28, 29], and chooses the variable with
the fewest available values.

(ii) DEG. It considers the degree of the variables to decide
which one to instantiate before the others.Thus, DEG
selects the variable with the largest degree [23, 28, 30].

(iii) DOM/DEG. It is the result of the combination of
DOM and DEG into a single heuristic. DOM/DEG
tries first the variable with the smallest quotient of the
domain size over the degree of the variables [31].

(iv) RHO. This heuristic is based on the calculation of 𝜌,
which represents the approximated solution density
of the CSP instance [32]. RHO instantiates first the
variable that maximizes the fraction of solution states
of the resulting instance:

𝜌 = ∏
𝑐∈𝐶

(1 − 𝑝𝑐) , (1)

where 𝑝𝑐 represents the tightness of constraint 𝑐
(the proportion of forbidden pairs of values in the
constraint).

(v) 𝐾. This heuristic selects first the variable that mini-
mizes the 𝜅 value of the resulting instance [25]:

𝜅 =
− ∑𝑐∈𝐶 log2 (1 − 𝑝𝑐)

∑V∈𝑉 log2 (
𝐷V

)
, (2)

where |𝐷V| is the domain size of variable V.
(vi) WDEG. This heuristic attaches a weight to every

constraint of the problem [26, 27]. The weights are
initialized to one and increased by one whenever
the respective constraint corresponding to the weight
being affected fails during the search. Then, the
weighted degree of a variable is calculated as the sum

of the weights of the constraints in which the variable
is currently involved. WDEG gives priority to the
variable with the largest weighted degree.

(vii) DOM/WDEG. DOM/WDEG is a revision of DOM
and WDEG. This heuristic selects first the variable
that minimizes the quotient of the domain size over
the weighted degree of the variable [26].

Similarly, several value ordering heuristics exist [33, 34].
Nonetheless, in thiswork values are always assigned following
the MINC heuristic [35] because of its simplicity. MINC
selects the values in descending ordering, based on the
number of conflicts in which they participate.

Some of the heuristics considered in this work were
initially proposed as static approaches (i.e., they order vari-
ables and values before entering the solving process). In spite
of this, we implemented all of them as dynamic ordering
heuristics. Thus, all heuristics order variables and values
as the search takes place. Because of this, they can take
into account changes made to the instance as the result of
previously assigned variables.

3. Methodology

We have mentioned that the space of permutations of vari-
ables is huge. Among all the possible orderings, how do we
define a good one? A good ordering is a permutation of
the 𝑛 variables such that when the variables are assigned in
that order, the cost of the search is below some critical value
we consider acceptable. Since any assignment of variables is
acceptable as long as it is feasible (every variable is assigned
a value and all the constraints are satisfied), the cost of the
search refers to the number of consistency checks required to
find the first solution and not to the quality of the solution
itself. Every time a constraint is revised, given the current
values assigned to the variables involved, a consistency check
occurs. The larger the number of consistency checks during
the search, the higher the cost of solving the instance. Because
the ordering of the variables for assignment affects the cost of
the search [36], we will also use the cost of the permutation
to refer to the cost of the search when such permutation
is used to instantiate the variables. Thus, we can define an
optimal ordering as a permutation of variables such that
when the variables are instantiated in that order, a solution
is found or the instance is proven unsatisfiable by using the
fewest consistency checks. Because it is possible that two or
more permutations have the same cost, there are cases where
more than one permutation is considered optimal for a given
instance. As it is not feasible to exhaustively enumerate all the
orderings of variables for an instance, the optimal ordering is
defined only with respect to the other orderings evaluated.
We cannot guarantee that the optimal ordering will still be
the best one when compared against other permutations in
the unexplored regions of the space. Thus, when we refer to
optimal permutations in this investigation, we refer only to
local optimal ones.

In this investigation, the solver used for all the experi-
ments is fully implemented in Java and incorporates MAC
(maintaining arc consistency) and backjumping to speed up
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the search. To avoid extremely long runs, we impose a time
limit for the solver to work on the instances. In all cases, the
search stops if the solver exceeds the time limit while working
on an instance. In this work, the time limit is defined for each
individual experiment. Although we are aware that restarting
the search is a useful strategy for avoiding being stuck with
bad initial decisions [37], the solver used in this investigation
does not incorporate such a strategy, since we are interested
in exploring the way in which good (and bad) first choices
affect the overall cost of the solving process.

The following sections present the main information
related to the tests carried out throughout this work. The
first part presents everything related to the different sets
of instances that were used. The second one presents an
overview of the testing carried out.

3.1. Set of Instances Analyzed in This Work. Before moving
forward into this investigation, we describe the instances
studied. All the instances used in this investigation are binary,
as they contain only constraints that involve two variables,
and with constraints represented in extension.When needed,
the instances in this investigation are characterized by two
standard CSP features: the constraint density (𝑝1) and the
constraint tightness (𝑝2).The constraint density indicates the
ratio of constraints within the instance: 2|𝐶|/𝑛(𝑛 − 1), where
𝑛 and |𝐶| stand for the number of variables and the number
of constraints in the instance, respectively. The closer the
value of 𝑝1 to 1, the larger the number of constraints within
the instance. The constraint tightness, on the other hand,
represents the average ratio of conflictswithin the constraints:
(1/|𝐶|) ∑𝑐∈𝐶 𝑝𝑐, where𝑝𝑐 represents the proportion of forbid-
den pairs of values in constraint 𝑐. In the case of binary CSPs,
a conflict is a pair of values ⟨𝑥, 𝑦⟩ that is not allowed for two
variables at the same time.The larger the number of conflicts,
the more likely an instance is unsatisfiable.

This work considers both randomly generated instances
and structured ones taken from public sources. The random
instances used for the first experiment were generated by
using random generation model B [38], while the rest of
the randomly generated instances were produced by using
model RB [39]. Model B produces a graph with exactly
(𝑝1𝑛(𝑛−1))/2 constraints. Later, for each constraint, it creates
exactly𝑝2|𝐷𝑢||𝐷V| pairs of conflicting values among variables
𝑢 and V, where |𝐷𝑢| and |𝐷V| represent the domain sizes
of variables 𝑢 and V, respectively. Model RB is a revision
of model B that requires four parameters to describe the
instances produced: 𝑛, to indicate the number of variables;
𝛼, to determine the domain size (given by 𝑛𝛼); 𝑟, to estimate
the number of constraints (given by 𝑟 log 𝑛); and 𝑝, to specify
the tightness of each constraint. The idea behind using two
generationmodels is that the generation parameters ofmodel
B are suitable for producing grids of instances with specific
values of 𝑝1 and 𝑝2, which was something we required for
our first experiment. Model RB, on the other hand, has been
commonly used to produce hard satisfiable instances [40]
like the ones we needed for the rest of the experiments with
randomly generated instances.

There is a relation between the structure of CSPs and
the difficulty of solving them with search algorithms [41].

Specifically, the median cost of many search algorithms for
CSP exhibits an abrupt change in the probability that an
instance has a solution around a specific value of a structural
parameter [41]. The region where this phenomenon occurs is
known as the phase transition. Close to the phase transition,
the solvable problems have very few solutions and the
algorithm must, on average, explore a larger region of the
search space before finding a solution [42]. To measure the
hardness of the instances (and to indirectly decide how far
they are from the phase transition region), we used the 𝜅 value
[25] (see (2)). This concept is suggested as a general measure
of how restricted a combinatorial problem is. If 𝜅 is small, the
problems usually have many solutions with respect to their
size. Conversely, when 𝜅 is large, the problems often have few
solutions or none at all. Difficult problems, the ones inside the
phase transition region, occur when 𝜅 ≈ 1.

The instances considered for this investigation are orga-
nized in the following sets:

(i) RAND-A. The instances in this set were generated by
using model B and are uniformly distributed on the
space 𝑝1 × 𝑝2. The space of instances 𝑝1 × 𝑝2 was
segmented by steps of 0.05 on each axis, resulting in
a grid of 20 × 20 cells. Inside each cell, 10 random
instances with 25 variables and 15 values in their
domains were generated. The values of 𝑝1 and 𝑝2
were randomly chosen for each instance according to
the boundaries of the respective cell. A total of 4000
random instances are included in this set.

(ii) RAND-B. This set contains 200 satisfiable randomly
generated instances through model RB and consid-
ered hard to solve according to the 𝜅 criterion [25].
To produce these instances, the values of 𝑛, 𝑟, and 𝑝
were randomly selected in the ranges [15, 30], [0, 𝑛(𝑛−
1)/2 log(𝑛)], and [0, 1], respectively. To guarantee that
only hard satisfiable instances were included in the
set, two conditions were revised. First, we revised
the value of 𝜅 (see (2)) of the resulting instance
to guarantee that it was in the range [0.925, 1.05]
(the range was empirically defined based on previous
experimentation). If the value was outside this range,
the instance was discarded and a new one was gener-
ated and revised.The second verification concerns the
instance being satisfiable. For this reason, we solved
each instance with the seven heuristics described
in Section 2. If at least one of the seven heuristics
was able to solve the instance within a time limit
of 30 seconds, the instance was included in the set.
Otherwise, the instance was discarded and a new
one was generated and revised. By following this
methodology, we constructed set RAND-B which
contains a mixture of hard satisfiable instances with
different numbers of variables and domain sizes.

(iii) RAND-C. This set contains 200 hard satisfiable
instances producedwithmodel RB.Themethodology
used to construct set RAND-B was also used to
generate set RAND-C but, this time, only instances
with 25 variables and 15 values in their domains were
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Instances

Heuristics Sensitivity to poor
decisions

Cost variation
(RAND-C)

Starting with every
variable

Gain from right
decisions

Cost reduction
(RAND-C + JOBSHOP) Starting with the best variable

Regions of interest Cost analysis
(RAND-A)

Effect on search cost Ordering similarity measure
(RAND-B) Normalized quality

Impact of early
decisions

Quality gain
(RAND-B + DRIVER) Best variable (swap)

Cost variation
(RAND-C) Random suborderings

Sampling Cost reduction
(QCP-15) Randomly selected subproblems

Grid (20 × 20): 10 instances each

Figure 1: Two-part methodology followed throughout this work, with three stages each.

generated. As in set RAND-B, the values of 𝜅 for these
instances lie in the range [0.925, 1.05].

(iv) JOBSHOP. These instances were taken from a public
repository (http://www.cril.univ-artois.fr/∼lecoutre/
research/benchmarks/jobShop-e0ddr1.tgz, http://www
.cril.univ-artois.fr/∼lecoutre/research/benchmarks/
jobShop-e0ddr2.tgz). The instances in set JOBSHOP
contain 50 variableswith nonuniformdomains of at least
100 values. All the instances in this set are satisfiable.

(v) DRIVER.This set contains seven satisfiable real-world
instances taken from a public repository (http://www
.cril.univ-artois.fr/∼lecoutre/research/benchmarks/
driver.tgz).The number of variables varies among the
instances, ranging from 71 to 605. The values in the
domains of the variables are also different among the
instances.

(vi) QCP-15.This small set containsQuasi-groupComple-
tion Problem (QCP) instances, where some of them
are unsatisfiable. In QCP, the task is to determine
whether the remaining entries of the partial Latin
square can be filled in such a way that we obtain a
complete Latin square. This set contains instances
with 225 variables and domains of different sizes. Set
QCP-15 was taken from a public repository (http://
www.cril.univ-artois.fr/∼lecoutre/research/benchmarks/
QCP-15.tgz).

3.2. Experiments Carried Out in This work. The focus of this
work was twofold: analyzing the impact of early decisions of
random orderings on different instances and analyzing how
well standard heuristics deal with the problemof selecting the
first variables to assign. Figure 1 summarizes the way inwhich
we split our experimental setting, which comprises six stages
separated into two parts.

As an overview of the methodology, the setting is divided
into two types of experiments. The first experiments are
related to instances and how random and semirandom
orderings of variables affect the cost of the search. In these
experiments, we focus our attention on early decisions and

how changes to the first variables of the permutations can
improve the cost of the search.The second set of experiments
analyzes standard heuristics and how sensitive they are to
wrong initial decisions. We provide evidence that supports
that these heuristics can significantly improve their perfor-
mance if better decisions are made at early stages of the
search. Finally, we propose a sampling strategy for helping
heuristics to make better initial decisions.

The following sections describe the experiments con-
ducted in this investigation as well as the main results
obtained. Following the structure presented in Figure 1, the
experiments are grouped into two sections.

4. Instance-Related Experiments

This section presents the results of the experiments related to
random and semirandom permutations and how they affect
the cost of solving different sets of instances.

4.1. Identification of Regions of Interest. As a first approach, we
were interested in determining how the difficulty of a given
problem varies as a function of its features. We can assume
there exist regions where a large proportion of all possible
orderings exhibit a low cost. For example, it is easy to see
that for instances with many solutions almost any ordering
will lead to a solution without much effort, thus making the
order in which variables are instantiated virtually irrelevant.
Similarly, for instances with few solutions it is likely that most
orderings will find a solution only after a large number of
consistency checks occur.

How difficult, then, is it to find a low-cost ordering of
the variables to instantiate? To answer this question, we
analyzed the effect of different orderings on the cost of
solving the instances from set RAND-A (see Section 3.1
for details on this set). The instances in set RAND-A are
distributed in a grid 𝑝1 × 𝑝2. Each cell in the grid contains
10 instances with 25 variables and 15 values in their domains.
We measured the standard deviation of the costs of solving
the 10 instances in each cell, resulting from using 30 different
random permutations per instance. For this experiment, the
maximum running time allowed for the solver to work on

http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/jobShop-e0ddr1.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/jobShop-e0ddr1.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/jobShop-e0ddr2.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/jobShop-e0ddr2.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/jobShop-e0ddr2.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/driver.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/driver.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/driver.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/QCP-15.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/QCP-15.tgz
http://www.cril.univ-artois.fr/~lecoutre/research/benchmarks/QCP-15.tgz
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Figure 2: Standard deviation of the cost of different random
orderings per cell in set RAND-A.

each instance was set to three seconds. The justification for
this value is that we conducted some preliminary analysis on
random instances similar to the ones used in this experiment
and three seconds proved to be enough time for some
permutations to allow the solver to complete such instances.
Of course, not all the runs are expected to produce a solution,
but in this work we are interested in showing that some initial
decisions were more desirable than others. Thus, whether
some orderings do not lead to a solution is also valuable
information.

The idea behind this experiment was to estimate the
likeliness of obtaining similar costs by using a random
ordering of variables for a particular point (𝑝1, 𝑝2). The
smaller the standard deviation of the cell, the more likely
it is to find permutations of variables with similar costs. In
other words, by analyzing the standard deviation of the costs
of different permutations, we can estimate how relevant the
ordering of the variables is for certain regions of the space
𝑝1 × 𝑝2 and focus our efforts on those instances where the
ordering influences the cost the most.

Figure 2 shows that the highest standard deviation of the
costs generated by distinct random orderings of variables
per cell in the grid of instances corresponds to the region
dominated by difficult instances and usually referred to
as the phase transition [41]. This is something reasonable
because as we move away from this region, we find very
easy satisfiable and unsatisfiable instances (ones are easy for
having plenty of solutions while the others for having none),
and any ordering in which the variables are instantiated
seems to be equally competent. The further the instance is
from the phase transition, the more likely it is that different
orderings of variables produce similar costs. It is precisely in
the region surrounding the phase transitionwhere the highest
deviations take place and where the order in which variables
are instantiated becomes critical.

4.2. Effect of Decisions on the Search Cost. We have shown
that the ordering in which the variables are assigned is more
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Figure 3: Normalized quality of the permutations used to solve the
instances in set RAND-B against 𝜏 value (with respect to the best-
known permutation of variables per instance).

important for some instances than for others. The region
in the instance space where the impact of the permutations
of variables reaches its maximum is located, unsurprisingly,
within the boundaries of the transition phase. In this exper-
iment, we compared random permutations of variables and
their costs by using the 200 hard satisfiable instances from set
RAND-B (for details on this set, see Section 3.1). We deemed
important to work only with satisfiable instances to guarantee
that the 𝑛 variables from each instance were included in
every permutation. We solved each instance in the set with
30 different random permutations of variables and we saved
the cost of the search by using each permutation. A total of
6000 permutations were tested as part of this experiment. For
each instance, we calculated the normalized quality of each
ordering by dividing the cost of using the best permutation
for that instance over the cost of using each one of the
remaining 29 permutations for the same instance. Then, the
smaller the cost of the search with respect to the cost of
using the best-known permutation, the higher the value of
the normalized quality.

When we started working on this investigation, it seemed
reasonable to think that low-cost permutations for a given
instance would be similar to each other. Following this idea,
we compared, for each instance, the best permutation against
the remaining 29 for the same instance. The comparison of
permutations 𝑙1 and 𝑙2 was done using a normalized version
of Kendall’s 𝜏 metric [43], calculated as shown in (3), where
𝑃 is a pair of distinct elements in 𝑙1 and 𝑙2. 𝐾(𝑖,𝑗)(𝑙1, 𝑙2) = 0 if
𝑖 and 𝑗 are in the same order in 𝑙1 and 𝑙2 and it is equal to 1
if they are in the opposite order. Kendall’s 𝜏 metric measures
how different two permutations are, where 0 indicates that
both permutations are exactly the same and 1 indicates that
one is the inverse of the other.

𝜏 (𝑙1, 𝑙2) = ∑
(𝑖,𝑗)∈𝑃

𝐾(𝑖,𝑗) (𝑙1, 𝑙2) . (3)

Figure 3 depicts the normalized quality of each of the 6000
permutations analyzed in this experiment against the 𝜏 value
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obtained from the comparison between each permutation per
instance and the best-known permutation for such instance.

According to our first ideas, we expected similar order-
ings of variables (characterized by small values of 𝜏) to show
similar costs for a particular instance. In other words, we
expected that all the permutations with 𝜏 ≈ 0 for a particular
instance would have a quality close to 1 on the same instance
(as they would be similar to the best-known permutation for
that instance). As we can observe from Figure 3, this is not
the case. We detected a set of isolated points in (0, 1) that
correspond to the best permutations for each instance. Also,
none of the permutations, in any case, was completely differ-
ent from the best permutation per instance.This explains the
lack of points with values of 𝜏 close to 1. We also observed
some permutations with low values of 𝜏 but poor quality.The
latter means that some permutations that are very similar
to the best ordering for a given instance performed poorly
when used on the same instance. This result was surprising,
as we expected similar permutations to show similar costs.
On the other hand, we detected permutations with large
values of 𝜏 and high quality that correspond to the opposite
case where very different permutations with respect to the
best one for a given instance produced outstanding results.
This result can be easily explained as there may be more
than one ordering that minimizes the cost of the search
for a particular instance. Thus, two different orderings may
be good performers for a specific instance and present a
high normalized quality (regardless of 𝜏 being close to 1).
Conversely, similar permutations (the ones with very low
values of 𝜏) may show very distinct qualities because the
position of a few variables in the permutation can impact
the cost of the whole permutation but represent only small
changes in the resulting value of 𝜏.

4.3. Impact of Early Decisions. From the previous section, we
learned that, according to 𝜏, similar permutations of variables
may exhibit different costs, even for the same instance. We
also learned that different permutations can actually be good
performers for the same instance. Then, what is the proper
way to compare two permutations of variables and estimate
how well they will perform on a particular instance? To
answer this question, we observed the permutations obtained
from the previous experiment and focused on the first
variable in the best permutation per instance. We found that,
for a given instance, the first variable in the best ordering was
also located at the first positions of other good performing
permutations (first to third positions of the permutations).
This finding gave us the idea that it might not be necessary
to compare complete permutations but a small subset of the
first variables in the orderings to estimate how similar their
costs are.This finding supports the empirical idea that the first
variables in the ordering are critical to determine the cost of
the search [44].

For this experiment, we focused on determining whether
it is possible to compare orderings and estimate their costs
using only the first variable in the permutations and on
whether finding one suitable variable to start the sequence
is enough to solve the CSP instance with a low cost. Aiming
at answering these questions, we used the permutations and
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Figure 4: Normalized quality of the permutations used to solve the
instances in set RAND-B (before and after the swap operation).

instances from the previous experiment (plus the instances
from the set DRIVER) and defined a swap operator that
exchanges one variable 𝑥 with that on the first position of
the permutation. For each instance, we identified the first
variable, 𝑥0, of the best permutation and, for each of the 29
remaining permutations, we moved 𝑥0 to the beginning of
the permutation via the previously defined swap operator. By
doing so, we forced all 30 permutations of each instance to
start with the first variable of the best permutation for that
instance.

What we found from this simple swap operation (chang-
ing only one variable in each permutation) is that, in 79.78%
of the instances, the quality of the permutations increased.
In 7.98% of the orderings, the change resulted in normalized
qualities above 1.0. This means that the improved orderings
outperformed the best-known permutation for a particular
instance (the one used to decide which variable to swap).
Figure 4 presents the change in the normalized quality of the
permutations on the 200 hard instances from set RAND-B.
The 𝑥-axis represents the quality before the swap operation,
and the 𝑦-axis, the quality after the swap operation.The diag-
onal line represents the equation 𝑥 = 𝑦, which serves as a ref-
erence: all the points above this line represent permutations
whose quality was increased due to the swap operation, while
points below the line represent permutations that reduced
their quality as a result of the swap operation. For clarity,
all the points with a quality larger than 1.0 after the swap
operation have been plotted with a value of 1.0 in the 𝑦-axis.

We repeated the previous analysis on the instances from
set DRIVER (see Section 3.1 for details on this set). As in the
previous experiment, we analyzed the costs of the 30 random
permutations per instance and identified the best one. Then,
we compared the 29 remaining permutations per instance
against the best ordering for that specific instance by using
𝜏 (see (3)). In the case of real-world instances, the time limit
was increased to 30 seconds, as three seconds seemed to be
insufficient for the solver to finish the search by usingmost of
the permutations.
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Figure 5: Normalized quality of the permutations used to solve the
instances in set DRIVER against 𝜏 value (with respect to the best-
known permutation of variables per instance).
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Figure 6: Normalized quality of the permutations used to solve the
instances in set DRIVER (before and after the swap operation).

Consistently with the results from the previous exper-
iment, most of the permutations of variables used on set
DRIVER present 𝜏 ≈ 0.5 (Figure 5) when compared against
the best permutation per instance. We cannot observe a clear
relation between the value of 𝜏 of two permutations and their
quality. Then, as in the previous case, comparing all of the
variables in the permutations seems to be an inefficient way
to compare the qualities of two permutations of variables.

In the case of the instances contained in set DRIVER
(Figure 6), the swap operation improved the quality in
67.24% of the permutations. In 6.18% of the cases, the quality
improved above 1.0 after the swap operation. This means
that, as in the instances from set RAND-B, for set DRIVER
some modified permutations were even better than the best-
known permutation for a particular instance before the
swap operation. Also remarkable is the fact that, before the
swap operation, the solver was unable to solve 19.9% of the
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Figure 7: Costs of semirandom orderings per initial variable in the
permutation for the first instance in set RAND-C.

instances in set DRIVER within the time limit. After the
swap, all the runs solved their respective instance. These
results provide experimental evidence that supports that the
selection of the first variable to instantiate in a CSP is critical,
even on larger real-world instances like the ones used in this
experiment.

In an additional experiment, we analyzed how the first
variable in the permutations affects the cost of the search.The
idea here is to confirm if focusing our efforts on correctly
selecting the first variable may be sufficient to increase
the probabilities of minimizing the cost of the search. For
these experiments, we used set RAND-C (see Section 3.1
for more details on this set). All the instances in this set
were solved by using a semirandom heuristic (SRAND) that
works as follows: SRAND is provided with a variable and
a CSP instance to solve. Then, SRAND starts the search
by instantiating the provided variable, while the remaining
ones are selected at random. Thus, by using SRAND we can
produce semirandom orderings of variables: permutations
that start with one specific variable but where the remaining
𝑛 − 1 variables are randomly ordered. For each of the 25
variables in every instance, 20 semirandom orderings were
produced, totalling 500 runs per instance. Moreover, for each
run we recorded two metrics: the number of consistency
checks required by the search and the first variable in the
permutation.

Figure 7 depicts the boxplot with the cost of the 20
semirandompermutations on the first instance of set RAND-
C (similar results are also observable on other instances
in this set). The 𝑥-axis indicates the initial variable of the
semirandom orderings and the 𝑦-axis indicates the cost of
the search when a particular variable is used at the very first
position of the permutation. For clarity, only permutations
that finished the search in at least one of the 20 runs are shown
in the figure. Based on the information depicted in Figure 7,
we can conclude that, among the 25 possible initial variables
in the orderings, assigning 𝑥8 first is the best option for this
specific instance, as it obtains the lowest median cost in terms
of consistency checks. Although the information suggests
that five variables can be used as start point of the search
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(𝑥1, 𝑥4, 𝑥5, 𝑥8, and 𝑥12), the statistical evidence suggests, with
95% of confidence, that 𝑥8 has a lower median cost than any
of the other variables analyzed for this instance.

If the first variable in the orderingmakes no difference, we
would expect that almost all semirandom orderings produce
similar costs, which is not the case for the first instance in set
RAND-C. Although we have only shown the results for one
instance in set RAND-C, this behaviour holds for the rest of
the instances in the set. Only a few of the variables, when used
at the beginning of the permutations, allow the solver to find
a solution in the allocated time. Among the permutations that
lead to a solution, only a few are statistically better than the
others.

So far, we have only confirmed the empirical idea that
not all the decisions are equally important regarding variable
ordering. We have evidence that supports the idea that the
first variable to instantiate is one of the most, if not the most,
crucial decisionswhen solving aCSP by using a backtracking-
based method. Our results suggest that the first variable in
the permutation drastically increases or decreases the cost of
the search. The next question to solve in this investigation is
directly related to existing heuristics.We have pointed out the
importance of the first variable, but are existing heuristics able
to find a good starting point for the search? We will discuss
this in the following experiments.

5. Heuristics-Related Experiments

This section continues the analysis of the impact of the first
variable in the permutations but now focuses on some exist-
ing heuristics. We analyze the cost of the search derived from
using the orderings obtained through different heuristics by
studying the initial variables in such orderings. We analyze
how decisions made at early stages of the search affect the
performance of these heuristics in latter stages.

5.1. Sensitivity to Poor Decisions. Let us suppose that a given
heuristic makes a bad decision at the very beginning of the
search. A desirable characteristic of such heuristic would be
that it could somehow use the upcoming choices of variables
to compensate for the poor initial guess. If this were the
case, no matter which variable was used at the beginning
of the permutation, the search would require a similar cost.
Unfortunately, the empirical evidence suggests that heuristics
are vulnerable to a wrong initial choice of variable and that
changing this specific variable has tremendous consequences
in the cost of the search. Therefore, in this experiment we
analyzed how the search guided by the heuristics described
in Section 2 responds to changes on the starting variable (i.e.,
the one at the beginning of the permutation).

All the instances in set RAND-C were solved by using
the seven heuristics described in Section 2 and the cost of
the search was recorded for each heuristic on every instance
in the set. Additionally, we propose modified versions of the
heuristics described in Section 2. These modified versions of
the heuristics are called DOM, DEG, DOM/DEG, RHO,
K, WDEG, and DOM/WDEG. All the modified versions
of the heuristics work as follows: among all the variables in
the instance, one is arbitrarily selected to start the search

DOM

DEG

DOMDEG

WDEG

DOMWDEG

K

RHO

5e + 055e + 04 1e + 05 2e + 05

Standard deviations of consistency checks

Figure 8: Sensitivity of the heuristics to the first decisions in set
RAND-C.

with. Once this variable has been instantiated, the rest of
the ordering is defined by the criteria of each particular
heuristic. For example, DOM(𝑥0) indicates that the first
variable to assign is 𝑥0 (regardless of its domain size) but
the remaining 24 variables will be instantiated according to
DOM. Thus, we can force any of the traditional heuristics
to start the search with one particular variable of our choice
and then continue ordering variables in the standard fashion.
Every instance in set RAND-C was solved 25 times with
each modified heuristic. At each run, the initial variable
was changed starting from 𝑥0 up to 𝑥24. The rest of the
ordering was constructed by using the respective heuristic.
For each run, we kept the initial variable in the permutation
used for solving the instance and the cost obtained by using
such permutation.These results are analyzed in the following
experiments.

For each heuristic, we calculated the standard deviation
of the cost of the search by using each of the 25 variables at
the first position of the orderings. The higher the standard
deviation per instance, the more impact the choice of the
initial variable has on the cost of the search when using one
specific heuristic. In other words, the standard deviation of
the costs is used to estimate how sensitive heuristics are to
the choice of the first variable to instantiate.

Figure 8 shows the boxplot with the standard deviations
of each heuristic in the 200 instances in set RAND-C. Among
the seven heuristics, RHO and 𝐾 are less sensitive to changes
in the first variable (with 95%of confidence). On the contrary,
changing the initial variable has a larger effect on DOM than
in the rest of the heuristics.

5.2. Gain from Making the Right Decision. The experiments
described in this section focus on the orderings obtained by
commonly used heuristics and how they can be improved.
The analysis is restricted to the first variables in the orderings,
aswe observed that they requiremost of our attention. Should
we use the best variable to start the permutation (which
is only known after we have tried all of them), we would
obtain improved versions of the existing heuristics. For the
purpose of this work, these new heuristics have been named
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Figure 9: Performance of the heuristics in set RAND-C when forced to start the search with the first variable of the best-known permutation
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Figure 10: Performance of the heuristics in set JOBSHOPwhen forced to start the searchwith the first variable of the best-known permutation
for each particular instance.

DOM∗, DEG∗, DOMDEG∗, WDEG∗, DOMWDEG∗, K∗,
and RHO∗. For example, DOM∗ is equivalent to DOM (𝑥),
where 𝑥 is the most suitable variable to start the search. This
batch of tests considered two sets of instances: RAND-C and
JOBSHOP.

From the previous experiments, we were able to identify,
for every heuristic, the best initial variable in the ordering for
solving each instance in set RAND-C. As expected, this vari-
able is not the same for all the instances. Figure 9 shows the
comparison of the performance of the existing heuristics and
the performance of their improved versions in set RAND-
C. However, it is important to remark that these findings
represent a Utopian scenario, since a brute-force approach
was used to test the effect of all variables so that the best
one could be selected afterwards. Nonetheless, we consider
this approach to be useful for showing the performance
gap between the choice taken by the heuristic and the best
possible choice. This paves the road for proposing a method
that can identify a good enough variable in a cheaply enough
fashion.

There is statistical evidence that supports that the mod-
ified versions of the heuristics are better than the standard
ones. We ran a paired 𝑡-test for each pair of heuristics, where
the alternative hypothesis was that themodified version of the
heuristic had a lower mean than its standard version. In all
the tests, the resulting 𝑝 value was below 0.01. This provides
strong evidence that the improved versions of the heuristics,
the ones that make the right choice of the variable at the
beginning of the search, outperform the standard ones.

In order to demonstrate that this improvement is also
present in non-randomly generated instances, we repeated
the previous analysis on set JOBSHOP. The results shown in
Figure 10 are similar to those observed on randomly gener-
ated instances but, this time, since the number of instances
is small, the statistical evidence is not sufficient to state that
all the improved versions of the heuristics outperform the
standard ones. For this set of instances, DOM∗, DOMDEG∗,
WDEG∗, DOMWDEG∗, and RHO∗ are statistically better
than their respective standard versions with a significance
level of 5%.
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Although the results presented in Figures 9 and 10 suggest
that the seven heuristics analyzed can be improved, the
information gathered as part of this experiment is only valid
for the instances used to obtain such information. For this
reason, we are aware of the need of a method capable of
generalizing such information to be able to solve a wider set
of instances.

5.3. Is It Possible to Improve How Heuristics Work? So far, we
have observed that it is not easy for standard heuristics to find
the right variable to start the search with. For this reason, we
propose a simple method that helps heuristics to make better
decisions at the very first stages of the search. Our method
differs from the well-known LDS [45–47] in the fact that we
do not refute the decisions of the heuristics, but we use such
heuristics on reduced instances in order to estimate which
variable, once instantiated, is likely to reduce the cost of the
search.

The method is based on an iterative sampling procedure
that works as follows. For each iteration of the sampling
process, a randomsubset𝑉 containing 𝑛 variables is selected
from the original set 𝑉 in the instance. To select the random
subset of variables, all the variables in the original instance are
shuffled and then, the first 𝑛 variables are selected. We then
separate those variables from the original instance, creating a
small subproblem that contains only V ∈ 𝑉 variables (with
their respective domains). The constraints that remain in the
subproblem are those that only involve variables contained in
𝑉 (any constraint that involves variables not contained in 𝑉
is ignored). In this way, and because 𝑛 ≪ 𝑛, the subproblems
tend to be easier to solve than the original instance.

By using one particular heuristic (the one of interest
at the moment), we solve each of the subproblems while
recording the first variable chosen and the cost of the search,
in this case the number of consistency checks. Each iteration
produces and solves a different subproblem of 𝑛 variables.
When all the subproblems have been generated and solved,
themethod selects the variable that was used as starting point
for solving the subproblem that required largest number
of consistency checks. We then solve the original instance
by using the respective modified heuristic (as depicted in
Section 5.1). Basically, we solve the instance by instantiating
the variable chosen by running a “quick test” on some
random subproblems and then, we let one specific heuristic
solve the rest of the instance.

We think that, by selecting the first variable instantiated
when solving the subproblem that requires the most consis-
tency checks, we are likely to find some difficulty in assigning
variables (somehow related to the concept of backdoors [48]).
In the original instance, solving first one of these variables is
likely to represent a reduction in the cost of the search.

For this experiment, we solved set QCP-15, which proved
to be particularly difficult for almost all the heuristics in this
investigation. The time limit was again set to 30 seconds, as
we did for harder sets of instances. For each one of the seven
heuristics, we solved the whole set with that heuristic and
run the sampling method 10 times. For each run, the method
uses 1000 iterations and in each iteration a subproblem
containing only five random variables is created and solved.

Standard
Sampling method

0.E + 00

1.E + 09

2.E + 09

3.E + 09

4.E + 09

C
on

sis
te

nc
y 

ch
ec

ks

K

D
EG

RH
O

D
O

M

W
D

EG

D
O

M
D

EG

D
O

M
W

D
EG

Figure 11: Cost of solving set QCP-15 when using each of the seven
standard heuristics and the sampling strategy proposed.

All the values for the running parameters of the method were
empirically defined.

Figure 11 shows the results of each heuristic on set QCP-
15 and the average consistency checks of the 10 runs of the
sampling method for each respective heuristic. The results
of the sampling method include both the consistency checks
consumed during the sampling process and the actual ones
used when solving the original instances. The results show
that the sampling method is, on average, capable of finding
one suitable variable that helps the heuristics to improve
their search. We can observe that, regardless of the heuristic
used and its performance before using the proposed method,
the sampling strategy tends to produce similar results, as
good initial variables are selected for each heuristic. These
good initial decisions, as shown in Section 5.2, dramatically
improve the performance of existing heuristics.

It is important to stress the scope of applicability of our
proposed approach. The sampling method has improved the
quality of the variable ordering heuristics considered for
this work. In fact, our evidence suggests that the sampling
strategy tends to find “good” variables to start the search
with. Nonetheless, we cannot guarantee that this behaviour
propagates to all other heuristics. Thus, they may not be
improved by using the same approach. The evidence we have
gathered so far can only go as far as confirming the idea that
some heuristics fail at selecting an adequate variable to start
the searchwith.Therefore, by improving their early decisions,
for example, by using the proposed sampling strategy, we can
also improve their overall performance.

6. Conclusion and Future Work

An indirect way to reduce the cost of the search in CSPs
is to find more reliable strategies to order the variables and
their values as the search progresses. Studies about variable
ordering found in the literature usually put the same effort for
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these decisions at all nodes of the search. However, we have
found evidence suggesting that it would be better to focus on
the first decisions. Inmost of the cases, a good decision at this
point can significantly reduce the cost of the overall search.

By experimentally testing existing heuristics on different
CSP instances, we found that they have plenty of room for
improvement, especially if we focus on the first variable to
instantiate. Our results apply to both random and real-world
instances. It seems reasonable to think that the effect of
first decisions lessens as the problem grows since there are
more decisions to make. Although this makes sense, we were
unable to confirm it. But, we found that first decisions are still
critical for instances with more than 600 variables. Thus, our
results seem to be unaffected by the growth of the instance
size given by the increment in the number of variables.

In this work, we proposed a method for sampling
the performance of heuristics on small random subsets of
variables. This was done as an attempt to identify critical
variables that should be instantiated before the others. We
found evidence suggesting that this sampling approach is
competitive and capable of improving the performance of
the standard heuristics. This paper presented a preliminary
version of our approach. A more refined version will be
explored in future work.

An important consideration is that we have not tested
the effect of changing the order in which the values for each
variable are taken. We are aware that this may affect the
cost of the search. But, we wanted to analyze the effect of
variable ordering by itself, prior to including any other aspect
to the analysis.We expect that including value ordering to the
process will produce similar results to the ones obtained for
variable ordering. But, this analysis is left for a future phase
of this investigation.

One potential limitation of our approach might emerge
when working with other types of constraints (e.g., 𝑛-ary
constraints for large values of 𝑛). Although the solution
model described in this work proved to be useful for CSPs
containing binary constraints defined in extension, it may
show a different performance if other types of constraints are
considered. For example, if the constraints weakly propagate,
then large domains of some variables will almost remain
unaltered and the variable ordering strategies described in
this workmight not help.We consider this an important topic
to be addressed as part of the future work.

Another important aspect that may be useful to explore
in the future is how the branching scheme might alter our
results. The branching scheme used in this investigation is
usually referred to as 𝑘-way branching. Another classical
scheme is 2-way branching. Through it, the search first
assigns a variable with a value (left branch) before refuting
the value from the domain of the variable (right branch).

Also, we have tested our ideas on satisfiable instances only
to compare permutations that contain the same elements.
We plan to extend our results to unsatisfiable instances. We
will pursue a similar approach but using a modified Kendall’s
metric for unbalanced permutations. This unbalance may
represent permutations with different number of elements
or ones where some elements only appear in a couple of
permutations.

We expect that the results obtained from this investiga-
tion lead us to more robust methods for variable ordering.
Specifically, we want to simplify variable ordering for CSPs
by generating orderingmethods that focus on early decisions.
This way, faster and cheaper ordering strategies can operate
on the remaining variables. We want to use the information
gathered from distinct permutations of variables to produce
new ordering heuristics that exploit the information obtained
so far. Unfortunately, at this point we are unsure of how
to produce such heuristics. Thus, a further analysis of the
instances and their first variables is required.

Finally, we are aware of the importance of hybrid
approaches for solving hard CSPs. For this reason, we
consider exploring the impact of the ideas described in this
work on hybrid solvers such as algorithm portfolios and
hyperheuristics. At the moment, we think that the strategies
that are able to improve single variable ordering heuristics
should also help improve more robust approaches, but we
need to properly confirm this idea in future steps of this
investigation.
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Ed., vol. 5851 of Lecture Notes in Computer Science, pp. 89–103,
Springer, Berlin, Germany, 2009.

[39] K. Xu and W. Li, “Many hard examples in exact phase transi-
tions,”Theoretical Computer Science, vol. 355, no. 3, pp. 291–302,
2006.

[40] K. Xu, F. Boussemart, F. Hemery, and C. Lecoutre, “Random
constraint satisfaction: easy generation of hard (satisfiable)
instances,” Artificial Intelligence, vol. 171, no. 8-9, pp. 514–534,
2007.

[41] P. Cheeseman, B. Kanefsky, andW.M. Taylor, “Where the really
hard problems are,” in Proceedings of the In Proceedings of Inter-
national Joint Conferences on Artificial Intelligence (IJCAI91, pp.
331–337, 1991.

[42] B. M. Smith, “Locating the phase transition in binary constraint
satisfaction problems,” Artificial Intelligence, vol. 81, no. 1-2, pp.
155–181, 1996.

[43] F. Ronald, R. Kumar, and D. Sivakumar, “Comparing top k
lists,” in In Proceedings of the fourteenth annual ACM-SIAM
symposium on Discrete algorithms, SODA 03, pp. 28–36, Society
for Industrial andAppliedMathematics, Philadelphia, PA,USA,
2003.

[44] P. Refalo, “Impact-Based Search Strategies for Constraint Pro-
gramming,” in Principles and Practice of Constraint Program-
ming – CP 2004, vol. 3258 of Lecture Notes in Computer Science,
pp. 557–571, Springer Berlin Heidelberg, Berlin, Heidelberg,
2004.

[45] D. Furcy and S. Koenig, “Limited discrepancy beam search,” in
Proceedings of the In Proceedings of the 19th International Joint
Conference on Artificial Intelligence, IJCAI05, pp. 125–131, San
Francisco, CA, USA, 2005.

[46] W. Karoui, M. Huguet, P. Lopez, and W. Naanaa, “YIELDS: A
Yet Improved Limited Discrepancy Search for CSPs,” in Inte-
gration of AI and OR Techniques in Constraint Programming for
Combinatorial Optimization Problems, vol. 4510 of Lecture Notes
in Computer Science, pp. 99–111, Springer Berlin Heidelberg,
Berlin, Heidelberg, 2007.

[47] P. Prosser and C. Unsworth, “Limited discrepancy search
revisited,” ACM Journal of Experimental Algorithmics, vol. 16,
Article ID 2019581, 2011.

[48] R. Williams, P. Carla, and B. Selman, “Backdoors to typical
case complexity,” in Proceedings of the 18th International Joint
Conference on Artificial Intelligence, IJCAI03, pp. 1173–1178,
Morgan Kaufmann Publishers Inc., San Francisco, CA, USA,
2003.



Computer Games 
 Technology

International Journal of

Hindawi
www.hindawi.com Volume 2018

Hindawi
www.hindawi.com

 Journal ofEngineering
Volume 2018

Advances in

Fuzzy
Systems

Hindawi
www.hindawi.com

Volume 2018

International Journal of

Reconfigurable
Computing

Hindawi
www.hindawi.com Volume 2018

Hindawi
www.hindawi.com Volume 2018

 Applied 
Computational 
Intelligence and Soft 
Computing

 Advances in 

 Artificial 
Intelligence

Hindawi
www.hindawi.com Volume 2018

Hindawi
www.hindawi.com Volume 2018

Civil Engineering
Advances in

Hindawi
www.hindawi.com Volume 2018

Electrical and Computer 
Engineering

Journal of

Journal of

Computer Networks 
and Communications

Hindawi
www.hindawi.com Volume 2018

Hindawi

www.hindawi.com Volume 2018

 Advances in 

Multimedia

 International Journal of 

Biomedical Imaging

Hindawi
www.hindawi.com Volume 2018

Hindawi
www.hindawi.com Volume 2018

Engineering  
 Mathematics

International Journal of

Robotics
Journal of

Hindawi
www.hindawi.com Volume 2018

Hindawi
www.hindawi.com Volume 2018

Computational Intelligence 
and Neuroscience

Hindawi
www.hindawi.com Volume 2018

Mathematical Problems 
in Engineering

Modelling &
Simulation
in Engineering
Hindawi
www.hindawi.com Volume 2018

Hindawi Publishing Corporation 
http://www.hindawi.com Volume 2013
Hindawi
www.hindawi.com

The Scientific 
World Journal

Volume 2018

Hindawi
www.hindawi.com Volume 2018

Human-Computer
Interaction

Advances in

Hindawi
www.hindawi.com Volume 2018

 Scienti�c  
Programming

Submit your manuscripts at
www.hindawi.com

https://www.hindawi.com/journals/ijcgt/
https://www.hindawi.com/journals/je/
https://www.hindawi.com/journals/afs/
https://www.hindawi.com/journals/ijrc/
https://www.hindawi.com/journals/acisc/
https://www.hindawi.com/journals/aai/
https://www.hindawi.com/journals/ace/
https://www.hindawi.com/journals/jece/
https://www.hindawi.com/journals/jcnc/
https://www.hindawi.com/journals/am/
https://www.hindawi.com/journals/ijbi/
https://www.hindawi.com/journals/ijem/
https://www.hindawi.com/journals/jr/
https://www.hindawi.com/journals/cin/
https://www.hindawi.com/journals/mpe/
https://www.hindawi.com/journals/mse/
https://www.hindawi.com/journals/tswj/
https://www.hindawi.com/journals/ahci/
https://www.hindawi.com/journals/sp/
https://www.hindawi.com/
https://www.hindawi.com/

