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Parallel graph-oriented applications expressed in the Bulk-Synchronous Parallel (BSP) and Token Dataflow compute models
generate highly-structured communication workloads from messages propagating along graph edges. We can statially expose
this structure to traffic compilers and optimization tools to reshape and reduce traffic for higher performance (or lower area,
lower energy, lower cost). Such offline traffic optimization eliminates the need for complex, runtime NoC hardware and enables
lightweight, scalable NoCs. We perform load balancing, placement, fanout routing, and fine-grained synchronization to optimize
our workloads for large networks up to 2025 parallel elements for BSP model and 25 parallel elements for Token Dataflow.
This allows us to demonstrate speedups between 1.2× and 22× (3.5× mean), area reductions (number of Processing Elements)
between 3× and 15× (9×mean) and dynamic energy savings between 2× and 3.5× (2.7×mean) over a range of real-world graph
applications in the BSP compute model. We deliver speedups of 0.5–13× (geomean 3.6×) for Sparse Direct Matrix Solve (Token
Dataflow compute model) applied to a range of sparse matrices when using a high-quality placement algorithm. We expect such
traffic optimization tools and techniques to become an essential part of the NoC application-mapping flow.

1. Introduction

Real-world communication workloads exhibit structure in
the form of locality, sparsity, fanout distribution, and other
properties. If this structure can be exposed to automation
tools, we can reshape and optimize the workload to improve
performance, lower area, and reduce energy. In this paper, we
develop a traffic compiler that exploits structural properties
of Bulk-Synchronous Parallel communication workloads.
This compiler provides insight into performance tuning
of communication-intensive parallel applications. The per-
formance and energy improvements made possible by the
compiler allow us to build the NoC from simple hardware
elements that consume less area and eliminate the need for
using complex, area-hungry, adaptive hardware. We now
introduce key structural properties exploited by our traffic
compiler.

(i) When the natural communicating components of
the traffic do not match the granularity of the

NoC architecture, applications may end up being
poorly load balanced. We discuss Decomposition and
Clustering as techniques to improve load balance.

(ii) Most applications exhibit sparsity and locality; an
object often interacts regularly with only a few
other objects in its neighborhood. We exploit these
properties by Placing communicating objects close to
each other.

(iii) Data updates from an object should often be seen
by multiple neighbors, meaning the network must
route the same message to multiple destinations.
We consider Fanout Routing to avoid redundantly
routing data.

(iv) Applications that use barrier synchronization can
minimize node idle time induced by global synchro-
nization between the parallel regions of the program
by using Fine-Grained Synchronization.
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We show the compilation flow for the NoC in Figure 1
and illustrate the relative benefits using an example
application graph. We also show representative speedups for
the ConceptNet cnet-default workload after each step of
the traffic compilation flow when compared to an unopti-
mized mapping. The unoptimized graph has imbalanced,
performance-limiting communication characteristics which
get reshaped, reduced, and redistributed for an efficient
execution by the traffic compiler. While these optimizations
have been discussed independently in the literature
extensively (e.g., [1, 2, 17, 19, 21]), we develop a toolflow that
autotunes the control parameters of these optimizations per
workload for maximum benefit and provide a quantification
of the cumulative benefit of applying these optimizations
to various applications in fine-grained, on-chip network
settings. This quantification further illustrates how the
performance impact of each optimization changes with NoC
size. The key contributions of this paper include:

(i) development of a traffic compiler for fine-grained
applications described using the BSP, Token
Dataflow, and Static SIMD compute models,

(ii) use of communication workloads extracted from
ConceptNet (BSP), Sparse Matrix-Vector Multi-
ply (BSP), Bellman-Ford (BSP), and Sparse Direct
Matrix Solve (Token Dataflow) running on range of
real-world circuits and graphs,

(iii) quantification of cumulative benefits of each stage
of the compilation flow (performance, area, energy)
compared to the unoptimized case.

2. Background

2.1. Applications and Compute-Models. We consider two
compute models and associated applications: (1) Graphstep
[3], and (2) Token Dataflow [4].

2.1.1. Graphstep. Parallel graph algorithms are well suited
for concurrent processing on FPGAs. We describe graph
algorithms in a Bulk-Synchronous Parallel (BSP) compute
model [5] and develop an FPGA system architecture [3] for
accelerating such algorithms. The compute model defines
the intended semantics of the algorithm, so we know which
optimizations preserve the desired meaning while reducing
NoC traffic. The graph algorithms are a sequence of steps
where each step is separated by a global barrier. In each step,
we perform parallel, concurrent operations on nodes of a
graph data-structure where all nodes send messages to their
neighbors while also receiving messages. The graphs in these
algorithms are known when the algorithm starts and do not
change during the algorithm. Our communication workload
consists of routing a set of messages between graph nodes.
We route the same set of messages, corresponding to the
graph edges, in each epoch.

2.1.2. Token Dataflow. Lightweight processing of sparse
dataflow graphs can be efficiently accelerated using FPGAs.
In [4], we show how to accelerate Sparse Matrix-Solve
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Figure 1: NoC traffic compilation flow (annotated with
cnet-default speedups at 2025 PEs).

computation generated by the KLU [6] solver using this
approach. The dataflow compute model enables parallel
distributed operations in the sparse dataflow graph by
implementing the dataflow firing rule. According to this rule,
each node in the graph will fire when it receives all its inputs.
Instead of a global barrier, each node implements its own
local synchronization operation. Each token is a message that
is routed along an edge of the dataflow graph. We evaluate the
complete graph by propagating tokens from the graph inputs
all the way to the outputs in dataflow fashion. Our approach
is similar to the implementation in [7]. Token propagating
along parallel paths allows this token-passing architecture to
exploit parallelism in the graph. Our workload is the ordered
set of messages that are activated and routed according to the
dependencies in the graph.

Applications in the compute models we consider gen-
erate traffic with a variety of communication character-
istics (e.g., locality, sparsity, multicast) which also occur
in other applications and compute models as well. Our
traffic compiler exploits the a priori knowledge of structure-
rich communication workloads (see Section 5.1) to provide
performance benefits. Our approach differs from some
recent NoC studies that use statistical traffic models (e.g.,
[8–11]) and random workloads (e.g., [12–14]) for anal-
ysis and experiments. Statistical and random workloads
may exaggerate traffic requirements and ignore application
structure leading to overprovisioned NoC resources and
missed opportunities for workload optimization. We use real
workloads generated from three different compute models
to demonstrate the value and generality of our parallel
approach.
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2.1.3. Other Studies. In [8], the authors demonstrate a 60%
area reduction along with an 18% performance improve-
ment for well-behaved workloads. In [10], the authors show a
20% reduction in buffer sizes and a 20% frequency reduction
for an MPEG-2 workload. In [12], the authors deliver a 23%
reduction in time and a 23% reduction in area as well as a
38% reduction in energy for their design. We demonstrate
better performance (95% reduction in runtime), lower
area requirements (90% area savings), and lower energy
consumption (90% less energy). Our approach is designed to
deliver the larger, order-of-magnitude improvement because
our systems (1) route fine-grained message-passing work-
loads, (2) utilize a high-throughput design of the Processing
Elements, and (3) support scalability to larger system sizes.
In contrast, the other studies attempt to optimize NoCs
running restrictive, coarse-grained application workloads
which reduce the impact of traffic characteristics on overall
system behavior.

2.2. Architecture. We organize our FPGA NoC as a bidirec-
tional 2D mesh [15] with a packet-switched routing network
as shown in Figure 2(a). The application graph is distributed
across the Processing Elements (PEs) which are specialized
to process graph nodes for the different compute models.
Portions of the application graph are stored in local on-chip
memories in each PE. The PE is internally pipelined and
capable of injecting and receiving a new packet in each cycle.
The PE can simultaneously handle incoming and outgoing
messages.

2.2.1. BSP PE. For the BSP PE shown in Figure 2(b), each
PE performs accumulate and update computations on each
node as defined by the BSP graph algorithm. The internal
PE pipelines are managed by the GraphStep Logic controller.
During execution, the controller iterates through all local
nodes and generates outbound traffic that is routed over the
packet-switched network. Inbound traffic is stored in the
incoming message buffers of each PE. Once all messages have
been received, a barrier is detected using a global reduce
tree (a bit-level AND-reduce tree). The graph application
proceeds through multiple global barriers until the algorithm
terminates.

2.2.2. Token Dataflow PE. For the Token Dataflow PE shown
in Figure 2(c), each PE implements the dataflow firing rule by
keeping track of the number of messages received on each
graph node. In each execution of the graph, the PE starts
processing the graph from the inputs nodes and successively
propagates the computation through the levels of the graph
to the outputs. We do not use global barriers and instead
allow distributed local barriers at each node. After a node
is fired, it is inserted into the result queue that injects
message into the network for each recipient of the node.
This propagates the computation through the levels of the
graph. We declare termination when all network traffic and
PE activity has quiesced using a global reduce tree.

2.2.3. Network Switch. Each switch in the bidirectional 2D
mesh supports fully-pipelined operation using composable

Split and Merge units as shown in Figure 2(d). The
switches in the bidirectional mesh network implement the
Dimension-Ordered Routing (DOR) algorithm [16] that is
simplest to realize in hardware and widely used in NoC
designs. We discuss additional implementation parameters
in Section 4.2. Prior to execution, the traffic compiler is
responsible for allocating graph nodes to PEs.

We measure network performance as the number of
clock cycles (Barrier Cycles) required for one epoch between
barriers, including both computation and all messages
routing. We report speedups as Speedup=Barrier Cycles
unoptimized/Barrier Cycles optimized.

3. Optimizations

In this section, we describe a set of optimizations performed
by our traffic compiler. The compiler accepts the graph
structure from the application and maps it to the NoC archi-
tecture. It suitably modifies the graph structure (replacing
nodes and edges) and generates an assignment of graph
nodes to the PEs of the NoC. The traffic compiler also selects
the type of synchronization implemented in the PEs. It is
a fully automated flow that sequences the different graph
optimizations to generate an optimized mapping.

3.1. Decomposition. Ideally for a given application, as the
PE count increases, each PE holds smaller and smaller
portions of the workload. For graph-oriented workloads,
unusually large nodes with a large number of edges (i.e.,
nodes that send and receive many messages) can prevent the
smooth distribution of the workload across the PEs. As a
result, performance is limited by the time spent sending and
receiving messages at the largest node (streamlined message
processing in the PEs implies work ∝ number of messages
per node). For example, the ConceptNet cnet-default
workload has a communicating node with 16 K input
edges and 36 K outgoing edges (about 10% of total edges,
see Table 1). For a fully-streamlined, high-throughput PE
operation (1 cycle/network operation), we will need to spend
at least 16 K cycles receiving messages and 36 K cycles sending
messages irrespective of the number of PEs in the parallel
NoC. Decomposition is a strategy where we break down large
nodes into smaller nodes (either inputs, outputs or both
can be decomposed) and distribute the work of sending
and receiving messages at the large node over multiple PEs.
The idea is similar to that used in synthesis and technology
mapping of logic circuits [1]. Figure 3 illustrates the effect
of decomposing a node. Node 5 with 3 inputs gets fanin-
decomposed into Node 5a and 5b with 2 inputs, each thereby
reducing the serialization at the node from 3 cycles to 2.
Similarly, Node 1 with 4 outputs is fanout-decomposed into
Node 1a and 1b with 3 outputs and 2 outputs each. Greater
benefits can be achieved with higher-fanin/fanout nodes as is
the case with cnet-default workload (see Table 1).

In general, when the output from the graph node is
a result which must be multicast to multiple outputs, we
can easily build an output fanout tree to decompose output
routing. However, input edges to a graph node can only
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Figure 2: NoC architecture and organization.

be decomposed when the operation combining inputs is
associative. ConceptNet and Bellman-Ford (discussed later
in Section 4.1) permit input decomposition since nodes
perform simple integer sum and max operations which
are associative and can be decomposed. However, Matrix
Multiply nodes perform nonassociative floating-point accu-
mulation over incoming values which cannot be broken up
and distributed.

We implement the decomposition phase by constructing
an n-ary tree that replaces the high-fanin or high-fanout
node. As as example, consider node 6 in Figure 4 with 5
inputs. We construct a suitable 2-ary tree rooted at node
6 and assign the fanin nodes to the leaves of this tree.
When the number of inputs are not a power-of-2, we

generate an appropriate imbalanced tree to accommodate
all inputs. Presently, our algorithm orders the inputs or
outputs to the leaves arbitrarily while showing performance
and scalability improvements. In the future, we can also
consider sophisticated tree construction algorithms that
attempt to carefully minimize the critical path or post-
placement locality during leaf assignment.

3.2. Clustering. While Decomposition is necessary to break
up large nodes, we may still have an imbalanced system if
we randomly place nodes on PEs. Random placement fails
to account for the varying amount of work performed per
node. Lightweight Clustering is a common technique used
to quickly distribute nodes over PEs to achieve better load
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balance (e.g., [17]). We use a greedy, linear-time Clustering
algorithm similar to the Cluster Growth technique from [17].
We start by creating as many “clusters” as PEs and randomly
assign a seed node to each cluster. We then pick nodes
from the graph and greedily assign them to the PE that
least increases cost. The cost function (“Closeness metric”
in [17]) is chosen to capture the amount of work done
in each PE including sending messages, receiving messages,
or computing on a node. This is expressed as shown in
Figure 5. In the equation, we compute total cost as a sum
of communication and computation costs. The clustering
algorithm then picks the cluster which has the smallest Cost.
Communication cost is simply the larger of the send and
receive cycles. Compute cost is a function of the number of
cycles in the pipelined compute datapath (for nonassociative
computation, we must add the total pipeline cycles per edge,
Cycles). We can explore other greedy clustering packages
(e.g., T-Vpack [18]) as part of future enhancements to the
compiler.

3.3. Placement. Object communication typically exhibits
locality. A random placement ignores this locality resulting
in more traffic on the network. Consequently, random
placement imposes a greater traffic requirement which can
lead to poor performance, higher energy consumption,
and inefficient use of network resources. We can Place
communicating nodes close to each other to minimize traffic
requirements and get better performance than random
placement. The benefit of performing placement for NoCs
has been discussed in [19]. Good placement reduces both the
number of messages that must be routed on the network and
the distance which each message must travel. This decreases
competition for network bandwidth and lowers the average
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latency required by the messages. Figure 6 shows a simple
example of good Placement. A random partitioning of the
application graph may bisect the graph with a cut size of
6 edges (i.e., 6 messages must cross the chip bisection).
Instead, a high-quality partitioning of the graph will find a
lower cut width size of 4. The load on the network will be
reduced since 2 fewer messages must cross the bisection. In
general, Placement is an NP-complete problem, and finding
an optimal solution is computationally intensive. We use
a fast multilevel partitioning heuristic MLPART [20] that
iteratively clusters nodes and moves the clustered nodes
around partitions to search for a better quality solution.
In future, we can improve placement quality with a slower
simulated-annealing heuristic.

3.4. Fanout Routing. Some applications may require multi-
cast messages (i.e., single source, multiple destinations). Our
application graphs contain nodes that send the exact same
message to their destinations. Routing redundant messages
is a waste of network resources. We can use the network
more efficiently with Fanout Routing which avoids routing
redundant messages. This has been studied extensively by
Duato et al. [21]. If many destination nodes reside in the
same physical PE, it is possible to send only one message
instead of many, duplicate messages to the PE. For this to
be beneficial, there needs to be at least two sink nodes in
some destination PE. The PE will then internally distribute
the message to the intended recipients. This is shown in
Figure 7. The fanout edge from Node 3 to Node 5a and Node
4 can be replaced with a shared edge as shown. This reduces
the number of messages crossing the bisection by 1. This
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optimization works best at reducing traffic and message-
injection costs at low PE counts. As PE counts increase, we
have more possible destinations for the outputs and fewer
shareable nodes in the PEs resulting in decreasing benefits.
We realize this optimization with no hardware overheads.
We simply configure the data-structures with appropriate
addresses for indexing into the message memory.

3.5. Fine-Grained Synchronization. In parallel programs with
multiple threads, synchronization between the threads is
sometimes implemented with a global barrier for simplicity.
However, the global barrier may artificially serialize com-
putation. Alternately, the global barrier can be replaced
with local synchronization conditions that avoid unnecessary
sequentialization. Techniques for eliminating such barriers
have been previously studied [2, 22]. In the BSP compute
model discussed in Section 2, execution is organized as a
series of parallel operations separated by barriers. We use
one barrier to signify the end of the communicate phase
and another to signify the end of the compute phase. If
it is known prior to execution that the entire graph will
be processed, the first barrier can be eliminated by using
local synchronization operations. A node can be permitted
to start the compute phase as soon as it receives all its
incoming messages without waiting for the rest of the nodes
to have received their messages. This prevents performance
from being limited by the sum of worst-case compute
and communicate latencies when they are not necessarily
coupled. This is implemented by adding extra logic and state
to store and update messages received per node as well as
the total message count per node. We show the potential
benefit of Fine-Grained Synchronization in Figure 8. Node
2 and Node 3 can start their Compute phases after they
have received all their inputs messages. They do not need
to wait for all other nodes to receive all their messages.
This optimization enables the Communicate phase and the
Compute phase to be overlapped.

4. Experimental Setup

4.1. Workloads. We generate workloads from a range of
applications mapped to the BSP compute model and the
Token Dataflow model. We choose applications that cover
different domains including AI, Scientific Computing,
and CAD optimization that exhibit important structural
properties.

4.1.1. ConceptNet (BSP). ConceptNet [23] is a common-
sense reasoning knowledge base described as a graph, where
nodes represent concepts and edges represent semantic rela-
tionships. Queries to this knowledge base start a spreading-
activation algorithm from an initial set of nodes. The com-
putation spreads over larger portions of the graph through a
sequence of steps by passing messages from activated nodes
to their neighbors. In the case of complex queries or multiple
simultaneous queries, the entire graph may become activated
after a small number of steps. We route all the edges in the
graph representing this worst-case step. In [3], we show a
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per-FPGA speedup of 20× when comparing a Xilinx Virtex-
2V6000 FPGA to an optimized sequential implementation
on a 3.4 GHz Pentium-4Xeon. We use the BSP compute
model to capture the semantics of the computation and
implement the application on a Graphstep PE (Figure 2(b))
with an associative datapath (input edges can be summarized
associatively as they arrive without being sequentialized with
a particular ordering).

4.1.2. Sparse Matrix-Vector Multiply (BSP). Iterative Sparse
Matrix-Vector Multiply (SMVM) is the dominant computa-
tional kernel in several numerical routines (e.g., Conjugate
Gradient, GMRES). In each iteration, a set of dot products
between the vector and matrix rows is performed to
calculate new values for the vector to be used in the next
iteration. We can represent this computation as a graph
where nodes represent matrix rows and edges represent the
communication of the new vector values. The graph captures
the sparse communication structure inherent in the dot-
product expression. In each iteration, messages must be sent
along all edges; these edges are multicast as each vector
entry must be sent to each row graph node with a nonzero
coefficient associated with the vector position. We use sample
matrices from the Matrix Market benchmark [24]. Our
traffic optimized implementation in this paper improves
over the ≈2× speedups demonstrated previously in [25]
when comparing a Xilinx Virtex-2V6000 with an Itanium
2 processor. We use the BSP compute model to express the
sparse matrix computation and realize the processing on a
Graphstep PE (Figure 2(b)) with a nonassociative datapath.
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4.1.3. Bellman-Ford (BSP). The Bellman-Ford algorithm
solves the single-source shortest-path problem, identifying
any negative edge weight cycles, if they exist. It finds appli-
cation in CAD optimizations like Retiming, Static Timing
Analysis, and FPGA Routing where the graph structure is a
representation of the physical circuit. Nodes represent gates
in the circuit while edges represent wires between the gates.
The algorithm simply relaxes all edges in each step until
quiescence. A relaxation consists of computing the minimum
at each node over all weighted incoming message values.
Each node then communicates the result of the minimum
to all its neighbors to prepare for the next relaxation. Again,
we capture this computation in the BSP compute model
and implement it on a Graphstep PE (Figure 2(b)) with an
associative datapath.

4.1.4. Sparse Direct Matrix Solve in SPICE (Token Dataflow).
Matrix Solve computation on sparse matrices is a key
repetitive component of many applications like the SPICE
circuit simulator. For SPICE, we prefer to use sparse direct
solver techniques than SMVM-based (see Section 4.1.2)
iterative techniques for reasons of robustness at the expense
of parallelism. We integrate the KLU solver with SPICE
to expose parallelism in the computation with a one-time
symbolic analysis at the start of the simulation. We extract
sparse dataflow graphs for the LU factorization and Front-
Solve and Back-Solve phases which we distribute across our
parallel NoC architecture. Each node in the graph represents
a floating-point operation (add, multiply, or divide) while
each edge represents a dependency in the calculation. The
original nonzero values in the sparse matrix represent graph
inputs, and the factored L and U nonzero values represent
the graph outputs. We evaluate the graph by propagating
tokens from the inputs of the graph to its outputs. This
computation is processed on the NoC architecture using a
Dataflow PE (Figure 2(c)). In [26], we show how to construct
the dataflow graph and accelerate the Sparse Matrix Solve
computation by 0.6–7.1× when comparing a Xilinx Virtex-6
LX760 with an optimized sequential implementation on an
Intel Core i7 965.

4.2. NoC Timing and Power Model. All our experiments use
a single-lane, bidirectional-mesh topology that implements
a Dimension-Ordered Routing function. The network for
Matrix-Vector Multiply and Sparse Direct Matrix Solve
experiments is 84-bit wide (64-bit double-precision data,
20-bit header/address) while the network for ConceptNet
and Bellman-Ford experiments is 52-bit wide (32-bit inte-
ger data, 20-bit header/address). The switch is internally
pipelined to accept a new packet on each cycle (see Fig-
ure 2(a)). Different routing paths take different latencies
inside the switch (see Table 2). We pipeline the wires between
the switches for high performance (counted in terms of
cycles required as Twire). The PEs are also pipelined to start
processing a new edge every cycle. ConceptNet and Bellman-
Ford compute simple sum and max operations while Matrix-
Vector Multiply performs floating-point accumulation on
the incoming messages. The Sparse Direct Matrix Solve

Table 1: Application graphs.

Graph Nodes Edges Max

Fanin Fanout

BSP Compute Model [3]

ConceptNet

cnet-small 14556 27275 226 2538

cnet-default 224876 553837 16176 36562

Matrix-Multiply

add20 2395 17319 124 124

bcsstk11 1473 17857 27 30

fidap035 19716 218308 18 18

fidapm37 9152 765944 255 255

gemat11 4929 33185 27 28

memplus 17758 126150 574 574

rdb3200l 3200 18880 6 6

utm5940 5940 83842 30 20

Bellman-Ford

ibm01 12752 36455 33 93

ibm05 29347 97862 9 109

ibm10 69429 222371 137 170

ibm15 161570 529215 267 196

ibm16 183484 588775 163 257

ibm18 210613 617777 85 209

Token Dataflow Compute Model [4]

bcspwr01 753 985 3 6

mux8 1037 1395 3 8

ringosc 2883 3866 3 4

psadmit1 9814 13356 3 10

dac 43000 67265 3 10

psadmit2 22259 30108 3 11

sandia01 40400 55765 3 8

sandia02 40400 55765 3 8

s208 43055 62067 3 11

bcspwr09 221807 391654 3 53

s298 70928 106247 3 13

s344 70666 103314 3 12

s349 73914 108888 3 14

s382 81060 119475 3 16

s444 90288 133901 3 16

s386 100637 151868 3 20

s510 220092 380930 3 54

s526 146442 228017 3 26

s641 212474 348453 3 39

10stages 124720 178396 3 8

circuit2 416454 747587 3 172

algorithm performs floating-point accumulation and divide
operations on the incoming messages as appropriate. For our
floating-point benchmarks, we consider double-precision
implementations of all operations. Each computation on
the edge then takes 1–57 cycles of latency to complete (see
Table 2). We estimate dynamic power consumption in the
switches using XPower [27]. Dynamic power consumption
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Table 2: NoC timing model.

Mesh Switch Latency

Tthrough (X-X, Y-Y) 2

Tturn (X-Y, X-Y) 4

Tinterface (PE-NoC, NoC-PE) 6

Twire (GraphStep NoC) 2

Twire (Token Dataflow NoC) 5

Processing Element Latency

Tsend 1

Treceive (ConceptNet, Bellman-Ford) 1

Treceive (Matrix-Vector Multiply) 9

Tadd (Sparse Matrix Solve) 8

Tmultiply (Sparse Matrix Solve) 10

Tdivide (Sparse Matrix Solve) 57

at different switching activity factors is shown in Table 3.
We extract switching activity factor in each Split and Merge
unit from our packet-switched simulator. When comparing
dynamic energy, we multiply dynamic power with simulated
cycles to get energy. We generate bitstreams for the switch
and PE on a Xilinx Virtex-5 LX110T FPGA [27] to derive
our timing and power models shown in Tables 2 and 3.

4.3. Packet-Switched Simulator. We use a Java-based cycle-
accurate simulator that implements the timing model
described in Section 4.2 for our evaluation. The simula-
tor models both computation and communication delays,
simultaneously routing messages on the NoC and per-
forming computation in the PEs. Our results in Section 5
report performance observed on cycle-accurate simulations
of different circuits and graphs. The application graph is first
transformed by a, possibly empty, set of optimizations from
Section 3 before being presented to the simulator.

5. Evaluation

We now examine the impact of the different optimizations
on various workloads to quantify the cumulative bene-
fit of our traffic compiler. Our performance baseline is
an unoptimized, unprocessed, barrier-synchronized graph
workload which is randomly distributed across the NoC PEs.
We order the optimization appropriately to analyze their
additive impacts. We first show relative scaling trends for the
total routing time for the bcsstk11 benchmark to identify
potential performance bottlenecks. We then quantify the
impact of each optimization in systematically eliminating
these bottlenecks. Initially, we load balance our workloads
by performing Decomposition. We then determine how the
workload gets distributed across PEs using Clustering or
Placement. Finally, we perform Fanout Routing and Fine-
Grained Synchronization optimizations. We illustrate scaling
trends of individual optimizations using a single illustrative
workload for greater clarity. At the end, we show cumulative
data for all benchmarks together.

5.1. Performance Scaling Trends. Ideally, as PE counts
increase, the application performance scales accordingly,
(Tparallel = Tsequential/PEs) where Tsequential = sequential time.
However, applications rarely exhibit such ideal behavior. We
recognize three potential bottlenecks that can prevent ideal
scaling which we illustrate in Figure 9 for the bcsstk11
benchmark.

5.1.1. Serialization. This metric measures the number of
cycles spent injecting or receiving messages at the NoC-PE
interface. We measure this as follows:

Tinput =
(
Ninput +Nself

)
× Tsend,

Toutput =
(
Noutput +Nself

)
× Treceive.

(1)

In Equation (1) and Equation (8), Ninput = number of
messages entering the PE, Noutput = number of messages
leaving the PE, Nself = number of self-messages in the PE,
and Tsend and Treceive = number of cycles between successive
sends and receives, respectively. We engineer our PEs to
handle an external input, output, or self message in one cycle
(Tsend = Treceive = 1). The internal memory architecture
of our PE requires Nself to be counted on both ports.
Since our input and output interfaces work independently
and simultaneously, we define the total serialization cost as
follows:

Tserialization = max
(
Tinput,Toutput

)
. (2)

We expect that, for ideal scaling, the number of serializa-
tion cycles decrease with increasing PE counts. We distribute
both the computation and the communication over more
PEs. However, communication from very large graph nodes
(i.e., large number of edges) will cause a serial bottleneck
at the PE-NoC interface. In Section 3, we discussed Decom-
position (Section 3.1), Clustering (Section 3.2), and Fanout
Routing (Section 3.3) as strategies to avoid this bottleneck.

5.1.2. Bisection. This metric measures the number of cycles
required for messages to cross the chip bisection. If the
volume of NoC traffic crossing the chip bisection is larger
than the number of physical wires (NoC channels in the
bisection × Channel Width), then the bisection must be
reused

Tcut =
⌈
Nmessages

Nwires

⌉
. (3)

The top-level bisection may not be the largest bottleneck
in the network. Hence, we consider several hierarchical
cuts (horizontal and vertical cuts for a mesh topology) and
identify the most limiting of cuts (Tcuti)

Tbisection = max
cutsi

(Tcuti). (4)

For applications with high locality, the amount of traffic
crossing the bisection is low (when placed properly) and
bandwidth does not become a bottleneck. Conversely, for
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Table 3: NoC dynamic power model.

Datawidth (Application) Block dynamic power at diff. activity (mW)

0% 25% 50% 75% 100%

52 (ConceptNet, Bellman-Ford)
Split 0.26 1.07 1.45 1.65 1.84

Merge 0.72 1.58 2.1 2.49 2.82

84 (Matrix-Vector Multiply, Sparse Marix Solve)
Split 0.32 1.35 1.78 2.02 2.26

Merge 0.9 1.87 2.45 2.88 3.25

application with low locality, a larger number of messages
need to cross the bisection and bisection bandwidth can
become a bottleneck. In the Section 3, we considered
Placement (Section 3.3) and to a lesser extent Clustering
(Section 3.2) to reduce bisection bandwidth requirements.

5.1.3. Latency. This metric measures the sum of switch
latencies and wire latencies along the worst-case message
path in the NoC assuming no congestion

Tpath =
∑

switches j

Tswitch j +
∑

wiresk

Twirek ,

Tlatency = max
messagesi

(
Tpathi

)
.

(5)

For barrier-synchronized workloads, all data is routed
from sources to sinks in an epoch. At small PE counts,
the number of cycles required to cross the network will be
small compared to serialization or bisection cycles. However,
as the PE counts increase, the latency in the network will
also increase and eventually dominate both serialization
and bisection. In the high latency regime, latency hiding
techniques like Fine-Grained Synchronization (Section 3.4)
that overlap compute and communicate phases become
necessary.

In Figure 9, we observe that at low PE counts (PE < 25),
most cycles are dedicated towards serialized processing at the
NoC-PE interfaces. As we increase the number of PEs (25 <
PE < 128), the number of messages in the network increases
causing the network to become bandwidth bottlenecked.
Eventually, at high PE counts (PE > 128), performance is
dominated by latency.

5.2. Impact of Individual Optimizations.

5.2.1. Decomposition. In Figure 10, we show how the
Concept-Net cnet-default workload scales with increas-
ing PE counts under Decomposition. We observe that
Decomposition allows the application to continue to scale up
to 2025 PEs and possibly beyond. Without Decomposition,
performance quickly runs into a serialization bottleneck due
to large nodes as early as 100 PEs. The decomposed NoC
workload manages to outperform the undecomposed case by
6.8× in performance. However, the benefit is lower at low
PE counts, since the maximum logical node size becomes
small compared to the average work per PE. Additionally,
decomposition is only useful for graphs with high degree
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Figure 9: Explaining performance scaling of total cycles for
bcsstk11 benchmark.

(see Table 1). In Figure 11, we show how the decomposition
limit control parameter impacts the scaling of the workload.
As expected, without decomposition, performance of the
workload saturates beyond 32 PEs. Decomposition with a
limit of 16 or 32 allows the workload to scale up to
400 PEs and provides a speedup of 3.2× at these system
sizes. However, if we attempt an aggressive decomposition
with a limit of 2 (all decomposed nodes allowed to have
a fanin and fanout of 2), performance is actually worse
than undecomposed case between 16 and 100 PEs and barely
better at larger system sizes. At such small decomposition
limits, performance gets worse due to an excessive increase in
the workload size (i.e., number of edges in the graph). Our
traffic compiler sweeps the design space and automatically
selects the best decomposition limit.

5.2.2. Clustering. In Figure 12, we show the effect of
Clustering on performance with increasing PE counts. Clus-
tering provides an improvement over Decomposition since it
accounts for compute and message injection costs accurately,
but that improvement is small (1–18%). Remember from
Section 3 that Clustering is a lightweight, inexpensive
optimization that attempts to improve load balance and as
a result, we expect limited benefits.

5.2.3. Placement. In Figure 13, we observe that Placement
provides as much as 2.5× performance improvement over
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Figure 10: Decomposition (cnet-default).
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Figure 12: Decomposition and Clustering (cnet-default).
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Figure 13: Decomposition, Clustering, and Placement
(cnet-default).

a randomly placed workload as PE counts increase. At high
PE counts, localized traffic reduces bisection bottlenecks
and communication latencies. However, Placement is less
effective at low PE counts since the NoC is primarily busy
injecting and receiving traffic and NoC latencies are small
and insignificant. Moreover, good load balancing is crucial
for harnessing the benefits of a high-quality placement.

As we can see in Figure 14, we get speedups of 0.5–13×
(geomean 3.6×) for Sparse Matrix Solve benchmarks when
using a high-quality placement for distributing the graph
operations when compared to a random placement. Random
placement performs poorly for the Token Dataflow compute
model as it is unable to minimize network bandwidth.
For the s208 benchmark, random placement does provide
a 2× benefit over good placement. This is because our
placement algorithm currently does not specifically attempt
to constrain long critical dependency chains within the PE.
However, for all other benchmarks, the high-quality placer
is able to outperform random placement by optimizing
bandwidth. In the future, with a different placement strategy
that targets latency of the computation, we expect to be
able to outperform random in all cases by an even greater
amount.

5.2.4. Fanout-Routing. We show performance scaling with
increasing PEs for the Bellman-Ford ibm01 workload using
Fanout Routing in Figure 15. The greatest performance
benefit (1.5×) from Fanout Routing comes when redundant
messages distributed over few PEs can be eliminated effec-
tively. The absence of benefit at larger PE counts is due to
negligible shareable edges as we suggested in Section 3.

5.2.5. Fine-Grained Synchronization. In Figure 16, we find
that the benefit of Fine-Grained Synchronization is the great-
est (1.6×) at large PE counts when latency dominates per-
formance. At low PE counts, although NoC latency is small,
elimination of the global barrier enables greater freedom in
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Figure 15: Clustering, Placement, and Fanout-Routing (ibm01).

scheduling PE operations and consequently we observe a
nonnegligible improvement (1.2×) in performance. Work-
loads with a good balance between communication time and
compute time will achieve a significant improvement from
fine-grained synchronization due to greater opportunity for
overlapped execution.

5.3. Cumulative Performance Impact. We look at cumulative
speedup contributions and relative scaling trends of all
optimizations for all workloads at 25 PEs, 256 PEs, and
2025 PEs. The relative impact and importance of these
optimizations shift as a function of system size. In some
cases, a particular optimization is irrelevant at a particular
PE count point in the NoC design space; for example, fanout
routing is most useful at small system sizes and placement is
important at larger system sizes.

At 25 PEs, Figure 17, we observe modest speedups in
the range 1.5× to 3.4× (2× mean) which are primarily
due to Fanout Routing. Placement and Clustering are unable
to contribute significantly since performance is dominated
by computation. Fine-Grained Synchronization also provides

some improvement, but as we will see, its relative contribu-
tion increases with PE count.

At 256 PEs, Figure 18, we observe larger speedups in the
range 1.2× to 8.3× (3.5× mean) due to Placement. At these
PE sizes, the performance bottleneck begins to shift to the
network, so reducing traffic on the network has a larger
impact on overall performance (see previous discussion in
Section 5.1). We continue to see performance improvements
from Fanout Routing and Fine-Grained Synchronization.

At 2025 PEs, Figure 19, we observe an increase in
speedups in the range 1.2× to 22× (3.5× mean). While
there is an improvement in performance from Fine-Grained
Synchronization compared to smaller PE cases, the modest
quantum of increase suggests that the contributions from
other optimizations are saturating or reducing.

Overall, we find ConceptNet workloads show impressive
speedups up to 22×. These workloads have decomposable
nodes that allow better load balancing and have high locality.
They are also the only workloads which have the most
need for Decomposition. Bellman-Ford workloads also show
good overall speedups as high as 8×. These workloads are
circuit graphs and naturally have high locality and fanout.
Matrix-Multiply workloads are mostly unaffected by these
optimization and yield speedups not exceeding 4× at any
PE count. This is because the compute phase dominates
the communicate phase; compute requires high-latency (9
cycles/edge from Table 2) floating-point operations for each
edge. It is also not possible to decompose inputs due to the
nonassociativity of the floating-point accumulation. As an
experiment, we decomposed both inputs and outputs of the
fidapm37 workload at 2025 PEs and observed an almost 2×
improvement in performance.

5.4. Cumulative Area and Energy Impact. For some low-cost
applications (e.g., embedded), it is important to minimize
NoC implementation area and energy. The optimizations we
discuss are equally relevant when cost is the dominant design
criteria.

To compute the area savings, we first pick the smallest
PE count (PEunopt in Figure 20) that is within 1.1× the



12 International Journal of Reconfigurable Computing

102

103

104

105

C
yc

le
s

4 16 100 400 900 2025

PEs

Undecomposed
Clustered
Placed
Placed + fanout
Placed + fanout + fgsync.

Cycles versus PEs

Figure 16: Clustering, Placement, Fanout-Routing, and Fine-
Grained Synchronization (ibm01).

1x

10x

Sp
ee

du
p

Sm
al

l
D

ef
au

lt

ad
d2

0

bc
ss

tk
11

fi
da

p0
35

fi
da

pm
37

ge
m

at
11

m
em

pl
u

s

rd
b3

,2
00

l

u
tm

5,
94

0

ib
m

01

ib
m

05

ib
m

10

ib
m

15
ib

m
16

ib
m

18

ConceptNet Matrix-Multiply Bellman-Ford

Fine-Grained Sync.
Fanout
Placement

Clustering
Decomposition

Figure 17: Performance ratio at 25 PEs.

1x

10x

30x

Sp
ee

du
p

Sm
al

l
D

ef
au

lt

ad
d2

0

bc
ss

tk
11

fi
da

p0
35

fi
da

pm
37

ge
m

at
11

m
em

pl
u

s

rd
b3

,2
00

l

u
tm

5,
94

0

ib
m

01

ib
m

05

ib
m

10

ib
m

15
ib

m
16

ib
m

18

ConceptNet Matrix-Multiply Bellman-Ford

Fine-Grained Sync.
Fanout
Placement

Clustering
Decomposition

Figure 18: Performance ratio at 256 PEs.

1x

10x

30x

Sp
ee

du
p

22x

Sm
al

l
D

ef
au

lt

ad
d2

0

bc
ss

tk
11

fi
da

p0
35

fi
da

pm
37

ge
m

at
11

m
em

pl
u

s

rd
b3

,2
00

l

u
tm

5,
94

0

ib
m

01

ib
m

05

ib
m

10

ib
m

15
ib

m
16

ib
m

18

ConceptNet Matrix-Multiply Bellman-Ford

Fine-Grained Sync.
Fanout
Placement

Clustering
Decomposition

Figure 19: Performance ratio at 2025 PEs.
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cycle count of the best possible application performance
for the unoptimized workload (the 10% slack accounts
for diminishing returns at larger PE counts). For the fully
optimized workload, we identify the PE count (PEopt in
Figure 20) that yields performance equivalent to the best
unoptimized case. We report these area savings in Figure 21.
The ratio of these two PE counts is 3–15 (mean of 9),
suggesting these optimizations allow much smaller designs.

To compute energy savings, we use the switching activity
factor and network cycles to derive dynamic energy reduc-
tion in the network. Switching activity factor is extracted
from the number of packets traversing the Split and Merge
units of a Mesh Switch over the duration of the simulation

Activity =
(

2
Ports

)
×
(

Packets
Cycles

)
. (6)

In Figure 22, we see a mean 2.7× reduction in dynamic
energy at 25 PEs due to reduced switching activity of the
optimized workload. While we only show dynamic energy
savings at 25 PEs, we observed even higher savings at larger
system sizes which have even higher message traffic.
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Figure 22: Dynamic energy savings at 25 PEs.

6. Conclusions and Future Work

Large, on-chip networks that support highly-parallel, fine-
grained applications will be required to handle heavy
message traffic. Load balancing, communication bandwidth,
IO serialization, and synchronization costs will play a key
role in determining the performance and scalability of such
systems. We develop a traffic compiler for sparse graph-
oriented workloads to automatically optimize network traffic
and minimize these costs. We demonstrate the effectiveness
of our traffic compiler over a range of real-world workloads
with performance improvements between 1.2× and 22×
(3.5× mean), PE count reductions between 3× and 15×
(9× mean), and dynamic energy savings between 2× and
3.5× (2.7× mean) for the BSP workloads. We also show
speedups of 0.5–13× (geomean 3.6×) for Sparse Matrix
Solve (Token Dataflow) workloads when performing a
high-quality placement of the dataflow graphs. For large
workloads like cnet-default, our compiler optimizations
were able to extend scalability to 2025 PEs. We observe that
the relative impact of our optimizations changes with system
size (PE count) and our automated approach can easily adapt
to different system sizes. We find that most workloads benefit
from Placement and Fine-Grained Synchronization at large PE
counts and from Clustering and Fanout Routing at small PE

counts. While we have demonstrated these optimizations for
a specific compute model, the techniques are applicable to an
even larger space of possible compute models.
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