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We present a system which combines interactive visual analysis and recommender systems to support insight generation for the
user. Our approach combines a stacked graph visualization with a content-based recommender algorithm, where promising views
can be revealed to the user for further investigation. By exploiting both the current user navigational data and view properties, the
system allows the user to focus on visual space in which she or he is interested. After testing with more than 30 users, we analyze
the results and show that accurate user profiles can be generated based on user behavior and view property data.

1. Introduction

Due to the exponential growth of information in virtually all
industries, the need for computational tools that support the
analysis process is increasing. As stated by Thomas and Cook
[1], our ability to collect data is increasing at a faster rate than
our ability to analyze it. In the past, recommender algorithms
have been adapted to assist in this process. In the context
of e-commerce systems, for example, we find methods that
make item recommendations based on user profiles and item
properties. Amazon and iTunes Store, for instance, are two
popular e-commerce systems that have largely benefited from
it. In the context of information visualization, however, we
believe that recommender systems have not been sufficiently
exploited.

We observe commonalities in e-commerce and informa-
tion visualization systems. Both systems

(1) endow information target elements, shaped as com-
mercialized items in the former and visual hypotheses
in the latter,

(2) share a hierarchical structure upon which the explor-
atory analysis is carried on, and

(3) can suffer from information overload.

To locate items, buyers often have to navigate from one
page to another, observing items’ properties until the target
item is found. Likewise, to locate visual hypothesis, users
have to explore different areas within the visualization space,
observing views’ properties, until the visual hypothesis is
formed. When the burden of information is high, the person
is faced with decisions such as determining how close the
target element is with respect to his/her desirability. Fur-
thermore, under extreme pressure, these kinds of decisions
become more complicated to make.

In response to the information overload problem, re-
searchers have devised solutions based on information-
filtering techniques to prioritize the delivery of information
for individual users. Recommender systems, for instance,
have served as information-filtering techniques to recom-
mend information items that are likely to be of interest
to the user. Typically, a recommender system compares a
user profile to some reference characteristics and seeks to
predict the “rating” that the user would give to an item they
had not yet considered. These characteristics may be from
item information (the content-based approach) or the user’s
social environment (the collaborative filtering approach).

In this paper, we present a system which combines infor-
mation visualization and recommender systems to support
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information-seeking tasks in interactive visual analysis. In
our system, a stacked graph visualization employs a content-
based recommendation algorithm which infers user prefer-
ences from view dwell times and view properties. We selected
the content-based approach because we wanted to avoid
explicit ratings and a large usage history—commonly used in
collaborative filtering. We tested our system using a data set
of reported occupations in the United States labor force from
year 1850 to 2000. The visual representation of this data set
leads to a view space of nearly 10,000 unique views, which
users can produce using the interaction controls provided by
the system. After a usability study with 32 subjects, we show
that effective guidance in visual search space can be produced
by analyzing the time users spent on views, the properties
of those views, and the properties of a collection of views
obtained in advance.

The contributions of this work are (a) the adaptation of a
content-based recommender algorithm to the stacked graph
visualization, (b) the application of dwell times to inferring
user preferences in visual exploration, and (c) the evaluation
on the effectiveness of (a) and (b).

2. Related Work

Our work is similar to a large number of projects whose effort
has led to a collection of visual analytic tools that help users
explore, analyze, and synthesize data [2–6]. However, much
of the work therein has focused primarily on helping users
visualize and interact with data sets. In our work, we aim
to support visual exploration of existing data together with
an approach for automatically guiding users in the task of
exploring time-series data sets. To this end, a recommender
approach selects candidate views of a stacked graph for pro-
posing to the users, aiming to match their analytical needs.

The notion of whether a visualization system can suggest
useful views is an intriguing idea that has not been explored
much. Koop et al. [7] proposed VisComplete, a system that
aids users in the process of creating visualizations by using
previously created visualization pipelines. The system learns
common paths used in existing pipelines and predicts a set of
likely module sequences that can be presented to the user as
suggestions during the design process. This method is similar
to the predictions made by unix command lines and can
be considered as using the collaborative filtering approach
of recommender systems. Our work uses the content-based
approach.

Gotz et al. [8] proposed interactive tools to manage both
the existing information and the synthesis of new analytic
knowledge for sense-making in visualization systems. This
work so far has not paid much attention on how to con-
solidate the users discoveries. Yang et al. [9] present an anal-
ysis-guided exploration system that supports the user by
automatically identifying important data nuggets based on
the interests of the users.

The notion of implicit/explicit feedback has been used
to support recommendation systems. Traditional relevant
feedback methods require that users explicitly or implicitly
give feedbacks about their usage behaviors. Claypool et al.
[10] provided a categorization of different implicit interest

categories, such as, dwell times on a page, mouse clicks, and
scrolling. Studies on dwell times, in particular, have gained a
special interest in the research community [11]. Morita and
Shinoda [12] studied dwell times in the form of reading times
to explore how behaviors exhibited by users while reading
articles could be used as an implicit feedback.

Parson et al. [13] evaluated dwell times as an indicator
of preference for attributes of items. In his work, Parson
identifies a variety of factors that potentially could affect
the dwell time, particularly in an uncontrolled setting. We
believe that dwell times, as an indicator of preference, can
be reliably extracted during interactive visual analysis. This is
because viewers are arguably more focused than, for instance,
buyers purchasing goods online. The most notable difference
between Parson’s method and our method is the application
domain. Parson conducted experiments on an e-commerce
setting; our method is based, and evaluated, on a visual
analytics setting.

Related work on stacked graphs can be found in websites
such as Sens.us [14], ManyEyes [3], and NameVoyager [15],
which allow many users to create, share, and discuss visual-
izations. One key feature of these systems is that they leverage
the knowledge of a large group of people to effectively un-
derstand disparate data. Havre et al. [16] used the stacked
graph to depict thematic variations over time within a large
collection of documents. There is also work aiming at im-
proving the aesthetics of the stacked graph [17, 18]. In our
work, we adapt a recommender engine to the stacked graph
visualization.

3. Methodology

To produce recommendations in interactive visual analysis,
we based our study on the integration of a stacked graph
visualization and a content-based recommender algorithm.
Below we describe these two technologies and address our
reasons for selecting them as part of our study.

3.1. The Stacked Graph Visualization System. In this paper,
we use and extend the stacked graph visualization proposed
in [14]. The stacked graph is a practical method for
visualizing changes in a set of time series, where the sum of
their item values is as important as the individual values. Our
stacked graph implementation has been designed to visualize
different time series sets. In this paper, we use a collection
of 255 occupations reported in the United States labor force
from 1850 to 2000. For each occupation, both male and
female genders were reported. Thus, the entire data set is
composed of 510 time series.

The method used to visualize the data is straightforward,
that is, given a set of occupation time series, a stacked graph
visualization is produced, as shown in Figure 1. The x-axis
corresponds to years and the y-axis to occurrence ratios,
in percentage against all occupations, for the occupations
currently in view. Each stripe represents an occupation name,
and the width of the stripe is proportional to the ratio of
that occupation in a given year. The stripes are colored blue
and pink for male and female genders, respectively. The
brightness of each stripe varies according to the number of
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Figure 1: Stacked graph showing a collection of 255 occupations.

occurrences; the occupation with the largest population, for
the whole period, is darkest and stands out the most.

As shown in Figure 1, when the system starts, the user
sees a set of stripes representing all occupation names with
the population range between 100 and 52,609,716. The for-
mer corresponds to the occupation with the lowest number
of population (professor of statistics), and the latter to the
occupation with the highest number (manager). Filtering of
this data is achieved using two interaction controls. With the
first one, filtering by a prefix, the user may type in letters,
forming a prefix; our system will then display data of only
those occupation names beginning with that prefix. The
system reacts directly with each keystroke. Therefore, it is not
necessary for the user to press return or to click a submit
button. In addition, the system moves smoothly between
visualization states. So when a letter is typed, an animated
transition helps preserve the visualization context.

With the second interaction control, filtering by a
population range, the user can change the data currently in
use from the default values. The system provides a slider
allowing the change using any population range between
100 and 52,609,716. The idea behind this interaction control
is that we can restrict the view to certain data of interest,
according to their population range, resulting in concise
views of the data. Figure 2 shows a stacked graph filtered by
both a prefix and a population range.

3.2. The View Data Set. As part of an offline computation,
we obtained what we call the view data set, which is the
collection of all unique views a user can produce from the
system using the two aforementioned interaction controls.
Considering the huge number of prefixes and population
ranges and their possible combinations, it soon becomes
clear that the total number of unique views would produce
an extremely large view data set, thus impairing the system
performance. One approach of producing a smaller view data
set is considering prefixes of shorter length and a representa-
tive collection of population ranges. Using this approach, we
obtained a view data set of nearly 10,000 unique views. For
each, we collected the prefix, the population range, and the
total number of occupations.
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Figure 2: Stacked graph filtered by a prefix and a population range.

Table 1: Scheme structure of the view data set.

View
ID

Textual attributes Numerical attributes

(prefix) (population range)

a b c . . . z Min. Max.
z

(min.)
z

(max.)

1 1 0 0 . . . 0 100 1000 −1.18 −0.77

2 0 0 1 . . . 0 1000 10000 1.27 1.41

. . . . . . . . . . . .

n 0 1 0 . . . 0 500 1500 −0.09 −0.65

3.3. Textual and Numerical Attributes. One can distinguish
between textual and numerical attributes. Textual attributes
correspond to view prefixes, whereas numerical attributes
to population ranges. As shown in Table 1, each view is
defined by a collection of binary-valued attributes, namely,
a, b, c, . . . , z, where one of them is set to one—meaning
that the view was produced using that prefix—and the
rest to zero. Numerical attributes, on the other hand,
are represented by the minimum and maximum numbers
characterizing a population range. For the example below,
we assume that the average and standard deviation for the
attribute min. are 533.33 and 368.18, respectively, and for
the attribute max. 4166.67 and 4129.84. Finally, we take
advantage of this offline computation to obtain the z-score
of each numerical attribute which is used in the online
recommendation process described in the next section.

3.4. Content-Based Recommender Algorithm. As a means to
expose potential views of interest, our system uses the seen
views in the view data set to reveal views not seen yet by the
user but still adhering to his/her user profile. This approach
is comparable to the “discover the unexpected” as coined
by Thomas and Cook [1]. Our method is based on the
premise that preferences for a view is related to preferences
for properties of that view. It uses only the current user’s
navigational data in conjunction with view property data to
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Figure 3: Schematic view of the DESIRE recommender algorithm.

make recommendations. We propose a solution based on the
DESIRE algorithm proposed by Parson et al. [13] and present
a demonstration of its use.

3.5. Definitions and Notations. In the following, A denotes
the set of all possible attributes in a view. α ⊆ A denotes the
textual-attribute subset, and β ⊆ A denotes the numerical-
attribute subset, where α∩ β ≡ ∅ and α∪ β ≡ A.

A view v is defined by a tuple of textual and numerical
properties as v = (α(v),β(v)) ∈ V , where V denotes the view
data set of time series of interest, as described in the previous
section. α(v) is the tuple of textual attribute values of view v
and β(v) the tuple of numerical attribute values of view v.

A user profile P ⊆ V is defined as a collection of seen
views, that is, views produced by the user while interacting
with the system.

Definition 1. We defined the set of unseen views U as the
complement of P with respect to V

U = V \ P = {x | x ∈ V ∧ x /∈ P}. (1)

Definition 2. The set of preferences for seen views v in P is de-
fined as

{
PRFv = z(tv)

ε
| v = 1, . . . , |P|

}
, (2)

where z(tv) is the trimmed z-score (cf. Algorithm 1) of the
dwell time t of view v and ε a threshold for outliers account
and normalization. Following the recipe in [13], we set ε to 3.

Definition 3. The set of preferences for textual attributes x
in α is defined as the weighted mean of its values in all seen
views:

{
PRFαx =

∑
αx(v)PRFv∑

αx(v)
| x = 1, . . . , |α|

}
, (3)

where αx(v) is the value of textual attribute x of view v in P.

Definition 4. The set of preferences for numerical attributes
x in β is defined as the weighted mean of its values in all

procedure VIEWPREF(P)
a← average of all view dwell times in P
s← standard deviation of all view dwell times in P
for v = 1 to |P| do

z(tv)← tv − a

s
// zscore of dwell time t of

view v
if z(tv) > ε then // trimming zscore

z(tv)← ε
else if z(tv) < −ε then // trimming zscore

z(tv)← −ε
end if
PRFv ← z(tv)/ε // preference for view v

end for
return{PRFv} // a set of view preferences

end procedure

Algorithm 1: Compute preferences for views.

positive samples, that is, all seen views with positive view
preference values, as defined in (2):

{
PRFβx =

∑
PRFv>0 βx(v)PRFv∑

PRFv>0 PRFv
| x = 1, . . . ,

∣∣β∣∣
}

, (4)

where βx(v) is the value of numerical attribute x of view v in
P.

Algorithm . Given a user profile and a view data set, DESIRE
returns a list of views sorted by the user’s preference to
view, analyze, or otherwise use them. As shown in Figure 3,
two major components constitute this process. The first
component infers user preferences. The second component
calculates the degree of desirability for all views in the view
data set.

First, the preferences for seen views are calculated, then
the preferences for attributes. In the former, we use a method
based on the dwell time as an implicit interest indicator
(see Algorithm 1); in the latter, the preferences of attributes
are obtained for both numerical and textual attributes (see
Algorithm 2). The output of the preference component is a
pair of sets as defined in (3) and (4).
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procedure ATTPREF({PRFv})
for x = 1 to |α| do // preferences for textual attributes

calculate PRFαx

end for
for x = 1 to |β| do // preferences for numerical

attributes
calculate PRFβx

end for
return {PRFα}; {PRFβ} // two sets: textual attribute
preferences, and numerical-attribute preferences

end procedure

Algorithm 2: Compute preferences for attributes.

Secondly, we obtain the degree of desirability for all views
in the view data set. We first calculate the similarity between
attribute values in views and the attribute preferences.
Formally, the set of similarity of textual attributes in view v
with respect to the textual attribute preferences is defined by

{
Sαx(v) = 1 + f (αx(v))

2
| x = 1, . . . , |α|

}
, (5)

where αx(v) is the value of textual attribute x of view v in V ,
and the function f is defined by the rule

f (αx(v)) =
⎧⎨
⎩

PRFαx if αx(v) = 1,

0 otherwise.
(6)

Likewise, the set of similarity of numerical attributes in
view v with respect to the numerical attribute preferences is
defined by

⎧⎨
⎩Sβx(v) = 1−

∣∣∣z(PRFβx

)
− z
(
βx(v)

)∣∣∣
2εβx

| x = 1, . . . ,
∣∣β∣∣

⎫⎬
⎭,

(7)

where z(x) is the trimmed z-score of x calculated based
on the mean and standard deviation of the corresponding
numerical attribute for all views in V . βx(v) is the value of
numerical attribute x of view v in V , and εβx is a threshold of
numerical attribute x.

Finally, Sα and Sβ are combined to produce a single index
that represents the degree of desirability for each view in the
view data set. Since some attributes are more important than
others, the desirability for view v is a weighted mean defined
by

Dv =
∑
RαxSαx(v) +

∑
RβxSβx(v)∑

Rαx +
∑
Rβx

, (8)

where Rαx and Rβx denote the relative weights for textual and
numerical attributes x, respectively.

The system then recommends the top-n unseen views in
U with the highest desirability.

3.6. Usage Scenario. We now want to give a step-by-step
demonstration of how a typical visual-interaction session
takes place. The goal is to highlight the major features
employed by our system to recommend views not seen by
the user but still adhering to his/her user profile. We illustrate
this using a sequence of two different recommendation ses-
sions. On each session, the system produces the top-5
recommendation set of views, sorted from highest to lowest
rank number.

The initial view shown in Figure 4(a) illustrates a view
containing one of the initial attribute settings employed in
our system evaluation: prefix = none, min. = 25,000,000, and
max. = 52,609,716. Figure 4(b) shows the results of the first
top-5 recommendation session (only three views are shown
here due to limited space) from a dwell time of 10 seconds. A
strong similarity in the value distribution of min. and max.
can be observed between the initial and the recommended
views. The system also tries to diversify the values for the
prefix attribute. Furthermore, the initial view, already seen
by the user, is not recommended by the system. Soon after,
the top-1 view is selected from the recommendation list.
As shown in Figure 5(a), this view becomes the current one
in the system and, as before, will not be recommended in
subsequent recommendation sessions. The property values
of this view are as follows: prefix = F, min. = 10,219,426, max.
= 52,609,716. Finally, in the second recommendation session,
Figure 5(b), from a dwell time of 80 seconds, the system
recommended a view with prefix = F, which shows the effects
of a a higher dwell time on the selected view. Also, the system
keeps similar value distribution of occurrence frequencies.

4. User Study

Using an approach similar to that used in [13], we conducted
a usability study. Our goal was to explore the quality of the
recommendations produced by our system. For this, we used
a comparison page containing high- and low-ranked views,
and we expected the participants to show interest in the high-
ranked-view group. This method is described later in this
section.

We employed a concept known as occupational sex segre-
gation, which refers to a sociological term [19, 20] used for
specific occupations in which women or men are over- or
underrepresented; that is, they work almost exclusively with
their same gender. One can distinguish between increasing
and decreasing occupational sex segregation. Increasing
segregation refers to occupations in which at the beginning
of the period a weak segregation can be observed, though
later this segregation is increased. Conversely, decreasing
segregation refers to occupations with strong segregation at
the beginning and decreasing segregation later in time. In
Figure 6, hospital attendant shows increasing segregation,
while farm occupations, in Figure 7, decreasing segregation.
In both cases the population worked almost exclusively with
their same gender.

We recruited 32 participants to participate in a visual
analytics activity. Participants in this study were computer
science students taking courses at our university and consist-
ing of 21 undergraduate students and 11 graduate students
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with the average age of 22.3, ranging from 20 to 27 years old.
We hypothesized that recommendations based on rankings
calculated by our system were better than randomly gener-
ated recommendations.
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Figure 7: View with decreasing occupational sex segregation.

We prepared two tasks involved in searching, using the
features of the visualization system, for occupations the par-
ticipants believed had evidences of sex segregation. To begin
with, each participant was given an introductory tutorial to
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occupational sex segregation as well as the user guide of the
visualization system. Next, they were asked to use the system
for 10 minutes. The idea behind this is that participants could
learn how to use the system before doing the actual tasks.
After this period, they were given two population ranges:
10,000,000–25,000,000 and 25,000,000–52,609,716. Then,
for each one, they had to answer the following question—
which is the most segregated occupation? For each population
range, each participant had 3 minutes to provide an answer.

While each participant was looking for segregated occu-
pations, the system collected both dwell time and properties
for all produced views. After three minutes, all unseen views
in the view data set were ranked and a comparison page
was generated for use in the subsequent phase. The purpose
of the comparison page was to display unseen views that
were ranked high and low by the system and measure
how frequently participants chose high-ranked views on the
comparison page. If the system produces good rankings
based on preferences, participants should pick high-ranked
views most of the time. Thus, this evaluation provides a
relatively simple yet reliable way of determining how well the
system works.

For each participant, the comparison page consisted of
12 unseen views, with 6 views being high-ranked and 6 views
being low ranked. These views were obtained from the top-
100 unseen views in the view data set. From them, the high-
ranked views were selected from the top 6, and the low-
ranked views from the bottom 6. To prevent biases that might
arise from position effects, the positions of those 12 unseen
views were randomly decided. The participant was instructed
to choose five views, in terms of their usefulness for
supporting the answer. After viewing the comparison page,
the participant was routed to the last page in which, from the
five selected views, he or she had to select the most-like view.
Finally, the participant was asked to write the reasons that
motivated the second selection.

5. Results and Discussions

In this section, we report observations from our study on
user profile generation. The data analyzed were drawn from
usage logs including 320 views chosen by the participants
in the first selection and 64 views chosen in the second
selection. We analyzed the results under the premise that the
recommendations provided by our system are correct if users
can find their answers and if those answers are supported by
our system.

We first wanted to know the frequency that high-ranked
views were chosen by the participants during the first
selection. From the second selection, we wanted to know the
rank of chosen views and whether those views were useful
for the participants. Are they high-ranked views?, do they
contain the users’ answers? Finally, we wanted to learn from
these participants their reasons that motivated the second
selection.

From the first selection, we computed the percentage of
times that participants chose views that were ranked high
by the system. If view rankings were random, we would
expect 50% of the higher ranked views be chosen in the first

selection. However, those views were chosen by participants
63.75% of the time. This difference is statistically significant
(P value: 0.01) according to the Chi-square test. Although a
63.75% effectiveness score does not seem high, this should
be viewed in the context that the system recommended only
unseen views.

From the second selection, we computed the percentage
of times that the participants chose a high-ranked view. Since
the selection space was produced by each participant from
the first selection, we expected a high percentage here. Views
in the high-ranked group were chosen 68.75% of the time.
This difference, from 63.75% is not statistically significant (P
value: 0.05) and shows a consistent user criteria between the
two selections.

The quality of recommendations were measured using
two steps. First, we quantified the number of times that
users could find their answer. An answer can be said found
if either of the following two conditions is satisfied: (1) the
written answer is contained in the most-like view, (2) the
most-like view contains similar attributes as in the written
answer. In the second step, we quantified the percentage of
found answers that are associated with high-ranked views.
From 30 found answers satisfying the first condition, 73.34%
correspond to high-ranked views. Likewise, from 26 found
answers satisfying the second condition, 69.23% correspond
to the high-ranked group.

Finally, we performed a content analysis on the collected
comments about reasons that motivated the second
selection. After reading all comments, the authors agreed
in that comments can be categorized into simplicity or
aesthetic. According to participants’ comments, most views
were selected because of their simplicity. One participant, for
instance, wrote: “because only one occupation was shown,”
another participant commented: “the trends between male
and female occupations were easy to compare,” one more just
said “Simple”. The adjectives simple, clear, and easy were very
common in this category. On the other hand, participants
whose reasons communicated some aesthetic feature wrote,
for instance, “the color combination was beautiful,” “the
darkest graph was shown clearly,” or “the borders were shown
clearly.” Other three participants wrote that they selected
the views because the occupations they selected were shown
there.

6. Conclusion and Future Work

In this paper, we raised the question of how recommending
can be incorporated into an information visualization system
for suggesting interesting views to the user. Aiming to
alleviate the overload caused in the visual exploration of
more than 10,000 views, we proposed a method for adapting
a recommender engine to the stacked graph visualization.
Our method employs a content-based recommendation
algorithm which uses dwell times to infer user preferences on
stacked graph views. We rely on the premise that preferences
for a view are related to preferences for properties of that
view. A usability study with more than 30 subjects shows
that (1) accurate user profile can be generated by analyzing
user behavior and view property data, (2) dwell times can
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be a useful indicator of preferences, (3) preference for a view
can be expressed as a preference function of view-attribute
values, and (4) attribute preferences can be transferred across
views.

While our system shows promise, there remain several
areas that can be improved upon. We would like, for example,
to explore alternative interest indicators for inferring user
preferences such as mouse movements, annotations on a
view, revisits on a view, and so forth. In our previous work,
we tested various combinations of them and would like to
know their effectiveness when applied to the system. In addi-
tion, we are exploring how to integrate our recommendation
engine with an interactive evolutionary algorithm to support
aesthetics in the views produced by the recommendation
system.
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