
International Journal of Reconfigurable Computing

Guest Editors: Elías Todorovich and Gustavo Sutter

Selected Papers from  
the Southern Programmable 
Logic Conference (SPL2010)



Selected Papers from the Southern
Programmable Logic Conference (SPL2010)



International Journal of Reconfigurable Computing

Selected Papers from the Southern
Programmable Logic Conference (SPL2010)

Guest Editors: Elı́as Todorovich and Gustavo Sutter



Copyright © 2011 Hindawi Publishing Corporation. All rights reserved.

This is a special issue published in volume 2011 of “International Journal of Reconfigurable Computing.” All articles are open access
articles distributed under the Creative Commons Attribution License, which permits unrestricted use, distribution, and reproduction in
any medium, provided the original work is properly cited.



Editor-in-Chief
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This is the third special issue published in this journal with
selected contributions from the VI Southern Conference on
Programmable Logic (SPL, www.splconf.org). SPL is one of
the first-class conferences on programmable logic around
the world. Started in 2005, SPL has since 2007 the technical
cosponsorship of the IEEE Circuits and Systems Society
(CAS). The conference has been always organized in the
south hemisphere. The selection of papers presented in this
special issue is coming from the last 6th edition, held in
Ipojuca, Brazil, from March 24 to 26, 2010.

This issue is focused on speech and video accelera-
tion applications. The first paper by P. Eh Kan et al.,
“FPGA implementation for GMM-based speaker identifica-
tion” in the area of biometric-based speaker identification,
describes the hardware implementation for classification
of a text-independent (Gaussian mixture model) GMM-
based speaker identification system. Authors show that the
proposed hardware implementation allows simultaneous
identification processing for a large number of voice streams
in real time.

In “FPGA implementation of a pipelined Gaussian calcula-
tion for HMM-based large-vocabulary speech recognition,” R.
Veitch et al. present several alternatives for a Gaussian core
as part of a larger speech recognition system. These cores
are developed as an embedded peripheral and as a scalable,
parallel hardware accelerator.

Next, in “A high throughput hardware architecture for
the H.264/AVC half-pixel motion estimation targeting high
definition videos,” M. M. Corrêa et al. present a high-
performance hardware implementation for the H.264/AVC
half-pixel motion estimation that targets high-definition

videos. This design can process very high-definition videos
like QHDTV (3840 × 2048) in real time (30 frames per
second).

E. C. Pedrino et al. in the area of computer vision
presented “A genetic programming approach to reconfigure a
morphological image processing architecture.” They report the
development of a reconfigurable architecture using logical,
arithmetic, and morphological instructions generated auto-
matically by a genetic programming approach.

Related to cryptographic algorithms, G. Perin et al., in
“Montgomery modular multiplication on reconfigurable hard-
ware: systolic versus multiplexed implementation,” develop
two Montgomery modular multiplication architectures: a
systolic and a multiplexed circuit with competitive results.

Finally, A. G. Silva-Filho et al. presented an advanced
EDA tool in the paper “An ESL approach for energy con-
sumption analysis of cache memories in SoC platforms” in the
area of design space exploration. They propose an electronic-
system-level (ESL) approach for system modeling and cache
energy consumption analysis of SoCs.
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In today’s society, highly accurate personal identification systems are required. Passwords or pin numbers can be forgotten or
forged and are no longer considered to offer a high level of security. The use of biological features, biometrics, is becoming widely
accepted as the next level for security systems. Biometric-based speaker identification is a method of identifying persons from their
voice. Speaker-specific characteristics exist in speech signals due to different speakers having different resonances of the vocal tract.
These differences can be exploited by extracting feature vectors such as Mel-Frequency Cepstral Coefficients (MFCCs) from the
speech signal. A well-known statistical modelling process, the Gaussian Mixture Model (GMM), then models the distribution of
each speaker’s MFCCs in a multidimensional acoustic space. The GMM-based speaker identification system has features that make
it promising for hardware acceleration. This paper describes the hardware implementation for classification of a text-independent
GMM-based speaker identification system. The aim was to produce a system that can perform simultaneous identification of
large numbers of voice streams in real time. This has important potential applications in security and in automated call centre
applications. A speedup factor of ninety was achieved compared to a software implementation on a standard PC.

1. Introduction

Speaker recognition is an important branch of speech
processing. It is the process of automatically recognizing who
is speaking by using speaker-specific information included in
the speech waveform. It is receiving increasing attention due
to its practical value and has applications ranging from police
work to automation of call centers. Speaker recognition can
be classified into speaker identification (discovering identity)
and speaker verification (authenticating a claim of identity).
A closed-set speaker identification system selects the speaker
in the training set who best matches the unknown speaker.
Open-set speaker identification allows for the possibility that
the unknown speaker may not exist in the training set;
thus, an additional decision alternative is required for the
unknown speaker who does not match any of the models in
the training set [1].

Reconfigurable computing systems use reconfigurable
hardware to augment a CPU-based system. The application
is decomposed into parts running on the CPU and parts
running on the reconfigurable hardware, which is used

to form a custom hardware accelerator for the portions
of the algorithm that are capable of benefitting from
massive fine-grained parallelism. The most common type of
reconfigurable hardware device is the Field Programmable
Gate Array (FPGA). An FPGA consists of logic gates whose
functionality is customizable at run time. The connections
between the logic gates are also configurable. The program
that indicates the functionality of each gate and each switch
state is called a configuration.

Traditionally, most speaker identification systems have
been based on software running on a single microprocessor.
The problem with software is that its sequential operation
means that it can be slow for high throughput real time signal
processing applications. Improvements in FPGA technology
and design tools have recently introduced a new option for
Digital Signal Processing (DSP) applications that require
high performance and low development costs. Recent FPGAs
have a very high logic capacity and contain embedded
Arithmetic Logic Units (ALUs) to optimize signal processing
performance. The newest generations of design tools offer
libraries of common DSP functions, enabling developers
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to implement complex systems within a reasonable space
of time. FPGAs have been used in many areas to acceler-
ate algorithms that can make use of massive parallelism,
improving flexibility and reducing costs as well as time to
market. FPGAs are able to exploit pipelining and parallelism
in a much more thorough way that can be done with
parallel computers using general-purpose microprocessors
or a single standard processor.

To date, most attempts to apply FPGA processing to
speech problems have focused on the problem of speech
recognition [2–6], in which an acoustic speech signal is
converted to a text representation of what the speaker has
said. Some researchers have been motivated by the desire to
achieve a large speedup over real time in order to accelerate
searches of multimedia databases. For example [6] demon-
strated a 17× speedup over real time whilst maintaining
good recognition accuracy. Other researchers have aimed
to achieve real-time recognition performance comparable
to that of a standard microprocessor, but at much lower
power dissipation. For example [5] demonstrated a 10×
improvement in total energy dissipation over a system based
on a TMS320VC5416 DSP for real time recognition tasks.

Relatively few researchers have investigated the prob-
lem of hardware implementation of speaker identification,
and these have not aimed to achieve large speedups of
performance, but instead to achieve identification using
hardware of lower cost than a standard computer system. The
speaker identification hardware of [7] achieved performance
comparable to that of a Pentium IV computer for a single-
voice stream, but using only 24% of the resources of a low-
cost Spartan 3 2000 FPGA.

This paper presents results for the implementation of
speaker identification classification on a platform consisting
of an Alpha Data RC2000 PCI card equipped with a
single Xilinx Virtex-II XC2V6000 FPGA. The goal was to
achieve a system that can process a large number of voice
streams simultaneously in real time. The design instantiates a

number of parallel computation units within the FPGA and
multiplexes the speech recognition data through these units.
The higher the FPGA capacity, the more parallel units can be
instantiated, and the fewer multiplex cycles are needed. The
design is, therefore, well placed to benefit from the increasing
logic resources offered by new generations of FPGAs.

2. Speaker Identification System

The block diagram shown in Figure 1 is the top-level struc-
ture of the system designed to implement text-independent
speaker identification. The input speech is sampled and
converted into digital format. Feature vectors are extracted
from the input speech in the form of Mel-Frequency Cepstral
Coefficients (MFCCs) [8]. The system then branches into
two separate phases: training and classification. In the train-
ing phase, each registered speaker has to provide samples of
their speech so that the system can train reference models
for that speaker, whilst in the classification phase the input
speech is matched with the stored reference models and the
identification is made.

2.1. Feature Extraction. The purpose of feature extraction is
to convert the speech waveform to a set of features for further
analysis. The speech signal is a slowly time-varying signal
and when it is examined over a sufficiently short period of
time, its characteristics are fairly stationary, whilst over long
periods of time the signal characteristics change to reflect
the different speech sounds being spoken. In many cases,
short-time spectral analysis is the most common way to
characterize the speech signal. Several possibilities exist for
parametrically representing the speech signal for the speaker
identification task, such as MFCCs, Linear Prediction Coding
(LPC), and others. In this work, MFCCs are chosen because
they are based on the perceptual characteristics of the human
auditory system [9, 10].
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Figure 2 shows a block diagram of the MFCC feature
extraction. The input to the system is speech sampled at
16 kHz and converted to 16-bit digital format. The digital
speech signal is then applied to a 20 ms hamming window
every 10 ms which is blocked into frames of N = 256
samples, with adjacent frames being overlapped by (N −
N0) = 128 samples. The first frame consists of the first N
samples. The second frame begins N0 samples after the first
frame, and overlaps it by N − N0 samples and so on. Each
individual frame is windowed so as to minimize the signal
discontinuity at the beginning and end of each frame as
shown in Figure 3.

The Fast Fourier Transform (FFT) converts each frame of
samples from the time domain into the frequency domain.
The frequency scale is then converted from the hertz to
the mel-scale [8] using filter banks with frequency spaced
linearly at low frequencies and logarithmically at high
frequencies, and the logarithm is then taken. This stage
is done in order to capture the phonetically important
characteristics of speech in a manner that reflects the human
perceptual system. The Discrete Cosine Transform (DCT) is
then applied to the output to produce a cepstrum. The first
17 cepstral coefficients of the series are retained, their means
are removed, and their first order derivatives are computed.
This results in a feature vector of 34 elements, 17 MFCCs and
17 deltas. These vectors (xt) are then passed on to the training
or classification stages.

2.2. Gaussian Mixture Models (GMM). The GMM forms
the basis for both the training and classification processes.
GMM-based classifiers have shown good performance in
many applications including speech processing [11]. This is
a statistical method that classifies the speaker based on the
probability that the test data could have originated from each
speaker in the set [1, 12, 13].

2.2.1. Feature Extraction. A statistical model for each speaker
in the set is developed and denoted by λ. For instance,
speaker s in the set of size S can be written as follows:

λs =
{
wi,μi, σi

}
i = 1, . . . ,M; s = 1, . . . , S, (1)

where, w is weight, μ is mean, σ is a diagonal covariance, and
M is the number of GMM components.

A diagonal covariance is used rather than a full-
covariance matrix for the speaker model in order to simplify
the hardware design. However, this means that a greater
number of mixture components will need to be used to
provide adequate classification performance.

The training phase consists of two steps, namely initial-
ization and expectation maximization (EM). The initializa-
tion step provides initial estimates of the means for each
Gaussian component in the GMM model. The EM algorithm
recomputes the means, covariances, and weights of each
component in the GMM iteratively. Each iteration of the
algorithm provides increased accuracy in the estimates of all
three parameters. The EM algorithm formulas [1, 12, 13] are
the following:

posterior probability

p(i | xt ,λ) = pibi(xt)
∑M

k=1 pkbk(xt)
, (2)

new estimates of ith weight

wi = 1
T

T∑

t=1

p(i | xt ,λ), (3)

new estimates of mean

μi =
∑T

t=1 p(i | xt ,λ)xt
∑T

t=1 p(i | xt ,λ)
, (4)

new estimates of diagonal elements of ith covariance
matrix

σ i =
∑T

t=1 p(i | xt ,λ)(xt · xt)
∑T

t=1 p(i | xt ,λ)
− μ2

i . (5)

2.2.2. Classification. In this stage, a series of input vectors are
compared, and a decision is made as to which of the speakers
in the set is the most likely to have spoken the test data. The
input to the classification system is denoted as

X = {x1, x2, x3, . . . , xT}. (6)

The rule to determine if X has come from speaker s can be
stated as

p(λs | X) > p(λr | X) r = 1, 2, . . . , S (r /= s). (7)

Therefore, for each speaker s in the speaker set, the classifi-
cation system needs to compute and find the value of s that
maximizes p(λs | X) according to

p(λs | X) = p(X | λs)p(λs)
p(X)

. (8)

The classification is based on a comparison between the
probabilities for each speaker. If it can be assumed that the
prior probability of each speaker is equal, then the term of
p(λs) can be ignored. The term p(X) can also be ignored as
this value is the same for each speaker [1], so

p(λs | X) = p(X | λs), (9)
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where

p(X | λs) =
T∏

t=1

p(xt | λs). (10)

Practically, the individual probabilities, p(xt | λs), are
typically in the range 10−3 to 10−8. There are 1000 test vectors
for a test input of 10 seconds. When 10−8 is multiplied by
itself 1000 times on a standard computer, and certainly any
system implemented on an FPGA, the result will underflow
and the probability for all speakers will be calculated as zero.
Thus, p(X | λs) is computed in the log domain in order
to avoid this problem. The likelihood of any speaker having
spoken the test data is then referred to as the log likelihood
and is represented by the symbol L. The formula for the log-
likelihood function is [1]

L(λs) =
T∑

t=1

ln
(
p(xt | λs)

)
. (11)

The speaker of the test data is statistically chosen by

speaker = maxSs=1L(λs). (12)

3. Hardware Implementation

The design of the hardware is based on a working system
in software. The reason for using hardware is to obtain
significant speed improvements over software and allow
processing of multiple voice streams on an increased pop-
ulation of speakers. The generation of the feature vectors
for the classification stage can either be performed offline
in software, or in an FPGA-based hardware unit. Both
the speaker models and feature vectors from the test data
are stored in random access memory (RAM) connected to
the FPGA. The specifications for the system implemented
in hardware are 32 Gaussian components in the GMM
(M = 32) using the first 17 MFCCs (after the 0th MFCC)
and their respective delta values, a population size of 20,
and five seconds of test utterance. The FPGA used for
implementation in hardware was the Xilinx XC2V6000. This
device is a mid-range FPGA and a member of the Virtex-
II family. It has a logic capacity of approximately 6 million
logic gates, 76,032 logic cells, 2,592 Kbits block RAM, 144 18
× 18 bit multipliers, 824 user I/O, and a speed grade of 4.

The formulas implemented in hardware are from (11),
(12), (13), and (14)

p(xt | λs) =
M∑

i=1

wibi(xt), (13)

b i (x) = 1
√

(2π)D|Vi|
exp
(
−1

2

(
x − μi

)′
V−1
i

(
x − μi

)
)

,

(14)

where D is the dimensionality of the data vector x, Vi is
the covariance matrix of ith component and has a diagonal
denoted by σi, μi is the mean of the ith component, wi is the
weighting of the ith component, and λ is the statistical model
of the speaker.

PCI
interface
PLX9656

XC2V6000
FF1152

256 MB
DDR RAM

PMC
connector

Front panel
connector

4 MB
SRAM bank

4 MB
SRAM bank

4 MB
SRAM bank

4 MB
SRAM bank

4 MB
SRAM bank

4 MB
SRAM bank

PCI bus

Figure 4: RC2000 reconfigurable computing board.
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Figure 5: Top level of speaker identification classification.

Figure 4 shows the detail of the XC2V6000 implemen-
tation platform. The RC2000 is a 64 bit PCI card utilising
a PLX-9656 PCI controller. It is capable of carrying either
one or two mezzanine boards; in our case, it hosts a
single ADM-XRC-II board from Alpha-Data. The mezzanine
board carries the XC2V6000-4, 24 Mbytes of SSRAM, and
256 Mbytes of DDR memory, along with PMC and front
panel connectors for interacting with external hardware. The
SSRAM is arranged in six 32-bit wide banks. However, the
FPGA sits between it and the host, so a portion of the FPGA
is always instantiated to act as a memory control system,
arbitrating between host access and FPGA access to this
shared resource. The control system implemented allows the
host both DMA transfer and virtual address access to the
SSRAM, and the six banks are independently arbitrated to
allow greater design flexibility.

The classification phase of the speaker identification
system was designed using separate datapath and control
circuitry. The link between the two is through control signals
and flags. Figure 5 shows the logical organization of the
top level overview of the speaker identification classification
system. The datapath section performs all the mathematical
operations, and the control system is a finite state machine
(FSM) which produces control signals based on the current
state and current inputs.

Figure 6 shows the datapath broken down further into its
individual operations. The stage computing the natural log of
the probability of each vectors having come from a particular
component of a given speaker model will be repeated as
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Figure 6: Datapath broken down into 3 segments.

many times as the available resources of the FPGA allows.
All 32 components of the GMM will be multiplexed through
the available blocks. In the case of Figure 6, four repetitions
of this block are shown. With four blocks, each block will
sequentially compute eight (32/4) components worth of data
for each speaker model. The feature vectors are stored as
16 bit fixed point numbers. The normalization used means
that MFCCs require 6 bits before the binary point, and the
deltas require 9 bits before the binary point. The reciprocal
of the covariance is a 16 bit integer.

3.1. Log-Add Algorithm. The speaker identification system
must calculate the log-likelihood function, L(λs) (see (11))
for each speaker in the set. The logarithm term requires that
the logarithm of a sum (see (13)) is calculated. In software,
the individual terms of the sum are computed, summed up,
and then the logarithm is taken. Computing the individual
elements of the sum involves computing the exponential
term (see (14)), and this requires a large Lookup Table (LUT)
which is very expensive in hardware implementation. A log-
add logarithm [14, 15] is used to avoid this problem.

Equation (15) shows the basic theory behind the log add
algorithm

ln(A + B) = lnA
(

1 +
B

A

)
= lnA + ln

(
1 +

B

A

)
, (15)

where, A > B; if A < B then switch A and B in formula: For
the ln(1 + B/A) term, the system can calculate

ln
(
B

A

)
= ln(B)− ln(A). (16)

A LUT can then be used to map ln(B/A) to ln(1 + B/A).
The LUT table required here is much smaller than the one
required for calculating an exponential term. The log-add
algorithm can be used iteratively to sum more than two
terms. All iterations involve calculating the logarithm of each

+<

− log-add
table

K ln(A)

K ln(B) K ln(A + B)

Figure 7: Log-add algorithm for hardware.

term within the summation (i.e., ln(A), ln(B)) and this can
be expressed as

ln(wibi(xt)) = ln(wi)− D

2
ln(2π)− 1

2
ln(|Vi|)

− 1
2

(
xt − μi

)′
V−1
i

(
xt − μi

)
.

(17)

The hardware for the log-add algorithm is shown in Figure 7
[14, 15]. In order to maintain sufficient precision, the log-
add circuit uses 24-bit input and output data, and the lookup
table uses 16-bit data.

The datapath used to compute ln[p(xt | λs)] according
to (17) is shown in Figure 8. This is the most logic resource
intensive section of the system. The reason for this can
be seen by recognising that the datapath in Figure 8 has
34 input branches and must be executed once for each of
32 GMM components. If the datapaths were implemented in
a fully parallel manner, 34 × 32 = 1088 input paths (each
requiring two multipliers) would need to be instantiated. It
is, therefore, necessary to instantiate a smaller number and
to multiplex the data through the available units.

The number of units that can be instantiated in parallel is
determined by the number of hardware multipliers available
in the FPGA. Based on Figure 8, it can clearly be seen that
two multipliers are required per element of xt . These two can
be multiplexed together, meaning that only one multiplier is
required per input pathway.

In order to minimize the number of hardware multipliers
required, xt is represented as 16 bit data so that a single
hardware block multiplier is needed for each input pathway
in each datapath. In order to minimize loss of precision
caused by truncation of data after multiplication, the 16-
bit values are shifted before and after each multiplication
until their MSB is 1, and a record is kept as to how many
places of shift have been used, thus giving a pseudofloating
point behaviour with 16-bit mantissa. The shift-add unit
contains an adder tree with input shifters to shift each of the
input pathways by the appropriate amount before adding. Its
output result is 24-bit.

The results presented in Section 4 are based on a
hardware design that uses 2 parallel blocks (rather than
the four of Figure 6) each of which contains the circuit
of Figure 8. Each of these two parallel blocks sequentially
computes 16 components of the Gaussian mixture. The
overall requirement is therefore 68 hardware multipliers.

The likelihood computation means implementing (11)
and (12). Equation (11) requires summing the output
of the log-add algorithm for all input vectors. This was
implemented as an adder and a 32 bit register for each
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speaker. A speaker’s register was enabled when the output
from the log-add algorithm was due to that particular
speaker’s model. While the output of the log-add algorithm
is 24 bits, the sum over 500 input vectors requires a greater
number of bits; hence, the sum is allocated 32 bits. Equation
(12) requires selecting the maximum likelihood from all
speakers. This is implemented by a tree of comparators.

4. Testing

4.1. Accuracy. The testing on speech data was carried out
on the hardware system using utterances of five seconds
duration, the same as the data used for the software testing.
The speech data used for testing was taken from the National
Institute of Standards and Technology (NIST) 2003 speaker
evaluation corpus, which consists of training and test data
from 400 mixed gender speakers. Table 1 shows the results
for both hardware and software. The accuracy of the two is
similar, but the software system shows a slight improvement
over the hardware system as the software implementation
uses full double precision accuracy. However, the difference is
tolerable given the significant speedup achieved in hardware.
A test utterance greater than 5 s should be used to achieve
higher accuracy. Further accuracy improvements can also be
achieved by removing segments of no speech from the speech
signal [12].

4.2. Timing. The timing of the hardware system can be
analyzed from two perspectives. First, the timing of the whole
system including data transfers to the RAM and second the
timing of the system without data transfers. The second
timing parameter is considered because a complete speaker
identification system will not perform the feature vector
extraction offline. A second FPGA would provide the FPGA
implementing the classification part of the system with a
feature vector every 10 ms.

The speaker identification system was run 100 times
consecutively with a size of speaker set 20. The test data used
is arbitrary as only timings are being measured. The data
transfer times and the times of the actual classification were
measured separately. This can be summed to calculate the

Table 1: Hardware and software results (percentage recognition
accuracy) for testing with 5 s test utterance.

Utterance
length

Software
(5 seconds)

Hardware
(5 seconds)

Test 1 80.77 78.30

Test 2 56.40 55.20

Test 3 68.54 64.90

Test 4 72.75 69.40

Mean 69.62 66.95

S.D 10.17 9.61

95% confidence 9.96 9.42

Table 2: Hardware and software results for testing with 5 s of test
utterance.

Parameter
System

Hardware
(XC2V6000 at 48 MHz)

Software

Data transfer
16.8 ms for 500 vector
transfer

Not applicable

Classification
(clock freq.
= 50 MHz)

0.8 ms per vector for
speaker set of size 20

69 ms per vector
for speaker set
of size 20

timing for the entire system. Table 2 presents the results from
the software testing along with the results from the hardware
testing on the XC2V6000 board, running at an overall clock
speed of 48 MHz. It shows that the hardware is about ninety
times faster than software. When measuring the data transfer
times, only the feature vectors are considered. The speaker
models are also transferred from RAM, but the time taken
for this transfer can be fully overlapped with computation.

The timing for the classification phase of the system has
units of “per vector for speaker set of size 20”. This timing
parameter is calculated by recording the time for all 100
classifications and dividing by 100 tests and 500 vectors.
The reason for using these units is that in a real-time
implementation of a speaker identification system the feature
vectors would be arriving at the classification phase at a rate
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Table 3: Logic resources for MFCC module.

Resource type Resource requirement
Percentage utilization
(XC2V6000)

Logic slices 8696 26%

Lookup Tables 16317 24%

Flip flops 9187 14%

Block RAMs 2 1%

IO blocks 98 12%

Embedded.
Mults

1 1%

Table 4: Logic resources for classification module.

Resource type Resource requirement
Percentage utilization
(XC2V6000)

Logic slices 21233 63%

Lookup Tables 34193 50%

Flip flops 12612 18%

Block RAMs 30 21%

IO blocks 437 53%

Embedded.
Mults

68 47%

of one every 10 ms. Regardless of the size of the speaker set,
the system only has 10 ms to perform all calculations for each
component of each speaker model. With a speaker set of size
20, the system performance (0.8 ms) is well within the 10 ms
timing specification. To fully utilize the time available more
speaker models or more than one input speech signal can be
processed.

This timing parameter can be calculated as

timing for a full system

=
(

16.8
500

)
+ 0.8

= 0.8336 ms per vector for speaker set of size 20.

(18)

4.3. Resources. The logic resources required for the compo-
nents of the design are shown in Tables 3 and 4. Table 3 shows
the logic requirements for a signal instance of the MFCC
feature vector extraction unit. Due to the low frequency
of speech data and fully pipelined nature of the MFCC
datapath, a very large number of speech streams can be
multiplexed through one MFCC unit.

Table 4 shows the logic requirements of the classification
module, running at 48 MHz, and using two parallel copies of
the log-probability computation unit of Figure 8.

5. Conclusions

The analysis of hardware versus software demonstrated that
speaker identification classification is about ninety times
faster in hardware. This means that the hardware system
is capable of processing ninety times more audio streams
in real time than could be done in standard computer.

In terms of accuracy, software only slightly out performs
the hardware. This is due to the double-precision accuracy
used in the software system. Given the hardware timing
improvements over software and the similarity in accuracy,
it can be concluded that the speaker identification system is
well suited for implementation in hardware.

The limiting factor for implementation on the XC2V6000
device is the number of multipliers and its maximum clock
speed. The future improvement steps will be generating
a real-time implementation of open-set text-independent
speaker identification with greater length of speech utter-
ance. The design will also be optimized to reduce latency
and to optimize use of memory on the latest Xilinx FPGA
platform.
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A scalable large vocabulary, speaker independent speech recognition system is being developed using Hidden Markov Models
(HMMs) for acoustic modeling and a Weighted Finite State Transducer (WFST) to compile sentence, word, and phoneme models.
The system comprises a software backend search and an FPGA-based Gaussian calculation which are covered here. In this paper, we
present an efficient pipelined design implemented both as an embedded peripheral and as a scalable, parallel hardware accelerator.
Both architectures have been implemented on an Alpha Data XRC-5T1, reconfigurable computer housing a Virtex 5 SX95T FPGA.
The core has been tested and is capable of calculating a full set of Gaussian results from 3825 acoustic models in 9.03 ms which
coupled with a backend search of 5000 words has provided an accuracy of over 80%. Parallel implementations have been designed
with up to 32 cores and have been successfully implemented with a clock frequency of 133 MHz.

1. Introduction

Automated Speech Recognition (ASR) systems can revo-
lutionize the way that we interact with technology. Large
vocabulary speaker independent systems have potential in
all forms of computing, from hand held mobile devices to
personal computing and even large scale data centres. A
low power, real-time embedded system could dramatically
impact our daily interactions with digital mobile technology
[1] while a faster than real-time multi-stream batch decoder
could be used in server applications for distributed systems
[2] or data-mining [3, 4].

There are a range of open source software ASR systems
available [5, 6]. These tools employ Hidden Markov Models
and Viterbi decoding to provide a speech decoder that can
be configured for a variety of implementations. Over the last
5 years, however, the research concerning high performance
ASR has been more focused on hardware implementations
and as such, many FPGA-based speech recognition systems
have been implemented, although systems have generally
been limited by small vocabulary [7, 8] or have relied on
custom hardware to provide the necessary resources required
for a large vocabulary system [9]. The approach of pairing

a softcore processor with a custom IP peripheral is popular
and has been proposed in a number of papers [8, 10] but a
system operating on large vocabularies at real-time is yet to
be demonstrated. This is, in part, due to the low operating
frequencies of softcore processors but another problem is
the interfacing with off-chip, high capacity RAM which can
introduce large delays that cripple a high bandwidth system
like speech recognition.

A real-time speech recognition system is being designed
at Queens University Belfast which uses a Weighted Finite
State Transducer (WFST) [11] to precompute much of the
information needed. This design decision allows for a great
degree of flexibility since the WFST can be compiled to
suit the available system storage, bandwidth, and processing
potential. The decoder forms the basis of the recognition
algorithm and has been designed to be scalable to run either
in an embedded system where real-time performance at
low power will be the goal or alternatively in a server or
desktop situation, where higher processor frequencies will
allow better than real-time performance for batch or multi-
stream decoding.

A software implementation has been created as a proof
of concept and tested successfully on a PC. This system
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is capable of running at better than real-time, using a
vocabulary of 5000 words with an accuracy of 80%, which is
consistent with the current state of the art, but does require
the full effort of a 3 GHz Intel processor with 3 GB of DDR3
RAM. In order to provide a mobile implementation of the
system, work has been carried out to design a multicore
architecture comprising of embedded processors and custom
IP. The first step in the creation of this mobile architecture
is an FPGA-based demonstrator based around a Microblaze
softcore processor.

Through profiling of the software system, the Gaussian
calculation has been identified as a performance bottleneck.
For this reason, a custom Gaussian core was developed
with a simple interface that allows it to be implemented
either as an embedded peripheral in a system-on-chip speech
recognition system or as an FPGA hardware accelerator for
use with a desktop or server software system. By decoupling
the control and data flow components of the core from the
RAM interface, parallel implementations can be achieved in
multiple different configurations which can be tailored to
make the most of the available resources.

This work, originally presented at the 6th Southern
Programmable Logic Conference [12], outlined the Gaussian
core as a hardware peripheral capable of real-time operation;
dual cores were implemented in order to achieve this.
Improvements to that paper that have been included here are
given below.

(i) The single core is now capable of running at real
time. This increase was achieved by streamlining the
loading of acoustic model data from the SDRAM.

(ii) The Software proof of concept system has been
optimized to include SIMD instructions and multi-
threading.

(iii) A number of multicore parallel implementations
have been designed and implemented.

(iv) Both the software proof of concept and the multi-
core implementation of the Gaussian core have been
demonstrated to run faster than real-time.

The paper is organized as follows. Section 2 describes the
HMM/WFST speech recognition system. Section 3 describes
the performance of a software proof of concept implementa-
tion and gives some details of optimizations. Section 4 details
the design decisions made to allow efficient implementation
of the Gaussian calculation as an FPGA-based custom IP core
and the options for parallelization. Section 5 gives details
of the FPGA implementation of the Gaussian core along
with speed and area results for various parallel architectures.
Finally, section 6 discusses the implications of the pipelined
Gaussian core for both real-time embedded mobile systems
and server-based distributed systems.

2. HMM-Based Continuous Speech Recognition

The speech recognition system outputs a textual transcrip-
tion of the input speech. To do so, the system uses three main

knowledge sources prebuilt from speech statistics, which are
illustrated in Figure 1: the language model, or grammar, gives
statistical information on how sentences are broken up into
sequences of words; the lexicon describes how words are
broken up into sequences of sounds, or phonemes; these
phonemes are represented by Hidden Markov Models as
sequences of states with transition probabilities [13].

Each state in the HMM is associated with an acoustic
model. Acoustic models, sometimes referred to as Gaussian
Mixture Models (GMMs), are Gaussian-based functions
used to compute the probability that the input speech
frame belongs to the corresponding phoneme [7, 14]. By
precomputing these knowledge sources off-line, we are able
to reduce the processing power required by the speech
recognition system as a whole, at the expense of increasing
the memory storage and bandwidth requirements.

At the implementation level, the decoding of the input
speech can be separated into three blocks, as shown in
Figure 2. These are feature extraction, Gaussian calculation,
and backend search. The Gaussian calculation calculates
probabilities according to the input speech which are passed
to the backend search. Note that it does not work on the
audio waveform itself but on a series of Acoustic Observation
Vectors (AOVs) created from that waveform by the process of
feature extraction.

2.1. Acoustic Observation Vectors. Each AOV consists of
typically 39 Mel-Frequency Cepstral Coefficients (MFCCs)
which are created from a frame of input speech by applying
a series of transforms [15, 16] as shown in Figure 3. The
MFCCs contain all the necessary acoustic information of
one frame of input speech. A frame represents a 25 ms
Hamming window of speech. Frames overlap such that a
new AOV is available every 10 ms of speech as shown in
Figure 4. Hence, in order to offer real-time performances, the
Gaussian calculation block must process each AOV in less
than 10 ms.

2.2. Gaussian Calculation. In this system, the most compu-
tational intensive task is the Gaussian calculation. It must
compute the probability for the acoustic models which are
expressed as a mixture of multi-dimensional Gaussians as
shown in following equation [7]:

pj =
M∑

m=1

wj,m

2π
∏K

k=1σj,m,k
exp

⎛

⎜
⎝

K∑

k=1

(
xk − μj,m,k

)2

2σ2
j,m,k

⎞

⎟
⎠, (1)

where j is an index for the current acoustic model and M
denotes the number of mixtures in the model. Typically there
are 8 mixtures in each model although that may vary between
models depending on their complexity. The coefficients, xk,
are the MFCCs of the input AOVs. As seen in (1), acoustic
models are fully characterized by their mean (μ), variance
(σ2), and weight coefficients (w). This strict implementation
of the mixture of Gaussian models is complex as it involves
highly nonlinear operations. However, it has been proven
that taking the maximum of all of the mixtures, instead of
the sum, is a very good approximation of the result [17].
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Hence, by taking the negative of the logarithm of (1) in order
to convert probabilities into costs and applying the previous
approximation, the acoustic cost can be evaluated by

cj =
M

min
m=1

⎛

⎜
⎝αj,m +

K∑

k=1

(
xk − μj,m,k

)2

2σ2
j,m,k

⎞

⎟
⎠, (2)
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where α is a coefficient per mixture that encompasses
all constants and parameters outside of the exponential
function in (1).

In order to further simplify the computation of the
Gaussian block, the variance σ2 is replaced by a new variable
v′ as described in (3). By storing this precomputed value
instead of the variance, the calculation can be carried out by
(4) which defines the calculation of a Gaussian result for one
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AOV and one Acoustic Model.

v′ = 1√
2σ2

, (3)

cj =
M

min
m=1

⎛

⎝αj,m +
K∑

k=1

((
μj,m,k − xk

)
× v′j,m,k

)2

⎞

⎠. (4)

2.3. Backend Search. The backend search portion of the
system is based on a token propagation algorithm which
uses a single WFST network to combine all static knowledge
sources of the recognizer: language model, lexicon, and
HMM state sequence. The WFST consists of nodes and
weighted arcs which are stored in memory and loaded as
needed. The token propagation algorithm begins by setting
a single token at the initial node of the network. The token is
replicated and propagated along every arc leaving the node.
Each propagated token has two costs added to its running
total. The first is a fixed cost which is the transitional cost of
the HMM state represented by the arc [13]. The second cost
is calculated by the Gaussian calculation and is dependent on
the current AOV and the Acoustic Model associated with the
arc [11]. This propagation process is repeated for all existing
tokens once per frame. Since the number of tokens within
the system increases with each iteration, pruning techniques
are required to discard least probable tokens with the highest
costs. At the end of a predefined period, the system outputs
the most probable transcriptions by tracing back the paths
through the WFST network taken by the token with the
lowest costs.

2.4. Test Data. In order to recognize continuous speech,
the HMMs used do not model isolated phonemes but
context dependent triphones, that is, phonemes altered by
the preceding and following phonemes. There is an extremely
large number of possible tri-phones but a tying-up technique
allows the system to work effectively with only 4 400 distinct
HMMs [13]. The system uses mainly 3-state HMMs and so
would require a theoretical number of 3 × 4 400 = 13 200
acoustic models. However, a pool of only 3 825 distinct
acoustic models is enough to address all HMM states. With
a set of acoustic models of this kind, the system is capable of
accurate recognition, even with very large vocabulary of up
to 50 000 words.

The current demonstrator uses a WFST built from a
5000-word vocabulary which embeds all static knowledge
sources, from the bi-gram language model down to all
4 400 HMMs. However, the system has been designed with
flexibility as the utmost priority. In the final system, it is
intended to increase the vocabulary to 50,000 words. There is
also the flexibility to use larger sets of acoustic models. This
could be particularly useful for other languages requiring a
larger quantity of component sounds.

3. Software Performance

A software implementation of the WFST/HMM speech
recognition system has been implemented and tested as a

Table 1: Timing results for software implementation.

Frames/s
Speed (×
real time)

Percentage of
Clock cycles spent
on gaussian calc.

Sequential C++ 114 0.88 80%

C++ with SSE
intrinsics

902 0.11 48%

8-thread parallel
C++ with SSE

2756 0.036 48%

proof of concept. The software was coded in C++ and has
been tested on a PC with an Intel Core i7 CPU running at
2.8 GHz with 3 GB of RAM. The system performance is listed
in Table 1.

Performance figures are given for two implementations.
The first case, which was originally presented in [12],
has been implemented in C++ compiled with Microsoft
compilers via Visual Studio 2008. This implementation
achieves speeds of 114 frames per second on average which
is better than the real-time figure of 100 frames per second.
Profiling of the software shows that the Gaussian calculation
takes up a large majority of the execution time; for this
reason, an effort was made to increase the efficiency of this
calculation.

In an alternative implementation, the Streaming SIMD
Extensions (SSE2) of Intel Processors are used to accelerate
the Gaussian calculation by exploiting data parallelism
within the arithmetic operations of the Gaussian core.
The other functions of the program remain sequential and
unchanged.

SIMD architectures provide multiple processing ele-
ments that perform the same operation on multiple data
simultaneously. SSE2 works on 128-bit registers, that are
interpreted in our implementation as 2 × 64-bit, 4 × 32-
bit, 8 × 16-bit, or 16 × 8-bit fixed point integers (signed or
unsigned). The effect of using fixed point rather than floating
point will be discussed further in Section 4.1. Figure 5 gives a
simplified data flow diagram of the SIMD implementation of
the Gaussian calculation. Note that numbers in brackets give
the fixed-point details on data. The memory organization
of the acoustic models was also reviewed to get 16-byte
memory-aligned data optimally transferred to SSE2 registers.
The use of SSE2 intrinsics with optimized memory access
allows the Gaussian calculations to run more than 13 times
faster, which translates to the whole speech recognition
systems running at 8 times faster than unoptimized code or 9
times faster than real time. However, note that even with the
SIMD instructions, the Gaussian core is responsible for 48%
of the program’s execution time.

The third implementation in Table 1 exploits parallelism
at thread level. The optimized software implementation is
modified with OpenMP pragmas in order to decode different
utterances in parallel on multiple threads. More than the
speed increase, this OpenMP implementation illustrates the
suitability of the WFST-based backend search for paralleliza-
tion across multiple threads without significant memory
overhead. The static WFST network is shared between
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Figure 5: SIMD implementation.

threads, which compensates for its large size. This typically
addresses server applications where multiple, independent
utterances are decoded in parallel.

So our requirement for our IP core is to be able to
address embedded applications, where real-time, low-latency
speech recognition must be achieved at low power, and server
applications where overall speed is of primary concern. This
is why the Gaussian core has been designed with flexibility
in mind, in order to fulfill both these roles with one piece of
IP. The hard coded custom IP peripheral must be capable of
handling the Gaussian calculation in a pipelined and parallel
manner if we are to achieve real-time operation with memory
bandwidth and clock frequency reductions.

4. FPGA Design Decisions

Even with the SIMD instructions, the Gaussian core is
responsible for 48% of the program’s execution time.
An FPGA-based hardware accelerator capable of operating
faster than the software implementation would allow faster

decoding of speech. Also, this performance will not be
reproducible in an embedded system since processor fre-
quencies are substantially lower and in the case of softcore
processors such as the Microblaze, SIMD instructions are not
available. In this case, a hard coded custom IP peripheral
capable of handling the Gaussian calculation in a pipelined
and parallel manner is necessary if we are to achieve real-
time operation. In this section, the design decisions involved
in FPGA implementation of the Gaussian calculation are
discussed.

4.1. Data and Storage. The data required, in order to
calculate Gaussian results, comprises acoustic models, which
are predefined and stored locally, and acoustic observation
vectors which are discrete representations of input speech.
During software testing, the dynamic range of each variable
was assessed, and a fixed point representation was chosen in
order to reduce storage and bandwidth requirements without
loss of accuracy in the results. Acoustic observation vectors
are stored as 16 bit (8.8) fixed point per coefficient. Acoustic
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Models use 16 bits (8.8) for each mean coefficient and 8 bits
(2.6) for each variance coefficient with 32 bit weighting per
model. Applying these width constraints to the test data
results in a mean error of 0.85% in the Gaussian results when
compared to the optimum values calculated from a double
precision floating point implementation. This error does not
measurably affect the word error rate of the decoded speech.

The current fixed point representation of the acoustic
models requires 4 500 KB storage space. This is too large
to be stored in on-chip Block RAM which for Virtex 5
FPGAs is limited to 2000 KB [18]. Therefore, off-chip RAM
is necessary. Although the current set of acoustic models
could be stored in SRAM in order to allow for the possibility
of increased quantities of acoustic models, the decision was
made to use SDRAM for storage. The SDRAM controller
used in this design is a custom IP core provided by the board
manufacturer, Alpha Data, and was chosen as it was already
proven to work successfully with our test hardware. Other
solutions are available but were not investigated as this is not
the main focus of the work.

4.2. Partitioning. In order to successfully partition the
system, communication must be minimized between the
Gaussian calculation block and the backend search. This
allows the Gaussian calculation to be efficiently implemented
as a coprocessor in an embedded system or as an FPGA-
based hardware accelerator without the risk of creating a
communications bottleneck. In theory, it is not necessary to
calculate every Gaussian result for every AOV since results
will only be needed for the active arcs in each iteration.
For the software implementation, results are calculated as
needed resulting in an average number of calculations of
678 per frame from a theoretical maximum of 3 825. In
practice, however, if it is possible to calculate all results
for each frame, this can be beneficial since this means that
there is no need for the backend search to request specific
results; instead, the Gaussian block can work independently
as long as a full set of results is available at the beginning
of the corresponding iteration. Another benefit of this brute
force approach is that it simplifies the loading of acoustic
models. Since all are being computed, so they can be loaded
in the order in which they are stored and in bulk rather
than addressing individual models as would be necessary if

they were computed on demand. The requirement of the
Gaussian block is simple and clearly defined. For each period
of 10 ms, one Gaussian result must be calculated for each
acoustic model with respect to the current AOV.

4.3. Parallel Calculation. Once we have moved from a
request-based system where Gaussian results are calculated
individually on demand to a brute force system where
results are calculated in bulk ahead of time, we have the
opportunity to parallelize the calculation of Gaussian results.
This can be done in two different ways, each with its own
associated cost as shown in Figure 6. The first approach,
method A, involves buffering the input speech of the system.
This allows the use of a single acoustic model against
multiple observation vectors to calculate multiple results
in parallel. The alternative, method B, is to use a single
observation vector with multiple acoustic models in parallel.
This approach does not require buffering of the input speech
but would require an increase in bandwidth used for loading
acoustic models to achieve similar results.

The most appropriate choice will depend on the goal
of the system and could involve a combination of the two.
For example, input buffering will increase the overall latency
from input speech to transcription output. Since each AOV
represents 10 ms of input speech, this is the amount of
buffering that is required for each parallel calculation in
method A. For real-time applications, a small amount of
buffering is acceptable but the threshold must be kept low in
order to ensure usability. On the other hand, a server system
running at an order of magnitude faster than real time on
multiple streams will be a lot less sensitive to delays caused
by buffering.

5. FPGA Implementation

The Gaussian core has been designed with efficiency and
flexibility in mind. The calculation itself is fairly simple but
must be carried out on a large amount of data at high speed.
Since the same calculation is carried out on multiple models
independently, a high degree of parallelism can be exploited.
For this reason, the approach taken in designing the Gaussian
core was to first build a single, efficient pipeline with minimal
control and then to build a parallel architecture containing



International Journal of Reconfigurable Computing 7

Gaussian core
Cost FIFO RAM writer

Acoustic
observation

vector
registers

Acoustic models
FIFO

RAM reader

Empty

rd en

rst en

wr en

Full
Gaussian control

Figure 7: Single core implementation of Gaussian core.

Accumulate
results of 39
coefficients

Minimize
results from
M mixtures

ResultMin
∑

X

X

X

−

x

μ

v′

α

M

Figure 8: Data flow of Gaussian core.

multiple pipelines which could be configured to achieve
specific design goals. In this section, we will first present
the single core implementation which was first proposed
in the previous paper [12] and then describe a number of
new multi-core architectures that have been implemented
since the original publication, in order to provide a solution
tailored to the required performance of a range of speech
recognition systems.

5.1. Single Core. The Gaussian block is the main processing
core of the Gaussian calculation. It consists of control and
data flow elements and is designed to read inputs from a
set of FIFOs and write outputs to another FIFO. The use of
FIFOs reduces the complexity of the control logic since it is
not required to run the SDRAM interface. Separate modules
have been implemented which read acoustic models from
SDRAM and write them into the FIFOs and similarly, results
are read from the output FIFO and written to SDRAM.
This decoupling provides the benefit that the core could
be implemented on a completely different platform with
a different storage solution without the need to alter the
control logic. Figure 7 shows the architecture of a single
Gaussian core implementation.

The control component is an FSM which monitors the
level of the input FIFOs in order to ensure that enough data

is available to start a calculation. It then provides suitable
read enable signals to the input FIFOs and coordinates the
reset and enable signals to the data core. The control unit
also monitors the done signal of the data core and provides
a corresponding write enable signal to the output FIFO. The
data flow of the Gaussian block implements (4) as a pipeline
which can be split into three sections as shown in Figure 8.

a = ((μ− x)× v′)2
. (5)

The first section calculates (5) for every acoustic model
Gaussian coefficient. The results of the arithmetic section are
then accumulated over the 39 values of a that correspond
to one mixture and added to the weight, α, of that mixture.
The final stage of the pipeline finds the minimum of a set
of results from the accumulation which correspond to one
model.

The device utilization results of the single core imple-
mentation can be seen in Table 2. It should be noted that the
majority of the FPGA resources used in this implementation
are accounted for by the SDRAM controllers; this is evident
by the small increase in utilization between the single
and double core implementations. The single core has
been tested and requires 314 clock cycles on average to
compute the result of a single acoustic model consisting of
8 mixtures against a single AOV; this requires a minimum
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Table 2: Method A. device utilization on Virtex 5 SX95T FPGA (+did not meet timing for 266 MHz.).

Single core 2 cores 8 cores 16 cores 32 cores 64 cores+

Occupied Slices 8104(55%) 8782(59%) 9460(64%) 10, 485(71%) 12, 889(87%) 14, 557(98%)

Slice LUTs 18, 902(32%) 19, 306(32%) 21, 479(36%) 24, 729(41%) 33, 188(56%) 42, 976(72%)

Slice Registers 14, 669(24%) 15, 082(25%) 16, 976(28%) 20, 005(33%) 28, 653(48%) 37, 325(63%)

BlockRam (Kb) 252(2%) 288(3%) 504(5%) 864(9%) 1512(17%) 2808(31%)

DSP48es 8(1%) 14(2%) 50(7%) 98(15%) 194(30%) 386(60%)

clock frequency of 120 MHz for real-time reconstruction.
The design has been successfully placed and routed using
Xilinx ISE 11.5 and has passed timing with a clock frequency
of 133 MHz for the Gaussian core.

5.2. Multi-Core-FPGA Accelerator. In this section, two dif-
ferent multi-core implementations are presented. The first
is based on a buffered input system and is new for this
paper. The second was first proposed in [12] and uses parallel
acoustic models on a single Acoustic Observation Vector.

5.2.1. Method A Buffered AOVs. The simplest implemen-
tation is the buffered AOVs where the same data FIFOs
and control logic can be used with multiple data flows.
This is illustrated in Figure 9. This option requires the
same external memory bandwidth from the RAM reader
component and does not significantly increase the on-chip
block RAM storage. This design has been implemented with
a range of parallel cores, the results of which are presented
in Table 2. There is obviously a large overhead in terms of
slice utilization due to the RAM controllers and PCI interface
logic, which is evident by the fact that the growth in slice
utilization with the increase in number of cores is very small,
compared to the figures for slice utilization of the single
core. It is also evident that DSP slices are mostly used by
the Gaussian core itself, due to the almost linear increase
of 6 DSPs per core with very little overhead. Block RAM
usage in this design is low and does not significantly increase
with the number of cores. In fact, the block RAMs used per
core actually decrease with the number of cores. This makes
sense as the block RAMs are mostly used for the input FIFOs
which are not replicated for additional cores. The increase
in total block RAMs seen in the highly parallelized designs
is due to increased complexity of the output FIFO which is
implemented with asymmetric input/output widths in order
to combine the results of multiple cores into a single output
data stream.

All designs have been synthesized, mapped and placed
and routed using Xilinx ISE 11.5. With the exception of the
64-core implementation, all designs passed timing for a clock
rate of 133 MHz for the Gaussian core and 266 MHz for
the SDRAM controllers. The 64 core implementation can be
run with a Gaussian clock of 60 MHz and 120 MHz for the
SDRAM controllers.

As noted in Section 5.1, a single core is capable of
calculating a full set of Gaussian results in 10 ms at a
clock frequency of 120 MHz. The speed increase due to
parallel cores in this implementation is linear and directly
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Figure 9: Method A. parallel implementation of Gaussian core.

proportional to the number of parallel cores, since the input
data is the same for all cases. The results calculated by the
Gaussian core are 16 KB per core per frame meaning that
the output bandwidth will be 1.5 MBs−1 per core. Assuming
that this bandwidth does not exceed that of the output bus,
the linear speedup will be maintained; hence the 32-core
implementation running at 120 MHz will provide 32 times
real-time performance.

5.2.2. Parallel Acoustic Models. An option which allows
parallelization without input buffering is to use the same
input data on multiple acoustic models concurrently. This
is illustrated in Figure 10 which shows that the system will
require more on-chip FIFOs to store acoustic models along
with replicated control logic for each data flow. Although
this system does not increase the buffering of input speech
to the system, there is a limit to the degree of parallelization
available due to the increase in bandwidth.

The results of implementing up to 4 parallel Gaussian
cores using this method are presented in Table 3. The main
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difference in the results of this design compared to that
shown in Figure 9 is the almost linear increase in block RAMs
used. This is due to the fact that input FIFOs which are
implemented in block RAMs are replicated for each core. The
limit of the FPGA used for this project is approximately 8 Kb
which suggests that up to 64 cores could be implemented,
although the real limit of this design will be memory
bandwidth which will be reached much sooner.

The test data used for our proof of concept system
uses 1 152 bytes per model. This equates to a total data size
of 4 500 KB for 4000 models. This means that real-time
operation of a single core at 100 fps will require 439 MBs−1

and means each subsequent core will increase the bandwidth
by this same amount. A 64 bit DDRSDRAM chip running at
266 MHz will provide approximately 2 GBs−1 and so the limit
would be, at best, 4 cores per SDRAM chip.

As with the buffered AOV approach described in
Section 5.2.1, a linear speed increase, directly proportional
to the number of parallel cores, is theoretically possible;
however, in this case, the speed increase will be dependent
on the bandwidth at the input of the system. All the designs
in this section have been placed and routed and have passed
timing at the full system speed of 133 MHz with the SDRAM
clock running at 266 MHz.

6. Conclusions

We have presented a versatile pipelined Gaussian core along
with multiple implementation architectures. The single core
implementation has been proven as a real time solution

Table 3: Method B. Device utilization on virtex 5 SX95T FPGA.

Single core 2 cores 4 cores

Occupied Slices 8, 601(58%) 9, 117(61%) 9, 516(64%)

Slice LUTs 18, 618(31%) 19, 673(33%) 21, 288(36%)

Slice Registers 14, 212(24%) 15, 597(26%) 16, 895(28%)

BlockRam (Kb) 288(3%) 540(6%) 1, 044(11%)

DSP48es 8(1%) 14(2%) 26(4%)

suitable as an embedded peripheral for low power mobile
systems. Parallel implementations providing better than real-
time have been demonstrated with two degrees of flexibility.
This flexible design has the potential to either accelerate or
reduce the power consumption of any speech recognition
system which uses Gaussian Mixture Models for acoustic
modeling.

As detailed in Section 2, the Gaussian core is part of
a larger speech recognition system and must be paired
with a feature extraction component and a backend search.
For the purposes of testing and proof of concept, these
components have been implemented as software running
on the host PC. It is intended that in the final system
these components will be carried out using embedded
processor such as the softcore Microblaze or the dual-core
Arm processors provided by the Xilinx Extensible Processing
Platform. Pairing the Gaussian core presented here with an
ARM based backend search has the potential to provide a fast
and accurate low power portable speech recognition system.
The main challenge of such a system will be the efficient
utilization memory channels when loading the WFST data.
This will be addressed in a future publication.
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This paper presents a high-performance hardware architecture for the H.264/AVC Half-Pixel Motion Estimation that targets high-
definition videos. This design can process very high-definition videos like QHDTV (3840 × 2048) in real time (30 frames per
second). It also presents an optimized arrangement of interpolated samples, which is the main key to achieve an efficient search.
The interpolation process is interleaved with the SAD calculation and comparison, allowing the high throughput. The architecture
was fully described in VHDL, synthesized for two different Xilinx FPGA devices, and it achieved very good results when compared
to related works.

1. Introduction

Video coding is an important research area due to the
increasing demand for high-definition digital video for
applications like video streaming over the internet, digital
television broadcasting, video storage, and many others.

There are many video coding standards. These standards
primarily define two things: a coded representation (or
syntax) which describes the visual data in a compressed
form and a method to decode the syntax to reconstruct
the visual information [1]. The most recent standard is
the H.264/AVC (Advanced Video Coding), designed to
achieve the highest compression rates when compared to
older standards [2]. However, this new standard has a very
high computational complexity, which makes it difficult for
software implementations to encode high-definition videos
in real time when using the H.264/AVC complex features.
For this reason, dedicated hardware architectures are a good
solution for fast and efficient high-definition video coding.
A hardware implementation is also required when the video
encoder or decoder is inserted in an embedded system like
a cell phone or a digital camera, and in this case, a high-
throughput and low-power solution is essential.

A raw digital video has a high amount of redundant
information that can be explored for compression purposes.
There are three kinds of redundancy: the spatial redundancy
is the similarity in homogeneous areas within a frame, the
temporal redundancy is the similarity between sequential
frames, and finally, the entropic redundancy is the similarity
in the bit stream representation [1].

Figure 1 presents a block diagram of the H.264/AVC
encoder, with its main operations: Inter-Frames Prediction,
composed by the Motion Estimation (ME) and the Motion
Compensation (MC) modules, Intra-Frame Prediction, For-
ward Transforms (T) and Quantization (Q), Entropy Cod-
ing, Inverse Quantization (IQ) and Transformations (IT),
and Deblocking Filter [2].

This work proposes a high-performance architecture
for the Half-Pixel Motion Estimation Refinement, designed
to be integrated to a fast Motion Estimation architecture.
The designed solution presented in this paper is fully
compliant with the H.264/AVC standard, but it focuses on
simplifications and optimizations to reach high processing
rates, avoiding the use of the expensive RDO decision mode
[1] in the interframe prediction of this standard, as will be
explained in the next sections.
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Figure 1: H.264/AVC encoder block diagram.

This paper is structured as follows. Section 2 introduces
the Motion Estimation process, Section 3 introduces the half-
pixel interpolation and search processes, Section 4 presents
software evaluations, Section 5 shows the designed Half-
Pixel ME Refinement architecture, Section 6 presents the
synthesis results, Section 7 presents a comparison among
related works, and finally, Section 8 concludes this paper.

2. Motion Estimation

The Motion Estimation is a module that explores and reduces
the temporal redundancy of a video. As shown in Figure 2, it
works by splitting the current frame into several macroblocks
(16 × 16 pixels) and searching in the previous coded frames
(reference frames) for the block that is most similar to the
current one. When the most similar block is found, a motion
vector (MV) is generated to indicate the position of this block
in the reference frame.

The H.264/AVC brings some new features for the Motion
Estimation, like the use of variable block sizes (VBSME),
multiple reference frames, biprediction, and a more efficient
subpixel accuracy [1].

The use of subpixel accuracy increases significantly the
efficiency of the ME because the most similar block can
be found in a fractional position, indicating a movement
smaller than one pixel [2]. The subpixel accuracy is the focus
of this work. This feature is the most important coding tool
of the H.264/AVC ME because it generates the highest gains
in terms of compression rates and it also increases the visual
quality of the compressed video [1].

2.1. Decision Mode in the H.264/AVC Inter-Frame Prediction.
The variable block size feature of the H.264/AVC ME makes
the search for better matches by splitting a macroblock into
smaller blocks possible. A macroblock can be divided in four
partition options: 16×16, 16×8, 8×16, or 8×8. Each 8×8
partition (called sub-macroblock) can be further partitioned
in three options: 8× 4, 4× 8 or 4× 4.

As video coding is a lossy encoding process, the rate-
distortion optimization (RDO) technique was proposed by
[3] in order to define a metric for selection, among all pos-
sible ways to divide a macroblock, which is the most
efficient one in terms for compression rate and video quality.

Equation (1) shows the Lagrangian rate-distortion formula,
in which D denotes the distortion (measured in PSNR), R
denotes the bit-rate, λ denotes the Lagrangian multiplier, and
J is the final cost. The coding mode with the lowest cost J is
chosen as the best option

J = D + λ · R. (1)

However, it is only possible to know the distortion (D)
and bit-rate (R) of a macroblock partition or subpartition
after reconstructing it, which means that every single par-
tition and subpartition of a macroblock must be processed
by all coding steps (ME search, residue generation, forward
transforms and quantization, entropy coding, inverse trans-
forms and quantization, and reconstruction) in order to
choose the best partition and discard the others.

This way, the use of RDO generates a very good decision
considering the tradeoff between compression rate and video
quality, but RDO is a very complex and very expensive
technique for video encoders targeting real-time processing.
Its cost is especially prohibitive when hardware solutions are
being considered. One of the points that this work focuses on
is to decrease the complexity of the ME avoiding the use of
the RDO decision mode, maintaining the compliance of the
generated results with the H.264/AVC standard, as explained
in Section 4.

3. Half-Pixel Motion Estimation Refinement

A characteristic that contributes to the high compression
rates achieved by the H.264/AVC Motion Estimation is
the possibility to generate fractional motion vectors with
half-pixel or quarter-pixel accuracy [2]. In other words, a
movement that happens from a frame to another in a video
running at 30 frames per second is not restricted only to
integer pixel positions.

Figure 3(a) shows an integer motion vector pointing to a
4 × 4 block that is directly presented in the reference frame,
and Figure 3(b) shows a fractional motion vector pointing to
a 4×4 block composed by half-pixels that were not presented
in the reference frame. The half-pixel samples that are
used by the Half-Pixel Motion Estimation must be obtained
through the interpolation of the integer position samples.
This way, the Half-Pixel Motion Estimation Refinement has
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two steps: the Half-Pixel Interpolation Process and the Half-
Pixel ME Search.

3.1. Half-Pixel Interpolation Process. To make the search for
a better match block composed by half-pixels possible, a new
search area must be generated around the integer position
samples that compose the current best match chosen by ME.
The half-pixel interpolation unit gets the best integer match
block (composed by integer position samples) from the ME
and interpolates an area composed by half-pixels around
these samples.

A single half-pixel y that has adjacent integer positions is
derived by first calculating an intermediate value called y1 by
applying the 6-tap FIR filter presented in (2), where A to F
represent the nearest six integer luminance samples (0–255)
in the horizontal or vertical directions. Then, (3) is applied
to y1 [2]

y1 = A− 5B + 20C + 20D − 5E + F, (2)

y = Clip0–255

[(
y1 + 16

)� 5
]
. (3)

A single half-pixel y that has adjacent half-pixel positions
instead of integer positions (because it is diagonally aligned

between integer positions) is derived by first calculating an
intermediate value called y1 by applying the same 6-tap FIR
filter (2), using as C and D the y1 values of the two adjacent
half-pixels and using as A, B, E, and F the y values of the
other nearest half-pixels, and finally, applying (4) to y1 [2]

y = Clip0–255

[(
y1 + 512

)� 10
]
. (4)

It is important to notice that to calculate a half-pixel
that is diagonally aligned between integer samples, either
horizontal or vertical nearest half-pixels can be used because
these pixels will produce an equivalent result [2]. In this
work, we consider the horizontal closest half-pixels.

This way, there are three half-pixels’ types: (1) H type,
calculated using the closest horizontal integer position
samples, (2) V type, calculated using the closest vertical
integer position samples, and (3) D type, calculated using the
closest horizontal half-pixels (which are V type half-pixels).

In Figure 4, the position g is a V-type half-pixel and it
can be interpolated using the group of integer position pixels
{U , S, C, H , I , J}. The position y is an H-type half-pixel,
and it can be interpolated using the group of integer position
pixels {A, B, C, D, E, F}. The position x is a D-type half-
pixel, and it can be interpolated using the group of half-
pixels {cc, dd, g1, m1, ee, f f }, where g1 and m1 are the
intermediate values of g and m as defined by the standard
[2].

An important characteristic of the interpolation process
is that whatever block size is being processed by the ME,
the half-pixel interpolation will always need an extra three-
pixel border around this block in order to generate the
interpolated search area.

Figure 5 shows a half-pixel interpolated area around
a block composed by integer position samples (best ME
match). Figure 6 shows that the interpolated search area
has two possible matches composed by V-type half-pixels
(vertical motion), two possible matches composed by H-
type half-pixels (horizontal motion), and four possible
matches composed by D-type half-pixels (diagonal motion).
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Figure 5: Interpolated half-pixel search area around a 4× 4 block.

In Figure 6, the black squares represent the matches for each
possible fractional motion vector.

For instance, the match that would generate the frac-
tional motion vector presented in Figure 3(b), with a FMV
(0.5, −0.5), is composed by the following group of half-
pixels: {d7, d8, d9, d10, d12, d13, d14, d15, d17, d18, d19,
d20, d22, d23, d24, d25}.

3.2. Half-Pixel Motion Estimation Search. Using the interpo-
lated search area, the Half-Pixel ME Search will test all the
eight possible matches inside this new interpolated search
area to check if there is a block composed by half-pixels more
similar to the original block than the block found by the ME.
This search is done using a block-matching algorithm, which
uses a distortion criterion to determine the most similar
block. This criterion can be a simple arithmetic difference
between blocks or more complex calculations. Among the
most used distortion criterion are the Mean Square Error
(MSE), Sum of Squared Differences (SSD), and the Sum of
Absolute Differences (SAD) [1].

The SAD is commonly used in motion adaptive dein-
terlacing algorithms and motion estimation algorithms [4].
SAD is defined in (5), and it is the most used distortion
criterion because of its efficiency and low cost for a hardware
implementation [1]. It works by taking the absolute value of
the difference between each pixel in the original block and
the corresponding pixel in the possible match block (also
called candidate block) that is being used for comparison.
These differences are added to create a simple metric of block
similarity. A more complex analysis about SAD can be found
in [4]

SAD(P,O) =
m−1∑

i=0

n−1∑

j=0

∣
∣
∣Pi, j −Oi, j

∣
∣
∣. (5)

Once the SAD values for all the eight possible matches
composed by half-pixels are calculated, the Half-Pixel ME
Search will check if there is a better match composed by half-
pixel comparing the SAD values. If there is a better match, the
motion vector must be modified adding the corresponding
fractional motion vector to it.

4. Software Evaluations

Software evaluations were done to better evaluate the impacts
of simplifications on the proposed design. Several video
sequences with different resolutions (QCIF, CIF, 4CIF, HD
1920 × 1080) were coded using the default configuration of
the H.264/AVC reference software [5]. This first evaluation
was done in order to check the utilization rate of each
possible macroblock partition and subpartitions in the
Motion Estimation process. As a result, we observed that
94.75% of the chosen blocks had a size greater or equal
to 8 × 8 pixels. This result was already expected, since the
higher is the video resolution, the lower is the probability
of use of subpartitions. This fact is confirmed by the
discussions related to the High-Efficiency Video Coding
(HEVC) standard (in development) [6] that are considering
the exclusion of lower block sizes as 4× 4, 4× 8, and 8× 4 of
this new standard, since they are rarely used for the currently
used video resolutions.

Then, a second evaluation was done to check the impact
of simplifying the motion estimation excluding the variable
block size feature by using only the 8 × 8 partition size. This
evaluation considered the use of a quarter-pixel accurate ME.
Five QCIF video sequences were coded using different ME
features, and the results were evaluated using two metrics:
PSNR and bit-rate. Tables 1, 2, and 3 show the results for
each video sequence. Table 1 considered the use of all possible
partitions’ and subpartitions’ sizes. Table 2 considered only
the block sizes 16× 16, 8× 8, and 4× 4. Table 3 presents the
results when only the 8 × 8 block size is used. Tables 2 and
3 also present the losses in PSNR and bit-rate caused by the
reduction in the number of block sizes if compared with the
optimal results presented in Table 1.

The use of only 8×8 blocks reduced the PSNR by 0.32 dB
on average when compared to the optimal case. The increase
in bit-rate was of 3.84% on average, but in some cases the bit
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Figure 6: All the eight possible matches composed by half-pixels and their respective FMVs.

Table 1: Results for the most complex variable block size configu-
ration (16× 16, 16× 8, 8× 16, 8× 8, 8× 4, 4× 8, 4× 4).

Video Sequence PSNR (dB) Bit-rate (Kbps)

Akiyo 40.82 114.5

Bridge Close 37.38 155.33

Coastguard 34.12 272.33

Foreman 36.47 207.87

Mobile 32.59 391.81

Average 36.28 228.37

FS algorithm, 32 × 32 search area, 1 past reference frame, quarter-pixel
accuracy.

Table 2: Results for a less complex variable block size configuration
(16× 16, 8× 8, 4× 4).

Video
Sequence

PSNR
(dB)

PSNR loss
(dB)

Bit-rate
(Kbps)

Bit-rate
loss (Kbps)

Akiyo 40.76 0.06 115.10 0.60

Bridge Close 37.30 0.08 154.62 −0.71

Coastguard 34.00 0.12 271.72 −0.61

Foreman 36.30 0.17 212.15 4.28

Mobile 32.53 0.06 395.64 3.83

Average 36.18 0.10 229.85 1.48

FS algorithm, 32 × 32 search area, 1 past reference frame, quarter-pixel
accuracy.

rate was reduced with this restriction (the negative numbers
in Table 3).

Considering the presented results, we decided to design
an architecture that supports only the 8 × 8 block size,
since this decision simplifies to a great extent the hardware
design without expressive quality and compression rate
losses. Also, the use of a unique block size reduces drastically

Table 3: Results for the 8× 8 block size configuration.

Video
Sequence

PSNR
(dB)

PSNR loss
(dB)

Bit-rate
(Kbps)

Bit-rate
loss (Kbps)

Akiyo 40.47 0.35 116.53 2.03

Bridge Close 37.16 0.22 154.56 −0.77

Coastguard 33.80 0.32 277.21 4.88

Foreman 36.01 0.46 225.24 17.37

Mobile 32.34 0.25 412.16 20.35

Average 35.96 0.32 237.14 8.77

FS algorithm, 32 × 32 search area, 1 past reference frame, quarter-pixel
accuracy.

the complete ME complexity, since it avoids the necessity
of a decision mode architecture to choose which is the best
block size. As explained before, RDO-based decision mode is
very expensive for a hardware implementation targeting real-
time processing, and most of the works proposing VBSME
architectures do not mention this problem.

We also did evaluations to check the impact of different
features of the H.264/AVC ME. One at a time, the fol-
lowing features were combined: the use of different block-
matching algorithms, different number of reference frames,
and, finally, the subpixel refinement (half-pixel and quarter-
pixel accurate motion vectors). The best results among all
ME tools were really achieved when the subpixel refinement
feature was activated, and this is an important motivation for
this work.

This way, this paper presents a Half-Pixel Motion Estima-
tion Refinement hardware design that gives support only to
the 8×8 block size in order to reduce the complexity and cost
of both the motion estimation module and the H.264/AVC
encoder itself. Also, this design must be fast enough to not
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degrade the performance of a ME architecture that uses a fast
block-matching algorithm, like the Diamond Search [7].

5. Half-Pixel Motion Estimation Refinement
Architecture

This paper presents an architecture that gives the half-pixel
accuracy to the ME process. The architecture is divided
into two main parts: the half-pixel interpolation and the
fractional motion estimation search. These two processes are
interleaved to reduce the use of clock cycles. The complete
architecture is presented in Figure 7, where for a better
visualization, the control signals are omitted.

5.1. Half-Pixel Interpolation Unit Architecture. Our design
uses an optimized architecture for the half-pixel interpo-
lation unit, which was initially presented in a previous
work [8]. This architecture uses an efficient arrangement of
interpolation samples, and it needs only 34 clock cycles to
generate an interpolated area around an 8× 8 block.

5.1.1. Processing Unit. One of the improvements of our Half-
Pixel Interpolation Unit is the use of an optimized processing
unit (PU) when compared with that presented in [8]. The
new PU uses fewer adders, and it was validated to generate
all half-pixel types.

Equation (6) is the first step of the PU, and it calculates
the y1 value of a half-pixel. This equation is equivalent
to that presented in (2), but we applied some arithmetic
manipulations to allow a calculation designed only with shift
adds, avoiding the use of multiplications. For V-type half-
pixels, the y1 value must be stored to be used later in D-type
interpolation

y1 = (A + F) + 4[4(C +D)− (B + E)] + 4(C +D)− (B + E).
(6)

The second step of the processing unit calculates the half-
pixel luminance value applying (3) to y1 if the control unit
indicates the interpolation of V- or H-type half-pixels, or (4)
if it indicates the interpolation of D-type half-pixels.

To achieve a higher frequency, our PU uses a three-stage
pipeline as shown in Figure 8. Deeper pipeline configurations
are also possible because a high throughput is more impor-
tant than a low latency for the interpolation process.

Nine PUs were used in a module called Filters Line which
is presented in Figure 7. It is able to interpolate an entire line
of H-type half-pixels, a column of V-type half-pixels, or a line
of D-type half-pixels in a single step.

5.1.2. Buffers. The data flow of our Half-Pixel Interpolation
Unit is very similar to that presented in [8]. Five buffers
were used to store and shift the integer position samples,
V-type samples, V1-type values, H-type samples and D-type
samples. All buffers are connected to the Filter Line in order
to provide its inputs and to store its outputs.

The buffer for integer position samples stores a 14 × 14
block (an 8×8 block plus the three-pixel border). This buffer

has two outputs: an entire line used for H-type interpolation
and an entire column used for V-type interpolation. It is able
to shift its lines and columns in order to change its outputs.

The buffer for V-type half-pixels stores a 14×9 area (two
blocks in an 8 × 9 area plus a vertical three-pixel border).
The buffer for V1-type values stores a 12 × 9 area composed
by the y1 values for each V-type half-pixel used in D-type
interpolation. Both buffers have an entire line as output, and
they are able to shift it for D-type interpolation.

The buffer for H-type half-pixels stores a 9× 8 area (two
8× 8 blocks). The buffer for D-type half-pixels stores a 9× 9
area (four 8× 8 blocks).

5.2. Half-Pixel ME Search Architecture. The half-pixel search
process has two steps: the SAD calculation and the SAD
comparison.

The SAD values are calculated in parallel with the
interpolation process. The SAD buffer in Figure 7 stores a
total of nine values, the best integer SAD and the SADs of the
eight possible half-pixel matches.

The comparison uses only two extra clock cycles to check
if there is a SAD value smaller than the best match SAD since
the main part of the search process is done in parallel with
the interpolation process. Another cycle is necessary to add
the FMV to the MV. This sum does not happen if there is no
fractional motion.

5.2.1. SAD Calculation. Since our interpolation unit can
interpolate an entire line or column of a half-pixel type in
a single step, the SAD calculation is done in parallel with
the interpolation process without increasing the use of clock
cycles. The SAD for 8 × 8 blocks is a 13-bit value, and there
is a SAD value for each half-pixel possible match block.

Figure 9 shows a SAD Tree (ST). It is a module that
calculates the SAD value for a possible match block line
by line. Our design has a total of four STs connected to a
buffer that stores the original block (which is currently being
processed by the ME) and to the V-, H-, and D-type buffers.
It works by calculating the SAD value of a single line or
column and storing it in an accumulator register. Our STs
use a 2-stage pipeline configuration, taking 9 clock cycles to
calculate the SAD value for the entire 8× 8 block.

5.2.2. SAD Comparison. Figure 10 shows the SAD Compara-
tor (SC). It can compare four SAD values in parallel, and it
uses a two-stage pipeline configuration.

In the first step, the comparator stores the smallest SAD
value and its corresponding MV among the V- and H-type
possible matches, and then it compares this SAD to the
best integer match SAD. Extra clock cycles are not necessary
since this comparison occurs in parallel with the D-type
interpolation and SAD calculations.

In the second step, the comparator stores the smallest
value among the D-type possible matches and compares it to
the smallest SAD obtained in the first step. Two extra clock
cycles are necessary to obtain the smallest SAD value and its
corresponding FMV.
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Table 4: Buffers cost results.

Buffer
8-bit

registers
13-bit

registers
16-bit

registers
8-bit

4:1 MUX
8-bit

2:1 MUX
16-bit

2:1 MUX

Integer positions 196 — — 196 — —

V-type 126 — — 126 — —

V1-type — — 108 — — 108

H-type 72 — — — 72 —

D-type 81 — — — 81 —

Original block 64 — — 64 — —

SAD values — 10 — — — —
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Figure 10: SAD Comparator architecture.

Table 5: Half-Pixel ME Refinement cost results.

Module Slices
Slice

Flip-Flops
4-input

LUTs

Filter Line
(Half-Pixel Interpolation
Unit)

1606 470 3051

SAD Trees (4 STs) 480 196 996

SAD Comparator 64 34 105

Half-Pixel ME Search
Unit

544 230 1001

Control Unit 18 8 29

Complete Half-Pixel ME
Refinement Architecture

2168 708 4081

6. Synthesis Results

The proposed Half-Pixel ME Refinement architecture for 8×
8 blocks was fully described in VHDL and synthesized to a
Xilinx Virtex4 XC4VLX15 FPGA device using the Xilinx ISE
10.1 [11] synthesis tool.

Concerning the cost, for this first implementation all
buffers were mapped as register banks. Table 4 shows the cost
of these buffers in use of hardware elements. The registers
are necessary to store luminance samples and SAD values,
and the multiplexers are necessary to shift these data. The
V1 type and the integer position are the buffers with highest
hardware consumption. V1-type buffer consumes the highest
amount of resources because it must store the intermediate
values of the Filters Line before the clip operation; this way
each position must store 16-bit samples.
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Table 6: Performance comparison.

Yalcin and
Hamzaoglu

[9]

Oktem and
Hamzaoglu

[10]
This Work

FPGA Device
Xilinx

VirtexII
Xilinx

VirtexII
Xilinx

VirtexII

Frequency (MHz) 85 60 91

Cycles to process
a macroblock
(16× 16)

720 768 148

Support to variable
block size

Yes Yes No

Table 5 shows the cost of the different modules of the
complete architecture in terms of use of FPGA resources.
Most of the FPGA resources are consumed by the Filter Line,
making the half-pixel interpolation unit the most expensive
part of all the refinement process. Table 5 also shows that
most of the resources consumed by the Half-Pixel ME Search
Unit are used by the four SAD Trees.

Concerning the performance, our design uses 37 clock
cycles to do the Half-Pixel ME Refinement for an 8×8 block,
but since a macroblock is composed by four 8× 8 blocks, the
refinement for a macroblock takes 148 clock cycles. This way,
when synthesized to a Xilinx Virtex4 FPGA, our design can
run at 140 MHz and process 3,784 million of motion vectors
or more precisely 262 HD (1280×720) frame/s, 116 Full HD
(1920×1080) frame/s or 30 QHDTV (3840×2048) frame/s.

7. Related Works

There are few works in the literature focusing on a high-
performance Half-Pixel ME Refinement for H.264/AVC
standard targeting high-definition videos. However, we did
not find any architecture giving support only to the 8 × 8
block size.

The architectures presented in [9, 10] support variable
block size, but these works do not discuss the decision mode.
However, our design uses a very optimized way to interpolate
and organize samples of a unique block size in order to use
less clock cycles.

As Table 6 shows, when synthesized to a Xilinx VirtexII
XC2V40, our design achieves a frequency of 91 MHz, being
able to process Full HD (1920 × 1080) videos in real
time (30 frames/s or faster). The architecture presented in
[9] is suitable for Full HD (1280 × 720) videos, and the
architecture presented by [10] is suitable for VGA (640 ×
480). Our solution needs the lowest number of cycles to
process the Half-Pixel ME Refinement of one macroblock
among the related works. Our solution also reaches the
highest operation frequency among these works. Even when
supporting only the 8 × 8 partition size, the losses in quality
are of only 0.32 dB in PSNR as presented in the software
evaluation section.

8. Conclusions

This paper presented a dedicated hardware architecture for
the H.264/AVC Half-Pixel Motion Estimation Refinement,
designed to be part of a complete Motion Estimation hard-
ware able to process very high-definition videos in real time.

When synthesized to a Xilinx Virtex4 FPGA, this
architecture achieved a maximum operation frequency of
140 MHz. At this frequency, our design is able to process
QHDTV videos (3840×2048) in real time (30 frames/s). The
high operation frequency of the Half-Pixel ME Refinement is
important also to not degrade the performance of a complete
ME architecture where the half-pixel architecture will be
integrated.

Our solution uses the lower number of clock cycles to
process one macroblock when compared to related works.
Our solution also reaches the highest operation frequency
when compared with those works. Joining these two results,
it is possible to conclude that our solution is able to reach the
highest processing rates among the related works.
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Mathematical morphology supplies powerful tools for low-level image analysis. Many applications in computer vision require
dedicated hardware for real-time execution. The design of morphological operators for a given application is not a trivial one.
Genetic programming is a branch of evolutionary computing, and it is consolidating as a promising method for applications
of digital image processing. The main objective of genetic programming is to discover how computers can learn to solve
problems without being programmed for that. In this paper, the development of an original reconfigurable architecture using
logical, arithmetic, and morphological instructions generated automatically by a genetic programming approach is presented.
The developed architecture is based on FPGAs and has among the possible applications, automatic image filtering, pattern
recognition and emulation of unknown filter. Binary, gray, and color image practical applications using the developed architecture
are presented and the results are compared with similar techniques found in the literature.

1. Introduction

Morphological image processing is a nonlinear branch in
image processing developed by Matheron and Serra in
the 1960s, based on geometry and on the mathematical
theory of order [1–6]. Morphological image processing has
proved to be a powerful tool for binary and grayscale image
computer vision processing tasks, such as edge detection,
noise suppression, skeletonization, segmentation, pattern
recognition, and enhancement [7]. Initial applications of
morphological processing were biomedical and geological
image analysis problems [8]. In the 1980s, extensions of
classical mathematical morphology and connections to other
fields were developed by several research groups worldwide
along various directions, including computer vision prob-
lems, multiscale image processing, statistical analysis, and
optimal design of morphological filters, to name just a few.

The basic operations in mathematical morphology are
the dilation and the erosion, and these operations can

be described by logical and arithmetic operators. Dilation
and erosion morphological operators can be represented,
respectively, by the sum and subtraction of Minkowski sets
[9]:

A⊕ B = ∪{B + a | a ∈ A}, (1)

AΘ(−B) = ∩{A + b | b ∈ B}. (2)

In (1), A is the original binary image, B is the structuring
element of the morphological operation, and B + a is the
B displacement by a. Therefore, the dilation operation is
obtained by the union of all B displacements in relation to
the valid A elements. In (2), −B is the 180◦ rotation of B
in relation to its origin. Therefore, the erosion operation
corresponds to intersection of the A displacements by the
valid points of −B. These ideas can be extended to gray-level
image processing using maximum and minimum operators,
too [9].
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As mentioned by Haralick [10], since mathematical
morphology operates with shapes, it becomes a natural
processing to deal with problems of identification of image
objects based on shape. Some other basic computer vision
operations such as edge detection, skeletons, and noise
elimination can be performed eroding or dilating objects in
an algorithmic way.

In color images, pixels are represented by vector values
(RGB, e.g.):

P
(
x, y

) = [P1
(
x, y

)
,P2

(
x, y

)
,P3

(
x, y

)]T
. (3)

Mathematical Morphology is based on the application
of lattice theory to spatial structures [11]. The definition of
morphological operators needs a totally ordered complete
lattice structure. A lattice is a partially ordered set in which
any two elements have at least an upper bound (supremum)
and a greatest lower bound (infimum). The supremum and
the infimum are represented by the symbols ∨ and ∧,
respectively. Thus, a lattice is complete if every subset of
the lattice has a single supremum and a single infimum.
Color is known to play a significant role in human visual
perception. The application of mathematical morphology to
color images is difficult due to the vector nature of the color
data. The extension of concepts from grayscale morphology
to color morphology must first choose an appropriate color
ordering, a color space that determines the way in which
colors are represented and an infimum and a supremum
operator in the selected color space should also be defined.
There are several techniques for ordering vectors. The two
main approaches are marginal ordering and vector ordering.
In the marginal ordering, each component P1, P2, or P3
is ordered independently and the operations are applied
to each channel; unfortunately, this procedure has some
drawbacks, for example, producing new colors that are not
contained in the original image and may be unacceptable in
applications that use color for object recognition. The vector
ordering method for morphological processing is more
advisable. Only one processing over the three dimensional
data is performed using this method. There are several
ways of establishing the order, for example, ordering by one
component, canonical ordering, ordering by distance, and
lexicographical order [12].

Once these orders are defined, then the morphological
operators are defined in the standard way. The vector erosion
of color image f at pixel x by the structuring element B of
size n is [2].

EnB
(
f
)
(x) = {inf

[
f (z)

]
, z ∈ n(Bx)

}
. (4)

The corresponding dilation DnB is obtained by replacing
the inf by sup

DnB
(
f
)
(x) = {sup

[
f (z)

]
, z ∈ n(Bx)

}
. (5)

An opening is an erosion followed by a dilation, and a
closing is a dilation followed by an erosion.

The design of morphological procedures is not a trivial
task in practice [13]. Some expert knowledge is necessary to
properly select the structuring element and the morphologi-
cal operators to solve a certain problem [14]. In the literature,

there are several approaches using automatic programming
to overcome these difficulties [15–22]; however, they present
several drawbacks as a limited number of operators, only reg-
ular forms of structuring elements and only morphological
instructions, to name just a few.

Genetic programming (GP) is the most popular tech-
nique for automatic programming nowadays and may
provide a better context for the automatic generation of
morphological procedures [23]. GP is a branch of evolution-
ary computation and artificial intelligence [24–26], based
on concepts of genetics and Darwin’s principle of natural
selection to genetically breed and evolve computer programs
to solve problems.

Genetic programming is the extension of the genetic
algorithms [27] into the space of programs. That is, the
objects that constitute the population are not fixed-length
character strings that encode possible solutions to a certain
problem. They are programs (expressed as parse trees) that
are the candidate solutions to the problem [28, 29].

There are few applications of GP for the automatic
construction of morphological operators [14, 23] and for
color image processing. Thus, we propose a linear genetic
programming approach for the automatic construction of
morphological, arithmetic, and logical operators, generating
a toolbox named morph gen for the Matlab program. The
proposed toolbox can be used for the design of nonlinear fil-
ters, image segmentation and pattern recognition of binary,
grayscale, and color images. The instructions generated by
the toolbox are transferred to a 32-stage pipeline architecture
developed in this work, which has been implemented on an
FPGA. Some examples of applications are presented, and the
results are discussed and compared with other approaches.

This paper is organized as follows; a brief review of
the basic concepts of morphological operations and genetic
programming is presented in Section 1; a detailed descrip-
tion of the developed system is presented Section 2; results
and application examples are presented in Section 3; and
Section 4 is the conclusions.

2. Developed System

2.1. Training Process. The developed algorithm for automatic
construction of morphological operators uses a linear genetic
programming approach that is a variant of the GP algorithm
that acts on linear genomes [30, 31]. It operates with two
images, an input image and an image containing only
features of interest which should be extracted from the input
image. The genetic procedure looks for operators’ sequences
in the space of mathematical morphology algorithms that
allow extracting the features of interest from the original
image. The operators are predefined procedures from a
database that work with particular types of structuring
elements having different shapes and sizes. It is also possible
to include new operators in the database when necessary. The
program output is a linear structure containing the best indi-
vidual of the final population. The output result from one
operator is used as input to the subsequent operator and so
on, for example, the sequence “ero q 3->dil q 3” performs
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Figure 1: Flowchart of developed system. The index i refers to
an individual in the population. The reproduction rate is pr, the
crossover rate is pc, and the mutation rate is pm. The goal image
can be created using an editor program or a processing program.

an erosion in the input image followed by a dilation using
for each operation a 3 × 3 square structuring element. The
genetic algorithm parameters are supplied by the user using
a graphical user interface (GUI). The main parameters are:
tree depth, number of chromosomes, number of generations,
crossover rate, mutation rate, reproduction rate, and certain
kinds of operators suited to a particular problem. It has been
used for the problems the mean absolute error (MAE) as
a fitness measure. The cost function using MAE error was
calculated as follows:

d(a, b) = 1
XY

X∑

i

Y∑

j

∣
∣a
(
i, j
)− b(i, j)∣∣. (6)

In (6), a is the resulting image evaluated by a particular
chromosome, b is the goal image with the same size as a, and
(i, j) is the pixel coordinate. The chromosomes are encoded
as variable binary chains. The main steps of the proposed
algorithm are illustrated in Figure 1.

The genetic parameters and the images are supplied by
the user; the initial population of programs is randomly gen-
erated. Since the chromosomes are encoded as binary chains,
if the user has selected the instructions: and (AND logic), sto
(STORE), ero (EROSION), and cpl (COMPLEMENT), the
first operator will be coded as “002”, the second as “012”,
the third as “102”, and the last as “112”. If the chosen tree
depth was four, for example, the chromosome: “000110112”
could be created. The evaluation of this chromosome will be
as illustrated in Figure 2, for example, AND (A, A) followed

Original
image =

A

Temporary
image =

A

And STO

ERO CPL

Temporary
image =
A and A

3× 3 square
Structuring

element

CPL (ERO (A and A))

Figure 2: Evaluation of chromosome: “000110112” from program:
“and-sto-ero-cpl” applied to original image A.
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Child

Parent

Child

Child

Parent

Parent
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Figure 3: Crossover and mutation operators where∗ is the selected
operator.

by a Store in a temporary variable followed by an Erosion,
and followed by a Logical inversion. In example, A is an
input binary image. This idea is repeated for the others
chromosomes from the initial population.

After evaluation of each chromosome in a generation, a
cost value is assigned to each one using (6). The next step is to
create a new population of the fittest programs. The selection
method used to choose the best individuals for reproduction
was the tournament selection [32]. The best ones are selected
for the genetic operations of crossover and mutation. In
crossover operation, morphological operators are randomly
selected and exchanged between parents chromosomes. The
mutation operation replaces a randomly selected instruction



4 International Journal of Reconfigurable Computing

Matlab
Quartus II

“programmer”
Quartus II

“assembler”

program.mif Hardware

USB blaster

comp video comp video

27 MHz

video dec DA conv

Config

Data +
sync

Data +
sync

Pipeline
architecture

(FPGA)

Figure 4: Block diagram of the developed system. After FPGA
programming, the composite video is deinterlaced by the video dec,
and the 10-bit RGB data produced are processed by the pipeline
architecture. The results are converted again to an analog format to
be shown in a VGA monitor.

by another in the range of morphological algorithms space.
The reproduction operator copies a single parent into the
new generation according to its fitness value. In Figure 3, we
can see the crossover and mutation operators used in this
paper. This process is repeated for several generations until
a stop criteria is reached (the fittest program).

2.2. Implemented Architecture. The block diagram of the
developed architecture can be seen in Figure 4. The opcodes
(best chromosome) file “program.mif” with the sequence
of operators (binary chain) seen in Section 2.1 generated by
Matlab is transferred with the other project files containing
the description of the architecture to the FPGA board by
means of the USB interface from PC through the Quartus II
software. In this project, the DE2 board from Altera [33] was
used to develop the video architecture that is based on a 32-
stage pipeline. The DE2 board contains a Cyclone II (2C35)
FPGA, a NTSC/PAL TV decoder circuit, and a VGA output
circuit. A composite video signal supplied by a commercial
video camera is deinterlaced and converted to 10 bit RGB
data (640 × 480 pixels) through a video decoder stage. The
RGB frames are processed through the pipeline stages, and
the results are converted to an analog format again through
a DA converter. Then, the processed images can be shown
in a VGA monitor. A 27 MHz oscillator was used as a clock
source.

In Figure 5, a block diagram of the pipeline stages is
presented. The opcodes from morph gen toolbox are loaded
into the stages through a state machine named ROM that
contains the original program. The implementation of a
stage from the pipeline can be seen in Figure 8, and it is
described below.

The state machine ROM uses the bus dat and the bus
add to distribute the data (instructions) to each processor
that uses an add (address) in the architecture. For example,
the P1 has the add = 01 h, the P2 has the add = 02 h,
and so on. The “program.mif” contains a binary chain
representing the chromosome generated by Matlab where
each line corresponds to an instruction according to Table 1

that will be processed by each stage. The block diagram
of ROM unit explained before can be seen in Figure 6. In
Figure 7, a simulation of this unit is shown. Considering
Figure 6, after the reset process of the architecture, while the
end add pin is low, the state machine loads the instructions
referring to a certain problem into the instruction register
(IR) of each processor of the pipeline. When the load process
ends, the end add pin will be high and the state machine will
indicate the timing of the video processing, and this cycle will
be repeated when the state machine reads a reset state again.

Each stage stores two adjacent 640-pixel lines followed by
a 3-pixel line to constitute a (3× 3) input to a morphological
processor implemented in that stage. This same structure is
used by a previously stored result that is delayed by each
stage, too. This result is stored in img temp register. Figure 8
shows the block diagram of a stage from the pipeline. Each
stage has been built using the Verilog language. The Instr dec
block in the processor decodes the instruction stored in
IR register and apply a morphological or logical operation,
according to Table 1, to input pixels p1 1, p1 2, p1 3, p2 1,
p2 2, p2 3, p3 1, p3 2, and p3 3 (input window) and/or s2 2
(previous stored result from n-1 stage). In Instr dec block, the
dilation and erosion operations are implemented according
to (5) and (4), respectively.

For example, the instruction dil c 3 (dilation by a 3 × 3
circular structuring element) and ero c 3 (erosion by a 3× 3
circular structuring element) are implemented in Verilog as
follows, respectively: out dil<=0|p1 2|p2 1|p2 2|p2 3|p3 2,
and out ero<=1&p1 2&p2 1&p2 2&p2 3&p3 2. To avoid
bottlenecks, the system does not use memory access. The
only significant delay presented in this architecture is due to
the number of the pipeline stages. The logical instructions
have been implemented using Verilog HDL through Quartus
II. In this architecture, a chromosome is decoded according
to Figure 2. Each stage can work with a RGB digital image of
10 bit/channel. For binary processing, the least significant bit
of G channel is used. For monochromatic images, the R, G,
or B channel is used and for color processing, a combination
of R, G, and B, to form a lattice structure required for
morphological processing. This combination is as follows:
{R1G1B1R2B2G2, . . . , R10G10B10}, thus, RnGnBn is a 30-
bit scalar number, and the morphological operations ((4)
and (5)) can be defined for color images. After processing,
the resulting scalar value is decomposed again into its RGB
component.

The implementation idea of the proposed architecture
can be seen in the following simplified example (Figure 9)
for a dilation of a 5 × 5 binary input image using a 3 × 3
circular structuring element. In this figure, only one stage of
the pipeline architecture is shown. Firstly, the image pixels
are inserted into the buffers using a raster sweep. The buffers
are necessary to maintain a window with the current pixels to
be processed in each stage during the raster sweep. Once the
structuring element has size 3×3, the first three pixels of each
buffer (b1, b2, b3, b6, b7, b8, b11, b12, and b13) are passed to
the processor along the time. Since the structuring element,
in this hypothetical case, is circular, the only pixels used by
the processor are b2, b6, b7, b8, and b12. In this example,
a dilation operation that was preconfigured by the state
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Figure 5: Block diagram of the pipeline stages.

Table 1: Implemented instructions.

Opcode Name Comment

0x00 nop No operation. The input image is copied to the output image.

0x01 dil q 3 The input image is dilated by a (3× 3) square structuring element.

0x02 ero q 3 The input image is eroded by a (3× 3) square structuring element.

0x03 dil c 3 The input image is dilated by a (3× 3) circular structuring element.

0x04 ero c 3 The input image is eroded by a (3× 3) circular structuring element.

0x05 dil h 3 The input image is dilated by a (1× 3) horizontal structuring element.

0x06 ero h 3 The input image is eroded by a (1× 3) horizontal structuring element.

0x07 dil v 3 The input image is dilated by a (3× 1) vertical structuring element.

0x08 ero v 3 The input image is eroded by a (3× 1) vertical structuring element.

0x09 dil dd 3 The input image is dilated by a (3× 3) right diagonal structuring element.

0x0A ero dd 3 The input image is eroded by a (3× 3) right diagonal structuring element.

0x0B dil de 3 The input image is dilated by a (3× 3) left diagonal structuring element.

0x0C ero de 3 The input image is eroded by a (3× 3) left diagonal structuring element.

0x0D xor1 Exclusive OR between the input image and a temporary image (previous result).

0x0E Cpl Logical complement of the input image.

0x0F sto1 Temporary storage of the input image.

0x10 and1 Logical AND between the input image and a temporary image (previous result).

0x11 or1 Logical OR between the input image and a temporary image (previous result).

0x12 Ldi Load of the original image.

0x13 cpl cz Complement of the input image (grayscale or color).

0x14 add cz Arithmetic sum between the input image (grayscale or color) and a temporary image (previous result).

clk clk

Control Delay
end add

add [4..0]

rst

Rom
clk dat [7..0]

add delayed [4..0]

Figure 6: Schematic circuit of ROM unit.

machine ROM is implemented using a logical OR operator.
The output of the stage is given by a stream of pixels. In this
specific case, the input active pixels were img in (3,2) and
img in (3,3), thus, after the logical operation, the active pixels
of the dilated output image can be seen by means of the result
variable.

rst · · ·

clk · · ·

add · · ·

dat · · · AA CD A0 12 01 00

0 1 2 3 4 31

· · · · · ·

· · ·· · ·

· · ·· · ·

end add · · ·

Figure 7: Simulation example of ROM unit.

3. Results and Application Examples

In this section, some results using the developed architecture
are presented.

In Figure 10, the input image was corrupted by salt and
pepper noise with a density of 0.09 generated by Matlab.
The instructions ero q 3 and dil q 3 (morphological
operators) were used to construct a morphological filter.
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Figure 9: Implementation idea of the proposed architecture.

The genetic procedure converged before the 5th genera-
tion and the filter “ero q 3-> dil q 3-> dil q 3-> ero q 3”
(morphological algorithm) was automatically created. The
genetic parameters chosen for this task were: 50 generations,
25 chromosomes, depth of tree 4, crossover rate of 90%,
mutation rate of 20%, and reproduction rate of 20%. The
MAE error found between the goal image and a clear version
of the original image was less than 0,4%. The training time
was less than 4,3 seconds, and the execution time was
performed in real time by the developed system. In this
example and in the following ones, a PC notebook equipped
with an AMD 64 Athlon processor and 512 MB of system
memory was used for the training process.

In Figure 11, an original image and a training image
containing features (heads) from a fragment of a music score
to be extracted by the evolutionary system are presented.
The genetic procedure found the following best program
to extract heads using the developed system: “dil dd 3->
dil de 3-> dil dd 3-> dil v 3-> dil v 3-> dil dd 3-> dil v 3-
> ero q 3-> ero v 3-> ero q 3-> ero c 3”. The genetic
parameters chosen for this task were: 50 generations, 50
chromosomes, tree of depth 12, crossover rate of 97%,
mutation rate of 3%, and reproduction rate of 10%. The
MAE error found between the goal image and the obtained
result was less than 1,1%. The training time was less than
12 min, and execution time was in real time. This procedure
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Figure 10: Automatically generated filter to eliminate the salt and pepper noise from the corrupted original image.
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Figure 11: Obtained result by developed hardware for head
extraction in real time.

was applied to image in Figure 12 producing an expected
result, too.

In Figure 13, an emulation result of the Photoshop’s
Trace Contour filter after a training process of the evolution-
ary system is presented. After the presentation of training

Pipeline
architecture

In Out

Figure 12: Example of head extraction in real time.

samples the best program found was “ero (c 3)-> sto1->
sto1-> dil (q 3)-> dil (c 3)-> cpl-> cpl-> dil c 3-> ero q 3-
> cpl-> or1-> cpl-> cpl.” The genetic parameters chosen
for this task were 50 generations, 90 chromosomes, tree of
depth 16, crossover rate of 97%, mutation rate of 3%, and
reproduction rate of 10%. The MAE error found was less
than 2,86% compared to Photoshop’s result. The training
time was less than 18 min, and execution time was in real
time.

In Figure 14, there is an example of an emulation result of
the Photoshop’s Glowing Edge filter generated automatically
after a training process of the evolutionary system for the
following parameters: 51 generations, 70 chromosomes, tree
of depth 9, crossover rate of 95%, mutation rate of 20%, and
reproduction rate of 10%. For this task, an intensity image
was used as input and the best program found was “add cz-
> add cz-> dil c 3-> sto1-> cpl cz-> dil c 3-> dil c 3->
add cz-> sto1.” The MAE error found was less than 6,2%
compared to Photoshop’s result. In Figure 15 the same result
was applied to a color image. The morphological operations
in this example preserve the colors in the original image [34].
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Figure 13: Emulation result of the Photoshop’s Trace Contour filter
implemented in hardware.

The training time was less than 10,6 min, and execution time
was in real time.

Comparing the results with those obtained from other
works in the literature, our implementation presented
improvements in fitness, processing time, and programming
flexibility. In [20], a genetic algorithm was used for the task
of head extraction in music scores. The error found in this
work was about 11,8% for a chromosome of size 14. In [23],
the error for the same task was greater than 20%. In this
paper, the error was less than 0,7% for a chromosome of size
6. In [23] and [20], the processing time of the procedures
is not specified. In [13], a genetic algorithm for the task of
automatic design of morphological filters is presented. The
error found in this work for this task was about 10,59% and
the processing time was not performed in real time. In this
work, this error was about 2,2% for the same task. In this
work, all applications were performed in real time by the
developed architecture.

As a contribution of the current paper in relation to
the paper [35] presented at SPL, 2010, there are some
improvements, such as, the sections were updated, the
morphological operators were extended, to gray and color
images, new morphological processing arithmetic operators
were introduced, additional references were included and
new figures and new experiments were shown.

In relation to the paper [36], the current work presents
some improvements such as the intelligent reconfiguration
of the pipeline architecture by means of a genetic procedure.

Table 2 summarizes all the obtained results, and Table 3
presents the FPGA device used resources.

Developed system

Original sample Goal sample

Hardware in

Hardware out

Figure 14: Emulation result of the Photoshop’s Glowing Edge filter
implemented in hardware.

Pipeline
architecture

In Out

Figure 15: Emulation result of the Photoshop’s Glowing Edge filter
applied to a color image.

4. Conclusions

In this paper an original reconfigurable architecture using
logical and morphological instructions generated automati-
cally by a linear approach based on genetic programming was
presented. The developed architecture was based on an FPGA
from Altera’s Cyclone II family. The system is composed by a
32-stage pipeline and can be used in real-time mathematical
morphology and linear applications. The system is able to
process 640 × 480 pixels images at 60 frames/sec. Binary,
gray-level, and color image practical applications using the
developed architecture were presented, and the results were
compared with other implementation techniques. The devel-
oped system can be applied to digital images for automatic
design of nonlinear filters, image segmentation, and pattern
recognition. Applications examples were shown where the
solutions were expressed in terms of basic morphological
operators, dilation, and erosion, in conjunction with arith-
metic and logical operators. Compared with other methods
described in the literature, the developed methodology
presents many improvements in processing time, fitness, and
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Table 2: Summary of results.

Example Generations Chromosomes Tree depth Cross rate Mut rate Repr rate MAE error Training time Execution
time

Morphological filter 50 25 4 90% 20% 20% 0,4% 4,3 s Real time

Head extraction 50 50 12 97% 3% 10% 1,1% 12 min Real time

Trace Contour 50 90 16 97% 3% 10% 2,86% 18 min Real time

Glowing edge (gray level) 51 70 9 95% 20% 10% 6,2% 10,6 min Real time

Glowing edge (color) 51 70 9 95% 20% 10% 6,2% 10,6 min Real time

Table 3: Summary of FPGA device.

Device: Cyclone II EP2C35F672C6/Application Pins Memory Bits LEs (Logic elements)

Morphological Filter 125 (26%) 134208 (28%) 2702 (8%)

Head extraction from music scores 125 (26%) 134208 (28%) 2702 (8%)

Trace contour 125 (26%) 134208 (28%) 2702 (8%)

Glowing edges (nı́veis de cinza) 125 (26%) 264944 (55%) 5672 (17%)

Glowing edges (colorido) 125 (26%) 233032 (48%) 5249 (16%)

flexibility in relation to program size (variable), types of
operators, and extension to color images. The developed
method can be used as a guide to morphological design
as well as to other applications involving linear image
processing.
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This paper describes a comparison of two Montgomery modular multiplication architectures: a systolic and a multiplexed. Both
implementations target FPGA devices. The modular multiplication is employed in modular exponentiation processes, which are
the most important operations of some public-key cryptographic algorithms, including the most popular of them, the RSA. The
proposed systolic architecture presents a high-radix implementation with a one-dimensional array of Processing Elements. The
multiplexed implementation is a new alternative and is composed of multiplier blocks in parallel with the new simplified Processing
Elements, and it provides a pipelined operation mode. We compare the time × area efficiency for both architectures as well as an
RSA application. The systolic implementation can run the 1024 bits RSA decryption process in just 3.23 ms, and the multiplexed
architecture executes the same operation in 4.36 ms, but the second approach saves up to 28% of logical resources. These results
are competitive with the state-of-the-art performance.

1. Introduction

Modular multiplication is widely employed in public-key
cryptography, especially where modular exponentiation is
essential. For instance, the most commonly used asymmetric
cryptographic algorithm is the RSA [1]. The RSA security
depends on the difficulty of factoring large numbers. Here,
large numbers mean prime numbers of up to 4096 bits, used
as cryptographic keys.

In this cryptosystem the main operation is the modular
exponentiation using the public and private keys, the first
to encrypt and the second to decrypt messages. So, the
performance of the whole system depends on the efficiency
of modular arithmetic implementations.

As modular operations are time consuming, it is com-
mon to use hardware devices to perform both the modular
multiplication and the exponentiation. Among the hardware
approaches, the increased use of reconfigurable devices to

implement cryptographic operations, especially the FPGAs,
is evident.

One of the most suitable methods for performing
modular multiplications in hardware is the Montgomery
multiplication [2]. This algorithm is fast and power efficient
in hardware implementations. Assuming the modular mul-
tiplication as A · B mod N , the Montgomery multiplication
avoids the division by N by replacing the division by
right shifts. Also, this method allows the use of multi-
precision arithmetic, which is useful for employing high-
radix operations. High-radix operations in turn make it
easier to develop modular multiplication architectures.

Aiming to implement RSA systems based on hardware,
many authors proposed Montgomery multiplications in
FPGAs [3–9]. Fully systolic architectures designed to speed
up the modular multiplication have been presented. These
architectures offer a Processing Elements (PEs) array where
each PE performs arithmetic additions and multiplications
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Require: N =∑m−1
i=0 (2k)ini, ni ∈ {0, 1, . . . , 2k − 1}

B =∑m−1
i=0 (2k)ibi , bi ∈ {0, 1, . . . , 2k − 1}

A =∑m−1
i=0 (2k)iai, ai ∈ {0, 1, . . . , 2k − 1}, R = (2k)m

A,B < 2N ; N < R = 2km; N ′ = −N−1 mod (2k).
return Si+1 = ABR−1 mod N
S0 = 0
For i = 0 to m− 1 do

qi = ((S0 + ai × b0)N ′) mod (2k)
Si+1 = (Si + qi ×N + ai × B)/2k

End for

Algorithm 1: Montgomery modular multiplication.

in a multiprecision context with carry propagation [10].
Depending on the word size (or radix) used, the architecture
can employ a high number of Processing Elements, conse-
quently increasing the needs of the logic elements (area) in
FPGA implementations.

As a new alternative in terms of implementation, the exe-
cution of additions and multiplications can be multiplexed
by a block positioned parallel to the Processing Elements.
This can be done by inserting multiplexed multipliers
in parallel with Processing Elements. Forcing a pipelined
operation mode and using a high-radix architecture (16 or
32 bits), the multiplexed multipliers ensure the high speed
performance provided by systolic architectures, with reduced
arithmetic and logic elements and also minimal carry signals
propagation.

This paper presents a trade-off between two proposed
modular multiplication architectures: a systolic and very
high-radix multiplexed implementation. Our approach uses
a radix-16 and radix-32 in both implementations to speed up
the processes and to match the resource usage of Virtex-4 and
Virtex-5 Xilinx FPGA Series [11]. The proposed architectures
show significant improvements compared to our previous
work [12]. Systolic architecture provides more simplified
Processing Elements in order to reduce the utilization
of FPGA resources. The multiplexed implementation is
arranged in arithmetic cores, which allow us to handle the
quantity of Processing Elements and multiplier blocks. Our
goal is to highlight that the small increase in the number
of clock cycles needed due to multiplexed multipliers made
up for the significant reduction in the use of logical and
architectural arithmetic.

This paper is organized as follows: Section 2 presents the
Montgomery modular multiplication algorithm. Section 3
discusses related state-of-the-art works. The proposed archi-
tectures are presented in Section 4. Finally, the results and
conclusion are presented in Sections 5 and 6, respectively.

2. Montgomery Modular Multiplication

The Montgomery Multiplication Algorithm is a method of
performing modular multiplication A · B mod N without
needing to divide by N . In cryptography, the Montgomery
Algorithm is very suitable for the hardware implementation
of modular multiplication, because it allows long integer

numbers to be represented in a numeric precision given by
a radix (generally a power of two).

The algorithm version used in this work is the original
one, with some preconditions. Algorithm 1 shows the mod-
ular multiplication with the notation proposed on [13], and
used for the remainder of this text.

The N ′ value is the modular inverse of N regarding the
N modulus, computed so that N · N ′ = 1 mod N . The final
result is placed on S, after m iterations, and is equal to A ·B ·
R−1 mod N , which must be corrected to retrieve the expected
result (A · B mod N). The correction is done by performing
an additional Montgomery multiplication with S and R2

mod N as parameters. It is interesting to highlight that this
correction is inexpensive during a modular exponentiation,
because it only needs to be made one time after the whole
exponentiation.

Since its publication in 1985 by Montgomery [2], the
Montgomery Algorithm has undergone many modifications
and improvements [14, 15]. One of those is particularly
interesting, because it avoids the final subtraction simply by
choosing the input data correctly. By limiting the operands
A and B to integers less than 2N and by defining 2N as less
than 2km, the final S is guaranteed to be less than N [15].
These pre-conditions are shown in Algorithm 1 and applied
to our architecture, as explained in Section 4.

3. Related Works

Tenca and Koç are widely referenced for their work on radix-
2 Montgomery Algorithm implementations. These authors
initially proposed architectures with improvements for the
radix-2 Montgomery Algorithm, like in [16]. Even though
the input operands are large numbers, radix-2 modular
multiplications avoid expensive multiplications, which are
visible on high-radix implementations (8 or more). Different
from the classic radix-2 Montgomery Algorithm [13], Tenca
and Koç’s modifications allow the scalable property for
modular multiplication architecture, that is, their proposed
Montgomery multiplier is able to work with any precision of
the input operands. In terms of hardware implementation,
there is a systolic array architecture composed of Processing
Elements and control blocks for managing the I/O words of
the architecture. Each Processing Element contains only a
few logic elements, providing a reduced area and high clock
frequency, when synthesized for FPGA or ASIC.

Based on the above work, in [4, 17] improvements are
presented to the Tenca and Koç proposition. The advantage
of these new approaches is concentrated in the Processing
Elements optimizations and, consequently, in the reduced
latency of the Montgomery modular multiplications by a
minimum factor of two, that is, the modular multiplication
is twice as fast than [16]. So, the main contributions are
in the modular multiplication speed improvement, and in
the reduced number of logical elements for the Processing
Elements. In [4], a radix-4 scalable Montgomery modular
multiplication architecture is proposed to enhance the speed.
Despite improvements in speed, these radix-2 and radix-4
architectures are still limited by the large number of clock
cycles required.
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Furthermore, in the context of high-radix implemen-
tations, a systolic architecture is presented in [3] which is
composed of Processing Elements able to provide modular
multiplication for a radix greater than 4. Despite its time
and area efficiency, this architecture requires preprocessing
before the modular multiplication execution. The authors
make use of the optimized Montgomery algorithm initially
proposed in [14], which presented a way to simplify the qi
quotient calculus, making the quotient determine a simple
truncation operation S mod 2k. However, as a consequence,
the input operands must meet the following limitations:
N ′ = −N−1 mod 2k = 1 and A,B < 2(N ′ mod 2k) · N ,
and the optimized Montgomery Algorithm will need three
additional iterations, because the B input operand is left
shifted by 2k and has to be corrected with these further
iterations.

To avoid preprocessing in a high-radix modular multi-
plication, [5] presents a fully systolic array architecture com-
posed of Processing elements containing internal multipliers
and adders. The Montgomery algorithm version used in
this implementation is also the optimized version proposed
in [14]. As an implementation in radix-16, the modular
multiplications take only 103 clock cycles, significantly less
than other architectures [3, 16, 17].

4. The Proposed Architectures

The proposed architectures for performing Montgomery
modular multiplication are detailed in this section. First,
the systolic architecture is described in detail as well as the
Processing Elements behaviour. Second, the multiplexed and
systolic Montgomery modular multiplication architecture is
presented.

4.1. The Systolic Architecture. The concept of systolic archi-
tecture combines a highly parallel array of identical Process-
ing Elements or data-paths with local connections, which
take external inputs and process them in a predetermined
manner and in a pipelined fashion.

The proposed systolic architecture is directly based on the
arithmetic operations of the Montgomery Algorithm, which
are performed in a numerical base 2k, in which the large

input operands are processed in a multi-precision context
containing m words of k bits. As seen in Section 2, the
Montgomery Algorithm has additions and multiplications
involving large integers that make use of multiple-precision
arithmetic.

The architecture is composed of m Processing Elements
distributed in a one-dimensional array, where each Process-
ing Element is responsible for the calculus involving k bits
words of the input operands with the same index of the
Processing Element. For example, for a 1024 bits modular
multiplication with radix-32, the operands are split in 32
words of 32 bits which results in a one-dimensional array of
32 Processing Elements.

Between the Processing Elements, there is a propagation
of carry signals which are the most significant bits of
the arithmetic processes in each PE. The carry signals are
processed as input parameters by the Processing Elements
that receive them.

In the systolic architecture, the Processing Elements
are designed by finite state machines. The control block
communicates with the first Processing Element (PE1) and
with the block responsible for the quotient calculation
qi = (S0 + ai · b0)N ′ mod 2k, according to line 4 of
the Montgomery Algorithm. Figure 1 presents the systolic
architecture.

The finite state machine structure of the control block
is designed to provide the required words for a modular
multiplication to the Processing Elements and to the quotient
block. Thus, at each Montgomery Algorithm iteration, these
words are read from an external RAM memory and passed
to the remaining architecture. At the end of the modular
multiplication, the control block provides the Montgomery
multiplication result A · B · R−1 modN through an output
multiplexer.

The one-dimensional array of Processing Elements per-
forms the calculation of Si+1 = (Si + qi × N + ai ×
B)/2k, according to the Montgomery Algorithm. In this
operation, there are two multiplications between an input
operand and a k bits word, and after the addition between
the result of these two multiplications. Therefore, the
systolic architecture works in a multi-precision context, and
each Processing Element is responsible for performing the
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Figure 2: Arithmetic operations of the Processing Elements to obtain Si + 1 = (Si + qi ×N + ai × B)/2k .

arithmetic operations involving one word of each input
operand. Thus, the number of words of each operand is
equal to the number of Processing Elements. Figure 2 shows
the arithmetic operations flowchart within each processing
element.

According to Figure 2, the multiplication between ai and
Bi words returns a 2k bits result, where the least significant
bits of this multiplication are added to the least significant
bits of the qi × Ni multiplication result. Finally, the least
significant bits of this add are also added to a k bits word
of the S result of the previous iteration. The carry signals
propagated to the next Processing Element are the most
significant bits of the two multiplications and the most
significant bits of the last addition.

4.1.1. First Processing Element. The first Processing Element
(PE1) establishes communication with the control block and
receives ai and qi words at each Montgomery Algorithm
iteration. This PE differs from the other Processing Elements
because it does not receive any carry signal as input and
it discards the first word of the S result, which means the
division of Si+1 = (Si + qi × N + ai × B) by 2k. The zero
index words of B and N (N0 and B0) are also provided to this
first Processing Element. The internal architecture of PE1 is
shown in Figure 3.

4.1.2. General Processing Element. The other Processing
Elements are different from PE1 because they have a word
from the S result as output and they also transmit and
receive carry signals of the multi-precision multiplications
and additions. Each Processing Element is activated by the
previous Processing Element when the latter finishes its
calculation and sends out its carry signals, which means that
the architecture works with a pipeline behaviour. Only the
last Processing Element provides two words of the S result as
a response at each iteration of Algorithm 1 because the Sm−1

word is obtained with a sum of carry signals. By avoiding
a new Processing Element instantiation juts to perform this
sum, it is calculated in the last Processing Element. Figure 4
presents the internal architecture of the general Processing
Elements.

4.1.3. Quotient Block. At each iteration of Algorithm 1, line 3
presents the qi quotient computation so that S + ai ∗ B +
qi ∗N becomes a multiple of 2k. The internal architecture of
the quotient block is shown in Figure 5. This structure has a
combinational behaviour where the qi result is obtained in
one clock cycle. S0, ai, B0, and N ′ are k bits words which are
provided for this block at each iteration of Algorithm 1.

The zero index of B and S means that these words contain
the k least significant bits (LSBs) of B and S operands,
respectively. As we can see in the right side of Figure 5, a
multiplication between ai and b0 will provide a 2k bits result.
Just the LSB part of this result is used in the next operation.
Another input of the quotient block, S0, is then added to
the LSB part obtained from the first multiplication. Again,
we only need the LSB part of this addition, which is finally
multiplied by N ′, which corresponds to the modular inverse
of N modulo 2k. The LSB part of this last multiplication is
the qi desired result. As seen in Algorithm 1, the numerical
basis is power of 2, so for hardware architecture, the mod 2k

operation is simply performed by a right shift operation (LSB
selection).

So, the complexity of the quotient block relies on two
single precision multiplications and one single precision
addition. To evaluate the number of clock cycles for a
modular multiplication, we have to consider the first m
cycles to read the A and B operands from RAM memories
for a square or modular multiplication, respectively. The
first iteration of Algorithm 1 also needs m clock cycles. The
remaining iterations of Algorithm 1 are performed in 4 ∗m
clock cycles.

4.2. The Multiplexed Systolic Architecture. As seen in the
previous section, the systolic architecture presents a one-
dimensional array of Processing Elements, and each PE is
responsible for operations of addition and multiplication.
When the numerical basis (2k) is high (216, 232), the
internal multiplications become more complex, mainly if
the design is applied to an FPGA or an ASIC. So, as the
number of multipliers increases, the physical limitations will
increase proportionally, for example, in the maximum clock
frequency, area, (etc.).
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Based on these constraints, a multiplexed and systolic
architecture with multiplier blocks working parallel to the
Processing Elements is presented in this section. It provides
a migration of k × k bits multipliers from the Processing
Elements to the multipliers blocks. Each multiplier block,
together with the four Processing Elements, forms an
arithmetic core. The one-dimensional arrangement of these
arithmetic cores forms the structure of the modular multi-
plication architecture. Figures 6 and 7 show the multiplexed

and systolic architecture and the arithmetic core structure,
respectively.

The multiplexed architecture is composed of exactly
k/4 arithmetic cores, and the first one is managed by a
control block designed by a finite state machine. According
to Figure 7, each arithmetic core contains four Processing
Elements, a multiplier, and an 8 × k bits RAM memory.
Being a multi-precision arithmetic architecture, the number
of Processing Elements is equivalent to the number of words
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in each input operand. So, the RAM memory placed in each
arithmetic core stores four words of B and N operands.

The multiplier block performs the qi × Ni and ai ×
Bi multiplications. The least significant bits of qi × Ni

multiplication are added to a k bits word of previous Si
result. The least significant bits of this add operation and
the least significant bits of the ai × Bi multiplication are
sent to the Processing Elements to be added. The Processing
Elements provide the S words of the current iteration result.
Figure 8 illustrates the executions performed by Arithmetic
Core 1. By analysing this illustration, we can realize that
instead of having two single precision multiplications in
each Processing Element, there is a multiplier block that
performs all single precision multiplications for a total of
four Processing Elements. In other words, the quantity
of single precision multiplications is reduced four times.
With these improvements, each Processing Element needs to
perform just one addition.

The calculation of the quotient qi is performed by a block
with architecture that is identical to that of the quotient block
presented in the systolic architecture.

The Montgomery Algorithm’s multiplications are made
by a multiplier block that utilizes the multipliers available in
the FPGA. The internal architecture of the multiplier blocks
is shown in Figure 9.

The carry signals propagated inside the multiplexed
architecture are the k most significant bits of the qi · N
and Si + ai · B operations presented in Algorithm 1 and are
propagated between the multiplier blocks. The last multiplier
block sends its carry signals to the fourth and final Processing
Element placed in the last arithmetic core. The other carry
signal, CPE, is the most significant bits of the result of the
addition between the qi · N and Si + ai · B terms. This last
addition is performed by the Processing Elements.

At the end of the m − 1 iteration, the Si+1 = A · B ·
R−1 modN is sent out by an m : 1 k bits multiplexer. This
result is sent to the memory that is part of the modular
exponentiation architecture (described in the next section).
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In terms of clock cycles for the Montgomery modular
multiplication, we can define the following: initially, m clock
cycles are reserved for B operand internal storage. This
operand is read from RAM memories. Considering that the
N modulus is already available on internal RAM memories
placed in arithmetic cores, the first iteration also takes m
clock cycles and, it takes the architecture 6×m clock cycles to
perform the remaining iterations of Montgomery Algorithm.
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Thus, the total number of clock cycles, for a modular (or
squared) multiplication is nMM = m + m + 6×m = 8m.

4.2.1. The Processing Elements PEs. The proposed modular
multiplication architecture is composed of m Processing
Elements (where m is the number of words of the operands
and also the number of iteration on Algorithm 1). Due to
the placement of a multiplier block in each arithmetic core,
each Processing Element needs to perform just one addition
between two 2k bits words and sends out a word of Si+1 result
at each iteration of the Algorithm 1. The first Processing
Element must discard the least significant bits of its first
addition in order to perform the right shift operation, which
corresponds to the division of (Si + qi ×N + ai × B) by 2k.

The remaining Processing Elements perform the addition
between (Si + ai × B) and qi × N terms and the resultant
k least significant bits word of this addition are sent out as
a word of the S result. The k + 1 most significant bits are
sent to the next Processing Element as a carry signal. The last
Processing Element (PEm) is responsible for providing two
words of S result (Sm−2 and Sm−1), considering that the input
words for Sm−1 calculus are the carry signals from the last
multiplier block. Figure 10 shows the first, general case and
the last Processing Elements.

4.3. Modular Exponentiation. For a real cryptographic appli-
cation concerning the RSA algorithm, a modular exponenti-
ation structure that incorporates the modular multiplication

Require: E =∑n−1
i=0 ei2i, ei ∈ {0, 1}.

retun: A = XE mod N
A = R mod (N)
X = mont(X ,R2 mod (N))
for i = n− 1 to 0 do
A = mont(A,A)
if ei = 1 then

A = mont(A,X)
end if

end for
A = mont(A, 1)

Algorithm 2: Montgomery modular exponentiation—square and
multiply.

architecture is proposed in this section. The modular expo-
nentiation algorithm used in this work is left-to-right square
and multiply [13], and thus in average 1.5∗ n modular mul-
tiplications (including squares and multiplies executions)
are performed to achieve the final exponentiation result,
which n is the operand’s precision. Algorithm 2 shows the
Montgomery modular exponentiation algorithm.

Four Block RAM memories generated through Xilinx
Coregen tool were placed to store the input operands of
size n. These input operands are the N modulus, the
E exponent, the message X in the Montgomery domain
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Table 1: Proposed architectures synthesis.

Virtex-4

n k Slices Clock cycles DSP48 Freq. (MHz) BRAM (Bytes)

Systolic architecture

512 16 3322 192 68 110 128

512 32 4199 96 36 78 128

1024 16 7012 384 130 110 256

Multiplexed architecture

512 16 2199 256 32 120 256

512 32 2499 128 32 80 256

1024 16 4876 512 64 120 512

1024 32 5118 256 64 80 512

Virtex-5

Systolic architecture

512 16 3205 192 68 130 128

512 32 3876 96 36 95 128

1024 16 6642 384 130 130 256

Multiplexed architecture

512 16 2078 256 32 120 256

512 32 2370 128 32 90 256

1024 16 4876 512 64 120 512

1024 32 5005 256 64 90 512

Table 2: RSA application (Virtex-5).

n Freq. (MHz) RSA decryption Clock cycles

Systolic Architecture

1024 130 3.23 ms 491520

Multiplexed Architecture

1024 90 4.36 ms 393216

Table 3: State-of-art implementations of modular multiplication
architectures.

Design FPGA Clock Area Mod exp

Systolic XC5VLX110T 130 MHz 6642 Slices 3.23 ms

Multiplexed XC5VLX110T 90 MHz 5005 Slices 4.36 ms

[5] XV2VP70 101.86 MHz 5709 Slices 3.01 ms

[12] XC5VLX110T 95 MHz 3044 Slices 6 ms

[4] XC2V2000 248 MHz 4051 Slices 9.4 ms

[1] Virtex-4 150.5 MHz 2613 Slices 13.94 ms

(X = X · R mod N), and an auxiliary term A = R mod N ·A
control block with a finite state machine manages the read
and write operations from the memories (see Figure 11).

The results of the successive modular multiplications are
stored in the RAM memory that previously has stored the
A = R mod N operand, because this operand is necessary
just in the first square execution.

5. Results

Table 1 summarizes the FPGA synthesis results of two
proposed modular multiplication architectures. The designs
were described in hardware description languages (VHDL
and Verilog) and synthesized for Virtex-4 and Virtex-5 Xilinx
FPGAs. All results are postimplementation, and no area or
speed optimizations were set for the synthesis. The results
presented in this paper are improvements when compared
with our previous work [12]. The multiplexed architecture
is implemented with a reduced number of slices registers
and DSP48s. However, synthesis for the systolic architecture
presented high clock frequencies.

Table 2 presents an RSA encryption and decryption
applications of the proposed architectures. Since the mod-
ular exponentiation is performed by successive modular
multiplication executions, the left-to-right (MSB) binary
square and multiply algorithm was employed in the mod-
ular exponentiation. The results show that, considering
the amount of clock cycles for a modular multiplication
execution, the multiplexed architecture is faster than the
systolic implementation. On the other hand, the systolic
architecture has a clock frequency higher than the clock
frequency presented by the multiplexed architecture.

Table 3 shows a state-of-art comparison with our results.
Every work referred in this table used the Montgomery
Algorithm for their hardware modular multiplication archi-
tectures, and for a direct comparison with our approaches
just 1024 bits applications are exposed. The time of mod-
ular multiplications, when not explained in the references,
are estimated considering a modular exponentiation of
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n = 1024 bits through the Square and Multiply algorithm,
running 1.5n modular multiplications.

6. Conclusion

This paper presented two Montgomery modular multiplica-
tion architectures and the results of their synthesis for Xilinx
Virtex-4 and Virtex-5 FPGAs. A systolic implementation and
a multiplexed implementation, suitable for RSA public-key
cryptosystem, were developed, and the designs were carefully
matched with features of the FPGAs, utilizing embedded
DSP48Es Slices and Block RAM. The designs are improve-
ments of a previous work. The multiplexed implementation
presented a good performance considering time × area
efficiency. The systolic architecture can run the 1024 bits
RSA decryption process in 3.23 ms, and the multiplexed
implementation executes the same operation in 4.36 ms.
Because of the multiplexed approach, the architecture is
scalable. If the key size increases, the architecture can be
easily modified by adding arithmetic cores, keeping the
performance. Another speed improvement can be achieved
by using a parallel modular exponentiation algorithm, for
example, the Montgomery Powering Ladder [18] where a
full modular exponentiation would be performed in exactly
n × nMM clock cycles, that is, 33% faster than square and
multiply algorithm.
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[16] A. F. Tenca and C. K. Koç, “A scalable architecture for
modular multiplication based on montgomery’s algorithm,”
IEEE Transactions on Computers, vol. 52, no. 9, pp. 1215–1220,
2003.

[17] D. Harris, R. Krishnamurthy, M. Anders, S. Mathew, and
S. Hsu, “An improved unified scalable radix-2 montgomery
multiplier,” in Proceedings of the Symposium on Computer
Arithmetic (ARITH ’05), pp. 172–178, 2005.

[18] M. Joye and S. M. Yen, “The montgomery powering ladder,” in
Proceedings of the 4th International Workshop on Cryptographic
Hardware and Embedded Systems (CHES ’02), vol. 2523 of
Lecture Notes in Computer Science, pp. 291–302, 2003.



Hindawi Publishing Corporation
International Journal of Reconfigurable Computing
Volume 2011, Article ID 219497, 12 pages
doi:10.1155/2011/219497

Research Article

An ESL Approach for Energy Consumption Analysis of
Cache Memories in SoC Platforms

Abel G. Silva-Filho, Filipe R. Cordeiro, Cristiano C. Araújo, Adriano Sarmento,
Millena Gomes, Edna Barros, and Manoel E. Lima

Informatics Center, Federal University of Pernambuco, Avenida. Jornalista Anı́bal Fernandes, s/n, Cidade. Universitária,
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The design of complex circuits as SoCs presents two great challenges to designers. One is the speeding up of system functionality
modeling and the second is the implementation of the system in an architecture that meets performance and power consumption
requirements. Thus, developing new high-level specification mechanisms for the reduction of the design effort with automatic
architecture exploration is a necessity. This paper proposes an Electronic-System-Level (ESL) approach for system modeling
and cache energy consumption analysis of SoCs called PCacheEnergyAnalyzer. It uses as entry a high-level UML-2.0 profile
model of the system and it generates a simulation model of a multicore platform that can be analyzed for cache tuning.
PCacheEnergyAnalyzer performs static/dynamic energy consumption analysis of caches on platforms that may have different
processors. Architecture exploration is achieved by letting designers choose different processors for platform generation and
different mechanisms for cache optimization. PCacheEnergyAnalyzer has been validated with several applications of Mibench,
Mediabench, and PowerStone benchmarks, and results show that it provides analysis with reduced simulation effort.

1. Introduction

The design of integrated circuits respecting time-to-market
has become a challenge for designers. One important aspect
that must be taken into consideration is the number and
complexity of the functionalities the circuit must implement,
including communication between the functionalities. It
is difficult for designers to model the functional intent
of the specification in existing low-level languages like
C and VHDL/Verilog that are commonly used for the
implementation of the system. Descriptions tend to be
lengthy and hard to maintain. Errors on the implementation
are usually hard to find and even harder to correct, thus
raising further the design effort. A significant effort is
being done to reduce design time by providing method-
ologies and tools to raise the abstraction level of system
modeling. Despite these approaches are commonly known
as Electronic System Level (ESL) [1], they differ in the
language and abstraction levels supported. For instance,

communication modeling levels may vary from lower to
higher abstraction capabilities: register transfer level, driver
level, message level, and service level [2]. Despite this effort
methodologies and tools that work on service level are still
missing.

A second aspect to be observed is design space explo-
ration. Although SoCs have become an alternative as target
architecture for complex circuit implementation, their use
implies that parts of the circuit functionality are imple-
mented as software applications running on processors
and the rest as hardware components. This means that a
large design space should be considered in the mapping
of system functionality in the implementation platform.
A SoC provides different configurations for designers,
each one presenting a different power consumption and
performance. Currently, the energy consumed by memory
hierarchies can account for up to 50% of the total energy
spent by microprocessor-based architectures [3]. Moreover,
static memory consumption cannot be neglected anymore.



2 International Journal of Reconfigurable Computing

Currently it accounts for about 40% of the energy consump-
tion in CMOS circuits [4, 5]. This can vary for distinct
embedded memory structures. It is, therefore, of vital impor-
tance to try to estimate the impact of memory hierarchy
consumption prior to system implementation taking into
consideration both dynamic and static aspects. In fact,
many approaches do not take both aspects in consideration.
Previous researches have observed that adjustment of the
cache parameters to a specific application can save energy
consumption in the memory system [6–9]; thus, many
efforts have been made to save energy through optimizations
in cache memories. However, since the main goal of cache
subsystems is to provide high performance for memory
access, cache optimization techniques are supposed to be
driven not only by energy consumption reduction but also
by preventing degradation of the application performance.
There is no single combination of cache parameters (total
size, line size and associativity), also known as cache config-
uration, which is suitable for every application. Therefore,
cache subsystems have been customized in order to deal
with specific characteristics and to optimize their energy
consumption when running a particular application. By
adjusting the parameters of a cache memory to a specific
application, it is possible to save an average of 60% of
energy consumption [6]. Nevertheless, finding a suitable
cache configuration for a specific application on a SoC can be
a complex task and may take a long simulation and analysis
time. Most of the current approaches that use exhaustive
or heuristics-based exploration [7–9] are costly and time
consuming.

This paper describes a design flow with tool support for
the service level modeling of SoCs using a proposed service-
level UML-ESL profile and for Design Space Exploration
(DSE) of cache configuration aiming to semiautomatically
select a suitable performance/energy consumption tradeoff
for the target platform. Differently from other approaches it
takes into consideration several processors in the SoC and
dynamic and static memory energy consumption. It includes
a fast exploration strategy based on single-step simulation for
simulating multiple sizes of caches simultaneously and is not
bound to a specific processor. All these features are integrated
in an easy-to-handle graphical environment in the PDesigner
Framework. In fact, this work extends the approach proposed
in [10], by providing now an environment that (i) allows
designers to model systems in ESL (Electronic System Level)
[1] abstraction level with automatic platform generation,
reducing thus platform modeling time, and (ii) supports
different cache analysis techniques, giving designers the
freedom to vary cache analysis precision level and simulation
time depending on the target application.

The rest of this paper is structured as follows. In the
next section, we discuss some recent related work. Section 3
presents the proposed mechanism for ESL system modeling
and a cache energy analysis approach. In Section 4 some
experiments on several applications are presented comparing
the cache analysis results for two different processors and
two different cache analysis techniques by using the proposed
approach. Finally, Section 5 presents conclusions and future
directions.

2. Related Work

This section discusses related work on the domains of high-
level modeling and design space exploration based on cache
configuration. As far as the authors are concerned there
is no approach that takes into account these two aspects
together. The need for high-level specification mechanisms
has led to the development of domain-specific specializations
of UML 2.0 profiles. Examples of such specializations are
the UML profile for SoC [11] that maps SystemC-based
constructs to UML. MARTE [12] is a UML profile for real
time and embedded systems that provide support for spec-
ification, design, and verification/validation development
stages. Despite enabling high-level modeling, this approach
neither provides a path to generate the high-level model
to a SoC nor performs any cache analysis. Mueller et al.
[13] proposed a UML 2.0 profile for SystemC based on the
UML profile for SoC and a tool that generates SystemC
code from UML diagrams. Mueller also demonstrates how
to model hardware and software together in a unique UML-
based approach. Riccobene and Scandurra [14] proposed an
approach for hardware and software codesign using UML
and SystemC. Its tool employs a UML platform-independent
model (PIM) that can be mapped onto a platform-specific
model (PSM), which contains design and implementation
details. However, in both approaches, UML designs are
merely representations of SystemC models. Designers must
model ports, interfaces, and protocols, which means that
low-level implementation details still have to be modeled.
Furthermore, both approaches do not cover cache analysis.

Regarding cache-based design space exploration some
existing methods still apply traditional exhaustive search to
find the optimal cache configuration in the design explo-
ration space [15]. That means that for each cache configura-
tion a simulation must be run. However, the time required
for such alternative is often prohibitive. One example is
the Platune framework [16] that uses an exhaustive search
method for selecting a one-level cache configuration in SoCs.
This approach is also limited by the fact that it supports
only the MIPS processor. Palesi and Givargis [17] reduce
the possible configuration space by using a genetic algorithm
and produces faster results than the Platune approach. Zhang
and Vahid [6] have developed a heuristic based on the
influence of each cache parameter (cache size, line size,
and associativity) in the overall energy consumption. The
simulation mechanisms used by the previous approaches
are based on the SimpleScalar simulator [18] and CACTI
tools [19, 20] and are limited to dynamic energy analysis.
Prete et al. [21] proposed the simulation tool called ChARM
for tuning ARM-based embedded systems that also include
cache memories. This tool provides a parametric, trace-
driven simulation for tuning system configuration. Unlike
the previous approaches, it provides a graphical interface that
allows designers to configure the components parameters, to
evaluate execution time, to conduct a set of simulations, and
to analyze the results. However, energy consumption is not
supported by this approach. On the other hand, Silva-Filho
et al. in [9], take into account static and dynamic energy con-
sumption estimates in the heuristic analysis approach called
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TECH-CYCLES. This heuristic uses the eCACTI [20] cache
memory model to determine the energy consumption of the
memory hierarchy. This is an analytical cache memory model
that has been validated using HSPICE simulation tools.
The eCACTI, differently from CACTI-based approaches,
considers the two energy components: static and dynamic,
thus being a more accurate model. PDesigner [22] is a
framework based on Eclipse [23] that provides support for
the modeling and simulation of SoCs and MPSoCs virtual
platforms. By using this framework the platform designer
can build platforms using a graphical interface and generate
an executable platform simulation model. PDesigner is a
free solution and offers support for platform modeling with
different components such as processors, cache memory,
memory, bus, and connections. The framework also allows
performance evaluation; however, energy results are not
supported.

Looking at the situation depicted in Table 1 there
becomes evident the lack of a mechanism that provides
facilities for modeling a system at a high abstraction level and
for generating and analyzing multiple platforms with caches.
The analysis mechanism should be able to estimate both
dynamic and static energy consumption of cache memories
and should be efficient enough (single pass simulation) for
supporting design space exploration of cache architectures.
The proposed work is designed to support all the features
shown in Table 1.

3. The Proposed Approach

In this paper, an ESL approach for SoC modeling and
architecture exploration based on cache energy consumption
estimation is proposed. This proposed approach provides
three main benefits. First, it reduces the design effort by
supporting the description of a hardware/software (HS)
system at service level, using a domain specific UML-
ESL profile. Second, it automates the generation of a SoC
architecture that is optimized regarding static and dynamic
cache energy consumption. Third, the tools implementing
these techniques have been integrated as a plugin in the
PDesigner framework.

The proposed approach is depicted in Figure 1. The
system is specified using the UML-ESL profile. This profile
supports the description of hardware and software modules
that are connected by a “use” relationship. That means
that software modules use services provided by hardware
modules. Each service call is split in transactions that execute
in a specific order determined in the description. The par-
titioning and transactions ordering are then extracted from
the original description for further processing. This includes
the mapping of the partitioning onto a base platform,
which includes processors, memories, and interconnection
structure. The base platform is composed of elements
stored in a component library and does not contain yet
hardware and software support for communication between
the components. The next step is the automatic mapping
of the transactions ordering from the original description
to the base platform resulting in an initial virtual platform

that implements the UML-ESL specification. Once this initial
SoC architecture is created efficient, techniques including
heuristics and single pass simulation are applied in order to
generate intermediary platforms and estimate performance
and static and dynamic energy consumption of the cache
configurations. This cycle is repeated until there is no need
of tuning the cache parameters. In the remaining part of this
section, the input flow depicted in Figure 1 is discussed in
more detail.

3.1. UML-ESL Profile and Platform Generation Flow. This
section discusses the UML-ESL profile and how it reduces
the modeling effort of HS systems and how this system spec-
ification is automatically mapped onto a SoC target. Using
UML-ESL the designer must first specify the HS architectural
partitioning system. The specification also includes the usage
relationship between each partitioned module in the system.
Each usage relationship means that one module is able to
call services provided by another module. A service call is
composed of transactions and in the scope of this work a
transaction is defined as the execution of a service, from
its request to its response, where a response may include
a return value. Transactions are classified according to the
categories proposed by Gogniat et al. [24] and summarized
in Table 2. Regarding type, transactions can be synchronous
or asynchronous. In a synchronous transaction the service
instance is available for just one call at a time, remaining
blocked until communication is completed. On the other
hand, in an asynchronous transaction the service instance
is available for more than one request; that is, it does not
need to finish the execution of a service to deal with another
transaction. The communication mode corresponds to the
sequence in which the services are executed and is classified
as sequential or parallel.

In the architecture specification the system is partitioned
in hardware and software modules, which are represented
by classes in the class diagram. Each module is formed by
attributes and operations. In the UML-ESL profile services
are identified as operations that can be public or visible to
external modules. Partitioning is supported by classifying the
modules in hardware or software ones. The classification is
performed using the stereotypes sw module and hw module.
Figure 2 shows an example of architectural modeling using
the UML-ESL profile. It is composed of one software module,
Skin, and a hardware module Mahalanobis. The usage rela-
tionship between modules is specified by directed connection
with the “ << use >> ” arrow. This specifies that module
Skin is able to use the public service mahalanobisDistance()
provided by the Mahalanobis hardware module. An optional
notation at each end of the “ << use >> ” arrow indicates
the multiplicity of instances of that module as presented.

The service-based communication is specified using
sequence diagrams, where the designer is able to define
whether the service call will be synchronous or asynchronous
by using different arrowheads. Filled arrowheads specify
synchronous calls while asynchronous calls use stick arrow-
heads. In Figure 3, the call to service1() is an example of a
synchronous call. The service call ordering is specified by
the order in which it appears considering the vertical axis,
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Table 1: Comparison of related studies.

Multiplatform
modeling

Single pass
simulation

Dynamic
consumption

Static
consumption

Graphical
exploration

ESL abstraction
level∗

Zhang — — — — —

Palesis — — — — —

Silva-Filho — — — —

Platune — — — —

SimpleScalar — — — — — —

ChARM — — — — —

PDesigner — — —

MARTE — — — — —

Muller &
Riccobene

— — — —

UML-ESL

Component
library

Partitioning
extraction

Transactions ordering
extraction

Partitioning Transactions

Base platform
mapping

Dynamic and statitc
analysis

Tune?

Base platform

Change
onfigurationc

Automatic communication
mapping

Virtual platform

Yes No
Final platform

Virtual platform
generation

Figure 1: Proposed Approach.

which is an abstract time representation. In the sequential
diagram the designer can define the communication mode
to be sequential or parallel using frame nameboxes. Using the
parallel namebox the designer specifies that each service call
in the frame represents a thread of execution performed in
parallel. A service call can be executed more than once. The

number of times executed can be set and made explicit by
inserting the corresponding number of service call instances
in the sequence diagram. When the number of execution is
not set, a service call or a set of service calls are grouped in a
frame with the text “loop” in the frame’s namebox, indicating
the repetition of the set of calls.
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Skin

-Skin ()

<<sw module>> <<hw module>>
Mahalanobis

u<< se>>

-crMatrix: double∗∗

-cbMatrix: double∗∗

-recognizeSkin (image:
lplImage∗∗): lplImage∗∗

+ calcMatrix(): lplImage∗∗

+ mahalanobisDistance (cr: double∗∗,
c : doubb le∗∗): bool∗∗

-Matrix: bool∗∗

Figure 2: Example of architectural partitioning in UML-ESL.

1: service 1

3: service 2

5: service 3

6: service 4

Par

4: service 2 return

Loop

Seq

2: service 1 return

Module A Module B Module C

Figure 3: Tracking sequence diagram with parallel communication.

Table 2: Communication classification summary table.

Characteristic Classification

Type Synchronous Asynchronous

Mode Sequential Parallel

3.1.1. System Level Intermediate Format (SLIF). In this work
there was developed the System Level Intermediate Format
(SLIF) that supports a service level representation of a system
and may be used for further processing by other design tools.
The SLIF format and how it is used are depicted in Figure 4.
A parser was developed that takes the system description
in UML-ESL (upper part of Figure 4) and generates a tree
representation (middle part of the Figure 4). The initial node
of the tree, system, represents the entire design. The following
nodes system architecture and transactions ordering represent
the partitioning of the system and communication inter-
actions, respectively. Under the system architecture node it
can be seen the nodes representing the type (hardware or
software), eventual parameters, and services provided by the
module and modules whose services are used by this one.
Each parameter has associated to it a name that uniquely

identifies it and a data type node. For every service node there
are, respectively, nodes for name and input/output data types
nodes. The used services node contains the services where
the module is able to call from other modules. UsedModule
node contains the name of the modules that provide the
requested services as well as the name of the requested
services. Each set of transactions that has a sequential
or parallel execution order is grouped in one Transaction
Ordering. This node is composed of a communication mode
(sequential or parallel), and transactions. Each transaction
has an order, which indicates the execution order of the
service. A transaction has also a type (synchronous or
asynchronous), a service, which must be a reference to a
previously identified service of a system module, and a caller,
that must be a reference to the module that requests the
service.

The lower part of Figure 4 shows the architecture of
the generated platform using the SLIF as entry. White
boxes represent high-level models of the hardware/software
modules. Those modules are mapped onto a base platform
composed of processor(s), bus and memory. Black boxes
represent these base platform elements, stored in a platform
library. The automatic generated communication infrastruc-
ture is highlighted in gray and includes device drivers, device
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Hardware
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cont ollerr

Bus

Memory
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Driver
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Parser
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3

4

Service level
specification

System

System
architecture
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Caller

Callee

LoopMode

Module
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Service
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Data (entry)
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-Skin ()

<<sw module>>

<<hw module>>
Mahalanobis

1: service 1

2: service 2

Module A Module B

-crMatrix: double∗∗
-cbMatrix: double∗∗

-recognizeSkin (image: lplImage∗∗ ):
lplImage∗∗

+ calcMatrix(): lplImage∗∗

+ mahalanobisDistance (cr: double∗∗ ,c : doubb le∗∗ ):
boolean∗∗

-Matrix: boolean∗∗

<<use>>

Bus controller
interface

Transactions ordering

Figure 4: Service level system representation and target virtual platform.

controllers, interfaces, and communication controller. The
input flow is the architectural and transactional information
of the system represented in the SLIF format described
previously. For each interconnection between the processor
and the bus a cache analyzer component is associated. This
component will be used in the next phase for the energy
consumption estimation.

3.2. Cache Energy Consumption Analysis Flow. Figure 5
shows the flow to analyze energy consumption in SoCs
cache memories. Designers select a set of properties for each
cache analyzer in order to define the design exploration
space, transistor technology, and type of exploration to be
performed. The design exploration space is configured by the
definition of minimum and maximum values for each cache
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Table 3: Energy evaluation for two applications (bitcount small, patricia small).

(a) Bitcount small.

SimpleScalar ArchC

Conf Miss MEM Energy Miss MEM Energy

(2048, 32, 1) 0.03% 380288 0.00256 0.01% 109184 2.09E – 03

(2048, 32, 2) 0.02% 280256 0.003752 0.01% 111072 3.55E − 03

(2048, 32, 4) 0.02% 214176 0.005191 0.01% 111296 5.19E − 03

(b) Patricia small.

SimpleScalar ArchC

Conf Miss MEM Energy Miss MEM Energy

(2048, 32, 1) 19.67% 8.40E + 08 1.734637 5.58% 518E + 08 1.077279

(2048, 32, 2) 13.57% 5.79E + 08 1.202464 5.43% 5.04E + 08 1.057696

(2048, 32, 4) 10.31% 4.4E + 08 0.920564 5.02% 4.65E + 08 0.98929

SLIF

Platform Application

Mapping

Select

Evaluate heuristic
results

FinishExploration
Type

Define exploration
space

Define transistor
technology

Define transistor
technology

Define transistor
technology

Define transistor
technology

Heuristic

Exhaustive

View results

Select
configuration

Update
platform

Yes

No

Service level description

Target virtual platform

Simulate one
configuration

Calculate energy
and total cycles

Figure 5: Energy consumption analysis flow.

memory parameter. The parameters are cache size, cache
line size, and associativity degree. Transistor technology is
defined by selecting a value in nanometers among available
technologies. Further, the type of exploration mechanism
that can be either an exhaustive approach or the available
heuristics is chosen. An exhaustive approach uses the single
pass simulation technique proposed in [25]; it generates
misses and hits statistics for the entire configuration space
defined by the designer. So, the result of the simulator exe-
cution is an XML file that contains the cache configuration
ID, cache parameters such as size, line size, associativity

Selected configurations
space (.XML)

Parser

Cache parameters
and technology

eCACTI

Energy, cycles
calculation

Energy, cycles
results

Parser

Cache parameters,
# miss, # accesses

Dynamic and static
energy per access

Energy consumption
estimation results (.XML)

Figure 6: Energy calculation flow.

degree, number of accesses, and miss rate for all cache
configurations. The advantage of using the single pass is
performance as it can be 70 times faster than traditional
exhaustive simulation-based mechanism for ADPCM appli-
cation from Mediabench benchmark [26]. One limitation of
this approach is that it can be applied to only one level of
cache hierarchy.

The exploration space may contain cache configurations
that are invalid or that are not interesting for the designer.
After simulation, the designer is able to select some or all
configurations for energy analysis and define the configura-
tion space that contains all the desired cache configurations
through a Configuration Selection Window. After the config-
uration space has been defined, the energy module calculates
the energy consumption and the number of cycles for each
selected configuration. For a heuristic-based exploration, the
configuration is initially set as heuristic approach and an
executable simulation model of the platform is generated.
For that configuration, energy and cycle values are obtained
and results are evaluated. Based on the configuration results,
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if the selected heuristic has not ended, a new configuration is
set and the process is repeated until the heuristic stops.

The cache memory energy consumption calculation flow
is depicted in Figure 6. A parser receives as input the selected
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Figure 10: Zhang heuristic versus exhaustive approach for bitcount
application.

configuration space saved in the XML file and separates it
in two pieces of information. The first one is the cache
parameter and technology information that is provided for
the eCACTI tool to calculate the dynamic and static energy
per access. The second one contains the number of misses,
the number of accesses, and cache parameters of the chosen
configuration. This information, along with the dynamic and
static energy provided by the eCACTI, is used to calculate
the total static and dynamic energies consumed by the cache
memory for the application. In addition, in this step, the
total number of cycles necessary to execute the application is
also calculated. Once these parameters have been calculated,
another parser generates the energy estimation results for
each configuration also in XML format file.

The total number of cycles and total energy estimations
are calculated based on the set of equations described as
follows. The miss rate is calculated following (1), dividing
the number of misses (Number Miss) by the number of
cache memory accesses (Number Access Cache). The number
of cycles due to misses in the cache is calculated based on
(2), multiplying the miss rate (Miss Rate) by the number of
accesses (Number Access Cache) and by the number of cycles
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Figure 11: Total Energy consumption normalized to the base cache configuration for Zhang Heuristic and Optimal values.

due to one miss in the cache (Penalty). The last value is
calculated based on the cache line size in bytes. The total
contribution of cycles due to the cache memory is calculated
following (3), adding the number of cycles due to the misses
in the cache (Number Cycles Miss Cache) and the number of
accesses in the cache (Number Access Cache)

Miss Rate

= Number Miss

Number Access Cache,

(1)

Number Cycles Miss Cache,

=Miss Rate∗Number Access Cache∗Penalty;
(2)

Total Cycles Cache

=Number Cycles Miss Cache+Number Access Cache.
(3)

Additionally, the total energy consumption is calculated
based on the set of equations described as follows. Equation
(4) shows the number of words read from main memory
and is calculated by multiplying the number of misses of
the cache (Number Miss Cache) by the cache line size in
bytes (Cache Line Size). The energy consumption due to
the access to main memory is calculated based on (5).
It is 3.1x the static and dynamic energy consumption
per access the cache memory [4]. Thus, the total energy
due to the main memory accesses is calculated through
(6), multiplying the number of words read from main
memory (Words Read MEM) by the energy per access to
main memory (Energy MEM per Access). The internal main
memory model considers a similar approach adopted by
[5], which is based on a low power 64-Mbit SDRAM
using 0.18 µm CMOS technology manufactured by Sam-
sung as reference. Following, the energy consumed by a
cache memory described in (7) is calculated by adding
individual contributions of dynamic and static energy and

processor stalls. Finally, the total energy consumption result
(Total Energy) is given by (8):

Words Read MEM

= Number Miss Cache ∗ Cache Line Size;
(4)

Energ y MEM per Access

=3.1∗(Eleak per Access+Edyn per Access
)
;

(5)

Energ y MEM

=Words Read MEM

∗ Energ y MEM per Access;

(6)

Energ y Cache

=(Number Access Cache∗Edyn per Access
)

+
(
Total Cycles Cache ∗ Eleak per Access

)

+
(
Number Cycles Cache ∗ Energ y Stall

)
;

(7)

Total Energ y = Energ y MEM + Energ y Cache. (8)

A cost function given by the equation F = Energy×Cycles
is also calculated. The minimization of this cost function
makes it possible to keep the cache configurations near
to Pareto-optimal [17]. These cache settings represent a
tradeoff between performance and energy consumption. The
configuration with the lowest Energy × Cycles cost is also
identified. Once the energy calculation flow is concluded, the
user can visualize the results of the cache energy analysis.

The energy consumption estimation for each configu-
ration in the selected design space is displayed in a visual
interactive chart as depicted in Figure 7. The chart displays
on the y-axis the energy consumed in Joules and on the x-
axis the performance in number of clock cycles. Each point
on the chart corresponds to one of the configurations in the
design space. The chart is interactive; so the user can select
one of the points and see more information about it. There
are two types of information: the first one, in the form of
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a tool tip, is depicted by the rectangle in Figure 7 and contains
the number of cycles and energy consumed by the selected
configuration; the second form of presenting information is
by viewing properties, also shown in Figure 7. The displayed
cache information includes the cache configuration parame-
ter values, miss rate, number of accesses, the cost value based
on the cost function calculation, dynamic and static energy
consumption, the total cycles required to run the application,
and the total energy consumption. The configuration with
the lowest calculated cost is represented in the interactive
chart in a different color. The user can use this configuration
as a reference to continue exploring the design space. He
or she can also interact with the chart in order to view
the properties of a particular cache configuration. In this
step, the designer selects one of the configurations that best
meets the performance/energy consumption requirements
by simply clicking on the point in the chart. In this
step, the designer updates the platform by replacing the
cache analyzer with the actual cache component with the
selected parameter values. The plugin replaces the cache
model automatically by interacting with the PDesigner
Framework.

4. Experimental Results

The results obtained with the proposed approach (PCache
Energy Analyzer or PCEA) were compared with SimpleScalar
by using the basicmath small application from Mibench suite
[27] and the same set of cache configurations. A design
space with cache size varying from 256 to 8192 bytes was
used, cache line size ranging from 16 to 64 bytes, and
the associativity degree varying from 1 to 4, in a total of
50 different configurations. The selected technology was
0.18 µm, although it is not limited to this value as PCache
Analyzer may be configured to work with other technologies.
Although SimpleScalar does not support energy consump-
tion analysis, it was calculated with an approach based on the
work of Zhang and Vahid [6], using one level cache and the
eCACTI cache memory energy model. Energy consumption
was analyzed for different cache configurations. Each point in
Figure 8 represents the energy consumption for a given cache
configuration (cache size, cache line size, associativity).

Results shown in Figures 8 and 9 indicate that proposed
approach presents a 100% fidelity when compared to
SimpleScalar even when the behavior of the applications
is different. In the first case in Figure 8, the nature of the
applications results in a decrease in energy consumption with
an increase in the associativity degree. This is not always true,
as the reader can observe, considering a second comparison
with SimpleScalar using the bitcount small and patricia small
applications from Mibench suite benchmark. Results in
Tables 3(a) and 3(b) for the bitcount small application show
that an increase in the associativity degree implies in the
increase of energy consumption. Note that in this case, due
to the low temporal locality of the application, there is not a
significant reduction of main memory accesses. On the other
hand, the patricia small application has a different behavior.
In this case, the increase in the associativity degree leads
to a significant miss rate reduction. This feature, associated

with the substantial decrease in main memory accesses,
helps to reduce the energy consumption of the application
even with an increased associativity degree. Once again,
despite the fact that absolute results are different for Sim-
pleScalar and the proposed approach, the results obtained
exhibit high fidelity, which is essential to explore the design
space.

In order to show the possibility of using the proposed
approach with different processors, Figure 9 summarizes
the energy consumption estimation results for a cache
configuration that optimize the cost function and for a
configuration with the lowest energy consumption for each
application and considering MIPS and SPARCV8 processors.
Although these two processors have similar architectures,
compilers and compilation optimization can introduce
some differences in both scenarios. Figure 9 shows that the
MIPS processor presented a reduction of 50% in energy
consumption comparing with the SPARCV8 processor for
the application timing from Mediabench benchmark suite
[26]. Additionally, PCacheEnergyAnalyzer was employed to
explore cache memory design space for three different appli-
cations of the Mediabench: fft, rawcaudio, and rawdaudio.
In these applications the MIPS processor presented similar
energy consumption than the SPARCV8 processor.

The third feature of the proposed approach is to provide
a more efficient design space exploration. This has been
achieved by integrating the heuristic proposed by Zhang
and Vahid [6] in the proposed approach. The efficiency
in the design space exploration was evaluated by using
three applications of Mibench benchmark: fft, bicount, and
basicmath small, and eleven applications of the PowerStone
benchmark [28]: adpcm, bcnt, blit, crc, engine, fir, g3fax, jpeg,
pocsag, qurt, and ucbqsort.

The design space exploration considered 32 different
configurations for each application with the following
parameters: cache sizes ranging from 1024 up to 8192 bytes,
line sizes from 16 up to 64 bytes, and the associativity degree
ranging from 1 to 4. Figure 10 shows the results obtained
with the proposed approach in comparison to an exhaustive
approach for the bitcount application. The rectangles in the
chart represent the configurations simulated by the tool
and show that the best results that fall into Pareto Optimal
area have been simulated. This means that only 31% of the
original exploration space was needed for the simulation.
Similar results have been found for the other applications.

The graph in Figure 11 shows better results in the use of
the Zhang heuristic when taking into account optimal results
in terms of energy consumption. The energy consumption
was normalized to a base cache: with cache size of 1024, line
size of 16, and associativity degree of 4.

Figure 11 shows that best energy consumption solu-
tions of Zhang Heuristic were close (>93% accurate) to
optimal values in most cases. This concludes that in most
cases, the proposed approach is able to find configurations
near to optimal values with a lower exploration effort.
In a similar way, other heuristics can be easily added to
PCacheEnergyAnalyzer therefore providing a better energy
consumption analysis and improvements in the platform
architecture.
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5. Conclusions and Future Work

This paper presented an ESL-based mechanism for modeling
and energy consumption analysis of SoCs. The proposed
approach combines a set of techniques and mechanisms
that reduce the designer effort in the specification phase
and, consequently, the number of errors. This is achieved
by the use of the UML-ESL profile, a constrained UML 2.0
profile along with an automatic mapping flow to a predefined
virtual platform. This profile reduces the platform modeling
effort by taking as input a high abstraction level model of
the system, which hides platform low-level implementation
details, and automatically generates a virtual SoC which can
be simulated and analyzed further.

Additionally, the proposed approach provides efficient
and flexible support for cache memory energy consump-
tion estimation of SoC virtual platforms. On one hand
it allows the choice between efficient heuristics or single
pass simulation in order to explore the cache design space
in the platform. So the user is able to choose the one
that presents better results. On the other hand it supports
different processors and bus models for platform generation,
thus yielding to a broader and more effective design space
exploration.

Eighteen applications from Mibench, Mediabench, and
PowerStone benchmarks were applied in order to validate the
proposed approach in terms of fidelity and efficiency. Initial
studies were focused for one level caches, however; it can be
easily extended to more levels. Results have shown that it is
a powerful mechanism to help users to find efficient cache
configurations for a specific application, which considers
not only performance but also the best relation between
performance and energy consumption.

The PCacheEnergyAnalyzer approach fills the gaps of
the existing approaches by simultaneously providing a high-
level platform modeling mechanism, multiplatform support,
extensibility, dynamic and static energy consumption esti-
mation, and a graphic interface. We are currently working
on the development of architecture exploration mechanism
based on evolutionary algorithms.
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