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Omics sciences are able to produce, with the modern high-
throughput techniques of analytical chemistry andmolecular
biology, a huge amount of data. Next generation sequenc-
ing (NGS) analysis of diseased somatic cells, genome wide
identification of regulatory elements and biomarkers, systems
biology studies of biochemical pathways and gene network,
and novel bioactive compounds discovery and design are
examples of the great advantages that high-performance
computing (HPC) can provide to omics sciences, providing a
fast translation of biomolecular results to the clinical practice.

Massive parallel clusters, distributed technologies such as
grid and cloud computing, and on-chip supercomputing such
as GPGPU and Xeon Phi devices represent well-established
solutions in research laboratories, but their capabilities
should be widespread by clinical and healthcare experts to
reach their full potential. Additionally to compute-intensive
applications, health care problems are concerned with data-
intensive applications. Managing terabytes of data requires
specific technologies such as redundant facilities, shared and
distributed file systems, clustered databases, indexing and
searching processes, and dedicated network configuration.

The aim of this special issue is to present the latest
advances in the field of omics data processing with high-
performance computing solutions and big data analysis
paradigms, showing the potential repercussions of these
technologies in translational medicine. In particular, a review
paper, authored by the editors, “Managing, analysing and

integrating big data in medical bioinformatics: open problems
and future perspectives,” is a survey about open problems
and future perspectives in the management, analysis, and
integration of big data in medical bioinformatics, while the
eleven selected research papers present novel concepts and
important results about the application of HPC techniques in
the field of computational and systems biology.

Regarding the research papers, three contributions pro-
pose novel or improved implementation of parallel algo-
rithms. C. Misale et al. in their paper entitled “Sequence
alignment tools: one parallel pattern to rule them all?” are
engaged in NGS and investigated the performance of the
widely used alignment tools Bowtie2, BWA, andBLASR.They
advocate high-level parallel programming as an alternative
design strategy for next generation alignment tools. The
master-worker FastFlow pattern to Bowtie2 and BWA-MEM
increases the speedup for both applications and is compared
to manually tuned implementations. The paper by M. W.
Al-Neama et al. “An Improved distance matrix computation
algorithm for multicore clusters” is concerned with an efficient
implementation of distancematrix computation onmulticore
clusters that finds wide application in multiple sequence
alignment. The implementation is mainly based on MPI
and OpenMP libraries and achieves improved speedups with
respect to the public parallel implementation of ClustalW-
MPI. M. Aldinucci et al. in the paper entitled “On design-
ing multicore-aware simulators for systems biology endowed
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with online statistics” describe a multicore aware simulation
algorithm that can be applied in the field of systems biology
for online statistics and data mining. The main methodology
is based on the acceleration of the simulation of stochastic
models and the analysis of the obtained results, where the
application case relies on a general framework for the mod-
elling of biological systems and their stochastic behaviour
called calculus of wrapped compartments.

The paper by P. Cazzaniga et al. “Massive exploration of
perturbed conditions of the blood coagulation cascade through
GPU parallelization” belongs to the class of research on
on-chip acceleration of the behaviour of biological systems
in different conditions. The paper is concerned with GPU
implementation of a deterministic systems biology simulator,
which is applied for the exploration of perturbed conditions
of the blood coagulation cascade using GPU hardware.
It is based on the automatic derivation of the system of
ordinary differential equations that represent the blood
system in parallel. Most interesting results are obtained by
one-dimensional and two-dimensional sweep of simulation
parameters and achieved speedup is around 181x.

Three papers discuss approaches based on the combined
use of the parallel/distributed computing with the usage of
GPU-based devices. The paper by G. D. Guerrero et al. “A
performance/cost evaluation for a GPU-based drug discovery
application on volunteer computing” discusses the benefits of
volunteer computing to scale bioinformatics applications as
an alternative to own large GPU-based local infrastructures.
They used as benchmark a GPU-based drug discovery appli-
cation called BINDSURF and the Ibercivis, which relies on
BIOINC, as the reference platform. D. D’Agostino et al. in the
paper entitled “Parallel solutions for voxel-based simulations
of reaction-diffusion systems” present a comparison between
MPI and a GPU implementation of a stochastic simulator
able to consider both time and space in its simulations. This
algorithm is also crowd-aware and it has been tested on a gene
regulatory network, whose behaviour is influenced by both
the small number of molecules involved and the conforma-
tion of the DNA in the nucleus. The paper by J. Colmenares
et al. entitled “A combined MPI-CUDA parallel solution of
linear and nonlinear Poisson-Boltzmann equation” is on a
combined MPI/CUDA approach for the solution of linear
and nonlinear Poisson-Boltzmann equation, which is very
relevant to modeling the electrostatic potential generated by
a system of charged particles immersed in an ionic solution.
Their work is mainly based on the implementation of a
full Poisson-Boltzmann solver based on a finite-difference
scheme on a heterogeneous parallel system comprised of a
cluster of multicores and multi-GPUs. Overall speedups of
around 20x are achieved.

Two papers investigate computational biology problems
that present scalability issues in their real-life application.
The paper by M. Lauria “Rank-based miRNA signatures for
early cancer detection” describes a new signature definition
and analysis method to be used as biomarker for early cancer
detection. This approach is based on the construction of a
reference map of transcriptional signatures of both healthy
and cancer affected individuals using circulating miRNA
from a large number of subjects. T. Garcia-Valverde et al.

in the paper entitled “Heart health risk assessment system:
a nonintrusive proposal using ontologies and expert rules”
suggest ontology and expert rules for creating a heart health
risk assessment system. Available knowledge about persons
gained by sensors embedded in smartphones and smart-
watches allows for different levels of alerts or suggestions for
the users when the intensity of the activity is detected as
dangerous for their health.

Finally, two papers discuss distributed approaches to
large-scale computation. J. Krüger et al. in the paper entitled
“Performance studies on distributed virtual screening” elabo-
rate the performance for virtual high-throughput screening
in regard to distributed computing on the example of UNI-
CORE. They considered not only the runtime of the docking
itself, but also the effort required for structure prepara-
tion. Performance studies were conducted via the workflow-
enabled science gateway MoSGrid (Molecular Simulation
Grid). A. Ragothaman et al. in the paper entitled “Developing
eThread pipeline using SAGA-pilot abstraction for large-scale
structural bioinformatics” present a cloud infrastructure for
running eThread, a metathreading protein structure mod-
elling tool for structural bioinformatics, using Amazon EC2.
Authors supplied interesting insights of how continuing
advances in genome sequencing technologies result in rapidly
decreasing costs of experiments making them affordable for
small research groups.Moreover, they present how it is possi-
ble to exploit modern cloud infrastructures to execute large-
scale calculations by coordinating possibly heterogeneous
virtual machine instances.

Ivan Merelli
Horacio Pérez-Sánchez

Sandra Gesing
Daniele D’Agostino
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The explosion of the data both in the biomedical research and in the healthcare systems demands urgent solutions. In particular,
the research in omics sciences is moving from a hypothesis-driven to a data-driven approach. Healthcare is additionally always
asking for a tighter integration with biomedical data in order to promote personalized medicine and to provide better treatments.
Efficient analysis and interpretation of Big Data opens new avenues to explore molecular biology, new questions to ask about
physiological and pathological states, and new ways to answer these open issues. Such analyses lead to better understanding of
diseases and development of better and personalized diagnostics and therapeutics. However, such progresses are directly related
to the availability of new solutions to deal with this huge amount of information. New paradigms are needed to store and access
data, for its annotation and integration and finally for inferring knowledge and making it available to researchers. Bioinformatics
can be viewed as the “glue” for all these processes. A clear awareness of present high performance computing (HPC) solutions in
bioinformatics, Big Data analysis paradigms for computational biology, and the issues that are still open in the biomedical and
healthcare fields represent the starting point to win this challenge.

1. Introduction

The increasing availability of omics data resulting from
improvements in the acquisition of molecular biology results
and in systems biology simulation technologies represents an
unprecedented opportunity for bioinformatics researchers,
but also a major challenge. A similar scenario arises for the
healthcare systems, where the digitalization of all clinical
exams and medical records is becoming a standard in
hospitals. Such huge and heterogeneous amount of digital
information, nowadays called BigData, is the basis for uncov-
ering hidden patterns in data, since it allows the creation of
predictive models for real-life biomedical applications. But
themain issue is the need of improved technological solutions
to deal with them.

A simple definition of Big Data is based on the concept of
data sets whose size is beyond the management capabilities
of typical relational database software. A more articulated
definition of Big Data is based on the three versus paradigm:
volume, variety, and velocity [1]. The volume recalls for novel
storage scalability techniques and distributed approaches for
information query and retrieval. The second V, the variety
of the data source, prevents the straightforward use of neat
relational structures. Finally, the increasing rate at which data
is generated, the velocity, has followed a similar pattern as
the volume.This “need for speed,” particularly forweb-related
applications, has driven the development of techniques based
on key-value stores and columnar databases behind portals
and user interfaces, because they can be optimized for the
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fast retrieval of precomputed information. Thus, smart inte-
gration technologies are required for merging heterogeneous
resources: promising approaches are the use of technolo-
gies relying on lighter placement with respect to relational
databases (i.e., NoSQL databases) and the exploitation of
semantic and ontological annotations.

Although the Big Data definition can still be considered
quite nebulous, it does not represent just a keyword for
researchers or an abstract problem: the USA Administration
launched a 200 million dollar “Big Data Research and Devel-
opment Initiative” in March 2012, with the aim to improve
tools and techniques for the proper organization, efficient
access, and smart analysis of the huge volume of digital data
[2]. Such a high amount of investments is justified by the
benefit that is expected from processing the data, and this is
particularly true for omics science. A meaningful example is
represented by the projects for population sequencing. The
first one is the 1000 genomes [3], which provides researchers
with an incredible amount of raw data. Then, the ENCODE
project [4], a follow-up to the Human Genome Project
(Genomic Research) [5], is having the aim of identifying
all functional elements in the human genome. Presently,
this research is moving at a larger scale: as clearly appears
considering the Genome 10K project [6] and the more recent
100K Genomes Project [7]. Just to provide an order of
magnitude, the amount of data produced in the context of the
1000Genomes Project is estimated in 100 Terabytes (TB), and
the 100K Genomes Project is likely to produce 100 times such
data.The targeting cost for sequencing a single individual will
reach soon $1000 [8], which is affordable not only for large
research projects but also for individuals. We are running
into the paradox that the cheapest solution to cope with these
data will be to resequence genomes when analyses are needed
instead of storing them for future reuse [9].

Storage represents only one side of the medal. The final
goal of research activities in omics sciences is to turn such
amount of data into usable information and real knowledge.
Biological systems are very complex, and consequently the
algorithms involved in analysing them are very complex as
well. They still require a lot of effort in order to improve their
predictive and analytical capabilities. The real challenge is
represented by the automatic annotation and/or integration
of biological data in real-time, since the objective to reach is
to understand them and to achieve the most important goal
in bioinformatics: mining information.

In this work we present a brief review of the technological
aspects related to BigData analysis in biomedical informatics.
The paper is structured as follows. In Section 2 architec-
tural solutions for Big Data are described, paying particular
attention to the needs of the bioinformatics community.
Section 3 presents parallel platforms for BigData elaboration,
while Section 4 is concerned with the approaches for data
annotation, specifically considering the methods employed
in the computational biology field. Section 5 introduces data
access measures and security for biomedical data. Finally,
Section 6 presents some conclusions and future perspective.
A Tag Crowd diagram of the concepts presented in the paper
is shown in Figure 1.

2. Big Data Architectures

Domains concerned with data-intensive applications have in
common the abovementioned three versus, even though the
actual way by which this information is acquired, stored,
and analysed can vary a lot from field to field. The main
common aspect is represented by the requirements for the
underlying IT architecture. The mere availability of disk
arrays of several hundreds of TBs is in fact not sufficient,
because the access to the data will have, statistically, some
fails [10]. Thus, reliable storage infrastructures have to be
robust with respect to these problems. Moreover, the analysis
of Big Data needs frequent data access for the analysis and
integration of information, resulting in considerable data
transfer operations. Even though we can assume the presence
of a sufficient amount of bandwidth inside a cluster, the use
of distributed computing infrastructure requires adopting
effective solutions. Other aspects have also to be addressed,
as secure access policies to both the raw data and the
derived results. Choosing a specific architecture and building
an appropriate Big Data system are challenging because of
diverse heterogeneous factors. All the major vendors as IBM
[11], Oracle [12], andMicrosoft [13] propose solutions (mostly
business-oriented) based on their software ecosystems. Here
we will discuss the major architectural aspects taking into
account open source projects and scientific experiences.

2.1. Managing and Accessing Big Data. The first and obvious
concern with Big Data is the volume of information that
researchers have to face, especially in bioinformatics. At
lower level this is an IT problem of file systems and storage
reliability, whose solution is not obvious and not unique.
Open questions are what file system to choose and will the
network be fast enough to access this data. The issue arising
in data access and retrieval can be highlighted with a simple
consideration [14]: scanning data on a modern physical hard
disk can be done with a throughput of about 100Megabytes/s.
Therefore, scanning 1 Terabyte takes 5 hours and 1 Petabyte
takes 5000 hours. The Big Data problem does not only rely
in archiving and conserving huge quantity of data. The real
challenge is to access such data in an efficient way, applying
massive parallelism not only for the computation, but also for
the storage.

Moreover, the transfer rate is inversely proportional to
the distance to cover. HPC clusters are typically equipped
with high-level interconnections as InfiniBand, which have
a latency of 2000 ns (only 20 times slower than RAM and 200
times faster than a Solid State Disk) and data rates ranging
from 2.5 Gigabit per second (Gbps) with a single data rate
link (SDR), up to 300Gbps with a 12-link enhanced data
rate (EDR) connection. But this performance can only be
achieved on a LAN, and the real problems arise when it is
necessary to transfer data between geographically distributed
sites, because the Internet connection might not suitable to
transfer Big Data. Although several projects, such GÉANT
[15], the pan-European research and education network,
and its US counterpart Internet2 [16], have been funded
to improve the network interconnections among states; the
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Figure 1: Tag Crowd of the concepts presented in the paper.

achievable bandwidth is insufficient. For example, BGI, the
world largest genomics service provider, uses FedEx for
delivering results [17].

If a local infrastructure is exploited for the analysis of
Big Data, one effective solution is represented by the use of
client/server architectures where the data storage is spread
among several devices and made accessible through a (local)
network. The available tools can be mainly subdivided in
distributed file systems, cluster file systems, and parallel file sys-
tems. Distributed file systems consist of disk arrays physically
attached to a few I/O servers through fast networks and then
shared to the other nodes of a cluster. In contrast, cluster file
systems provide direct disk access from multiple computers
at the block level (access control must take place on the client
node). Parallel file systems are like cluster file systems, where
multiple processes are able to concurrently read and write
a single file, but exploit a client-server approach, without
direct access to the block level. An exhaustive taxonomy and
a survey are provided in [18].

Two of the highest performance parallel file systems are
the General Parallel File System (GPFS) [19], developed by
IBM, and Lustre [20], an open source solution. Most of
the supercomputers employ them: in particular, Lustre is
used in Titan, the second supercomputer of the TOP500 list
(November 2013) [21]. The Titan storage subsystem contains
20,000 disks, resulting in 40 Petabyte of storage and about
1 Terabyte/sec of storage bandwidth. As regards GPFS, it was
recently exploited within the Elastic Storage [22], the IBMfile
management solution working as a control plane for smart
data handling. The software can automatically move less
frequently accessed data to the less expensive storage available
in the infrastructure, while leaving faster andmore expensive
storage resources (i.e., SSD disk or flash) for more important
data. The management is guided by analytics, using patterns,
storage characteristics, and the network to determine where
to move the data.

A different solution is represented by the Hadoop Dis-
tributed File System (HDFS) [23], a Java-based file sys-
tem that provides scalable and reliable data storage that is
designed to span large clusters of commodity servers. It is an
open source version of the GoogleFS [24] introduced in 2003.
The design principles were derived from Google’s needs, as
the fact that most files only grow because new data have
to be appended, rather than overwriting the whole file, and
that high sustained bandwidth is more important than low
latency. As regards I/O operations, the key aspects are the
efficient support for large streaming or small random reads,
besides large and sequential writes to append data to files.
The other operations are supported as well, but they can be
implemented in a less efficient way.

At the architectural level, HDFS requires two processes:
a NameNode service, running on one node in the cluster and
a DataNode process running on each node that will process
data. HDFS is designed to be fault-tolerant due to replication
and distribution of data, since every loaded file is replicated
(3 times is the default value) and split into blocks that are
distributed across the nodes. The NameNode is responsible
for the storage andmanagement of metadata, so that when an
application requires a file, the NameNode informs about the
location of the needed data. Whenever a data node is down,
the NameNode can redirect the request to one of the replicas
until the data node is back online. Since the cluster size can
be very large (it was demonstrated with clusters up to 4,000
nodes), the single NameNode per cluster forms a possible
bottleneck and single point of failure.This can bemitigated by
the fact that metadata can be stored in the main memory and
the recent HDFS High Availability feature provides the user
with the option of running two redundantNameNodes in the
same cluster, one of them in standby, but ready to intervene
in case of failure of the other.
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2.2. Middleware for Big Data. The file system is the first
level of the architecture. The second level corresponds to the
framework/middleware supporting the development of user-
specific solutions, while applications represent the third level.
Besides the general-purpose solutions for parallel computing
like the Message Passing Interface [25], hybrid solutions
based on it [26, 27], or extension to specific frameworks like
the R software environment for statistical computing [28],
there are several tools specifically developed for Big Data
analysis.

The first and more famous example is the abovemen-
tioned Apache Hadoop [23], an open source software frame-
work for large-scale storing and processing of data sets on
distributed commodity hardware. Hadoop is composed of
two main components, HDFS and MapReduce. The latter
is a simple framework for distributed processing based on
theMap and Reduce functions, commonly used in functional
programming. In the Map step the input is partitioned by a
master process into smaller subproblems and then distributed
to worker processes. In the Reduce step the master process
collects the results and combines them in some way to
provide the answer to the problem it was originally trying to
solve.

Hadoop was designed as a platform for an entire ecosys-
tem of capabilities [29], used in particular by a large number
of companies, vendors, and institutions [30]. To provide an
example in the bioinformatics field, in The Cancer Genome
Atlas project researchers implemented the process of “shard-
ing,” splitting genome data into smaller more manageable
chunks for cluster-based processing, utilising the Hadoop
framework and the Genome Analysis Toolkit (GATK) [31,
32]. Many other works based on Hadoop are present in
literature [33–36]; for example, some specific libraries were
developed as Hadoop-BAM, a library for distributed process-
ing of genetic data from next generation sequencer machines
[37], and Seal, a suite of distributed applications for aligning
short DNA reads, manipulating short read alignments, and
analyse the achieved results [38], was also developed relying
on this framework.

Hadoop was the basis for other higher-level solutions as
Apache Hive [39], a distributed data warehouse infrastruc-
ture for providing data summarization, query, and analysis.
Apache Hive supports analysis of large datasets stored in
HDFS and compatible file systems such as the Amazon S3
file system. It provides an SQL-like language called HiveQL
while maintaining full support for map/reduce. To accelerate
queries, it provides indexes, including bitmap indexes, and
it is worth exploiting in several bioinformatics applications
[40]. Apache Pig [41] has the similar aim to allow domain
experts, who are not necessarily IT specialists, to write com-
plex MapReduce transformations using a simpler scripting
language. It was used for example for sequence analysis [33].

Hadoop is considered almost as synonymous for Big
Data. However, there are some alternatives based on the
same MapReduce paradigm like Disco [42], a distributed
computing framework aimed at providing a MapReduce
platform for Big Data processing using Python application,
that can be coupled with the Biopython toolkit [43] of the
Open Bioinformatics Foundation, Storm [44], a distributed

real-time computation system for processing fast, and large
streams of data and proprietary systems, for example, from
Software AG, LexisNexis, and ParStream (see their websites
for more information).

3. Computational Facilities for
Analysing Big Data

The traditional platforms for operating the software frame-
works that facilitate Big Data analysis are HPC clusters,
possibly accessed via grid computing infrastructures [45].
Such approach has however the possible drawback to provide
an insufficient possibility to customize the computational
environment if the computing facilities are not owned by
the scientists that will analyze the data. This is one of
the reasons why cloud computing services increased their
importance as economic solutions to perform large-scale
analysis on an as-needed basis, in particular for medium-
small laboratories that cannot afford the cost to buy and
maintain a sufficiently powerful infrastructure [46]. In this
sectionwewill very briefly reviewbioinformatics applications
or projects exploiting these platforms.

3.1. Cluster Computing. The data parallel approach, that is,
the parallelization paradigm that subdivides the data to
analyse among almost independent processes, is a suitable
solution for many kinds of Big Data analysis that results in
high scalability and performance figures.The key issues while
developing applications using data parallelism are the choice
of the algorithm, the strategy for data decomposition, load
balancing among possibly heterogeneous computing nodes,
and the overall accuracy of the results [47].

An example of Big Data analysis based on this approach
in the field of bioinformatics concerns the de novo assembly
algorithms, which typically work finding the fragments that
“overlap” in the sequenced reads and recording these overlaps
in a huge diagram called de Bruijn (or assembly) graph [48].
For a large genome, this graph can occupy many Terabytes of
RAM, and completing the genome sequence can require days
of computation on a world-class supercomputer. This is the
reason why memory distributed approaches, such as Abyss
[49], are now widely exploited, although the implementation
of efficient multisever approaches has required huge effort
and is still under active development.

Generally, we can say that data parallel approaches are
straightforward solutions for inferring correlations, but not
for causality. In these cases semantics and ontological tech-
niques are of particular importance, as those described in
Section 4.

3.2. GPU Computing. HPC technologies are the forefront of
accelerated data analysis revolutions, making it possible to
carry out processing breakthroughs that would directly trans-
late into real benefits for the society and the environment.
The use of accelerator devices such as GPUs represents a cost-
effective solution able to support up to 11.5 Teraflops within
a single device (i.e., the AMD Radeon R9 295X2 graphics
card) at about $1,500. Moreover, large clusters are adopting



BioMed Research International 5

the use of these relatively inexpensive and powerful devices
as a way of accelerating parts of the applications they are
running. Presently, most of the top 10 systems from the
TOP500 list (November 2013) are equippedwith accelerators,
and in particular Titan, the second system in the list, achieved
17.59 PetaFlop on the Linpack benchmark also thanks to its
18,688 Nvidia Tesla K20 devices.

Driven by the demand of the game industry, GPUs have
completed a steady transition from mainframes to worksta-
tions PC cards, where they emerge nowadays like a solid and
compelling alternative to traditional computing platforms.
GPUs deliver extremely high floating-point performance and
massively parallelism at a very low cost, thus promoting a
new concept of the high performance computing market.
For example, in heterogeneous computing, processors with
different characteristics work together to enhance the appli-
cation performance taking care of the power budget.This fact
has attracted many researchers and encouraged the use of
GPUs in a broader range of applications, particularly in the
field of bioinformatics. Developers are required to leverage
this new landscape of computation with new programming
models, which ease the developers task of writing programs
to run efficiently on such platforms altogether [50].

The most popular microprocessor companies such as
NVIDIA, ATI/AMD, or Intel, have developed hardware
products aimed specifically at the heterogeneous ormassively
parallel computingmarket: Tesla products are fromNVIDIA,
Fire-stream is the AMDs device line, and Intel Xeon Phi
comes from Intel. They have also released software compo-
nents, which provide simpler access to this computing power.
CUDA (Compute Unified Device Architecture) is NVIDIAs
solution as a simple block-based API for programming;
AMDs alternative was called Stream Computing, while Intel
relies directly on X86-based programming. OpenCL [51]
emerged as an attempt to unify all of these models with
a superset of features, being the best broadly supported
multiplatform data parallel programming interface for het-
erogeneous computing, including GPUs, accelerators, and
similar devices.

Although these efforts in developing programming mod-
els have made great contributions to leverage the capa-
bilities of these platforms, developers have to deal with a
massively parallel andhigh-throughput-oriented architecture
[52], which is quite different than traditional computing
architectures. Moreover, GPUs are being connected with
CPUs through PCI Express bus to build heterogeneous par-
allel computers, presenting multiple independent memory
spaces, a wide spectrum of high speed processing functions,
and some communication latencies between them. These
issues drastically increase scaling to a GPU cluster, bringing
additional sources of complexity and latency. Therefore,
programmability on these platforms is still a challenge, and
thus many research efforts have provided abstraction layers
avoiding dealing with the hardware particularities of these
accelerators and also extracting transparently high level of
performance, providing portability across operating systems,
host CPUs, and accelerators. For example, libraries and
interfaces exist for developing with popular programming
languages like OMPSs for OpenMP or OpenACCAPI, which

describes a collection of compiler directives to loops specific
regions of code in standard programming languages such
as C, C++, or Fortran. Although the complexity of these
architectures is high, the performance that such devices are
able to provide justifies the great interest and efforts in porting
bioinformatics application on them [53].

3.3. Xeon Phi. Based on Intel’s Many Integrated Core (MIC)
x86-based architecture, Intel Xeon Phi coprocessors provide
up to 61 cores and 1.2 Teraflops of performance.These devices
equip the first supercomputer of the TOP500 list (November
2013), Tianhe-2. In terms of usability, there are two ways an
application can use an Intel Xeon Phi: in offload mode or in
nativemode. In offloadmode themain application is running
on the host, and it only offloads selected (highly parallel,
computationally intensive) work to the coprocessor. In native
mode the application runs independently, on the Xeon Phi
only, and can communicate with the main processor or other
coprocessors through the system bus.

The performance of these devices heavily depends on
how well the application fits the parallelization paradigm of
the XeonPhi and in relation to the optimizations that are
performed. In fact, since the processors on the Xeon Phi
have a lower clock frequency with respect to the common
Intel processor unit (such as for example the Sandy Bridge),
applications that have long sequential part of the algorithm
are absolutely not suitable for the native mode. On the other
hand, even if the programming paradigm of these devices is
standard C/C++, which makes their use simpler with respect
to the necessity of exploiting a different programming lan-
guage such as CUDA, in order to achieve good performance,
the code must be heavily optimized to fit the characteristics
of the coprocessor (i.e., exploiting optimizations introduced
by the Intel compiler and the MKL library).

Looking at the performance tests released by Intel [54],
the baseline improvement of supporting two Intel Sandy
Bridge by offloading the heavy parallel computational to
an Intel Xeon Phi gives an average improvement of 1.5 in
the scalability of the application that can reach up to 4.5
of gain after a strong optimization of the code. For exam-
ple, considering typical tools for bioinformatics sequence
analysis: BWA (Burrows-Wheeler Alignment) [55] reached
a baseline improvement of 1.86 and HMMER of 1.56 [56].
With a basic recompilation of Blastn for the Intel Xeon Phi
[57] there is an improvement of 1.3, which reaches 4.5 after
somemodifications to the code in order to improve the paral-
lelization approach. Same scalability figures for Abyss, which
scales 1.24 with a basic porting and 4.2 with optimizations
in the distribution of the computational load. Really good
performance is achieved for Bowtie, which improves the code
passing from a scalability of 1.3 to 18.4.

Clearly, the real competitors of the Intel Xeon Phi are
the GPUs devices. At the moment, the comparison between
the best devices provided by Intel—Xeon Phi 7100—and
Nvidia—K40—shows that the GPU is on average 30% more
performing [58], but the situation can vary in the future.
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3.4. Cloud Computing. Advances in life sciences and infor-
mation technology bring profound influences on bioinfor-
matics due to its interdisciplinary nature. For this reason,
bioinformatics is experiencing a new trend in theway analysis
is performed: computation is moving from in-house com-
puting infrastructure to cloud computing delivered over the
Internet. This has been necessary in order to handle the vast
quantities of biological data generated by high-throughput
experimental technologies. Cloud computing in particular
promises to address Big Data storage and analysis issues in
many fields of bioinformatics. But moving data to the cloud
can also be a problem; so hybrid solutions of cloud computing
are arising.The point can be summarized as follows: data that
is too big to be processed conventionally is also too big to
be transported anywhere. IT is undergoing an inversion of
priorities: the code to perform the analysis has to be moved,
not the data.Virtualization represents an enabling technology
to achieve this result.

One of the most famous free portal/software for the
analysis of bioinformatics data, Galaxy by the Penn state
University, is available on cloud [59]. The idea is that with
sporadic availability of data, individuals and labs may have
a need to, over a period of time, process greatly variable
amounts of data. Such variability in data volume imposes
variable requirements on availability of compute resources
used to process given data. Rather than having to purchase
and maintain desired compute resources or having to wait a
long time for data processing jobs to complete, the Galaxy
Team has enabled Galaxy to be instantiated on cloud com-
puting infrastructures, primarily Amazon Elastic Compute
Cloud (EC2). An instance of Galaxy on the cloud behaves
just like a local instance of Galaxy except that it offers the
benefits of cloud computing resource availability and pay-as-
you-go resource ownership model. Having simple access to
Galaxy on the cloud enables asmany instances ofGalaxy to be
acquired and started as is needed to process given data. Once
the need subsides, those instances can be released as simply as
they were acquired. With such a paradigm, one pays only for
the resources they need and use, while all the other concerns
and costs are eliminated.

For a complete review on bioinformatics clouds for Big
Data manipulation, see [60]. Concerning the exploitation of
cloud computing to cope with the data flow produced by
high-throughput molecular biology technologies, see [61].

4. Semantics, Ontologies, and Open
Format for Data Integration

The previous sections focused mainly on how to analyse Big
Data for inferring correlations, but the extraction of actual
new knowledge requires somethingmore.The key challenges
in making use of Big Data lie, in fact, in finding ways of
dealing with heterogeneity, diversity, and complexity of the
information, while its volume and velocity hamper solutions
are available for smaller datasets such as manual curation or
data warehousing.

Semantic web technologies are meant to deal with these
issues. The development of metadata for biological informa-
tion on the basis of semantic web standards can be seen as
a promising approach for a semantic-based integration of
biological information [62]. On the other hand, ontologies,
as formal models for representing information with explicitly
defined concepts and relationships between them, can be
exploited to address the issue of heterogeneity in data sources.

In domains like bioinformatics and biomedicine, the
rapid development and adoption of ontologies [63] prompted
the research community to leverage them for the integration
of data and information. Finally, since the advent of linked
data a few years ago, it has become an important technology
for semantic and ontologies research and development. We
can easily understand linked data as being a part of the
greater Big Data landscape, as many of the challenges are the
same. The linking component of linked data, however, puts
an additional focus on the integration and conflation of data
across multiple sources.

4.1. Semantics. The semantic web is a collaborative move-
ment, which promoted standard for the annotation and
integration of data. By encouraging the inclusion of semantic
content in data accessible through the Internet, the aim is
to convert the current web, dominated by unstructured and
semistructured documents, into a web of data. It involves
publishing information in languages specifically designed
for data: Resource Description Framework (RDF), Web
Ontology Language (OWL), SPARQL (which is a protocol
and query language for semantic web data sources), and
Extensible Markup Language (XML) [64].

RDF represents data using subject-predicate-object
triples, also known as “statements.” This triple representation
connects data in a flexible piece-by-piece and link-by-link
fashion that forms a directed labelled graph.The components
of each RDF statement can be identified using Uniform
Resource Identifiers (URIs). Alternatively, they can be
referenced via links to RDF Schemas (RDFS), Web Ontology
Language (OWL), or to other (nonschema) RDF documents.
In particular, OWL is a family of knowledge representation
languages for authoring ontologies or knowledge bases.
The languages are characterised by formal semantics and
RDF/XML-based serializations for the semantic web. In
the field of biomedicine, a notable example is the Open
Biomedical Ontologies (OBO) project, which is an effort
to create controlled vocabularies for shared use across
different biological and medical domains. OBO belongs to
the resources of the U.S. National Center for Biomedical
Ontology (NCBO), where it will form a central element of
the NCBO’s BioPortal. The interrogation of these resources
can be performed using SPARQL, which is an RDF query
language similar to SQL, for the interrogations of databases,
able to retrieve and manipulate data stored in RDF format.
For example, BioGateway [65] organizes the SwissProt
database, along with Gene Ontology Annotations (GOA),
into an integrated RDF database that can be accessed through
a SPARQL query endpoint, allowing searches for proteins
based on a combination of GO and SwissProt data.
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The support for RDF in high-throughput bioinformatics
applications is still small, although researchers can already
download the UniProtKB and its taxonomy information
using this format or they can get ontologies in OWL for-
mat, such as GO [66]. The biggest impact RDF and OWL
can have in bioinformatics, though, is to help integrate all
data formats and standardise existing ontologies. If unique
identifiers are converted to URI references, ontologies can
be expressed in OWL, and data can be annotated via these
RDF-based resources. The integration between them is a
matter of merging and aligning the ontologies (in case of
OWL using the “rdf:sameAs” statement). After the data
has been integrated we can use the plus that comes with
RDF for reasoning: context embeddedness. Organizations
in the life sciences are currently using RDF for drug target
assessment [67, 68], and for the aggregation of genomic data
[69]. In addition, semantic web technologies are being used
to develop well-defined and rich biomedical ontologies for
assisting data annotation and search [70, 71], the integration
of rules to specify and implement bioinformatics workflows
[72], and the automation for discovering and composing
bioinformatics web services [73].

4.2. Ontologies. An ontology layer is often an invaluable
solution to support data integration [74], particularly because
it enables the mapping of relations among data stored in a
database. Belonging to the field of knowledge representation,
an ontology is a collection of terms within a particular
domain organised in a hierarchical structure that allows
searching at various levels of specificity. Ontologies provide
a formal representation of a set of concepts through the
description of individuals, which are the basic objects, classes,
that are the categories which objects belong to, attributes,
which are the features the objects can present, and relations,
that are the ways objects can be related to one another. Due
to this “tree” (or, in some cases, “graph”) representation,
ontologies allow the link of terms from the same domain,
even if they belong to different sources in data integration
contexts, and the efficient matching of apparently diverse and
distant entities. The latter aspect can not only improve data
integration, but even simplify the information searching.

In the biomedical context a common problem concerns,
for example, the generality of the term cancer [75]. A direct
query on that term will retrieve just the specific word in all
the occurrences found into the screened resource. Employing
a specialised ontology (i.e., the human disease ontology—
DOID) [76] the output will be richer, including terms such as
sarcoma and carcinoma that will not be retrieved otherwise.
Ontology-based data integration involves the use of ontolo-
gies to effectively combine data or information frommultiple
heterogeneous sources [63]. The effectiveness of ontology-
based data integration is closely tied to the consistency and
expressivity of the ontology used in the integration process.
Many resources exist that have ontology support: SNPranker
[77], G2SBC [78], NSD [79], TMARepDB [80], Surface [81],
and Cell cycle DB [82].

A useful instrument for ontology exploration has been
developed by the European Bioinformatics Institute (EBI),

which allows easily visualising and browsing ontologies in
the OBO format: the open source Ontology Lookup Service
(OLS) [83]. The system provides a user-friendly web-based
single point to look into the ontologies for a single specific
term that can be queried using a useful autocompletion
search engine. Otherwise it is possible to browse the complete
ontology tree using an Ajax library, querying the system
through a standard SOAP web service described by a WSDL
descriptor.

The following ontologies are commonly used for annota-
tion and integration of data in the biomedical and bioinfor-
matics.

(i) Gene ontology (GO) [84], which is themost exploited
multilevel ontology in the biomolecular domain.
It collects genome and proteome related informa-
tion in a graph-based hierarchical structure suitable
for annotating and characterising genes and pro-
teins with respect to the molecular function (i.e.,
GO:0070402: NADPH binding) and biological pro-
cess they are involved in (i.e., GO:0055114: oxidation
reduction), and the spatial localisation they present
within a cell (i.e., GO:0043226: organelle).

(ii) KEGG ontology (KOnt), which provides a pathway
based annotation of the genes in all organisms. No
OBO version of this ontology was found, since it has
been generated directly starting from data available in
the related resource [85].

(iii) Brenda Tissue Ontology (BTO) [86], to support the
description of human tissues.

(iv) Cell Ontology (CL) [87], to provide an exhaustive
organisation about cell types.

(v) Disease ontology (DOID) [76], which focus on the
classification of breast cancer pathology compared to
the other human diseases.

(vi) Protein Ontology (PRO) [88], which describes the
protein evolutionary classes to delineate the multiple
protein forms of a gene locus.

(vii) Medical Subject Headings thesaurus (MESH) [89],
which is a hierarchical controlled vocabulary able to
index biomedical and health-related information.

(viii) Protein structure classification (CATH) [90], which is
a structured vocabulary used for the classification of
protein structures.

4.3. Linked Data. Linked data describes a method for pub-
lishing structured data so that they can be interlinked,
making clearer the possible interdependencies. This technol-
ogy is built upon the semantic web technologies previously
described (in particular it uses HTTP, RDF, and URIs), but
rather than using them to serve web pages for human readers,
it extends them to share information in a way that can be read
automatically by IT systems.

The linked data paradigm is one approach to cope with
Big Data as it advances the hypertext principle from a web of
documents to a web of rich data.The idea is that after making
data available on theweb (in an open format andwith an open
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license) and structuring them in a machine-readable fashion
(e.g., Excel instead of image scan of a table), researchers must
work to annotate this information with open standards from
W3C (RDF and SPARQL), so that people can link their own
data to other people’s data to provide context information.

In the field of bioinformatics, a first attempt to publish
linked data has been performed by the Bio2RDF project
[91]. The project’s goal is to create a network of coherently
linked data across the biological databases. As part of the
Bio2RDF project, an integrated bioinformatics warehouse on
the semantic web has been built. Bio2RDF has created a RDF
warehouse that serves over 70 million triples describing the
human and mouse genomes [92].

A very important step towards the use of linked data
in the computational biology field has been done by the
abovementioned EBI [93], which developed an infrastructure
to access its information by exploiting this paradigm. In
detail, the EBI RDF platform allows explicit links to be
made between datasets using shared semantics from standard
ontologies and vocabularies, facilitating a greater degree of
data integration. SPARQL provides a standard query lan-
guage for querying RDF data. Data that have been annotated
using ontologies, such asDOIDand theGO, can be integrated
with other community datasets, providing the semantics
support to perform rich queries. Publishing such datasets as
RDF, along with their ontologies, provides both the syntactic
and semantic integration of data, long promised by semantic
web technologies. As the trend toward publishing life science
data in RDF increases, we anticipate a rise in the number of
applications consuming such data. This is evident in efforts
such as the Open PHACTS platform [94] and the AtlasRDF-
R package [95]. The final aim is that EBI RDF platform can
enable such applications to be built by releasing production
quality services with semantically described RDF, enabling
real biomedical use cases to be addressed.

5. Data Access and Security

Besides improving the search capabilities via ontologies,
metadata, and linked data for accessing data efficiently, the
usability aspect is also a fundamental topic for Big Data.
Scientists want to focus on their specific research while
creating and analysing data without the need to know all the
low-level burdens related to the underlying datamanagement
infrastructures. This demand can be addressed by science
gateways that are single points of entry to applications
and data across organizational boundaries. Data security is
another aspect that must be addressed when providing access
to Big Data, in particular while working in the healthcare
sector.

5.1. Science Gateways. The overall goal of science gateways
is to hide the complex underlying infrastructure and to offer
intuitive user interfaces for job, data, and workflow manage-
ment. In the last decade diversemature frameworks, libraries,
and APIs have been evolved, which allow the enhanced
development of science gateways. While distributed job and
workflow management are widely supported in frameworks

like EnginFrame [96], implemented on top of the standards-
based portal framework Liferay [97] or the proprietary
workflow-enabled science gateway Galaxy [98–100], the data
management is often not completely satisfactory. Also con-
tent management systems such as Drupal [101] and Joomla
[102] or the high-level framework Django [103] still lack the
support of sophisticated data management features for data
on a large scale.

VectorBase [104], for example, is a mature science gate-
way for invertebrate vectors of human pathogens developed
in Drupal offering large sets of data and tools for further
analysis. While this science gateway is widely used with a
user community of over 100,000 users, the data management
is directly dependent on the underlying file system, without
additional data management features tailored to Big Data.
The sophisticated metadata management in VectorBase has
been developed by the VectorBase team from scratch since
Drupal lacks metadata management capabilities.

The requirement for processing Big Data in a science
gateway is reflected in a few current developments in the
context of standardized APIs and frameworks. Agave [105]
provides powerfulAPI for developing intuitive user interfaces
for distributed job management, which has been extended
in a first prototype with metadata management capabilities,
and allows the integration with distributed file systems.
Globus Transfer [106] forms a data bridge, which supports
the storage protocol GridFTP [107]. It offers a web-based
user interface and community features similar to DropBox
[108]. The users are enabled to easily share data and manage
it in distributed environments. The Biomedical Research
Informatics Network (BIRN) [109], for example, is a national
initiative to advance biomedical research via data sharing and
collaborations and the corresponding infrastructure applies
Globus Transfer for moving large datasets. Data Avenue
[110] follows an analogous concept as Globus Transfer and
provides a web-based user interface as well. Additionally, it
will be integrated in the workflow-enabled science gateway
WS-PGRADE [111], which is the flexible user interface of
gUSE. The extension by Data Avenue enhances the data
management in the science gateway framework significantly
so that not only jobs and workflows can be distributed to
diverse grid, cloud, cluster, and collaborative infrastructures,
but also distributed data can be efficiently managed via
storage protocols likeHTTP(s), Secure FTP (SFTP),GridFTP,
Storage Resource Management (SRM) [112], Amazon Simple
Storage Service (S3) [113], and integrated Rule-Oriented Data
System (iRODS) [114].

An example of a science gateway in the bioinformatics
filed is MoSGrid (molecular simulation grid) [115] that sup-
ports the molecular simulation community with an intuitive
user interface in the areas of quantum chemistry, molecular
dynamics, and docking screening. It has been developed
on the top of WS-PGRADE/gUSE and features metadata
management with search capabilities via Lucene [116] and
distributed datamanagement via the object-based distributed
file system XtreemFS [117]. While these capabilities have
been developed before Data Avenue was available in WS-
PGRADE, the layered architecture of the MoSGrid science
gateways has been designed to allow the integration of further



BioMed Research International 9

data management systems and thus can be extended for Data
Avenue.

5.2. Security. Whatever technology is used, the distributed
data management for biomedical applications with com-
munity options for sharing data requires especially secure
authentication and secure measures to assure strict access
policies and the integrity of data [118]. Medical bioinformat-
ics, in fact, is often concerned with sensitive and expensive
data such as projects contributing to computer-aided drug
design or in environments like hospitals. The distribution
of data increases the complexity and involves data transfer
throughmany network devices.Thus, data loss or corruption
can occur.

GSI (Grid Security Infrastructure) [119] has been
designed for the authentication via X.509 certificates and
assures the secure access to data. iRODS and XtreemFS,
for example, support GSI for authentication. Both use
enhanced replication mechanisms to warrant the integrity
of data including the prevention of loss. Amazon S3 follows
a username and password approach while owner of an
instance can grant access to the data via ACLs (access
control lists). The corresponding Amazon web services also
replicate the data over diverse instances and examine MD5
checksums to check whether the data transfer was fully
successful and the transferred files unchanged. The security
mechanisms in Data Avenue as well as in Globus Transfer
are based on GSI. Globus Transfer applies Globus Nexus
[105] as security platform, which is capable of creating a
full identity management with authentication and group
mechanisms. Globus Nexus can serve as security service
layer for distributed data management systems and can
connect to diverse storages like Amazon S3.

6. Perspectives and Open Problems

Data is considered the Fourth Paradigm in science [120],
besides experimental, theoretical, and computational sci-
ences. This is becoming particularly true in computational
biology, where, for example, the approach “sequence first,
think later” is rapidly overcoming the hypothesis-driven
approach. In this context, BigData integration is really critical
for bioinformatics that is “the glue that holds biomedical
research together.”

There are many open issues for Big Data management
and analysis, in particular in the computational biology and
healthcare fields. Some characteristics and open issues of
these challenges have been discussed in this paper, such
as architectural aspects and the capability of being flexible
enough to collect and analyse different kind of information.
It is critical to face the variety of the information that
should be managed by such infrastructures, which should be
organized in scheme-less contexts, combining both relaxed
consistency and a huge capacity to digest data. Therefore,
a critical point is that relational databases are not suitable
for Big Data problems. They lack horizontal scalability, need
hard consistency, and become very complex when there is
the need to represent structured relationships. Nonrelational

databases (NoSQL) are the interesting alternative to data
storage because they combine the scalability and flexibility.

From the computational point of view, the novel idea is
that jobs are directly responsible of managing input data,
through suitable procedures for partitioning, organizing, and
merging intermediate results. Novel algorithm will contain
large parts of not functional code, but essential for exploiting
housekeeping tasks. Due to the practical impossibility of
moving all the data across geographical dispersed sites, there
is the need of computational infrastructure able to combine
large storage facilities and HPC. Virtualization can be the key
in this challenge, since it can be exploited to achieve storage
facilities able to leverage in-memory key/value databases to
accelerate data-intensive tasks.

The most important initiatives for the usage of Big Data
techniques in medical bioinformatics are related to scientific
research efforts, as described in the paper. Nevertheless, some
commercial initiatives are available to cope with the huge
quantity of data produced nowadays in the field of molecular
biology exploiting high-throughput omics technologies for
real-life problems. These solutions are designed to sup-
port researchers working in computational biology mainly
using Cloud infrastructures. Examples are Era7 Bioinformat-
ics [121], DNAnexus [122], Seven Bridge Genomics [123],
EagleGenomics [124], and MaverixBio [125]. Noteworthy,
also large providers of molecular biology instrumentations,
such as Illumina [126], and huge service providers, such
as BGI [127], have Cloud-based services to support their
customers.

Hospitals are also considering to hiringBigData solutions
in order to provide “support services for researchers who
need assistance with managing and analyzing large medical
data sets” [128]. In particular, McKinsey & Company stated
already inApril 2013 that BigDatawill be able to revolutionize
pharmaceutical research and development within clinical
environments, by targeting the diverse user roles physicians,
consumers, insurers, and regulators [129]. In 2014 they
predicted that Big Data could lead to a reduction of research
and development costs for the pharmaceutical industry by
approximately 35% (about $40 billion) [130]. Drugmakers,
healthcare providers, and health analysis companies are
collaborating on this topic; for example, drugmaker Glax-
oSmithKline PLC and the health analysis company SAS
Institute Inc. work on a private Cloud for pharmaceutical
industry sharing securely anonymized data [130]. Open data
especially can be exploited by patient communities such as
PatientsLikeMe.com [131] containing invaluable information
for further data mining.

It is therefore clear that in the Big Data field there is much
to do in terms ofmaking these technologies efficient and easy-
to-use, especially considering that even small and medium-
size laboratories are going to use them in a close future.
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[62] N. Cannata, M. Schröder, R. Marangoni, and P. Romano, “A
Semantic Web for bioinformatics: goals, tools, systems, appli-
cations,” BMC Bioinformatics, vol. 9, supplement 4, article S1,
2008.
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In this paper, we advocate high-level programming methodology for next generation sequencers (NGS) alignment tools for both
productivity and absolute performance. We analyse the problem of parallel alignment and review the parallelisation strategies of
the most popular alignment tools, which can all be abstracted to a single parallel paradigm.We compare these tools to their porting
onto the FastFlow pattern-based programming framework, which provides programmers with high-level parallel patterns. By using
a high-level approach, programmers are liberated from all complex aspects of parallel programming, such as synchronisation
protocols, and task scheduling, gaining more possibility for seamless performance tuning. In this work, we show some use cases
in which, by using a high-level approach for parallelising NGS tools, it is possible to obtain comparable or even better absolute
performance for all used datasets.

1. Introduction

Next generation sequencers (NGS) have increased the
amount of data obtainable by genome sequencing; a NGS run
produces millions of short sequences, called reads, that is, a
sequence of nucleotides containing also information about
the quality of the sequencing process, which determine the
reliability of the nucleotide called during sequencing. The
alignment process maps reads onto a reference genome in
order to study the structure and functionalities of sequenced
data.

The rapid evolution of sequencing technologies, each one
producing different datasets, is boosting the design of new
alignment tools. Some of them target specific datasets (e.g.,
short reads, long reads, and high-quality reads) or even data
from specific sequencing technologies. Since the alignment
process is computationally intensive, many alignment tools
are designed as parallel applications, typically targeting mul-
ticore platforms. Several of them are based on the well-
known Smith-Waterman algorithm, which is known to be
computationally expensive. For this reason,many of them are
already parallel, typically leveraging on multithreading. Also

in some cases, SIMD parallelism (via either SSE or GPGPU)
is also exploited.

Due to specialisation, some of these tools provide the
users with superior alignment quality and/or performance.
With the ever-growing number of sequencing technologies,
it can be expected that the scenario of specialised alignment
tools will widen yet more.

Although the market of NGS alignment tools is growing,
to date, the parallel programming methodologies used to
design these tools do not embrace much more than low-
level synchronisation primitives, such as mutual exclusion
and atomic operations. In the hierarchy of abstractions, it
is only slightly above toggling absolute binary into the front
panel of the machine. In the NGS community, programming
multicore for performance is still perceived according to “the
closet to the metal the fastest”, thus exclusively focusing on
extreme optimisation of the code for a single algorithm and
a single platform. We believe that correctness, productivity,
time-to-market, and porting of existing legacy codes are
equally important targets.

In this paper, we advocate high-level programming
methodology for NGS alignment tools for both productivity
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and absolute performance.We analyse the problemof parallel
alignment and review the parallelisation strategies of some
of the most popular alignment tools (such as Bowtie and
BWA), which can all be abstracted by the farm paradigm
(a.k.a. master-worker or task-farm) [1, 2]. We compare
these tools to their porting onto the FastFlow pattern-based
programming framework [3], which provides the master-
worker as high-level pattern liberating the programmers from
all synchronisation details but providing them with seamless
performance tuning and eventually equal or better absolute
performance on tested tools.

This paper is organised as follows. Section 2 presents
related work on alignment tool performance, optimisations,
and benchmarking, while in Section 3 the FastFlow library
for high-level parallel programming models is presented.
Our case studies, Bowtie and BWA, are also presented in
Sections 3.3.1 and 3.3.2, respectively. Section 4 provides a
dataset analysis, which reports alignment rates of Bowtie2,
BWA, and BLASR on corrected and uncorrected PacBio
datasets. In Section 5, performance evaluations on short
reads datasets (20–200 bp) with Bowtie2 and the comparison
with our implementation with respect to the new release of
the software are presented. Performances on PacBio dataset
alignments executed with Bowtie2, BWA-MEM, and BLASR
are also discussed. Section 6 concludes the paper.

2. Related Works

Many algorithms for sequence alignment have been proposed
and different tools were implemented that entirely exploit
multithreading on homogeneous and heterogeneous plat-
forms.

2.1. Alignment Tools. The first step done before an align-
ment is to create and load the reference genome. The used
techniques are hash tables and Burrows-Wheeler transform
[4]. The hash-based technique builds a hash table for sub-
sequences of both genome and reads. Keys are created by
hashing subsequences and values are lists of positions in
which subsequences can be found. Hash-based tools, such
as SOAP [5] or SHRiMP [6], are particularly suitable for
short sequences alignment. The Burrows-Wheeler transform
(BWT) [4] is a string permutation algorithm used in data
compression tools as bzip2. Ferragina and Manzini have
enhanced it with the implementation of the FM-index [7,
8], an opportunistic data structure for text compression
that permits fast substring queries. Bowtie [9] and Bowtie2
[10] are Burrows-Wheeler transform (BWT) based tools.
Bowtie2 aligns longer reads and supports gapped, local, and
paired-end alignment modes. More details on Bowtie2 are
described in Section 3.3.1. MrFAST [11] maps short reads
emphasising the discovery of structural variation and seg-
mental duplications. It is possible to map both single-end
and paired-end reads and to support up to 4+4 base-pair
indels. BWA [12] and SOAP2 [13] use the FM index in order
to create a suffix array on sequences compressed by the BWT
algorithm. The combination of these two algorithms permits
the creation of a compressed genome that can be fully loaded

in memory. This technique has the limitation of a lower
sensitivity in alignment with respect to hash-based indexing
and of a reduction of maximum allowed mismatches (for
instance, Bowtie2 allows only up to one mismatch) but has
the advantage tomake the alignment faster. Burrows-Wheeler
aligner (BWA) consists of three algorithms: BWA-backtrack,
BWA-SW, and BWA-MEM. The first is designed for reads
up to 100 bp, while the other two for longer sequences.
BWA-MEM is used typically for high-quality reads, having
better performance than BWA-backtrack for 70–100 bp reads.
BLASR (Basic Local Alignment with Successive Refinement)
is a Single Molecule Sequencing alignment tool specifically
targeting PacBio datasets, where divergence between the read
and genome is dominated by insertion and deletion errors
[14]. This tool has been benchmarked with both real and
synthetic datasets produced by the PacBioRS instrument and
results obtained show that it is possible to map SMS reads
with high accuracy and speed.

2.2. Tools Parallelisation andOptimisations. Alignment tools,
generally, exploit parallelism viamultithreading. As an exam-
ple, Bowtie, both versions Bowtie1 and Bowtie2, imple-
ments multithreading with Posix Threads. The BWA aligner
is implemented in two different versions: multithreads by
exploiting a pool of Posix Threads in BWA and by using
MPI (message passing interface) to exploit both shared
memory and distributed clusters (pBWA [15]). PosixThreads
is also exploited by the BLASR aligner for multithreading.
SHRiMP and SHRiMP2 are parallel alignment tools, available
also in a distributed version [16], implemented upon the
MapReduce programming model [17]. Alignment tools that
exploit GPUs were also presented. An example is SOAP3
[18], the GPU-based version of SOAP2. SOAP3 is at least
7.5 to 20 times faster than BWA and Bowtie, respectively. In
addition, BarraCUDA [19] andCUSHAW[20] are short reads
alignment tools that exploit GPUs.

2.3. Datasets. There exist several technologies for DNA
sequencing, which produce reads of different lengths. At
today, the most popular sequencing platforms for long read
generation are the Roche 454 or Ion Torrent PGM platforms,
whereas for short read generation are the Illumina and
Applied Biosystems platforms. Novel sequencing platforms,
such as SMRT (Single Molecule Real Time sequencing)
PacBio RS family [21] by Pacific Biosciences, generate reads
with a mean length of 8.500 bases and longest reads exceed-
ing 30Kbp. From metagenomic studies to genome-based
personalised patients care, longer reads are mandatory to
solve structural complexities in nucleotide sequences that
are analysed in heterogeneous assays including de novo
genome assembly [22], haplotype phasing [23], transcriptome
analysis [24], and structural and copy number analysis [25].
In [26], a review of alignment algorithms, by introducing
their practical applications on different types of experimental
data, is proposed. Authors state that short-read alignment is
no longer a bottleneck and consider future development of
alignment algorithmswith respect to emerging long sequence
reads. In fact, the new trend in sequencing technologies is to
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generate datasetswith longer sequenceswith respect to Roche
454 GS FLX Titanium and Ion Torrent PGM, which generate
readswith length up to 1000 bp by the former andup to 200 by
the latter. PacBio is the new sequencing technology produc-
ing reads which length can reach 35Kbp, having an error rate
around 15% that is uniformwithin sequences. In [27], authors
developed a simulation and evaluation suite, SEAL, which
simulates NGS runs for different configurations of various
factors, including sequencing error, indels, and coverage.
They propose also criteria to compare the performance of
alignment tools and evaluated Bowtie, BWA, mr- and mrs-
FAST, Novoalign, SHRiMP, and SOAPv2, considering accu-
racy and runtime. An evaluation of alignment algorithms for
RNA-Seq is proposed in [28], where they evaluated 14 widely
used alignment programs with respect to three different
algorithmic classes: hashing of the reference transcriptome,
hashing of reads, and compressed FM-index.They focused on
precision, recall, and performance for different read lengths
and on numbers of mismatches and indels within a read.
These studies evidenced how each algorithm is characterized
by peculiar overall performances and tolerance to errors in
the sequences. This latter parameter became important as
length of analysed reads increased. In fact, in [29], authors
show an algorithm and associated software tool, PBJelly, a
pipeline for gap filling and genome improvement that aligns
long sequence reads to draft assembles in order to close
or improve captured gaps. Results provide a 24% mapped
coverage of PacBio long reads and a 99% of addressed gaps,
with the closure of the 69% and the 12% improvement of all
gaps in genomic data from Drosophila pseudoobscura..

3. Materials and Methods

3.1. High-Level Parallel Programming Models: The FastFlow
Framework. Multicore platforms are de-facto small-scale on-
chip parallel computer.The only way to increase performance
on a multicore is by exploiting thread-level parallelism.
Parallel programs are inherently more difficult to write than
sequential ones, because concurrency introduces several new
problems that programmers should take into account care-
fully. Developers are then facing the challenge of achieving a
trade-off between high-end performance and time to solution
in developing applications on multicore platforms in which
the number of cores per CPU is increasing.

Parallel software engineering addressed this challenge
via high-level sequential language extensions, parallel coding
patterns, and algorithmic skeletons aimed at simplifying the
porting of sequential codes to parallel architecture while
guaranteeing the efficient exploitation of concurrency [30,
31].

Parallel design patterns have been recognised to have the
potential to induce a radical change in the parallel program-
ming scenario, such that new parallel programwill be capable
of exploiting the high parallelism provided by hardware
vendors [32]. Parallel design patterns make programmer
tasks simpler and the whole application development process
more efficient. They provide tested and efficient parallelism
exploitation patterns as compositional building blocks, with-
out the need of implementing, tuning, and maintaining ad
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Figure 1: FastFlow Layered Design.

hoc solutions. A higher level of abstraction, with respect
to more traditional HPC approach, is thus offered to the
programmer.

In this respect, the FastFlowparallel programming frame-
work [3], offers an important methodological approach that
allows applications to be easily parallelized on a variety of
multi/many-core platforms. Also, thanks to its efficient lock-
free run-time support [33], applications developed on top of
FastFlow typically exhibit a good speedup with a minimal
tuning effort.

FastFlow is a parallel framework targeting shared mem-
ory multi/many-core and heterogeneous distributed systems.
It is implemented in C++ on top of the Posix Threads
(Pthreads) library and provides developers with a number
of efficient parallel patterns [3]. As shown in Figure 1, it
is designed as a stack of layers in order to abstract the
level of parallelism, starting from core level up to high-
level programming construct (such as map, reduce, stencil or
Divide & Conquer). The abstraction process has two main
goals: (1) to promote high-level, platform-independent par-
allel programming, and in particular skeletal programming
(i.e., pattern-based explicit parallel programming), and (2)
to promote efficient programming of applications for both
homogeneous and heterogeneous platforms and clusters of
them.

FastFlowhas been used to design a variety of parallel algo-
rithms, including Smith-Waterman [34], C4.5 data classifier
[35], and Gillespie simulators for systems biology [36].

3.2. The Paradigmatic Structure of Parallel Alignment Tools.
As discussed in related works (Section 2), a plethora of
sequence alignment tools is currently available. Some of them
target specific datasets (e.g., short reads, long reads, and high-
quality reads) or even specific sequencing technologies (e.g.,
BLASR for PacBio). Several of them are based on the well-
known Smith-Waterman algorithm, which is known to be
computationally expensive; thus,many of themhave already a
parallel implementation typically exploiting multithreading.
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In some cases, multithreading is coupled with SIMD paral-
lelism to make use of hardware accelerators, either processor
Streaming SIMD Extensions unit (SSE) or General-Purpose
Graphics Processing Units (GPGPUs). They are typically
employed in the mapping of a single read.

Thanks to specialisation, some of these tools might
provide the users with superior alignment quality and/or per-
formance. It is of particular interest to identify and engineer
the building blocks needed to develop a parallel alignment
tool that is at the same time efficient and portable. Ideally,
such building blocks can provide any forthcoming alignment
tool with absolute performance, performance portability, and
reduced development time.

Indeed, the parallelisation of sequence alignment prob-
lem exhibits a number of distinguished features.

(i) There exists one (or a set of, in the future,) reference
sequences (e.g., genome). The single sequence is
typically read-only data.

(ii) There exists a set of reads to be aligned against
the reference. It is also read-only data. The specific
attributes of the reads (e.g., length, quality) depend
on the dataset. They can anyway be independently
aligned against the reference(s).With the growing size
of the dataset, they are likely to be available as a stream
of data flowing from a permanent storage.

(iii) The assembly of results from independent alignment
frequently does not require a complex merging oper-
ation. In case a merging phase is required (e.g., to
provide a global filtering of the data), it is expected
to be an online process on the result stream flowing
to a permanent storage.

These features fit into the master-worker parallel
paradigm (i.e., a variant of the farm paradigm), or the more
general composition of pipeline and farm paradigms in
the case the process requires complex a merging operation
(e.g., ordered merging). As a matter of fact, all the most
popular parallel alignment tools, including Bowtie2, BWA,
and BLASR, implement a master-worker paradigm, where
each worker cycles over the following three steps:

(1) gets a sequence to align from the shared input file;
(2) aligns the read against the genome loaded into the

shared index file;
(3) populates shared data structures with results and

statistics.

During the first and last steps, shared data structures are
accessed in a read/write mode. These accesses are regulated
via mutual exclusion (either blocking lock or atomic-based
spin-lock, depending on the configuration). Furthermore,
during these steps, the memory space to accommodate reads
is dynamically allocated and deallocated, whichmight induce
further mutual exclusion operations within thememory allo-
cator. Each worker thread iteratively gets a single read from
the input dataset andmaps it onto the reference genome.This
behaviour, usually named on-demand scheduling, enforces
load balancing among worker threads.

Interestingly enough, all of them are developed with
extremely low-level programming tools, such as spin-lock
and atomic operations. They might provide the applications
with low-overhead synchronizations but certainlymake them
hardly portable across different platforms and operating
systems. Furthermore, such low level optimizations require
nontrivial debugging and a large performance-tuning effort.

As shown in the next section, the adoption of an engi-
neeredmaster-worker pattern simplifies the work, guarantees
the portability of the application, and provides the application
with good performance. This adoption has been applied to
two aligners, Bowtie2 and BWA-MEM. To definitely assert
that the proposed pattern is the best for every aligner, we
should test it on each tool. It is difficult because of their con-
stant increasing number, but we can say that, for its nature,
this pattern helps on simplifying both the parallelisation
process and further optimisations.

3.3. Case Studies

3.3.1. Bowtie. The Bowtie2 (a.k.a. Bowtie version 2) align-
ment tool can align reads of very different length. The
human genome loading requires a fairly limited amount of
memory (about 2.3 GB) and it makes the tool usable from
both workstations and laptops. The original source code of
Bowtie2 implements parallelism by using the Posix Threads
library according to a master-worker pattern.

Each worker iteratively cycles the three steps described in
Section 3.2.

In order to asses expressiveness and efficiency of the
pattern-based approach, Bowtie2 (version 2.0.6) has been
ported on top of the FastFlow library (Bowtie2-FF) [3, 37].
The porting basically consisted in substituting the low-level
task dispatching code with an instance of the farm pattern
(i.e., a C++ factory object), specialised in the variant master-
worker. Overall, this required to alter less than two dozens of
code lines out of about 40K code lines (excluding comments)
of the whole Bowtie2 source code.

The synchronisation schemas of both original Bowtie2
and Bowtie2-FF are shown in Figure 2. Observe that the two
applications are almost identical both in the orchestration of
parallel activities (i.e., master-worker paradigm) and in the
business code (i.e., C++/SSE workers code, input and output
code). Nevertheless, the usage of FastFlow master-worker
pattern has several advantages with respect to low-level code
as follows.

(i) Thread creation and synchronisation are trasparently
made available by the parallel pattern. This simplifies
the coding and enhance portability on different plat-
forms and threading libraries (e.g. Windows native
threads).

(ii) Pattern run-time behaviour can be configured
according to different scheduling policies (e.g., static,
on-demand, and affinity) without changing the code.

(iii) The lock-free run-time support minimises concur-
rency overhead due to coherency traffic, thus exhibit-
ing a superior speedup on fine-grain and irregular
workloads.
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Figure 2: Typical thread orchestration in parallel alignment tools. (a) Low-level design (e.g., Bowtie2, BWA); (b) pattern-based design with
FastFlow (e.g., Bowtie2-FF, BWA-FF).

Also, the FastFlow framework offers the opportunity to
easily couple thread pinning and memory affinity. As an
example, in the Bowtie2-FF implementation, each worker
private data structures have been allocated on the memory
node connected to the core that is executing the worker
pinned on it. This way it is possible to get the best memory
access latency; that is, each worker thread needs less time
to access to the memory and retrieve private data. In order
to improve access to the genome, it has been allocated with
an interleaved policy, that is, allocating memory pages into
all memory nodes on the system (Round-Robin scheduling
policy). This way it is possible to avoid memory hot spots
on the access to the genome (concurrently accessed by many
cores). To understand the gain breakdown of the different
techniques, in Section 5.1, three variants of Bowtie2-FF have
been tested:

(1) Bowtie2-FF (bt-FF): master-worker with workload
dynamically partitioned among workers;

(2) Bowtie2-FF with thread pinning (bt-FF (pin)):
master-worker with threads pinning on cores and
memory affinity for private data;

(3) Bowtie2-FF with thread pinning and genome inter-
leaving (bt-FF (pin + int)): master-worker with
threads pinning on cores, memory affinity for private
data, and interleaved allocation policy among mem-
ory nodes for shared data (genome).

For further implementation details, please refer to [37].
Bowtie2-FF has been developed as a porting version 2.0.6

on the FastFlow library. In February 2014, the version 2.2.1 of
Bowtie2 has been released. It has been improved in the index
querying efficiency using “population count” instructions
available since SSE4.2. In this set, the STTNI instructions
(String and Text New Instructions) have been added, which
contain several new operations for character searches and
comparison on two 16 bytes operands. The two versions do
not differ in the orchestration of threads.

3.3.2. Burrows-Wheeler Aligner (BWA). The BWA align-
ment suite includes three algorithms based on the suffix-
array based representation of data (Burrows-Wheeler): BWA-
backtrack, BWA-SW, and BWA-MEM [12, 38]. As previously
mentioned, the first algorithm is designed for relatively short
sequences (Illumina reads up to 100 bp), while the rest two
for longer sequences ranged from 70 bp to 10Kbp. Compared
with Bowtie, it needs a slightly larger memory footprint
(about 3.2 GB of memory [39]).

In all three variants, the BWA tool is designed according
to a master-worker paradigm as described in Section 3.2
and Figure 2(a). They differ for the business code used to
instantiate the workers threads.

As for Bowtie2, each worker of BWA iteratively cycles
the three steps described in Section 3.2. Differently from
Bowtie2, BWA prefetches all the reads from the storage
before scheduling them to workers. This makes it possible
to schedule them to workers with a single atomic increment
operation that points to the next task to be executed in the
array of tasks, which is also used to avoid mutual exclusion in
the output of results. A specialised work-stealing mechanism
is used for load-balancing.

Theoretically, the FastFlow master-worker implemen-
tation has still performance edge against the described
implementation since it also avoids all coherency traffic
due to atomic operation (thanks to the memory fence-
free/atomic-free design of FastFlow run-time). However, this
edge becomes evident only for very fine grain tasks (hundreds
of clock cycles), whereas typical task grain in BWA is orders
or magnitudes larger. Still, master-worker pattern simplifies
the design because it implements a transparent dynamic
load-balancing strategy and does not require any ad hoc
rebalancing strategy.

4. Dataset Analysis

In this section, datasets used to compare performances
between Bowtie2 and Bowtie2-FF are firstly present
(Section 4.1). Then, results about mapped and unmapped
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Table 1: Datasets.

Dataset Platform Read length (bp) Reads count
SRR534301 Illumina 101 108,749,331
SRR072996 Illumina 20 60,673,318
lane2 CTL qseq Illumina 36 53,673,423
SRR568427 Illumina 36 53,594,954
SRR502198 Illumina 36 25,675,656
SRR078586 Illumina 8–48 3,101,013
SRR003161 454 GS FLX 47–4,931 1,376,701
SRR341579 Illumina 202 6,143,624
SRR027963 Illumina 76 18,145,940
Human-Ref19-1 PacBio 35–35,488 25,249
Human-Ref19-2 PacBio 35–34,583 17,797
Drosophila M. PacBio 55–6,883 332,369

sequences of PacBio datasets by using Bowtie2, BWA,
BWA-MEM-FF, and BLASR are shown (Section 4.2).

4.1. Roche 454 and Illumina Datasets. Within this work, we
aligned datasets obtained with three different sequencing
technologies in order to show how they behave with various
lengths. More precisely, for our analysis on Bowtie2, we
selected 4 short reads (SRR027963, SRR078586, SRR502198,
and SRR341579) and 3 long reads experiments (SRR003161,
Human-Ref19-1, and Human-Ref19-2). The formers report
genomic sequences from CTCF ChIP-Seq experiments per-
formed on IMR90 cell line (SRR078586), Exome sequenc-
ing from phase 1 of 1000 Genomes Project (SRR502198),
and a dataset from Hi-C assay on K562 cells (SRR341579,
SRR027963). For long read datasets, we choose three
whole human genome sequencing, one from phase 2 of
1000 genome project (SRR003161). Table 1 summarises used
datasets with their characteristics and sequencing platform.

4.2. PacBio Human Datasets. We also selected a portion of
two PacBio Bioscience PacBio RS II technologies (Human-
Ref19-1, Human-Ref19-2). By comparing the length of
mapped and unmapped reads, we observed that Bowtie2 was
able to align reads longer than 10Kbp (max length 35Kbp).
Despite expectations, majority of shorter reads (less than
3Kbp) were not mapped by the algorithm (Figure 3). This
is probably caused by the unusual sequencing error related
to this technique, uniformly distributed along the reads
[40]. Alignment percentages of both datasets are reported in
Table 2. In these tables, we report the very low alignment rate
of Bowtie2, which is at most about 13%. We focused on these
subsets because of the low alignment rate on relatively short
sequences, as reported in Figure 3.

The same analysis was done on BLASR and BWA-MEM
alignment results. Figure 4 shows that boxplot for mapped
and unmapped reads for both human PacBio datasets BLASR
is the only one tool that is able to align the whole dataset.

We verified this observation also using BLASR and
BWA-MEM tools. All reads were aligned using the former
algorithm (data not shown), while BWA-MEM produced
similar results of Bowtie2 algorithm in terms of distribution

Table 2: Alignment percentages on Human-Ref19-1 and Human-
Ref19-2.

Subset Mapped Number of reads Mapped Number of reads
PacBio Human-Ref19-1 PacBio Human-Ref19-2

1 Kbp 8.10% 2098 10.76% 1747
2Kbp 8.20% 5231 11.68% 4788
3Kbp 9.57% 2697 12.07% 7093
5Kbp 9.58% 11755 13.38% 9931

Table 3: Alignment tools key.

Acronym Tool Version Variant Technology
bt-2.0.6 Bowtie2 2.0.6 original Pthreads
bt-2.2.1 Bowtie2 2.2.1 original Pthreads
bt-FF Bowtie2 2.2.1 porting FastFlow
BWA-MEM BWAMEM 0.7.9a original Pthreads
BWA-MEM-FF BWAMEM 0.7.9a porting FastFlow
BLASR BLASR 2.1 original Pthreads

of reads length (Figure 4). In fact, we observed again a
difference between mapped and unmapped reads with the
latter characterized by a significantly shorter length.

Error Correction. In [41], statistics about errors in PacBio
datasets are shown. It is reported that (i) the error rate that
comes from sequencing is typically around 15%; (ii) errors
are uniform within reads and not at the end (as seen with
other sequencing technologies); and (iii) errors depend on
insertions for the 11%, 4%ondeletions and 1%onmismatches.
Taking into account the possibility that results discussed
above could be caused by errors related to the PacBio
sequencing techniques, we tried to align a corrected dataset.
For this test, we used the Drosophila melanogaster corrected
dataset, generated by using the PacBio RS technology [42],
and consisting in 332,369 reads with a median length of
1,186 bp.

Notably, using Bowtie2, the fraction of aligned reads
increased to 84.3% but again, we observed a fraction of
unmapped reads whose length was significantly lower com-
pared to the former (unpaired 𝑡 test 𝑃 value < 2.2−16) (see
Figure 5). The alignment of the same dataset was repeated
with twowell-known long reads alignment tools: BWA-MEM
and BLASR. BLASR performed better on alignment rate
with the whole dataset successfully aligned while BWA-MEM
outperformed in processing time (sequential executions: 766
seconds for BWA-MEM, 7,668 seconds for bt-FF, 12,532 for
BLASR, and 13,845 for bt-2.2.1).

5. Performance Comparison and Analysis

In this section, the original multithreaded implementation
of Bowtie and BWA alignment tools are compared for
performance to their porting onto the FastFlow pattern-
based library on different datasets. A key of used tools with
their version is reported in Table 3.
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Figure 3: Length of mapped and unmapped reads for PacBio Human-Ref19-1 (a) and Human-Ref19-2 dataset (b) obtained with bt-FF. 𝑃
value from two-tailed unpaired t test is reported on top.
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Figure 4: Length of mapped and unmapped reads for PacBio Human-Ref19-1 (a) and Human-Ref19-2 dataset (b) obtained with BWA-MEM.
𝑃 value from two-tailed unpaired t-test is reported on top.

Tests were executed on an Intel workstation with 4 eight-
core E7-4820 Nehalem (64 HyperThreads) @2.0GHz with
18MB L3 cache and 64 GBytes of main memory with Linux
x86 64. Each processor uses HyperThreading with 2 contexts
per core. bt-2.2.1 was compiled with the sse flag set to 4.2,
while bt-2.0.6 and bt-FF have sse3 flag set. All were compiled
with the g++ 4.7.2 compiler.

5.1. Bowtie2 on Roche 454 and Illumina Datasets (Mixed Read
Length). As reported in Figure 6, bt-FF performs better than
the original version (bt-2.0.6) on datasets with short reads,
gaining up to 10 speedup points. In this case, the performance
gain is mostly due to particularly low synchronisation over-
head of the FastFlow run-time support, which is the main
speedup-impairing factor on fine grain tasks.
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Figure 5: Length of mapped and unmapped reads for PacBio
Drosophila melanogaster corrected dataset obtained by different
alignment tools.

Notice that the version with pinning and interleaving
performs better in the most cases. This latter version is used
for tests shown in the rest of the paper. Alignment tests with
Roche 454 real and synthetic datasets can be found in [43],
where Bowtie2 has been compared to other tools, reporting a
poor speedup as well (maximum speedup of 7). Besides this,
alignment algorithm is able to align very long reads, but its
performance significantly degrades on long reads (whereas it
is quite efficient on short reads).

As shown in Figures 7(a) and 7(b), bt-2.2.1 performs
better than bt-2.0.6 but not better than the bt-FF. Apparently,
the gain due to the SSE4.2 instructions in bt-2.1.1 (to perform
character searches and comparison on two 16 bytes operands)
on Nehalem platform does not compensate the limited
speedup. Paradoxically enough, thewider SSE4.2 instructions
induce even more pressure on memory subsystem, which is
the real bottleneck of Bowtie2.

5.2. PacBio Human Datasets. Performances of bt-2.2.1, bt-
2.0.6, and bt-FF have been also compared on two Human
uncorrected datasets, which exhibits long length reads.
Notice that the aim of the test is to assess the performance
gain due to the high-level programming approach, that is, to
compare bt-FF against bt-2.06 and bt-2.2.1, and not to assess
absolute performance of Bowtie2 on long reads.

Table 4 shows execution times of all three versions tested
on a small subset of 1000 reads of PacBio datasets, which
alignment rate is shown in Figure 3 (Human-Ref19-1 and
Human-Ref19-2). In this case, the performances of bt-2.0.6
and bt-FF are almost identical. On long reads, the mapping
of a single read by means of the Bowtie2 algorithm becomes
particularly expensive. In terms of concurrency, this turns
into coarse grain tasks dispatched to the workers and thus
into the reduction of speedup difference between bt-2.0.6 and

Table 4: Bt-2.2.1, Bt-2.0.6, and Bt-FF execution times on Human-
Ref19-1 and Human-Ref19-2.

Tool Best time Speedup Best time Speedup
PacBio Human-Ref19-1 PacBio Human-Ref19-2

bt-2.2.1 00:14:48 6.34 00:20:38 5.6
bt-2.0.6 00:02:20 16.30 00:03:15 15.61
bt-FF 00:02:20 16.30 00:03:13 15.77

bt-FF. It can be noticed that bt-2.2.1 is significantly slower
than bt-2.0.6 when executed on PacBio datasets.

5.3. PacBio Drosophila melanogaster Dataset. To exclude the
influence of sequencing errors content in sequences, we
compared the speedup achieved by different tools (Bowtie2,
BWA, and BLASR) on the PacBio Drosophila melanogaster
corrected dataset.

Figure 8 shows the maximum speedup reached by
Bowtie2 and BWA, in both the original version and the
FastFlow versions. In all tested cases, the FastFlow version
exhibits a better speedup with respect to the original, hand-
optimised code. For Bowtie2, the gain is particularly con-
sistent (2×), whereas BWA results only slightly improved.
The rationale of this difference is likely to be related on
the different memory behaviour of the two tools. Bowtie2 is
strongly memory bound and can greatly benefit from affinity
scheduling and shared data interleaving (enabling the usage
of the aggregated bandwidth of memory channels) offered
by FastFlow master-worker, whereas BWA exhibits a smaller
working set and thus better exploits memory cache hierarchy.

The BLASR version, for which a FastFlow version has
not been developed, is reported for the sake of completeness.
BLASR exhibits the very same parallel structure of other two
tools (see Section 3.2) and its porting to FastFlow is expected
to be neither problematic nor very informative. In terms of
absolute performances, the BWA tool on this dataset is order
of magnitudes faster than Bowtie2, which is not designed to
efficiently map long length reads.

In all cases, the efficiency of parallelisation hardly reaches
the 50% of efficiency, which cannot be considered to be fully
satisfactory. A full explanation for this result requires further
investigation; however, it is likely related to SIMD/SSE code
used for the single read mapping. SSE instruction typically
induce a strong pressure on memory subsystem due to wide
operands, thus saturating memory/shared-cache bandwidth
even using the half of the available cores. A partial evidence of
this effect can be found in Table 5: due to wide SSE4.2/STTNI
instructions, bt-2.2.1 exhibits a much lower IPC (instruction
per cycle) with respect to other versions of the tools coded
with SSE2.

5.4. Performance Analysis. Further information to explain
performance differences of the different versions of Bowtie2
can be extracted via perf, a performance analyser tool
in Linux. Table 5 reports the performance analysis on
Human-Ref19-1 dataset restricted to reads of length ranging
from 2Kbp to 3Kbp. Results are obtained by way of the
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Figure 6: Maximum speedup obtained by executing different implementations of Bowtie2 on short reads datasets (see Table 1). The speedup
is computed with respect to the bt-2.0.6 sequential execution.
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Figure 7: Speedup comparisons among bt-2.2.1 and bt-FF on mixed length datasets (see Table 1). The speedup is computed with respect to
the bt-2.2.1 sequential execution.

“perf stat –d” command. All the three versions of the tool
have been analysed, running with 32 threads. These ranges
are chosen on the basis of lower alignment rate reported on
Table 2.

Table 5 shows that the number of threads migration by
pinning worker threads in bt-FF version is strongly lower
than the other two versions. The main thread is not pinned
and then those migrations could be imputable to the main
thread.

5.5. Testing on an Alternative Platform. To assess results
across different platforms, the tools were tested also on a

different platform, an Intel Sandy Bridge with two 8-core
sockets (2 HyperThreads) @2.2GHz, 20MB L3 cache with
Linux x86 64 (only on a subdataset from Human-Ref19-1
from 1Kbp up to 5Kbp). As in the previous tests, bt-2.2.1
was compiled with the sse flag set to 4.2, while bt-2.0.6 and
bt-FF have the sse3 flag set. All were compiled with g++
4.4.7 compiler (4.7.2 for the NehalemWorkstation). Tests are
executed by running tools with at most 16 threads in order
to exploit only physical cores. These tests showed the same
behaviour among the three versions, with two noteworthy
differences: (1) all the Bowtie versions are significantly faster
on the Sandy Bridge platform on subdatasets 1 Kbp, 2 Kbp,
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Figure 8: Performance comparison among bt-2.2.1, bt-FF, BLASR,
BWA-MEM, and BWA-MEM-FF on Drosophila melanogaster cor-
rected dataset. Speedups are computedwith respect to the sequential
execution of each tool.

Table 5: Perf Stat analysis on Human-Ref19-1, 2-3 Kbp for different
implementations of Bowtie2.

Metric bt-2.2.1 bt-2.0.6 bt-FF
CPUs utilised 28.665 19.661 24.363
CPU-migrations 1,363 3,513 57
IPC 0.19 0.98 1.03
L1-dcache-misses 42.46% 32.91% 32.14%
(of all L1-dcache hits)
LLC-load-misses 80.87% 58.66% 67.91%
(of all LL-cache hits)
Execution time (s) 96.87 24.41 19.05

and 3Kbp; (2) this is not true on subdataset 5 Kbp, for which
the bt-2.2.1 version is also significantly slower with respect
to the other software versions. Both differences are rooted in
coupling of the software implementation choices with hard-
ware platforms and can be appreciated by comparing Figures
9 and 10, which show completion times on subdatasets in four
different ranges min—1Kbp, min—2Kbp, min—3Kbp, and
min—5Kbp, where min is the minimum read length in the
dataset. Being one subset of the next, respectively, they exhibit
a growing size.

In general, the Sandy Bridge platform is (slightly) highly
clocked andmore importantly exploits SSE/AVX instructions
whose length is twice the Nehalem’s SSE ones. However, the
quad-socket Nehalem platform exhibits an aggregate Level3
cache of 72MB (18MB x 4), whereas the Sandy Bridge
dual-socket is only 40MB (20MB x 2). For this, the 5 Kbp
experiment working set fits in the Nehalem cache and does
not fit in the Sandy Bridge cache. Being Bowtie, a strongly
memory-bound application, this impairs the performance
to such large degree that cannot be balanced by the faster
processors of the Sandy Bridge. In the same way, bt-2.2.1 is
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Figure 9: Execution time for each tool version (bt-2.2.1, bt-2.0.6,
and bt-FF) on tested PacBio human subdatasets on the Intel
Nehalem workstation.
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Figure 10: Execution time for each tool version (bt-2.2.1, bt-2.0.6,
and bt-FF) on tested PacBio sub-datasets on the Intel Sandy Bridge
workstation.

generally slower with respect to bt-2.0.6/bt-FF on the same
experiment because it requires a larger working set.

6. Conclusions

In this paper, we analysed the problem of sequence alignment
from parallel computing perspective; we reviewed the design
of three of the most popular alignment tools exhibiting par-
allel computing capabilities, among others, Bowtie2, BWA,
and BLASR. All these tools exploit a master-worker parallel
orchestration paradigm to process the set of reads in parallel.
Some of them also exploit SIMD parallelism to further
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accelerate the computation of a single task (i.e., a read)
using SSE instructions. Each of the analysed tools implements
its own version of the master-worker paradigm at a very
low-level of abstraction, specifically using blocking locks
of the Posix Threads library or processor-specific atomic
instructions.

We advocate high-level parallel programming as an
alternative design strategy for next generation alignment
tools. High-level parallel programming aims at reducing
development and performance tuning effort and enhances
code and performance portability across different platforms.
We demonstrated on two tools (Bowtie2 and BWA-MEM)
that the pattern-based design not only simplifies tool engi-
neering but also boosts the speedup of the application beyond
the hand-tuned low-level original code. As nowadays no
developer expects to get any performance advantage coding
an application in assembler, no developer should expect
to get more speedup by the low-level coding of a parallel
application.

We ported Bowtie2 and BWA on top of the pattern-
based FastFlow parallel programming framework for C++.
The porting required altering few lines of code (out of
several ten thousands) with an estimated programming
effort of few days. Also, the FastFlow-based version of the
tools resulted easier to tune for maximum performance. In
particular, scheduling policy, load-balancing strategies, and
memory affinity are extrafunctional features of the master-
worker FastFlow pattern. Leveraging on these features, it has
been possible to optimise tools parallel behaviour beyond
the hand-optimised code of their original versions. As an
example, in the case of Bowtie2, which is a memory bound
application; the key optimisation consists in improving local-
ity of the memory accesses and utilisation of shared memory
bandwidth. In terms of programming effort, this just consists
in configuring themaster-worker pattern to adopt amemory-
affine task scheduling.

High-level parallel programming is becoming the main-
stream approach for a growing class of applications. Even
though our results cannot be considered fully demonstrative
of the correctness and efficiency of the parallel pattern
applied, we can fairly state that the global structure of an
aligner, from the parallelisation viewpoint, can be always
mapped within a master-worker pattern with suggested
optimisations. We do believe this can be an enabling fea-
ture for future generation sequence alignment and analysis
approaches.
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The paper arguments are on enabling methodologies for the design of a fully parallel, online, interactive tool aiming to support
the bioinformatics scientists .In particular, the features of these methodologies, supported by the FastFlow parallel programming
framework, are shown on a simulation tool to perform themodeling, the tuning, and the sensitivity analysis of stochastic biological
models. A stochastic simulation needs thousands of independent simulation trajectories turning into big data that should be
analysed by statistic and datamining tools. In the considered approach the two stages are pipelined in such away that the simulation
stage streams out the partial results of all simulation trajectories to the analysis stage that immediately produces a partial result.
The simulation-analysis workflow is validated for performance and effectiveness of the online analysis in capturing biological
systems behavior on a multicore platform and representative proof-of-concept biological systems. The exploited methodologies
include pattern-based parallel programming and data streaming that provide key features to the software designers such as
performance portability and efficient in-memory (big) data management and movement. Two paradigmatic classes of biological
systems exhibiting multistable and oscillatory behavior are used as a testbed.

1. Introduction

This paper presents a critical rethinking of the parallelization
of biological computational tools in the light of multicore
platforms, which nowadays equip all scientific laboratories.

We will focus on the features that are required to derive
an efficient simulator of stochastic processes considering,
in particular, performance and easy engineering. This latter
aspect will be of crucial importance for next generation of
biological tools that will be largely designed by bioinformat-
ics scientists, who are likely to be more interested in the
accurate modeling of natural phenomena rather than on the
synchronisation protocols required to build efficient tools on
multicore platforms.

The stochastic simulation of biological systems is an
increasingly popular technique in bioinformatics as either an
alternative or a complementary tool to ordinary differential
equations (ODEs). This trend, starting from Gillespie’s sem-
inal work [1], has been supported by a growing number of
formalisms aiming to describe stochasticmodels of biological
systems [2–7].

The stochastic modeling approach is computation-
ally much more expensive than ODEs. Nevertheless, this
approach is quite attractive for its superior ability to describe
transient and multistable behaviors of biological systems.
In particular it allows studying rare or divergent behaviors,
spikes, and discriminate families of possible behaviors that
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are typically hidden in the averaged behavior described by
ODEs.

The high computational cost of stochastic simulation can
also be very annoying in the tuning of biochemical models in
which some quantitative parameters are unknown or scarcely
known and need a set of tests to be fixed.

This has led, in the last two decades, to a number
of attempts to accelerate them up using several kind of
techniques, such as approximate simulation algorithms and
parallel computing [8, 9]. In this work, this latter approach is
taken into account.

Since stochastic simulations rely onMonte Carlomethod,
many independent simulation instances should be computed
and analysed to achieve statistically meaningful results. The
computation of these independent instances has been tradi-
tionally exploited in an embarrassingly parallel fashion, exe-
cuting a partition of the instances on different machines.This
approach naturally couples with the distributed execution
of a batch of tasks that require large infrastructures (e.g.,
grids and clouds) and suffers from slow time-to-solution
as each experiment requires to enqueue the simulations in
shared environment, deploy initial data, simulate the model,
gather results from a distributed environment, postprocess
them (often sequentially), then eventually access results.This
process is typically repeated several times to fine tune the
initial conditions and simulation parameters.

This approach, when transferred on multicore platform,
which nowadays equips the large majority of computing
platforms, fails shortly to produce actual application speedup,
especially for I/O and memory-bound applications, since all
the cores usually share the same memory and I/O subsystem.
Indeed, the simulation of biological systems produces a large
amount of data, which can be regarded as streams of data
resulting from the on-going simulations. The management
of these streams is not trivial on multicore platforms, as
the memory bandwidth cannot usually sustain a continuous
flux of data coming from all the cores at the same time. A
related aspect concerns the filtering and the analysis of raw
results, which require the merging of data obtained from
different simulation instances, and possibly their statistical
description or mining, with data reduction techniques. Even
in a distributed computing environment this phase is often
demoted to a secondary aspect in the computation and
treated with offline postprocessing tools, frequently not even
disclosed in performance results.

This approach is no longer practical, especially on multi-
core platforms, because of a number of reasons:

(i) the ever-increasing size of produced data burdens on
the main weaknesses of multicore platforms, that is
memory bandwidth and core synchronisations;

(ii) the “sequentialisation” of simulation and analysis
phases slow down the design-to-result process, which
is particularly annoying during the tuning of the
biological model, especially in the cases where the
simulation outcome could show very soon an incor-
rect behavior;

(iii) the design of the simulator is often specifically opti-
mised for a specific parallel platform, eithermulticore
or distributed (or not optimised at all).

Since the frequency and size of data moved across sim-
ulation workflows strictly depend on the required accuracy,
the simulation and analysis of biological systems at high-
precision happen to be a serious issue on modern shared-
memory multicore platforms. Indeed it involves the merging
of results from different simulation instances and possibly
their statistical description or mining with data reduction
techniques.

The design of simulation-analysis workflow encompass-
ing a parallel simulator stage and a parallel data analysis
stage is presented along with its experimental validation.
The two stages are pipelined in such a way that, at each
observed simulation time 𝑡

𝑖

, the simulation stage stream out
the partial results of all simulation trajectories (aligned at
𝑡
𝑖

) to the analysis stage that immediately produces a partial
result. Analysis stage, which can be equipped with user-
defined statistic and mining operators, works on sliding data
window and does not require keeping inmemory the full data
set with both performance and response time benefits.

The advocated design methodology is validated on inter-
esting classes of biological problems, for which the classical
modelization via ODE is quite problematic, if not impossible,
while a stochastic model can be more proficuous. As we shall
see, despite the whole simulation-analysis being performed
on partial data, that is, on temporal sliding window of
simulation results, the dynamics of the system is effectively
approximated and can be shown to bioinformatics scientist
during a simulation.

The technical challenges for the parallelisation of simu-
lation and analysis stages and their pipelining are discussed
(among these, the exploitation of high-level pattern-based
parallel programming approaches to decrease design and
implementation time). Eventually the proposed approach can
be used as a fully reusable methodology that can be exploited
in the design or parallelisation of other tools for systems
biology.

The evaluation of the integrated approach will be focused
on the efficiency and speedup of the tool in executing the sim-
ulation and online analysis workflow onmulticore platforms.
In this respect, paradigmatic examples of two challenging
classes of biological systems, that is, bistable/multistable, and
oscillatory systems, are discussed. The key behavior of these
systems are represented by way of different classes of online
analysis tools introduced in the previous section, respectively,
statistical description, clustering, and frequency detection.

To perform these experiments, a simulator for the calcu-
lus of wrapped compartments (CWC), built with the above
technology, will be used as test-bed. CWC [10] is a recently
proposed formalism for the representation of biological
systems. CWC extends the known stochastic simulators by
adding a nested structure of labeled compartments delimited
by membranes. However, to better focus on the proposed
methodology and make the paper self-contained, we will
write all examples of the paper in the basic subset of CWC
in which biochemical reactions are denoted in a standard
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chemical notation. We only remark that a distinguished
feature of CWC, which will be used in this paper, is the
possibility of associating each reaction with an arbitrary rate
function depending on the overall content of the ambient
in which the reaction takes place. This allows to tailor the
reaction rates on the specific characteristics of the system,
as for instance when representing nonlinear reactions as
Michaelis-Menten kinetics.

2. Methods

The methods for the stochastic simulation of biological
systems, including Gillespie’s algorithm [1], are typically
based on theMonte Carlomethod. An individual simulation,
which tracks the state of the system at each time-step, is
called trajectory. Many thousands of independent trajectories
might be needed to get a representative picture of how the
system behaves on the whole. This behavior springs from the
collective analysis of trajectories, which is typically carried
out by way of statistical or data mining estimators.

Thanks to their independence, the different instances
needed to simulate a biological model that can be easily
computed in an embarrassingly parallel fashion. However, the
complete simulation workflow needed to derive simulation
result including additional phases, such as the dispatching
and scheduling of simulations, result gathering, trajectory
data assembling, and analysis phases, which exhibit data
dependencies (thus requires communications and/or syn-
chronisations). Often, to simplify the design of the simulation
tool, these phases are neither parallelized nor considered in
the performance evaluation. As a matter of a fact, a parallel
simulation is often considered an “embarrassingly parallel”
problem, whereas it is if data distribution, gathering, filtering,
and analysis are not considered as part of the whole simula-
tion workflow.These phases, often (questionably) considered
as preprocessing and postprocessing phases, may result to
be as expensive as the simulation itself. Moreover, the full
sequentialization of the phases inhibits the early detection of
badly tuned simulations and makes the model tuning spiral
annoyingly slow.

As an example, a simulation of theHIV diffusion problem
(computed using the StochKit toolkit for 4 years of simulation
time) may easily produce over 5GBytes of raw data per
instance [11]. As clear, the data size is 𝑛-folded when 𝑛

instances are considered. Eventually, this data should be
gathered and often reduced to a single trajectory via statistical
methods or analysed with data mining methods, that can
be much more time expensive to be figured out than bare
statistical estimators.

These potential performance flaws are further exacer-
bated inmulticore andmany-core platforms.These platforms
do not exhibit the same degree of replication of hardware
resources that can be found in distributed environments and
even independent processes actually compete for the same
hardware resources within the single platform, such as main
and secondarymemory, the performances of which represent
the real challenge of the forthcoming parallel programming
models (a.k.a. memory wall problem). While simulation is

substantially a CPU-bound problem on distributed platform,
it may become prevalently an I/O-bound problem on a
multicore platform due to the need to store and postprocess
many trajectories. The finer the observed simulation time-
step the strongest the computational problem is characterized
as I/O-bound.

To be effective, stochastic methods in systems biology
require many trajectories with a fine grain resolution in
order to make observable deviant trajectories, peaks, high
variance of results and multistable behaviors, which often
represent the real nature of the phenomena that is not well
captured by traditional approaches, such as ODEs. These
events are often not immediate to detect in the bulk of gross
simulation results. Several techniques for analyzing such data,
for example, principal components analysis, linear modeling,
and canonical correlation analysis have been proposed. It can
be imagined that next generation software tools for natural
sciences should be able to perform this kind of processing in
pipeline with the running data source, as a partially or totally
online process because:

(i) it will be needed to manage an ever-increasing
amount of experimental data, either coming from
measurement or simulation, and

(ii) it will substantially improve the overall experimental
workflow by providing the natural scientists with an
almost real-time feedback, enabling the early tuning
or sweeping of the experimental parameters and,thus,
scientific productivity.

The flexibility given by the possibility of running many
different analysis modules in parallel is of particular interest,
as in many biological case studies the searched pattern in
experimental results is unknown and might require to try
different kinds of analysis since modules can be swept in
parallel.

The parallel analysis of the system dynamics (e.g., along
time) is more challenging since online data processing
requires statistic and data mining operators to work on
streamed data and, in general, random access to data is guar-
anteed only within a limited window of the whole dataset,
while already accessed data can be only stored in synthesized
form. When data description techniques, requiring to access
the whole data set in random order, cannot be used, online
data description and mining requires novel algorithms. The
extensive study of these algorithms is an emerging topic in
data discovery community and is beyond the scope of this
work.

We advocate the parallelization of both simulations and
analysis by pipelining them in a two-stage workflow, where
both stages are also parallel. We also advocate the high-level
design of the whole workflow to enhance both productivity
and efficiency on different platforms (i.e., performance porta-
bility).

2.1. A Parallel Simulation-Analysis Workflow for CWC. The
intrinsic complexity in the parallelization of the single step
has traditionally led to the exploitation of parallelism in the
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Figure 1: CWC simulator with online parallel analysis: architecture.

computation of independent instances of the same simula-
tion, which should anyway be computed to achieve statistical
convergence of simulated trajectories (as in all Monte Carlo
methods). The problem is well understood; it has been
exploited in the last two decades inmany different flavors and
distributed computing environments, from clusters to grid to
clouds [8, 11–16]. Notwithstanding that the problem has been
often approached either neglecting to consider the cost of
analysis or assuming that output data has a negligible size; this
is not likely to happen in this and next generations biological
simulations.

The previous considerations have led to the design of a
simulation tool that includes both parallel simulation and
data analysis in a single workflow.These phases are pipelined
rather than sequential. To make it possible, it is needed that
all the logical phases of the process (i.e., data distribution,
parallel simulation result gathering, parallel trajectory data
assembling, and analysis) can be effectively pipelined. This
implies that all phases can effectively work on data streams.
Ideally, an efficient and portable implementation of the
simulation-analysis workflow should be able to represent
streams as first-class concept and provide the designers
with high-level programming constructs to manage them
efficiently (also in multicore platforms).

To date, application programming for bioinformatics
(and other sciences) has not embraced much more than low-
level communication and synchronization libraries. In the
hierarchy of abstractions, it is only slightly above toggling
absolute binary in the front panel of the machine. The
advent and the pervasiveness of multicore platforms are
pushing parallel programming outside its historical niche.
Next generation software should be designed not only to be
efficient on these platforms, but also to be developed and
tuned with high-productivity and reduced time-to-market.
This is particularly important when parallel computing serves
as a tool for other sciences since nonexpert designers should
be able to experiment different algorithmic solutions for both
simulations and data analysis.

Attempts to reduce the programming effort by raising
the level of abstraction through the provision of parallel
programming frameworks date back at least three decades
and have resulted in a number of significant contribu-
tions. Notable among these is the skeletal approach [17]

(a.k.a. pattern-based parallel programming), which appears
to become increasingly popular after being revamped by
several successful parallel programming frameworks [18–20].
Skeletons (a.k.a. patterns) capture common parallel program-
ming paradigms (e.g., Map, Reduce, MapReduce, Pipeline,
Farm, and Divide&Conquer) and make them available to the
programmer as high-level programming constructs equipped
with well-defined functional and extrafunctional semantics
[21]. Some of them are specifically designed tomanage stream
as first-class objects, such as pipeline, farm (a.k.a. master-
worker pattern), and loop patterns.

A particularly efficient implementation of the described
patterns is provided by the FastFlow parallel programming
framework [22]. FastFlow is a C++ open-source template
library aimed at simplifying the development of efficient
applications for multicore platforms. FastFlow eases the
development and guaranteed runtime efficiency by raising
the abstraction level of the design phase, thus providing
developers with a set of optimised parallel programming
patterns [22, 23]. Run-time efficiency is mainly achieved
by way of a lock-less implementation of patterns exhibiting
a speed edge against other popular parallel programming
frameworks (also see performance comparisons in [24]).
The FastFlow implementation of the pipeline, loop, and
farm patterns is exploited to design the CWC simulation
workflow. The effectiveness of the FastFlow framework in
high-frequency synchronizations (i.e., fine-grained tasks) at
a high-level of abstraction is the key features to devise
a portable and efficient implementation of the simulation
workflow, which is CWC simulator with online parallel
analysis: architecture, composed by a three-stage pipeline:
simulation, analysis, and display of results. The former two
stages are in turn pipelines of other stages, whereas the display
of results is realized by way of a graphical user interface
(GUI). The big picture of the simulation workflow is shown
in Figure 1. In the picture, all the grey boxes as well as all the
code needed for synchronization anddata streaming (double-
headed arrows) are automatically generated by the FastFlow
framework. The implementation of the whole software actu-
ally consists in declaring the structure of the workflow in
terms of FastFlow objects (i.e., farm and pipelines) and filling
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white boxes with sequential code. All data is passed by using
their references, in such a way that no data copies in memory
are needed.

2.1.1. The Simulation Pipeline. The simulation pipeline, as
shown in Figure 1, is composed by three main stages: (i)
generation of simulation tasks, (ii) farm of simulation engines,
and (iii) alignment of trajectories.

The input of the simulation pipeline (from the GUI or
a file) is the model to be simulated and the parameters of
the simulation. The output is a stream of simulation results,
each of them being an array holding a point for each of
the trajectories of all (independent) simulations aligned at a
given simulation time. Actually, each array represents a cut
at a given simulation time of the whole dataset of results.
This does not necessarily represent the current status (at a
given point in wall-clock time) of all running simulations.
By their very nature, stochastic processes exhibit an irregular
behavior in space and time, since different simulations may
cover the same simulation timespan followingmanydifferent,
randomly chosen, paths and number of iterations. Therefore,
parallelization tools should support the dynamic and active
balancing of workload across the involved cores. This mainly
motivates the structure of the simulation pipeline. The first
stage generates a number of independent simulation tasks,
each of them wrapped in a C++ object. These objects are
passed to the farm of simulation engines, which dispatch
them (on-demand) to a number of simulation engines (sim
eng). Each simulation engine brings forward a simulation
for a given simulation time (simulation quantum) then
reschedules back the simulation along the feedback channel.
Simulation results produced in this quantum are streamed
toward the next stage which sorts out all the received results
and aligns them according to simulation time. Once all
simulation tasks overcome a given simulation time, an array
of results is produced and streamed to the analysis pipeline.

In this process, the farm schedule prioritizes “slow”
simulation tasks, in such a way that the simulation tasks
proceed with simulation times the more aligned as possible.
This solves the load balancing problem by keeping all sim-
ulation engines always busy and reduces to the minimum
the transient storage of incomplete results, thus reducing the
shared memory traffic.

2.1.2. The Analysis Pipeline. By design, each snapshot at a
given simulation time of all simulation trajectories (i.e., an
array of simulation results) can be analyzed immediately
and independently (thus concurrently) on each other. For
example, the mean and variance (as well as other statistical
estimators) can be immediately computed and streamed out
to the display stage. More complex analyses, that is, the
ones aimed to understand system dynamics, have further
requirements. In the most general case, they require the
access to the whole dataset. Unfortunately this can be hardly
done with a fully online process. In many cases, however,
it is possible to derive reasonable approximations of these
analyses from a sliding window of the whole dataset (e.g.,
for trajectory clustering). For this, the stream incoming in

the analysis pipeline is passed through a stage that creates a
stream of (partially overlapping) sliding windows of trajec-
tories cuts. Each sliding window can be eventually processed
in parallel and therefore is dispatched to a farm of statistic
engines. Results are collected and reordered (i.e., gathered)
and streamed toward the user interface and the permanent
storage.

The analysis pipeline is provided with three families of
predefined estimators covering the most common instru-
ments of statistical analyses. Thanks to high-level modular
design of the simulation pipeline, it can be easily extended
with new filters. Current filters included in the system are as
follows.

(1) Mean, Standard Deviation, and Quantiles. These standard
statistical estimators are typically used to evaluate, both
qualitatively and quantitatively, the behavior of stable systems
and the reliability of the stochastic models used for their
simulation. Quantiles are also often useful to approximate
the distribution of simulation trajectories over time as it per-
forms a histogram which summarizes the involved quantities
without the effects of long-tailored asymmetric distribution
or outliers. In fact, in those cases, descriptive statistics could
not underline a central tendency.

(2) Trajectory Clustering. The clustering of trajectories helps
the analysis of biological systems exhibiting a multistable
behavior. Each cluster can automatically separate and dis-
tinguish different cases which can be eventually analyzed by
statistical estimators. Concentrations of elements, in a given
instant, from all simulations, are numerically filtered from
stochastic noise and the global trends are extrapolated from
clusters. In this work we employed two clustering techniques:
K-means [25] and quality threshold (QT) [26] clustering.
The clustering procedure collects the filtered data contained
into a sliding time window Δ

𝑊

centered in the current
data point 𝑥

𝑖

≡ 𝑓(𝑡
𝑖

) where 𝑡
𝑖

≡ 𝑡
0

+ 𝑖Δ
𝑆

(where Δ
𝑆

is a constant sampling time) for all simulation trajectories
and the extrapolated forecast point, 𝑥𝐸

𝑖

, referred to the local
trend, using the information of the Savitzky-Golay filter
[27], that is, a low-pass filter suitable for data smoothing.
The main idea underneath Savitzky-Golay filtering is to find
filter coefficients 𝑐

𝑛

that preserve higher moments, that is,
to approximate the underlying function within the moving
window not by a constant (whose estimate is the average)
but by a polynomial of higher order. This schema also allows
the computation of numerical derivatives considering the
coefficient of the derived polynomial.

(3) Peak/Frequency Detection. Many processes in living
organisms are oscillatory. For these kinds of systems the
analysis must be focused on the recurrence of phenomena,
for instance concentration spikes or peaks of biological
quantities, which also make it possible to determine the
frequency of occurrence of a given phenomenon. The peak
detection is basically performed by way of the analysis of
the local maximum in a continuous curve, which is in
turn detected through the analysis of the derivatives of the
curve estimated by the Savitzky-Golay filter. From the period
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Figure 2: Screenshots of the simulation tool interface.

between successive peaks, the frequency of the related event
is then inferred.

The usage examples of each family of filters will be
discussed in the “results” section.

2.1.3. The Graphical User Interface. The CWC simulation-
analysis pipeline is wrapped in a back-end tool that can be
steered either via a command line tool or via a graphical
user interface. This makes it possible to design the biological
model, to run simulations and analysis, and to view partial
results during the run. Also, the front-end makes it possible
to control the simulation workflow from a remote machine.
Two screenshots of the graphical front-end are reported in
Figure 2.

3. Experiments and Results

The evaluation of the integrated approach will be focused
on the efficiency and speedup of the tool in executing
the simulation and online analysis workflow on multicore
platforms. In this respect, paradigmatic examples of two
challenging classes of biological systems are discussed, that
is bistable/multistable, and oscillatory systems. The key
behavior of these systems is studied by way of the different
classes of online analysis tools introduced in the previous
section, in particular, statistical description, clustering, and
peak/frequency detection.

3.1. Expressivity and Effectiveness

3.1.1. Multistable Biological System (Schlögl Model). One of
the most studied examples of bistability is the Schlögl model
[28]. The simplicity of this network makes it an ideal
prototype to show the effectiveness of the online clustering
techniques on the filtered trajectories in the presence of
bimodality.The set of reaction rules modeling this system are

𝐴 𝐴
0.03

→ 𝐴 𝐴 𝐴 𝐴 𝐴 𝐴
0.0001

→ 𝐴 𝐴

𝐵
200

→ 𝐵 𝐴 𝐴
3.5

→ ∙,

(1)

where the rules are decoratedwith the kinetic constants of the
corresponding reactions and all reaction rates are evaluated
according to the mass action law.

The number of molecules of the species 𝐵 is kept constant
(buffered), while at equilibrium, the species 𝐴 displays a
noise-induced switching between the two stable steady states
(see Figure 3). This case is paradigmatic to show that simple
mean and standard deviation are not significant to summa-
rize the overall behavior and the mean is not representative
of any simulation trajectory.

Figure 3 shows the resulting clusters computed online
using K-means on the Schlögl model for species 𝐴 over 480

stochastic simulations starting with the term 𝐵 250 ∗ 𝐴. The
lines width of theK-means plot is proportional to each cluster
size.

3.1.2. Multistable System (Bacteriophage 𝜆 Life Cycle). One of
the best studied examples of multistability in genetic systems
is the bacteriophage 𝜆 life cycle [29]. This process involves
two different biological entities delimited by membranes, the
phage, and the bacterium. Lambda phage is a virus consisting
of a head, containing a double-stranded linear DNA and a
tail. The phage recognizes and binds to its host, Escherichia
Coli, causing the DNA in the head of the phage to be ejected
through the tail into the cytoplasm of the bacterial cell. After
this, it can enter into one of two alternative stages called
lysogeny and lysis. The lysogenic stage is a dormant stage
in which the phage DNA is inserted into the host DNA
and passively reproduces with the host. The only protein
expressed in this phase is the 𝜆 repressor 𝐶𝐼. When the
host becomes stressed, the phage is more likely to go into
lysis, in which case it reproduces more phages, kills the host,
and spreads to other bacteria. The decision between lysis
and lysogeny can be thought of as a switching mechanism.
A simplified model for the bacteriophage was proposed in
[30]. In their model, the gene cI expresses the 𝜆 repressor
(𝐶𝐼) which dimerises (𝐶𝐼2) and binds to DNA (𝐷) as a
transcription factor at either of the two binding sites. The
binding of the transcription factor to the site enhancing
the transcription of 𝐶𝐼 (positive feedback) is represented by
𝐷
+

𝐶𝐼2. The phagic DNA in state 𝐷
+

𝐶𝐼2 leads the lysogenic
stage. The binding of the transcription factor to the site
repressing the transcription of 𝐶𝐼 (negative feedback) is
denoted by 𝐷

−

𝐶𝐼2. The notation 𝐷
+

𝐶𝐼2𝐷
−

𝐶𝐼2 models the
phagic DNA when both sites are bound (𝐶𝐼2 can bind to the
repressing site also when another 𝐶𝐼2 dimer is bound to the
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Figure 3: Simulation results on the Schlögl model. The figures report the mean and standard deviation, two exemplificative raw simulation
trajectories, and the clustering results using K-means during the simulation runs (a) and at the end of the simulation runs (b).

promoting site, with a global repressing effect). The reaction
rules in this system are

𝐶𝐼 𝐶𝐼
0.05

→ 𝐶𝐼2 𝐶𝐼2
0.5

→ 𝐶𝐼 𝐶𝐼

𝐶𝐼2 𝐷
0.026

→ 𝐷
+

𝐶𝐼2 𝐷
+

𝐶𝐼2
0.026

→ 𝐶𝐼2 𝐷

𝐶𝐼2 𝐷
0.026

→ 𝐷
−

𝐶𝐼2 𝐷
−

𝐶𝐼2
0.026

→ 𝐶𝐼2 𝐷

𝐷
+

𝐶𝐼2 𝐶𝐼2
0.13

→ 𝐷
+

𝐶𝐼2𝐷
−

𝐶𝐼2

𝐷
+

𝐶𝐼2𝐷
−

𝐶𝐼2
0.13

→ 𝐷
+

𝐶𝐼2 𝐶𝐼2

𝐷
+

𝐶𝐼2 𝑃
40

→ 𝐷
+

𝐶𝐼2 𝑃 𝐶𝐼2 𝐶𝐼2 𝐶𝐼
0.0007

→ ∙,

(2)

where 𝑃 represents the RNA polymerase, assumed here to
be constant, and two proteins per mRNA transcript were
considered. In this model, the stochastic time trajectories of
𝐶𝐼 switch between two stable equilibria if the noise amplitude
is sufficient to drive the trajectories occasionally out of the
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Figure 4: Simulation results on the 𝜆-phagemodel. (a) Reports (approximatively) the 480 raw trajectories and (b) shows the online clustering
results using QT.

basin of attraction of one equilibrium into the basin of
attraction of the other equilibrium (see Figure 4(a)).

Figure 4(b) shows the resulting clusters (gray circles)
computed online using QT on the 𝜆-phage model for species
𝐶𝐼 over 1200 stochastic simulations starting with the term
10 ∗ 𝐶𝐼 𝐷 𝑃. Circles diameters are proportional to each
cluster size and arrows display the local trends of the clustered
trajectories.

K-means is suitable for stable switch systems where
the number of clusters and their tendencies are known in
advance, in the other cases QT, although more computation-
ally expensive, can build accurate partitions of trajectories
giving evidence of instabilities with a dynamic number of
clusters.

3.1.3. Oscillatory System (Circadian Oscillations of Neu-
rospora). We examine here the theoretical model for circa-
dian oscillations based on transcriptional regulation of the
frequency (frq) gene in the fungus Neurospora. The model
relies on the feedback exerted on the expression of the frq
gene by its protein product FRQ ⋅ FRQin represents the FRQ
protein inside the nucleus. In this model, sustained rhythmic
variations in protein andmRNA (𝑀) levels occur in the form
of limit cycle oscillations [31]. In describing this system we
exploit a feature of CWC which allows computing the rate
of some reaction with an ad hoc function used to represent
nonstandard kinetics. The reaction rules modeling this case
are

FRQin
𝑓FRQin(𝑡)
→ FRQin 𝑀

𝑀
0.5

→ 𝑀 FRQ

𝑀

𝑓𝑀

→ ∙ ⊤ : FRQ
𝑓𝑑

→ ∙

FRQ 0.5→ FRQin

FRQin
0.6

→ FRQ.

(3)

The model is based on the negative feedback exerted by
the protein FRQ on the transcription of the frq gene; the rate
of gene expression is enhanced by light. The model includes
gene transcription in the nucleus, accumulation of the cor-
responding mRNA in the cytosol with the associated protein
synthesis, protein transport into and out of the nucleus, and
regulation of gene expression by the nuclear form of the FRQ
protein. The function 𝑓FRQ(𝑡) = V

𝑠

(𝑡)(𝐾
𝑛

𝐼

/(#FRQ𝑛 + 𝐾
𝑛

𝐼

))

denotes the rate of frq transcription where #FRQ denotes the
number of FRQelements at themoment inwhich the reaction
takes place. The parameter V

𝑠

(𝑡) defined by:

V
𝑠

(𝑡)

= {
160 when 2𝑛𝑇 ≤ 𝑡 < (2𝑛 + 1) 𝑇

200 when (2𝑛 + 1) 𝑇 ≤ 𝑡 < (2𝑛 + 2) 𝑇
(𝑛 ≥ 0)

(4)

increases in light conditions of the current time of the
simulation, where 𝑇 represents the period of the dark-light
phases. The constant 𝐾

𝐼

is related to the threshold beyond
which nuclear FRQ represses frq transcription; the Hill
coefficient, 𝑛, characterizes the degree of cooperativity of the
repression process. In the functions, the name of an atom
indicates its multiplicity. The mRNA degradation is given
by the Michaelis rate function 𝑓

𝑀

= V
𝑚

(#𝑀/(𝐾
𝑀

+ #𝑀)).
The FRQ degradation is given by the Michaelis rate function
𝑓
𝑑

= V
𝑑

(#FRQ/(𝐾
𝑑

+ #FRQ)), where V
𝑑

is the maximum rate
of FRQ degradation and theMichaelis constant related to this
process is 𝐾

𝑑

.
As in [31] wemodeled the oscillations under two different

conditions: (i) constant dark conditionand (ii) alternate light
and dark phases. Following [31], the values of the parameters
are set as V

𝑚

= 50.5, V
𝑑

= 140, 𝑘
𝑠

= 0.5, 𝑘
1

= 0.5, 𝑘
2

= 0.6,
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Figure 5: Simulation results of the cytosolic FRQ protein of the Neurosporamodel.

𝐾
𝑚

= 50,𝐾
𝐼

= 100,𝐾
𝑑

= 13, and 𝑛 = 4. Concentrations have
been made discrete by scaling 1 nM to 100 atomic elements.
In the constant dark condition, parameter V

𝑠

is equal to
160, in the alternate condition, V

𝑠

is equal to 160 during the
dark phase and to 200 during the light phase. Figure 5(a)
shows an extract of a single stochastic simulation of the
circadian oscillations in the dark/light alternate condition,
plotting the number of FRQ proteins within the nucleus, the
total number of FRQ proteins in the cell and the number of
mRNA molecules leading the synthesis of FRQ. Figure 5(b)
shows the outcome of the peak detection tool which is able
to summarize the frequency of the peak events over time.
The plot results after capturing the peaks in the curve of the
cytosolic mRNA for the FRQ protein synthesis. Measuring
the distance between two consecutive peaks, we compute the
period of each oscillation and then plot the moving average,
over 5000 simulations, of the local periods. In the constant
dark condition, the circadian period is close to 21 and a half
hours, but increases, producing damping oscillations with a
period of approximately 24 hours, in the dark/light alternate
condition.

3.2. Performances. All reported experiments were run on
an Intel workstation equipped with 4 eight-core E7-4820
Nehalem (32 cores, 64 contexts) @2.0GHz with 18MB L3
cache and 64GBytes of main memory with Linux x86 64.

The analysis pipeline is configured with 3 statistic engines
executingmean, standard deviation, quantiles,K-means, QT,
and frequency detection filters. For each experiment the total
number of FastFlow nodes, that is, the boxes depicted with
solid lines in Figure 1, is

# (sim eng) + # (stat eng) + # (other nodes)

+ # (FastFlow support nodes) = # (sim eng) + 3 + 3 + 4,

(5)

where other nodes are “generation if simulation tasks,” “align-
ment of trajectories,” and “generation if sliding windows of
trajectories” nodes, whereas FastFlow support nodes are the
two couples of dispatch-gather nodes in Figure 1. Each node
in the FastFlow run-time support is implemented by a POSIX
(portable operating system interface for uniX) thread using a
nonblocking execution model.

As we shall see, the number of statistical engines has
been chosen according to a simple but effective performance
model, which is made possible by the high-level approach of
the design. According to the samemodel, themost interesting
sensitivity analysis under performance viewpoint concerns
the number of simulation engines.

As a case study, we consider the simulation workflow for
the transcriptional regulation of the Neurospora.

Figure 6 shows the speedup obtained for the whole
workflow on varying the number of concurrent simulation
engines, where the simulation points (or samples) per trajec-
tory is set to be 10

4 and 10
6 simulation points.

The speedup on the total execution time achieved in
the former case (Figure 6(a)) scales ideally with respect to
the number of simulation engines, whereas a performance
penalty is paid in the latter case (Figure 6(b)) for the highest
degree of parallelism and number of produced trajectories.

The very same speedup behaviour is achieved for other
test cases and it is worth a detailed discussion. For each
performance experiment all the runs are executed by fixing
random seeds. Thus, given a set of simulation parameters,
it can be verified that each stochastic simulation of a single
trajectory requires exactly the same number of iterations and
the simulated time progress identically across random walks
irrespectively of the number of simulation/statistic engines
and observed simulation points, which can be considered
a (synchronized) sampling at fixed simulation times of
trajectories. These observations imply the following.
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Figure 6: Speedup of the workflow of the Neurospora model on the Intel platform against number of simulation engines with 3 statistical
engines, for different number of trajectories, each of them counting 104 points (a) and 105 points (b).

(i) The parallelism strategy does not break determinism
and reproducibility of results (correctness).

(ii) As reflected in the speedup results, the design of the
simulator ensures effective load balancing and low
synchronization overheads.

(iii) The efficiency of parallel executions depends on the
order of magnitude of the observed simulation points
and by the number of produced trajectories.

This latter point specifically exploits the working hypoth-
esis: stochastic methods are particularly informative when
used to simulate the model at high resolution, that is, high
number of samples and trajectories. In this case, the main
bottleneck of the simulation software is data movement and
management since the computation/data-movement ratio
may easily reach the limits of modern multicore platforms.

In multicore platforms, “observing” the phenomena is
a key issue in the simulation-analysis workflow as the fre-
quency of observation determines both the quality of results
and, inversely, the overall speedup. As shown in Figure 6 and
Table 1, the proposed design and implementation effectively
cope with this trade-off and succeed to exploit high rates
of data movement. Thanks to merging many independent
trajectories happening in the simulation pipeline, the output
size, and, thus, the required disk throughput is greatly
reduced (unless the storage of raw simulation results, happen-
ing among the two pipelines, is requested by the user).

The proposed simulation architecture is not only fast but
also highly predictable in term of performance. This latter
aspect is mainly due to the high-level structured design [32].
The whole workflow is a pipeline of two pipelines (i.e., a
pipeline), whose performance can be modeled by means of
the service time (𝑇𝑠) of each stage 𝑆

𝑖

. In particular

𝑇𝑠 (pipeline (𝑆
1

, . . . 𝑆
𝑘

)) = max {𝑇𝑠 (𝑆
1

) , . . . 𝑇𝑠 (𝑆
𝑘

)} , (6)

Table 1: Performance on 1200 simulation instances of the Neu-
rospora model (Intel 32 core platform).

Single trajectory information Overall data
(20 sim eng, 3 stat eng)

Number of
samples Interarrival time Throughput Output size

10
4 25.86 𝜇s 2.70MB/s 82.40MB

10
5 2.78 𝜇s 28.59MB/s 823.98MB

10
6 232.68 ns 303.86MB/s 8.24GB

where 𝑇𝑠(𝑆
𝑖

) models the average interdeparture time of
stream items of the stage 𝑖 of the pipeline, which actually
matches the average computation time of 𝑆

𝑖

to produce one
stream item. In turn, some of the stages are farm, which
exploit 𝑛 independent replicas of a (sequential or parallel)
worker, for example simulation and static engines. Its service
time can be modeled as

𝑇𝑠 (farm (𝑊, 𝑛)) =
𝑇𝑠 (𝑊)

𝑛
. (7)

Given the service time of each sequential stage, for
example, measured in the sequential code, these equations
can be also used to tune the optimal number of workers 𝑛

for any new simulation problem and to understand its upper
bound in term of speedup. As an example, in the Neurospora
with 10

5 samples test case the sequential code exhibits the
following timing per trajectory: 𝑇𝑠(generation)∼0, 𝑇𝑠(sim
eng) = 5.3 s,𝑇𝑠(alignment) = 0.11 s,𝑇𝑠(windows generation) =
0.02 s, and𝑇𝑠(stat eng) = 0.33 s, with a total execution time for
each trajectory of ∼5.8 s (∼120 minutes for 1200 trajectories).
Among those, sim eng and stat eng are used within a farm,
thus their service time can be reduced by increasing the
number of workers. Therefore, the maximum performance
and efficiency of the whole workflow are reached when the
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two farms are tuned to match the service time of the slowest
sequential stage, that is, the alignment stage 0.11 s. For this,
the farm in the simulation pipeline should be configuredwith
𝑛 = 5.3/0.11 ≈ 48 workers, whereas the farm in the analysis
pipeline with 𝑛 = 0.33/0.11 = 3workers.The overall speedup
upper bound can be obtained using the total execution
time and the slowest stage service time, that is, maximum
speedup achievable for this test case is ≈5.8/0.11 = 53, which
includes the contributes from both pipeline and farm. The
analysis, despite being approximated since it does not include
synchronization overheads and memory bandwidth limits,
is adherent of results depicted in the left plot of Figure 6.
The speedup linearly grows with the number of simulation
engines in the 𝑛 = [1 ⋅ ⋅ ⋅ 32] range.The primary reasons of the
slight performance drop in the right end of the plots is due to
the fact that more virtual cores (i.e., hyperthread contexts)
than physical core are used and the increased memory
traffic for high numbers of trajectories. Furthermore, the
performance analysis highlights that the bottleneck of the
architecture for high throughput problems, which is in the
alignment of trajectory stage. Its parallelization, which can
be addressed by pipelining simulation engines and a partial
alignment stage within the farm, is among future works.

However, this simple reasoning does not apply when a
big number of trajectories are modeled. In fact, in such cases,
the main architecture bottleneck when using a high number
of simulation engines is the memory bandwidth limit of the
underlying platform. Such effect can be seen in the right plot
of Figure 6 for the case of 1200 trajectories.

4. Discussion and Related Works

In the field of biological modeling, tools such as SPiM [33,
34] and Dizzy [35] have been used to capture first order
approximations to system dynamics using a combination of
stochastic simulation and differential equation approxima-
tion. SPiM has long been the standard tool for simulating
stochastic 𝜋 calculus models.

Bio-PEPA [36] is a timed process algebra designed for
the description of biological phenomena and their analysis
through quantitative methods such as stochastic simulation
and probabilistic model-checking. Two software tools are
available for modeling with Bio-PEPA: the Bio-PEPA Work-
bench and the Bio-PEPA Eclipse Plugin [37].

The parallelization of stochastic simulators has been
extensively studied in the last two decades. Many of these
efforts focus on distributed architectures. Our work differs
from these efforts in three aspects (see discussion below):
(1) it addresses multicore-specific parallelization issues; (2)
it advocates a general parallelization schema rather than
a specific simulator, and (3) it addresses the online data
analysis, thus it is designed to manage large streams of data.
To the best of our knowledge, many related works cover some
of these aspects, but few of them address all three aspects.

The Swarm algorithm [38], which is well suited for
biochemical pathway optimisation, has been used in a dis-
tributed environment. An example is Grid Cellware [39], a
grid-based modeling and simulation tool for the analysis of

biological pathways that offers an integrated environment for
severalmathematical representations ranging from stochastic
to deterministic algorithms.

DiVinE is a general distributed verification environment
meant to support the development of distributed enumerative
model checking algorithms including probabilistic analysis
features used for biological systems analysis [40].

StochKit [41] is a C++ stochastic simulation framework.
Among othermethods, it implements the Gillespie algorithm
and in its second version it targets multicore platforms, it is
therefore similar to our work. It does not implement online
trajectory reduction that is performed in a postprocessing
phase. A first form of online reduction of simulation trajec-
tories has been experimented within StochKit-FF [11], which
is an extension of StochKit using the FastFlow runtime.

In [14] a parallel computing platform has been employed
to simulate a large biochemical network in hundreds different
cellular volumes using Gillespie stochastic simulation algo-
rithm on multiple processors. Parallel computing techniques
made it possible to run massive simulations in reasonable
computational times. However, the analysis of the simulation
results to characterize the intrinsic noise of the network
has been done as a postprocessing step. We believe our
parallelization framework could further improve those kinds
of analyses.

Hy3S software package [13] that includes hybrid stochas-
tic simulation algorithms and SRSim [42] that performs rule-
based spatial modeling are both embarrassingly parallelized
by way of the MPI (message passing interface) library. In
this case, high latencies and communication connection
problems of the computing clusters could decrease the speed
efficiency.

An efficient parallelization of Gillespie’s SSA on GPGPU
has been presented by Li and Petzold [43], where paral-
lelization is obtained by distributing the computation of
each trajectory to a distinct unit. Online data analysis has
not been addressed; segmentation of threads and online
alignment of outputs seem difficult to achieve owing to
the sharing restrictions imposed by GPGPU. StochSimGPU
[44] exploits GPGPU for parallel stochastic simulations of
biological systems. The tool allows computing averages and
histograms of the molecular populations across the sampled
realizations on the GPGPU.The tool leverages on a GPGPU-
accelerated version of the MATLAB framewosrk that can
be hardly compared in flexibility and performance with
a C++ implementation. A GPGPU implementation of the
CWC simulator is actually under development. In particular,
GPGPU exploitation appears to be particularly suitable for
the analysis of spatial models (see [45–48]).

A schematic comparison of the main features of the
biological simulation tools cited above is reported in Table 2.

This paper does not provide computational comparisons
with other systems. Actually, a comparative analysis of the
performance of the presented framework with respect to
other simulators would not be particularly informative for
the following reasons: (1) the computational cost of the
simulations presented in this paper is mainly dependent
on the parameters of the output sampling (time needed
to write on disk); (2) the performance of our system is
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Table 2: Biological simulation tools comparison.

Tool Calculus Simulation schema Parallelism Data analysis
SCWC CWC Gillespie FastFlow Online statistics
SPiM 𝜋-calculus Gillespie None None
Dizzy Reaction model Gillespie, Gibson-Bruck, Tau-Leap, ODE None None
BioPEPA Process algebra ODE, Gillespie None None
Cellware Reaction model Gillespie, Gibson-Bruck, ODE None None
DiVinE Model checker ODE MPI None
StochKit Reaction model Gillespie, Tau-leaping MPI Postprocessing
StochKit2 Reaction model Gillespie, Tau-leaping Multithread Postprocessing
StochKit-FF Reaction model Gillespie, Tau-leaping FastFlow Online statistics
Hy3S Reaction model Gibson-Bruck, Hybrid MPI Postprocessing
Li and Petzold’s Reaction model Gillespie GPGPU None
StochSimGPU Reaction model Gillespie, Gibson-Bruck, Li GPGPU Postprocessing

partially affected by the computational cost of the run time
statistics, which the other simulators do not provide (this
accounts, e.g., of about 6% of the total simulation cost in the
Neurospora example with 10

5 samples); (3) CWC, presented
in this paper in a simplified form for the sake of readability
uses a pattern matching algorithm in a compartmentalised
setting (this makes it more expressive but computationally
more expensive when compared with stochastic simulators
implementing the Gillespie’s algorithm in a flat scenario); and
(4) another feature of CWC is the use of complex functions
for computing the rate of reactions. So, for example, the
model for the analysis of circadian oscillations of Neurospora
cannot be directly simulated by Gillespie’s algorithm.

5. Conclusions

In this paper we focused on a methodology to accelerate the
simulation of stochastic models and analysis of simulation
results on multicore platforms. We advocate a fully parallel
simulation-analysis workflow as way to accelerate the sim-
ulation of stochastic model, to improve the likely to detect
unknown system behaviors and to shorten the model tuning
process thus improving tool usability.

We applied our methodology on a simulator for the
calculus of wrapped compartments (CWC), a formal frame-
work for modeling biological systems and their stochastic
behavior. Even if we focused here on the integration of
the simulation/analysis phases we demonstrate its efficiency
and effectiveness by modeling three simple but paradigmatic
examples of biological systems which are representative of
different system dynamics, that is, multistable and oscillatory.
All considered cases are representative of the kind of behav-
iors for which stochastic simulations have an expressivity
edge onto classic ODEs. The ability of detecting interesting
but unknown system behaviors is enhanced by the possibility
of plugging in the workflow a set of user-defined statistic and
mining tools that can be executed in parallel and while model
simulation is still ongoing. In this respect our approach is, as
far as we know, completely new.

Concerning the parallelization problem, we propose a
fully parallel simulation-analysis tool that copes with several

challenging problems, inter alia: close to ideal speedup and
efficiency coupled with low code development effort; capa-
bility to manage high data throughput thus enhancing the
precision of simulated models; and interactivity and reduced
data size produced with respect to classic simulation-analysis
sequential execution.

Many of these results are achieved by means of the Fast-
Flow programming framework that provides a high-level of
abstraction parallel programming methodology that exempt
the programmer fromdirectmanagement of synchronization
and orchestration of concurrent activities. FastFlow provides
low synchronization overhead and performance predictabil-
ity, which makes it possible to design and tune a complex
autobalancing, fully online simulation-analysis workflow that
can produce data at a very high frequency and filter them
in memory before being stored out-of-core avoiding the disk
bottleneck.

The FastFlow framework and the CWC simulation-
analysis workflow are open source software under LGPL
license [23, 49].
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“StochKit-FF: efficient systems biology on multicore architec-
tures,” in Euro-Par 2010 Parallel ProcessingWorkshops, vol. 6586
of Lecture Notes in Computer Science, pp. 167–175, Springer,
Ischia, Italy, 2011.

[12] M. Aldinucci, M. Coppo, F. Damiani, M. Drocco, M. Torquati,
and A. Troina, “On designing multicore-aware simulators for
biological systems,” in Proceedings of the 19th International
Euromicro Conference on Parallel, Distributed, and Network-
Based Processing (PDP ’11), pp. 318–325, Ayia Napa, Cyprus,
February 2011.

[13] H. Salis, V. Sotiropoulos, and Y. N. Kaznessis, “Multiscale
Hy3S: Hybrid stochastic simulation for supercomputers,” BMC
Bioinformatics, vol. 7, article 93, 2006.

[14] J. Intosalmi, T. Manninen, K. Ruohonen, and M.-L. Linne,
“Computational study of noise in a large signal transduction
network,” BMC Bioinformatics, vol. 12, article 252, 2011.
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We describe a new signature definition and analysis method to be used as biomarker for early cancer detection. Our new approach
is based on the construction of a reference map of transcriptional signatures of both healthy and cancer affected individuals
using circulating miRNA from a large number of subjects. Once such a map is available, the diagnosis for a new patient can be
performed by observing the relative position on the map of his/her transcriptional signature. To demonstrate its efficacy for this
specific application we report the results of the application of our method to published datasets of circulating miRNA, and we
quantify its performance compared to current state-of-the-art methods. A number of additional features make this method an
ideal candidate for large-scale use, for example, as a mass screening tool for early cancer detection or for at-home diagnostics.
Specifically, our method is minimally invasive (because it works well with circulating miRNA), it is robust with respect to lab-to-
lab protocol variability and batch effects (it requires that only the relative ranking of expression value of miRNA in a profile be
accurate not their absolute values), and it is scalable to a large number of subjects. Finally we discuss the need for HPC capability
in a widespread application of our or similar methods.

1. Introduction

A growing body of evidence is pointing to the potential role
of microRNA (miRNA) profiles as biomarkers for the early
detection, classification, and/or prognosis of a growing list of
cancer types (for reviews of the field, see, for example, [1–3]).
The miRNA profiles, obtained either from cancerous tissue
or from plasma, are typically analysed for the occurrence of
a signature consisting of a small set of miRNA species and
having a statistically significant discriminating power. While
early results are quite compelling, significant challenges
remain: miRNA signatures depend greatly on the size and
origin of the sample as well as on the analytical platform and
protocols employed, and as a consequence the results have
been found not to be always consistent.

Our signature generation and analysis method is part of
a class of algorithms based on the ranking of the expression
values obtained for each sample [4] and on the use of
enrichment scores [5] to define a distance metric between
the rank-based signatures. The combination of rank-based
signatures and distance metric is used to quantify similarity
between different biological states as defined by their gene

expression profiles. As an example, the method described
in Iorio et al. [6], MANTRA [7], was originally developed
to identify and classify the pathways targeted by a chemical
compound and its mode of action (MoA). According to
thismethod, a “consensus” synthetic transcriptional response
is computed for each compound summarizing the tran-
scriptional effect of the drug across multiple treatments on
different cell lines and/or at different dosages. A “drug map”
is then constructed in which two drugs are connected to
each other if their consensus responses are similar according
to a similarity measure. The drug map is finally divided
into interconnected modules using another algorithm. By
analyzing these modules, the authors were able to capture
similarities and differences in pharmacological effects and
MoAs.

The rank-based signaturemethod is quite general and can
be applied to any phenomenon that produces a differential
transcriptional signature of detectable magnitude. In a previ-
ous work we have detailed the advantages of this approach
when applied to the definition and analysis of diagnostic
signatures [8]. Specifically, the new method is completely
agnostic about the details of the mechanisms producing
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the observed transcriptional response. Being rank-based and
therefore insensitive in calibration errors, our method is
robust to batch effects and differences in lab protocols. More
importantly, it does not require a preliminary selection of a
subset of genes composing the signature, a problem affecting
other gene signature methods.

These benefits are particularly valuable in the analysis
of circulating miRNA as biomarkers for cancer, given that
the role and degree of involvement of most miRNA’s in
pathogenesis is still unclear and that the search for accurate
biomarkers is still open for many types of pathologies. The
robustness to differences in lab protocols and batch effects
makes it particularly suitable for a clinical use in which such
sources of confounding signals are often unavoidable.

In this paper we present a new application of our method
and make a case for its suitability for large-scale use, for
example, as a mass screening tool for early cancer detection
or for at-home diagnostics. The novelties with respect to
previous works are in (i) the application of themethod (large-
scale use), (ii) the type of diagnosis to be performed (early
detection of cancer), and (iii) the type of data used as input
(circulating miRNA). These aspects are all connected. For
example, in the case ofmass screenings for the early detection
of cancer, the tool needs to be minimally invasive (hence the
use of circulating miRNA), must have demonstrated efficacy
for this specific application (we show the results achievable
on a real dataset), and must be scalable to a large number
of subjects (we discuss the scalability of the analysis of the
diagnostic maps produced by the method).

2. Description of the Rank-Based Signature

The conceptual novelty that we introduce is a notion of
sample-specific signature, coupled with a metric to quantify
the degree of similarity between any two such signatures.
Contrary to current practices, instead of evaluating expres-
sion profiles by means of a common yardstick (a single list of
highly discriminating RNA species), our method first seeks
to summarize the characteristics of each sample employing a
specific signature, and then it performs a systematic, all-to-all
signature comparison. The expected result is the emergence
of a partitioning of the set of samples in separate groups on
the basis of signature similarity. The classification problem is
then reduced to the simpler task of identifying the phenotype
associated with each of the resulting groups, in what we call
the labeling step. In order to facilitate the partitioning step,
a similarity map of the samples is constructed in the form
of an undirected graph, in which samples are represented as
nodes and sample-to-sample edges are drawn with a length
inversely proportional to the degree of mutual similarity.
After applying our method to a large number of expression
profile sets, we have indeed observed a marked tendency of
nodes to spontaneously cluster into clearly visible groups.
The relatively simple final labeling step can be carried out
using one of many possible empirical methods, for example,
by noting the membership of a few additional samples whose
classification is known a priori.

The base of our method is the definition of signature
associated with each expression profile, where by profile we
refer to the set of miRNA concentration values produced by
a miRNA microarray or by a RT-PCR quantification assay.
As a first step, we rank the values of the selected genes from
the highest to the lowest. The signature is represented by the
set of first 𝑛1 and the last 𝑛2 miRNA species IDs (or probe
IDs) in the ranking; in other words, our composite signature
is composed by the identity of the 𝑛1 most expressed and
𝑛2 least expressed genes. The values of 𝑛1 and 𝑛2 are two
input parameters of our method (see variables 𝑛1 and 𝑛2 in
the pseudocode of Figure 1(b)) and are currently selected by
hand. For a detailed discussion on themeaning and role of the
algorithm parameters, the reader is referred to our previous
work [8]; in the same work we show that the value of these
parameters is not critical; that is, the procedure is robust with
respect to the choice of parameter values.

In all the experiments described in this paper we perform
two preprocessing steps on the data. The first is the com-
putation of the transformation of each input profile into a
differential one with respect to a virtual control profile, and
the second is a selection of miRNA species to be considered
for the signature definition. The virtual control profile is
computed as the average of all the input profiles. By dividing
each input profile by the virtual control, we transform it
into a differential profile (not shown in Figure 1), in order
to increase the sensitivity of our method to deviations of
expression values from the norm.

As a second step, we perform what is called a feature
selection operation on the list of miRNA species, using
a relatively low threshold (i.e., resulting in a rather loose
selection). In other words, we apply our method not to all
the probes in the array, but only to the subset of those
showing statistically significant differences between control
and affected groups, as determined by a Mann-Whitney
𝑈 test with a nonstringent significance level (𝑃 value = 0.1).
Interestingly, this preselection step was not required with
early generation miRNA microarrays containing 400–700
probes but has become a necessity with current generation
arrays having typically in excess of ∼1000 probes. Since our
method has been shown to work well with the 20K+ probes
of typical DNA microarrays without any preselection, we
attribute the need for this extra step to the diluting effect
of the large percentage of control probes added in latest
generation miRNA microarrays.

The pseudocode, reported in Figure 1(b), succinctly
describes the essential steps of the algorithm for defining
the signatures and computing the matrix of their reciprocal
distances, starting from a set of array data in the form of
a matrix (one probe per row, one array per column). The
output of the code is a distance matrix in the form of an edge
list, which includes all the distances below a user-selected
threshold value.

The distance between each pair of samples is computed by
(i) finding the enrichment score (ES) [5] of the signature of
one sample against the whole list of sorted expression values
of the other sample (i.e., ES of sample A signature against list
of values of B), then (ii) finding the ES obtained by inverting
the role of the two samples (i.e., ES of sample B signature
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Feature selection

Sorting of
gene expression values

Extraction of subject-
specific signature

Signature-to-signature
distance computation

Construction of map
of subjects

Core procedure

Do groups
emerge in map?

Yes

No

Perform diagnosis based
on group membership

Try a different
signature length

(a)

%%%%%%%%%%%% 
%   Core procedure  %
%%%%%%%%%%%%

end

end

buildGraph(subjectIDs, distances, threshold)

matrix = readData(dataFile);

for k = 1: num genes

matrix = matrix(keepers,:)

for k = 1: num subjects

n1 = 50

n2 = 50

signatures TOP(k) = indexes(1 : n1)

N = 0.20

threshold = quantile(distances, N)

[values, indexes] = sort(matrix(:, k), “descend”)

distances = computeDistances(signatures top, signatures bottom, matrix)

%% data format is one miRNA species per row, one subject per column

%% feature selection: select species to keep using Mann-Whitney

%% signature length is not critical, currently is selected by trial and error
%% for best separation of groups in final map

%% extraction of subject-specific signatures

%% sort values in each column, from largest to smallest

%% compute matrix of distances

%% distances as edges

%% build a signature of size n1 + n2 for subject k
% top n1 species
% last n2 species

%% create a graph with subjects as nodes, using only top N = 20% of

%% U test between control and affected subjects

P value (k) = U-test(controlSubjects (k), affectedSubjects(k))

signatures BOTTOM(k) = indexes ((end-n2 − 1): end)

keepers = find(P value < 0.1)

(b)

Figure 1: Wiring diagram of our overall diagnostic signature method (a) and pseudocode of the core procedure (b).

against list of values of A), and finally (iii) averaging the two
scores. Since a signature is composed of two parts, top and
bottom, the ES of a signature is the average of the ES of its
two parts computed separately against the other sample (i.e.,
(EStop + ESbottom)/2).

In the map construction step, the resulting distances are
employed to draw a map of the testing set samples with the
help of a tool such as Cytoscape [9].Themap is in the form of
a graph, with each node representing a sample and edges of
proportional length representing distances. Only the smallest
𝑁% of distances are selected and thus represented as edges
of corresponding length in the map; typically, the 𝑁 = 10%
shortest distances are sufficient to produce a clear map.

The analysis of the resulting map represents the last
and crucial step of the method. Most of the time this map
can be easily partitioned in clusters or modules (group of
nodes with a higher percentage of connections to internal
nodes than to external ones, also referred to as communities)
by hand; if however the clusters are not easily delineated,
the partitioning can be performed with the help of one of
the many unsupervised community identification algorithms
described in the literature (i.e., GLay method in the clus-
terMaker plugin of Cytoscape [10]). Additionally, the core
steps leading to the map production (signature extraction,

distance measurement, and map drawing) can be repeated
using different values of the input parameters 𝑛1, 𝑛2, 𝑁, in
order to increase the cluster separation in the resulting map.
Once a satisfactory partitioning is achieved, the relatively
simple step of assigning a control/affected phenotype label
to each cluster can be performed according to a number
of empirical methods, for example, by adding a few labeled
samples from the training dataset or inspecting the sign of
the expression change of disease genes, that is, genes known
from the literature to be associated with the condition under
study. The overall procedure is illustrated by the diagram in
Figure 1(a).

3. Rank-Based Signatures as Early Breast
Cancer Biomarkers

Anecessary condition for the use of any transcriptional signa-
ture as biomarker for cancer is that the healthy versus cancer
miRNA transcriptional profiles are sufficiently divergent to
produce a map of practically relevant discriminatory value.
A number of recent results have examined the validity of
this hypothesis for a number of cancer types. The work by
Zhao et al. [11] provides some strong evidence in the case of
early stage breast cancer. Using microarray-based expression
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profiling followed by real-time quantitative polymerase chain
reaction (RT-qPCR) validation, the authors compared the
levels of circulating miRNAs in plasma samples from 20
women with early stage breast cancer (10 Caucasian Amer-
ican (CA) and 10 African American (AA)) and 20 matched
healthy controls (10 CAs and 10 AAs). Using the significance
level of 𝑃 < 0.05 constrained by at least twofold expression
change as selection criteria, they found that 31 miRNAs were
differentially expressed in CA study subjects (17 up and
14 down) and 18 miRNAs were differentially expressed in
AA study subjects (9 up and 9 down). Interestingly, only 2
differentially expressedmiRNAs overlapped between CA and
AA study subjects.

While the work by Zhao et al. is a genome-wide study,
it focuses on identifying single miRNAs as biomarkers. Our
work instead is based on a complex signature as a biomarker
and, in this respect, is closer to the work by Boeri et al.
[12] on circulating miRNAs as biomarker for lung cancer.
The differences with respect to Boeri et al. approach are the
following: (i) our signature is derived from the profile of all
miRNAs present in a chosen platform (miRNA microarray),
(ii) we use a robust rank based definition of signature, and (iii)
we introduce an intuitive notion of distance between signa-
tures to draw a map of the samples and graphically represent
their degree of similarity in terms of spatial closeness.

We analysed the expression data described in the Zhao
et al. paper (GEO accession GSE22981); as done in the Zhao
paper, we analysed the AA and the CA group separately.
The profiles in the dataset were obtained with the Illumina
Human v2 MicroRNA Expression BeadChips platform, were
used as downloaded from the GEO repository, and included
1134 miRNA species after removing those with missing
values. Of these, the feature selection step (𝑃 value = 0.1)
selected 184 species for the AA group and 316 species for the
CA group. Using our method, we measured the reciprocal
distances between the twenty samples in each group and
then we drew a map based on such distances. The values
of the signature size that gave the best results in terms of
separation of the two groups in the final graph were 𝑛1 =
𝑛2 = 25 for AA and 𝑛1 = 𝑛2 = 50 for CA. For the
sake of clarity we only represented distances falling below
a suitably chosen threshold (𝑁 = 20%, meaning we used
the smallest 20% distances), as large distances are obviously
less interesting. The map is in the form of undirected graph
and was drawn using Cytoscape; the layout is the one
produced byCytoscapewith the force-directedmethod (force
is interpreted as 1-distance).

It can be seen from Figure 2 that the signatures end
up in easily identifiable control/disease clusters; only two
samples in the CA patient group end up in the wrong
group resulting in a wrong diagnosis. Therefore, based on
this limited sample we conclude that our diagnostic tool
has 100% specificity and 90% average sensitivity (80% to
100% depending on the cohort. Comparison with the Zhao
results is not straightforward: while they achieve at best 70%
sensitivity at the 100% specificity level using microarray data,
their best result is 90%/100% sensitivity/specificity but only
for one patient group (AA) and using RT-PCR data.

4. Rank-Based Signatures as Early Lung
Cancer Biomarkers

In order to quantify the predictive power of our method as
biomarker of early cancer we tested it on the dataset from the
paper of Bianchi et al. [13]. In such paper the authors describe
a state-of-the-art diagnostic test to identify asymptomatic
high-risk individuals with early stage lung cancer based on
serum circulating miRNA.The dataset is composed of serum
miRNA profiles of 124 patients of which 70 were healthy
and 54 were asymptomatic patients diagnosed with early
stage lung cancer using low dose spiral computed tomog-
raphy (LD-CT). The biomarker identified by the authors
consists of a collection of 34 miRNA species selected for
their discriminating power; for our method, we selected a
signature length of 25+25 (i.e., 25most expressed and 25 least
expressed species) and a 𝑁 = 10% threshold for distances
(i.e., only top 10% is used to draw the map). The profiles
included 141 miRNA species, of which 51 were selected in
the feature selection step. In the Bianchi et al. paper the
dataset was divided in two subsets, used for training and
testing, respectively; we treated the profiles as a single set.The
resulting map is shown in Figure 3, where the red and green
nodes represent at-risk and healthy patients, respectively.

As described before, the diagnosis for a new subject can
be obtained by adding his/her profile to the input dataset
and noticing in which group the new node is going to fall.
The one shown in Figure 3 is an example of a map in which
the control/affected groups, while still clearly visible, are not
as neatly separated as the one in the previous study (see
Figure 2), and therefore reaching a diagnosis for a new subject
might be not such an obvious task. In such a case a diagnosis
can still be performed by selecting an algorithmic rule on
how to make a healthy/affected call for each node/patient.
A simple and intuitive rule is to look at the label of the
immediate neighbor nodes and perform a majority count;
a more sophisticated version of the rule would weigh the
votes according to the inverse of the neighbor distances. By
using the unweighted count (in which a tie is counted as
an erroneous diagnosis), we obtain 84% accuracy, compared
with the 78% and 80% accuracy on the training and testing
sets, respectively, reported by Bianchi et al. This level of
performance might be improved with further tuning of the
algorithm; we are also working on a version that automati-
cally selects the length of the signature, which should increase
the ease of use of the algorithm and its sensitivity.

5. Diagnostic Signatures in the Context
of a Mass Screening Programme and
Implications for HPC

Our new approach to biomarker definition has been recently
validated in an open international competition, the SBV
IMPROVER Diagnostic Biomarker Challenge, organized by
IBM Research and Philip Morris International to evaluate
and compare state-of-the-art approaches to the identification
of diagnostic biomarkers based on gene expression profiles
[14]. In the course of the challenge our novel biomarker
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Figure 2: Maps for the two groups of subjects: (a) Caucasian subjects and (b) African American subjects. Each node in the graph represents a
subject, whose transcriptional signature was derived from a profile of circulatingmiRNA.The length of an edge is approximately proportional
to the inverse of the distance between two signatures as computed by the algorithm.Thenodes spontaneously cluster inwell-defined and easily
identifiable control/disease groups, with only twomisclassifications in the Caucasian subjects case. Node label legend: red = early breast cancer
subject; green = control subject.

demonstrated its validity and generality by producing top
scoring diagnostic signatures for a set of diseases as diverse
as lung cancer, multiples sclerosis, psoriasis, and chronic
obstructive pulmonary disease; our team ranked 2nd overall
and 1st in theMS subchallenge out of 52 participants. Overall,
the single most important lesson from the competition was
that it is possible to reliably predict phenotype from genomics
data. This is an important contribution given that recently
the use of gene expression data for phenotype classification
has been questioned [15] or has been discredited due to poor
practices [16].

One major advantage of diagnostic signatures based on
expression profiles with respect to existing practices is that
a test based on circulating miRNA biomarkers is inherently
much less invasive than a mammography or a colonoscopy.
Furthermore the method described here for blood miRNA
is also being tested on urine and saliva miRNA, making
it not only even less invasive, but also potentially suitable
for self-administration once a suitable simplified quantifica-
tion/profiling technology has been developed. The twist is
that the result of a test, in the form of a miRNA profile for

a certain individual, needs to be interpreted by comparing it
with a number of other (known) profiles in order to produce
a diagnosis. Therefore, it is easy to envision a scenario
in which dedicated on-line repositories maintain both the
clinical and the transcriptomic data ofmillions of individuals.
Such repository would provide the real-time interpretation of
newly produced miRNA profiles as a service, while ensuring
compliance with the current privacy regulations on the han-
dling of sensitive data. The necessity of an HPC capability to
provide such service is compound by the fact that expression
profiles might be compared to several reference datasets (i.e.,
collections of profiles of subjects with certified diagnosis),
each relative to a type of cancer or of other disease, and that
such datasets will be dynamically updated based on advances
of our understanding of subtypes of cancer, their treatment,
histological classification, and so forth.

The signature definition and analysis algorithm presented
here is not particularly computationally intensive as long as
the analysis is restricted to a modest number of samples (i.e.,
up to a few hundreds profiles). The execution times for the
datasets described in the previous sections (∼40 profiles of



6 BioMed Research International

T-XT07

T-03

T-XT10

N-XN09

T-VT05

N08

T-S10

T-17

T-01

N-NA0A4

T-05

T-XT02

T27

T-06

T-WA03

T-S09T-S04

T-S03

T-S05

T-S02

T-WA06

T-XT08

N-05

N-VN09

T-VT03

N-VN12

T-XT09

T-WA02

T-08

T-10

T-VT17-S

T-18

T-00-B

T-S07
T-S08

T-16

T-VT13

N19

T-19

N-VN21

T-09

T-00-A

T-07

T-11

N-07

T-XT05 T-13

N-VN06
T-00-E

N14

N-VN11

N-VN05

N-VN10

N-20

N-06

N17

T-WA07

T-WA04

N-NA0A3

N-00-D

T-XT01

N-NA0A5 T-14

N-NA0A2

N-VN04

T-WA01

T-15

T-04

T-XT06

T-20

T-WA05

T-02

N11

N-03

N32

N-VN08

N22
T-XT03

N-VN02

T-VT15
N-VN03

N-15

N20N23

N-NA0A1

N-XN05

N-VN13

N-04

N-NA0A6

N-XN06

N15

N-VN17

ND31

N-00-A

N-VN19

N34

N18

N-VN20

N-VN01

N-02

N01

N36
N-XN01

N-08

N10

N-17

N-VN15
N30 N-13

N29

N-16

N-01

N-VN07

N-XN02

N-XN08

T-00-D

T-12

N-VN14

N-11N-18
N-10

N-VN18

T-VT04

N21

Figure 3: Map of patients based on their serum miRNA profiles included in the Bianchi et al. dataset [13]. We applied our method using a
signature length of 25 + 25 and the top 10% quantile as threshold for distances (𝑁 = 10%). Using a neighbor majority rule, the accuracy of
the classification is 84%. Node color legend: green = healthy subjects; red = early stage subjects.

∼1 K miRNA species) are on the order of 10 seconds, using
GNUOctave 3.6.4 [17] on aWindows 7 laptop with a 1.3 GHz
SU4100CPUand 8GBofRAM, and goup to about 15minutes
for a dataset of ∼100 mRNA profiles obtained with gene
expressionmicroarrays (∼20K probes), such as the ones used
in the SBV IMPROVER Diagnostic Biomarker Challenge
[18].

However, the possibility of using the algorithm as a part
of a mass screening program for the early detection of cancer
would require scaling up its execution capability by several
orders of magnitude. Such scaling up would be needed to
accommodate (i) the potential number of subjects tested (103
to 106), times (ii) the collection of certified profiles used
for the reference map (102 to 103), times (iii) the types of
cancers to be tested for (100 to 102), times (iv) the number
of times an individual will be tested in his/her lifetime (101
to 102). The HPC platform selected for the task would have
to meet not only the computational requirements but also
the storage requirements needed for holding and making

available online the large body of reference datasets plus the
individualmedical data. Such levels of hardware performance
are comparable to those currently achieved by large search
engines like Google and therefore might adopt the same
large-scale server farm architecture [19].

An important observation regarding the genetic versus
genomic view of personalizedmedicine is that any expression
profile-based biomarker essentially produces a diagnosis by
taking a good look at a snapshot of the transcriptome of
an individual taken at a certain point in his/her life. This is
different than taking a look at the genome of an individual,
as gene expression is comparatively much more dynamic
compared to the genome. During a life of an individual
cells accumulate genomic changes as a consequence of the
various kinds of stress they are subject to; however, not
all of them have phenotypic consequences. Environmental
influences and lifestyle changes also bring modifications to
gene expression and add to the complexity of the picture.
The analysis of the transcriptome at different time points in
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life provides a “downstream” view of all these influences and
can reveal which pathologies are actually developing at those
instants. Given the highly dynamic nature of most types of
cancers and their dependence on the complex interplay of a
wide range of causes (genetic, environmental, and lifestyle),
it would be advisable to periodically perform a diagnostic
test like the one described here, generalizing the preventive
approach already being implemented in current screening
campaigns for the early detection of breast and colon cancers.
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Copyright © 2014 Jens Krüger et al. This is an open access article distributed under the Creative Commons Attribution License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is properly cited.

Virtual high-throughput screening (vHTS) is an invaluable method in modern drug discovery. It permits screening large datasets
or databases of chemical structures for those structures binding possibly to a drug target. Virtual screening is typically performed
by docking code, which often runs sequentially. Processing of huge vHTS datasets can be parallelized by chunking the data because
individual docking runs are independent of each other.The goal of this work is to find an optimal splitting maximizing the speedup
while considering overhead and available cores on Distributed Computing Infrastructures (DCIs). We have conducted thorough
performance studies accounting not only for the runtime of the docking itself, but also for structure preparation. Performance
studies were conducted via the workflow-enabled science gateway MoSGrid (Molecular Simulation Grid). As input we used
benchmark datasets for protein kinases. Our performance studies show that docking workflows can bemade to scale almost linearly
up to 500 concurrent processes distributed even over large DCIs, thus accelerating vHTS campaigns significantly.

1. Introduction

Drug discovery is a time-consuming, risky, and expensive
process. In general, it takes about 14 years until a new drug
reaches the market [1]. To shorten the research cycle and
to lower the failure rate, Computer-Aided Drug Design is
applied in the early drug discovery phases. Virtual high-
throughput screening (vHTS) is a method in Computer-
Aided Drug Design that searches libraries of chemical com-
pounds to identify active compounds. Ideally, the search
and analysis are performed efficiently and result in a set
of potential ligands for further experimental validation.
Nowadays, an enormous number of chemical compounds
are available in various databases to aid drug discovery
via virtual screening such as ZINC [2]. Virtual screening
supports parallelization among compounds by splitting data
into distinct screening jobs. For optimal performance on
DCIs, several aspects have to be considered. These can be
divided into general applicable aspects and aspects dependent

on the virtual screening method. The general ones reflect the
users’ environment for virtual screening and include the time
for splitting the datasets, the actual transfer of the chunks
of data to a computing node, and the overhead to manage
parallel jobs. The runtime of the virtual screening method
depends on the simulation method used on the assigned
computing node. Thus, aspects like multicore support and
the complexity of the implemented algorithm determine the
performance.

Docking tools belong to the category of structure-based
virtual screeningmethods and our approach uses the docking
application IMGDock, a tool of the software framework
CADDSuite (Computer-Aided Drug Design) [3]. IMGDock
is a sequential tool, which evaluates ligand-receptor interac-
tions. In this study we consider not only the docking itself,
but also the whole workflow required for a vHTS campaign,
which includes the preparation of receptors and ligands for
the docking process (i.e., defining a binding pocket) and the
parallelization of docking simulations. Docking aims at the
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correct placement of a ligand into the binding pocket of
a receptor. The binding energy of the resulting complex is
then estimated, considering the interactions between ligand
and binding site. Over the past decades, several docking
applications have been released and published. They can be
categorized by their placement algorithm and their scoring
functions. AutoDock [4], for example, relies on precomputed
interaction grids and a genetic algorithm [4, 5]. In contrast
FlexX first decomposes the ligand, then places the major
fragment on interaction points inside the binding pocket,
and finally uses a multigreedy heuristic to reconstruct the
ligand [6]. The docking application IMGDock also relies
on precalculated interaction grids and uses a multigreedy
approach for ligand placement [3]. Scoring functions can
generally be divided into three classes, although there is
no strict separation and hybrid functions exist. Examples
for a force field-based scoring would be AutoDock and
CADDSuite. FlexX uses an empirical function, while, for
example, DSX uses a knowledge-based approach [7].

The performance studies have been conducted via the
workflow-enabled science gateway MoSGrid (Molecular
Simulation Grid) [8–10]. It offers intuitive user interfaces
for docking tools amongst other applications for molecular
simulations.The science gateway supports users in managing
the whole process of docking while hiding the complex
underlying DCI from the user. It not only addresses usability
aspects but also increases the complexity of the infrastructure
to be considered in the performance studies. MoSGrid
currently offers access to AutoDock Vina [4], FlexX, and
CADDSuite.

Science gateways are widely used in the life sciences
and chemistry community. A similar approach to MoSGrid
is followed by the AutoDock portal [11], which supports
docking workflows with AutoDock, whereas MoSGrid as
aforementioned allows for the use of AutoDock, FlexX,
and CADDSuite. Both solutions were developed on top
of WS-PGRADE [11], a workflow-enabled science gateway
designed for the flexible support of diverse applications
and DCIs. The generic-purpose science gateway frameworks
EnginFrame [12] and OGCE [13] follow a similar approach
like WS-PGRADE. EnginFrame offers docking workflows
via the GENIUS portal [12]. A drawback for consortiums
with academic and industrial partners is its underlying
business model. The docking portal BioDrugScreen [14] is
developed on top of OGCE and is less flexible in its workflow
support compared to the MoSGrid science gateway. Galaxy
[15] is a further mature workflow-enabled science gateway
but supports fewer DCIs than WS-PGRADE. Furthermore,
libraries or APIs, for example, the Vine Toolkit [16] and
HubZero [17], allow an easy development of DCI-enabled
science gateways including custom user interfaces, but data
and workflow management is often not supported. The
WeNMRportal [18] can be used formolecular simulations for
NMR-based structure elucidation. It provides preconfigured
workflows, interfaces, and applications to handle these use
cases but is not as flexible as the MoSGrid portal for
creating workflows. Besides the aforementioned web-based
solutions, workbenches like Taverna [19] and the Unicore
Rich Client [20] are mature solutions for docking workflows.

However, workbenches require installation of software on the
users’ computers.

Our performance studies examine the overall time from
invoking a docking process via the science gateway up to
receiving the results back in the science gateway in addition
to measuring performance like runtimes on the computing
nodes. This time frame is especially interesting since it is the
time recognized by the users. Furthermore, we did not use
a dedicated local compute resource but resources generally
available via the science gateway to get a realistic assessment
of the time users will have to wait for their results in a typical
real-life setting. To our best knowledge, the investigation of
the performance of the whole science gateway infrastructure
and for docking workflows with split data has not been
performed for other science gateways or docking methods
yet.

2. Materials and Methods

2.1. Selected Structures and Docking Workflow. To study the
computational performance, we used the benchmark dataset
for the tyrosine-protein kinase ABL1 (PDB code 2HZI),
containing 295 known active ligands and 10,885 inactive ones.
DUD-E [21, 22] poses a challenge for each docking tool
currently available.The dataset is of sufficient size to generate
generalized benchmark data in terms of portal-based high-
performance computing. In order to assess the influence of
the target system itself, five smaller test sets from theDEKOIS
[23, 24] test set were used (acetylcholine esterase, 1DX6;
androgen receptor, 1E3G; estrogen receptor beta, 1I0G; HIV1
protease, 1HXW; and thrombin, 3RLW). Each set contains 40
active ligands and 1200 decoys.

The basic algorithm of docking tools typically includes
three major steps.

(1) First, many plausible structures of a complex are
generated. Therefore, a huge search space has to be
globally or locally investigated. Global methods scan
the whole target’s surface, whereas local docking can
be applied in case the binding site is already identified.
Both approaches have to inspect the ligand’s plausible
poses around a binding site, but local docking reduces
the search space on the target’s surface and, thus, the
required computing time.

(2) After generating the plausible structures, the algo-
rithm filters out geometrically or energetically unfa-
vorable structures.

(3) Finally, the algorithmpredicts the binding free energy
of the remaining structures via scoring/energy func-
tions. The assumption is that better scores imply a
closer approximation of the true structure of the
protein-ligand complex.

Before a docking tool is invoked, it is crucial to examine
whether a ligand and a target are provided in the suitable
format for the applied docking software. Thus, a docking
process does not only consist of the dockingmethod itself but
implies a whole workflow. Figure 1 illustrates this workflow
for CADDSuite with its docking application IMGDock.
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Figure 1: A docking workflow for CADDSuite including the prep-
aration of the receptor and the preparation of the ligands.

PDBCutter is used to split a structure into its receptor and
ligand parts. The extracted ligand forms the reference ligand
for defining the binding pocket of the receptor. Hydrogen
atoms are essential for the docking process and if hydrogen
atoms are missing after the splitting task, they are added
to the receptor structure via ProteinProtonator. The output
of PDBCutter as well as ProteinProtonator is used in Grid-
Builder to build an interaction grid for the binding pocket
of the receptor. The resulting grid and the receptor file set
the stage to dock a set of ligands with IMGDock. The ligands
have to be prepared for docking by generating 3D conforma-
tions and adding hydrogens to them (Ligand3DGenerator).
Furthermore, a sanity check (LigCheck) is performed. The
sanity check examines, for example, whether the ligands
are properly protonated, possess suitable bond lengths, and
have properly assigned binding orders.TheLigandFileSplitter
allows splitting the ligandfile into a number of subsets and the
workflow can be parallelized based on the number of splits.
Finally, IMGDock is executed, which applies an empirical
scoring function and consequently generates a list of ligand
poses with their corresponding estimates for binding free
energies.

The workflow is preconfigured in the MoSGrid science
gateway and can be applied by the users to arbitrary input
datasets.

2.2. The MoSGrid Science Gateway. Distributed science gate-
way infrastructures are essential in today’s and tomorrow’s
research landscape. From the users’ point of view, they
provide a seamless environment where simulations are per-
formed and data analyzed in an efficient and user-friendly
way via graphical user interfaces. The underlying infrastruc-
ture is of high complexity and of growingmaturity. It includes
several layers: the user interface, the workflow management,
the data andmetadata management, and the underlying stor-
age and compute resources. The MoSGrid science gateway is
a virtual research environment for molecular chemists. It was
built in the BMBF project MoSGrid and is currently further
developed and operated in the SCI-BUS [25] and ER-flow
[26] EU funded projects. An XSEDE project [27] is currently
starting to port MoSGrid to the XSEDE infrastructure to

enable US-based computational chemists to easily perform
their calculations on XSEDE resources.

A key aspect of the MoSGrid design is its usability. The
science gateway is based on the gUSE/WS-PGRADE portal
technology, which provides services for the whole life cycle
of workflows on DCIs. The Molecular Simulation Markup
Language (MSML) [28] has been developed in MoSGrid and
forms a metadata format for domain, job, and workflow data
especially for the three main domains quantum chemistry,
molecular dynamics, and docking. MSML is applied to
automatically generate specifically tailored user interfaces.
The user is enabled to submit simulations via intuitive user
interfaces hiding the complexity of the workflow manage-
ment and offering data as input using the integratedmetadata
management [29].

Another major aspect is that in principle storage or com-
pute resources of any size and number can be accessed via the
MoSGrid science gateway. Distributed data management is
currently offered via the object-oriented file systemXtreemFS
[30], while the design allows the integration of various file
systems like dCache [31] or iRODS [32].These extensions are
being planned to further increase the sustainability. Compute
resources are made available and are handled via the scalable
andmature computing middleware UNICORE [33], which is
used by major infrastructures and projects like PRACE [34],
XSEDE [27], EGI [35], and soon the Human Brain Project
[36].

By using advanced authentication methods like Security
Assertion Markup Language (SAML) [37] trust delegation
assertions, MoSGrid is prepared in an optimal way for
the spread of federated identity management systems like
Shibboleth [38]. They enable the user to utilize the login of
their home institution for other services, like the MoSGrid
science gateway.

The seamless integration of computing, workflow, data,
andmetadatamanagement with an easy-to-use user interface
optimally supports the users in solving their highly complex
and data-intensive research questions. In addition to work-
flows, the concept of metaworkflows has been proven to be
beneficial for the users.

2.3. Workflows in Computational Chemistry. Workflow
implementation has a long tradition in MoSGrid using the
embedded graphical workflow editor of WS-PGRADE and
the available DCIs. In collaboration with the SHIWA project
[39], metaworkflows have been developed in MoSGrid. In
the course of the collaboration, the idea came up that lots of
workflows consist of subunits, which are repeated in other
workflows [40]. These subunits themselves represent small
workflows. In particular, for the investigation of quantum
chemical questions, the workflow idea is helpful to perform
the screening of large numbers of molecules.

Thefirst step is always to build up the input file for a geom-
etry optimization, which is followed then by subsequent steps
of frequency calculation (freqWF), population analysis (pop
WF), time-dependent DFT (TD-DFT, TD WF), and added
solvation models (solv WF). For each of these subsequent
jobs, the output coordinates of the optimization have to be
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Figure 2: Example for a metaworkflow containing basic workflows.

used and inserted into a new input file. Hence, every job
step represents a small basic workflow with a job definition
step before job submission. The combination of these small
basic workflows yields a metaworkflow (see Figure 2). Such
workflows are a great help for the quantum chemist and
can be executed in MoSGrid, for instance, with the quan-
tum chemistry codes NWChem [41] or Gaussian09 [42].
With regard to the virtual screening of potential drugs, the
submission of such a metaworkflow enables the efficient
investigation of a larger number of molecules. After this
basic characterization, further basic workflows can be added,
for example, pKa calculation and charge decomposition
analyses. The strength of the metaworkflow concept is that
these further basic workflows can be added freely to the
original metaworkflow, which even enhances the efficiency.
This workflow can be executed several times in order to
validate the molecules properties by simulations with various
methodologies (different flavors of DFT).

3. Results

The workflow illustrated in Figure 1 is the basis for our
performance studies applying the DUD-E set for ABL1 (see
above). As the preprocessing steps for the receptor such
as the protonation state prediction and grid building are
not influenced by the size and characteristics of the ligand
library, our main focus was on the LigandFileSplitter and
IMGDock applications. The first application is responsible
for separating the ligand library into chunks of equal size.
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Figure 3: The performance of LigandFileSplitter for different sizes
of data chunks.

In this study we split the data into chunk sizes of 25, 50, 75,
and 100 ligands, which corresponds to 448, 224, 150, and 112
individual IMGDock jobs. The pure wall time on the remote
DCI was observed as well as data transfers between portal,
DCI, and remote storage.

Figure 3 illustrates the overall runtime of the Ligand-
FileSplitter from the point of time the process is started
via the science gateway until the point of time the results
are transferred back to the science gateway. Additionally, we
measured the times for staging out data from the computing
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Figure 4:Thedistribution of the runtime classes of the docking runs
with 25 ligands, 50 ligands, and 75 ligands is similar, which is also
reflected in their runtimes for the whole process with the tendency
to consume more time the larger the input files are.

resources to the science gateway and the wall time for the
LigandFileSplitter on the computing resources. The time
spent for the remaining tasks like staging the data and
scheduling the job results via the subtraction of staging out
the data and wall time from the total time is presented as
usability overhead. The wall time of the process is almost
the same for all runs independent of the number of files.
LigandFileSplitter is a very short running task and has a wall
time of about 50 seconds independent of the chunk size for
a given number of ligands, for example, 11180 for ABL1. It
consumes the smallest part of the overall runtime.The results
show—as expected—that the staging of fewer but larger files
consumes in general less time and the transfer of the files from
the computing resources to the science gateway absorbs most
of the overall time in general.

Since the times measured for usability features and data
staging in the science gateway resulted in similar values for

Table 1: Wall time distribution for IMGDock.

Jobs 448 224 150 112
Ligands per file 25 50 75 100
Wall time in hours 301 326 357 444
Average wall time in sec per
job 2422 5239 8586 14275

Average wall time in sec per
ligand 97 104 115 143
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Figure 5: The distribution of the runtime classes of the simulations
with 100 ligands differs significantly from the three other cases and
reflects the increased runtime in this use case.

IMGDock and the response time in the science gateway
scaled almost linearly over the whole workflow, we focused
in the further performance studies on the wall time of
IMGDock on the computing resources.The accumulatedwall
time for the docking lay between 301 and 444 computing
hours and, thus, the added time via the science gateway
infrastructure was insignificant because it ranges between 10
and 20 minutes. The surprising result was that IMGDock
needed significantly less computing hours in total for more
parallel jobs and smaller input files if all runtimes are added
up including the scheduling time via the batch system. To
exclude that this was a one-time event, we repeated all simula-
tions a second time and a subset of simulations several times.
While the second test run over all simulations confirmed the
result, the test run on subsets has not shown this significant
time difference but only a slight increase for the average time
processing less jobs and larger files. However, the tendency
of increased runtimes is clearly towards the smaller number
of jobs. Since the docking of different ligands with different
complexity also leads to different runtimes and, thus, to
different results of the average time, our further analyses are
based on the measures for the whole dataset. The values of
Table 1 represent the wall time on the computing resource
Atlas at Technische Universität Dresden, Germany, with its
92 nodes with each of the 64 cores (5,888 cores) over the
complete dataset.

For further analyses we broke down the results into run-
time classes per ligand. The runtime classes are divided into
docking processes per ligand consuming 30 sec or less time
up to 300 sec ormore in steps of 30 sec (see Figures 4(a), 4(b),
4(c), and 5).

Since the pure docking process for the same ligands is
expected to consume the same time, only the overhead of
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scheduling the job of reading the structure from files of
different sizes and writing the results to files of different sizes
can cause the difference.

To access the influence of the target protein and the char-
acteristics of its binding site, five further datasets were created
(see above), albeit with smaller ligand sets. The average wall
time per ligand was as follows: acetylcholine esterase 55 sec;
androgen receptor 20 sec; estrogen receptor beta 26 sec; HIV1
protease 105 sec; and thrombin 69 sec. Although the absolute
values differ for each target, the characteristics of the runtime
histograms resemble the observations reported for ABL1.

4. Discussion

In the age of big data, distributed infrastructures are increas-
ingly complex and common at the same time. Via easy-to-use
science gateways, users are enabled to make optimal use of
these infrastructures to advance their respective state of the
art. The infrastructures are hidden from the users enhancing
their experience on the usability, while the added layers in the
infrastructure by a science gateway affect also performance
measures.

The individual runtimes are influenced by multiple fac-
tors. One factor is the extraordinary situation for a perfor-
mance analysis that we on purpose have not used dedicated
nodes for our studies. The goal was to simulate the real
situation of users applying the MoSGrid science gateway for
docking in their daily research. Whereas the overhead of
the infrastructure adds a significant portion of time to jobs
with small runtimes, this ratio is negligible for compute-
intensive workflows.Themost consuming task of the docking
workflow is the docking method itself and IMGDock as
serial application can be parallelized by splitting the data
in meaningful chunks. Another factor, which influences
the individual runtime, relates to the analyzed molecular
structures and their features. The target protein and the
characteristics of its binding site play a major role. While
some pockets are rather small, preferring also small and
rigid ligands, others are considerably larger. This leads to an
increased number of degrees of freedom to be sampled, which
consequently leads to longer runtimes.

Our studies have shown that the performance scales
almost linearly for a growing number of jobs on the same
datasets. The smallest unity benchmarked by us (25 ligands
per file) is the one with the best performance even on wall
time level and even though the larger number of jobs creates
more overhead for managing the jobs. This surprising result
on wall time level presumably results from a combination
of factors: writing of larger files is also in ratio compared to
smaller files much slower on the used file system (NFS in this
case). Furthermore, all jobs are one-core jobs and the longer
running ones are more often disturbed or interrupted than
the short running jobs because of the parallel usage of the
underlying compute nodes.Therefore, the optimal chunk size
for splitting a docking library lies between 25 and 50 ligands
with respect to the scientists’ waiting time.

5. Conclusions

Our performance studies show that the docking workflow for
CADDSuite using the representative benchmark datasets for
the protein kinase ABL1 with over ten thousand compounds
scales almost linearly for up to 500 concurrent processes.The
parallelization is achieved by splitting the data into optimal
chunks for the docking task. The overhead for managing the
parallel tasks and the overhead resulting from the science
gateways infrastructure including the user interface layer
and workflow system is negligible, while the science gateway
especially adds usability aspects beneficial for the users.
Although a particular docking tool was used, the results
can be generalized for all applications available in the field.
They will scale similarly even though the single runtimes
of diverse docking applications will differ. In the future we
intend to compare the runtimes of diverse docking tools like
CADDSuite, FlexX, and AutoDock offered in the MoSGrid
science gateway and the corresponding scientific results for
various benchmark datasets.
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The introduction of general-purpose Graphics Processing Units (GPUs) is boosting scientific applications in Bioinformatics,
Systems Biology, and Computational Biology. In these fields, the use of high-performance computing solutions is motivated by
the need of performing large numbers of in silico analysis to study the behavior of biological systems in different conditions,
which necessitate a computing power that usually overtakes the capability of standard desktop computers. In this work we present
coagSODA, a CUDA-powered computational tool that was purposely developed for the analysis of a large mechanistic model
of the blood coagulation cascade (BCC), defined according to both mass-action kinetics and Hill functions. coagSODA allows
the execution of parallel simulations of the dynamics of the BCC by automatically deriving the system of ordinary differential
equations and then exploiting the numerical integration algorithm LSODA. We present the biological results achieved with a
massive exploration of perturbed conditions of the BCC, carried out with one-dimensional and bi-dimensional parameter sweep
analysis, and show that GPU-accelerated parallel simulations of this model can increase the computational performances up to a
181× speedup compared to the corresponding sequential simulations.

1. Introduction

Mathematical modeling and computational analysis of bio-
logical systems nowadays represent an essential methodol-
ogy, complementary to conventional experimental biology,
to achieve an in-depth comprehension of the functioning of
these complex systems [1, 2]. Given a model that describes
the physical or logical interactions between the components
of a biological system, different algorithms can be exploited
to make predictions on the way this system behaves in both
physiological and perturbed conditions. For instance, start-
ing from distinct parameterizations of the model, simulation
algorithms can be used to devise the different emergent
behaviors that the system can present; the massive explo-
ration of high-dimensional parameter spaces allows us to

better understand the system functioning across a wide spec-
trum of natural conditions, as well as to derive statistically
meaningful properties. Indeed, standard investigations of
biological systems usually rely on computational methods
that require the execution of a large number of simulations,
such as parameter sweep analysis [3], sensitivity analysis [4],
structure and parameter identifiability [5], parameter estima-
tion [6–8], and reverse engineering of model topologies [9–
13].

In this context, the use of general-purpose Graphics
Processing Units (GPUs) has recently boosted many applica-
tions in scientific computing, where CPUs have traditionally
been the standard workhorses. As a matter of fact, when
several batches of simulations need to be executed, the neces-
sary computing power can rapidly overtake the capabilities
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of standard desktop computers, therefore requiring high-
performance computing solutions. After the introduction
of general-purpose GPUs and of Compute Unified Device
Architecture (CUDA, Nvidia’s GPU programming language),
the adoption of these graphics engines largely increased
in research fields as Bioinformatics, Systems Biology, and
Computational Biology (see an overview in [14–16]). Anyway,
despite the remarkable advantages concerning the computa-
tional speedup, computing with GPUs usually requires the
development and the implementation of ad hoc algorithms,
since GPU-based programming substantially differs from
CPU-based computing; as a consequence, scientific appli-
cations of GPUs might undergo the risk of remaining a
niche for few specialists. To avoid such limitations, several
packages and software tools have recently been released
(see, e.g., [16–18]), so that also users with no knowledge
of GPUs hardware and programming can access the high-
performance computing power of graphics engines.

To investigate the dynamics of biological systems, either
deterministic or stochastic approaches can be exploited [19],
which are based on numerical integration (e.g., Euler’s or
Runge-Kutta methods [20]) or on Markov processes (e.g.,
Gillespie’s algorithm [21]), respectively. To date, the most effi-
cient algorithms to integrate a system of ordinary differential
equations (ODEs), or to perform stochastic simulations of
reaction-basedmodels, are LSODA [22] and tau-leaping [23],
respectively. In [24–26] we previously presented cupSODA
and cuTauLeaping, the GPU-powered implementation of
LSODA and tauleaping, respectively. cupSODA allows to
run parallel deterministic simulations of a given mass-action
based system of biochemical reactions, using the LSODA
algorithm; cuTauLeaping represents a novel restructuring of
the tau-leaping workflow that fits the GPU architecture and
avoids any inefficiency drawback for coarse-grain massive
parallel stochastic simulations.

In this work we introduce coagSODA, an extension of
cupSODA that was specifically designed for the analysis of
a model of the blood coagulation cascade (BCC). Blood is the
subject of an intense scientific research, thanks to its key role
inmaking diagnosis of numerous diseases [27]. Humans have
evolved a complex hemostatic system that is able to maintain
blood in a fluid state and allow the circulation through an
intricate network of vessels; in particular, the presence of
several fine-tuned feedback mechanisms in the BCC allows
keeping all blood components within appropriate concen-
tration ranges. The BCC consists in a complex network of
cellular reactions which, under physiological conditions in
vivo, are inhibited by the presence of intact endothelium [28].
Anyway, in response to any vascular injury, the hemostatic
system is able to stop the blood leakage by rapidly sealing the
defects in the vessels’ wall [29].

In order to investigate the variations in blood coagu-
lation components among individuals and to understand
the corresponding response of the system to perturbed
conditions, we consider here a computational perspective
to study the BCC; we analyze the alterations (prolongation
or reduction) of the time required to form the clot (i.e.,
the clotting time) by exploiting a reduced version of the
mathematical model defined in [30]. This model describes

the intrinsic, extrinsic, and common pathways of the BCC
and, more importantly, it accounts for platelets activation,
as well as the presence of several inhibitors (e.g., the Tissue
Factor Pathway Inhibitor, antithrombin III, and C1-inhibitor)
[31].

Numerous mathematical models of blood coagulation
were developed in the last years, as they represent a useful tool
for systematic studies of the intricate network of the coagu-
lation cascade and allow obtaining a suitable reconstruction
of empirical observations (see, e.g., [32–34]). The earliest
models considered only simple steps of the whole BCC, such
as the conversion of the clot fibrin by thrombin [35]; lately,
Hockin et al. [36] developed a comprehensive ODE-based
model of the extrinsic blood coagulation system. This model
was then considered as reference by several research groups
to investigate the thrombotic risk in healthy and ill popula-
tions [37, 38], or to understand other complex biochemical
processes: for instance, in [39] the roles of protein C, protein
S, and phospholipid surface actions were considered, while
in [40] the influence of trace amounts of key coagulation
proteases on thrombin generation was investigated. Recently,
other works modeling the blood clotting process in a com-
prehensive manner have been published; besides the already
mentioned model developed by Chatterjee et al. [30], we
mention the model defined by Wajima et al. [32], which
simulates the intrinsic, extrinsic, and common pathways, the
vitamin K cycle, the therapy with the anticoagulant drugs
warfarin and heparin, and the laboratory tests PT and aPTT,
as well as the Taipan snake bite, which causes coagulopathy.

coagSODA, the GPU-accelerated simulator that we
present and exploit in this work for the analysis of the BCC
model, is a user-friendly and efficient tool that circumvents
the need of manually defining the system of ODEs that
describe the blood coagulation network. More precisely,
coagSODA is able to automatically derive the system of
(mass-action and Hill function-based) ODEs and then per-
form their numerical integration starting from the given set of
96 biochemical reactions, which fully describe the molecular
interactions between all the species involved in the BCC
in vivo. We show that coagSODA allows us to efficiently
execute a large number of parallel deterministic simulations
of the BCC at a considerable reduced computational cost
with respect to CPUs. In particular, we exploit coagSODA
to carry out one-dimensional and bi-dimensional parameter
sweep analysis of the BCC, to the purpose of investigating
the prolongation and the reduction of the clotting time in
response to perturbed values of some reaction constants and
of the initial concentration of somemolecular species, chosen
according to their meaning within the whole pathway.

The paper is structured as follows. In Section 2 we fully
describe the mechanistic model of the BCC used in this
work and present the simulation method at the basis of
cupSODA tool to introduce the coagSODA simulator. In
Section 3 we present the results obtained from the parameter
sweep analysis of the BCC model, as well as a comparison of
the computational performance of coagSODAwith respect to
aCPU-based implementation of LSODA. Finally, in Section 4
we conclude the paper with a discussion of the presented
work and future research directions.
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2. Materials and Methods

2.1. A Mechanistic Model of the Blood Coagulation Cascade.
Blood is an essential component in human life, whose
primary functions are to feed cells by delivering a multitude
of nutrients, such as oxygen, and to carry away the cellular
wastes, such as carbon dioxide. Specialized cells and fluids
in blood perform many physiological functions and can be
isolated and analyzed through specific laboratory tests, giving
the opportunity to settle a person’s health condition. All
blood components are kept within appropriate concentration
ranges by means of fine-tuned regulatory mechanisms, ruled
by several feedback controls; the constancy of blood com-
position is maintained thanks to the circulation through an
intricate network of vessels. In particular, humans evolved a
complex hemostatic system that, under physiological condi-
tions, maintains blood in a fluid state; however, in response
to any vascular injury, this system is able to rapidly react and
seal the defects in the vessels’ wall in order to stop the blood
leakage [29]. Indeed, the circulatory system is self-sealing;
otherwise, a continuous blood flow from even the smallest
wound would become a threat for the individual’s life.

To allow blood coagulation, in humans there exist 13
blood clotting proteins, called coagulation factors, which are
usually designated by Roman numerals I through XIII. As
a consequence of a vascular injury, platelets become active
and the Tissue Factor (TF, also called factor III) is exposed
in the subendothelial tissue, starting the blood coagulation
cascade (BCC). The ultimate goal of the BCC is to convert
prothrombin (factor II) into thrombin (factor IIa—i.e., the
active factor II), the enzyme that catalyzes the formation of
a clot. Traditionally, the BCC is divided into the extrinsic and
intrinsic pathways, both leading to the activation of factor X
[41]. The last part of the cascade, downstream of this factor,
is called the common pathway and leads to the formation
of fibrin monomers, whose polymers finally constitute the
backbone of the clot.

Excluding thrombin, all the enzymes involved in blood
clotting are characterized by a low activity, which increases
upon binding to a specific protein cofactor (e.g., factors V
and VIII) or to appropriate phospholipid surfaces (e.g., the
plasmamembranes of active platelets) [41]. Even calcium ions
have a central role in coagulation, since they are essential
to start and enhance numerous reactions; without calcium
ions the blood coagulation cannot occur [42]. In the BCC
pathways, the activity of the various active proteases is limited
by several inhibitory factors, which allow regulating the
whole cascade. When the hemostatic system is unregulated,
thrombosis (i.e., the formation of a blood clot obstructing the
blood flow in vessels) may occur due to impairment in the
inhibitory pathway, or because the functioning of the natural
anticoagulant processes is overwhelmed by the strength of the
hemostatic stimulus [29].

The BCC model we consider in this work is a slightly
reduced version of the “Platelet-Plasma” deterministic model
defined in [30], built upon a previous model [36], which
describes all parts of blood coagulation: the platelets
activation and aggregation; the extrinsic, intrinsic and
common pathways (with the exception of factor XIII);

the action of several inhibitory molecules (Tissue Fac-
tor Pathway Inhibitor, antithrombin III, C1-inhibitor, 𝛼1-
antitrypsin, and 𝛼2-antiplasmin). In addition, to simulate the
coagulation process in vitro, Chatterjee et al. also modeled
the action of corn trypsin inhibitor (CTI), which inhibits the
activation of the so-called contact system, as well as the action
of the fluorogenic substrate Boc-VPR-MCA widely used in
laboratories for thrombin titration [30]. The role of calcium
was not explicitly included in the model but considered as
a nonlimiting factor, as in living organisms this ion very
rarely drops to such low levels able to alter the kinetics of the
formation of the fibrin clot [43].

Since the aim of this work is the investigation of blood
coagulation in vivo, we exclude a small set of reactions given
in [30] that have no effect on the clotting time. To be more
precise, we do not consider the reactions occurring in vitro
(namely, entries 28 and 35 in Table 1 in [30]), as well as
the reactions downstream the fibrinogen conversion, that is,
the interactions between the fibrin polymers, thrombin, and
antithrombin III (namely, entries 55, 56, and 57 in Table 1 in
[30]).

For the sake of completeness, we describe in Table 1 the
BCC model considered in this work, overall consisting in 96
reactions among 71 molecular species. A graphical sketch of
themainmolecular interactions among the BCC components
is given in Figure 1.

The model can be partitioned into four functional mod-
ules.

(1) Thefirstmodule corresponds to the extrinsic pathway,
which consists in

(i) the formation of a complex between Tissue
Factor and factor VII (modeled by reactions
𝑟
1

, . . . , 𝑟
4

);
(ii) the activation of factor VII by the complex

between Tissue Factor and factor VIIa (reaction
𝑟
5

);
(iii) the activation of factor IX by the complex

between Tissue Factor and factor VIIa (reac-
tions 𝑟

13

, 𝑟
14

, 𝑟
15

) and by factor VIIa (reactions
𝑟
78

, 𝑟
79

, 𝑟
80

);
(iv) the activation of factor X by the complex

between Tissue Factor and factor VIIa
(𝑟
8

, . . . , 𝑟
12

) and by factor VIIa (𝑟
81

, 𝑟
82

, 𝑟
83

).

(2) The second module corresponds to the intrinsic path-
way, which consists in

(i) the formation of a complex between factor VIIIa
and factor IXa (modeled by reactions 𝑟

18

and
𝑟
19

);
(ii) the activation of factor X by the complex

between factor VIIIa and factor IXa (reactions
𝑟
20

, 𝑟
21

, 𝑟
22

) and by factor IXa (reactions 𝑟
72

, 𝑟
73

,
𝑟
74

);
(iii) the activation of factor XII by factor XII itself

(reaction 𝑟
44

), by factor XIIa (reactions 𝑟
45

, 𝑟
46

,
𝑟
47

), and by kallikrein (reactions 𝑟
51

, 𝑟
52

, 𝑟
53

);
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Table 1: Reaction-based model of the blood coagulation cascade (reduced version of the “Platelet-Plasma” model described in [30]). The
model consists in 96 reactions among 71 molecular species. With the exception of reaction 𝑟

44

(see Section 3.1), the values of all reaction
constants were taken from [30].

𝑛 Reactants Products Constant (𝑘)
𝑟
1

TF + fVII TF-fVII 3.20 ⋅ 10
6M−1 s−1

𝑟
2

TF-fVII TF + fVII 3.10 ⋅ 10
−2 s−1

𝑟
3

TF + fVIIa TF-fVIIa 2.30 ⋅ 10
7M−1 s−1

𝑟
4

TF-fVIIa TF + fVIIa 3.10 ⋅ 10
−5 s−1

𝑟
5

TF-fVIIa + fVII TF-fVIIa + fVIIa 4.40 ⋅ 10
5M−1 s−1

𝑟
6

fXa + fVII fXa + fVIIa 1.30 ⋅ 10
7M−1 s−1

𝑟
7

fIIa + fVII fIIa + fVIIa 2.30 ⋅ 10
4M−1 s−1

𝑟
8

TF-fVIIa + fX TF-fVIIa-fX 2.50 ⋅ 10
7M−1 s−1

𝑟
9

TF-fVIIa-fX TF-fVIIa + fX 1.05 ⋅ 10
−2 s−1

𝑟
10

TF-fVIIa-fX TF-fVIIa-fXa 6.00 s−1

𝑟
11

TF-fVIIa-fXa TF-fVIIa + fXa 19.00 s−1

𝑟
12

TF-fVIIa + fXa TF-fVIIa-fXa 2.20 ⋅ 10
7M−1 s−1

𝑟
13

TF-fVIIa + fIX TF-fVIIa-fIX 1.00 ⋅ 10
7M−1 s−1

𝑟
14

TF-fVIIa-fIX TF-fVIIa + fIX 2.40 s−1

𝑟
15

TF-fVIIa-fIX TF-fVIIa + fIXa 1.80 s−1

𝑟
16

fII + fXa fIIa + fXa 7.50 ⋅ 10
3M−1 s−1

𝑟
17

fIIa + fVIII fIIa + fVIIIa 2.00 ⋅ 10
7M−1 s−1

𝑟
18

fVIIIa + fIXa fIXa-fVIIIa 1.00 ⋅ 10
7M−1 s−1

𝑟
19

fIXa-fVIIIa fVIIIa + fIXa 1.00 ⋅ 10
−4 s−1

𝑟
20

fIXa-fVIIIa + fX fIXa-fVIIIa-fX 1.00 ⋅ 10
8M−1 s−1

𝑟
21

fIXa-fVIIIa-fX fIXa-fVIIIa + fX 1.00 ⋅ 10
−5 s−1

𝑟
22

fIXa-fVIIIa-fX fIXa-fVIIIa + fXa 8.20 s−1

𝑟
23

fVIIIa fVIIIa1-L + fVIIIa2 6.00 ⋅ 10
−5 s−1

𝑟
24

fVIIIa1-L + fVIIIa2 fVIIIa 2.20 ⋅ 10
4 M−1 s−1

𝑟
25

fIXa-fVIIIa-fX fVIIIa1-L + fVIIIa2 + fX + fIXa 1.00 ⋅ 10
−3 s−1

𝑟
26

fIXa-fVIIIa fVIIIa1-L + fVIIIa2 + fIXa 1.00 ⋅ 10
−3 s−1

𝑟
27

fIIa + fV fIIa + fVa 2.00 ⋅ 10
7M−1 s−1

𝑟
28

fXa + fVa fXa-fVa 4.00 ⋅ 10
8M−1 s−1

𝑟
29

fXa-fVa fXa + fVa 0.2 s−1

𝑟
30

fXa-fVa + fII fXa-fVa-fII 1.00 ⋅ 10
8M−1 s−1

𝑟
31

fXa-fVa-fII fXa-fVa + fII 103.00 s−1

𝑟
32

fXa-fVa-fII fXa-fVa + fmIIa 63.50 s−1

𝑟
33

fXa-fVa + fmIIa fXa-fVa + fIIa 1.50 ⋅ 10
7M−1 s−1

𝑟
34

fXa + TFPI fXa-TFPI 9.00 ⋅ 10
5M−1 s−1

𝑟
35

fXa-TFPI fXa + TFPI 3.60 ⋅ 10
−4 s−1

𝑟
36

TF-fVIIa-fXa + TFPI TF-fVIIa-fXa-TFPI 3.20 ⋅ 10
8 M−1 s−1

𝑟
37

TF-fVIIa-fXa-TFPI TF-fVIIa-fXa + TFPI 1.10 ⋅ 10
−2 s−1

𝑟
38

TF-fVIIa + fXa-TFPI TF-fVIIa-fXa-TFPI 5.00 ⋅ 10
7M−1 s−1

𝑟
39

fXa + ATIII fXa-ATIII 1.50 ⋅ 10
3M−1 s−1

𝑟
40

fmIIa + ATIII fmIIa-ATIII 7.10 ⋅ 10
3M−1 s−1

𝑟
41

fIXa + ATIII fIXa-ATIII 4.90 ⋅ 10
2M−1 s−1

𝑟
42

fIIa + ATIII fIIa-ATIII 7.10 ⋅ 10
3M−1 s−1

𝑟
43

TF-fVIIa + ATIII TF-fVIIa-ATIII 2.30 ⋅ 10
2M−1 s−1

𝑟
44

fXII fXIIa 5.00 ⋅ 10
−4 s−1

𝑟
45

fXIIa + fXII fXIIa-fXII 1.00 ⋅ 10
8M−1 s−1

𝑟
46

fXIIa-fXII fXIIa + fXII 750.00 s−1

𝑟
47

fXIIa-fXII fXIIa + fXIIa 3.30 ⋅ 10
−2 s−1

𝑟
48

fXIIa + PKal fXIIa-PKal 1.00 ⋅ 10
8M−1 s−1

𝑟
49

fXIIa-PKal fXIIa + PKal 3.60 ⋅ 10
3 s−1
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Table 1: Continued.

𝑛 Reactants Products Constant (𝑘)
𝑟
50

fXIIa-PKal fXIIa + Kal 40.00 s−1

𝑟
51

fXII + Kal fXII-Kal 1.00 ⋅ 10
8M−1 s−1

𝑟
52

fXII-Kal fXII + Kal 45.30 s−1

𝑟
53

fXII-Kal fXIIa + Kal 5.70 s−1

𝑟
54

PKal + Kal Kal + Kal 2.70 ⋅ 10
4M−1 s−1

𝑟
55

Kal Kal
𝑖

1.10 ⋅ 10
−2 s−1

𝑟
56

fXIIa + C1inh fXIIa-C1inh 3.60 ⋅ 10
3M−1 s−1

𝑟
57

fXIIa + ATIII fXIIa-ATIII 21.60M−1 s−1

𝑟
58

fXI + fIIa fXI-fIIa 1.00 ⋅ 10
8M−1 s−1

𝑟
59

fXI-fIIa fXI + fIIa 5.00 s−1

𝑟
60

fXI-fIIa fXIa + fIIa 1.30 ⋅ 10
−4 s−1

𝑟
61

fXIIa + fXI fXIIa-fXI 1.00 ⋅ 10
8M−1 s−1

𝑟
62

fXIIa-fXI fXIIa + fXI 200 s−1

𝑟
63

fXIIa-fXI fXIIa + fXIa 5.70 ⋅ 10
−4 s−1

𝑟
64

fXIa + fXI fXIa + fXIa 3.19 ⋅ 10
6M−1 s−1

𝑟
65

fXIa + ATIII fXIa-ATIII 3.20 ⋅ 10
2M−1 s−1

𝑟
66

fXIa + C1inh fXIa-C1inh 1.80 ⋅ 10
3M−1 s−1

𝑟
67

fXIa + A1AT fXIa-A1AT 1.00 ⋅ 10
2M−1 s−1

𝑟
68

fXIa + A2AP fXIa-A2AP 4.3 ⋅ 10
3M−1 s−1

𝑟
69

fXIa + fIX fXIa-fIX 1.00 ⋅ 10
8M−1 s−1

𝑟
70

fXIa-fIX fXIa + fIX 41.00 s−1

𝑟
71

fXIa-fIX fXIa + fIXa 7.70 s−1

𝑟
72

fIXa + fX fIXa-fX 1.00 ⋅ 10
8M−1 s−1

𝑟
73

fIXa-fX fIXa + fX 0.64 s−1

𝑟
74

fIXa-fX fIXa + fXa 7.00 ⋅ 10
−4 s−1

𝑟
75

fXa + fVIII fXa-fVIII 1.00 ⋅ 10
8M−1 s−1

𝑟
76

fXa-fVIII fXa + fVIII 2.10 s−1

𝑟
77

fXa-fVIII fXa + fVIIIa 0.023 s−1

𝑟
78

fVIIa + fIX fVIIa-fIX 1.00 ⋅ 10
8M−1 s−1

𝑟
79

fVIIa-fIX fVIIa + fIX 0.90 s−1

𝑟
80

fVIIa-fIX fVIIa + fIXa 3.60 ⋅ 10
−5 s−1

𝑟
81

fVIIa + fX fVIIa-fX 1.00 ⋅ 10
8M−1 s−1

𝑟
82

fVIIa-fX fVIIa + fX 210.00 s−1

𝑟
83

fVIIa-fX fVIIa + fXa 1.60 ⋅ 10
−6 s−1

𝑟
84

Fbg + fIIa Fbg-fIIa 1.00 ⋅ 10
8M−1 s−1

𝑟
85

Fbg-fIIa Fbg + fIIa 636.00 s−1

𝑟
86

Fbg-fIIa Fbn1 + fIIa + FPA 84.00 s−1

𝑟
87

Fbn1 + fIIa Fbn1-fIIa 1.00 ⋅ 10
8M−1 s−1

𝑟
88

Fbn1-fIIa Fbn1 + fIIa 742.60 s−1

𝑟
89

Fbn1-fIIa Fbn2 + fIIa + FPB 7.40 s−1

𝑟
90

Fbn1 + Fbn1 (Fbn1)2 1.00 ⋅ 10
6M−1 s−1

𝑟
91

(Fbn1)2 2Fbn1 6.40 ⋅ 10
−2 s−1

𝑟
92

(Fbn1)2 + fIIa (Fbn1)2-fIIa 1.00 ⋅ 10
8M−1 s−1

𝑟
93

(Fbn1)2-fIIa (Fbn1)2 + fIIa 701.00 s−1

𝑟
94

(Fbn1)2-fIIa (Fbn2)2 + fIIa + FPB 49.00 s−1

𝑟
95

Fbn2 + fIIa Fbn2-fIIa 1.00 ⋅ 10
8M−1 s−1

𝑟
96

Fbn2-fIIa Fbn2 + fIIa 1.00 ⋅ 10
3 s−1
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Figure 1: Graphical representation of the blood coagulation cascade model considered in this work. Legend. Blue box: coagulation factor; red
box: inhibitor and related complexes. Black arrow: complex formation; green arrow: catalytic activation; violet arrow: activation; red arrow:
inhibition. The reaction is reversible if the arrow tail consists in a dot.
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(iv) the activation of prekallikrein by factor XIIa
(reactions 𝑟

48

, 𝑟
49

, 𝑟
50

) and by kallikrein (reac-
tion 𝑟
54

);
(v) the activation of factor XI by factor XIIa (reac-

tions 𝑟
61

, 𝑟
62

, 𝑟
63

) and by factor XIa (reaction
𝑟
64

);
(vi) the activation of factor IX by factor XIa (reac-

tions 𝑟
69

, 𝑟
70

, 𝑟
71

);
(vii) the dissociation of free factor VIIIa (reactions
𝑟
23

and 𝑟
24

);
(viii) the dissociation of factor VIIIa in complex with

other factors (reactions 𝑟
25

and 𝑟
26

).

(3) The third module corresponds to the common path-
way, which consists in

(i) the activation of factor II by factor Xa (modeled
by reaction 𝑟

16

) and by the complex between
factor Xa and factor Va, through the formation
of the intermediate meizothrombin (reactions
𝑟
30

, . . . , 𝑟
33

);
(ii) the activation of factor VII by factor Xa (reac-

tion 𝑟
6

) and by factor IIa (reaction 𝑟
7

);
(iii) the activation of factor VIII by factor Xa (reac-

tions 𝑟
75

, 𝑟
76

, 𝑟
77

) and by factor IIa (reaction 𝑟
17

);
(iv) the formation of a complex between factor Xa

and factor Va (reactions 𝑟
28

and 𝑟
29

);
(v) the activation of fibrinogen by factor IIa (reac-

tions 𝑟
84

, . . . , 𝑟
96

);
(vi) the activation of factor V by factor IIa (reaction
𝑟
27

);
(vii) the activation of factor XI by factor IIa (reac-

tions 𝑟
58

, 𝑟
59

, 𝑟
60

).

(4) The fourth module describes the inhibition of coagu-
lation, carried out through the main inhibitors of the
BCC (antithrombin, Tissue Factor Pathway Inhibitor,
C1-inihibitor, 𝛼1-antitrypsin, and 𝛼2-antiplasmin).
These are tight binding inhibitors belonging to the
serpin superfamily, which form irreversible com-
plexes. This module consists in

(i) the inhibition of factor Xa by Tissue Factor
Pathway Inhibitor (modeled by reactions 𝑟

34

and
𝑟
35

);
(ii) the inhibition of the complex between Tissue

Factor, factor VIIa, and factor Xa by Tissue
Factor Pathway Inhibitor (reactions 𝑟

36

, 𝑟
37

, 𝑟
38

);
(iii) the inhibition of factor IIa by antithrombin

(reactions 𝑟
40

and 𝑟
42

);
(iv) the inhibition of factor Xa by antithrombin

(reaction 𝑟
39

);
(v) the inhibition of factor IXa by antithrombin

(reaction 𝑟
41

);
(vi) the inhibition of factor XIa by antithrombin

(reaction 𝑟
65

) and by C1-inhibitor (reaction 𝑟
66

);

Table 2: Initial concentrations of molecular species in the blood
coagulation cascade model (values taken from [30]).

Species Symbol Concentration (M)
𝛼1-Antitrypsin A1AT 4.50 ⋅ 10

−5

𝛼2-Antiplasmin A2AP 1.00 ⋅ 10
−6

Antithrombin III ATIII 3.40 ⋅ 10
−6

C1-inhibitor C1inh 2.50 ⋅ 10
−6

Fibrinogen Fbg 9.00 ⋅ 10
−6

Factor II fII 1.40 ⋅ 10
−6

Factor V fV 2.00 ⋅ 10
−8

Factor VII fVII 1.00 ⋅ 10
−8

Active factor VII fVIIa 1.00 ⋅ 10
−10

Factor VIII fVIII 7.00 ⋅ 10
−10

Factor IX fIX 9.00 ⋅ 10
−8

Factor X fX 1.6 ⋅ 10
−7

Factor XI fXI 3.10 ⋅ 10
−8

Factor XII fXII 3.40 ⋅ 10
−7

Prekallikrein Pkal 4.50 ⋅ 10
−7

Tissue Factor TF 5.00 ⋅ 10
−12

Tissue Factor Pathway Inhibitor TFPI 2.50 ⋅ 10
−9

(vii) the inhibition of factor XIIa by C1-inhibitor
(reaction 𝑟

56

), by antithrombin (reaction 𝑟
57

),
by 𝛼1-antitrypsin (reaction 𝑟

67

), and by 𝛼2-
antiplasmin (reaction 𝑟

68

);
(viii) the inhibition of the complex between Tissue

Factor and factor VIIa by antithrombin (reac-
tion 𝑟
43

);
(ix) the inhibition of kallikrein (reaction 𝑟

55

).

The values of the initial concentrations of the molecular
species occurring in the BCC model are given in Table 2.
According to [30], the concentrations of complexes and active
factors were set to 0, except for the active factor VII, which is
physiologically present in the blood circulation, even in the
absence of damage, in a concentration that is approximately
equal to 1% of the corresponding inactive factor [42].

The system of ordinary differential equations (ODEs),
needed to carry out the simulations and the parameter
sweep analysis presented in Section 3, was derived from
the reactions given in Table 1 according to the mass-action
law, with the exception of 14 reactions belonging to the set
𝑆
𝜀

= {𝑟
19

, 𝑟
21

, 𝑟
23

, 𝑟
29

, 𝑟
31

, 𝑟
35

, 𝑟
46

, 𝑟
49

, 𝑟
52

, 𝑟
62

, 𝑟
70

, 𝑟
73

, 𝑟
76

, 𝑟
82

}.
The mass-action law is the fundamental empirical law that
governs biochemical reaction rates which states that, in a
dilute solution, the rate of an elementary reaction is propor-
tional to the product of the concentration of its reactants
raised to the power of the corresponding stoichiometric
coefficient [44]. The reactions in 𝑆

𝜀

are instead influenced by
a specifically defined variable 𝜀, depending on aHill function,
fit against experimental data which quantify the platelet
activation status, which is used to model the physiological
levels of thrombin concentration as a function of platelet
activation, as thoroughly described in [30]. More precisely,
the value of 𝜀 influences the formation of some complexes
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Figure 2: Dynamics of thrombin (factor IIa) in physiological condition.

occurring on the platelets’ surface, by modifying the activity
of reactions of the form

𝐴 + 𝐵

𝑘1


𝑘2

𝐴𝐵. (1)

Namely, 𝜀 intervenes with the dissociation constant of these
reactions, so that the corresponding standard ODEs are
changed to yield new equations of the form

𝑑 [𝐴𝐵]

𝑑𝑡
= 𝑘
1

⋅ [𝐴] ⋅ [𝐵] −
𝑘
2

⋅ [𝐴] ⋅ [𝐵]

𝜀
. (2)

The value of 𝜀 in (2) depends on the following Hill
functionH, which quantifies the state of platelets activation
according to the thrombin concentration (here denoted as
[fIIa]), that is, the factor catalyzing the formation of the fibrin
clot:

H ([fIIa∗ (𝑡)]) =
[fIIa∗ (𝑡)]1.6123

[fIIa∗ (𝑡)]1.6123 + (2.4279 ⋅ 10−9)1.6123
,

(3)

where [fIIa∗(𝑡)] = max
𝑡


∈[0,𝑡]

{[fIIa(𝑡)]}, for a chosen time
interval [0, 𝑡] of simulation.

The value [fIIa∗(𝑡)] represents the maximum transient
thrombin concentration and is needed to simulate the fact
that, in physiological conditions, the thrombin concentration
starts decreasing after rising to a peak (Figure 2). So doing,
[fIIa∗(𝑡)] never decreases once it reaches its maximum
magnitude; [fIIa∗(𝑡)] is equivalent to [fIIa(𝑡)] until the con-
centration of factor IIa reaches the peak, while thereafter it
remains constant at that value, which is the maximum in the
considered time interval [0, 𝑡]. FunctionH allows simulating
the physiological condition, whereby platelets remain active
also when the thrombin concentration decreases.

For a given concentration of factor IIa, the maximum
platelets activation state 𝜀max is defined as

𝜀max = 𝜀max0 + (1 − 𝜀max0) ⋅H ([fIIa
∗

(𝑡)]) , (4)

where 𝜀max0 defines the basal activation state of the platelets
at simulation time 𝑡 = 0. The value 𝜀max0 is initially set to 0.01,
assuming a basal 1% binding strength of coagulation factors
to the resting platelets’ surface. When the full activation
of platelets is reached, 𝜀max is equal to 1 and the complex
dissociation constants are minimized (see [30] for more
details).

2.2. CUDA Architecture and the coagSODA Simulator. Intro-
duced by Nvidia in 2006, Compute Unified Device Architec-
ture (CUDA) is a parallel computing platform and program-
ming model that provides programmers with a framework
to exploit GPUs in general-purpose computational tasks
(GPGPU computing). GPGPU computing is a low-cost and
energy-wise alternative to the traditional high-performance
computing infrastructures (e.g., clusters of machines), which
gives access to the tera-scale computing on common work-
stations of mid-range price. However, due to the innovative
architecture and the intrinsic limitations of GPUs, a direct
porting of sequential code on the GPU is most of the times
unfeasible, therefore making it challenging to fully exploit its
computational power and massive parallelism [45].

CUDA combines the single instruction multiple data
(SIMD) architecture with multithreading, which automat-
ically handles the conditional divergence between threads.
The drawback of such flexibility is that any divergence of
the execution flow between threads causes a serialization of
the execution, which affects the overall performances. Under
CUDA’s naming conventions, the programmer implements
the kernel, that is, a C/C++ function, which is loaded from
the host (the CPU) to the devices (one or more GPUs)
and replicated in many copies named threads. Threads can
be organized in three-dimensional structures named blocks
which, in turn, are contained in three-dimensional grids
(a schematic description is given in Figure 3, left side).
Whenever the host runs a kernel, the GPU creates the
corresponding grid and automatically schedules each block
on one free streaming multiprocessor available on the GPU,
allowing a transparent scaling of performances on different
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Figure 3: Schematic description of CUDA’s architecture, in terms of threads and memory hierarchy. Left Side. Threads organization: a single
kernel is launched from the host (the CPU) and is executed in multiple threads on the device (the GPU). Threads can be organized in three-
dimensional structures named blocks which can be, in turn, organized in three-dimensional grids. The dimensions of blocks and grids are
explicitly defined by the programmer. Right Side. Memory hierarchy: threads can access data from many different memories with different
scopes. Registers and local memories are private for each thread. Shared memory lets threads belonging to the same block communicate and
has low access latency. All threads can access the global memory, which suffers high latencies, but it is cached since the introduction of the
Fermi architecture. Texture and constant memory can be read from any thread and are equipped with a cache as well; in this work we exploit
the constant memory. Figures are taken from Nvidia’s CUDA programming guide [60].

devices. Threads within a block are executed in groups of 32
threads named warps.

The GPU is equipped with different kinds of memory.
In this work, we exploit the global memory (accessible from
all threads), the shared memory (accessible from threads
of the same block), the local memory (registers and arrays,
accessible from owner thread), and the constant memory
(cached and not modifiable). A schematic representation of
this memory hierarchy is shown in Figure 3, right side. To
achieve the best performances, the sharedmemory should be
exploited as much as possible; however, it is very limited (i.e.,
49152 bytes for each multiprocessor, since the introduction
of the Fermi architecture) and it introduces restrictions on
the blocks’ size. On the other hand, the global memory is
very large (thousands ofMBs) but suffers from high latencies.
A solution to this problem was implemented on the Fermi
architecture, where the global memory is equipped with a
L2 cache. This architecture also introduced the possibility to
balance 64KB of fast on-chip memory between the shared
memory and L1 cache using two possible configurations,
48KB for the shared memory and 16KB for L1 cache, or
16 KB for the shared memory and 48 for L1 cache.The Kepler
architecture, used in this paper, allows a third and perfectly

balanced configuration, where shared memory and L1 cache
obtain the same amount of memory (32KB). See Figure 4 for
a schematization of the memory architecture.

The systematic analysis of models of biological systems
often consists in the execution of large batches of simulations.
One of the standard analyses that can be executed on such
kind of models regards an intensive search within the param-
eters space, which requires large numbers of independent
simulations. In order to reduce the computational burden,
we previously implemented on the CUDA architecture one
of the most efficient numerical integration algorithms for
ODEs, LSODA, that is able to automatically recognize stiff
and nonstiff systems and to dynamically select between the
most appropriate integration procedure (i.e., Adams method
in the absence of stiffness and the Backward Differentiation
Formulae otherwise) [22]. This GPU-powered tool is called
cupSODA [24, 25] and exploits CUDA’s massive parallelism
to execute different and independent simulations in each
thread, thus reducing the computational time required by a
standard CPU counterpart of LSODA.

Besides being very efficient for the simulation of many
independent simulations, cupSODA is also user-friendly.
LSODA was originally designed to solve ODEs systems
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Figure 4: Schematic description of memory hierarchies in Fermi and Kepler architectures. GPUs relying on these architectures are equipped
with a two-level data cache and a read-only data cache. Shared memory and L1 cache share the same on-chip 64KB memory banks; the
amount of memory can be reconfigured by the user, according to the specific needs of the application. Figure taken from Nvidia’s Kepler
GK110 whitepaper [57].

written in the canonical form, but the user is supposed to
specify the system of ODEs by implementing a custom C
function that is passed to the algorithm;moreover, in order to
speed up the computation when dealing with stiff systems, in
LSODA the Jacobianmatrix associatedwith theODEs system
must be implemented as a custom C function as well. On the
contrary, cupSODA was conceived as a black-box simulator
that can be easily used without any programming skills.
cupSODA consists in a tool to automatically convert a generic
mechanistic reaction-based model of a biological system into
the corresponding set of ODEs, to comply with the mass-
action kinetics [46], and to directly encode the obtained
system, along with the corresponding Jacobian matrix, as C
arrays.

This fully automaticmethodology can be exploited for the
simulation of models whose chemical kinetics is based on the
mass-action law. The BCC model described in Section 2.1,
though, includes a set 𝑆

𝜀

of reactions that do not follow
the mass-action kinetics [30]; the platelets activity is not
explicitly modeled by biochemical reactions, but it is realized
by modulating the rate of the dissociation of the complexes
formed on a platelet’s surface by means of the variable
𝜀, which is calculated with a special equation during the
integration steps. For this reason, cupSODA was used as
a starting point for the development of a new tool able
to compute at run-time the specific kinetics of this set of
reactions.

This new CUDA-powered simulation tool, named coag-
SODA, is specifically tailored for the simulation of the BCC

model developed in [30]. In particular, coagSODA realizes
the run-time calculation of the 𝜀 value required to correctly
simulate the activity of platelets, which is determined accord-
ing to the equations described in Section 2.1. The platelets
activation state 𝜀 is calculated at each time instant by solving
the following differential equation:

𝑑𝜀

𝑑𝑡
= 𝑘 (𝜀max − 𝜀) , (5)

where the constant 𝑘 is inversely proportional to the time
scale of platelets activation and is set to 0.005. This is
consistent with the fact that platelets do not instantly achieve
their maximum attainable activation state (𝜀max), but they
reach it on a physiologically relevant timescale [30].

Dealing with the 14 reactions in the set 𝑆
𝜀

that are
influenced by the Hill functionH (see Section 2.1), the value
of [fIIa∗(𝑡)]must be stored on the GPU because, during each
integration step, coagSODA recalculates (4) which exploits
the value [fIIa∗(𝑡)] to determine a new 𝜀 value. Since CUDA’s
architecture does not offer static variables, the information
for each thread has to be memorized in the global memory.
The accesses to the global memory and the computational
costs due to these additional calculations slow down the
integration process, with respect to the integration of ODEs
performed according to strictly mass-action based kinetics
(as in the cupSODA simulator). Nevertheless, in Section 3.3
we show that our parallel implementation largely outper-
forms a sequential counterpart of the LSODA algorithm.
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Figure 5: Dynamics of fibrinogen in physiological condition. The clotting time is defined as the time necessary to convert the 70% of the
fibrinogen into fibrin.

As in the case of cupSODA [24, 25], coagSODA exploits
the shared memory to improve performances by storing the
current state and time of the simulations in these low-latency
memory banks. Despite the improvement of performances
ensured by this solution, it strongly affects the occupancy
of GPU’s multiprocessors and therefore it represents the
limiting factor for the number of blocks that can be executed
simultaneously; as a matter of fact, coagSODA is limited to
2 blocks per streaming multiprocessor on GPUs based on
the Fermi architecture, with a reduced exploitation of the
GPU with respect to the theoretical 8 blocks allowed by this
architecture.

3. Results and Discussion

In this section we discuss the results of the parameter sweep
analysis (PSA) carried out on the BCC model, to the aim
of investigating either the prolongation or the reduction of
the clotting time in response to perturbed values of some
reaction constants and of the initial concentration of some
molecular species, chosen according to their meaning within
the whole pathway. PSA was performed by generating a
set of different initial conditions, corresponding to different
parameterizations of the model, and then automatically
executing the deterministic simulations with coagSODA.The
use ofGPU technology is fundamental in this type of analysis,
especially for large biological systems as the BCC is, because
it drastically reduces the computational time.

The sweep analysis for single parameters (PSA-1D) was
performed considering a logarithmic sampling of numerical
values of each parameter under investigation (reaction con-
stant or initial molecular concentration) within a specified
range with respect to its physiological reference value. The
sweep analysis over pairs of parameters (PSA-2D) was per-
formed by simultaneously varying the values of two param-
eters within a specified range, considering a logarithmic
sampling on the resulting lattice. The logarithmic sampling
allows uniformly spanning different orders of magnitude of
the parameters value using a reduced and fine-grained set

of samples, therefore efficiently analyzing the response of the
system in a broad range of conditions.

To determine the response of the BCC to perturbed con-
ditions, we chose the clotting time (CT) as output of the PSA.
The CT is defined as the time necessary to convert the 70%
of the fibrinogen into fibrin (see Figure 5), conventionally
assumed to correspond to the time required to form the clot
[47], and it is generally used in laboratory tests formonitoring
the therapywith anticoagulant drugs. According to themodel
defined in [30], the reference value of CT is around 300
seconds in physiological conditions. We investigate here
the response of the BCC by evaluating the CT in various
conditions, corresponding to different values of the reaction
constants, varying over six orders of magnitude with respect
to their physiological values (i.e., three below and three above
the reference values, if not otherwise specified), as well as
to different values of the initial molecular concentrations,
and varying over twelve orders of magnitude with respect to
their physiological values (i.e., six below and six above the
reference values, if not otherwise specified).

The total number of parallel simulations executed to
carry out these analyses was 100 for PSA-1D over reaction
constants, 200 for PSA-1D over initial concentrations, and
1600 for PSA-2D.

Finally, we present the comparison of the performance
of the CPU and GPU to run an increasing number of
simulations of the BCC model, to prove the efficiency of
coagSODA.

3.1. PSA-1D of the BCC Model

3.1.1. Reaction 𝑟
44

. Thefirst PSA was performed to determine
the value of the kinetic constant for the autoactivation of
factor XII (reaction 𝑟

44

in Table 1), which corresponds to an
upstream process in the intrinsic pathway. This analysis was
motivated by two considerations. Firstly, by using the full
parameterization given in [30], the action of the intrinsic
pathway turns out to be fundamental for the BCC in vivo,
which is in contrast to experimental observations which
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indicate that the extrinsic pathway is the main responsible
of clot formation. Secondly, in [30] all constants values have
a reference to experimental measurements, except for the
constant of this reaction (which corresponds to entry 29 in
Table 1 in [30]).

Figure 6 shows the results of this PSA-1D, where 𝑘
44

was
varied over six orders of magnitude, considering the value
given in [30] as the upper limit of the sweep interval. We can
observe that, by decreasing the value of 𝑘

44

with respect to
the value considered in [30], the CT increases with respect to
its reference value; however, for values of this constant lower
than 1.00 ⋅ 10−6 s−1 the CT remains unaltered, and this can
be intuitively explained by the fact that in this situation the
fibrinogen is mainly activated by the extrinsic pathway.

Consequently, we assigned the value 7.00 ⋅ 10−6 s−1 to
𝑘
44

, achieving a CT that is comparable to the experimental
observations of the BCC in vivo. This new value was used in
all PSA discussed in what follows.

3.1.2. Reactions 𝑟
27

and 𝑟
58

. In the next PSA we investigated
the effect of the perturbation of the kinetics of two pivotal

reactions of the BCC model. Reaction 𝑟
27

, which describes
the catalytic activation of factor V by factor IIa, was chosen
because it represents the main positive feedback within the
common pathway; reaction 𝑟

58

, which is involved in the
activation of factor XI by binding to factor IIa, was chosen
because it represents the main positive feedback in the
intrinsic pathway (Figure 1). Moreover, preliminary PSA over
all reaction constants of the BCC model given in Table 1
evidenced that these two reactions are among the most
relevant steps of the coagulation network.

The PSA-1D over 𝑘
27

(Figure 7) shows that the CT is very
sensitive to the perturbation of the rate of this reaction, when
the reference value of its constant (i.e., 𝑘

27

= 2 ⋅ 10
7M−1 s−1)

is either increased or decreased; in particular, when 𝑘
27

is
very low, a plateau in CT is reached since the strength of
the positive feedback exerted by factor IIa is largely reduced,
a condition where the contribution of the amplification of
the hemostatic stimulus (due by the common pathway) to
the formation of the clot is basically not effective. On the
other side, the PSA-1D over 𝑘

58

(Figure 8) shows that, while
a decrease of the constant with respect to its reference value
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(i.e., 𝑘
58

= 1 ⋅ 10
8M−1 s−1) does not have any substantial

effect, an increase of its value leads to a progressive increase
in the CT. This increase is due to the fact that factor IIa is
sequestered in the formation of a complex with factor XI, and
hence it is no longer available as a free component in blood
to participate in other reactions, especially those reactions
of the extrinsic pathway which principally lead to the clot
formation in vivo. This behavior highlights that the intrinsic
pathway has a secondary role in blood coagulation in vivo,
compared with the extrinsic pathway, as also evidenced by
various experimental observations [48].

3.1.3. Factors VIII, IX, and II. The next set of PSA-1D was
realized by varying the initial concentrations of factors VIII,
IX, and II. These factors were selected since both an excess

and a deficiency of their concentrations lead to diseases
related to blood clotting.

The PSA-1D over factor VIII (Figure 9) shows that
increasing the initial concentration of this factor results
in decreasing the CT, suggesting the possible presence of
hypercoagulable states in these perturbed conditions. As a
matter of fact, high levels of factor VIII cause an increased
risk of deep vein thrombosis and pulmonary embolism
[49]. On the other hand, individuals with less than 1%
of the average concentration of factor VIII show a severe
haemophilia A, characterized by higher CT (Figure 9), and
require infusions of plasma containing the deficient factor;
otherwise, frequent spontaneous bleeding would occur [50].
When the concentration of this factor is between 5% and 30%
of the average concentration, individuals still risk bleeding in
case of trauma [50].
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The PSA-1D over factor IX (Figure 10) shows only a
slight decrease of the CT as the initial concentration of
fIX increases; this is in contrast to recent studies that
demonstrated how the excess of factor IX leads to an
increased risk of deep vein thrombosis [51]. This result can
be explained by considering that (i) a high concentration
of factor IX is not sufficient to bring about coagulation
problems, though when the concentration of other factors
is above the average value (yet not at pathological levels),
prothrombotic states can be observed; (ii) in this model we
consider average values as initial concentrations of factors;
however, individuals are characterized by different (balanced)
combinations of procoagulant and anticoagulant factor levels
that altogether contribute to define a unique coagulation
phenotype that reflects the developmental, environmental,
genetic, nutritional, and pharmacological influences of each
individual [52]. On the contrary, the lack of factor IX causes

haemophilia B, characterized by higher CT with respect to
the reference value (Figure 10).

Furthermore, by comparing the PSA-1D of factors VIII
and IX (Figures 9 and 10) it is clear that haemophilia A is
more serious than haemophilia B, since the CT achieved in
conditions of factor VIII deficiency is higher than the CT
obtained in the case of factor IX deficiency.

In both PSA-1D over factors VIII and IX we observed,
after the initial decrease of the CT, an unexpected increase
of the CT as the factor concentration increases.This counter-
intuitive behavior arises at very high concentrations of these
factors (with respect to the average physiological levels) and,
to the best of our knowledge, it was never observed in vivo.
Nonetheless, it would be interesting to verify, by means of ad
hoc laboratory experiments, if the model correctly describes
the behavior of the BCC even in these conditions or, on the
contrary, it is not predictive in these extreme situations.
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The PSA-1D over factor II (Figure 11) shows a dramatic
decrease of the CT as the initial concentration of this factor
increases (with respect to the average physiological level).
This behavior resembles the effects of hypercoagulability (or
thrombophilia), a disease caused by mutation G20210A in
the prothrombin gene [53] that causes an increase of the
prothrombin level (factor II) in the blood flow, resulting in
an excessive formation of the active form of this factor, thus
heightening venous thrombosis risks [54]. Hypercoagulabil-
ity is usually treated with warfarin therapy, or with other
anticoagulants with a similar effect. These drugs decrease the
capacity of coagulation factors to become active, preventing
the formation of unwanted thrombi.

On the other hand, when the initial concentration of
factor II is low, we achieved the effects of prothrombin
deficiency, a rare autosomal recessive disease that causes a
tendency to severe bleeding [29, 55]. As shown in Figure 11, a
concentration equal to 10%of the physiological value of factor
II (i.e., 1.4 ⋅ 10−6 M) leads to clotting effects similar to severe
haemophilia A.

3.2. PSA-2D of the BCCModel. We present here the results of
the PSA-2D on the BCCmodel, where couples of parameters
were varied to analyze the possible effects arising from the
combined perturbation of their values.

3.2.1. Reactions 𝑟
27

and 𝑟
58

. Figure 12 shows the effect of
the simultaneous variation of constants 𝑘

27

and 𝑘
58

(over
the same sweep ranges considered in the two PSA-1D,
Section 3.1). This result remarks that reaction 𝑟

27

, involved
in the common pathway, has a stronger influence on the
BCC, and that there is a synergic interplay between these
two reactions. In particular, when the value of 𝑘

27

is low and
the value of 𝑘

58

is high, the CT is higher than the values
achieved when only a single constant is changed, because in
this condition both the intrinsic and the common pathways
are simultaneously inhibited.

3.2.2. Factor VIII, Factor IX, and Tissue Factor. In the last two
PSA-2Dwe varied the initial concentration of factor VIII and
Tissue Factor and the initial concentration of factor IX and
Tissue Factor, respectively.

The initial concentrations of factors VIII and IX were var-
ied over four orders of magnitude, using their physiological
values as upper limit for the sweep ranges; the concentration
of Tissue Factor was varied over four orders of magnitude,
two above and two below its reference value (see Table 2).
The rationale behind this choice is to observe how the BCC
model, in conditions corresponding to different states of
haemophilia (obtained by decreasing the concentrations of
factors VIII and IX), behaves with different initial concentra-
tions of the Tissue Factor, which is the upstream factor of the
extrinsic pathway, that is, the most important element of the
BCC.

The results of these PSA-2D show that, with respect to
the condition of haemophilia B, in the case of haemophilia
A the amount of Tissue Factor (below its reference value)
has a negligible influence on the CT, as indicated by the

presence of a plateau in Figure 13; on the contrary, concerning
haemophilia B, a deficiency of Tissue Factor leads to an
increase of the CT, especially when factor IX is present in low
concentrations (Figure 14).

The different results achieved in the two PSA-2D are due
to the presence, in the BCC model, of a direct interaction
betweenTissue Factor and factor IX bymeans of theTF-fVIIa
complex (see reactions 𝑟

13

, . . . , 𝑟
15

in Table 1). Indeed, the lack
of Tissue Factor directly affects the concentration of active
factor IX, which results in a strong alteration of the CT with
respect to physiological conditions.

3.3. CPU versus GPU Performance Comparison. In order
to show the relevant speedup achieved by coagSODA, we
present here the comparison of the computational effort
required by GPU and CPU for the simulation of the BCC
model. The performances of our GPU simulator were com-
pared with those obtained using the LSODA algorithm
implemented in the software COPASI [56], executing on
the CPU the same set of simulations that were run on the
GPU. COPASI is single-threaded and does not exploit the
physical and logical cores of the CPU; therefore, it represents
a good benchmark as a single-node CPU-bound simulator of
biological systems.

In all simulations, executed on both GPU and CPU, we
stored 100 samples, uniformly distributed in the time interval
considered for each simulation, that is, [0, 700] seconds, of the
dynamics of all chemical species involved in the BCCmodel.
The settings for the LSODA algorithm were the following:
relative error 1 ⋅ 10−7, absolute error 1 ⋅ 10−13, and maximum
number of internal steps set to 20000.

3.3.1. Benchmark Details. The GPU used for the simulations
is a Nvidia Tesla K20c, equipped with 2496 cores organized in
13 streamingmultiprocessors, GPU clock 706MHz, and 5GB
ofDDR5RAM. In all tests, coagSODAwas compiled and exe-
cuted with version 5.5 of CUDA libraries. Even though this
GPU has compute capability 3.5 and is based on the GK110
Kepler architecture, currently coagSODA does not exploit
any of the new features (e.g., Dynamic Parallelism, Hyper-Q,
Remote DMA) with the exception of the new ISA encoding,
which allows threads to exploit an increased number of
registers (255 instead of 63), reducing register spilling into
global memory and increasing performances [57]. Moreover,
as described in Section 2.2, the Kepler architecture offers the
possibility to reconfigure the 64KB on-chip cache, balancing
between L1 cache and shared memory. Since coagSODA
exploits the shared memory to reduce the latencies during
the access to the concentration values of the BCC model, we
opted for the following configuration: 48KB for the shared
memory, 16 KB for the L1 cache.

The performance of the GPU was compared against a
personal computer equippedwith a dual-core CPU Intel Core
i5, frequency 2.3 GHz, 4GB of DDR3 RAM, running the
operating systemMacOSXLion 10.7.5.The software used as a
coagSODA-equivalent single-threaded CPU implementation
is COPASI version 4.8 (build 35).
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A direct comparison of the performances between these
two different architectures and implementations is not an
easy task, since CPUs are optimized for single-thread exe-
cution and exploit a large number of optimizations (e.g.,
higher clock frequency, instruction caching, pipelining, out
of order execution, and branch prediction), whereas GPUs
are optimized for graphics processing and parallel exe-
cution of identical code, relying only on multilevel data
caching. For this reason, in this paper we propose an
empirical comparison of the performances based on the
running times of identical batches of simulations of the BCC
model.

3.3.2. Benchmark Results. In Figure 15 we show the compar-
ison of the running times required to run several batches
of simulations, executed to carry out the PSA-1D over the
reaction constant 𝑘

27

. The choice of comparing the perfor-
mances of the GPU and CPU implementations by executing
batches of simulations that are related to a PSA, instead of
running 𝑛 independent but identical simulations (i.e., all
characterized by the same parameterization of the model),
is due to the fact that these results represent a more realistic
scenario in the computational analysis of biological systems,
whereby it is useful to investigate large search spaces of
parameters, corresponding to different perturbed conditions
of themodel [26].Moreover, for the evaluation of the running

time, the execution of a batch of 𝑛 identical deterministic
simulations would be futile. The figure clearly shows that
coagSODA always performs better than the CPU counter-
part. In particular, while the CPU performance increases
linearly with the number of simulations, the running times
are strongly reduced on the GPU; in this case, the overall
running time roughly corresponds to the time required for
the execution of the slowest simulations. This is due to the
fact that different parameterizations may require different
time steps for LSODA to converge, and the execution of
a block terminates as long as all the threads it contains
terminate. In turn, the execution of a kernel terminates when
all blocks terminate; for this reason, a single simulation,
whose dynamics requires more steps than the others, may
affect the overall running time.

In Table 3 we report the running times of all batches
of simulations, along with the speedup achieved on the
GPU. In particular, these results highlight that the advantage
of exploiting the GPUs for the simulation of the BCC
model becomes more evident as the number of simula-
tions increases, with a 181× speedup when a PSA with
10000 different parameterizations is executed. Therefore, the
GPU accelerated analysis of the BCC model with coag-
SODA represents a novel, relevant computational means to
investigate the behavior of this complex biological system
under nonphysiological conditions and could be exploited
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Table 3: CPU versus GPU performance comparison.

Number of
simulations CPU time (sec) GPU time (sec) Speedup

5 380.8 127.8 2.98×
10 1060.4 232.9 4.56×
50 5170.4 805.8 6.42×
100 11652.8 1097.7 10.61×
500 53605.8 1739.4 30.81×
1000 107358.2∗ 1998.2 53.73×
5000 536350.7∗ 3096.0 173.2×
10000 1072497.5∗ 5895.1 181.9×
∗Values estimated by regression.

to efficiently determine the response of the BCC to different
therapeutical drugs.

4. Conclusions

Thanks to their high-performance computing capabilities
and the very low costs, GPUs nowadays represent a suitable

technology for the development and the application of par-
allel computational methods for in silico analysis of complex
biological systems. However, the implementation of efficient
computational tools able to fully exploit the large potentiality
of GPUs is still challenging, since good programming skills
are required to implement GPU-based algorithmic methods,
and to handle specific features as an optimal usage ofmemory
or the communication bandwidth between GPU and CPU.
Moreover, algorithms cannot be directly ported on the GPU
because of the limited programming capabilities allowed by
GPUkernels; as amatter of fact, they need to be redesigned to
meet the requirements of the underlying SIMD architecture.

In this work we presented coagSODA, a GPU-powered
simulator specifically developed to carry out fast parallel
simulations of the BCC model. coagSODA was designed to
offer a black-box solution usable by any final user in an
easy way. It relies on cupSODA [24], a numerical integrator
for ODEs that we previously implemented for the GPU
architecture, based on the LSODA algorithm and capable
of automatically translating a reaction-based model into a
set of coupled ODEs. In addition to mass-action kinet-
ics, coagSODA implements specific functions to compute
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the kinetics of Hill function based reactions, such as those
involved in the platelets activity of the BCC model. coag-
SODA exploits the massive parallel capabilities of modern
GPUs, and our results demonstrated that it can achieve a
relevant reduction of the computational time required to
executemany concurrent and independent simulations of the
BCC dynamics. The mutual independence of the simulations
allows fully exploiting the underlying SIMD architecture;
moreover, coagSODA benefits from an additional speedup,
thanks to our choice of storing the state of the system
into the low-latency shared memory (a solution that was
already implemented in cupSODA). Since the BCC model
is large (96 reactions, 71 chemical species), a large amount
of shared memory was assigned to each thread, strongly
reducing the theoretical occupancy of the GPU, that is, the
ratio of active warps with respect to the maximum number
of warps supported by each streaming multiprocessor of the
GPU. However, the results of the analysis presented in this
work, performed on the BCC model, show that coagSODA
achieves a relevant boost with respect to a reference CPU
implementation. For instance, in the case of 10000 simula-
tions, we achieved a noticeable 181× speedup. Interestingly,
the performances of coagSODA are better than COPASI even
for small batches of simulations. These results indicate that,
for biological models consisting in many reactions and many
species, our GPU implementation of LSODA becomes more
profitable than the CPU counterpart as the number of con-
current simulations increases, making it suitable especially
when performing demanding computational analysis such
as, for example, parameter sweep, parameter estimation, or
sensitivity analysis.

As a test case, in this paper we presented several parame-
ter sweep analyses over reaction constants and initial concen-
trations of factors involved in the BCC model. Other com-
putational analyses on mathematical models of this pathway
were previously presented. For instance, in [58], a parameter
estimation of the reaction constants of different models
involving the activation of factor X, factor V, prothrombin,
and the inactivation of factors was performed. The aim of
this analysis was to discriminate between different models
to unravel the mechanisms on the basis of the BCC. Similar
analyses were executed on a model describing thrombin
generation in plasma, since the reaction mechanism, the
reaction constants, and initial concentrations were unknown
[59]. In [34], a sensitivity analysis of a model consisting of
44 species over 34 chemical species was presented; reaction
constants were varied between 10% and 1000% of their
reference value, to the aim of identifying the most influential
factors of the BCC.

All these analyses were performed bymeans of sequential
simulations of the models under investigation; therefore,
in general, only small batches of simulations could be run
(for instance, in [34] only 836 simulations were executed to
execute the sensitivity analysis of the model). On the other
hand, in this paper we presented the results of different PSA,
efficiently executed bymeans of coagSODA, overall providing
useful information regarding unknownparameters and inter-
esting insights into the functioning of the BCC. A thorough
sensitivity analysis of the whole BCC model, consisting in

around 5 ⋅ 105 simulations, is currently in progress on GPUs
by our group, exploiting the great computational efficiency of
coagSODA.

The results of our computational analyses should be
now validated by means of specifically designed laboratory
experiments. In particular, we identified a plausible value
for the constant of the reaction describing the autoactivation
of factor XII (since no reference values can be found in
literature); moreover, the results of the PSA over factor IX
suggest that a deficiency of this factor is not enough to cause
severe bleeding disorders as haemophilia B, but an alteration
of other factors seems to be necessary for the occurrence of
such condition (e.g., the lack of Tissue Factor, as suggested
by the PSA-2D over Tissue Factor and factor IX). Finally,
the PSA over factors VIII and IX showed, in a situation
characterized by very high concentrations of these factors,
a counterintuitive behavior in which the clotting time is
increased with respect to the value obtained in physiological
conditions. Indeed, it would be interesting to design ad hoc
laboratory experiments to verify if the BCCmodel is actually
predictive in such extreme situations.

The coagSODA software and the SBML version of the
BCC model used in this work are available from the authors
upon request.
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Bioinformatics is an interdisciplinary research field that develops tools for the analysis of large biological databases, and, thus,
the use of high performance computing (HPC) platforms is mandatory for the generation of useful biological knowledge. The
latest generation of graphics processing units (GPUs) has democratized the use of HPC as they push desktop computers to cluster-
level performance. Many applications within this field have been developed to leverage these powerful and low-cost architectures.
However, these applications still need to scale to largerGPU-based systems to enable remarkable advances in the fields of healthcare,
drug discovery, genome research, etc.The inclusion of GPUs in HPC systems exacerbates power and temperature issues, increasing
the total cost of ownership (TCO). This paper explores the benefits of volunteer computing to scale bioinformatics applications
as an alternative to own large GPU-based local infrastructures. We use as a benchmark a GPU-based drug discovery application
called BINDSURF that their computational requirements go beyond a single desktop machine. Volunteer computing is presented
as a cheap and valid HPC system for those bioinformatics applications that need to process huge amounts of data and where the
response time is not a critical factor.

1. Introduction

Integrating the latest breakthroughs in biochemistry, high
performance computing, image processing, and computa-
tional modelling means enabling remarkable advances in the
fields of healthcare, drug discovery, genome research, and so
on. By integrating all these developments together, scientists
are creating new exciting personal therapeutic strategies for
living longer and healthier lifestyles that were unimaginable
some short time ago.

The integration mentioned above spans many different
areas, like life sciences, where there are many examples of
scientific applications for discovering biological and medical
unknown factors that could greatly benefit from increased

computational resources. However, computing resources
available on current systems are constrained, and thus this
fact limits the the next step forward in this field. For instance,
applications such as programs from the molecular modeling
field used for visualizing molecular docking simulations
and describing interatomic interactions for drug discovery
such as BINDSURF [1] or protein folding applications that
unlock themystery of protein assembly and its relationship to
cancers, Parkinson’s disease, and Alzheimer’s such as GRO-
MACS [2] could clearly benefit from enhanced computing
capabilities.

As can be seen, high performance computing technolo-
gies are at the forefront of those revolutions, making it pos-
sible to realize and accelerate radical biological and medical
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breakthroughs that would directly translate into real benefits
for the society and the environment. In this regard, parallel
computing technologies have brought dramatic changes into
the high performance market [3]. Multicore CPUs (central
processing unit) can now hold a dozen of cores, and many
core GPUs (graphics processing unit) gather a myriad of
stream processors. These components are being combined
to build heterogeneous parallel computers offering a wide
spectrum of high performance processing functions.

GPUs are massively parallel processors, which can
support several thousand concurrent threads. Nowadays,
many general-purpose applications from different fields have
been successfully ported to these platforms achieving good
speedups compared to their corresponding sequential ver-
sions [4–9]. The trend of using GPUs for general purpose
computing has been favoured by the low cost of GPUs,mostly
caused by the gaming business volume.GPUs are democratiz-
ing the high performance market, having a massively parallel
chip for only $200.

Thus, large clusters are therefore adopting the use of these
architectures, as a way to provide enough computational
power to overcome the next century challenges [10]. How-
ever, current GPUs have a great impact on the power con-
sumption of the system, as a high-endGPUmaywell increase
the power consumption of a cluster node up to 30%, which is
actually a big issue already.This is a critical issue especially for
very large clusters, where the cost dedicated to power supply
to such computers represents an important fraction of the
total cost of ownership (TCO) [11, 12]. Besides, the carbon
footprint from those supercomputers is on the rise, reaching
the levels produced by the global airline industry, and experts
estimate that pollutant emissions derived from the usage of
these machines will quadruple by 2020 [13]. Virtualization
techniques such as volunteer computing [14] may provide
significant energy savings, as they enable a larger resource
usage by sharing a given hardware among several users, thus
reducing the required amount of instances of that particular
device.

This paper evaluates a volunteer computing paradigm,
based on the tuple BOINC [15] and Ibercivis, as an
alternative to owning large GPU-based local infrastruc-
tures. We analyze several parameters such as performance,
cost (including energy consumption, collocation cost, and
machine market price), and availability of both architectures
design. We illustrate this comparison for the execution
of a representative GPU-based bioinformatics application
called BINDSURF (we refer the reader to Ibercivis webpage
(http://www.ibercivis.es/)).

The main contributions of this paper include the follow-
ing.

(i) Although the elapsed time to obtain BINDSURF
results in the volunteer computing platform is an
order of magnitude slower than in our local infras-
tructure, the processing time is in the same range for
both platforms thanks to the ubiquity of GPUs which
are present in almost every desktop PC.

(ii) The power consumption of our local infrastructure
when executing BINDSURF is around 200 Watts.

Moreover, additional costs for our local infrastructure
need to be considered such as collocation cost and
administration, while all of them are saved by the
hardware donation of volunteers.

(iii) The tuple BOINC and Ibercivis are presented as
a valid alternative in the HPC arena for running
bioinformatics applications, which are not real time
but need many computational resources.

The rest of the paper is organized as follows. Section 2
briefly introduces the preliminary knowledge necessary for
the better understanding the experimental results in the rest
of the paper. We also introduce the economic assumptions to
assess our simulations. The experimental environment and
the evaluation in both our local and volunteer computing
infrastructure are shown in Section 3. Section 4 shows the
experimental results, offering an additional analysis of the
cost of our local infrastructure, in terms of power consump-
tion and economic impact, before we discuss these results
in Section 5. Finally, in Section 6 we summarize our findings
and conclude with suggestions for future work.

2. Materials and Methods

2.1. BINDSURF: High-Throughput Parallel Blind Virtual
Screening. In this section, we introduce BINDSURF [1], an
efficient and fast blind methodology for the determination of
protein binding sites depending on the ligand that uses the
massively parallel architecture of GPUs for fast prescreening
of large ligand databases. We first briefly review the main
characteristics of CUDA [16] for the benefit of readers who
are unfamiliar with the programmingmodel. CUDA is based
on a hierarchy of abstraction layers; the thread is the basic
execution unit; threads are grouped into blocks, each ofwhich
runs on a single multiprocessor, where they can share data
on a small but extremely fast memory. A grid is composed of
blocks, which are equally distributed and scheduled among
all multiprocessors.The parallel sections of an application are
executed as kernels in a SIMD (single instruction multiple
data) fashion, that is, with all threads running the same code.
A kernel is therefore executed by a grid of thread blocks,
where threads run simultaneously grouped in batches called
warps, which are the scheduling units.

BINDSURF divides the whole protein surface into arbi-
trary independent regions (also known as spots). Next,
and thanks to the computational power provided by the
efficient exploitation of the parallelism of GPUs, a large
ligand database is screened against the target protein over
its whole surface simultaneously, and docking simulations
for each ligand are performed simultaneously in all the
specified protein spots resulting in new spots found after the
examination of the distribution of scoring function values
over the entire protein surface. Using this approach, it has
been found that BINDSURF predicts accurately and at an
unprecedenteded speed the binding sites to which different
ligands bind to the same protein in known cases that were
problematic to other docking methods.

BINDSURF is a stochastic methodology that uses the
Monte Carlo energy minimization scheme. One of the most
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important parameters is the number of Monte Carlo steps;
very high values are preferred for this number so that we
have more probabilities of finding the global minima of
the potential energy surface and thus the accuracy of the
prediction increases. Besides, high values for the number
of Monte Carlo steps imply an increase in the number of
required computations, so a compromise must be found for
this number. We show later the use of different typical values
for this parameter.

2.2. Volunteer Computing Paradigm Applied to Ibercivis.
Volunteer computing (also called peer-to-peer computing
or global computing) is a distributed computing approach
where citizens offer their own computing resources to solve
scientific projects. Recently, volunteer computing has moved
to middleware systems that provide a distributed computing
infrastructure independent of the scientific computation.
Among them, the most popular one is BOINC, developed
at the University of Berkeley. BOINC [15] provides to the
scientific community the opportunity to use the computing
power of thousands of CPUs and GPUs almost for free.
BOINCprovides a completemiddleware system for volunteer
computing, including a client, client GUI, application run-
time system, server software, and software implementing a
project web site.

Volunteer computing has been successfully used in high-
energy physics, molecular biology, medicine, astrophysics,
climate study, and other areas. Among them, we may high-
light SETI@HOME that has sustained a processing rate
of about 60 TeraFLOPS for several years [17]. Moreover,
other volunteer computing projects have been developed in
the field of bioinformatics such as POEM@HOME, Fight-
Malaria@Home, Docking@Home, or GPUGrid.net (readers
can visit https://boinc.berkeley.edu/projects.php).

This project is developed in the context of Ibercivis [18],
which is an open framework created to deploy new volunteer
computing platforms based on BOINC [15]. One of the
challenges of Ibercivis is to allow the execution of several
applications in the frame of a single BOINC project. We refer
the reader to http://boinc.berkeley.edu/ for insights on how
to run a volunteer project using BOINC.

2.3. Cost Estimation Model for Local GPU-Based Infrastruc-
tures. This section establishes the economic assumptions to
assess the cost of our simulations in the local infrastructure.
Equation (1) shows the cost of a given simulation in a local
computer:

𝐶local𝑥 = 𝐶𝑒𝑥 + 𝐶𝑚𝑥 + 𝐶𝑐𝑥 , (1)

where 𝐶local𝑥 is the result of adding:

(i) 𝐶
𝑒𝑥
: energy consumption costs:

𝐶
𝑒𝑥
= 𝑇local𝑥 ⋅ 𝑒𝑥 ⋅ 𝑝𝑒 ⋅ 𝑚, (2)

where 𝑒
𝑥

is the energy consumption for a given ligand
𝑥 and 𝑝

𝑒

is the energy price. Both are expressed per
unit of time.

(ii) 𝐶
𝑚𝑥
: machine market price:

𝐶
𝑚𝑥
=
𝑝

𝑎
𝑡

⋅ 𝑇local𝑥 ⋅ 𝑚, (3)

where𝑝 is the physical machinemarket price and 𝑎
𝑡

is
the amortization per unit time. Typical values for the
amortization period of a machine are 2-3 years. Note
that 𝑎
𝑡

is based on the unit time; that is, if the unit time
is minutes, then 𝑎

𝑡

= years ⋅ 365 ⋅ 24 ⋅ 60.
(iii) 𝐶

𝑐𝑥
: machine collocation costs:

𝐶
𝑐𝑥
= (𝑐
𝑡

⋅ 𝑚 + 𝐴
𝑡

⋅ ⌈
𝑚

𝑚
𝑎

⌉) ⋅ 𝑇local𝑥 , (4)

where 𝑐
𝑡

is the collocation and 𝐴
𝑡

is the adminis-
trator salary, both of them are expressed in units of
time. The adjustment is completed by specifying how
many physical machines are assigned to an individual
administrator (𝑚

𝑎

). The expression ⌈𝑥⌉ corresponds
to the ceiling function of 𝑥.

3. Experimental Setup

This section introduces the hardware-software environment
for both the local and volunteer computing environments, the
main features and input data sets of BINDSURF.

3.1. Hardware and Software Infrastructure. Our local exper-
iments have been conducted in an Intel-based machine
that is a high-performance platform composed of an Intel
Xeon E5620 processor running at 2.4GHz and an internal
Nvidia Geforce 7300GT GPU. This card, which is tailored
for graphics, is always connected to the system during the
evaluation. Besides, five different Nvidia GPUs are connected
separately to this system through the PCI express bus as
accelerators; that is, only one of them is connected to the
motherboard during the tests at a given time (see Table 1
for hardware specification). These cards are the following:
the Nvidia GTX 465, which has enabled 11 SMs from the
total of 16 in the GTX400 chip, the Nvidia GTX 480, which
has 15 active SMs, the Nvidia Tesla C2070, which has 14
active SMs, and the Nvidia GTX 590, which is one graphics
card made out of two graphics processors with up to 2 × 16
SMs. Additionally, we have also analyzed the last generation
of Nvidia GPUs, that is, the Tesla K20c. CUDA toolkit 5.0
leverages Nvidia architectures. CPU-side is also targeted
through GCC compiler 4.7.2 version and vectorization. The
vectorization on Intel platforms is enabled by SSE extensions.

The Ibercivis project has many computational resources
available to different scientific projects. Nowadays, the Iber-
civis project offers up to 1597 nodes which include, at
least, a GPU in the system. Those GPUs are classified into
groups depending on their computing capabilities. Table 2
shows different GPUs and operative systems available in
those nodes. BINDSURF is based on Nvidia GPUs, so this
feature limits the number of resources available for running
our application. In our experiments, we use 16 machines
out of 106 we have available. Finally, the BOINC server is
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Table 1: Hardware features for our local test-bed infrastructure.

Intel system
Processor Intel Xeon E5620 @ 2.4GHz
GPU 0 Nvidia 7300GT
Memory 16GB DDR3 @ 1333MHz
Maximum power draw 80W
Experimental idle power 38W

GPU 1: Nvidia GTX 465
GPU family GF100
Manufacturing process 40 nm
Core clock 607MHz
Memory size 1024MB
Memory clock 2 × 1603MHz
Memory bus width 256 bits
Memory bandwidth 102.6GB/sec
Stream processors 352
Maximum power draw 200W
Experimental idle power 24W

GPU 2: Nvidia GTX 480
GPU family GF100
Manufacturing process 40 nm.
Core clock 700MHz
Memory size 1536MB
Memory clock 2 × 1848MHz
Memory bus width 384 bits
Memory bandwidth 177.4GB/sec
Stream processors 480
Maximum power draw 250W
Experimental idle power 37W

GPU 3: Nvidia Tesla C2070
GPU family GF100
Process 40 nm.
Core clock 573.5MHz
Memory size 6143MB
Memory clock 2 × 1494MHz
Memory bus width 384 bits
Memory bandwidth 143.4GB/sec
Stream processors 448
Maximum power draw 247W
Experimental idle power 107W

GPU 4: Nvidia GTX 590
GPU family GF100
Manufacturing process 40 nm.
Core clock 1215MHz
Memory size 2 × 1536MB
Memory clock 2 × 1707MHz
Memory bus width 2 × 384 bits
Memory bandwidth 2 × 327.7GB/sec
Stream processors 1024
Maximum power draw 365W
Experimental idle power 140W

Table 1: Continued.

Intel system
GPU 5: Nvidia Tesla K20c

GPU family GK110
Manufacturing process 28 nm.
Core clock 705MHz
Memory size 5120MB
Memory clock 2 × 2600MHz
Memory bus width 320 bits
Memory bandwidth: 208GB/sec
Stream processors 2496
Maximum power draw 225W
Experimental idle power 27W

Table 2: GPU-based machines in the Ibercivis project to date. The
nodes are divided into operative systems and GPU brands.

Windows Linux Darwin Total
Nvidia 918 106 68 1092
ATI + Intel 445 10 50 505
Total 1363 116 118 1597

configured to send each work up to three times. In case a
work unit fails, the work is forwarded to another client; this
guarantees fault tolerance in the overall system.Regarding the
implementation of BINDSURF in the Ibercivis platform, we
have chosen the GenWrapper option as the most convenient
for allowing us to maintain the application within its original
architecture. We have only made some minor changes in the
source code to let the BOINC client know the percentage of
work performed at a given point.

3.2. BINDSURF Parameters. We carried out VS calculations
using BINDSURF for the prediction of representative ligand-
protein cases. For our evaluations, three different ligand-
protein cases are chosen, whose ligands conveniently repre-
sent chemical diversity of large compound databases. They
are referred to as ligands A, B, and C. Ligand A is a blood
clotting cofactor recently discovered by us [19]. Ligand B and
ligand C have been extracted from their Protein Data Bank
[20] complexes with the respective IDS 2𝑏𝑦𝑟 and 3𝑝4𝑤. We
have run 10 executions of BINDSURF per ligand for a given
number of simulation steps.

Different Monte Carlo steps are taken into account,
ranging from 5 to 50000, as an optimal value for this
parameter does not exist for all different ligand types (A, B,
and C).Therefore, it is convenient to performVS calculations
using different values of this parameter, since, sometimes, we
might be interested in short simulations (steps = 5, 10, 50) for
obtaining qualitative information about potential hotspots
in the surface screening approach for millions of different
ligands, but in some other situations we might be more
interested in obtaining accurate predictions for a smaller set
of ligands; thus we may use higher number of Monte Carlo
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Table 3: Execution time in seconds of BINDSURF for the execution
of ligand A (l1c4), ligand B (2byr), and ligand C (3p4w) in our
local infrastructure with different Monte Carlo steps. Lowest RMSD
values obtained for ligands B and C are 3 and 2 Angstroms, while
there is no crystal structure available for ligand A.

Steps GTX 465 GTX 480 GTX 590 Tesla C2070 Tesla K20
Ligand A (l1c4)

5 57.79 57.70 59.11 58.57 68.52
10 57.97 57.97 57.64 59.15 68.78
50 61.66 61.73 62.08 63.68 72.40
500 114.17 114.09 118.37 126.62 116.66
5000 788.52 788.81 842.34 942.35 678.61
50000 8888.45 8890.91 9546.22 10702.00 7371.31

Ligand B (2byr)
5 49.24 49.42 49.69 50.71 60.81
10 49.49 49.65 50.13 51.18 60.87
50 53.39 53.42 54.22 55.73 65.05
500 107.20 107.10 111.58 121.64 114.42
5000 733.35 732.86 783.29 891.92 686.69
50000 7162.95 7163.43 7688.34 8813.30 6569.21

Ligand C (3p4w)
5 75.41 75.35 75.75 76.41 86.44
10 75.53 75.45 76.00 76.70 86.05
50 78.64 79.23 80.20 80.74 89.44
500 127.35 127.52 131.72 139.09 129.28
5000 761.68 761.46 813.74 903.31 640.37
50000 7925.02 7924.22 8520.64 9494.24 6219.92

steps such as 500, 5000 and 50000. Lastly, it should be noted
that, in general, it could be said that the running time is
directly proportional to the number ofMonte Carlo steps and
to the type of ligand, as reported previously in the original
BINDSURF publication [1].

4. Experimental Results

4.1. Performance Evaluation in the Local Infrastructure.
Table 3 shows the execution times obtained in our local
infrastructure. The execution times increase along with the
number of simulation steps of Monte Carlo as expected.
However, this increase is not linear since the execution
time is dominated by input data preprocessing and other
computations in BINDSURF.

Table 3 shows that themost time consuming simulation is
when the simulation runs in Nvidia GPU GTX 465, whereas
the simulation cost is reduced, as long as the experiments are
executed in the most efficient platform as Tesla K20c.

4.2. Performance Evaluation in the Volunteer Computing
Environment. Table 4 shows the execution time in seconds
of BINDSURF for the execution of ligand A (l1c4), ligand
B (2byr), and ligand C (3p4w) in the Ibercivis project.
The execution time is divided intototal time andprocessing
time. The latter is actually the percentage of computational
resources used by our application in the client’s computer.

Table 4: Execution time in seconds of BINDSURF for the execution
of ligand A (l1c4), ligand B (2byr), and ligand C (3p4w) in Ibercivis
with different Monte Carlo steps. It is divided into total time (i.e.,
including submission overheads) and processing time.

Steps Total time Processing time
Ligand A (l1c4)

5 60.60 30893
10 61.88 24325
50 61.85 28469
500 130.79 31719
5000 1144.02 20840
50000 11467.09 28469

Ligand B (2byr)
5 65.5 24158
10 64.58 24116
50 69.72 43664
500 133.73 91752
5000 1161.78 27727
50000 10895.33 42469

Ligand C (3p4w)
5 72.82 46150
10 76.59 20016
50 86.77 1933
500 177.47 2016
5000 1190.07 31843
50000 12660.21 46150

The former, however, includes the whole process of executing
BINDSURF in the Ibercivis project, that is, including over-
heads previously described in Section 2.2.

The BINDSURF processing times in the computers
offered by Ibercivis are equivalent to our lowest-line GPUs,
which make sense as the major percentage of computers
offered by Ibercivis clients are desktop machines which
include only gamer-level cards. These GPUs offer great
performance at a very low-cost price and, sometimes, even
improve the performance results of the high performance
line of Nvidia GPUs, code-named Tesla. This fact is shown
for our smallest workloads, that is, below 500 Monte Carlo
iterations. Table 4 also shows that the BINDURF total time is
much higher than the processing time in Ibercivis. The total
time involves several different tasks, including the processing
time as previously explained in Section 2.2.

4.3. Cost Evaluation of Our Local Infrastructure. This section
takes several economic assumptions to assess the cost of our
simulations. They are as follows.

(1) A machine from the local infrastructure costs $3,000
and the cost for the Nvidia GPUs is: $250 the GTX
465, $350 the GTX 480, $400 the GTX 590, $1300 the
12 Tesla C2070 and $3,000 the Tesla K20.

(2) The amortization period of each of these machines is
3 years.
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(3) The KW/h price is that of Spain (http://www.sta-
tista.com/statistics/13020/electricity-prices-in-selec-
ted-countries/): $0.1352.

(4) The collocation price per machine/year in the local
infrastructure is $12,000.

(5) The administrator salary is $3,300/month and each
administrator is assigned to 100 machines from the
local infrastructure.

The local infrastructure has two other additional costs
due to the power consumption of our infrastructure and
the economic costs that are included to buy and maintain
such infrastructure.The real-timemeasurement of individual
GPU components using a software approach is new and is
only supported by the Nvidia GPUK20.This is done by using
NVML (Nvidia management library) [21] and it reports the
GPU’s real-time power usage.

For the other cards, power dissipation measurements
are obtained using the Watts up? .Net power meter [22].
This device is connected between the power source and the
power supply of the system and provides power dissipation
information every second. Power information is logged by
a different machine on the same room. Room temperature
is controlled and set to 26∘C during the measurements to
minimize temperature impact on static power.

Table 5 shows the power consumption in our local infras-
tructure for the running times shown in Table 3.These values
are the average for each set of experiments. The energy
consumption in the local infrastructure increases along with
the Monte Carlo simulation steps as expected.

Table 6 shows the economic costs of the BINDSURF
simulation when processing 6000 redocking simulations of
ligands of different types, that is, A, B, and C, and varying the
number of Monte Carlo steps. These costs are based on (1),
which have three main components as previously explained:
energy consumption, machine market price, and collocation
cost. The cost is averaged per unit of time.

5. Discussion

Volunteer computing is a distributed computing approach
where citizens offer their own computing resources to solve
scientific projects. Actually, this is themain advantagewe find
in this computational environment: the great computational
power available for our project at no cost.Moreover, the ubiq-
uity of GPUs and the ingenuity of the simulation community
augur well for the scale and scope of future computational
studies of biomolecules.

Table 6 shows the execution of BINDSURF costs in
the range of 19K–33K$ for the largest simulation (50000
Monte Carlo steps) we have targeted in our experiments. The
execution time for this simulation in our local infrastructure
takes 2.5 hours on average (see Table 3). In Ibercivis, however,
users have to wait up to 10.8 hours until the results of our
simulation are returned back (see Table 4), although at no
cost. It is also noteworthy that the cost of our simulations
decreases alongwith the execution time and energy efficiency
as expected (see Tables 3 and 6). As shown in Table 1, power

Table 5: Averaged power consumption in Watts when processing
ligand A (l1c4), ligand B (2byr), and ligand C (3p4w) in a local
machine with different Monte Carlo steps. The runtimes are shown
in Table 3.

Steps GTX 465 GTX 480 GTX 590 Tesla C2070 Tesla K20
5 240.57 246.45 270.99 291.78 192.95
10 236.79 246.50 271.44 293.32 193.72
50 240.92 251.37 274.40 297.85 195.93
500 276.09 293.75 309.07 325.52 214.83
5000 312.79 351.90 355.19 357.10 245.57
50000 318.79 362.36 364.24 356.14 253.95

Table 6: Averaged economic costs in $ for processing 6000
redocking simulations of ligands (ligand A (l1c4), ligand B (2byr),
and ligand C (3p4w)) in a local machine. We also vary the number
of Monte Carlo steps to increase the computational cost.

Steps GTX 465 GTX 480 GTX 590 Tesla C2070 Tesla K20
5 167.74 159.81 162.16 166.99 200.20
10 166.28 160.33 161.48 168.22 200.13
50 181.50 170.30 172.72 180.08 210.55
500 394.53 306.64 318.83 349.33 334.95
5000 3063.61 2017.71 2158.96 2475.37 1868.84
50000 33020.51 21209.85 22812.22 26228.97 18797.83

consumption has been drastically improved in Tesla K20 and
this is reflected in the overall simulation cost.

Several drawbacks are behind the use of volunteer com-
puting as a platform to develop scientific computations.
Firstly, it is a fully heterogeneous environment, making it
difficult to leverage performance of the targeted architectures.
However, the processing times obtained in the volunteer
computing environment (see Table 4) are not that far from
those taken in our local machines. At this stage of our
research, we only focus on CUDA architectures that are
relatively similar to each other. This would be a harder issue
in an OpenCL-based machine as different kind of processors
(i.e., CPUs, GPUs, and DSPs) might be targeted. Secondly,
the success of the simulations depends on citizen’s resources
which are not always available.This is solved by having a large
community of participants dedicated to a concrete project
like we do in the Ibercivis project.

6. Conclusions and Future Work

Bioinformatics is an emerging research area which produces
a great amount of HPC applications. Achieving the most
performance in their execution is important but optimization
through cost reduction is crucial. Researchers now have
access to a seamless resource provision technology that is
volunteer computing. Volunteer computing is a donation-
based infrastructure applied to solving scientific projects and
permits the user to forget about certain costs associated
with physical infrastructures and also helps disseminate the
project to the general public.
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In this contribution we have evaluated the tuple BOINC
and the Ibercivis Project for the drug discovery application
BINDSURF running several relevant benchmarks. Focusing
on the physical infrastructure, we have shown the execution
times of our application for both the local and the Iber-
civis infrastructure, finding that the processing times are in
the same order of magnitude. We have provided with the
information about power consumption measurements that
our local infrastructure supports in order to run the BIND-
SURF application, and we have also provided an exhaustive
cost model that considers a wide variety of elements and
factors, allowing a detailed comparison with the execution
of the same application on the infrastructure provided by
Ibercivs. Besides, conclusions obtained from our study can
be extrapolated to other GPU-based VS methodologies and
bioinformatics applications.

However, volunteer computing is not the panacea, since
it depends strongly on certain factors such as the concrete
bioinformatics application, the size of the problem, and the
compatible resources that are available for a project, and, thus,
the optimal infrastructure may vary and it does not need to
be always volunteer-based.

As future work, we plan to port BINDSURF to OpenCL
[23], allowing its execution in a wider variety of hetero-
geneous computational systems such as multicore CPUs.
This way, more work units types from Ibercivis partici-
pants could be harnessed, thus increasing the peak per-
formance available for our application and also reaching
broader public to disseminate our work. Moreover, a hybrid
approach that mixes the use of public cloud providers, like
Amazon, with the use of projects, such as Ibercivis, may
improve the fault tolerance ratio of our simulations at low
price.
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Received 8 February 2014; Revised 10 May 2014; Accepted 18 May 2014; Published 15 June 2014

Academic Editor: Sandra Gesing

Copyright © 2014 Teresa Garcia-Valverde et al. This is an open access article distributed under the Creative Commons Attribution
License, which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is properly
cited.

According to theWorld Health Organization, the world’s leading cause of death is heart disease, with nearly two million deaths per
year. Although some factors are not possible to change, there are some keys that help to prevent heart diseases. One of the most
important keys is to keep an active daily life, with moderate exercise. However, deciding what a moderate exercise is or when a
slightly abnormal heart rate value is a risk depends on the person and the activity. In this paper we propose a context-aware system
that is able to determine the activity the person is performing in an unobtrusive way. Then, we have defined ontology to represent
the available knowledge about the person (biometric data, fitness status, medical information, etc.) and her current activity (level
of intensity, heart rate recommended for that activity, etc.). With such knowledge, a set of expert rules based on this ontology are
involved in a reasoning process to infer levels of alerts or suggestions for the users when the intensity of the activity is detected as
dangerous for her health. We show how this approach can be accomplished by using only everyday devices such as a smartphone
and a smartwatch.

1. Introduction

Heart diseases are one of the most frequent causes of mor-
tality and responsible for nearly two million deaths a year. In
many cases significantly pathological tests in hospital can be
used as a basis for detecting patients at risk for heart disease.
However, one of the problems of disease prevention involves
deciding when a slightly abnormal value is a risk and when
a normal value can be a risk for a specific person according
to her features (e.g., age, weight, etc.) and/or her current
physical activity. Besides, when people are not confined to
hospitals, such information is not available and a medical
problem may not be detected in time.

In that sense, computational techniques are acquiring a
high importance in order to develop flexible and accurate
models of complex biological systems, specifically in the
health domain. Indeed, in recent years, rapid developments in
hardware and built-in sensors have generated the possibility
of sensing a large volume of biometric data. Specifically, it is
growing the use of data mining techniques to solve biological
problems by analyzing large biological datasets [1].

Modeling knowledge by means of ontologies in the
medical domain, especially in the e-health area, is an active
research field. In bioinformatics, ontology-based systems
provide reusable terminology resources and they can be
used to improve the management of complex systems [2–
4]. Thanks to these ontologies, different context information
(e.g., biometric data, user’s activity and medical information,
etc.) can be captured and validated. Furthermore, this ter-
minology enables the definition of expert rules, which in
turn are the input to reasoning processes aimed to infer new
knowledge.Thus, the adoption of ontologies in our approach
is oriented to empower the inference of alert situations from
the user’s current context.

In this work the heart rate and the intensity of the physical
activity are used to detect abnormal situations during the
execution of such activities. The approach takes into account
the variability between different people (age, health status,
fitness level, etc.). All this information is modeled through
ontology and a set of expert rules that form a context-aware
system designed to provide a personalized response when an
unexpected heart rate is detected. Here we introduce all these
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ideas in a research proposal format in order to provide the
guidelines and technical details of our system. Therefore, a
complete evaluation of our system cannot be supplied at this
point and instead we present a thorough study of the different
parts that compose it.

The main contributions in this paper are twofold. First,
the physical activity is determined using data mining tech-
niques over data gathered from nonintrusive wearable sen-
sors. Second, the definition of SHCOntology (simple health
care ontology) allows us to represent a health care context
in order to express expert rules. Such rules capture alert
situations according to the activity that the person is cur-
rently performing, her heart rate, age, fitness status, and
other conditions, such as if the person suffers some cardiac
dysfunction.

The rest of the paper is structured as follows. Section 2
defines the assessment system architecture. Next, Section 3
introduces the proposed sensors deployment and data min-
ing techniques used to determine users’ activities. Empirical
results on the viability of our approach are showed in this
section. Then, Section 4 sets the theoretical base about the
importance of overreaching and overtraining related to some
heart health problems. Section 5 presents the knowledge
model used to assess heart health risks according to the
person’s context. Later, Section 6 shows how this approach
is used in two specific scenarios. Section 7 discusses some
related works. Finally, conclusion and future work are given
in Section 8.

2. Assessment System Architecture

The rapid growth in hardware technology has become an
attractive option to collect data using a wide set of available
sensors. However, there is a need to rely on nonintrusive
sensors trying to keep a minimal deployment and especially
to avoid annoying users. Indeed, built-in cheap sensors are
now integrated into daily use devices, such as mobile phones.
Exploiting built-in sensors leads us to the possibility of large-
scale human sensing and collecting large datasets [5].

Under such conditions, we propose the use of inertial
sensors from a smartphone and a smartwatch to predict the
individual’s activity. As a result, we can use this knowledge
to provide her with some important information about her
health status.

With the aim of extracting such relevant information, this
paper proposes a system which involves two different phases.
Figure 1 shows the overall architecture of the system.

The first phase involves a physical activity recognition
using data mining techniques over the data gathered from
inertial sensors in a smartphone and a smartwatch (see
Section 3). The use of data mining over a data intensive
framework provides the possibility of detecting and learning
behaviors and patterns from biological domain problems.

In fact, bioinformatics research entails many problems
that can be solved by data mining tasks. Concretely, physical
activity recognition using wearable sensors can provide
valuable information regarding individual’s movements and
help us to determine some aspects of her health. Another
valuable information about the individual’s health is her heart

rate. In this first phase of our proposal, this information is
also monitored and gathered directly from the heart rate
sensors in the smartwatch. Note that, in this phase, the
user configures her smartphone with her own features (age,
weight, height,. . .) in order to personalize the system. These
parameters should be configured only the first time that the
system is used.

Once the activity has been determined and the heart
rate collected, this information is forwarded to the context-
aware model, starting the second phase of our proposal
(see Section 5). The context-aware model is responsible for
representing and reasoning over this information in order
to detect possible alert situations. The reasoning model is a
compound of the SCHOntology and a set of expert rules.
The SCHOntology represents our health care domain and
comprehends various aspects of the users and their activities,
including biometric data, possible diseases, fitness status,
and intensity of the activity. Based on the SHCOntology, a
set of expert rules are defined to infer alert situations and
suggestions according to the available knowledge about the
person.

Observe that the first phase of our system is data-driven;
that is, we construct a classifying model from previous
data. On the other hand, the second phase is knowledge-
driven; that is to say, models are now created by experts.
By combining both approaches, the goal of our two-phase
system is to offer an app for early detection of overreaching
of a person while she is doing her normal life or performing
some exercise.

Finally, it is worth mentioning that the app will include
a disclaimer in order to inform the user that it is intended
for informational purposes only and should not be used as a
medical diagnostic device. It should be noted that the system
does not purport to decide about amedical relevant condition
of the users. It is limited to offer a set of recommendations
about several alert situations based on experts’ knowledge
while using everyday devices, without the need of obtrusive
and annoying sensors.

3. Activity Recognition

The following sections explain the activity recognition phase
of our proposal. Specifically, first subsection describes the
components needed to gather the relevant data from a
person when she is performing everyday activity and how the
inherent noise and imprecision of the data are removed.

Second subsection shows howdatamining techniques are
able to determine the activity from the inertial sensors data.
This approach is validated over real data from the PAMAP2
physical activity monitoring dataset [6].

3.1. Sensor Devices and Data Collection. In this work sensors
signals from a smartphone and a multisensor wristband
(smartwatch) are used as the base signal to classify the
physical activity that the subject is performing. Concretely,
accelerometers, gyroscope, and magnetoresistive (AMR)
magnetic sensors are proposed to determine the activity.

Smartwatches are wearable devices that use sensors to
gather data about the user’s movement and other features.
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Figure 1: Overall architecture.

First examples of wristband sensors were based on the
use of accelerometers to measure steps and other move-
ments [7]. However, the latest models already include
other kinds of metrics like heart rate monitoring, tem-
perature, or blood oxygen levels using infrared sensor
[8].

Regarding smartphones, almost all the last models avail-
able on the market include a growing set of cheap powerful
embedded inertial sensors [9]. More specifically, triaxial
accelerometers, gyroscopes, and magnetometers are com-
monly found on smartphones and tablets. Under these
conditions, our approach can take advantage of these inertial
sensors by only requiring that the users wear the smartphone
in a pocket near her chest.

Therefore, activity data could be collected from the
aforementioned sensors in a noninvasive way. However, the
use of real time data from inertial sensors is subject to noise
and imprecision [10]. As a result, there is a need to filter out
noise before using the data for activity recognition. In order to
address this issue we propose a moving average filter of order
3. This simple method has been shown to be able to remove
the random noise [11].

Finally, to make our system activity-aware requires a
feature processing and a classification method able to infer
what activity an individual is engaged in. In that sense,
this work proposes the use of data mining techniques in
order to predict users’ activities throughout the day. Data
mining techniques provide the ability of analyzing large
datasets to infer patterns and generalizations. Then, pre-
dictive models can be built using classification algorithms
which are used to predict the physical activity of the
individual.

3.2. Feature Processing and PredictionModel. As described in
Section 3.1, data mining techniques enable inferring patterns
and generalizations from large datasets. It can be used to build
models that allow classifying between several predefined
classes (see [12] for further explanation on this topic). In this
work the use of data mining techniques is aimed at analyzing
raw data from sensors in order to determine what physical
activity the user is performing.

With the aim of validating the described approach, a
dataset for the analysis and classification of physical activity
was obtained fromPAMAP2, asmentioned above. It contains
data from 9 subjects performing 18 different physical activi-
ties with different intensities (to ascend/descend stairs, to be
seated, ironing, . . .). Therefore, we use the same classification
of activities as in the PAMAP2 dataset. A brief description of
each of these activities can be found attached to the published
dataset.

Subjects wear 3 inertial measurement units (IMU) and a
heart rate monitor. Each IMU contains two 3-axis accelerom-
eters, a 3-axis gyroscope, and a 3-axis magnetoresistive
(AMR) magnetic sensor. The sensors are placed onto 3
different body positions: chest, wrist, and ankle. The heart
rate monitor is attached to a chest strap.

This dataset provides a way to simulate the real data from
sensors. Consequently, it is possible to validate the feasibility
of the approach through this simulation. Furthermore, it
provides an easy method to evaluate different algorithms in
order to determine the accuracy of each technique and select
the most appropriated one.

Different classification methods using WEKA are suc-
cessfully used over the data in order to build a model to
determine the specific physical activity [6]. Authors have
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Table 1: Performance measures.

Full dataset
Classifier Precision 𝐹-measure Accuracy
Boosted C4.5 0.9997 0.9994 0.9995
kNN 1.00 1.00 1.00

Reduced dataset
Classifier Precision 𝐹-measure Accuracy
Boosted C4.5 0.9968 0.997 0.997
kNN 0.993 0.993 0.993

shown that, given the IMUs and heart rate values for a person
in an instant 𝑡, the model is able to recognize the physical
activity with a high accuracy (over 90% of success).

However, in systems for physical activity monitoring,
the number of sensor placements should be kept as low as
possible for reasons of practicability and comfort [6]. In fact,
our systems should be used during all daily activities in order
to provide a quick heart health risk assessment. Therefore,
comfortable, easy to handle, and wearable devices should be
used.

Since the PAMAP2 study allows us to determine the
physical activity using all the dataset with a 90% of success,
in this work we have investigated whether it is possible to
determine the activity without the use of some data from
the original dataset. With this aim, we preprocess the data
removing different variables in turn (e.g., heart rate, chest
sensors, wrist sensors, . . .).

After several tests, it has been shown that the resulting
classification models are able to determine the activity just
using the inertial chest and wrist sensors. Note that this
fact does not imply that there are no additional correlations
between the rest of variables and the activity. The tests also
show that the algorithms classify the activity with a high
accuracy using a reduced dataset.

Table 1 shows the results from the tests performed with
the original dataset (i.e., using all variables) and the results
using the reduced tests (i.e., using just the wrist and chest
sensors). Likewise, Table 1 shows the best results obtained
from the different algorithms for the full and reduced
datasets: boosted C4.5 decision tree (confidenceFactor = 0.15,
minNumObj = 50) and kNN (kNN = 7,𝑊 = 0).

Observe that although the precision and the accuracy are
lower in the tests with the reduced dataset, they are still very
high. As a result, it is affordable to reduce the number of
variables in order to get a less intrusive system.

4. Biomechanics of Cardiopulmonary Effort

This section deals with the theoretical background in biome-
chanics as the starting point to design our knowledge model
and expert rules. Section 4.1 reveals the importance of the
workload in aerobic or anaerobic exercises with respect to
the person’s physiology, fitness status, and health features.
Section 4.2 deals with the estimation of quantifiable units of
effort such asmetabolic equivalent of task (MET) and relative
maximal heart rate intensity in order to use such measures in
expert rules.

4.1. Activity Load. Overreaching and overtraining are the
accumulation of training over one’s capacity, whichmay result
in a short-term decrease in performance capacity and maybe
in a serious heart problem. In high-performance athletes, the
overreaching is common and intentionally induced as part of
a training regimen. However, in popular athletes, specially
beginners and people with critical problems, it could be a
frontier to avoid trespassing [13].There are several risk factors
like highly motivated athletes who respond to poor athletic
performance by increasing training loads, athletes without
individualized trainingwho think that they donot get enough
exercise and, more worrying, people without a good physical
shape or with some disease [14].

The general prevention about exercise overreaching—
especially in persons with some disease—must be based on a
test set like blood testing or coordination study that cannot be
self-made. Fortunately, there are other prevention alternatives
such as daily training log or activity monitoring based
on accelerometers and heart rate sensors that can be per-
formed daily without control of a specialist, as explained in
Section 3.

The activity load and his effort level determine the
cumulative strain involved with training. To be useful in
early detection of overreaching, it is necessary that a sys-
tematic documentation of subjective and objective factors
must be completed at baseline and reevaluated regularly.
The daily/weekly variations that occurred in the training log
effort of a person can help to identify an individual athlete’s
abnormal response to training at an early stage. This baseline
must be combined with the health level of a person and
her possible diseases. Once identified, interventions can be
made to prevent further deterioration and normalization of
subjective and objective criteria.

A workout log includes intensity, duration, and mode of
training based on accelerometer sensors along with a rating
of perceived exertion (RPE) for the entire training session
on a specific day, for example, with the Borg scale [15]. This
scale rates perceived effort from 6 (20% of effort) to 20
(exhaustion).TheRPE session can be recorded and represents
an objective measurement of daily raining load [16]. Actually,
the subjective perception is combined with other objective
indexes of physical activity, such as pulse or effort (i.e., power
obtained from sensor accelerometers).

4.2. MET and Relative Maximal Heart Rate Intensity Estima-
tion. We need to express the activity intensity in a quantifi-
able unit that could be used in expert rules.With this aim, the
term metabolic equivalent (MET), a well-known measure in
this area, is one of the most adopted alternatives. The basic
MET unit is equal to VO

2

(oxygen consumption) in a resting
state, equivalent to 3.5ml⋅kg−1 ⋅min−1 [17].Themost common
technique used to measure oxygen consumption nowadays
is the open-circuit spirometry that depends on complex
laboratory equipment managed by skilled people. However,
there have been several reports about how to calculate the
VO
2max in function of parameters such as gender, country,

ethnicity, activity level, body weight, and height of the subject
[18]. Most of these studies concluded that the prediction of
VO
2max must be based on age and gender.ThisVO

2max factor
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Table 2: Cardiovascular rules table.

Minimum cardiovascular
benefit Aerobic limit Anaerobic threshold Severe exercise

Borg scale RPE 11
(fairly light)

14
(between somewhat hard

and hard)

17
(very hard)

18–20
(extremely hard to exhaustion)

% VO
2max 50% 60–65% 80–85% ≥85%

% HRmax 70% 75–80% 90–92% 95–100%
Ventilatory responses Unnoticeable change Still barely noticeable Difficult to speak Exercise hyperpnea, cannot speak

is relative to the duration and intensity of the effort that
depends on the training session estimated by the RPE.

The most comprehensive equations for calculating
VO
2max are shown in (1) (males) and (2) (females) [19]

VO
2max (males)

= ((0.072 ⋅Ht) − 0.052)

⋅ (44.220 − (0.390 ⋅ Age)) + (0.006 ⋅Wt) ,

(1)

VO
2max (females)

= ((0.063 ⋅Ht) − 0.045)

⋅ (37.030 − (0.370 ⋅ Age)) + (0.006 ⋅Wt) ,

(2)

where Ht represents the person’s height measured in meters,
Wt is her weight in kilograms, and Age represents her age
expressed in years.

As described above, measuring oxygen consumption
implies an open-circuit spirometer in a specific laboratory.
However, such method does not provide users to know
their VO

2

levels while they are doing their normal activities.
Because of that, the most popular, simple, and practical
method to estimate the current intensity in VO

2

of a sport
activity is done by the heart rate (HR). It allows us a
nonintrusivemanner formeasuring the oxygen consumption
by a conventional HR monitor.

TheHR is one of themost important variables tomeasure
the intensity in the physical activity. The minimal intensity
threshold is 55% to 65% of maximal heart rate (HRmax) [20].
This range is based on individual variability in the exercise
intensity necessary to improve the aerobic fitness. Those
with low aerobic fitness will achieve fitness improvements by
training at a lower level of this range. Competitive athleteswill
need to train at higher intensities than people just interested
in improving her health. The highest level of the range is
approximately at 94% of HRmax. Nevertheless, most people
get the optimal values of intensity between the 77% and 90%
of their HRmax [17].

Since there is a relatively linear relationship between HR
and exercise intensity, it is possible to use (3), where the
current VO

2

is obtained as a linear regression formula from
experimental data gathered by Swain et al. [21]

current VO
2

= (
current HR/HRmax − 37.182

0.646
)

⋅VO
2max,

(3)

where the VO
2max is calculated by (1), (2) and the HRmax can

be estimated by several ways.
Several formulas are used to estimate individual max-

imum heart rates, mostly based on age. For example, the
simple Haskell’s formula [22], (4), Tanaka’s formula [23], (5),
or the more recent Gellish’s formula [24], (6), for people
from 30 to 75 years with a standard deviation of 6 to 15 bpm
according to the equation. As a result, with simple data such
as gender, age, weight, height, and current HR we can obtain
derived data like HRmax, VO2max, and current VO

2

. Table 2
shows some equivalence between the described parameters
and the mentioned formulas are given next

Haskell : HRmax = 220 − age variation of ± 15 bpm, (4)

Tanaka : HRmax = 208 − 0.7 ⋅ age, (5)

Gellis : HRmax = 207 − 0.7 ⋅ age variation of 6 to 15 bpm.
(6)

The most used equation to estimate the HRmax is
Haskell’s formula [25].This equation indicates that theHRmax
decreases approximately from the 5% to 7% per decade.
However, actually, the HRmax decreases from the 3% to 5%
in such a period. Therefore, the equation results in error
when the HRmax is estimated for people over 40 years old
approximately. Indeed, there are some works describing this
fact [23, 26]. According to these works, Haskell’s formula
underestimates HRmax for people over 40 years old, while
other formulas overestimate this value or give a more accu-
racy value for specific ages only.ThisHaskell’s formula feature
gives a more conservative approach for the calculation of
HRmax, since it is more suitable for a general use. For this
reason, Haskell’s formula is the most used in the fitness and
medical area. Consequently, following the domain experts’
suggestions from the Department of Cardiovascular Risk at
UCAM (http://international.ucam.edu/studies/masters-in-
cardiovascular-risks/presentation/), we also adopt Haskell’s
formula in this work.

By means of the parameters described above and thumb
tables such as Table 2, we can establish general rules about
the level of a physical effort which can be resized if the
physical capacity is increased or decreased, as the heart rate
to the same intensity of effort decreases or increases [27].
These changes may happen depending on the age, number
and frequency of exercise, diseases, and so forth. The next
section describes how these rules are defined and used in our
approach.
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Figure 2: Partial representation of SHCOntology. The main concepts of the ontology are person, physical activity, and medical context.

5. A Simple Health Care Model to
Detect Alert Situations

This section explains the components of our model respon-
sible for representing and reasoning about possible alert
situations. Following the mainstream in representing context
in information systems (see Section 7), we define an ontology
named SHCOntology—simple health care (SHC)—to repre-
sent our health care domain (see Section 5.1). Based on this
ontology we are able to express expert rules to capture alert
situations with different levels of confidence according to
the available knowledge (see Section 5.2). Finally, we show
how the set of general expert rules can be extended to offer
personal recommendations to the users (see Section 5.3).

5.1. SHCOntology Representation. SCHOntology contains
the most relevant terms, relationships, and restrictions in
the health care domain proposed in this paper as studied in
Section 4. In particular, it contains basic biometrics features,
user’s contexts (with special interest in a medical context),
and different types of physical activities. Figure 2 offers a
schematic and partial representation of our ontology.

In the first place, the ontology captures several biometrics
features about each person, including age, weight, height,
and current heart rate, among others. The maximal heart
rate, which is estimated by means of one of the formulas
explained in Section 4 (i.e., the Haskell, Tanaka, or Gellish
formulas), is also included. Moreover, each person could
be classified according to her gender, physical condition,
and so forth. (e.g., a disjoint classification between man
and woman is included in the ontology, but they are not
exclusive with elderly or sportsperson. Therefore, a person
could be classified as an elderly womanwho practices sports).
The subclasses of person are based on the considered alert
situations, but they could be extended taking into account
other types of person when necessary.

Regarding physical activities, they are grouped accord-
ing to their intensity following the classification proposed

elsewhere [28]. For each type of activity, the model records
the maximal and minimal limits of the relative intensity
of the activity (expressed as percents of the maximal heart
rate of the person) along with its associated MET and
RPE (see Section 4). As a result, each specific activity
(e.g., cycling) is created for each person as an instance
of its corresponding intensity class (e.g., Vigorous) and it
is related to that person through the performsActivity
relationship (see Figure 3 for an example of this relationship
between Bob and BobCycling instances). Moreover, it is
possible to define default values for each intensity level
(i.e., VeryLightActivity, LightActivity, etc.) that can
be inherited for new activities whose specific values are
unknown.

Finally, the ontology also considers several possible
contexts for each person. In this manner, several types of
medical context (or any other type of context) could be used
to describe specific person’s situations. Specific context for
people affected by cardiomyopathy, dyspnea, and/or obesity,
among others, could be represented. The general description
of each context includes the timestamp in which the context
is considered and the level of the alert (e.g., ignore, low,
medium, and high) is generated by the system. Moreover,
the MedicalContext concept contains specific attributes to
indicate possible recommendations to the user and emer-
gency call numbers.

Instantiation of this ontology comes from the person’s
biometric information included in the smartphone. This
information—age, weight, height, and so forth—is config-
ured in the device by the user when she uses the application
for the first time during the initial setup (it may be changed
later at the user’s discretion). Regarding the current HR value
and the activity, they are provided by the smartwatch and the
datamining process, respectively, during the first phase of the
process explained in Section 2. Finally, expert medical infor-
mation (expressed by means of rules; see next subsection) is
introduced by the system administrator through a GUI (note
that the system administrator acts as amere translator among
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Figure 3: Instantiation of the main concepts of SHCOntology for representing two persons performing cycling: Alice, an elderly woman
without any specific medical context, and Bob, a male sportsperson affected by a cardiomyopathy.

Table 3: Alert levels inferred by expert rules and their associated
actions.

Alert level Action
Ignore N/A
Low Voice alert
Medium Voice alert + recommendation
High Emergency call

the medical and application languages). A complete example
of instantiation and relationships among these concepts can
be seen in Figure 3.

5.2. Defining Expert Rules to Detect Alerts. Once the ontology
has been defined, we can use it to reason about the possible
alert situations. To do this, we define a set of expert rules
using SHCOntology as vocabulary. These rules have been
defined and validated in conjunction with the Department
of Cardiovascular Risk at UCAM. In particular, we consider
24 expert rules grouped in three levels according to the
type of knowledge used by each of them. The levels range
from the less informed Level I to the most informed Level
III, as explained below. The types of alerts considered for
these rules are shown in Table 3. Each alert is related to an
action that is performed by the system after the reasoning
process. Hence, low-level alerts are associated with a voice
alert indicating risky HR values. Medium-level alerts extend
this voice alert with a recommendation (e.g., to stop the
activity or to reduce the intensity) based on the person’s
physical condition, activity, and/or medical context. Finally,
high-level alerts generate an automatic emergency call if the
person does not cancel the alert in 10 seconds. We explain
next an illustrative portion of the set of expert rules shown in
Algorithm 1 following the knowledge-based level partition.

Level I deals only with HR data. Additional knowledge
such as the activity, physical condition, and medical context
is considered as unknown at this level. Rule𝑅

1

in Algorithm 1

is an example of rules at Level I.This rule reads “if the person’s
HR exceeds her estimated maximal HR, then set the alarm
level to value High for this context.” Observe that exceeds
and set are functions, where the former checks if the first
value is higher than the second one and the latter sets the
value of a given attribute.

Level II includes knowledge of the person’s condition,
specific activity type, or a combination of both. Thus, rule 𝑅

7

is an example of including person’s condition knowledge. It
considers the classification of the Person concept to refine
the basic rules at Level I. In this case, knowing that the person
is athletic, exceeding the estimated maximal HR reduces the
alert level to Low, since it is possible that she is currently
practicing some sport. On the other hand, rule 𝑅

11

shows
an example of a rule taking into account activity knowledge.
Now the relative intensity of the activity amends the estimated
maximal HR when checking if the current HR exceeds it.
Moreover, if the activity is considered asVery Light like in rule
𝑅
11

, the alert level is set to Medium. Finally, rule 𝑅
12

shows
a combination of both types of knowledge. In particular, it
sets a High-level alert when an elderly person is practicing
a vigorous activity and her HR surpasses the maximal value
estimated for such an activity.

Rules at Level III include knowledge of the person’s medi-
cal context. Hence, the classification of the MedicalContext
concept in SCHOntology is employed to refine rules at
previous levels. For example, rule 𝑅

18

states that if the person
has a cardiomyopathy and her HR surpasses the maximal
HR recommended for an activity—regardless of its intensity
level—then the alert level is set to High. Note that this rule
refines rule 𝑅

11

, rising the alert level from Medium even
though the activity intensity is very light.

It is worth mentioning that during the reasoning process
several rules could be activated at different or same levels;
that is, conflicts among rules must be taken into account.
In case of multiple activations of rules at different levels, the
system keeps the highest-level rules and discards the rest.
This is due to the fact that the system considers these rules
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Level I
Considering only the HR values:

𝑅
1

:
Person(?𝑝) ∧
exceeds(?𝑝.ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛t, ?𝑝.ℎ𝑟 𝑚𝑎𝑥) ∧
hasContext(?𝑝, ?𝑐)
⇒ set(?𝑐.𝑎𝑙𝑎𝑟𝑚 𝑙𝑒V𝑒𝑙 = “𝐻𝑖𝑔ℎ”)

Level II
Considering HR values and type of person:
𝑅
7

:
Person(?𝑝) ∧
exceeds(?𝑝.ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛𝑡, ?𝑝.ℎ𝑟 𝑚𝑎𝑥) ∧
hasContext(?𝑝, ?𝑐) ∧
Sportsperson(?𝑝)
⇒ set(?𝑐.𝑎𝑙𝑎𝑟𝑚 𝑙𝑒V𝑒𝑙 = “𝐿𝑜𝑤”)

Considering HR values and type of activity:
𝑅
11

:
Person(?𝑝) ∧ Activity(?𝑎) ∧
performsActivity(?𝑝, ?𝑎) ∧
exceeds(?𝑝.ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛𝑡, ?𝑎.𝑚𝑎𝑥 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 ℎ𝑟 𝑚𝑎𝑥∗?𝑝.ℎ𝑟 𝑚𝑎𝑥) ∧
hasContext(?𝑝, ?𝑐) ∧
VeryLightActivity(?𝑎)
⇒ set(?𝑐.𝑎𝑙𝑎𝑟𝑚 𝑙𝑒V𝑒𝑙 = “𝑀𝑒𝑑𝑖𝑢𝑚”)

Considering HR values, type of person and type of activity:
𝑅
12

:
Person(?𝑝) ∧ Activity(?𝑎) ∧
performsActivity(?𝑝, ?𝑎) ∧
exceeds(?𝑝.ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛𝑡, ?𝑎.𝑚𝑎𝑥 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 ℎ𝑟 𝑚𝑎𝑥∗?𝑝.ℎ𝑟 𝑚𝑎𝑥) ∧
hasContext(?𝑝, ?𝑐) ∧
Elderly(?𝑝) ∧
VigorousActivity(?𝑎)
⇒ set(?𝑐.𝑎𝑙𝑎𝑟𝑚 𝑙𝑒V𝑒𝑙 = “𝐻𝑖𝑔ℎ”)

Level III
Considering also the medical context:
𝑅
18

:
Person(?𝑝) ∧ Activity(?𝑎) ∧
performsActivity(?𝑝, ?𝑎) ∧
exceeds(?𝑝.ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛𝑡, ?𝑎.𝑚𝑎𝑥 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 ℎ𝑟 𝑚𝑎𝑥∗?𝑝.ℎ𝑟 𝑚𝑎𝑥) ∧
hasContext(?𝑝, ?𝑐) ∧
Cardiomyopathy(?𝑐)
⇒ set(?𝑐.𝑎𝑙𝑎𝑟𝑚 𝑙𝑒V𝑒𝑙 = “𝐻𝑖𝑔ℎ”)

Algorithm 1: Several examples of general expert rules divided into levels according to the knowledge contained in them.

better informed than lower-level ones; that is, they contain
more relevant information. In case of multiple activations
of rules at the same level, the system keeps rules with the
highest alert level and discards the rest. This is due to the
fact that the system follows a conservative approach when
several types of alerts arise at the same level. Section 6 shows
a running example where several rules are activated for the
same person andhow these rule conflicts are solved.Note also
that the current set of rules does not include RPE and MET
information yet, but we keep this information in the ontology
for future steps. Next subsection explores how to personalize
expert rules for specific activities and users.

5.3. Extending Expert Rules. Expert rules defined in the
previous section follow a general and impersonal approach;
that is, they are oriented to capture the most common
heart health problems found in literature. However, there are
situations where a more personalized approach is necessary,
for example, whenmonitoring a professional sportsperson or
elderly people who wish to live independently in their own
homes. For these cases it is possible to define customized rules
without changing the SHCOntology. Our solution resides in
adding new rules with explicit references to the person or
activity of interest. The main goal of this kind of rules is to
offer personalized recommendations to the users more than
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𝑅
𝑃1

:
Person(?𝑝) ∧
performsActivity(?𝑝, “𝐶𝑦𝑐𝑙𝑖𝑛𝑔”) ∧
exceeds(?𝑝.ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛𝑡, 200) ∧
hasContext(?𝑝, “𝑇𝑟𝑎𝑖𝑛𝑖𝑛𝑔”)
⇒ set(“𝑇𝑟𝑎𝑖𝑛𝑖𝑛𝑔”.𝑎𝑙𝑎𝑟𝑚 𝑙𝑒V𝑒𝑙 = “𝑀𝑒𝑑𝑖𝑢𝑚”)
⇒ set(“𝑇𝑟𝑎𝑖𝑛𝑖𝑛𝑔”.𝑐𝑜𝑚𝑚𝑒𝑛𝑡 = “𝑅𝑒𝑑𝑢𝑐𝑒 𝑠𝑝𝑒𝑒𝑑 𝑡𝑜 20 𝑘𝑚/ℎ 𝑑𝑢𝑟𝑖𝑛𝑔 10𝑚𝑖𝑛𝑠.”)

𝑅
𝑃2

:
Elderly(?𝑝) ∧
performsActivity(?𝑝, “𝑆𝑡𝑎𝑖𝑟 𝐶𝑙𝑖𝑚𝑏𝑖𝑛𝑔”) ∧
exceeds(?𝑝.ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛𝑡, 120) ∧
hasContext(?𝑝, ?𝑐) ∧
MedicalContext(?𝑐)
⇒ set(𝑐.𝑎𝑙𝑎𝑟𝑚 𝑙𝑒V𝑒𝑙 = “𝑀𝑒𝑑𝑖𝑢𝑚”)
⇒ set(𝑐.𝑎𝑙𝑎𝑟𝑚.𝑐𝑜𝑚𝑚𝑒𝑛𝑡 = “𝐶𝑙𝑖𝑚𝑏 𝑡ℎ𝑒 𝑠𝑡𝑎𝑖𝑟𝑠 𝑠𝑙𝑜𝑤𝑒𝑟 𝑛𝑒𝑥𝑡 𝑡𝑖𝑚𝑒”)

Algorithm 2: Two examples of personalized expert rules.

detecting high-risk situations.Therefore, themajority of these
extended rules set the alert level to Medium and include a
personalized recommendation.

Algorithm 2 shows two personalized expert rules. 𝑅
𝑃1

is addressed to professional cyclists during their training
sessions. If their HR exceeds a constant value, a recommen-
dation is issued to reduce speed during a period of time.
On the other hand, 𝑅

𝑃2

aims to offer a recommendation to
elderly people when climbing stairs too fast. Note that both
rules state explicitly the activity to be monitored and the
maximal HR threshold instead of using variables. Moreover,
𝑅
𝑃1

uses an explicit instance of context as well. Observe
also that the consequent in the rules contains personalized
recommendations.

As personalized rules would be better defined by physi-
cians, telecarers, or even the users themselves, a friendly
interface for them should be provided in future versions of
the system. In the current version expert rules (personalized
or not) are defined using Jena (http://jena.apache.org/) by
ontology experts. Jena is a Java framework for building
Semantic Web applications which also contains a RETE rule-
based reasoner with its own rule language.

6. Running Scenario

This section shows how the ontology and rules presented in
Section 5 could be used for representing and reasoning about
possible alert situations for two different persons.

Figure 3 offers a partial representation of the information
captured in SCHOntology about two persons, namely, Alice
and Bob. In order to explain how the rules are used, we
consider an illustrative scenario in which they are practicing
cycling. More examples of different users have been used to
validate the second phase of the system (see Section 2). The
outputs of such examples have been successfully validated by
the domain experts from the Department of Cardiovascular
Risk at UCAM.

Alice is an elderly woman without any specific medi-
cal context and Bob is a male sportsperson affected by a

cardiomyopathy. Alice is 69 years old; her weight and height
are 70 kg and 1.65m, respectively. The maximal heart rate
considered for her is hr max = 151 (this value is obtained
using Haskell’s formula; see (4)). On the other hand, Bob
is 42 years old; his weight and height are 70 kg and 1.82m,
respectively. His maximal heart rate is hr max = 178

(estimated again by means of Haskell’s formula, (4)).
We suppose that bothAlice’s andBob’s heart rates increase

during cycling, a vigorous activity. The current heart rates
registered for Alice and Bob are hr current = 136 and
hr current = 178, respectively. These data are obtained from
the smartwatch and the smartphone they are wearing while
practicing the activity.

According to the knowledge captured in the ontology
for Alice, rule 𝑅

12

is activated (see Algorithm 1). This rule
sets a High-level alert because Alice is an elderly person
performing a vigorous activity and her current heart rate
ℎ𝑟 𝑐𝑢𝑟𝑟𝑒𝑛𝑡 exceeds the maximal limits according to her own
value of ℎ𝑟 𝑚𝑎𝑥 and the relative intensity of the activity
𝑚𝑎𝑥 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 ℎ𝑟 𝑚𝑎𝑥, which is set to 89% (see Figure 3).

On the other hand, two rules are activated when the
system reasons about Bob’s context: 𝑅

7

at Level I and 𝑅
18

at
Level II (see Algorithm 1). 𝑅

7

concludes that the high value
of hr current = 136 is not significant due to the physical
condition of Bob; that is, Bob’s alarm situation is set as Low
because he is a sportsperson. 𝑅

18

is also activated when a
specific Bob’s medical context is taken into account. As Bob is
affected by a cardiomyopathy, a High-level alert is suggested.
Consequently, two different alarm situations are inferred
using different rules. This conflict must be solved taking into
account the rules’ level. Hence, the reasoning process sets
a High alert according to rule 𝑅

18

because it belongs to a
more informed level than rule 𝑅

7

(see Section 5.2). Table 4
summarizes the alert levels inferred for Alice and Bob.

7. Related Work

7.1. Physical Activity Recognition. Physical activity is increas-
ingly being more studied with the aim of identifying its
intensity and recognizing the activity being performed.
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Table 4: Alert levels inferred by expert rules for two persons
performing cycling: Alice, an elderly woman without any specific
medical context, and Bob, a male sportsperson affected by a
cardiomyopathy.

Level I Level II Level III Resulting alarm

Alice — High
(since 𝑅

12

) — High

Bob — Low
(since 𝑅

7

)
High

(since 𝑅
18

) High

Benchmarking on activity recognition task is presented in
[29] using a SVM classifier. In another study, the PAMAP2
dataset [6] was recorded on 18 activities with 9 subjects,
wearing 3 inertial measurement units and a heart rate
monitor. Authors have created a new dataset for physical
activity monitoring and it has been made publicly available.
In this paper we use this dataset to predict physical activity. It
focuses on four classification tasks: intensity estimation, basic
activity recognition, background activity recognition, and all
activity recognition. In general, very good performance is
achieved for all of them, where the best accuracy is given by
the K-NN and the boosted decision tree classifiers. Another
relevant work by Nam and Park [30] uses a single triaxial
accelerometer and a barometric sensor for physical activity
recognition. This work is oriented to prevent baby and child
accidents such as unintentional injuries at home; however no
fine-grained activities are recognized.

With respect to these previous works, our aim is not
only to reduce the number of required sensors to recognize
activity, but also disguise them in everyday devices such as
smartphones and smartwatches. Hence, we remove the ankle
sensor and the specific heart sensor attached to a chest band
employed in such previous works but keeping similar results.
In this manner we obtain a nonintrusive system that can be
used in user’s daily activities.

It is also worth mentioning that there exist several
commercial applications in this direction, specially designed
for smartphones and other mobile devices [31–33]. However,
although these devices share a nonintrusive philosophy as in
our proposal, they do not offer a medical expert rule system
to take advantage of the data these devices provide.Moreover,
our rules can be adapted to the specific conditions of each
subject, which augment the value of our proposal.

7.2. Ontologies for Modeling Health Context Information.
Ontologies have been used in several context-awareness
research domains, including e-health. The definition and use
of ontologies in the medical domain represent an active
research field, as it has been recognized that ontology-
based systems can be used to improve the management
of complex health systems [3]. Ontology provides reusable
terminology resources for clinical systems and for managing
organizational knowledge and cooperative work among care
networks. Bettini et al. [34] show a set of requirements that
context modeling and reasoning techniques should meet
based on database modeling techniques and on ontology-
based frameworks for knowledge representation.

However, despite increasing interest in the idea of smart
homes as part of an integral health care system, there are few
researches about how to cope with the context modeling in
this direction. Lee andKwan [35] define a platform for a smart
home health care system, but their context model focuses on
social relationships between users and medical experts, in a
different line from our work. Hristoskova et al. [36] develop
an ambient intelligence frameworkwhich provides a dynamic
adaptation of prebuilt medical workflows taking into account
the clinician’s location in order to ensure in time intervention
in case of an emergency. The proposed framework is able
to change context at runtime in case new services are
registered, new rules are defined, or failure/overload of the
network occurs. However, the proposed context model is
more focused onmedical actuation.Muñoz et al. [37] present
a decision support system to help caretakers when an alarm
is raised in a smart home. Caretakers are presented with
graphic and textual information and simulation software
to analyze the possible alerts. In this work, ontologies are
adopted to represent the smart home structure and alongwith
the inhabitant’s biometric data. However, only three simple
activities are considered: sleeping, resting, and active.

In this paper we have developed a context-aware model
that provides biometric information, a classification of activ-
ities, and information about the user’smedical context. In this
manner, we are able to define expert rules that include all this
knowledge to capture possible alert situation and prevent risk
cardiac problems.

8. Conclusion and Future Work

This paper has presented a novel rule-based system for heart
health risk assessment using sensors embedded in a smart-
phone and a smartwatch.The system provides a nonintrusive
solution by using the data from sensors in both devices to
determine the physical activity performed by the user. Then,
this activity information is combinedwith the user’s heart rate
obtained from the smartwatch and other biometrics features
to infer possible alert situations and suggestions oriented to
prevent cardiac risk.

Regarding the main contributions of this paper, on the
one hand our approach is able to determine everyday activi-
ties by means of data mining techniques. We have validated,
using real data, that it is possible to set the specific activity
with accuracy up to 90%employing only inertial sensors from
a smartphone and a smartwatch. On the other hand, this
work presents ontology as a context model for representing
the health knowledge in our system, including fitness status,
biometric data, and medical information related to the user
and relevant information about the physical activities she is
doing in every moment. Such information is used together
with a personalized set of expert rules to determine if
the person could be suffering from a heart problem or
even suggest her some recommendations about the exercise
being performed. Consequently, the system provides high-
accuracy, unobtrusive solution which offers personalized
recommendations to the users in order to detect any high-
risk situation in their daily lives.
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Regarding future works, firstly we are currently imple-
menting the full system in order to validate the proposal with
an enough meaningful sample of people (different age, sex,
etc.). Furthermore, the use of the MET and REP indicators
will be studied with the aim of taking into account the
subjective factor of exercise when defining expert rules. This
will provide a more personalized set of rules. Another future
work includes storing and analyzing historical information
about the person to improve our system in several ways.
Firstly, somepatterns could be discovered in a long term, such
as changes according to the seasons or circadian rhythms.
Secondly, by using historical data some anomalies could be
determined, such as frequent periods of ectopic heartbeat
or similar. Finally, another promising use of the historical
information is the possibility of making the system capable of
adapting to the user. With such an extension the users could
send information to the system to indicate whether the level
of suggestion or alarm is appropriated or not. This feedback
can then be used by the system to adapt the set of rules and
handle some changes in the users’ habits or fitness in a lifelong
learning mode.
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The Poisson-Boltzmann equation models the electrostatic potential generated by fixed charges on a polarizable solute immersed in
an ionic solution.This approach is often used in computational structural biology to estimate the electrostatic energetic component
of the assembly of molecular biological systems. In the last decades, the amount of data concerning proteins and other biological
macromolecules has remarkably increased. To fruitfully exploit these data, a huge computational power is needed as well as software
tools capable of exploiting it. It is therefore necessary to move towards high performance computing and to develop proper parallel
implementations of already existing and of novel algorithms. Nowadays, workstations can provide an amazing computational
power: up to 10 TFLOPS on a single machine equipped withmultiple CPUs and accelerators such as Intel Xeon Phi or GPU devices.
The actual obstacle to the full exploitation of modern heterogeneous resources is efficient parallel coding and porting of software
on such architectures. In this paper, we propose the implementation of a full Poisson-Boltzmann solver based on a finite-difference
scheme using different and combined parallel schemes and in particular a mixed MPI-CUDA implementation. Results show great
speedups when using the two schemes, achieving an 18.9x speedup using three GPUs.

1. Introduction

The Poisson-Boltzmann equation (PBE) describes the elec-
trostatic behavior of a polarizable solute containing fixed
charges immersed in an ionic and polarizable solution. It is
a popular and effective model adopted in the computational
structural biology and biophysics communities, where the
estimate of the electrostatic energy of molecular systems
is used, for instance, to study stability, binding affinity,
desolvation penalty, acid constants, and so forth [1, 2]. The
last decades witnessed a remarkable increase of the available
structural data concerning biomolecules. Concurrently, web
servers and databases started accumulating annotations and
derived/simulated quantities related to the original experi-
mental structures. A similar thing has also been done as far as
the electrostatic potential generated by entries of the Protein
Data Bank is concerned [3, 4]. Nowadays, the amount of data

is still increasing and it is complemented by the availability
of molecular dynamics simulation outcomes, resulting in a
further explosion of the number of structures. Moreover,
researchers started using the same approaches once devised
for small sized proteins to more complex and larger scale
systems, such as multimeric receptors in cell membrane,
virus capsids, and ribosomes [5]. This is instrumental to the
creation of databases of paired experimental and simulated
data necessary to a better comprehension of biological and
medical data.

The need to analyze larger number of bigger and more
complex systems translates into the need for faster algo-
rithms.The parallelization of algorithms has becomemanda-
tory to take advantage of modern computational architec-
tures. In recent years, the evolution and growth of the
techniques and platforms commonly used for high perfor-
mance computing (HPC) have been truly astonishing [6].
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Multicore processors are now ubiquitous; the famous Moore
Law [7], stating that the number of transistors on integrated
circuits doubles approximately every year, readjusted every
two years (http://news.cnet.com/2100-1001-984051.html), can
still be considered valid, but with a major change: every
new generation of CPUs is more powerful than the previous
one mostly because it provides more cores. Furthermore,
the last generation CPUs can also access powerful spe-
cialized hardware, as general-purpose graphics processing
units (GPGPUs, shortly, GPUs) and field-programmable gate
arrays (FPGAs) [8]. These emerging heterogeneous HPC
architectures provide significant computational power, in the
order of TFLOPS. However, this raw potential can become
practically available only through a massive exploitation of
parallelism, which requires a tailored approach for each
architecture. For this aim, several different paradigms and
libraries have been designed [9].

In this context, we present an implementation of a
full PBE solver based on a finite-difference (FD) scheme
using different parallelization schemes and in particular
a combined MPI-CUDA implementation. We follow the
approach of the DelPhi PBE solver [10, 11], which exploits the
checkerboard structure of the finite difference discretization
of the Laplace differential operator and adopts a successive
overrelaxation (SOR) scheme to converge to the solution.
Our implementation exploits two levels of parallelism; thus
it makes it possible to exploit multicore CPUs and clusters
of CPUs as well as (multi-)GPUs and clusters of GPUs.
The paper is organized as follows. First, a basic description
of the PBE and a sequential solution scheme are given.
Then, existing paradigms and libraries for parallelization on
heterogeneous architectures are introduced. Sections 4, 5,
and 6 describe the parallel implementations proposed to
solve PBE using GPUs, clusters of CPUs using MPI, and
the combined use of MPI and CUDA. Section 7 details the
combined use of MPI and OpenMP. Section 8 presents and
discusses the experimental results achieved, while Section 9
concludes the paper.

2. Sequential Solution of
the Poisson-Boltzmann Equation

The PBE combines the continuum electrostatics description
of fixed charges in a dielectric medium with the Boltzmann
prescription formobile ions in aqueous solvent at the thermal
equilibriumwith a reservoir [12]. In its linearized form,which
is valid for low ionic concentrations, the PBE reads

∇ ⋅ [𝜖 (x) ∇Φ (x)] +
𝜌
fixed

𝜖
0

=
𝜖solv
𝜆
2

Φ (x) , (1)

where Φ is the electrostatic potential, 𝜖(x) the space-varying
relative dielectric constant, 𝜖solv that of solvent, 𝜖

0

the
permittivity of vacuum, 𝜌fixed the fixed charge density on
the solute, and 𝜆 the Debye length of the ionic solution,
a quantity describing the electrostatic screening induced
by the ionic cloud in the solution. The right hand side
of (1) is present only if x is located in the ionic solu-
tion. The sequential implementation described here follows

the approach described in [10]. The PBE discretized on a
uniform grid takes the following form:

[
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where Φ
𝑗

refers to the electrostatic potential at the node 𝑗,
where a net charge 𝑞

𝑗

is mapped. The term containing 𝜆 is
present only if the node 𝑗 belongs to the solvent and 𝜖

𝑖

is the
relative dielectric constant at one of the midpoints between
the node 𝑗 and its six nearest neighbors on the grid; ℎ is the
grid spacing. This discretized relationship leads to a linear
system of equations 𝐴Φ = 𝑏 where a suitable mapping
converting three-dimensional to one-dimensional indexes
has to be adopted. The matrix 𝐴 can then be decomposed
into 𝐴 = 𝐷 + 𝐿 + 𝑈, where 𝐷 is the diagonal of 𝐴 and
𝑈 and 𝐿 are the strict upper and lower triangular parts of
𝐴, respectively. According to the successive overrelaxation
method, the iterative equation is given by

Φ
(𝑛+1)

= (𝐷 + 𝜔𝐿)
−1

{𝜔𝑏 − [𝜔𝑈 + (𝜔 − 1)𝐷]Φ
(𝑛)

} , (3)

where 𝜔 is the overrelaxation factor and bracketed super-
scripts indicate iteration number.The term (𝐷 + 𝜔𝐿)−1 can be
calculated using forward substitution since𝐷+𝜔𝐿 is a lower
triangular matrix implying that the iterative scheme must
be consistent with the previously described mapping, which
makes parallelization difficult. The iteration stencil becomes

Φ
(𝑛+1)

𝑗

= 𝜔(

∑
6

𝑖=1

𝜖
𝑖

Φ
(𝑛)

𝑖

+ (𝑞
𝑗

/𝜖
0

ℎ)

∑
6

𝑖=1

𝜖
𝑖

+ 𝜖solv(ℎ/𝜆)
2

) + (1 − 𝜔)Φ
(𝑛)

𝑗

. (4)

The best overrelaxation factor can be obtained from the
highest eigenvalue of the iteration matrix [13], which in turn
can be calculated using the connected-moments expansion
[10].This stencil was first used in [2] and a revision of its uses
(at the time of writing) can be found in [14]. Later, the stencil
has been parallelized using MPI in [15] and using CUDA but
with different kernels in [16, 17].

In order to obtain awell-defined solution, suitable bound-
ary conditionsmust be ensured; the interested reader can find
some details on different available alternatives in the work of
Rocchia, which focuses on biological applications [18].

2.1. Solving the Nonlinear PBE. To solve the nonlinear PBE,
the nonlinearity is treated as a perturbation to the linear
counterpart:

∇ ⋅ [𝜖 (x) ∇Φ (x)] − 𝜖solv𝜅
2

(x) Φ (x)

= −
𝜌
fixed
(x)

𝜖
0

+ 𝜖solv𝜅
2

(x) [sinh (Φ) − Φ] .
(5)

This allows making a minor adaptation of the linear solver
by gradually introducing the nonlinearity. The stencil for the
nonlinear solver thus reads

Φ
(𝑛+1)

𝑗

= 𝜔(

∑
6

𝑖=1

𝜖
𝑖

Φ
(𝑛)

𝑖

+ (𝑞
𝑗

/𝜖
0

ℎ) + 𝜉
𝑗

∑
6

𝑖=1

𝜖
𝑖

+ 𝜖solv(ℎ𝜅)
2

) + (1 − 𝜔)Φ
(𝑛)

𝑗

,

(6)
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where 𝜉 accounts for the nonlinearity. This procedure is
currently employed in the sequential DelPhi software and it
is better described in [11].

2.2. Exploiting the Structure of the System. The following
observations help significantly to improve the efficiency of
the algorithm. First, if the number of grid points in the
first two dimensions is odd, the discretized FD scheme is
endowed with the so-called checkerboard structure. All even
grid points depend only on their neighboring grid points,
which are odd, and vice versa.This allows iterating alternately
on grid points of different parity until convergence. Due
to this property, one can break the dependence imposed
by formula (3) and apply the parallelism inside each of the
even/odd steps. Second, it is worth pointing out that on most
grid points no charges are mapped and also are located in a
uniform dielectric region, where 𝜖

𝑖

is constant. In most of the
cases, indeed, 𝜖 varies only around themolecular surface. Due
to these observations, the stencil can be simplified as follows:

Φ
𝑗

=
∑
6

𝑖=1

Φ
𝑖

6 + 𝜅
2

𝑗

, (7)

where

𝜅
𝑗

=

{

{

{

(
ℎ

𝜆
) if 𝑗 is inside the ionic solution,

0 otherwise,
(8)

allowing a faster parallelization. After each run of this
uniform stencil, corrections have to be made at the points
where charges are present andwhere 𝜖

𝑖

changes.This solution
is therefore faster than using the full nonuniform stencil on
the whole grid.

2.2.1. Contiguous Memory Mapping. Instead of making the
numerical computations and moving the memory access
along a three-dimensional parallelepiped and updating the
odd and even points, the solutionwas calculated using two 1D
pointers: one for the even and one for the odd grid points,Φ

𝑒

andΦ
𝑜

, respectively. Every grid point𝑝
𝑜

(𝑥
𝑜

, 𝑦
𝑜

, 𝑧
𝑜

) ismapped
into an odd 𝑝odd or even 𝑝even pointer according to the rule

𝑝even =
𝑥
𝑜

+ 𝑛
𝑥

𝑦
𝑜

+ 𝑛
𝑥

𝑛
𝑦

𝑧
𝑜

2
,

𝑝odd =
𝑥
𝑜

+ 𝑛
𝑥

𝑦
𝑜

+ 𝑛
𝑥

𝑛
𝑦

𝑧
𝑜

− 1

2

(9)

so that the update of each pointer depends only on the
one with opposite parity. The offset of the indexing of the
neighboring points in this case can be seen in Table 1.
In Figure 1, we show a 3D graphical representation of the
checkerboard structure and its relationship with the arrays
used for the continuous memory mapping.

2.3. Sequential Algorithm. Due to the corrections that have
to be made after the uniform stencil is applied, namely, on
the regions where the dielectric constant is not uniform

Physical grid

x

yz

Logical grids

ith

ith

Figure 1: Checkerboard structure used to build the continuous
memory mapping.

Table 1: Neighbor offsets for even and odd points.

Neighbor Offset when 𝑝
𝑜

is even Offset when 𝑝
𝑜

is odd
Left (−𝑋) −1 +1

Right (+𝑋) 0 0

Back (−𝑌) −
(𝑛
𝑥

+ 1)

2
−
(𝑛
𝑥

− 1)

2

Front (+𝑌) +
(𝑛
𝑥

− 1)

2
+
(𝑛
𝑥

+ 1)

2

Bottom (−𝑍) −

(𝑛
𝑥

𝑛
𝑦

+ 1)

2
−

(𝑛
𝑥

𝑛
𝑦

− 1)

2

Top (+𝑍) +

(𝑛
𝑥

𝑛
𝑦

− 1)

2
+

(𝑛
𝑥

𝑛
𝑦

+ 1)

2

and where charges are present, a preprocessing stage is
needed to identify the pointers corresponding to the grid
points located in these regions. These steps are as follows.

(i) Determine inside/outside: Determine which grid
points are on the solute or in the solvent; this involves
the calculation of the molecular surface of the solute
(see [19] for a summary of the different possibilities).
If there is salt in the solution, we also calculate the 𝜅
factor.

(ii) Find dielectric boundaries and prepare the boundaries
correction: Look for the midpoints in which 𝜖

𝑖

varies
and calculate the correction to be applied after the
stencil operation

(iii) Set boundary conditions: Set up the boundary con-
ditions to be used; see [18] for a description of the
possibilities.

(iv) Prepare charges correction: Calculate the correction to
be applied to the grid points where charges have been
assigned.

After that, the main iteration then applies the uni-
form Laplace stencil to the grid points of one parity, and,
afterwards, it corrects it where needed. Then, the opposite
parity points are updated, with the corresponding correction.
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The convergence of the iterative scheme is evaluated using
the maximum difference of the potential on the grid every
10 iterations. The steps of the main loop are the following.

(1) Save dielectric boundaries: Save the state of the dielec-
tric boundary points considering a temporary vector
for convergence test at the end.

(2) Run Poisson or Poisson-Boltzmann. This is the main
calculation block that implements the stencil given by
(7) and is executed on every grid point.

(3) Adjust dielectric boundaries: Update the potential
value of the grid points located at the dielectric
boundary; this is done at the end of each iteration.

(4) Add charges: Add the charge terms to the grid points
that were predefined as charged.

(5) Calculate potential difference at the dielectric bound-
ary: Calculate the absolute differences between the
current potential values at the dielectric boundary
with the one saved previously on a temporary data
structure. This is done since the boundary is the
region where the convergence is expected to be
slower.

(6) Check convergence:Themaximum absolute difference
between the potential at two subsequent iterations is
compared to the threshold to test the convergence and
to decide whether to stop the iterative procedure.

In the rest of the paper, for each parallel implementation
of the full Poisson-Boltzmann solver, we refer to this list to
explain the adopted approach.

3. Heterogeneous Computing Systems and
Parallel Programming Libraries

As previously highlighted, in a modern complex comput-
ing system, the computational cores, memory banks, and
communication bandwidth can be extremely heterogeneous.
To get the expected level of performance, it is mandatory
to manage effectively such intrinsic architectural complexity.
For this reason, the actual barrier posed by heterogeneous
HPC resources is the difficulty in the development and/or the
performance efficient porting of software on such complex
architectures [9, 20]. The traditional HPC solutions offer
widely used programming models and tools, since such par-
allel computing systems have now achieved certain maturity
thanks to high-level libraries, for example, ScaLAPACK [21],
or runtime libraries as MPI [22], while new heterogeneous
architectures require an effort in the development of cus-
tomized solutions. In fact, the efficient exploitation of hierar-
chical and heterogeneous architectures requires an increased
effort in software development and presents challenges also
in terms of the scalability of applications.

The view of heterogeneous computational systems corre-
sponds to different types of parallel cooperation among par-
allel processes: distributed memory for cooperation among
nodes, shared memory for core cooperation, and SIMD
(single instruction multiple data) parallelism inside CPUs

and accelerators (GPUs).The challenge is the development of
parallel applications able to exploit in an effective way these
different levels of parallelism; in particular, in this work we
use MPI, OpenMP, and CUDA.

MPI (message passing interface) is a language-
independent communication library used to program
parallel computers. It supports explicit communication
among processes that constitute a parallel program running
on a distributed memory system. Communications can
be both point-to-point and collective. MPI goals are
high performance, scalability, and portability. MPI
implementation can be smart enough to realize that it
runs on a shared memory environment and consequently to
optimize its behavior accordingly. Designing programs that
adopt the MPI model (contrary to explicit shared memory
models) may have advantages over nonuniform memory
access (NUMA) architectures sinceMPI encouragesmemory
locality.

The Open specifications for Multi-Processing (OpenMP)
define a set of compiler directives, library routines, and
environment variables that can be used to specify shared
memory parallelism in Fortran and C/C++ programs. It is
based on compiler directives and it offers a simple and elegant
paradigm for supporting core-level and CPU-level paral-
lelism. Transition from sequential to parallel is extremely
easy and smooth, since it supports a unified code for both
sequential and parallel applications: OpenMP constructs are
treated as comments when sequential compilers are used.
One drawback of OpenMP is that it currently runs efficiently
only on shared-memory multiprocessor platforms; thus the
main option for clusters remains MPI. It is to underline that
with the proper policy OpenMP could also fix the NUMA
issues [23].

The compute unified device architecture (CUDA) is
a parallel computing platform and programming model
created by NVIDIA that gives developers access to the
instruction set and memory of the parallel computational
elements in NVIDIA GPUs. CUDA is accessible to software
developers through CUDA-accelerated libraries, compiler
directives, and extensions to programming languages such as
C/C++, Fortran, and other interfaces. CUDA acts at a lower
architectural level comparedwith the previous tools, and thus
it requires higher programming skills.

4. CUDA Implementation

The CUDA implementation was developed to speed up the
computation of (7) exploiting GPU. GPUs are highly parallel
programmable microprocessors, originally born to support
graphics elaboration; they are used in combination with CPU
as a coprocessor to speed up numerically intensive parts of
code by the means of a massive fine grained parallelism. The
parts of the code that exhibit a rich amount of data parallelism
are performed on the GPU in a SIMD mode; data have to be
transferred to the GPU memory; this transfer represents the
actual bottleneck of the computation, and programs(kernels)
directly targeting GPUs have to be written. Using CUDA,
a kernel is executed on threads organized in blocks; each
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Figure 2: Tartan distribution of the blocks of threads in CUDA.

thread is responsible for a portion of data, and each block of
threads shares a local memory (called shared).

In the CUDA implementation of the solver, we followed
the algorithm described in [16, 24], where CUDA was used
to parallelize the main iteration, while the preprocessing
was calculated in the sequential part of the code. Memory
transfers in the main loop occur every several iterations
(typically 10) to test the convergence. We used the GPU
shared memory that is faster than the global memory. The
limiting factor on the use of this optimizedmemory is mainly
the size, that is, 16KB in architectures before Fermi GPU or
48KB on Fermi architectures and onwards; however, it was
sufficient for our aim.

In [25], authors explore stencil computations to optimize
the Jacobi method for solving Laplace’s differential equa-
tion using different programming models and in particular
CUDA. One of the solutions proposed exploiting CUDA is
quite close to ours at least in terms of thread organization and
in the use of shared memory. However, authors improve the
level of the discussion deeply exploring further optimization
policies, just to name a few: the use of internal register
(instead of the shared memory) thus avoiding synchroniza-
tion barriers among threads in the same block and the
application of tiling strategies. We moved instead to the
combined use with the MPI implementation.

The points of the grid can be accessed through their
coordinates: 𝑋, 𝑌, and 𝑍 are the global coordinates on
the whole volume, that is, the same used in the sequential
algorithm. Each thread is associated with a set of points with
fixed 𝑋 and 𝑌 coordinates, moving along the 𝑍 coordinate
and skipping the points of opposite parity. A bidimensional
distribution of threads and blocks has been implemented;
in Figure 2, we can see this distribution for each value of

𝑍 coordinate. The points of the grid inside the continuous
lines are actually updated, while the dotted lines mark the
neighborhood points required in the computation. The size
of the blocks is 𝐵𝑥 and 𝐵𝑦; in our implementation, a block
size of 16 × 16 was empirically found to provide the best
results. 𝑋

𝑠

and 𝑌
𝑠

correspond to the local coordinates of the
grid point inside the blocks; these are used during the CUDA
computation by the thread to relate to the actual grid points.
The coordinates of the points are calculated in the following
way, as for the local ones𝑋

𝑠

and 𝑌
𝑠

,

𝑋
𝑠

= 𝑡ℎ𝑟𝑒𝑎𝑑𝐼𝑑𝑥.𝑥

𝑌
𝑠

= 𝑡ℎ𝑟𝑒𝑎𝑑𝐼𝑑𝑥.𝑦,

(10)

while the global𝑋 and 𝑌

𝑋 = 𝑡ℎ𝑟𝑒𝑎𝑑𝐼𝑑𝑥.𝑥 + 𝑏𝑙𝑜𝑐𝑘𝐼𝑑𝑥.𝑥 ⋅ (𝑏𝑙𝑜𝑐𝑘𝐷𝑖𝑚.𝑥 − 2)

𝑌 = 𝑡ℎ𝑟𝑒𝑎𝑑𝐼𝑑𝑥.𝑦 + 𝑏𝑙𝑜𝑐𝑘𝐼𝑑𝑥.𝑦 ⋅ (𝑏𝑙𝑜𝑐𝑘𝐷𝑖𝑚.𝑦 − 2) ,

(11)

where (following the CUDA notation) 𝑡ℎ𝑟𝑒𝑎𝑑𝐼𝑑𝑥 are the 2D
coordinates of the thread inside the block, 𝑏𝑙𝑜𝑐𝑘𝐼𝑑𝑥 are the
2D coordinates of the block inside the grid, and 𝑏𝑙𝑜𝑐𝑘𝐷𝑖𝑚 is
the dimension of the block. From the three coordinates𝑋, 𝑌,
and𝑍, one can derive the index in the linear buffer where the
potential is stored, as shown in (12). This relationship is the
same for even and odd points:

index = ⌊
𝑋 + 𝑌 ⋅ 𝑛

𝑥

+ 𝑍 ⋅ 𝑛
𝑥

⋅ 𝑛
𝑦

2
⌋ . (12)

Each thread, including those that are in the border area,
copies the value of the grid point with opposite parity that
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for each color/parity do
Load the potential Φ with opposite color/parity into a texture in the GPU.
for all 𝑖 ∈ [1, 𝑛𝑧 − 1] do
Given a trace with given 𝑡𝑟𝑎𝑐𝑒𝐼𝑑.𝑥 and 𝑡𝑟𝑎𝑐𝑒𝐼𝑑.𝑦, calculate𝑋,𝑌 and set 𝑍 = 𝑖:
Fetch Φ

(𝑋,𝑌,𝑍)

from the texture and put in shared memory.
if 𝑖 = 1 then

Fetch Φ
(𝑋,𝑌,0)

from the texture.
else
Φ
(𝑋,𝑌,𝑍−1)

= Φ
(𝑋,𝑌,𝑍+1)

.
end if
Fetch Φ

(𝑋,𝑌,𝑍+1)

from the texture.
Calculate Laplace stencil and update the potential for the current color/parity.

end for
end for

Algorithm 1: Algorithm for the stencil on a GPU.

has the same index to the shared memory. After that, all
the threads of the same block synchronize to be sure that
the shared memory is updated for all of them. Then, the
interior points update their values according to the Laplace
rule. The 1D coordinates of the six neighbors are obtained
properly manipulating values presented in Table 1. While
applying the Laplace stencil, the Left, Right, Back, and Front
points are already in the shared memory, so we use the
corresponding offset in the shared space. However, Bottom
and Top points are missing, so we have to read them from the
global memory using the offset in the global representation.
Since we are iterating in the 𝑍 coordinate, we can reuse the
Top information since it corresponds to the Bottom point of
the next 𝑍 coordinate. So, in each iteration, we rewrite the
Bottom point with the previous Top point and we read a new
value with the indicated offset. In Algorithm 1, we schematize
the approach we adopted.

As we can see in Figure 2 the grid (shaded in gray) could
be smaller than the blocks of threads. This is because the
blocks have the same dimension and it is not always possible
to fit them into the grid dimension. The threads in charge of
such data will be idle for a while.

The described CUDA implementation has been
linked to the DelPhi software and is downloaded from
http://www.electrostaticszone.eu.

5. MPI Implementation

The implementation described in this section was developed
to enable the run of the numerical solver on distributed
memory architectures such as cluster of (multicore) CPUs.
This kind of architectures can be exploited using well-known
SPMD (single program multiple data) programming model
on distributedmemory resources; the standard de facto in this
context is MPI.

The approach adopted considers a data parallelism;
that is, the global data set is subdivided in partial data
sets elaborated in parallel. The volume storing input data
was subdivided in smaller parallelepipeds; the number of

the subdomains relies on the number of MPI processes
spawned for the computation; in fact, each subdomain is
assigned to a MPI parallel process that is in charge of its
elaboration. The volume subdivision among the parallel pro-
cesses was implemented using the parallel I/O functionalities
provided by MPI (version 2 and onwards). The exploitation
of this feature enabled the speedup of data distribution; in
fact, we avoided the master-slave approach; that is, only one
process (the master) accesses the data set and distributes data
among the other processes (the slaves), that results in a more
time consuming phase. Furthermore, the use of the MPI2
parallel I/O ensures optimized parallel accesses the data set
thus reducing data contention.

In the checkerboard structure used to solve the Laplace
equation, there is the need to consider for each point of the
grid its 6 neighbors of opposite parity.Therefore, subdomains
have to take into account overlapping areas to properly
manage this requirement, and MPI data communications
were introduced to exchange the neighbor points at the
border of each subdomain. This marks a different approach
from the one taken at [15], where authors used the direct
remote memory access (DRMA) to manage the neighbor
points.

The domain was divided along the most external dimen-
sion, that is, 𝑍. Therefore, the dimensions of the subdomain
elaborated by the MPI processes are parallelepipeds with
the same 𝑋 and 𝑌 dimensions but with a lower number of
layers on 𝑍. For each subdomain, also charges, dielectric
boundaries, and the value of 𝜅 were assigned. Note that
the communications involve even and odd grid points, so
particular care is devoted to enforce the consistency of the
parity of the points. In fact, since each subdomain acts as an
independent solver, all subdomains assume that the first grid
point is even.This has to be ensured during the subdivision of
the domain.This problem was solved by dividing the domain
so that each subdomain starts with an even grid point and a
consequent management in the whole data set.

Defining𝑁
𝑧

as the total number of levels/layers on the 𝑧-
axis of thewhole domain, 𝑛𝑝𝑟𝑜𝑐 the number ofMPI processes
spawn, and 𝑖 the process identifier, the algorithm employed
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for all 𝑖 ∈ [0, 𝑛𝑝𝑟𝑜𝑐 − 1] do
𝑛
𝑖

𝑧

= 𝑓𝑙𝑜𝑜𝑟(𝑁
𝑧

/𝑛𝑝𝑟𝑜𝑐𝑠)

if 𝑚𝑜𝑑𝑢𝑙𝑜(𝑛𝑖
𝑧

, 2) ̸=0 then
𝑛
𝑖

𝑧

= 𝑛
𝑖

𝑧

− 1

end if
𝑟𝑒𝑠1 = 𝑁

𝑧

− 𝑛
𝑖

𝑧

⋅ 𝑛𝑝𝑟𝑜𝑐

𝑛𝑟𝑒𝑠 = 𝑟𝑒𝑠1/2

𝑟𝑒𝑠2 = 𝑚𝑜𝑑𝑢𝑙𝑒(𝑟𝑒𝑠1, 2)

if 𝑖 = 0 then
𝑛
𝑖

𝑧

= 𝑛
𝑖

𝑧

− 1

if 𝑛𝑟𝑒𝑠 > 0 then
𝑛
𝑖

𝑧

= 𝑛
𝑖

𝑧

+ 2

end if
else if 𝑖 = 𝑛𝑝𝑟𝑜𝑐 − 1 then
𝑛
𝑖

𝑧

= 𝑛
𝑖

𝑧

+ 1

if 𝑟𝑒𝑠2! = 0 then
𝑛
𝑖

𝑧

+ = 𝑟𝑒𝑠2

end if
else if 𝑖 < 𝑛𝑟𝑒𝑠 then
𝑛
𝑖

𝑧

= 𝑛
𝑖

𝑧

+ 2

end if
end for

Algorithm 2: Algorithm for the division of the computation
domain.

to calculate the number of layers 𝑛𝑖
𝑧

on the subdomain 𝑖 is
described in Algorithm 2.

To understand how the algorithm works, note that many
conditions have to be imposed for the parity consistency and
to properly manage the boundary requirements; for example,
the first and the last 𝑍 levels on the whole volume have only
one border to consider, while the other levels have to allocate
two borders, one layer above and one below.

Once each subdomain is constructed, the solver acts in
each subdomain almost as the sequential version would,
and only minor modifications are needed. The boundary
conditions on the faces perpendicular to the 𝑥- and 𝑦-axes
are calculated as in the sequential case, and the boundary
on faces perpendicular to 𝑍 requires the values that have
to be exchanged exploiting MPI except for the first and last
subdomains, where one of the faces actually corresponds to
a boundary. A border is composed of 2 layers (one for each
overlapping subdomain); thus, for each iteration, 4 layers
have to be sent and 4 received. This is done after the update
of the potential for each parity. Since the data transferred
is needed right after the data communication occurs, only
blocking communications were used.

6. Combining the MPI and
CUDA Implementations

This implementation of the solver aims at exploiting the
computing power of clusters of GPUs, that is, clusters, where
nodes are equipped with one or more GPUs. This was inves-
tigated through a proper integration of the two independent
implementations based onCUDAandMPI.The idea is to add

a further level of parallelism to the previous implementations;
that is, MPI is used to distribute the computation and CUDA
as themain execution engine.This approach has been already
adopted in the scientific community to speed up compute
intensive tasks with successful results [26–28].

The integration of MPI and CUDA worked quite
smoothly thanks to the experiencematuredwith the previous
parallel implementations, and we can affirm that it was not
particularly intrusive.The original sequential part of theMPI
implementation was replaced with the CUDA parallel kernel
combining the related parallelization strategies. In particular,
the data communications among MPI processes have to be
carefully combined with CUDA data transfers from and to
GPU memory to ensure the elaboration of the most up-to-
date values and thus data consistency.

In more detail, the algorithm implements the MPI sub-
domain definition thus distributing data amongMPI parallel
processes. EachMPI process calls theGPU solver to elaborate
its own subdomain. This means that data are transferred to
the GPU and elaborated according to the CUDA implemen-
tation. As already outlined, MPI communications have to be
consistent with data transfers to/from GPU memory. Since
MPI blocking communication occurs at each iteration (4
layers have to be sent and 4 received), data transfer from/to
GPU memory has to be performed at each iteration as well.

The use of nonblocking communications represents an
interesting point to be considered. In fact, although the time
spent on data transfer was small when using InfiniBand,
thread synchronization was still needed because a blocking
MPI communicationmodel was used; therefore, nonblocking
MPI could improve the speedup of the algorithm even
further. In [29], a CUDA parallelization of the 3D finite
difference is presented together with the use of MPI to
enable the exploitation of multi-GPUs. In particular, wave
equations, that are of great interest in seismic computing, are
considered; of course, they pose different requirements to the
geometry of the data set that lead to a different approach
in the CUDA parallelization. MPI instead is used with a
strategy similar to the one proposed in this section. However,
authors obtain significant performance by overlapping data
exchange among GPUs with kernel execution. In [30], mixed
MPI-CUDA implementation is proposed along with the
investigation of different strategies to improve the efficiency
of incompressible flow computations. The data partition
applied is quite close to ours. However, they also consider
a strategy of overlapping computation between MPI and
CUDA. This is obtained by modification of the kernels
that have to be organized in such a way to enable (1)
the overlap of the CUDA computation with the GPU data
transfer/MPI communication and (2) the asynchronous exe-
cution of different kernels.The design of such a sophisticated
algorithm pays in terms of performance achieved. Starting
from these interesting experiences, we will investigate the use
of nonblocking communications as a future direction.

The described strategy works with several GPUs per
node, associating one MPI process for each GPU. With the
CUDA toolkit 5, the GPUDirect feature has been intro-
duced to achieve these goals easily and efficiently. Exploiting
the GPUDirect, it is possible to directly send data from
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the GPU memory to a network adapter without staging
through host memory; that is, MPI communications can
involve data directly stored on GPUs. This is commonly
known as CUDA-aware MPI. In the presented implementa-
tion, we did not have the possibility to test this feature and
evaluate the performance gained in this way; we plan this step
as a future investigation.

7. MPI versus OpenMP Implementations

In the case of one multicore node, that is, shared memory
cores, it is interesting to compare the performance achievable
using two different parallel libraries to exploit a shared
memory architecture, as MPI and OpenMP. For this reason,
we develop an OpenMP implementation of the solver.

The parallelization on multicore nodes using OpenMP
is the easiest approach to implement. Pragma clauses were
added at FD stencil, as it is by far the more computationally
expensive part of the code.This can be considered equivalent
to subdividing the volume containing the input dataset in
cuboids, as done in the MPI parallelization and described in
Section 5. Static scheduling was used, setting the chunk of
each thread manually so that they are evenly distributed.

As in the CUDA, we combined this implementation
with the one developed using MPI thus to exploit cluster of
multicore CPUs; again, the effort spent to integrate the codes
was actually affordable. The algorithm implements the MPI
subdomain definition, thus distributing data among MPI
parallel processes; on each data set, the OpenMP code is
executed, while the MPI process manages data communica-
tions among the nonshared memory nodes. In that way, MPI
controls the communication between nodes and OpenMP
the parallelization in each node.

8. Experimental Results

We had the possibility to test the implementations described
in this paper on several parallel resources corresponding to
different architectures. The configuration of each resource
can be seen in Table 2. Clusters 1 and 2 were used to test
the MPI implementation and resource 3 was used to test
the MPI-CUDA implementation. More information on the
results on the GPU parallelization is discussed in [16, 24].
All tests used the same molecule with the same parameters: a
fatty acid amide hydrolase molecule that, once ported to the
cubic grid, consisted of 29880 charges on 297 × 297 × 297
grid points. A salt concentration of 0.15mol/L and dipolar
boundary conditions were used. In the following subsections,
we discuss the different results obtained by adopting the
implementations previously presented.

8.1. MPI Performance. In Figures 3 and 4 we present the
results of Section 5 obtained on Cluster 1 and Cluster
2, respectively. Both refer to the linear PBE. In order to
appreciate the impact of the different parts of the algorithm,
we differentiate between the whole execution time, depicted
with a blue line, the time required for data distribution
and communication, indicated as MPI and depicted with
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Figure 3: MPI results on Cluster 1. The whole execution time is
depicted with a blue line; the time required for data communication
is indicated as MPI and depicted with a red line; the stencil part of
the solver is indicated as Boltzmann and depicted with a black line.

a red line, and the time used on the stencil, indicated as
Boltzmann and depicted with a brown line. The calculation
of the Boltzmann stencil was the most demanding one in
terms of execution time; the time spent on communications
instead depends on the resource. In fact, it is possible to notice
that, on Cluster 2, the absence of InfiniBand was heavily
affecting computation since more time was spent in data
transfer than iterating at the Boltzmann stencil, by far the
most computationally expensive part of the algorithm. To
make a fair comparison of the results obtained on the different
resources, the time spent in MPI communications was not
more reported.

In Figure 5, we present the execution time of a single
iteration of the linear Boltzmann stencil on Clusters 1 and 2.
In Figure 6, we present the execution time of a single iteration
of the nonlinear Boltzmann stencil on the same resources. An
impressive decrease of the execution time was obtained, as it
can be seen in Figures 5 and 6. However, the speedup values
for both equations, reported in Figures 7 and 8, are not linear.
This is to be expected since the problem we are solving is a
data intensive problem. Nevertheless, since the speedup for
both equations is similar, this is an improvement over the
results reported in [15].

8.2. CUDA and MPI Performance. Also, presenting the
results achieved with the CUDA implementation, to enable
a fair comparison of the results obtained on the differ-
ent clusters, we do not present the time spent in MPI
communications and we report the values achieved on the
single iteration of the solver. We consider Clusters 2 and 3,
respectively, equipped with 2 and 3 GPUs (see Table 2). In
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Table 2: Resources used for testing.

Resource Nodes Cores per node Network Chip GPU card GPUs per node
Cluster 1 8 8 InfiniBand Quad-Core AMD Opteron Processor 2352 — —
Cluster 2 2 12 1 Gigabit Ethernet Intel Xeon E5645 GeForce GTX 580 1
Cluster 3 1 24 — Intel Xeon X5650 Tesla C2075 3
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Figure 4: MPI results on Cluster 2. The whole execution time is
depicted with a blue line; the time required for data communication
is indicated as MPI and depicted with a red line; the stencil part
of the solver is indicated as Boltzmann and depicted with a black
line. When this figure is compared with Figure 3, InfiniBand proved
to be crucial. Its absence meant that more time was spent on data
communication rather than doing calculations.
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Figure 5: Execution time per iteration of the linear Boltzmann
stencil versus number of cores done on Clusters 1 and 2.
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Figure 6: Execution time per iteration of the nonlinear Boltzmann
stencil versus number of cores done on Clusters 1 and 2.
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Figure 7: Speedup of the execution time per iteration of the linear
Boltzmann stencil versus number of cores done on Clusters 1 and 2.

Figure 9, the execution time is depicted, while, in Figure 10,
the speedup values are depicted. As described in [19], the
GPU solver on its own achieves a speedup of about 6.5x when
solving the PBEwhen comparedwith the serial version.Using
3 cards on one node, an 18.9x speedup is possible. The use
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Figure 8: Speedup of the execution time per iteration of the
nonlinear Boltzmann stencil versus number of cores done on
Clusters 1 and 2.
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Figure 9: Execution time per iteration of the linear stencil versus
number of GPU cards. Done on Cluster 2 and resource 3.

of multiple GPUs showed the greatest speedup, achieving a
slightly super linear speedup on a single nodewith threeGPU
cards. The slightly super linear speedup can be explained
by realizing that the number of blocks changes with the
change of the subdomain size for each GPU. It may be for
that particular grid size and molecule; the number of blocks
after the MPI domain subdivision performs better than the
original.

8.3. MPI and OpenMP Performance. It is interesting to
compare the results obtained using the MPI and OpenMP
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Figure 10: Speedup of the execution time per iteration of the linear
stencil versus number of GPU cards. Done onCluster 2 and resource
3.
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Figure 11: Comparison of the speedup on the stencil between MPI
and OpenMP on Cluster 3.

implementations on the same shared memory node, which
can be seen in Figure 11. To test theMPI and OpenMP imple-
mentation, we used the three nodes of Cluster 2, spawning
three MPI processes and 12 OpenMP threads. Results are
depicted in Figure 12. The number of cores was increased
equally on all nodes.Neither of the implementations achieved
good results. Since the stencil involves a lot of memory
access, in a shared memory environment, this could slow
down the performance. On the other hand, we have to stress
the easiness of the parallelization with OpenMP, definitively
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Figure 12: Execution time per iteration of the linear Boltzmann
stencil versus number of cores used through OpenMP and MPI
working together on Cluster 2.

muchmore significant thanMPI.TheMPI performance paid
the effort spent to develop that implementation.

9. Conclusions and Future Work

In this paper, we present and compare different parallel
implementations of a full PBE solver based on a finite-
difference scheme. As for the algorithm itself, we follow
the approach of the DelPhi PBE solver, which exploits the
checkerboard structure of the finite difference discretization
of the Laplace differential operator and adopts a succes-
sive overrelaxation scheme to converge to the solution. We
parallelize the algorithm using OpenMP, MPI, and CUDA
to exploit multicore CPUs, clusters of multicore CPUs, and
GPUs. A MPI-CUDA implementation was used to exploit
clusters of GPUs. The MPI implementation achieved good
speedup values, up to 30 times the serial code using 50 cores.
When compared with OpenMP or OpenMP and MPI used
together, MPI showed better performance.

Many different points can be investigated as future direc-
tions, as the use of nonblocking communication and the
features present in CUDA 5 (and onward).The algorithm can
also be improved looking for cache optimization, so that the
memory access on the Boltzmann stencil is done in a more
intelligent way.
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There is an increasing awareness of the pivotal role of noise in biochemical processes and of the effect of molecular crowding
on the dynamics of biochemical systems. This necessity has given rise to a strong need for suitable and sophisticated algorithms
for the simulation of biological phenomena taking into account both spatial effects and noise. However, the high computational
effort characterizing simulation approaches, coupled with the necessity to simulate the models several times to achieve statistically
relevant information on the model behaviours, makes such kind of algorithms very time-consuming for studying real systems. So
far, different parallelization approaches have been deployed to reduce the computational time required to simulate the temporal
dynamics of biochemical systems using stochastic algorithms. In this work we discuss these aspects for the spatial TAU-leaping in
crowded compartments (STAUCC) simulator, a voxel-based method for the stochastic simulation of reaction-diffusion processes
which relies on the S𝜏-DPP algorithm. In particular we present how the characteristics of the algorithm can be exploited for an
effective parallelization on the present heterogeneous HPC architectures.

1. Introduction

Systems biology provides a general framework for integrating
pharmacology and genetics through mathematical models
[1]. In this context, there is an increasing recognition that
stochastic processes regulate highly predictable patterns of
gene expression in developing organisms, but the implica-
tions of stochastic gene expression for understanding phe-
nomena such as genomicsmutations and copy number varia-
tions remain largely unexplored [2].Therefore computational
tools that consider biological noise are suitable for pharma-
cogenomics research, towards personalized medicine [3].

In particular, gene expression is an inherently stochastic
process: genes are activated and inactivated by random
association and dissociation events, transcription is typically
rare, and many proteins are present in low numbers per cell.
If large numbers of identical events occurred in the same cell
and they were statistically independent, relative fluctuations
could be ignored and deterministic rate equations would

suffice to describe dynamics. But in several processes num-
bers are not large and events are not independent. Active
genes are often present in a single copy, mRNAs can be rare,
and most proteins are present in less than 100 molecules per
bacterial cell. Substrates, enzymes, and regulatory molecules
can also fluctuate and further randomize expression rates [4].

Moreover, the integration of synthetic and cell-free biol-
ogy has made tremendous strides towards creating artificial
cellular nanosystems using concepts from solution-based
chemistry, where only the concentrations of reacting species
modulate gene expression rates. However, it is known that
macromolecular crowding, a key feature in natural cells,
can dramatically influence biochemical kinetics via volume
exclusion effects, which reduce diffusion rates and enhance
binding rates of macromolecules. The macromolecular
crowding can increase the robustness of gene expression by
integrating synthetic cellular components of biological
circuits and artificial cellular nanosystems. Furthermore,
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a negative feedback loop and the size of the crowding
molecules can fine-tune gene circuit response to molecular
crowding [5].

The simplified representation of intracellular reactions
with homogeneous approaches may be inadequate when the
observed properties of the real system are also the conse-
quence of macromolecular crowding. Molecular crowding
is a natural state of cells in which their intracellular envi-
ronments are densely packed with macromolecule [6, 7].
This crowding is absent in the solution-based chemistry
approaches that are typically used in synthetic genetic sys-
tems. Molecular crowding can cause volume exclusion effects
that reduce diffusion rates and enhance the binding rates
of macromolecules [8], leading to a fundamental impact on
cellular properties such as the optimum number of transcrip-
tion factors [9], the dynamical order of metabolic pathways
[10], and nuclear architecture [11]. In such situations, a more
accurate representation is achievable by using modelling
approaches based on reaction-diffusion (RD) systems taking
into account the geometry of the space and the effect of
crowding elements.

Noise of biological systems and macromolecular crowd-
ing can be faced using stochastic reaction-diffusion models
with crowding objects that influence reactive and diffusive
events. A system of this type can be simulated using the
S𝜏-DPP algorithm [12]. Due to the necessity of simulating
the system a large number of times to obtain a satisfac-
tory statistical description of its dynamics and consider-
ing that each single simulation of the algorithm is still
time-consuming; in this work we present two paralleliza-
tions of the spatial TAU-leaping in crowded compartments
(STAUCC) simulator (a C implementation of the S𝜏-DPP
algorithm [12]), one for distributed memory systems, such
as clusters for high performance computing (HPC), and
the other for devices based on the CUDA architecture
(http://www.nvidia.com/object/cuda home new.html).

This work represents an extension of [13, 14], where we
presented a brief description and the preliminary results of,
respectively, the parallelization based on the message passing
interface (MPI) standard (http://www.mpi-forum.org/) and
the CUDA-based implementation of STAUCC. In particular,
here we describe in detail the two implementations, which
have been improved in the view of the matured experience,
with an in-depth comparison of their performance on a real-
world test case.

The paper is organized as follows. In Section 2 we present
related works. In Section 3 we resume the cardinal points
of the S𝜏-DPP algorithm used in STAUCC, whose MPI
and CUDA implementations are described, respectively, in
Sections 4 and 5. In Section 6 the gene regulatory network
to which we applied the STAUCC simulator is presented; in
Section 7 the experimental results are discussed, followed by
the conclusions and future work drowned in Section 8.

2. Related Works

Two broad classes of methods for stochastic RD exist:
particle-based and voxel-based methods. Particle-based

methods compute the Brownian motion of individual parti-
cles (e.g., MCell [15], Smoldyn [16], and GridCel [17]), while
voxel-based methods calculate changes in the number of
molecules occurring in small well-stirred compartments in
which the space modelled is partitioned (e.g., STEPS [18],
MesoRD [19], and NeuroRD [20]).

Particle-based modelling is very computationally inten-
sive, because it means to solve the equation of motion for
each molecule of the system, which is appropriate only to
compute the behaviour of few molecules at best [21]. On the
other hand, voxel-based approaches do notmodel themotion
of each single protein but have enough accuracy to capture
how spatial gradients influence system dynamics.

So far, different parallelization approaches have been
deployed to reduce the computational time required for
the simulation of biochemical systems modelled using a
voxel-based approach and simulated employing stochastic
algorithms. Most of the proposed solutions are based on the
use of an embarrassingly parallel approach to run several
instances of simulation of the model at a time, maintaining
the simulation algorithm sequential. A typical example is
given by the exploitation of distributed platforms, such as
with Grid computing [22] and multicore CPUs [23].

An efficient parallelization of the algorithm itself, which
improves the execution time of each specific simulation,
can exploit more effectively the available computational
resources, allowing to reach a higher computational effi-
ciency. An MPI implementation of STAUCC which paral-
lelizes the S𝜏-DPP algorithm [12] was presented in [13].

As regards the use of accelerators, in the literature some
works considered the use of graphics processing units (GPUs)
[24] and also field-programmable gate arrays (FPGAs) [25].
We presented a GPU based implementation of STAUCC
in [14] that in particular differs from [24] because (1) we
consider the volume of the molecules, which results in more
synchronization operations for checking, at each time step,
the free space left in the membranes, and (2) because the
Fermi architecture we exploited presents different capabilities
with respect to those exploited for the optimization strategies
they proposed.

3. The Spatial TAU-Leaping in Crowded
Compartments (STAUCC) Simulator

The spatial TAU-leaping in crowded compartments
(STAUCC) simulator implements the S𝜏-DPP algorithm [12],
whose pseudocode is presented in Algorithm 1. STAUCC
exploits a 𝜏-leaping method to stochastically simulate the
evolution of biochemical systems, which can be defined as
a set of chemical reactions (i.e., rules), and supports the
modelling of spatial effects due to molecular crowding.

A system is defined as a set of compartments containing
a multiset of objects or molecular species. Compartments
can contain other compartments, in order to describe nested
configurations of the biological system (e.g., nucleus inside
cytoplasm). At a given time instant 𝑡, each object is associated
with only one compartment. The state of the system at time
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(1) load the description of the 𝑆𝜏-DPP system;
(2) for each membrane 𝑖 ∈ [1, . . . , 𝑛] calculate 𝐹

𝑖

(𝑡
0

);
(3) for each membrane 𝑖 ∈ [1, . . . , 𝑛]

(a) ∀ rule 𝑟
𝑘

, (𝑘 ∈ {1, . . . , 𝑙}): compute 𝑎
𝑘

;
(b) evaluate the sum of all the propensity functions 𝑎

0

in the compartment;
(c) IF 𝑎

0

̸=0: 𝜏
𝑖

= ∞;
ELSE generate the step size 𝜏

𝑖

according to the internal state, and select the way to proceed in the current
iteration (i.e. 𝜏 leaping evolution with or without critical reactions);

(4) select 𝜏min = 𝜏𝑖 = min {𝜏
𝑖

, . . . 𝜏
𝑛

};
(5) for each membrane 𝑖 ∈ [1, . . . , 𝑛]

(a) IF 𝜏
𝑖

= ∞ goto (6);
(b) switch the evolution strategy type:

(I) case “𝜏 leaping with one critical reaction”:
if (𝜏

𝑖

> 𝜏
𝑖

): goto (d) else: goto (c);

(II) else goto (d);

(c) extract the critical and the non-critical rules that will be applied in the current iteration;
(d) IF the execution of the selected rules in all the compartments leads to an unfeasible state 𝜏min = 𝜏𝑖/2;

(6) IF a new value of 𝜏min was computed: 𝜏
𝑖

= 𝜏min and goto (4);
(7) for each membrane 𝑖 ∈ [1, . . . , 𝑛]

(a) update the internal state by applying the internal rules
(b) update the state of other membranes by applying the communication rules;

(8) for each membrane 𝑖 ∈ [1, . . . , 𝑛] update the value of the free space 𝐹
𝑖

;
(9) IF the termination criteria is satisfied, namely (i) the current time exceeds the end time OR (ii) there is not enough

free space in any membrane: finish;
ELSE: goto (3).

Algorithm 1: The pseudocode of the 𝑆𝜏-DPP algorithm.

𝑡 is given by the number of molecules of each species inside
each compartment.

For each compartment there is a set of rules describing
both the biochemical reactions and the molecular diffusion
gradients. A reaction rule substitutes the molecules specified
in its left-hand side (reactants) with the molecules specified
in its right-hand side (products). A diffusion rule moves
reactants from the current compartment to the compartment
specified in the right-hand side.

In case a reactant that is involved in more than one
rule is present in little amount, the occurrence of a rule
before the other(s) may prevent the other(s) rule(s) from
happening and vice versa. In such cases, the system can
evolve following different dynamics according to the order
in which rules occur. The reactions that involve potential
limiting reactant(s) are defined as “critical reactions”: these
rulesmust be executed sequentially in order to avoid negative
species population.

Each rule is associated with a propensity function
(stochastic reaction rate), defined as 𝑎 = 𝑐 ⋅ ℎ, where 𝑐
is the stochastic constant associated with the rule and ℎ is
the number of possible combinations of reactants appearing
in the left-hand side of the rule [26]. However, the novelty
of the S𝜏-DPP algorithm is that it takes into account also
the size of compartments and molecules involved in the
system, in order to describe the effect of crowding on the
rate of cellular processes (for more details see [12]). This
is the reason why propensity functions of reactions are
computed by also considering the amount of free space in
the current compartment. The free space of a compartment
𝑖 at time 𝑡 is defined as 𝑉

𝑓,𝑖

(𝑡) = 𝑉
𝑖

− 𝑉
𝑖,𝑜

(𝑡), where 𝑉
𝑖

is

the compartment size and 𝑉
𝑖,𝑜

(𝑡) is the space occupied by
molecules and compartments existing inside compartment 𝑖
at time 𝑡. Propensity functions of reactions of order greater
than one (e.g., A + B → R) are functions of the free space:
𝑎 = 𝑐 ⋅ ℎ ⋅ 𝑉

(−1)

𝑓,𝑖

. Thus, the lower the free space, the higher
the probability of reactive collision. Conversely, propensity
functions of reactions of order less than two (e.g., A → R)
and diffusive events are not function of the free space of
the current compartment. However, diffusive events toward
compartments with not enough free space are prohibited.

At each iteration, a time increment 𝜏 is computed inde-
pendently inside each compartment (line 3 of the pseu-
docode), on the basis of its current state. Then, the smallest
time increment is selected among those computed (line 4:
in a parallel implementation, this must be done after a first
synchronization of the computation in all compartments)
and shared by all compartments as the global time increment
on which to synchronize their evolutions. This time incre-
ment indeed is used to evaluate the evolution of the entire
system, as specified by the standard 𝜏-leaping algorithm [27],
which requires the generation of a Poisson random variable
to characterize the stochastic behaviour of the model.

First of all, this time increment determines the way
to proceed in the current iteration: SSA-like evolution, 𝜏-
leaping evolutionwith noncritical reactions only, or 𝜏-leaping
evolution with noncritical reactions and one critical reaction.
Then, the same time increment is used, together with the
computed propensity functions, to sample the number of
reactions to be executed in each compartment, according to
the chosen modality (line 5).
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A second synchronization point among the compart-
ments is now necessary for a consistent application of
the extracted rules, which implies to consider a new time
increment 𝜏 (line 6) or the exchange of molecules among the
compartments (line 7(b)).

Finally, before stepping over the next iteration of the
simulation, to ensure that the system has not ended up in
an unfeasible state (i.e., in at least one compartment there
are more molecules than the maximum number containable
in it), the free space left inside each membrane is checked,
and until it results negative in at least one membrane (third
synchronization point), the time step is repeatedly reduced
by half and another set of rules is extracted and applied to the
system (line 9).

4. The MPI Parallel Implementations of
the STAUCC Simulator

STAUCC presents three possible levels of parallelization.
The simplest one is related to the stochastic nature of the
simulation; that is, many independent instances of STAUCC,
from several dozens up to several thousands, can be executed
in an embarrassingly parallel way, using different cores/nodes
of a local HPC system, or distributed infrastructure, such as
the Grid, in order to achieve a statistically accurate result.

The second one is related to the execution of each single
simulation, which can exploit several parallel processes by
assigning each of them to one or more membranes. In this
case the steps 2, 3, 5, 7(a), and 8 of the algorithm are
executed in parallel, with steps 4, 6, 7(b), and 9 representing
communications-synchronization points, to be performed in
a collaborative way among the parallel processes.

The third parallelization paradigm is related to the eval-
uation in parallel of the propensity function, represented by
step 3(a) which, for example, can be performed by one thread
for each rule.

Considering that many biological systems can be mod-
elled using a relatively low number of reactions (e.g., in the
order of tens for central metabolism and cell cycle regulation)
and considering that in each time increment 𝜏 just few of
them are fired together, it is a reasonable choice to focus
the parallelization on the first two levels described above.
This choice is also supported by the consideration that the
number of compartments in which the space is discretized
is usually much greater than the number of rules of the
biochemical system; that is to say, a space-based paradigm
of parallelization can provide more flexibility and scalability
than a rule-based approach. Therefore, we focused on the
first two levels of parallelization and we implemented it
using MPI; that with respect to OpenMP allows exploiting
of multiple nodes of a cluster.

5. The CUDA Implementation of STAUCC

Also the CUDA implementation of STAUCC exploits the
same two-level parallelism, which means that it is possible
to launch concurrently several simulations of the model on
a GPU using different blocks, while, in each simulation,

the temporal evolution of the state of all compartments is also
computed in parallel by threads in a block. Indeed, as already
said, in the STAUCC algorithm the space is partitioned in
smaller regions or compartments, and most of the steps of
the algorithm can be performed by parallel threads.

We developed a single CUDA kernel in which the thread
blocks carry out independent simulations of themodel, given
an initial condition of the system and a seed for the generation
of the chain of random numbers used by the algorithm
throughout the computation of the system’s dynamics. Inside
each block, the workload is balanced among the threads
assigning to each of them the computation of the evolution
of the most possible equal number of compartments. In this
way, for any given number of compartments in the system, we
are free to choose the number of threads per block which best
fits the GPU architecture and then launch number of blocks
according to the number of simulations we want to perform,
the number of streammultiprocessors (SMs) provided by the
GPU device, and the amount of its memory.

Inside the thread block, at each iteration of the algorithm
(or time frame), three communication/synchronization
points are required (see the previous section) as in the MPI-
based parallelization. The synchronization operation on
the present CUDA architectures is possible only among the
threads of a block, therefore the structure of the algorithm
must take this aspect into account.

A fundamental problem in developing parallel applica-
tions is thememorymanagement. In a first version, we placed
in the device shared memory those variables which must
be visible to all threads, either because involved in reduce
operations (e.g., the computed time increment 𝜏 and the free
space for each compartment) or because they are changed
by the threads of other compartments (e.g., the number of
molecules), and in the device constant memory the fixed
parameters of the system (e.g., the stochastic constants, the
sizes of molecules and compartments, the left-hand and
right-hand side of rules, etc.).

However, we then decided to place all the variables in the
device global memory because of at least two reasons. The
first one is the principal reason and it is because ourmain goal
is to provide a simulator which can deal with a large number
of membranes, as for real-world simulations. Keeping in the
shared or constant memory even a single location (integer or
floating point, 4 bytes anyway) per membrane (i.e., an array
of sizes equal to the number of membranes) imposes too
strict limits to the size of the systems which is possible to
simulate. For example, if the shared memory is 48Kbytes
(the maximum amount for each stream multiprocessor of
an Nvidia GPUs available nowadays on the market) and we
want to run concurrently 16 simulation instances (i.e., we
launch a grid of 16 blocks), then the maximum number of
membranes each block can process would be 48Kbytes/(16 ×
4) = 768 bytes, rather small for our purposes. The sec-
ond reason is related to the improvements in the CUDA
architecture and programming model. In [24] the smart
use of shared and constant memories was of fundamental
importance because the main memory of a graphic card
based on the Tesla architecture is not cached, while this
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feature is present on the more recent Fermi and Kepler
architectures. Moreover the smart and transparent memory
management is a key topic for the development of the
CUDA programming model, as demonstrated by the Unified
Memory (http://devblogs.nvidia.com/parallelforall/unified-
memory-in-cuda-6/) feature introduced CUDA 6.0. There-
fore sophisticated strategies for the use of registers and the
various kinds of memories have to be properly evaluated on
the basis of the actual application behaviour, because they
may have little importance in a short time.

In a second version of the implementation, to paral-
lelize the memory allocation/deallocation phases also, we
allocated/released dynamically the arrays in the device heap
memory, doing a per-block allocation/deallocation for the
arrays that before were put in the shared memory (i.e.,
the arrays common to all threads in a block) and a per-
thread allocation/deallocation for the others. However, in
this way the threads access very sparse memory locations,
thus causing a very bad use of the L1 cache, and this fact
globally worsens the execution time, despite the speedup of
the allocation/deallocation phases.

The best solution achieved for the memory management
of this application therefore is to allocate through a unique
host-side CUDA API call such as cudaMalloc all the one-
dimensional arrays used by all threads in all blocks, and
inside the computational kernel we declared pointers to the
memory regions reserved to the thread blocks to reduce
address arithmetics. The arrangement of the variables in
memory at this point must be such that the threads access
memory locationswith asmuchunitary stride as possible. For
example, if we need to store for each membrane the amount
of molecules for each species inside it and we have to deal
with M membranes, S species per membrane, and T threads
per block (supposing for simplicity that M is a multiple of
T), a good solution is to partition the global one-dimensional
array allocated (which will be of size M × S) into S subarrays
of M elements each and to further divide the subarrays into
groups of T adjacent elements. In this way we can access
the variables in a fully coalesced way with an external loop
over the S species and an internal loop over the membranes
associated with each thread (M/T): at each iteration, the T
threads in the block will access a contiguous group of T cells
in memory. We minimize the calls to device functions inside
the kernel limiting themonly to those quite long parts of code
repeatedly executed, to avoid further overheads.

Regarding the stochasticity of the algorithm, we used the
device APIs of the CURAND library (https://developer.nvid-
ia.com/curand) provided within the CUDA Toolkit (produc-
tion release 5.5). In particular, we used the pseudorandom
number generator based on the XORWOW algorithm. As
suggested in the library guide, for the highest quality parallel
pseudorandom number generation, each experiment (in our
case, each block) has been assigned a unique seed, and
within an experiment each membrane has been assigned a
unique sequence number (i.e., a random state). Thus during
the simulation each thread extracts the chain of random
numbers from the random state of the membrane of which
it is computing the evolution.

Having enclosed in a kernel the computation of the
dynamic evolution of the system, we avoid any communica-
tion between host and device during the simulation. Yet it is
true that, having quite all the variables of the system stored
in the global memory, it could be possible to access them if
necessary from the host with little effort. In fact we should
simply return the kernel, keeping track of the current time
frame, and then launch another kernel starting from the step
where we stopped, but this would considerably slow down
the computation time. Thus, the state of the system (the time
frame plus the number of molecules in each compartment) is
copied every𝑁 iterations in a preallocated buffer in the device
globalmemory that is read back from the host after the kernel
returns.

6. Simulating a Gene Regulatory
Network with STAUCC

It is well known in biology that gene expression can be
regulated by a different number of factors, which inhibit or
promote gene expression under different conditions [28, 29].
Regulatory factors occur in low copy number and, in fact,
noise plays a relevant role in gene expression [30]. A pivotal
element in the interactions between regulatory factors and
DNA is given by the diffusion of regulatory factors within
the cell nucleus [31], which is an environment crowded by
chromatin. Taken together, these considerations underline
the need for a stochastic RD approach to model gene
expression, possibly considering also the crowding effects
created by the presence of the DNA in the nucleus.

In order to provide a realistic use case for the STAUCC
we have defined a model of a gene regulatory system with
explicit consideration of space and crowding. The nucleus
is represented as a two-dimensional grid composed of a
finite number of squared compartments of the same size, as
shown in Figure 1. Six types of objects are considered: four
regulatory factors, F

1

, F
2

, F
3

, and F
4

, and two genes, G
1

and
G
2

. While genes are modelled as static objects, regulatory
factors diffuse freely. The compartments in which the genes
are placed, as well as the adjacent compartments, have lower
free space, in order to represent the crowding due to the
presence of DNA and DNA-interacting proteins. Factors that
reach these compartments can bind genes in order to activate
or inhibit their expression (see, e.g., the evolution shown in
Figure 2). Therefore each of the two genes can be in one
of the following three states: free, a state in which a factor
can bind the gene; active, in case an activation factor binds
the gene; inhibited, in case an inhibition factor binds the
gene. A total of sixteen reaction rules have been defined in
order to describe the possible interactions between genes
and regulatory factors, as listed in Table 1. In our model,
the stochastic constants represent (i) gene regulatory factor
association/dissociation constants and (ii) regulatory factors
diffusion coefficients. Diffusion coefficients have been set
higher (i.e., faster) than association/dissociation constants
of two orders of magnitude. The fact that the time scale
of diffusion processes is much lower than the time scale of
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Figure 1: Schematic representation of the space domain. The 2D
grid of compartments represents a section of the nucleus in which
two genes, G

1

andG
2

(black rectangles), are located. Four regulatory
factors (represented with different colour circles) can diffuse within
this environment. Compartments filled in yellow have a lower
free space, which model the macromolecular crowding due to
chromatin. The representation is not in scale with actual sizes used
in simulations.
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Figure 2: Evolution of G
1

state probability starting from an initial
condition in which an activator is placed closer to the gene
with respect to an inhibitor. The vertical axis represents the G

1

frequencies that have been found for each state in relation to the
simulation time (horizontal axis).

reaction processes is crucial for maintaining valid the well-
stirred assumptionwithin each compartment [12].Themodel
has been simulated considering an increasing number of
compartments, that is, 256, 1024, and 4096.

At the beginning of a simulation all the objects represent-
ing a regulatory factor Fi are placed at corners of the lattice,
while the two genes are placed in two inner compartments
(see again Figure 1). An example of systemdynamics is shown
in Figure 2.

Table 1: List of rules defining reaction anddiffusion processes. (𝑥, 𝑦)
are the compartment’s coordinates, 𝑛 ∈ {−1, 0, 1}, and 𝑧 ∈ {1, 2, 3, 4}.

Process Rule
Activation of G1 mediated by F1 G1 + F1 → G

1

+

Dissociation of F1 from G1 G
1

+

→ G1 + F1
Activation of G2 mediated by F1 G2 + F1 → G

2

+

Dissociation of F1 from G1 G
2

+

→ G2 + F2
Inhibition of G1 mediated by F2 G1 + F2 → G1

−

Dissociation of F2 from G1 G1
−

→ G1 + F2
Inhibition of G2 mediated by F2 G2 + F2 → G2

−

Dissociation of F2 from G2 G2
−

→ G2 + F2
Activation of G1 mediated by F3 G1 + F3 → G1

+

Dissociation of G1 from F3 G1
+

→ G1 + F3
Inhibition of G2 mediated by F3 G2 + F3 → G2

−

Dissociation of F3 from G2 G2
−

→ G2 + F3
Inhibition of G1 mediated by F4 G1 + F4 → G1

−

Dissociation of G1 from F4 G1
−

→ G1 + F4
Activation of G2 mediated by F4 G2 + F4 → G2

+

Dissociation of F4 from G2 G2
+

→ G2 + F4
Diffusion from (𝑥, 𝑦) to (𝑥 + 𝑛𝑥, 𝑦 + 𝑛𝑦) F

𝑧

𝑥,𝑦

→ F
𝑧

𝑥+𝑛𝑥,𝑦+𝑛𝑦

7. Performance Evaluation

Two are the resources adopted for the simulation. The first
one is a cluster composed of 18 nodes equipped with two
4-core Intel Xeon E5345 CPUs, 16GB of Ram, linked together
via an Infiniband QDR network.

The second one is a subset of three heterogeneous nodes
of a cluster equippedwith two 6-core Intel Xeon E5645 CPUs,
32GB of RAM, and one different CUDA device: a GTX 580,
a K20, and a GTX-Titan. We exploited in both cases also
the Intel Cluster Studio XE 2013 suite, in particular the C
compiler and the MPI library implementation.

The execution times of all the three STAUCC implemen-
tations (sequential, MPI, and CUDA) are proportional to
the number of iterations, that is, the number of times the
steps 3–9 are performed until the termination criteria are
satisfied.This depends on both the initial conditions (i.e., the
initial state and parameter values) and the chain of generated
stochastic numbers. In general, a higher number of iterations
are required whenever the system dynamics are fast, that is,
when many reactions occur and the system state (number of
molecules) is significantly modified: in this scenario in fact
small 𝜏 values will be required to satisfy the leap condition
and any iteration will represent a short interval of time.

It is worth noting that, due to the use of randomly
generated numbers, two runs with the same initial conditions
are likely to have a different evolution and thus a different
number of iterations. For example, the execution time of
the sequential implementation of STAUCC for the 256-
compartment system can vary between 43.73 seconds for
6,244 iterations (wall clock time) and 2,214.23 seconds for
427,156 iterations. This large variation is the consequence of
the specific sequence of states the system will assume during
the simulation on the basis of the assigned random value. In
fact, states associated with large propensity function values



BioMed Research International 7

Table 2: Evaluation of the TimePerStep execution times: in milliseconds for the sequential version and speedup values using up to 4 nodes
of the first cluster with Infiniband connection.

Number of compartments Number of cores
1 2 4 8 16 24 32

256 2.9ms. 1.86 2.80 3.50 3.20 2.08 2.12
1024 14.6ms. 1.81 3.90 5.30 6.47 7.03 7.54
4096 63.2ms. 1.87 3.70 6.10 10.40 15.70 19.80

and with reactions that determine significant variations of
propensity function values will require shorter time incre-
ments and, therefore, a larger number of iterations.

The time for data acquisition depends on the size of the
system description that is lower than 1MB and therefore
negligible, while the output time depends on a user-defined
parameter that specifies the sampling frequency of the system
status. By sampling every 100 iterations, in the slowest case,
the result corresponds to more than 100MB of output data,
while the production of only the final state of the system
results always in a size of a few MB.

These differences in output size and therefore in the
time that is required for building the output can be a
problem in the analysis of the scalability of the system.
Therefore in the following we analyse the performance of
the three implementations by comparing the average time for
executing a single iteration (hereafter called TimePerStep).

7.1. The MPI Implementation of STAUCC. Each node of the
first cluster has 8 cores, and therefore we considered six
execution patterns: 2, 4, and 8 parallel processes running on a
single node, to test the scalability within a single node, and 16,
24, and 32 parallel processes spread among 2, 3, and 4 nodes,
to test the impact of the communication overheads. Results
are shown in Table 2.

We can see how the variation of the number of compart-
ments used to model the nucleus space affects the scalability
of the algorithm. With 256 regions the use of all the 8 cores
of a node is the most effective parallelism degree: in fact
if we execute two instances of STAUCC on two nodes, we
achieve, globally, a speedup of 3.5 × 2 with respect to 3.2, that
is, executing a single simulation with 16 cores. The usage of
two nodes is suitable only with at least 4096 compartments,
while the maximum parallelism degree is achieved for the
largest simulation, that results in a speedup of about 20 using
4 nodes, very close to the speedup of about 24 (i.e., 6.10 ×
4, the speedup achieved by using all the 8 cores of a node)
achievable by executing a single instance per node.

These performance values are due to the fact that increas-
ing the number of processes and exploiting more than one
node has the consequence that the communication times
overcome the computation times, and this is also with a fast
interconnection as Infiniband. As said before, each iteration
requires 3 communication operations among all the parallel
processes, and this limits the achievable performance. In
particular the smallest time increment and the correctness
check were implemented using the MPI Allgather function,
while the transfer of molecular species is performed by an
MPI Reduction followed by an MPI Scatterv function call.

This has the advantage of reducing the data transfer of the
data with respect to the use of a single MPI Allgather: in the
largest case in fact the system state has a size of 1MB.

By analysing the trace data of the cases 8 and 16 for
4096, we can see that using two nodes the time for the
communication operations is about 4 times more than the
time needed to perform the computation. On the contrary
if all the processes are on one node, the ratio is about 2
times. It is worth noting that this last result is achievable only
if an optimized implementation of the MPI library is used,
as with the Intel one. General purpose implementations as
MPICH2 1.2.5 in fact provide lower performance and it is
better to implement the same parallelization strategy with the
OpenMP paradigm.

Two considerations hold true. At first it is worth noting
that the average execution time for a single 4096-membrane
simulation is of about 6 hours in the sequential version, while
with our parallel implementationwe are able to get the results
in 18 minutes using four nodes. This means that the parallel
implementation using clusters of ×86 multicore processors
is effective but the parallelism degree has to be properly
tuned considering the size of the system to simulate. The
second one is that, due to the stochastic nature the analysis
STAUCC provides, the goal can be to obtain the results of
many different simulations in the shortest possible times. In
this case themost effective solution is to exploit a hybridMPI-
OpenMPmodel where the MPI processes are responsible for
orchestrating different stochastic simulations, that is, for the
subdivision of the generated random numbers among them,
while each simulation is performedwithin a single node using
all the cores with parallel threads provided by the OpenMP
paradigm.

7.2. The CUDA Implementation of STAUCC. The STAUCC
parallel simulator presented in this paper has been tested on
three different Nvidia devices. The GeForce GTX 580 device,
based on the CUDA Fermi architecture, was selected because
it is equivalent in terms of the price for their acquisition
to the Intel Xeon E5645 CPU equipping the nodes of the
second cluster, while the K20 and GTX-Titan, based on the
CUDAKepler architecture, are, after the recent K40, themost
powerful CUDA-based devices produced by Nvidia in 2014.

We simulated the system by distributing the workload
among a block of 32 threads for the GTX-580 device (i.e., one
warp per block), with 128 for the other two devices, because
this resulted in the more effective configuration. With these
problem sizes in fact it is difficult to exploit all the 192 cores
and each thread computes in any case the evolution of many
compartments.
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Table 3: Evaluation of the execution times considering the node of the second cluster equipped with the Intel Xeon E5645 CPU and the
GTX-580 device. Speedup values are computed considering the TimePerStep values.

Number of compartments Blocks thread TransferTime (ms) TimePerStep (ms) Speedup

256

Seq. 81.2 2.1 —
1-32 163.7 6.5 0.3
32-32 170.8 0.4 5.8
64-32 159.8 0.2 12.4
128-32 186.7 0.1 22.6
256-32 162.7 0.1 24.5

1024

Seq. 82.5 7.6 —
1-32 193.5 22.1 0.3
32-32 179.1 1.4 5.5
64-32 188.6 0.6 12.0
128-32 182.2 0.4 20.4

4096

Seq. 88.9 29.9 —
1-32 175.6 80.4 0.4
32-32 177.0 4.9 6.1
64-32 205.0 2.4 12.3

Table 4: Evaluation of the execution times considering the three different CUDA devices available on the second cluster nodes for the 4096-
compartment system. The number of blocks we consider is multiple of the number of SMs available on these devices. Speedup values are
computed considering the TimePerStep values.

Device Blocks threads TransferTime (ms) TimePerStep (ms) Speedup
CPU — 88.9 29.9 —

GTX-580 32-32 177.0 4.9 6.1
64-32 205.0 2.4 12.3

K20

13-128 198.6 2.9 10.2
26-128 182.7 1.5 20.5
52-128 189.9 0.8 37.8
78-128 208.6 0.9 32.8

GTX-Titan

14-128 137.4 2.2 13.5
28-128 136.1 1.1 27.6
56-128 139.2 0.5 57.4
84-128 146.5 0.6 48.1

For each system size, we launched concurrently on the
GPU an increasing number of stochastic simulations; that
is, we launched the simulation kernel with an increasing
number of blocks (as explained before, the evolution of a
simulation instance is computed entirely by a single block
of threads independently from the others). As larger systems
occupy more space in the global memory of the device
and we avoid any communication between host and device
during the simulation (which is performed running a single
kernel as explained), the maximum number of simulation
instances that is possible to launch decreases as the number
of compartments increases. For this reason, the kernel can
compute a maximum of 256 simulation instances for the
smallest system on the small GTX-580 device and between 64
and 84 for the largest onewhen considering the three different
devices.

As a consequence, the speedup of the STAUCC simulator
is computed considering the average time for an iteration
of the model simulation (TimePerStep) and dividing this

quantity in the sequential simulation by the same quantity
in the parallel simulation: in this case, the total number of
iterations performed is the sum, over the total number of
simulations launched, of the number of iterations computed
in each instance of simulation.

Results are shown in Table 3 for the simulation of
the three systems on the GTX-580 and in Table 4 for a
comparison of the results on the 4096 system among the
three devices. The first consideration is about the memory
allocation/deallocation times. They maintain quite constant
values when varying the system size in the considered range
both in the sequential and in the GPU implementations; for
which reason we do not consider them when calculating the
speedups (it is sufficient to keep in mind that the overall
time necessary for the memory management on the GPU is
about 2 times slower than on the CPU). It is important to
note that these times for the GPU codes include also the data
movement from/to the device; therefore we defined them as
TransferTime in Tables 3 and 4.
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The TimePerStep of course increases with the size of
the system, in both the sequential and parallel imple-
mentations. However, it becomes smaller when launching
more simulation instances in the parallel implementation
because the total execution time increases less than the
number of iterations computed.This means that the device is
increasingly exploited more efficiently when launching more
thread blocks which hide the latencies caused by sequential
dependence and memory stores and loads. This is clear
considering the cases 64-32, 52-128, and 56-128 of Table 4.
GTX-580 is equippedwith 16 SMs composed of 32 cores each,
K20 is equipped with 13 SMs composed of 192 cores each, and
GTX-Titan is equipped with 14 SMs with the same number of
cores as K20.We can see that the ratio between GTX-580 and
K20 is about 3, while with GTX-Titan is about 4.6. Besides
other aspects as the GPU andMemory Clock rates, these two
devices allow using of 4 times the core of the GTX-580.

The implementation scales well when augmenting the
number of compartments: in Table 3 we can see that, for a
fixed number of simulation instances (i.e., the same number
of blocks as 64-32), increasing the system dimension does not
affect the speedup achievable.

Moreover, due to the discussed trend of the time per iter-
ation, the speedup increases with the number of simulation
instances launched.

The K20 and GTX-Titan devices are equipped with 6GB
of main memory with respect to the 1.5 GB provided by
GTX-580; therefore they would be able to execute in theory
about 100 concurrent simulations (i.e., the number of blocks).
However, this number is limited by the fact that using
more threads means using more device memory and, more
important, the use ofmore threads has an impact on the cache
miss rate.This is the reason why moving from 52 to 78 blocks
on the K20 and from 56 to 84 for GTX-Titan does not result
in an improved speedup.The number of blocks launched was
decided considering multiples of the number of SMs that are
13 for K20 and 14 for GTX-Titan. For this reason the best
achievable result is therefore the 57.4 achieved with the GTX-
Titan.

Two final considerations can be made. In a cluster
equipped with accelerators we can exploit them and also the
available cores by launching at a time both the implementa-
tions, paying attention to selecting different randomnumbers
among them. Then, the results seem to suggest that, for this
algorithm, it is better to spendmoney to buy less cluster nodes
but equipped with accelerators. This is true for systems that
fit in the memory of a GPU, that is, 6 GB for K20 and GTX-
Titan, and can be atmost 12 for the K40 device. Otherwise the
usage of accelerator is no more feasible.

8. Conclusions

In this paper we presented two parallelization approaches
of the STAUCC simulator, a tool for the efficient stochastic
simulation of RD processes in crowded environments based
on the S𝜏-DPP algorithm. To this end, we considered amodel
where gene activation is triggered by transcription factors
that diffuse in a crowded environment.

The execution of large experiments with STAUCC, as in
general for the RD-based stochastic systems, is very time-
consuming. For this reason we analysed how the charac-
teristics of the algorithm can be exploited to accelerate
the simulation of the system’s evolution using two different
parallelization approaches, that is, using message passing
techniques based on MPI and GPU computing based on the
CUDA architecture.

Themajor limit of the first parallelization approach is that
the exploitation of all the cores within a single node of a clus-
ter yields to good performance if the MPI implementation is
smart enough to exploit the shared memory to perform the
communications or a hybrid MPI-OpenMP implementation
is exploited, whereas the exploitation of multiple nodes is
suitable only for large systems and using at least an Infiniband
interconnection network.

The use of GPU-based accelerators instead provides very
high performance figures, but the amount ofmainmemory of
present devices (i.e., up to 12GB) limits the size of biological
models that can be simulated using them. In conclusion,
a proper exploitation of a heterogeneous HPC cluster has
to consider the combined use of the different nodes and a
parallel approach (CPU or GPU based depending on the
available compute capabilities) within each node.

Two are the future directions. The first one is that we
will experiment the use of the Xeon Phi accelerators, to
compare the performance with those achieved by the CUDA
devices. The second one is related to the stochasticity of the
experiments. So far we considered only the objective to min-
imize the time to solution. But the CUDA implementation of
STAUCC allows us to consider the use of less powerful but
more energy efficient devices as those based on GPU+ARM,
in order to evaluate also the objective to minimize the energy
to solution indicator.
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Distance matrix has diverse usage in different research areas. Its computation is typically an essential task in most bioinformatics
applications, especially in multiple sequence alignment. The gigantic explosion of biological sequence databases leads to an urgent
need for accelerating these computations. DistVect algorithm was introduced in the paper of Al-Neama et al. (in press) to present
a recent approach for vectorizing distance matrix computing. It showed an efficient performance in both sequential and parallel
computing. However, themulticore cluster systems, which are available now, with their scalability and performance/cost ratio, meet
the need formore powerful and efficient performance.This paper proposesDistVect1 as highly efficient parallel vectorized algorithm
with high performance for computing distance matrix, addressed to multicore clusters. It reformulates DistVect1 vectorized
algorithm in terms of clusters primitives. It deduces an efficient approach of partitioning and scheduling computations, convenient
to this type of architecture. Implementations employ potential of both MPI and OpenMP libraries. Experimental results show that
the proposed method performs improvement of around 3-fold speedup upon SSE2. Further it also achieves speedups more than 9
orders of magnitude compared to the publicly available parallel implementation utilized in ClustalW-MPI.

1. Introduction

Distance matrix (DM) refers to a two-dimensional array
containing the pairwise distances of a set of elements. DM
has a broad range of usage in various scientific research
fields. It is used intensively in data clustering [1], pattern
recognition [2], image analysis [3], information retrieval
[4], and bioinformatics. In bioinformatics, it is mainly used
in constructing the so-called phylogenetic tree, which is
a diagram that depicts the lines of evolutionary descent
of different species, organisms, or genes from a common
ancestor [5].

The explosive growth of genomes makes the ability to
align a huge number of long sequences become more essen-
tial. For example, the Ribosomal Database Project Release

10 [6] consists of more than million sequences. This leads
to the massive number of distance calculations. As, for just
aligning 100,000 sequences, approximately 5 billion distances
need to be computed to construct a complete DM. Even if the
sequences are short and pairwise distance calculations can
be done relatively quickly, say at a rate of 5, 000−1 sec., their
alignment still requires almost 12 days of CPU time. Another
difficulty is how to store the DM elements, as it will take up to
40GB of memory. This leads to the need of new approaches
to accelerate the distance calculations and to handle storage
efficiently.

On the other hand, the rapid development of high
performance computing (HPC) hardware provides high-
performance cost ratio computational capability. The high
precisions of multicore computers, clusters, and grids have
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become increasingly available and more powerful nowadays
[7]. Therefore, it is of interest to use high-performance tech-
nologies to unlock the potential of such systems. Meanwhile,
parallel programming libraries such as OpenMP and MPI
made it possible for programmers to take advantage of the
great computational capability of multicore and clusters for
general purpose usage.

Many attempts have been produced to efficiently compute
the distance matrix. As seen in the next section, the ones
that used GPUs are really fast but the length of sequences
is limited. Other methods that can handle long sequences
and produce accurate alignment are relatively slow. Our
motivation is to provide an efficient method that combines
the speed and the ability to align long sequences.

This paper is an extension to our work in [8]. An
improved version of DistVect algorithm is proposed. The
computations are redistributed efficiently to manage the load
imbalance aiming at enhancing the overall performance.The
algorithm has been upgraded to the hybrid model so as to
reap the maximum benefits of fine- and coarse-grainedmod-
els. The proposed method is devoted to multicore clusters
due to its popularity nowadays and is for achieving higher
processing speed.

The main contributions of this paper are:

(i) designing a highly parallel extended DistVect algo-
rithm for distance matrix computation on multicore
clusters, calledDistVect1, to align huge sequences fast,

(ii) implementing the proposed DistVect1 algorithm
using C++ with MPI and OpenMP on Bibliotheca
Alexandrina platform,

(iii) carrying out comprehensive experiments using awide
variety of real dataset sizes and showing that our
developed program outperforms both ClustalW-MPI
and SSE2 in terms of execution time,

(iv) investigating the impact of increasing both the num-
ber and the length of sequences on the speedup
and demonstrating that DistVect1 yields significant
speedup when the length of genomes increases.

The rest of this paper is organized as follows. Section 2
summarizes briefly the fundamental methods and algo-
rithms concerning the distance matrix. Section 3 explains
the DistVect algorithm. Section 4 discusses the improved
DistVect1. Section 5 describes the implementation procedure
briefly and presents results with a detailed analysis. Finally,
Section 6 concludes the paper and suggests future work.

2. Related Work

Distance matrix computation is considered as the substantial
stage of most multiple sequence alignment tools. To align a
dataset of size 𝑁 × 𝐿, where 𝑁 is the number of sequences
and 𝐿 is their average length, the computation of the DM
elements requires ⌈𝑁(𝑁 − 1)/2⌉ pairwise comparisons. Each
comparison uses a matrix of size (𝐿+1)×(𝐿+1) to obtain the
distance. These computations can become prohibitive when
𝑁 and 𝐿 are very large (i.e., in the tens of thousands). There

are few multiple alignment programs that handle datasets
of this size, with acceptable accuracy, such as MAFFT [9],
DIALIGN [10], and Clustal [11]. Most accurate methods
could only routinely handle hundreds or few thousands of
sequences, like MUSCLE [12], Probcoms [13], and T-Coffee
[14].

Promising solutions have been found for parallelizing
DM calculations. Various parallel algorithms were presented
to overcome speed/space obstacles for different HPC systems
such as multiprocessor machines and workstation clusters.
One category focuses on parallelizing the operations on
smaller data components. Typical implementations of this
approach usingmultithreading are in [15, 16].The others con-
centrate on distributing each independent pair of sequences
on different processors. The most popular parallel method
that uses this approach is ClustalW-MPI [17]. It is targeted for
workstation clusters with distributed memory architecture.
Its main contribution was providing an efficient distributed
memory implementation of ClustalW that can be run on a
wide range of distributed memory PC clusters and parallel
multicomputers.

Wirawan et al. exploit in [18] the use of an intertask
approach, with SIMD model. They take advantage of the
fact that all elements in the same minor diagonal can be
computed independently in parallel.They used common Intel
processors with the SSE2 instruction set, supporting 16-bit
elements, and produced a software tool called SSE2, which
was mainly written in C with p-thread API. This approach
has been exploited in some recent methods [15, 19–21] where
parallelism occurs within a single pair of sequences, to avoid
data dependencies within the alignment matrix.

GPU has been used in [22] to accelerate sequence
alignment. It has reformulated dynamic programming-based
alignment algorithms as streaming algorithms in terms of
computer graphics primitives. Experimental results show that
the GPU-based approach allows speedups of over one order
of magnitude with respect to optimized CPU implementa-
tions. Nevertheless, this is not severe since 99.8 percent of the
sequences in the database are of length <4,096. Furthermore,
it is reasonable to expect that the allowed texture buffer sizes
will increase in next-generation graphics hardware.

Also, CUDASW++ [20] parallelizes Smith-Waterman
algorithm forCUDAGPU that computes the similarity scores
of a query sequence paired with each sequence in a database.
Performance analysis shows substantial improvement to the
overall performance on the order of three to four giga-
cell updates per second. The single-GPU version achieves
an average performance of 9.509 GCUPS with a lowest
performance of 9.039 GCUPS and a highest performance of
9.660 GCUPS, and the dual-GPU version achieves an average
performance of 14.484 GCUPS with a lowest performance of
10.660 GCUPS and a highest performance of 16.087 GCUPS.
But it supports query sequences of length up to 59K and for
query sequences ranging in length from 144 to 5,478.

This approach has been further explored by its authors
resulting in optimized SIMT and partitioned vectorized algo-
rithmCUDASW++ 2.0 [19] with an astonishing performance
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of up to 17 GCUPS on a GeForce GTX 280 and 30 GCUPS on
a dual-GPU GeForce GTX 295.

Likewise, CUDASW++ 3.0 [21] couples CPU and GPU
SIMD instructions and carries out concurrent CPU and
GPU computations. It employs SSE-based vector execution
units as accelerators and employs CUDA PTX SIMD video
instructions to gain more data parallelism beyond the SIMT
execution model. Evaluation shows that CUDASW++ 3.0
gains a performance improvement over CUDASW++ 2.0 up
to 2.9 and 3.2, with a maximum performance of 119.0 and
185.6 GCUPS, on a single-GPU GeForce GTX 680 and a
dual-GPU GeForce GTX 690 graphics card, respectively. It
also has demonstrated significant speedups over SWIPE and
BLAST+. However, the longest query sequence was of length
5,478 to search against the Swiss-Prot protein databases that
have the largest sequence length 35,213.

However, most of GPU implementations cannot align
sequences longer than 59,000 residues. This is due to the
intrinsic SIMD characteristics of the GPG, where pipelining
allows a great speedup factor, yet intense memory usage may
lead to bottlenecks. This leads to the deployment of other
architectures such as many-cores [23]. MC64-ClustalWP2
has been developed recently as a new implementation of the
ClustalW algorithm, to align long sequences in architectures
with many cores. It runs multiple alignments 18 times faster
than the original ClustalWalgorithmand can align sequences
that are relatively long (more than 10 kb).

Authors proposed a vectorized distance matrix computa-
tion algorithm called DistVect [8]. The algorithm addresses
the problem of building a parallel tool for multicores that
produces the alignment of multiple sequences in a short time
without using much storage space. The main contribution
was the vectorization of all used matrices in computation.
Experimentally, the proposed method achieved good abil-
ity of aligning large number of sequences through pow-
erful improved storage handling capabilities with efficient
improvement of the overall processing time.

3. DistVect Algorithm

DistVect [8] is an accelerated algorithm that computes the
distance matrix for aligning huge datasets. It has the advan-
tage of exhausting less space. It takes, as input 𝑁, sequences
{𝑆
1

, 𝑆
2

, . . . , 𝑆
𝑁

} of average length 𝐿, with their substitution
matrix sbt and the gab cost 𝑔. It outputs a distance vector, DV,
containing the similarity score (distance) for each of the two
sequences. It works on vectorizing matrices presented by Liu
et al. in [22] and used byWirawan et al. in [18]. It parallelizes
the computations of resolving vectors, taking in account the
advantage of the independence of the elements of the minor
diagonals of the matrices.

To compute the number of exact matches and make it
suitable for a fine-grained parallel implementation, Liu et al.
[22] formulated a recurrence relation for the number of exact
match computations that is more suitable for implementation

using a linear gap penalty. This formula facilitates the calcu-
lations without computation of the actual alignment. Given
two sequences 𝑆

𝑖

and 𝑆
𝑗

of lengths 𝐿
𝑖

and 𝐿
𝑗

, the distances
are computed using the matrices𝑁,𝐻 as shown below:

DM (𝑆
𝑖

, 𝑆
𝑗

) = 1 −
𝑁 (𝑖max, 𝑗max)

min (𝐿
𝑖

, 𝐿
𝑗

)

,

𝑁 (𝑥, 𝑦)

=

{{{{{{{{{

{{{{{{{{{

{

0 if 𝐻(𝑥, 𝑦) = 0,

𝑁 (𝑥 − 1, 𝑦 − 1)

+𝑚 (𝑥, 𝑦) if 𝐻(𝑥, 𝑦) = 𝐻 (𝑥 − 1, 𝑦 − 1)

+sbt (𝑆
𝑖

(𝑥) , 𝑆
𝑗

(𝑦)) ,

𝑁 (𝑥, 𝑦 − 1) if 𝐻(𝑥, 𝑦) = 𝐻 (𝑥, 𝑦 − 1) + 𝑔,

𝑁 (𝑥 − 1, 𝑦) if 𝐻(𝑥, 𝑦) = 𝐻 (𝑥 − 1, 𝑦) + 𝑔,

𝐻 (𝑥, 𝑦) = max
{{{{

{{{{

{

0,

𝐻 (𝑥 − 1, 𝑦 − 1) + sbt (𝑆
𝑖

(𝑥) , 𝑆
𝑗

(𝑦)) ,

𝐻 (𝑥 − 1, 𝑦) + 𝑔,

𝐻 (𝑥, 𝑦 − 1) + 𝑔,

𝑚 (𝑥, 𝑦) = {
1 𝑆
𝑖

(𝑥) = 𝑆
𝑗

(𝑦) ,

0 otherwise,
(1)

where 𝐻(𝑥, 0) = 𝐻(0, 𝑦) = 𝑁(𝑥, 0) = 𝑁(0, 𝑦) = 0 and 1 ≤

𝑥 ≤ 𝐿
𝑖

, 1 ≤ 𝑦 ≤ 𝐿
𝑗

.
In [8], the authors proved mathematically that the above

equations can be transformed to the following equations
using vectors only:

DV (ℎ) = 1 −
𝑘max

min (𝐿
𝑖

, 𝐿
𝑗

)

,

𝑁
𝑥

V (𝑘)

=

{{{{{{{{{

{{{{{{{{{

{

0 if 𝑉𝑥 (𝑘) = 0

𝑁
𝑥

1

(𝑘 − 1)

+𝑚 (𝑘) if 𝑉𝑥 (𝑘) = 𝑉
𝑥

1

(𝑘 − 1)

+sbt (𝑆
𝑖

(𝑘) , 𝑆
𝑗

(𝑥 − 𝑘 + 1))

𝑁
𝑥

2

(𝑘) if 𝑉𝑥 (𝑘) = 𝑉
𝑥

2

(𝑘) + 𝑔

𝑁
𝑥

2

(𝑘 − 1) if 𝑉𝑥 (𝑘) = 𝑉
𝑥

2

(𝑘 − 1) + 𝑔

𝑉
𝑥

(𝑘)

= max
{{{{

{{{{

{

0,

𝑉
𝑥

1

(𝑘 − 1) + sbt (𝑆
𝑖

(𝑘) , 𝑆
𝑗

(𝑥 − 𝑘 + 1)) ,

𝑉
𝑥

2

(𝑘 − 1) + 𝑔,

𝑉
𝑥

2

(𝑘) + 𝑔

𝑚 (𝑘) = {
1 𝑆
𝑖

(𝑘) = 𝑆
𝑗

(𝑥 − 𝑘 + 1)

0 otherwise,
(2)
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where 𝑘max is the highest score of 𝑁, which indicates the
number of exact matches in the optimal local alignment, 1 ≤

ℎ ≤ ⌈𝑁(𝑁− 1)/2⌉, max(2, 𝑥 − 𝐿) ≤ 𝑘 ≤ min((𝑥 + 1), (𝐿 + 1)),
1 ≤ 𝑥 ≤ (2𝐿 − 1), 𝐿 is average lengths, and 𝑁

1

, 𝑁
2

are the
exact match values in each iteration.

The main idea was based on the fact that any element in
an antidiagonal of𝐻 needs only the values of three elements
from the previous two antidiagonals.This leads to the fact that
only three vectors could be sufficient. One vector,𝑉, is used as
a current vector and the previously calculated vectors,𝑉

1

and
𝑉
2

, as buffers. Also three vectors, 𝑁V, 𝑁1, and 𝑁
2

, substitute
matrix 𝑁. Finally, the distance matrix, DM, is replaced by a
distance vector DV. EachDV element is evaluated in terms of
the highest score, 𝑘max. Figure 1 showsDistVectmethodology
when aligning two sample sequences of length 8.

4. Proposed Algorithm

Although DistVect implementation on a multicore using
OpenMp and multithreading has achieved good speedup
compared to ClustalW-MPI [17], it shows load unbalancing.
To overcome this problem, we propose using a better compu-
tation partitioning technique and accompanying extensions
to operate on recent available clusters system that offers more
power to parallelism. This is done in order to enhance the
performance. In this section, an improved version ofDistVect
is proposed.

DistVect computes the similarity scores using only three
vectors instead of the matrix DM using fine-grained paral-
lelism and multithreading. It distributes all cells’ computa-
tions of the antidiagonal vector,𝑉, over the available 𝑃 cores.
The value of each cell is evaluated in terms of its diagonal
neighbor stored at𝑉

1

, with its left and upper neighbors stored
at 𝑉
2

, and the maximum value is selected indicating the
highest score (see Figure 1).

When analyzing the data dependencies between DM
computations, it appears that it may be decomposed through
three distinct approaches.

(i) First, the fine-grain approach, like multithreaded
ClustalW [16], is the one in which the computations
of each similarity matrix are decomposed.The imple-
mentation of this approach in our work [8] shows
high sensitivity to the length of sequences and an
imbalanced workload among CPU cores.

(ii) Second, the coarse-grain approach partitionsDM into
blocks (tiles) and assigns the computation of each one
to a node, as in [17, 24]. However, this approach is
good only when the number of sequences is too large
compared to their length and vice versa.

(iii) Third, the hybrid approach (which is used in the
proposed algorithm) combines the two previous
approaches to benefit from the strong points of both
of them.

As mentioned above, DistVect algorithm faces some per-
formance challenges when applying the fine-grain approach.
The reason is that the size of the vector, 𝑉, varies during the
computation, and the number of cells to be computed at each
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Figure 1: DistVect alignment using fine-grain approach.
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Figure 2: Distance computation using cyclic partitioning.

iteration step is not the same. Thus, when we distribute the
cells on the diagonal to 𝑃 cores, we notice that the workload
is not well balanced among cores.That is because the number
of cells is not always divisible by 𝑃. Therefore, at each step,
some cores have idle time, leading to work overhead on other
cores. Consider Figure 1; at iteration 1 (|𝑉| = 1) only core 1
works; at iteration 2 (|𝑉| = 2) only cores 1 and 2 work. While
at iterations 6 and 9 (|𝑉| = 6) cores 1 and 2 compute two cells,
cores 3 and 4 compute one cell only. Therefore, not all cores
compute the same number of cells.

On the other hand, we think this computation model
requires a large number of cores for aligning real biological
data. That is because our main contribution is based on
the acceleration of similarity score computation which is a
function of the sequences’ length 𝐿. And we concentrate on
dealing with long sequences, but each core calculates one
element of𝑉 at a time.Thus, as the number of cores increases,
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the parallelization factor will increase, leading to a higher
acceleration.

Figure 2 demonstrates our proposed cyclic partitioning
technique, when handling the two sequences considered at
Figure 1 with 4 cores. The four cores act in parallel on each of
the first four consecutive rows; then they sequentially act on
the second consequent 4 rows.

Furthermore, all ⌈𝑁(𝑁−1)/2⌉ distance computations are
partitioned into𝑀 splits and distributed over the𝑀 nodes in
the cluster system. All 𝑀 nodes work in parallel. Each node
will operate sequentially on aligning the set of ⌈𝑁(𝑁−1)/2𝑀⌉

pairs at its own split, whose size is 𝑛split. Figure 3 explains how
the alignments of 4 sequences of length 8 are scheduled over a
cluster system of 2 nodes; each node has 4 cores. In this case,
there are 2 splits; each split is of size 3.

The pseudocode of this proposed method is depicted in
Algorithm 1. And the distance vector DV is computed using
the following modified recurrences:

𝑉
𝑥

(𝑘)

= max
{{{{

{{{{

{

0,

𝑉
𝑥

1

(𝑘 − 1) + sbt (𝑆
𝑖

(𝑘) , 𝑆
𝑗

(𝑥 − 𝑘 + 1)) ,

𝑉
𝑥

2

(𝑘 − 1) + 𝑔,

𝑉
𝑥

2

(𝑘) + 𝑔,

(3)

𝑁
𝑥

V (𝑘)

=

{{{{{{{{{

{{{{{{{{{

{

0 if 𝑉𝑥 (𝑘) = 0

𝑁
𝑥

1

(𝑘 − 1) + 𝑚 (𝑘) if 𝑉𝑥 (𝑘)
= 𝑉
𝑥

1

(𝑘 − 1)

+sbt (𝑆
𝑖

(𝑘) , 𝑆
𝑗

(𝑥 − 𝑘 + 1))

𝑁
𝑥

2

(𝑘) if 𝑉𝑥 (𝑘) = 𝑉
𝑥

2

(𝑘) + 𝑔

𝑁
𝑥

2

(𝑘 − 1) if 𝑉𝑥 (𝑘) = 𝑉
𝑥

2

(𝑘 − 1) + 𝑔,

(4)

where 1 ≤ 𝑘 ≤ 𝑃.

5. Performance Evaluation

The proposed algorithm DistVect1 has been implemented
in C++, using OpenMP and MPI libraries. The introduced
hybrid paradigm matches the characteristics of a cluster of
multicore system very well. The resulting program has the
advantage of coarse-grained parallelism on process level, in
which each MPI process is executed on one multicore node.
Also, it has the advantage of fine-grained parallelismon a loop
level, in which each MPI process spawns a team of threads to
occupy the multicore processors when encountering parallel
sections of code using OpenMP. However, the obtained
results should be carefully analyzed in order to realize the set
of items that interferewith the established comparisonmodel.

5.1. Experimental Setup. The presented program has been
implemented on Sun Microsystems cluster, provided by
LinkSCEEM-2 systems at Bibliotheca Alexandrina, Egypt.

This platform specification is as follows:

(i) 130 nodes and 64GB memory (the allowed number
of nodes for one user is 32 nodes): each node contains
two Intel quad core Xeon 2.83GHz processors (64-bit
technology),

(ii) 8 Gbyte RAM, 80 Gbyte hard disk, and a dual port in
fin band (10Gbps),

(iii) a Giga Ethernet Network port: the operating system
is 64-bit Linux.

Real protein sequences of different lengths were used for
computation. They are available online at NCBI [25]. They
comprise a subset of variant family of viruses. Each used
benchmark dataset with the average sequence length and the
standard deviation is given in Table 1.The standard deviation
gives us a numerical measure of the scatter of a dataset. This
measure is useful for making comparisons between datasets
that go beyond simple visual impressions.

Comprehensive experiments have been conducted on
the specified platform using different groups of sequences
selected from the indicated datasets. They evaluated the
implementation of DistVect1 versus that of DistVect and two
popular efficient programs:

(i) ClustalW-MPI available at http://www.mybiosoft-
ware.com/alignment/3052,

(ii) SSE available at https://sourceforge.net/projects/dist-
matcomp/.

For SSE2 program, we have used the SSE approach
within each MPI process after distributing the overall work-
load using the proposed scheduling technique, as clarified
at Figure 3. Thus, each node applies its multithreading
approach on its assigned matrices, one at a time. Biblio-
theca Alexandria used platform support Advanced Vector
Extensions (AVX), which is used during implementing SSE2
code.

5.2. Execution Time, Speedup, and Efficiency. In this subsec-
tion, three common performance measurements, the execu-
tion time, the speedup, and the efficiency, are used. Parallel
execution time represents the elapsed time for complete
computation of the distance matrix, including all additions,
comparisons, and maximum operations. Parallel speedup is
evaluated by the ratio between the parallel execution time of
the two involved programs. Parallel efficiency is computed by
dividing the corresponding parallel speedups by the number
of cores. Results for variable number of available nodes with
their analysis are presented below.

As a start, experiments were executed on a single node
with 8 cores. Since the amount of computations required
for a sequence depends on its length, multiple lengths of
sequences fromHIV, Coronaviridae, andHAhaemagglutinin
were tested. The execution time (in seconds) of the pro-
posed DistVect1 implementation against ClustalW-MPI and
DistVect was recorded. Figure 4(a) shows how the perfor-
mance of N(L) is affected by the sequences’ number, 𝑁, and
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Figure 3: Proposed scheduling on multicore cluster.

Input: Number of sequences N, average sequences’ length L, sequences’ dataset
𝑆 = {𝑆

1

, 𝑆
2

, . . . , 𝑆
𝑁

}, substitution matrix sbt, gab cost g, Number of Nodes M,
Number of cores P
Output: Distance Vector DV
(1) Let ℎ = 0

(2) Let 𝑛
𝑆𝑝𝑙𝑖𝑡

← [𝑁(𝑁 − 1)/2𝑀]

(3) ⊳ Distributing splits overM nodes
(4) for𝑁𝑜𝑑𝑒𝑠 ← 1,𝑀 do in parallel
(5) Identify Split
(6) for𝑃𝑎𝑖𝑟𝑠 ← 1, 𝑛

𝑆𝑝𝑙𝑖𝑡

do
(7) Get 𝑆

𝑖

and 𝑆
𝑗

from Split
(8) Initialize 𝑉1

1

, 𝑉
2

1

, 𝑁
1

1

and𝑁
2

1

(9) for𝑥 ← 1, 𝐿 + 𝑃 do
(10) ⊳ Distributing distance computation over P cores
(11) for 𝑘 ← 1, 𝑃 do in parallel
(12) Compute 𝑉𝑥(𝑘) using (3)
(13) if 𝑆

𝑖

(𝑘) = 𝑆
𝑗

(𝑥 − 𝑘 + 1) then Let𝑚(𝑘) = 1

(14) else Let𝑚(𝑘) = 0

(15) end if
(16) Compute𝑁𝑥V (𝑘) using (4)
(17) end for 𝑘
(18) Let 𝑉𝑥

1

= 𝑉
𝑥

2

and 𝑉
𝑥

2

= 𝑉
𝑥

(19) Let𝑁𝑥
1

= 𝑁
𝑥

2

and𝑁
𝑥

2

= 𝑁
𝑥

(20) end for𝑥
(21) Identify 𝑘max
(22) Let DV(ℎ) = 1 − (𝑘max/𝐿)

(23) Increment ℎ
(24) end for Pairs
(25) end forNodes
(26) return DV

Algorithm 1: DistVect1: Hybrid DistVect Algorithm.

length, 𝐿. DistVect1 shows slightly higher performance than
that of the two other programswhen𝐿 ranges in the hundreds
and𝑁 ranges in the thousands. Further, it presented superior
performance when 𝑁 is small compared to 𝐿, and 𝐿 exceeds
a thousand. As shown in Figure 4(b), the maximum achieved
speedups when comparing set 500(9,200) were (4.1) and
(2.5).

Next, variant subsets of the specified datasetwith different
sizes were tested on 8 nodes. Figure 5 shows that ClustalW-
MPI could not handle long sequenceswith𝐿 overriding thirty
thousand. That is because ClustalW-MPI approach strongly
depends on the number of sequences and focuses on the
distribution of sequences across nodes without regarding
their length. Also, DistVect and SSE2 concentrate on the
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Table 1: Used benchmark dataset specifications.

Benchmark Number of sequences Average length Standard deviation

Human immunodeficiency virus (HIV) 3,000 858 10.745
6,000 858 14.632

HA hemagglutinin (influenza B virus) 2,000 1,741 32.604
4,000 1,728 36.661

Several viruses within the Coronaviridae family 200 30,488 908.534
500 29,414 1,066.417

Herpesviridae (large family of DNA viruses) 20 163,654 47,330.32
50 161,000 42,899.81
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Figure 4: Performance comparisons using one node and 8 cores.

thread level parallelism approach which is based on 𝐿.
As a result, our program performed better than the three
programs in all cases and operated smoothly with very long
sequences. This accomplishment is due to the perfect vec-
torization and hybrid partitioning approaches. For example,
for comparing set 200(30,488), ClustalW-MPI did not work,
DistVect1 consumed 23,467 sec., SSE2 exhausted 22,949 sec.,
and DistVect1 achieved it in 8,017 sec.

Also, the same dataset was tested on 16 nodes. Results
given in Figure 6 demonstrate that as the number of nodes
increases, the performance upgrades. For example, compared
to the same set, 200(30,488), ClustalW-MPI works but slowly
takes 26,824 sec.; DistVect consumed better time, 12,955 sec.;
SSE2 exhausted less period, 8166 sec.; and DistVect1 presents
the fastest achievement, 3,226 sec.

Finally, when tests were performed on 32 nodes, as seen
in Figure 7, DistVect1’s overall performance is typically much
better when compared to other programs. In fact, it exhibits
its superiority when 𝐿 is in tens of thousands. The maximum
speedup for set 20(163,354) was up to 9, 3, and 2 with respect
to the ClustalW-MPI, SSE2, and DistVect, respectively.

To ensure that DistVect1 execution time decreases as the
number of nodes increases, Figure 8 illustrates the relation
between the execution time and the number of nodes. As a
consequence, it is concluded that DistVect1 implementation
acts almost monotonically, increasing whenever the number
of available nodes increases. Therefore, we can state that
DistVect1 execution time is inversely in proportion to the
number of nodes.

To emphasize that the proposed DistVect1 program is
more efficient than other implemented programs, the parallel
efficiency in terms of the maximum number of available
cores has been evaluated. Results are recorded in Table 2. It
is clear that DistVect1 efficiency is monotonically increasing
as the length of sequences increases. Thus, we can state that
DistVect1 efficiency is directly in proportion to the sequences’
length. In addition, DistVect1’s supreme efficiency was up to
0.29, 0.086, and 0.092 with respect to the ClustalW-MPI,
SSE2, and DistVect, respectively, for the longest sequence
length (163 k).

5.3. GCUPS. A performance measurement commonly used
in computational biology is billion cell updates per second
(GCUPS). A GCUPS represents the time for a complete
computation of one entry in the similarity matrix, including
all comparisons additions andmaximumoperations.Wehave
scanned the datasets with their average length as mentioned
above. Our implementation on a cluster of multicores allows
handling sequences up to a length of 163 k. Table 3 compares
the corresponding GCUPS performance values.
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Figure 5: Performance comparisons using 8 nodes.
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Figure 6: Performance comparisons using 16 nodes.

Table 2: Efficiency comparisons using 32 nodes.

Number of sequences (Length of sequence) ClustalW-MPI SSE2 DistVect
6,000 (858) 0.1899 0.0401 0.0642
3,000 (858) 0.2025 0.0414 0.0625
2,000 (1,750) 0.2087 0.0436 0.0677
4,000 (1,750) 0.2061 0.0449 0.0696
200 (30,500) 0.2578 0.0881 0.0910
50 (161,000) 0.2730 0.0823 0.0919
20 (163,650) 0.2901 0.0863 0.0919
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Figure 7: Performance comparisons using 32 nodes.
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Figure 8: DistVect1 performance against number of nodes.

5.4. Space Reduction. Thehuge growth of sequence databases
that exceed current programs’ capability and computer sys-
tems capacity gives rise to the importance of considering
space complexity as an intrinsic performance metric. In the
following, we study the exhausted storage space as a function
of 𝐿, the sequence length, and 𝑁, the number of sequences.
DistVect1 has reduced the overall consumed space by other
programs in two ways.

(i) The compensation of the distance matrix, DM, by the
distance vector, DV, reduces space from 𝑁

2 into ℎ =

𝑁(𝑁 − 1)/2, that is, almost to the half, as shown in
Table 4.

(ii) The substitution of matrices 𝐻 and 𝑁 by vector V’s
and three 𝑁V𝑠 reduces space from 2 × (𝐿 + 1)

2 to 6𝐿,
as shown in Table 5.

5.5. Load Balancing and Occupancy. To study the occupancy
of processors and memory, real snapshots have been taken
as seen in Figure 9. They record the history of CPUs, mem-
ory, and network during execution. They demonstrate how
different proposed versions of the algorithm improve load
balancing and memory bandwidth. The load unbalancing
of DistVect is apparent in Figure 9(a). On the contrary, the
optimal load balancing of DistVect1, with the full use of all
CPUs by 100%, is obvious. Also, the reduction of memory
occupancy is very clear in Figure 9(b).

As a conclusion, a comparison of DistVect1 proposed
method with studied GPU and cluster implementations
discussed in this paper is illustrated in Table 6. For each
program, it specifies its platform and records the maximum
sequence length that may be handled, the highest speedup,
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Table 3: Performance comparison (in GCUPS) for scanning the datasets.

Number of sequences (Length of sequence) DistVect1 DistVect SSE2 ClustalW-MPI
20 (163,650) 2.32 0.79 0.84 0.25
2,000 (1,750) 5.82 2.68 4.17 0.87
4,000 (1,750) 6.27 2.81 4.36 0.95
3,000 (858) 6.66 3.33 5.03 1.03
6,000 (858) 6.69 3.26 5.22 1.10
200 (30,500) 11.69 4.01 4.15 1.42
50 (161,000) 7.03 2.39 2.67 0.80
500 (30,000) 10.75 3.92 3.85 0.00

Table 4: Storage Comparisons between DV, DM (in MW).

N 20 50 200 500 2,000 3,000 4,000 6,000
DM 0.0004 0.0025 0.04 0.25 4 9 16 36
DV 0.00019 0.001225 0.0199 0.12475 1.999 4.49 7.99 17.998

(a) DistVect

(b) DistVect1

Figure 9: CPUs, memory, and network occupancy.

Table 5: Storage comparisons between𝐻’s, 𝑉’s (in MW).

L 858 1,728 29,414 161,000
H’s + N’s 1.475 5.97 173.48 518
V ’s +𝑁V’s 0.005 0.01 0.176 0.966

and GCUPS which can be reached. Records certify our
presumed idea that although GPU programs are very fast
with high GCUPS, they cannot align long sequences. It also
proves that our proposal is superlative in handling long
sequences with good speedup.

The above presented results reveal the best performance
of theDistVect1 against other implementations.This achieve-
ment is due to two main reasons: (1) the superiority of
DistVect1 in using vectors instead of matrices, leading to a
better caching, and (2) the optimal use of multicore cluster
system because of the proposed partitioning and schedul-
ing techniques, especially when the length of sequences
increases, thus obtaining a higher parallelization factor.

6. Conclusion and Future Work

In this paper, we presented and evaluatedDistVect1 algorithm,
an improved version of the vectorized parallel algorithm
DistVect, for efficiently computing the distance matrix using
multicore cluster systems. The new suggested partition-
ing and scheduling approaches, integrated with MPI and
OpenMP primitives, have achieved a significant improve-
ment to the overall performance. Implementations were
conducted on Bibliotheca Alexandria cluster system using 32
nodes (8 cores).

The resulting program, DistVect1, was able to compute
distances between very long sequences, up to 163 k. It outper-
forms SSE2 with 3-fold speedup and ClustalW-MPI 0.13 with
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Table 6: DistVect1 comparison against other programs.

Software Platform Maximum sequence length Highest GCUPS Highest speedup
CUDASW++ 2 Dual-GPU GeForce GTX 295 59 k 28 (144–5478) 1.78 with (CUDASW++ 1.0)
CUDASW++ 3 Dual-GPU GeForce GTX 690 59 k 185.60 (144–5478) 3.2 with (CUDASW++ 2.0)
MC64-ClustalWP2 Intel Xeon Quad Core 300 k 0.92 7.76 with (ClustalW-MPI)
SSE2 Cell/BE 0.858 k 0.0058 76.20 with ClustalW sequential
ClustalW-MPI PC cluster 1100 0.07 14.5 with ClustalW sequential
DistVect1 Cluster of multicores 163 k 11.69 9.2 with (ClustalW-MPI)

9-fold speedup. Its efficiency reaches 0.29, 0.086, and 0.092
over the ClustalW-MPI, SSE2, and DistVect, respectively.
Moreover, it accomplishes 100% of CPUs occupancy with
optimal load balancing and less memory exhaustion. The
performance figures also vary from a low of 6.27 GCUPS
to a high of 11.69 GCUPS as the lengths of the query
sequences increase from 1,750 to 30,500. We believe that,
if more cores are provided, a better performance will be
achieved and a higher speedup with improved efficiency will
be accomplished.

For future work, it is planned to develop an efficient
multiple sequence alignment tool as an extension to the
proposed work. Furthermore, it is expected to exploit the
proposed parallel program for providing better solutions for
a class of widely encountered problems in bioinformatics and
image processing.
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While most of computational annotation approaches are sequence-based, threading methods are becoming increasingly attractive
because of predicted structural information that could uncover the underlying function. However, threading tools are generally
compute-intensive and the number of protein sequences from even small genomes such as prokaryotes is large typically containing
many thousands, prohibiting their application as a genome-wide structural systems biology tool. To leverage its utility, we have
developed a pipeline for eThread—a meta-threading protein structure modeling tool, that can use computational resources
efficiently and effectively. We employ a pilot-based approach that supports seamless data and task-level parallelism and manages
large variation in workload and computational requirements. Our scalable pipeline is deployed on Amazon EC2 and can efficiently
select resources based upon task requirements. We present runtime analysis to characterize computational complexity of eThread
and EC2 infrastructure. Based on results, we suggest a pathway to an optimized solution with respect to metrics such as time-to-
solution or cost-to-solution. Our eThread pipeline can scale to support a large number of sequences and is expected to be a viable
solution for genome-scale structural bioinformatics and structure-based annotation, particularly, amenable for small genomes such
as prokaryotes. The developed pipeline is easily extensible to other types of distributed cyberinfrastructure.

1. Introduction

Modern systems biology holds a significant promise to accel-
erate the development of personalized drugs, namely, tailor-
made pharmaceuticals adapted to each person’s own genetic
makeup. Consequently, it helps transform symptom-based
disease diagnosis and treatment to “personalized medicine,”
in which effective therapies are selected and optimized for
individual patients [1]. This process is facilitated by various
experimental high-throughput technologies such as genome
sequencing, gene expression profiling, ChIP-chip/ChIP-seq
assays, protein-protein interaction screens, and mass spec-
trometry [2–4]. Complemented by computational and data
analytics techniques, these methods allow for the compre-
hensive investigation of genomes, transcriptomes, proteomes,

and metabolomes, with an ultimate goal to perform a global
profiling of health and disease in unprecedented detail [5].

High-throughput DNA sequencing, such as Next-
Generation Sequencing (NGS) [6–8], is undoubtedly one
of the most widely used techniques in systems biology. By
providing genome-wide details on gene sequence, organi-
zation, variation, and regulation,NGSprovidesmeans to fully
comprehend the repertoire of biological processes in a living
cell. Importantly, continuing advances in genome sequencing
technologies result in rapidly decreasing costs of experiments
making them affordable for individual researchers as well
as small research groups [8]. Nevertheless, the substantial
volume of biological data adds computational complexity
to downstream analyses including functional annotation
of gene sequences of a donor genome [9]. Consequently,
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bioinformatics components of systems biology pipelines
are subject of intense research oriented on improving their
accuracy in interpreting and analyzing raw NGS data, as well
as on the development of effective computing strategies for
processing large amounts of data.

One of the major challenges in NGS analytics is a
reliable proteome-wide function inference of gene products.
This is traditionally accomplished using sequence-based
methods, which annotate target proteins by transferring
molecular function directly from homologous sequences [10,
11]. Despite a high accuracy of these methods within the
“safe zone” of sequence similarity, their applicability to the
“twilight zone” is more complicated due to ambiguous and
equivocal relationships among protein sequence, structure,
and function [12]. It has been shown that relaxing sequence
similarity thresholds in function inference inevitably leads
to high levels of misannotation [13]. Therefore, low false
positive rates can be maintained only at the expense of
a significantly reduced coverage, which, in turn, hinders
the development of systems-level applications. To address
this issue, combined evolution/structure-based approaches
to protein functional annotation have been developed [14–
16]. Integrating sequence and structural information yields
an improved performance within the “twilight zone” of
sequence similarity, which significantly extends the coverage
of targeted gene products. Furthermore, these methods con-
sider many aspects of protein molecular function including
binding to small organic molecules, inorganic groups, for
example, iron-sulfur clusters and metal ions, and interac-
tions with nucleic acids and other proteins [17]. Structural
bioinformatics approaches offer certain advantages over pure
sequence-based methods; however, these algorithms also
present significant challenges in the context of their practical
implementation. Compared to ultra-fast sequence align-
ments and database searches using, for example, BLAST [18],
protein threading and metathreading that include structure-
based components put significantly higher demands for
computing resources, which becomes an issue particularly in
large, proteome-scale projects.

The last decade has seen a growing interest in using
distributed cyberinfrastructure (DCI) for various bioinfor-
matics applications [19–21]. For example, the MapReduce
programmingmodel along withHadoop, introduced initially
for massive distributed data processing, was explored [21–
23]. Also, cloud environments are increasingly becoming
popular as a solution for massive data management, pro-
cessing, and analysis [19, 20, 24]. Previously, SAGA-Pilot-
based MapReduce and data parallelization strategies were
demonstrated for life science problems, in particular, such as
alignment of NGS reads [20, 25, 26]. Despite the successful
cloud-oriented implementations of various bioinformatics
tools, significantly fewer studies focused on the porting of
complex structural bioinformatics algorithms to distributed
computing platforms.

In this work, we present a pilot-based implementation
of metathreading for the structural and functional charac-
terization of large datasets of gene products. Specifically,
we developed a pipeline for eThread, a recently developed
metathreading approach [27], tailored primarily for the

Amazon EC2 distributed computing infrastructure and also
easily extensible for other types of DCIs. eThread integrates
ten state-of-the-art single threading algorithms to accurately
identify template proteins, which can be subsequently used
in both structure modeling and functional annotation. The
latter covers a broad spectrum of protein molecular func-
tion, including ligand, metal, inorganic cluster, protein, and
nucleic acid binding [17]. Since eThread features a diverse
collection of algorithms, its deployment on large multi-
core systems necessarily requires comprehensive profiling
to design an efficient execution strategy. In our previous
study, we performed a rigorous profiling of eThread in terms
of time-to-solution and memory footprint, focusing on the
optimal utilization of resources provided by homogeneous
high-performance computing (HPC) clusters [28]. In con-
trast to HPC machines, which are typically composed of
a large number of identical nodes, modern cloud comput-
ing infrastructures, such as Amazon EC2, provide a wide
selection of instance types comprising varying combinations
of CPU, memory, storage, and networking capacity. These
on-demand instances have different hourly rates; therefore,
in addition to time-to-solution, the efficient processing of
large biological datasets using commercial cloud computing
platforms should take account of the overall cost-to-solution
as well. In this study, we report an effective implementation
of metathreading using a pilot-based multilevel scheduling.
This approach offers significant advantages in terms of the
data, job, and failure management in large-scale structural
bioinformatics applications.

This paper is organized as follows. Introductions of
eThread, Amazon EC2, and SAGA-based pilot framework
are presented. Then, our pipeline is described along with
key strategies for parallelization. Benchmark results reveal-
ing characteristics of computational tasks required for the
eThread pipeline as well as those associated with EC2 infras-
tructure are presented. We, then, discuss our contributions
and future directions, which are followed by concluding
remarks.

2. Materials and Methods

As schematically shown in Figure 1, the eThread pipeline on
EC2 aims to carry out genome-scale structural bioinformatics
analysis efficiently using the SAGA-based pilot framework.
Here, we describe our methods and backgrounds for the
developed pipeline and benchmark experiments.

2.1. eThread, a Scientific Application Comprising Multiple
Standalone Tools. eThread is a metathreading tool and
was developed for predicting protein structure and func-
tion, whose input is a protein sequence [17, 27]. Unlike
other tools based on sequence-based approaches, eThread
is template-based. Template structures are identified in
the PDB library using metathreading that combines the
10 individual threading/fold recognition algorithms. The
machine-learning-based meta-analysis is carried out using
all outputs from these 10 threading programs. The overall
pipeline of eThread is, therefore, a two-step pipeline.The first
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Table 1: Threading tools incorporated in eThread and their workflow structures. For the categorization of computational loads and memory
requirement, see the text.

Program name (version) Number of subtasks Prerequisite Computational load Memory requirement
THREADER (3.5) 4 PSIPRED (3.2.1), BLAST (2.2.5) Highest Low
SAM-T2K (3.5) 9 BLAST High High
HHpred (2.0) 7 BLAST High Medium
CS/CSI-BLAST (2.1.0) 4 Low Low
COMPASS (3.1) 7 BLAST High High
pfTools (2.3.4) 4 Medium Low
pGenTHREADER (8.9) 4 BLAST High Low
HMMER (3.1.b1) 4 Low Low
SPARKS (20050315) 4 BLAST High Medium
SP3 (20050315) 4 BLAST High Medium
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Figure 1: Schematics of the pilot-based eThread pipeline on EC2.
The eThread pipeline can accept a massive number of sequences,
identified from genome-wide sequencing methods such as RNA-
Seq, for example, as input, and carry outmetathreading-based struc-
tural bioinformatics analysis including structure modeling. SAGA-
Pilot enables its execution on Amazon EC2 cloud environment to be
efficient by facilitating data and task-level parallelization.

step runs the 10 state-of-the-art threading/fold recognition
algorithms, CS/CSI-BLAST, COMPASS, HHpred, HMMER,
pfTools, pGenTHREADER, SAM-T2K, SP3, SPARKS, and
THREADER. NCBI BLAST is also needed for construction
of sequence profiles for most of tools and PSIPRED is
required for the prediction of secondary structure that is a
preprocessing task for THREADER. We summarize the ten
tools in Table 1. While three-dimensional structures can be
constructed by either MODELLER or TASSER-Lite using
the output from eThread metathreading analysis, in this
work, we only confine our focus on the metathreading
analysis. The effective combination of multiple algorithms
considerably extends the coverage of target sequences by
distantly related templates and increases the overall modeling
accuracy. According to the previous work [27], eThread
systematically detects more structure templates than any
single algorithm producing reliable structural models for 60–
70% of all gene products across a given proteome.

Due to nature of the key strategy, that is, metathreading,
eThread is a complicated tool requiring the execution of
the 10 different threading tools that also could contain
other tools and have dependency for the template library.
Note that these tools were developed by different developers
and their implementation strategies are all different and
heterogeneous, which challenges an efficient execution of
eThread. Previously, profiling of the individual tools using
a single system was reported [28], and here we briefly sum-
marize the results. The computational loads and the memory
requirement for each threading tool were examined using a
set of 110 sequences whose length is distributed between 50
and 600 amino acids. According to the results, we categorize
each tool as “High,” “Medium,” and “Low” for each category as
summarized in Table 1. For the computational load, a tool is
assigned as “Low” if the running time for 110 sequences is less
than 1-2 hours, “Medium” is for tools taking about 10 hours,
and “High” is for tools taking more than 10 hours. Notably,
THREADER requires about 5–19 hours for the data set, which
makes the tool stand out in terms of the running time denoted
as “Highest.” For thememory requirement, “High” is for tools
needingmore than 3GB, “Medium” requires between 0.6 and
3GB, and “Low” is tools requiring up to 0.6GB. Interestingly,
thememory requirement is highly dependent upon the use of
BLAST in each tool. The reason why THREADER does not
need a lot of memory is that we use our modified version that
separates BLAST tasks out of the tool.

The basic structure of eThread is further illustrated with
the simplest serial algorithm in Algorithm 1. First of all, all
threading tools have a similar internal workflow, comprising
preprocessing, two main tasks performed against chain and
domain template libraries, and postprocessing tasks. The
preprocessing step varies among the tools, and, again, some
require running other tools such as BLAST or PSIPRED
to prepare their input for the main tasks. Notably, all of
threading tools are not developed to support any parallelism
for multicore or multinode systems, implying that data
parallelization would be a good strategy in the case of mul-
tiple sequences and that task-level parallelization that runs
concurrently independent subtasks is desirable as indicated
in the loops of Algorithm 1. BLAST has been available as
multithreading or MPI-based, but for the simplicity and a
practical reason (relatively low portion for the total time-to-
solution), a single or two-thread execution is only considered.
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Table 2: The summary of EC2 instance types used for this study. For the instance type, E stands for economical, G for general purpose,
M for memory-optimized, C for compute-optimized, and S for storage-optimized, following the description from Amazon. Nonsupporting
threading tools are identified based on the profiling results of the previous work [28]. The cost information is obtained from the AWS site as
of this writing and the unit is $0.02 which is the pricing for t1.micro.

Instance Type Number of cores Memory (GB) Nonsupport threading tools Relative cost

t1.micro E 1 0.613 HHpred, COMPASS, SAM-T2K,
pGenThreader, SPARKS, SP3 1

m1.small G 1 1.7 COMPASS, SAM-T2K, pGenThreader 3

m1.medium G 1 3.7 SAM-T2K 6

m1.large M 2 7.5 None 12

c1.medium C 2 1.7 COMPASS, SAM-T2K, pGenThreader 7.25

c1.xlarge C 8 7 None 29

hi1.4xlarge S 16 60.5 None 155

Data: 𝑁 protein gene sequences
Result: Gene annotation and tertiary structure
for 𝑖 = 1 to 𝑁 do

read 𝑖th sequence
foreach 10 threading tools do

if pre-processing then
do pre-processing

end
do domain processing
do chain processing
do post-processing
write output

end
/∗ now meta-analysis step using all

outputs from 10 threading tools

∗/

read all outputs
do meta-analysis

end

Algorithm 1: Serial algorithm for eThread.

Regarding BLAST tasks, it is worth noting that tools such as
THREADER, COMPASS, and SAMT2K invoke BLAST as a
one-time preprocessing step, whereas HHpred, SP3/SPARKS,
and pGenTHREADER are implemented to contain it within
iterative tasks. This means that BLAST can run separately
for the former three tools, whereas the latter three tools
are difficult to separate BLAST. Taken together, in spite of
common structures among the 10 threading tools, significant
challenges exist for an optimal execution due to the difficulty
of customizing possible task-level and data parallelization
for each tool, which is further complicated by significant
overhead stemming from the heterogeneous nature of EC2
infrastructure.

2.2. Amazon EC2 Infrastructure. Amazon provides the EC2
cloud computing environment which is an IaaS cloud [20].
This infrastructure is, in many ways, promising for large-
scale scientific applications such as eThread, but distinctively

different from traditional HPC environments. For example,
Amazon Machine Image (AMI) is easily created, reusable,
and maintained, consequently lowering the cost of installa-
tion and maintenance of required standalone tools. This is
greatly beneficial formost of bioinformatics pipelines that are
often composed of many open source tools whose develop-
ment, update, and extension are nonuniform and frequent
and have no connection to each other. For instance, threading
tools are often developed with a specific OS environment,
mostly Linux-like Oss, but developers could not test many
different OS variants. We found that some tools such as SP3,
SPARKS, and SAMT2Kwere not easily installed withUbuntu
but had no issue with CentOS or RedHat. Therefore, an easy
way to avoid hassles associated with a compatibility issue is
to create a specific AMI best for each threading tool with the
most favorable Linux distro, which is likely to be the same one
used by the developers, and then to reuse it for upcoming new
releases of the tool.

For the eThread pipeline development, we chose to build
one AMI configured for each single threading tool along
with other additional programs needed, but it is also possible
to install multiple tools in a single AMI. EC2 provides
multiple types of instances and an end user is charged
depending upon types of instances, running times, and
storage options. Instance types are different in types of cores,
the number of cores, memory sizes, instance storage, and
network performance. The instances we used for this study
are summarized in Table 2 and are chosen to represent several
different categories such as economical, general, memory-
optimized, compute-optimized, and storage-optimized cases.
The external storage option is also a factor for the payment,
and we need to use S3 and EBS as described in more detail
later. It is also noted that while instances as a cluster are
available from EC2, the developed pipeline, as powered by
SAGA-Pilot, is able to execute large-scale calculations by
coordinating individual VMs without a cluster environment.
In summary, on-demand computing promised by IaaS cloud
such as EC2 has a great potential for large-scale scientific
applications and a lot of benefits once a user considers
carefully the effective use of complex and heterogeneous
infrastructure comprising many different instance types.
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2.3. SAGA-Pilot Abstraction. An efficient utilization of dis-
tributed cyberinfrastructure is essential for a distributed
application such as our eThread pipeline [20]. SAGA-Pilot
abstraction provides an effective decoupling between the
compute oriented tasks and associated data management
[29, 30]. This alleviates the burden of the application to
be confined with a particular resource for scheduling com-
pute and data units. BigJob is a SAGA- (Simple API for
Grid Applications-) based pilot framework which utilizes a
Master-Worker coordination model [31]. It comprises high-
level and easy-to-use APIs for accessing distributed resources
and provisioning of job submission, monitoring, and more.
It has been successfully utilized for efficient executions of
loosely coupled and embarrassingly parallel applications on
distributed cyberinfrastructure [25, 26]. BigJob has three
major components. First, Pilot-Manager is responsible for
the orchestration of pilots (Pilot-Compute and Pilot-Data)
which run locally or on remote resources for assigned tasks.
Pilot-Manager maps a data unit to a compute unit. BigJob
is built upon SAGA Job API which invokes SAGA adaptors
for submitting jobs to target resources while all details are
hidden to BigJob level API. For this work, we use the Amazon
Web Services adaptor, one of the many available SAGA
adaptors. Second component is Pilot-Agent that collects local
information of a system and is responsible for executing
the compute unit(s) and placing the data units appropriately
on the resource where the tasks are submitted. Finally, a
coordination service, employing a redis server, helps in coor-
dination and communication to facilitate the control flow and
data exchange between Pilot-Manager and Pilot-Agent [32].

With Amazon EC2 infrastructure, a current SAGA-Pilot
implementation handles the data management between tasks
and S3 is configured to be used for the data store as default.
In other words, any task once completed deposits predefined
output into S3 storage and the next task is able to locate the
output as its input.

Application workload management is also provided by
Pilot APIs as follows. Pilot APIs comprise compute-unit
and data-unit classes as primary abstraction. Using these, a
distributed application can specify a computational task with
input and output files [29, 32]. Once compute-units and data-
units are submitted, they are queued at the redis-based coor-
dination service and are processed recurrently by a scheduler.
Importantly, Pilot-Manger’s asynchronous interface allows an
instantaneous response without delay, which facilities BigJob
to complete the placement of compute/data-unit and thus is
effective for dealing with a large number of tasks.

2.4. BenchmarkData Set. For all benchmarking experiments,
manually curated 110 protein gene sequences whose lengths
are distributed between 51 and 600 aa (amino acids) are
prepared (see Table 3). These 110 sequences were used for
runtime analysis of the EC2 instances against the 10 threading
tools, the two additional tools, PSIPRED and BLAST, and
meta-analysis similar to the previous work [28]. Most of
benchmark experiments with the developed pipeline pow-
ered by SAGA-Pilot are carried out using 20 sequences
chosen among 110 as described in Table 3.

Table 3: Benchmark data sets.

Length range (aa) 110 sequences 20 sequences
51–100 10 2
101–150 10 2
151–200 10 2
201–250 10 2
251–300 10 2
301–350 10 2
351–400 10 2
401–450 10 2
451–500 10 1
501–550 10 1
551–600 10 2

Start main script

Launch EC2 instance via pilot

Data transfer to EC2

Preprocessing of
threading tools

Data transfer

Main processing of
threading tools

Data transfer

eThread

Data transfer to local computer

Figure 2: Overall workflow of the pilot-based eThread pipeline on
EC2.

3. Results

3.1. Development of Pilot-Based eThread Pipeline. The sche-
matic workflow of our developed pipeline is shown in
Figure 2.Thepipeline carries out fourmajor steps that need to
be taken sequentially for each input sequence. They are VM-
launch, preprocessing, main processing, and eThread meta-
analysis. Data transfer is needed between tasks and compute
resources involved and is not examined in this work due to
relatively insignificant contribution to the time-to-solution or
the charge. For example, only less than 5 seconds are needed
for moving 20 input sequences into EC2 and managed by the
main script in the beginning of a pipeline job.

Themain script of the pipeline, located in a local machine
owned by a user, starts with an initialization of Pilot service
instances, each of whom manages an EC2 VM creation, job
submissions to the Pilot instance(s), and data transfer if
needed. Importantly, SAGA-Pilot allows the pipeline tomon-
itor the status of individual subtasks constituting eThread
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Data: 𝑁 protein gene sequences
Result: Gene annotation and tertiary structure
forall 𝑁 sequences do in parallel

read sequence
forall 10 threading tools do in parallel

if pre-processing then
do pre-processing

end
forall domain, chain do in parallel

do main processing
do post-processing

endfpar
write output

endfpar
/∗ now meta-analysis step using all

outputs from 10 threading tools

∗/

read all outputs
do meta-analysis

endfpar

Algorithm 2: Task-level parallel algorithm for eThread.

and thus can conduct the workflow efficiently to maximize
the use of available resources on the fly while supporting
various optimization scenarios. By exploiting this feature,
data parallelization and task-level parallelization are easily
implemented. For example, a simple task-level parallelism
could be designed as shown in Algorithm 2. Multiple VMs
are created and each VM or the number of VMs is assigned
for tasks of each threading tool. By considering required
workloads and computational requirements such as memory
footprints, threading tools can be executed concurrently on
proper VM(s). On the other hand, this simple parallelism
scenario is likely to be inefficient if differences in threading
tools and instances are significant. In this work, our primary
contribution is to examine those multifaceted parameters
associated with EC2, using 110 sequences as well as its subset,
20 sequences, and to demonstrate our pipeline capabilities
toward the optimization solution of eThread execution.

3.2. Profiling EC2 Infrastructure Using 110 Sequence Bench-
mark. How to run eThread on EC2 is critically important
since the cost and the time-to-solution will increase con-
siderably without optimization, and to some extent, making
the pipeline unpractically expensive or time consuming for
genome-scale analysis. Note that, due to the charging scheme
from Amazon, two conditions for the optimization are not
equivalent. For example, in Figure 3, the time-to-solution
and the cost are compared when different instance types are
used. The data shown is with pfTools and the 110 data set
is used. We also report CPU utilization with error bars. The
results are obtained by running command line scripts for each
tool in a specific VM and thus reflect how a CPU core in
each instance performs with respect to the time-to-solution
and the cost. HMMER, CS/CSI-BLAST, THREADER, and
pfTools are only tools requiring relatively small memory
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Figure 3: Required total execution times for 110 sequences shown in
(a) and corresponding cost shown in (b) for pfTools across different
types of EC2 instances. CPU utilization is also shown in (c).
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footprint and thus could run on all instances including
t1.micro as shown. Our benchmark was completely carried
out for 10 threading and two standalone tools, PSIPRED and
BLAST.We found that the same trend is observed consistently
among the results obtained for other tools (not shown). First
of all, different cores in different instances are not the same;
in particular, t1.micro is the slowest. While hi1.4xlarge is the
most expensive one, obtained results indicate that a core in
this instance seems to be slower than those in other instances
such as the two c1 instances and even than m1.medium and
m1.large. On the other hand, in terms of cost, hi1.4xlarge
is worse, while t1.micro and two c1 instances ranked in the
top list. Interestingly, the utilization of CPU is not always
100% as shown in the third figure of Figure 3, for which
we will discuss more details later for possible explanations.
t1.micro instance is somewhat different from other instances
in many ways. It costs a lot less, and is often free with special
promotion from Amazon, thus being adequate for running
many subtasks, but the small memory, 0.6GB, prohibits
runningmany tools including SAM-T2K, pGenTHREADER,
COMPASS, SPARKS, and SP3. Also, in spite of a possible
execution for THREADER, the huge computing load, due to
its underpowered capacity, prohibits practically its usage with
this instance.

3.3. Profiling Computational Tasks for the eThread Pipeline
on EC2. Contrast to the execution mode of eThread using
a single computer system or a cluster system, the eThread
pipeline implemented with SAGA-Pilot cannot avoid an
overhead due to its underlying Master-Worker model. The
overhead, first of all, arises from the data transfer between a
local machine that runs the main script and remote compute
resources in EC2 (indicated as orange in Figure 2) and the
data exchange between elementary tasks managed by SAGA-
Pilot, which is insignificant (data is not shown).

The coordination mechanism with SAGA-Pilot for tasks
running in distributed resources is generally insignificant
compared to main tasks associated with target applications
of interest [20, 25, 30]. On the other hand, VM launch takes a
certain amount of times and is unavoidable in our pilot-based
implementations, which is, therefore, measured as a part of
runtime analysis.

Profiling elementary subtasks in the workflow of the
eThread pipeline is important for parallelization strategies.
Using the pipeline, we conducted benchmark experiments
to gain insights into relative computing loads across the
tools against all instances we consider for this work. In
Figure 4, we present the results comparing time-to-solutions
across those tools when using m1.large and hi1.4xlarge. The
input sequences are 20 sequences. In accordance with the
previous work [28], the pipeline-based execution reveals
a broad distribution of computational loads and memory
requirements across the tools. Also, expected speed-ups,
due to multicore utilization, are indicated. In particular, the
execution of THREADER is, when hi1.4xlarge (16 cores) is
used, now much reasonably down to about 1,660min that
becomes just two or three times more than time-to-solution
of tools grouped as “High” in terms of computational loads.
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Figure 4: Pilot-based profiling of tools using different EC2 instan-
ces. Comparison of time-to-solution for the 10 threading tools,
two standalone tools, BLAST and PSIPRED, and meta-analysis step
is presented. Cases with m1.large (red) and hi1.4xlarge (blue) are
shown and 20 sequences are used. Note that THREADER with
m1.large takes 2897 mins which is not fully shown.

As reported in the previous work, the meta-analysis step of
eThread does not need significant computing resource and is
not expected to changemuch with different infrastructure. In
fact, this step is not expected to be more optimized internally
with task-level parallelism except data parallelization of input
sequences. We will focus, primarily, on the optimization of
the first step before this meta-analysis that comprises 10
threading tools and preprocessing steps.

Here, we would like to stress a possible future strategy,
in order to gain more insights into the current underlying
structure of eThread pipeline. As stated in the previous
section, some tools such as THREADER, COMPASS, and
SAMT2K need to run BLAST, but also further can be
modified to run it in a separate subtask. In fact, THREADER,
since the previous work [5], is already modified, resulting
in, compared to COMPASS and SAMT2K, the fact that
THREADER requires relatively lower memory footprint.

Additionally, the two main processing tasks of each
treading tool against chain and domain libraries could be run
separately, and this possible parallelization helps to achieve
the overall optimization easily and significantly. We measure
the portion of chain and domain tasks, and the results in the
case of pfTools are presented in Table 4. Times for their post-
processing tasks as well as VM launch times are also reported.
First of all, the relative portion between chain and domain
is consistently found as 60% versus 40% across all instances,
which is in accordance with the previous work [28]. However,
t1.micro shows an exception such that the ratio is changed to
49% versus 51%. VM launch times are a bit fluctuating but its
portion is insignificant except the cases with two expensive
instances, c1.xlarge and hi1.4xlarge, since the speed-up for
the main tasks is now decreased a lot due to multiple cores.
In fact, the number of sequences, 20 in this benchmark, is
far less than the number of sequences for a genome-scale
analysis, and pfTools is a relatively less compute-intensive
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Table 4: Breaking the time-to-solutions of the main processing
step into subtasks. Four subtasks corresponding chain and domain
libraries and their postprocessing are measured along with VM
launch times. Results are with pfTools. Units are in minutes.

VM
launch Chain Domain Chain

postprocessing
Domain

postprocessing
t1.micro

1.9 316.5 331.6 33.4 21.5
m1.small

1.3 137.1 90.1 9.7 7.9
m1.medium

1.3 62.2 42.9 6.1 4.4
m1.large

1.2 31.1 21.5 3.4 2.7
c1.medium

1.3 32.8 22.5 3.9 3.1
c1.xlarge

1.3 9.5 6.5 1.1 1.2
hi1.4xlarge

1.5 7.7 5.3 1.3 1.2

Table 5: Time for launching an instance. Averaged values of 6
repeated experiments are shown with standard deviation.

Instance Launching time (min)
(standard deviation)

t1.micro 1.99 (0.2)
m1.small 1.86 (0.08)
m1.medium 1.80 (0.15)
m1.large 1.70 (0.08)
c1.medium 1.68 (0.17)
c1.xlarge 1.69 (0.08)
hi1.4xlarge 2.01 (0.16)

tool, implying the insignificant contribution from relative
portions of VM launch as well as postprocessing tasks,
compared to the main processing tasks.

3.4. VM Launch Time. While parallelization provides a
chance of optimized execution, it is also true that the SAGA-
Pilot-based pipeline running on EC2 cannot avoid some
amounts of overhead associated with the use of distributed
cyberinfrastructure and thus it is important to know how
much they contribute. We carried out the dedicated experi-
ments for measuring VM launch time and obtained results
are presented in Table 5. In fact, VM launch time is affected by
many factors and thus varies depending upon the conditions
(e.g., compare the values reported in Table 4), but the range
of fluctuations is typically a couple of minutes in general.

Overall, according to the experimental results, our bench-
marks clearly show that the overhead arising from the
use of SAGA-Pilot and the remote EC2 infrastructure is
seemingly not significant, which is, in particular, becoming
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Figure 5: Time-to-solution of each elementary step in the pipeline
using 2VMs. Results are obtained with 20 sequences and pfTools
are used. The times for VM launch (black), threading against chain
library (red), threading against domain library (blue), postprocess-
ing for chain (green), and postprocessing for domain (yellow) are
shown together.

more justifiable as the size of computation with the pipeline
is scaled up with more sequences and longer sequences.

3.5. eThread Pipeline and Its Optimal Execution. Presumably,
the key question on how to implement an efficient execution
of the eThread pipeline on EC2 infrastructure is directly
related to the question on how to distribute subtasks on a
heterogeneous resource pool.

To demonstrate the agile capacity of our pipeline, we
conducted more complex parallelization scenarios. First of
all, two VMs are launched for each tool and results with 20
sequences are shown in Figure 5. As expected, more gains
in time-to-solution are obtained since more cores from both
VMs and the separate execution of the two main tasks are
utilized to run multiple sequence calculations.

Apparently, it is not difficult to understand why the case
of t1.micro-c1.xlarge outperforms other cases considering
the inclusion of high performance 8-core c1.xlarge. On the
other hand, the performance difference among other cases is
not easy to predict, because the performance depends upon
how subtasks are distributed and executed. When multiple
sequences and multiple instances are considered, the key is
to consider an efficient job distribution.

4. Discussion

4.1. eThread on EC2. Scientific applications such as eThread
need large-scale computation as shown with 110 sequences.
While often traditional HPC systems could be effective
for such computational demands, many life science appli-
cations including eThread could find more benefits with
cloud environments. Indeed, unlike scientific applications
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Table 6: Summary of benchmark results for time-to-solution (TTS) and cost-to-solution (CTS). The 20-sequence data set is used. Among
the complete benchmark experimental results obtained for all threading tools, we chose three threading tools here for the sake of space. TTS
is in minutes and CTS is in US dollars based on the pricing as of this writing.

VM type TTS CTS TTS CTS TTS CTS
HMMER SP3 THREADER

t1.micro 33.1 0.01 N/A N/A 96905.8 32.30
m1.small 29.0 0.03 1312.3 1.31 27842.2 27.84
m1.medium 19.6 0.04 670.7 1.34 11551.2 23.10
m1.large 9.8 0.04 458.0 1.83 2897.2 11.59
c1.medium 10.6 0.03 356.7 0.86 6833.8 16.52
c1.xlarge 6.1 0.06 118.6 1.15 2019.3 19.52
hi1.4xlarge 5.8 0.30 105.7 5.46 1552.2 80.20

Table 7: Comparison of pipeline-based time-to-solutions with ideal limits. Ideal limits are obtained from the benchmark results of 20
sequences divided by the number of cores in an instance. Units are minutes.

Tools Pipeline Ideal limit Pipeline Ideal limit Pipeline Ideal limit
m1.small c1.xlarge hi1.4xlarge

SAMT2K 1271.0 1055.7 224.5 65.6 168.3 35.7
SP3 1312.2 1124.4 118.6 68.1 105.7 33.0
CSBLAST 25.2 15.4 6.0 1.23 4.4 0.47
HMMER 29.0 16.0 6.1 1.0 5.8 0.6
pfTools 244.8 226.0 18.3 12.8 15.5 9.2
THREADER 27842.2 23744.0 2019.3 1488.0 1552.2 1090.4
SPARKS 1021.8 1037.7 80.0 54.3 73.3 41.8

in other scientific domains, applications in life sciences are
likely to be data-intensive and need to be implemented
as pipelines, which makes HPC environments somewhat
unfit. On-demand computing provided by EC2 is readily
beneficial for data parallelization and task-level paralleliza-
tion as examined with our pipeline for eThread in this
work. Furthermore, the use of AMIs provides advantages
for installation and maintenance of standalone tools and the
AMIs are later reusable for other IaaS environment such as
OpenStack-based clouds. SAGA-Pilot is an ideal solution to
build such pipelines since it allows a rapid, powerful, and
agile implementation for various and changing goals and
strategies.

One of important challenges for the use of EC2 for
eThread is to understand various factors of the IaaS infras-
tructure that affect the time-to-solution and the cost. For
that purpose, we conducted benchmark experiments for
estimating computational loads and corresponding costs
and demonstrated the capability of our pipeline toward the
optimization of its execution for massive input sequences.

First of all, in Table 6, the overall summary of benchmark
results with respect to time-to-solution and cost-to-solution
is presented. We conducted all possible combinations of
threading tools and instance types shown in Tables 1 and 2,
among which three threading tools are chosen for the table.
Again, the benchmark is conducted with the 20 sequences
and all cores in a VM are being utilized by SAGA-Pilot.
Obviously, an optimal execution with respect to cost-to-
solution is very different from the one with time-to-solution.
Also, the results suggest that an optimal solution is not

easily achieved unless the parallelization is fullymanaged. For
example, SAGA-Pilot, as default, takes multiple subtasks as a
single pilot job and executes them by using all cores available
at the moment. Therefore, it is hi1.4xlarge that wastes a lot
of computing resources, that is, cores in the second round
for 20 subtasks. Nonetheless, the results obtained and shown
in Table 6 suggest that the optimization can be pursued
by considering the main factor, cost, or computing time,
independently. Here, we also note that the real cost could be
different from the estimation in Table 6 due to the fact that
the pricing scheme is changing over the time and that there
is a promotional pricing with free tier. In addition, Amazon
pricing, which is per instance-hour for each instance and thus
does not allowpartial hour usage, could result in slightlymore
costs. Finally, RHEL pricing is a little bit higher than other
open source linux OSs and other costs including the use of
EBS volume could be added.

In Table 7, we compare experimental results using SAGA-
Pilot and estimated ideal limits using the same 20 sequences
out of 110 benchmarks (see Figure 3 for the results with
110 sequences with pfTools). The ideal limit is the time
when the benchmark time-to-solution of 20 sequences is
divided by the number of cores.The difference shows how the
simple parallel implementation using the default parallelism
support with SAGA-Pilot works. As expected, our pilot-based
results take more time than ideal limits, implying simply
the mix of unattainable conditions with the finite number
of subtasks and the need of improving the current parallel
implementation for further speed-up, in particular, with the
instances having multiple cores.
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Themost significant factor for such discrepancy is under-
standable with the current implementation for concurrent
executions of subtasks. With the efficient job monitoring
capacity provided by SAGA-Pilot, all available cores in
multicore instances are guaranteed to be utilized and thus
contribute speed-up, but there still exists an inefficient utiliza-
tion of resources. For example, when subtasks corresponding
to 20 sequences are distributed into 16 cores, it is highly likely
to have idling cores that complete assigned tasks early but
need to wait until the last task to be ended by other cores.
This is apparently indicated with the fact that the difference
from the ideal limit is less significant with the single core
instance, m1.small, compared to the dual core c1.large and
more apparently to 16-core hi1.4xlarge.This suggests strongly
that a better strategy is needed to fully utilize all cores during
the time-to-solution. Less computationally demanding tasks
with certain tools are more likely affected by nonmajor tasks
such as VM launch and another overhead, but overall the
expected portion is minimal, suggesting that, to optimize the
entire eThread, the key strategy should be the combination
of efficient input data parallelization as well as speed-up of
tools such as THREADER and “high” computation tools. As
we demonstrated, if the case is with mixed instances (see
Figure 6), more complicated underlying mechanisms should
be considered arising from different CPU performance, the
number of cores, and others such as memory. Finally, many
features associated with EC2 are not easy to understand with
respect to the performance. For example, we observed that
the performance of t1.micro is difficult to predict, which can
be glimpsed with the two different experiments presented in
Figure 5 and Table 4. Two data sets clearly show that t1.micro
produces very different outcomes from other instances, in
particular, indicated with the relative ratio between chain
and domain. Also, in many cases, t1.micro produced unpre-
dictable performance and we suspect, and the information
from the explanation from Amazon website, that this is due
to a special configuration for this instance to be optimized
for low throughput and to be cheaper but not appropriate for
computation requiring consistent performance.

4.2. Toward Efficient Dynamic Scheduling-Based eThread
Pipeline for Genome-Scale Structural Genomics Analysis. Ide-
ally, the best strategy is to implement dynamic scheduling,
illustrated in Algorithm 3, that exploits task-level parallelism
and data parallelization effectively by dynamically identifying
the best resourcemapping for upcoming tasks and data trans-
fer. When such an algorithm for dynamic resource mapping
exists, SAGA-Pilot can implement it in a straightforward
fashion into the pipeline.

Here, to give some insights into such an idea, we describe
our exemplary dynamic scheduling, which is currently being
evaluated and will be reported as a part of our service
elsewhere (see the high-level concept in Algorithm 4). First,
by using the obtained 110 sequences benchmark results
against each instance type, we train the model for time-to-
solution and memory requirement of all threading tools and
subtasks relevant for EC2 instance types. This trained model
is being used for estimating prospective running times of
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Figure 6: Time-to-solution of each elementary step in the pipeline
using 2 heterogeneous VMs (a). Single VM results are presented for
comparison (b). Results are obtained with 20 sequences and pfTools
are used.

input sequences. After sorting all input sequences based on
their prospective time-to-solution as well as the optimized
solution of scheduling all tasks, we start to run them from
the longest one in a sorted order. Whenever a subtask is
finished, we compare the difference between the real one and
the predicted one. If the difference is large enough to leading
to the change in an entire time-to-solution, we rearrange the
order of remaining tasks to achieve a lower time-to-solution.
Therefore, an optimized execution of the pipeline could be
achieved by dynamically seeking the best resource mapping.

4.3. Future Directions. In addition to the implementation
of dynamics scheduling, to further achieve more optimized
executions of eThread on EC2 or similar DCI, we could
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Data: 𝑁 protein gene sequences
Result: Gene annotation and tertiary structure
forall the 𝑁 sequences do

read sequence
forall the 10 threading tools do

forall the domain, chain do
while task to run do

estimate tts, memory footprint
map available resource
if pre-processing then

do pre-processing
end
do main processing
do post-processing

end
end
write about

end
end
for 𝑁 sequences do in parallel

/∗ now meta-analysis step using all

outputs from 10 threading tools

∗/

read all outputs
do meta-analysis

end

Algorithm 3: Proposed algorithm combining task-level paral-
lelism and dynamic scheduling for eThread on EC2.

/∗ When an elementary task finished,

compare the real TTS and the estimated

one, and if the difference is large, do

the following new dynamic scheduling

for remaining tasks ∗/

Function:
sort time-to-solutions of all remaining elementary
tasks
foreach remaining tasks do

do map each elementary task to an instance
available in order using sorted results

end
end

Algorithm 4: Simple dynamic scheduling implementation for
eThread on EC2.

consider other task-level parallelization and data paralleliza-
tion ideas that we do not present in this work. For example,
since BLAST has been developed as multicore or multinode
(i.e., MPI support) implementations and data parallelization
with BLAST to distribute chain and domain library searches
are possible, we can further divide into many subtasks from
each elementary task. This gives also a benefit for memory
footprint and thus is beneficial to use less power but more
number of instances. For example, SAMT2K requires 6GB
RAM due to its BLAST task and could be implemented with

such parallel BLAST. Our approach is mostly scale-out at
this point but needs to consider scale-up approaches with
advanced accelerator techniques such as GPGPU, Intel Phi,
and other emerging technologies including IBM Coherence
Attach Processor Interface (CAPI).

5. Conclusion

eThread is expected to play an important role for genome-
scale structural bioinformatics analysis. In spite of its bet-
ter performance and structural information, in particular,
for annotation purposes, required computational demands
hinder its usage. To address such a challenge, we devel-
oped the SAGA-Pilot-based eThread pipeline and conducted
benchmarks aiming at the efficient use of Amazon EC2
infrastructure. With demonstrative examples, we show the
support of various data and task-level parallelization sce-
narios on heterogeneous resources available from Amazon
EC2, implying that further optimization ideas including
dynamic scheduling could lead to eThread as a practically
powerful tool. Other IaaS cloud environments, employing
open standards such as OpenStack, are immediately ready to
run the eThread pipeline.

Among many potential uses, the eThread pipeline has
been developed as a genome-scale annotation tool as a part
of an integrative Next-Generation Sequencing (NGS) data
analytics. Our continuing effort to build NGS data analytics
science gateway, which focuses on utilization of scalable
distributed computing and storage resources, is underway
(see http://dare.cct.lsu.edu/), which provides a service of
the eThread pipeline [33]. Based on our benchmark results
and demonstrative experiments, our eThread pipeline is
expected to be a viable solution for genome-scale structural
bioinformatics and structure-based annotation, particularly,
amenable for small genomes such as prokaryotes, even at this
moment in a whole-genome scale or personalized medicine
for predicting the consequence of mutations occurring in
individuals, and easily extensible to utilize other types of
distributed cyberinfrastructure (DCI).
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