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Signal processing and statistics have been playing a pivotal
role in computational neuroscience and neural engineer-
ing research. Advances in technology have enabled us to
simultaneously record extracellular neuronal signals through
hundreds of electrode arrays, from which spike trains and
local field potentials (LFPs) measurements are obtained.
Neural spikes, also known as action potentials, are 0 and
1 observations recorded and subsequently extracted from
the output of spiking neurons. To obtain a discrete form
of neural spike trains, from either single or multiunits,
raw neuronal signals have to be processed properly by
some operations, such as filtering, thresholding, detection,
and sorting. In the past, signal processing theories and
algorithms have been applied for neural spike train analysis.
The main objective of this special issue of Computational
Intelligence and Neuroscience (CIN) is to provide a forum
for revisiting some fundamental and important issues with
newly developed signal-processing tools.

This special issue includes 10 contributions that cover a
wide range of signal-processing techniques and approaches
for neural spike train analysis, including detection, sorting,
encoding, and decoding. Loosely, these 10 papers may be
classified into three categories.

(1) Recording and Analysis of Neuronal Spikes from Single
Neuron. The first paper “Quantitative estimation of the
non-stationary behavior of neural spontaneous activity” by
Destro-Filho et al. describes a quantitative approach to esti-
mate the nonstationary behavior of neuronal spontaneous

activity. The authors use a detrended fluctuation analysis
(DFA) algorithm to estimate the “stationary time,” and apply
the analysis to interspike interval time series to retrieve infor-
mation from neural signals. These quantitative measures
may help to characterize and reveal nonstationary nature
underlying important physiological phenomena. The paper
“Stability of neural firing in the trigeminal nuclei under
mechanical whisker stimulation” by Makarov et al. describes
a method that uses the time evolution of ridges in the wavelet
transform spectrum of spike trains to quantify the dynamical
stability of neuronal responses to a sensory stimulus. The
nonstationary nature of the neuronal responses to tactile
whisker stimulation is studied therein, showing that neurons
from rat trigeminal nuclei can perform as stimulus frequency
filter and adapt their neural coding scheme according to
the stimulus characteristic. The paper “Spike sorting of
muscle spindle afferent nerve activity recorded with thin-
film intrafascicular electrodes” by Djilas et al. describes
a neuronal spike detection and classification scheme for
separating activity of primary and secondary afferents of
muscle spindle activity. The detection algorithm, based on
a multiscale continuous wavelet transform, is shown to out-
perform the standard threshold detection scheme especially
under a low signal-to-noise ratio condition. Because of its
strength of isolating activity related to the muscle length,
this algorithm has a potential application for the closed-loop
functional electrical stimulation (FES) system with natural
sensory feedback. The paper “State-space algorithms for
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estimating spike rate functions” by Smith et al. addresses a
fundamental question of determining changes in activity in
neural firing, and the authors propose a state-space model to
estimate the spike rate function and compare their approach
with the established Bayesian adaptive regression splines
(BARSs) algorithm and a cubic spline smoothing algorithm.
Their algorithm is computationally efficient and is practically
applicable to a wide range of neurophysiological data.

(2) Signal Processing Algorithms for Analysis of Multiple
Spike Trains from Neuronal Ensembles. The paper “Consistent
recovery of sensory stimuli encoded with MIMO neural
circuits” by Lazar and Pnevmatikakis describes a method for
reconstructing finite-energy stimuli encoded with a popula-
tion of spiking leaky integrate-and-fire neurons and demon-
strates how the algorithm can be applied to stimuli encoded
with recurrent or multiinput multioutput (MIMO) neural
circuits. The paper “Multivariate auto-regressive modeling
and Granger causality analysis of multiple spike trains” by
Krumin and Shoham describes a new method for estimating
the Granger causality of multiple spike trains, which gen-
eralizes the causality concept from continuous- to discrete-
valued measurements. The new framework allows perform-
ing Granger causality analysis to extract the directed infor-
mation flow pattern amongst neuronal ensembles. The paper
“Efficient identification of assembly neurons within mas-
sively parallel spike trains” by Berger et al. describes a method
for efficient identification of complexity patterns amongst
assembly neurons using parallel spike train recordings. The
authors propose a number of test statistics and use surrogate
data to test the validity of their approach, which allows them
to a refined analysis of the detailed high-order correlation
structure with desirably reduced computational burden.

(3) Signal Processing Applications. The paper “Develop-
ment and validation of a spike detection and classification
algorithm aimed at implementation on hardware devices”
by Biffi et al. proposes a practical spike detection and clas-
sification algorithm aiming at FPGA (field-programmable
gay array) hardware implementation, which requires online
and real-time analysis, and efficient memory usage and
data transmission rate. The proposed method using an
amplitude-threshold detection and PCA-based hierarchical
classifier is evaluated on simulated data with demonstrated
efficiency. The paper “Ensemble fractional sensitivity: a
quantitative approach to neuron selection for decoding
motor tasks” by Singhal et al. proposes an ensemble frac-
tional sensitivity metric for selecting population of neurons,
which leads to an improvement in neural decoding accuracy
of motor tasks. This approach has potential benefits in
designing BCIs where high decoding accuracy is required
given limited number of electrodes or training data. The last
paper “Decoupling action potential bias from cortical local
field potentials” by David et al. aims to solve a practical issue
frequently occurring in experiments, where the LFP signals
are corrupted by the bias contributed from action potentials
induced by small subset of isolated neurons. The authors
propose a linear filtering method to remove the features
correlated with spike events from LFP recordings, and they
show that removing spike-correlated components can affect
the auditory tuning of the LFP in real data analysis.

In summary, this special issue covers practical signal
processing issues and new developments for neural spike
train analysis in the growing field of computational neuro-
science. We hope that the readership of CIN could appreciate
this special issue and feel the excitement while reading
these articles. That being said, we are reminded that there
remain many open research questions that call for further
development of signal-processing tools and applications.

Lastly, the guest editors of this special issue are very
grateful to all contributed authors, reviewers, and editorial
staffs who had all put tremendous effort to make this issue a
reality.

Theodore W. Berger
Zhe (Sage) Chen
Andrzej Cichocki
Karim G. Oweiss

Rodrigo Quian Quiroga
Nitish V. Thakor
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The “stationarity time” (ST) of neuronal spontaneous activity signals of rat embryonic cortical cells, measured by means of a planar
Multielectrode Array (MEA), was estimated based on the “Detrended Fluctuation Analysis” (DFA). The ST is defined as the mean
time interval during which the signal under analysis keeps its statistical characteristics constant. An upgrade on the DFA method
is proposed, leading to a more accurate procedure. Strong statistical correlation between the ST, estimated from the Absolute
Amplitude of Neural Spontaneous Activity (AANSA) signals and the Mean Interburst Interval (MIB), calculated by classical spike
sorting methods applied to the interspike interval time series, was obtained. In consequence, the MIB may be estimated by means
of the ST, which further includes relevant biological information arising from basal activity. The results point out that the average
ST of MEA signals lies between 2-3 seconds. Furthermore, it was shown that a neural culture presents signals that lead to different
statistical behaviors, depending on the relative geometric position of each electrode and the cells. Such behaviors may disclose
physiological phenomena, which are possibly associated with different adaptation/facilitation mechanisms.

1. Introduction

The digital processing of biological signals may be considered
a challenging task [1], due to the underlying characteristics
of such systems and signals: the nonlinearity, which is closely
connected with the complex behavior of the alive organisms
[2, 3]; and the nonstationarity of the time series [4].

A classical mathematical procedure in neuronal signal
processing consists of the detection of spikes connected with
action potentials, which requires the establishment of an
amplitude threshold, above which any potential is considered
a spike [5]. The next step is devoted to the estimation of
the “Interspike Interval” (ISI) time series, including spike
classification [6], which enables several analyses in the field
of neuronal coding [3]. Notice that spike classification is

based on pattern recognition theory, involving tools such
as Mahalanobis minimum distance [6, 7] and Independent
Component Analysis [5]. In addition, neural connectivity
[8] is also a very important research field, based on the
application of cross-correlation theory [9–12] and spectral
coherence [13] to the ISI time series, in order to evaluate
the network of synaptic connections among cells within
the cultured tissue. All these signal processing techniques
are based on the concept of “ISI time series” [8], the
estimation of which depends on the performance of spike
detection and classification. However, to our knowledge,
literature associated with all the research topics previously
discussed devotes few efforts on two relevant computational
issues, which establish bounds on the performance of current
neurophysiological data acquisition systems: ISI time series
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windowing and real-time processing [14], pointing out that
both of them should consider the nonstationary behavior of
biological signals [4, 14].

Multielectrode Arrays (MEAs) emerged during the
1990’s, in order to measure the electrical activity of cultured
neurons [15]. This new approach was important to support
the development of deeper studies of ISI time series, leading
to significant contributions to neuronal coding theory, as
well as on the effects of induced neurostimulation in neural
cultures [6].

On the other hand, neuropathologies may be considered
relevant deseases from a clinical viewpoint. Particularly,
epilepsy disturbs 1% of the world population, corresponding
to 50 million people. From this amount, at least the
seizures of 30% of patients can not be well managed by
conventional treatments based on anticonvulsivant drugs
[2]. Henceforth, the development of new treatments is
necessary, such as neuroprostheses [15, 16]. Studies using
MEAs are very promising because they can provide a basis for
the implementation of these technologies in a near future.

Consequently, MEA devices should be capable to process
both cellular-level signals, such as action potentials, as
well as electroencephalographic (EEG) data in real time,
to minimize epileptic seizures [15, 17], working as neuro-
prostheses. The last application surely imposes restrictions
on signal processing tools. In fact, algorithms must present
low computational complexity, in order to allow the lowest
power dissipation [15], assuring the biocompatibility of
the device [18]. Furthermore, the clinical efficiency of the
neuroprosthesis-based therapy involves real-time operation
[16], which must be achieved by the device.

For these reasons, the neuroprosthesis implementa-
tion requires simple statistical tools of low computational
complexity, leading to real-time signal processing. To our
knowledge, these practical constraints have been very fewly
addressed by literature connected with MEA-signal analysis,
especially regarding the estimation of optimal data window-
ing, taking into consideration the non-stationary behavior
of the signal. Notice that such procedure is essential for
any operation linked to the MEA-signal processing [9].
Moreover, it should be important to develop mathematical
tools capable of analyzing the signal to avoid the spike
detection. In consequence, spike pre-processing would not be
mandatory, leading to a more simple system, which of course
agrees with the idea of real-time operation and low power
dissipation.

A possible strategy to establish optimal windowing is
based on the concept of “Stationarity Time” (ST), defined
as the time interval during which the signal measured by
MEA keeps its statistical characteristics constant [19]. In
this context, the “Detrended Fluctuation Analysis” (DFA)
may be pointed out, since it is a classical tool for the study
of non-stationarity, firstly used in order to carry out the
similarity analysis among animal nucleotides [20]. Later, it
was employed to study the stationary behavior of neural
signals in [19], in which the ST is estimated based on the
visual analysis of the plot involving the average variance
(F) as a function of the window length (L). In this case,
“variance” regards the error calculated between the signal

under analysis and its polynomial approximation, based on
the principles of fractal theory. In addition, the plot F × L is
fitted to a particular “alfa-exponential” spectrum [19]. Both
operations of visual analysis and spectrum fitting may be
considered empirical, as well as dependent on the researcher
and on the application.

In brief, the study of the stationary behavior of MEA
signals can disclose important features of culture neuro-
dynamics, as well as enabling the definition of optimal
windowing, which is mandatory for efficient neuroprosthesis
implementation. In this context, this paper develops the
estimation of the ST of a set of spontaneous activity signals.
An upgrade on DFA technique is proposed, leading to an
accurate tool that is able to process the absolute amplitudes
of neuronal spontaneous activity. The results are compared
to classical quantities that are currently used to characterize
the culture dynamics, such as the Mean-Interburst Inter-
val, pointing out strong statiscal correlations. Finally, the
neurodynamics of the culture is discussed in terms of the
ST diagram, leading to physiological interpretations of the
results.

2. Materials and Methods

2.1. Data Acquisition. MEA signals are characterized by
the absolute amplitude of neural spontaneous activity
(AANSA), collected from primary cultures of cortical neu-
rons, extracted from rat embryos of 17-18 days. These
cells were plated on planar MEAs containing 60 microelec-
trodes (MEA60, Multichannel Systems, Reutlingen, Germany).
Electrode diameter is 30 μm, and interelectrode spacing is
200 μm. Experiments were performed after 18–34 days in
vitro (DIV), as the cultures may be considered stable, in
order to allow the maturation of the synapses among the
neurons, supposing 4-milliseconds sampling interval. Four
consecutive experiments were accomplished, each one lasting
5 minutes, leading to a continuous global sample of 20
minutes. Additional details are presented in [21].

2.2. Spike Analysis. MEA signals were analyzed by means of
the plataform SpikeManager [21], which performs classical
spike analysis. ISI time series were calculated, and average
statistics were performed over all the sixty channels consider-
ing all the four experiments, supposing the same parameter
set for spike analysis as reported in [21].

2.3. Classical DFA. The following quantities are defined
through (1) and (2), wherein the input signal I , (k) is the
absolute amplitude of the MEA signal, measured in V:

y(n) =
N∑

k=1

[I(k)− Iave], (1)

Iave = 1
N

.
N∑

k=1

I(k), (2)
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where (k), (n) represent the discrete time; (N) is the length
of the time series; Iave the average value of the amplitudes of
MEA signal under analysis.

DFA method [19] requires three steps. Based on signal
I(k), the first step calculates the parameter Iave, defined in
(2), in order to generate y(n), as presented in (1), which can
be considered the zero-mean MEA signal.

In the second step, the signal y(n) is divided up into
consecutive and nonoverlapping segments of L length, so
that 100 < L < 15000. Afterwards, a polynomial fit Ti(n) is
carried out in order to approach the signal y(n), where index
i represents the segment under analysis. This fit is called
“local trend”, which is defined in the following equations:

Ti(n) = A∗n + B,

Ci(n,L) = y(n)− Ti(n),
(3)

where A, B are real constants, estimated as a function of y(n)
values within segment i; Ci(n, L) is the “detrended walk”,
associated with y(n), which depends on the length L of each
segment.

It should be noticed that (3) present a linear regres-
sion, which will be considered in this paper, since this
approach leads to a reasonable trade-off between algorithm
performance and low computational complexity, according
to comparative studies accomplished in [19].

In the third step, the detrended walk variance is cal-
culated for each segment, and, finally, all these variances
are averaged, considering all segments, as shown by (4) as
follows:

F(L) =
√√√√√ 1
N + L− 1

N−L+1∑

i=1

L∑

k=1

(Ci(n,L))2, (4)

where the parameter F(L) represents the average variance of
the residual error among the signal y(n) and the local trend
Ti(n), as a function of the window length L.

In the following, the classical methodology for the ST
estimation based on the variance F(L) is discussed. Figure 1
presents an example of the plot log 10(F(L)) × log 10(L),
which is depicted in the lower part of the graph; whereas,
the first derivative of F(L) with respect to L is depicted in the
upper part, by the plot α(L)× log 10(L). Notice that the first
derivative is also called “angular variation α(L)”. It should
be pointed out that as L increases the slope of the function,
F(L) keeps constant up to a specific point, wherein the slope
α(L) increases or decreases considerably, leading to peaks in
the α(L) amplitude. This sudden change in the derivative
amplitude is called “signal rupture” [19], which is closely
connected with the signal nonstationarity as discussed in [4].

The ST is estimated as the L value of plot log 10(F(L)) ×
log 10(L) associated with the signal rupture [4, 9], which may
be established based on a careful analysis of α(L) variations.
Generally, the signal rupture is considered at a specific value
of L wherein the first derivative is not constant. This value
is located between two regions of constant amplitude of
α(L) graph. In the case under analysis, Figure 1 points out
two regions of constant first derivative: the first one lies

0.5

1

1.5 α(L)

log(F(L))0

0.5

1

1.5

2

0.5 1 1.5 2 2.5 3 3.5 4

log(L)

Figure 1: Example of the classical methodology for ST estimation
through DFA [19]. The lower plot shows log(F(L))× log(L); α(L) is
presented in the upper plot. The vertical dashed line in the middle
of the figure represents the signal rupture detected by the technique
in [19].

within log(L) <2.0 followed by the second region log(L) >2.5.
Henceforth, the ST is estimated as a value within the interval
2.0 < log(L) < 2.5, and the signal rupture is established by
the vertical dashed line in Figure 1.

The ST characterizes the signal time-variation profile as
discussed in the following. Since ST is estimated as particular
value of the window length L, (4) points out that high-
amplitude values of ST are associated with the detection of a
small number of ruptures, leading to few statistical-behavior
variations, which in turn characterizes a stationary signal.
Conversely, the smaller the values of ST, the larger will be the
amount of ruptures, which characterizes a non-stationary
behavior.

In brief, the ST estimation procedure previously
described [4, 19] does not follow a rigorous mathematical
methodology, so that results depend on the signal under
analysis and on the researcher goals. In addition, notice
from Figure 1 that other ruptures should take place at other
window lengths different from log 10(L) = 2.4 seconds.
Although these ruptures do point out statistical changes, they
are not taken into consideration in the classical method. For
all these reasons, a more accurate mathematical technique for
ST estimation should be developed, including all the non-
stationary points of the signal, which are presented in the
following.

2.4. A New Approach for ST Estimation Based on DFA. In
order to highlight all the changes of the first derivative of
F(L) plot , the concept of the second derivative of function
F(L) with respect to variable L was employed, according to
the following equations:

D(i + 1) = F(L)(i + 1)− F(L)(i)
L(i + 1)− L(i)

, (5)

where i is the parameter that represents the ith element of
vector F(L); D is the first derivative of F(L); F(L)(i + 1) −
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Figure 2: Hypothetical illustration of a second-derivative generic
plot, associated with a function log 10(F(L)) × log 10(L). Vertical
axis depicts the amplitude of D2, as defined in (6); whereas,
horizontal axis presents the values of L. Signal rupture points
take place exactly at times {T(1), . . . ,T(Q)}, for which function
D2 attains a peak of amplitude 1. The stationarity intervals
{Ta(1), . . . ,Ta(Q − 1)} are used to estimate the final ST of a single
MEA channel, based on (7).

F(L)(i) is the variation of F(L); L(i+ 1)−L(i) is the variation
of the window length.

D2(i + 1) = D(i + 1)−D(i)
L(i + 1)− L(i)

, (6)

where D2 is the second derivative; D(i + 1) − D(i) is the
variation of the first derivative of F(L).

The ST estimation for one single electrode is performed
based on the plot D2 × L, which will be discussed in the
following by means of Figure 2. The peaks of this figure
indicate strong variations of D, the first derivative of F(L),
thus pointing out that ruptures are taking place for window
lengths L = {T(1),T(2),T(3) . . . T(Q)}, wherein Q is the
number of ruptures. The symbol T is used to indicate a time
associated with the window L, since T is equal to Lmultiplied
by the sampling rate. Notice that, based on the properties
of the second derivative, just positive peaks in function D2
are of interest. In consequence, the signal may be considered
stationary during the time intervals Ta(1) = T(2) − T(1);
Ta(2) = T(3) − T(2); Ta(3) = T(4) − T(3); . . . ; Ta(Q − 1)
= T(Q) – T(Q − 1). Henceforth, there is a set of stationarity
times {Ta(1),Ta(2),Ta(3), . . . ,Ta(Q − 1)}, so that the final
ST is estimated as the weighted average of all times in the set,
as defined in the following equation:

ST = q(1)∗Ta(1) + · · · + q(Q − 1)∗Ta(Q − 1)
q(1) + q(2) + · · · + q(Q − 1)

, (7)

where {q(1), . . . , q(Q)} is the number of occurences of a
specific time interval Ta(i); i = 1,2,3, . . . ,Q−1 respectively.

Table 1: Average results of ISI analysis.

Number of
spikes/second
within one burst

Average
duration of
one burst

Average
number of
spikes during
one burst

Average duration
of one spike within
the burst

78.02
161.16
seconds

12570 12.82 milliseconds

4
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3.4

3.2

3

2.8

2.6

2.4
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g(
F

(L
))

2 2.5 3 3.5 4 4.5

log(L)

A
B C D

Figure 3: Overall average log(F(L)) function resulting from the
application of the proposed DFA method is depicted as the thin
line, considering all 64 electrodes and the four experiments. The
horizontal axis is measured in seconds. The thick line represents an
approximation generally performed by literature [9, 19]; ST = 3.2
seconds.

Considering just one single five-minute experiment, the
average ST of each electrode was estimated based on (7). The
representative ST value associated with the ensemble of 64
electrodes, for this same single experiment, was calculated
based on the average considering all the mean STs, each of
them characterizing one single electrode. Finally, an overall
medium ST was estimated through the average performed
on the four representative ST values, each of them connected
to a single experiment.

3. Results

Table 1 presents a general characterization of the culture
under study, following classical spike analysis.

The processing of all MEA channels, considering all the
four experiments, leads to the estimation of the overall
log(F(L)) function based on (4), which is shown by the thin-
line plot in Figure 3. Points A, B, C, and D of this plot clearly
indicate that strong ruptures have taken place. The thick line
in Figure 3 represents a rough and simple linear approach of
the real log(F(L))×L plot based on two straight lines, that is,
generally performed in order to estimate the ST as the value
of L for which the two straight lines meet each other [19, 20].
In consequence, based on this approach, the ST of Figure 3
is estimated as L = 3.2 seconds. Of course, such approach
does not consider points A, B, C, D, which may highlight
important characteristics of the signal.
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L measured as the number of samples, and the vertical axis is
measured in absolute values. The points of the plot identified by
letters A, B, C, D correspond to the same points A, B, C, D of
Figure 3.

The second derivative D2(i) of the function depicted
in Figure 3 was estimated through the application of (5)
and (6), leading to the plot D2 × L presented in Figure 4.
Of course, this last figure clearly points out the values
of L associated to signal ruptures, which are completely
disregarded by the classical approach [9, 19] based on the
linear approximation (see thick line in Figure 3). Based on
Figures 3 and 4, the ST estimation should consider strong
signal statistical variations at 3.2 seconds (point A), 3.3
seconds (point B), 3.4 seconds (point C), and 3.6 seconds
(point D). If one considers the ST the average among all
these values [19], then ST2 = 3.35 seconds, which is slightly
different from ST = 3.2 seconds estimated by the classical
approach (see Figure 3).

Table 2 summarizes the results obtained for each five-
minute experiment, presenting values that arise from aver-
aging all the sixty microelectrodes. Results involve both
ST estimated based on (7), which was applied to AANSA
signals and to ISI time series, as well as characteristic
times associated to the general interspike and interburst
interval histograms, which were estimated by classical spike
processing methods on the SpikeManager [21] platform
(see subsection “Spike Analysis” in section “Materials and
Methods”).

Figure 5 presents a bidimensional visualization of the
overall-ST amplitude variation along the MEA device. The
horizontal and vertical axes of Figure 5(a) present the spatial
coordinates associated with the position of each electrode,
and the color scale of Figure 5(b) provide the overall ST
amplitudes, measured in seconds, thus considering the
average performed on all the results obtained on the four
experiments.

In order to get further insights on the relationship
of the several quantities of Table 2, Pearson correlation
coefficients r among all of them were estimated, and t-
student hypothesis-tests have been carried out to assess the

K1

K2

K3

(a) Spatial variation of the amplitude of the overall-
average ST (AANSA) along the MEA electrodes, upper
view

2.1 2.9
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(b) Colour scale representing the amplitude of the
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Figure 6: Dispersion plot involving ST and MFR for 60 channels,
four experiments; r = −0.0111, P = 0.9334.

significance of all these coefficients, supposing α = 0.05.
Figures 6 and 7 present results of the overall-average values
for sixty channels; whereas, Figures 8, 9, and 10 depict
results considering the overall-average values in terms of each
experiment. Table 3 summarizes the results of these figures,
also including other ones.
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Table 2: Average values for each experiment, considering all the 60 channels, based on (7) and classical spiking processing.

Experiment number ST [s] – AANSA signals ST [s] – ISI time series MIB [s] MFR [spikes/s] MBR [bursts/min]

1 2.29 ± 0.06 3.10 ± 0.04 3.26 ± 0.01 10.01 ± 0.06 19.07 ± 0.06

2 2.41 ± 0.06 4.93 ± 0.02 5.03 ± 0.02 6.63 ± 0.01 13.63 ± 0.09

3 2.50 ± 0.06 6.12 ± 0.01 6.44 ± 0.02 5.69 ± 0.03 11.77 ± 0.02

4 2.42 ± 0.06 5.53 ± 0.03 5.61 ± 0.01 7.17 ± 0.02 13.57 ± 0.03

Overall average 2.40 ± 0.06 4.92 5.09 7.38 14.51

Remarks on abbreviations: AANSA = Absolute-Amplitude Neural Spontaneous Activity; ISI = Interspike Interval; MIB = Mean InterBurst Interval; MFR =
Mean Firing Rate; MBR = Mean Burst Rate.

Table 3: Pearson Correlation Coefficients (r) among ST and other classical measures, relationship with Figures 6–10. α = 0.05.

Comparison in terms
of

r involving
ST and MFR

[spikes/s]

r involving
ST and MBR
[burst/min]

r involving
ST and MIB

[s]

r involving
ST (estimated

for AANSA
signals) and

ST (estimated
for ISI time

series)

Channels, considering
four experiments

r = −0.0111; r = 0.1591; r = 0.5956; r = .9654

P = .9334
Figure 6

P = 0.2285
P < .0001
Figure 7

P = .0118

Experiments (5
minutes, all channels
at a time)

r = −0.9721; r = −0.9784; r = 0.9891; r = 0.9792;

P = .0279
Figure 8

P = .0216
P = .0109
Figure 9

P = .0208
Figure 10
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Figure 7: Dispersion plot involving ST and MIB for 60 channels,
four experiments; r = 0.5956, P < .0001.

4. Discussion

The last line of Table 2 depicts the overall-average ST =
2.40 seconds, which is different from the ST obtained by
the classical approach (3.3 seconds, as discussed in Figure 3

above). Such difference points out that the proposed method
is much more accurate than the rough estimation technique
of Figure 3 [19, 20].
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Figure 8: Dispersion plot involving ST and MFR, average for 60
channels, four experiments; r = −0.9721, P = .0279.

Consider now Table 2. In principle, ST estimated from
AANSA signals is quite different from that estimated from
ISI time series, which is not a surprising result, since the first
one includes basal activity information, and the second one is
just spiking information. The overall-average value of the ST
estimated from AANSA signals also seems not to be related
with any other spiking-analysis values of the table. However,
the overall-average ST estimated for ISI time series is quite
close to the overall-average MIB.
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channels, four experiments; r = 0.9891, P = .0109.
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Results of Figures 6–10 and Table 3 aim at clarifying
discussions of the previous paragraph based on a rigorous
statistical approach. Beforehand, however, it should be
recalled how to analyze these results, based on the following
considerations, which are closely tied to t-Student-tests.
Since the value α was set as 0.05 for these calculations, the
zero hypothesis is rejected if Pearsons coefficient approach is
±1 and if p is lower than α, thus leading to the conclusion
that there is indeed relevant statistical correlation between
the two variables under analysis. Otherwise, nothing be
stated anything regarding the existence of the statistical
correlation. From this point of view, major conclusions from
Figures 6–10 and Table 3 may be summarized as follows.

(i) There is a significant statistical correlation between
ST (AANSA) and MIB, at the channel level (see
second line of Table 3).

(ii) There is a very strong and significant statistical
correlation between ST (AANSA) and MFR, MBR
and MIB, at the experiment level (see third line of
Table 3).

(iii) There is a very strong and significant statistical
correlation between ST estimated for the AANSA
signals and the ST estimated for ISI time series, even
if their absolute amplitudes are different from each
other.

Particularly regarding the first conclusion above, based
on Table 3 and on a linear regression model that can be
derived from Figure 7, it is possible to establish the following
analytic expression:

ST (AANSA) ∼= 0.6∗MIB. (8)

In fact, the value 0.6 was obtained from Figure 7, which
considers the context of each experiment, all channels.

There are, however, several relevant issues involving
the results of the statistical analysis presented in Figures
6–10 and Table 3. Firstly, they are related to quantities
which present different physical meanings and measurement
unities. Secondly, the ST amplitude variation is very little
when compared to the amplitude variation of the other
quantities in Table 3. Finally, windowing performed for
classical spike analysis does not match exactly that one used
for DFA method.

Consider now results of Figure 5. As a general conclusion
of Table 2, it can be stated that strong neurodynamical
changes take place every 2.40 seconds in the cultured neu-
rons. This conclusion agrees with previous results reported
in [19], wherein the authors studied the statistical behaviour
of the neuronal spontaneous activity of fusimotor neurons,
measured in cats by in vivo experiments. In this paper, the
stationarity profile of the signals is characterized as a second-
order white noise, leading to the conclusion that spontaneous
neural activity plays an important role on the stochastic
resonance mechanism, which may be used to explain the
underlying physiological process of this group of neurons.

Furthermore, the results shown in Table 2 also agree
with the conclusions of [22]. In this article, the author
analyzes the electrical activity of postsynaptic neurons from
the somatosensorial cortex of rats, supposing that these cells
are electrically stimulated by a specific protocol, according
to Ornstein-Uhlenbeck Model, for which the presynaptic
stimulation signal resembles to white noise. In the following,
the statistical characterization of the postsynaptic response
is accomplished based on the classical interspike interval
time series. For this last signal, the stationarity time was
estimated as about 2 seconds. It should be pointed out that
such behavior takes place during all times of the experiment,
until the end of the stimulation protocol carried out by the
author.
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According to Table 2, the average-ST values for each
experiment do not present significant difference at the time
scale of 2 seconds, disclosing a similar stationarity pattern
in the four experiments. The major differences between
these average-ST amplitudes lie within the millisecond scale.
Furthermore, as reported in [21], the four experiments were
performed in a consecutive way, using the same cultured
neurons, so that the second one was carried out after the
first one, and so on. Based on this context, Table 2 points
out that the average-ST amplitudes increased slightly as the
experiments were performed, so that the average stationarity
profile of the signals kept almost constant in time.

Figure 5 shows that there is a spatial distribution of the
overall-average ST, so that it is possible to establish relations
between specific groups of electrodes and the overall-average
ST amplitudes. For example, regions K1, K2, and K3 in
Figure 5 may be considered quite confined spaces, each of
them connected with specific groups of electrodes, so that
there is no overlapping involving such regions. In conse-
quence, K1 characterizes regions with strong statistical vari-
ation, since its overall-average ST amplitude is minimum;
whereas, K2 groups electrodes for which signals present
a more stationary behaviour. On the other hand, region
K3 is characterized by an intermediate statistical-variation
profile. Consequently, the neural spontaneous activity of
a cellular culture may present different statistical variation
profiles, pointing out that electrical activity throughout the
electrodes is structurally different. In the context of Figure 5,
intermediate time variations may be considered the major
average stationarity profile associated with the ensemble of
signals recorded by MEA electrodes.

Figure 5 points out that difference between time-
variation characteristics along the MEA lies within the
millisecond scale, which suggests that such time variations
are due to physiological processes connected to fine-tuning
cellular mechanisms [22]. In brief, the overall-average ST of
MEA electrodes could result from physiological phenomena.
To our knowledge, the biological concepts that could be
used to explain the ST are based on the dynamics action
of the adaptation/facilitation components in different time
scales, providing the modulation of neural responses after an
electrical stimulus [22, 23].

Among these components, there are those characterized
by a quick dynamics, which can change in the scale of
hundreds of milliseconds, known as “brief components”.
There are also other ones, presenting slower action, which
will influence neurophysiological phenomena in the time
scale of seconds [22], called “later adaptation”. According
to results of Table 2, the average stationary behaviour of
MEA signals is controled by the later adaptation, since
all the overall-average STs lie within the range 2 seconds;
whereas, the brief component can be considered responsible
for the differences between the stationarity profiles in each
electrode, in terms of the time scale of milliseconds, as
shown in Figure 5(a). Even if the physiological mechanisms
underlying the later adaptation have not been completely
established yet, studies explain this phenomenon by the
slow inactivation of the sodium channels, including also the
influence of the brief facilitation component [23]. Although

results depicted at Table 2 and in Figure 5 suggest strong evi-
dence supporting the role of the physiological mechanisms
previously described, it is not possible to establish a definite
explanation on ST physiology associated with the cellular
culture measured by the MEA device.

Finally, comparing the results and discussions in this
paper, in [19] and in [22], it can be noticed that the
overall-average ST amplitudes converge almost to the same
magnitude of 2–5 seconds, for several types of neuronal
cells: fusimotor neurons of cats [19], somatosensorial cells
of rat cortex [22], and cortical neurons of rat embryos (18
days of life); the last ones are analyzed in this paper. At the
same time, the white noise theory, associated with the ionic-
channel dynamics, also emerges in an outstanding way, since
it was used for explaining the results in [19] by the stochastic
resonance theory, for the experimental protocol carried out
in [23] and for the statistical characterization accomplished
in [24]. This last paper employs the concept of white noise in
the context of high-order statistical theory.

5. Conclusion and Future Work

The upgraded DFA method allowed the detection of nonsta-
tionarities of the neural-culture signals throughout the time.
Our proposition enables a more accurate and systematic
detection of signal ruptures, if compared to the classical
straight-line rough approach [19, 20].

Results based on experiments and on a rigorous statistical
analysis discussed the relationships among the ST (which
was estimated for both AANSA signals and ISI time series)
and the classical spike analysis quantities MIB, MFR, and
MBR, which are generally calculated to assess the global
physiological state of the culture. It was shown that ST
(AANSA) does not present any correlation with both MFR
and MBR. However, ST (AANSA), ST (ISI), and MIB
(which is also calculated from ISI) do present a strong
statistical correlation, so that it is possible to estimate
MIB(ISI) as the ST (AANSA) divided by 0.6, as shown
in (8). Notice that since the AANSA signal is composed
of basal activity, bursts, and spikes, then indeed bursts
may be considered a kind of “non-stationarity”, since they
involve significant signal amplitude and frequency changes.
In consequence, all these results suggest that it is possible to
perform neural coding analysis based just on the absolute
amplitude of the neural spontaneous activity, instead of
considering the interspike interval (ISI) time series, currently
used by classical systems. It should be noticed that ISI
signals do not consider data present in the basal activity
existent between spikes, thus losing (maybe) important
biological information. In addition, ST estimation may also
avoid inaccuracies and the high computational complexity
associated to spike detection, which fulfils the requirements
imposed by neuroprosthesis clinical use in terms of biocom-
patibility.

The upgrade on the DFA technique proposed in this
paper leads to the estimation of the overall-average ST
within the range 2-3 seconds, pointing out that the optimal
windowing of signals arising from the neural culture is about
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2-3 seconds. According to literature [19, 22], such result
provides an accurate windowing, which is required by the
classical methods of spike detection and classification for an
efficient operation. Furthermore, it was shown that cellular
culture signals can present different characteristics in its
electrodes, which of course may be associated to different
physiological behaviours. Particularly, for the signals con-
sidered in this paper, the average level of time variations
may be considered intermediate, which defines the average
non-stationary profile. Numerical results and previous work
in literature suggest that the mechanism of later adaptation
defines the global behavior of MEA signals; whereas, the
brief facilitation component is responsible for the slight
differences associated with particular non-stationary features
of each electrode.

Future work involves the use of the upgraded DFA
method for the development of efficient spike classification
and neural connectivity techniques, based on the concept
of ST. White-noise theory plays also an important role
according to previous works of literature, suggesting its
association with DFA. Finally, deeper studies about the role
of ionic channels involved in the physiological mechanisms
of adaptation/facilitation should be performed to evaluate
the association of these channel dynamics with the ST profile
of the neuronal culture.
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Sensory information handling is an essentially nonstationary process even under a periodic stimulation. We show how the time
evolution of ridges in the wavelet spectrum of spike trains can be used for quantification of the dynamical stability of the neuronal
responses to a stimulus. We employ this method to study neuronal responses in trigeminal nuclei of the rat provoked by tactile
whisker stimulation. Neurons from principalis (Pr5) and interpolaris (Sp5i) show the maximal stability at the intermediate (50 ms)
stimulus duration, whereas Sp5o cells “prefer” shorter (10 ms) stimulation. We also show that neurons in all three nuclei can
perform as stimulus frequency filters. The response stability of about 33% of cells exhibits low-pass frequency dynamics. About
57% of cells have band-pass dynamics with the optimal frequency at 5 Hz for Pr5 and Sp5i, and 4 Hz for Sp5o, and the remaining
10% show no prominent dependence on the stimulus frequency. This suggests that the neural coding scheme in trigeminal nuclei
is not fixed, but instead it adapts to the stimulus characteristics.

1. Introduction

The rodent vibrissae system is one of the most used exper-
imental models for the study of the sensory information
handling. Rats actively use their whiskers to detect and
localize objects and also to discriminate surface textures.
By sweeping whiskers at rates of 5–20 Hz, they can localize
objects within a few whisking cycles or even with a single
vibrissa [1]. Thus relatively short temporal, but not spatial
mechanical information, dominates in the object detection.
Similarly, the texture mechanical coding, attributed to the
whisker resonance (i.e., the vibration amplitude across the
whisker array codifies the texture [2]), occurs in awake rats
and shapes natural whisker vibration. However, it seems
that textures are not encoded by the differential resonance.
Instead, slip-stick events contribute to a kinetic signature for

texture in the whisker system, which suggests the presence
of a temporal structure in neural spike trains under these
experimental conditions [3].

Thus the efficacy of the sensory information transmis-
sion and processing in the time domain resides in the
possibility of multiple cells to generate coherent responses to
a stimulus, which constitutes the neural code. Though there
was a long discussion about what type of the neural code is
employed by each individual neuron or neuron group, the
growing experimental evidence shows that a same neuron
may use different coding schemes (see reviews in [4, 5]).
The temporal correlation of multiple cell discharges has been
also found important for the information transmission to the
cortex and its modulation by the corticofugal feedback (see,
e.g., [6–8] and references therein).
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Figure 1: (a) Sketch of the main steps in the tactile information
processing. (b) Firing rate dynamics of a neuron from Pr5 nucleus
under a periodic (10 Hz) stimulation of a vibrissa in the neuron
receptive field.

The large mystacial vibrissae of the rat or “whiskers”
are arranged in an array of five rows and up to seven arcs.
Somatosensory information from the whiskers arrives to the
trigeminal complex organized into one motor and three
sensory nuclei including the principal nucleus or principalis
(Pr5), the spinal nucleus (Sp5), and the mesencephalic
nucleus (Figure 1(a)). In turn Sp5 consists of three subnuclei
called oralis (Sp5o), interpolaris (Sp5i), and caudalis (Sp5c).
Information from Pr5 and Sp5 goes to the contralateral
thalamus (VPm) and then to the primary somatosensory
(SI) cortex. There is also a feedback monosynaptic projection
with an extremely precise somatotopy from SI to the
trigeminal nuclei. Over whole pathway primary afferents and
neurons form spatial structures (barrelettes, berreloids, and
barrels, in the trigeminal complex, VPm and SI, resp.), which
replicate the patterned arrangement of the whisker follicles
on the snout (for details see, e.g., [9–12]).

Even under a periodic, completely repeatable stimulus,
the neuronal response in the trigeminal nuclei is far from
being constant. Figure 1(b) shows an example of firing
dynamics of a neuron from Pr5 under a periodic stimulation
of a vibrissa in its receptive field (RF). During first few
seconds, the neuron exhibits the maximal firing rate (about
27 spikes/s), then the rate quickly falls down to about
10 spikes/s, and further fluctuates for more than 20 s. Thus
the neuron behavior is essentially nonstationary.

Traditional analysis of neural spike trains has often been
performed assuming that segments of the experimental time
series are approximately stationary and that such segments
can be studied by means of statistical techniques such as,
for example, correlation measures or Fourier analysis (see,
e.g., [13–16]). This approach is obviously useful if the
nonstationarity has a time scale longer than the rhythms
of interest. However, this situation is not always true.
Instantaneous frequencies of various rhythmic components
can exhibit complex and irregular fluctuations, that is, the
nonstationarity may be associated with higher frequencies as
well. Our previous results [6] showed that the Fourier anal-
ysis is hardly applicable in such conditions. An alternative is
the use of the wavelet technique, which can be successfully
applied for analysis of the temporal structure of the neuronal
spiking in a wide range of time scales [6, 17].

In this paper we study the dynamical stability of the
spiking patterns in the trigeminal nuclei evoked by a periodic
mechanical whisker stimulation. We show that the analysis
of spectral ridges in the wavelet space of spike trains
enables classification of neurons depending on the degree of
repeatability of their response patterns. We also show that
the stability of response patterns of a single neuron varies
depending on the stimulus properties. This result contrasts
with the robust temporal coding in the trigeminal ganglion
[18] and suggests that the coding scheme in Pr5 and Sp5
nuclei is not fixed, but instead this relay is adaptable and
performs integration of the sensory information.

2. Processing of Neural Spike Trains

For information processing, it is reasonable to assume that
neurons produce and exchange stereotypical events; thus,
only timings of the spike occurrences carry a message.
Consequently before applying any analysis, we first identify
and normalize spikes in experimental data.

2.1. Preliminary Analysis of Extracellular Potential. Extracel-
lular recordings usually represent a multiunitary neuronal
activity, where several cells nearby the electrode tip produce
short lasting electrical pulses or spikes different in shape and
amplitude. Thus before analyzing the firing dynamics of a
single neuron, its spikes should be isolated from the activity
of the other cells. Figure 2(a) illustrates a typical example of
a high-pass filtered ( fcut = 300 Hz) experimental recording
made in Pr5 nucleus. Four spikes coming from a single
cell are seen by the naked eye. However, in more complex
situations, advanced spike sorting techniques including those
based on the wavelet transform can be used (see, e.g., [19, 20]
and references therein). Here we applied the wavelet shape-
accounting classifier (WSAC) [20] to separate and sort high-
amplitude spikes.

Once spikes of a single cell have been identified, we
represent them as a series of δ-functions

n(t) =
∑
δ(t − ti), (1)

where ti are the time instances of spike occurrences
(Figure 2(a)).
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Figure 2: Wavelet analysis of a spike train. (a) Conversion of
extracellular recording into a spike train, n(t). (b) Energy density
E( f , t) of the spike train (color from blue to red corresponds to
the spectrum magnitude). Dashed black curve defines the cone
of influence where the edge effects canot be neglected. (c) Time
evolution of “spectral ridges” Fk(t). Thick curve corresponds to the
main (most prominent and stable) ridge, whose central frequency
varies in time around 20 Hz.

2.2. Wavelet Power Spectrum of Spike Train. Let us shortly
recall the theoretical background of the wavelet analysis of
a spike train (point process) n(t) (details can be found in
[6, 17]). The continuous wavelet transform is given by

W
(
p, t
) = 1√

p

∫
n(τ)ψ

(
τ − t
p

)
dτ, (2)

where, for the spectral analysis, ψ(y) = e j2πy−y2/2k2
0 is the

Morlet function, n(t) is the spike train (1), and p is the time
scale. The wavelet parameter k0 can be adjusted according to
the problem (see, e.g., [6]). Here we used k0 = 1 to balance
the time-frequency resolution. The wavelet time scale p is
linked to the frequency content of the spike train by f ≈ k0/p
(if k0 ≥ 1).

The time evolution of the energy density of the spike train
n(t) can be estimated as

E
(
p, t
) = 1√

πrk0p

∣∣W
(
p, t
)∣∣2, (3)

where r is the mean firing rate (normalization of the energy
spectrum per spike simplifies comparison of neurons with
different firing rates). For biophysical convenience instead
of (3), we shall use its frequency counterpart E( f , t) by
substituting p = 1/ f (k0 = 1).

E( f , t) represents a surface in 3D space, whose sections at
fixed time moments correspond to the local energy spectra.
Figure 2(b) shows 2D plot of the energy density of the spike
train shown in Figure 2(a). Each spike produces a wide
frequency spectrum. The existence of rhythms in the spike
train leads to appearance of “ridges” in the 3D energy surface,
associated with the rhythmic contributions. These ridges,
oriented along the time axis, identify spectral content of the
spike train at a given time moment.

Thus the dynamics of rhythmic components hidden in
a spike train is reflected in the time evolution of spectral
ridges. To construct spectral ridges, we identify local spectral
maximums at each vertical section t∗ of the energy spectrum
E( f , t∗) (Figure 2(b)), thus obtaining a set of 2D functions
of time Fk(t), where the subindex corresponds to the ridge
number (Figure 2(c)).

2.3. Stability Measure of Neuronal Response. Spectral ridges
can appear and disappear in time and also oscillate
(Figure 2(c)), which indicates the presence of a given rhythm
in the spiking dynamics of a neuron and its interaction with
other rhythms (e.g., due to a high frequency jitter of spike
timings). Under a periodic stimulation, for a stereotypic
neuronal response, that is, when the neuron generates the
same pattern per each stimulus event, its instantaneous
frequency associated with the stimulus rhythm remains
constant. Thus we shall observe a “perfect” (continuous and
straight) spectral ridge at the stimulus frequency.

Deviation from the stereotypic response (e.g., due to
missing spikes or changes in interspike intervals) causes
“floating” of the instantaneous (up to the time resolution)
frequency in time and even disappearance of the ridge,
similarly as it happens in Figure 2(c). Moreover, the stronger
the fluctuation of the instantaneous frequency, the more
significant differences in neuronal responses take place.
Thus following the time evolution of the instantaneous
frequency of spectral peaks enables studying the stability and
stationarity of neuronal responses to a tonic stimulus.

To quantify the neuronal response stability, we introduce
the following measure:

S = 1
σ0

, (4)

where σ0 is the standard deviation of the time evolution
of the main ridge F0(t) found in a vicinity of the stimulus
frequency.

To evaluate S for a spike train, first we calculated its
energy density (3). Then for a fixed time t∗ (changed with
5 ms time bin), we searched for the energy maximum in
the frequency range fstim ± 5%. The obtained frequency was
assigned to F0(t∗). Finally, the standard deviation of F0 yields
S.

3. Dynamical Stability of Neuronal Response

Let us exemplify the proposed methodology for studying the
stability of neuronal responses to an external stimulus by
using simulated recordings.
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We consider three neurons embedded into a network and
receiving the same periodic (1 Hz) sequence of 50 stimuli.
Depending on the current network state and its dynamics,
the neuronal responses may have different variability, that is,
the firing patterns provoked by each stimulus event may have
different degree of repeatability.

We simulated neuronal responses under three different
conditions.

N1: Constant (strong) variability. The neuron responds to
each stimulus by generating 3–5 phasic spikes (3.9 ±
1.2 std) with fluctuating spike timings (8 ms std).

N2: Changing (small) variability. The neuron generates a
spike train similar to N1, but the firing rate decays
linearly (from 5 spikes/stimulus at the beginning to
about 2.5 at the end).

N3: Increasing (intermediate) variability. The spike train
is similar to N2, but the fluctuation of spike timings
increases from 0 at the beginning to about 40 ms std
at the end.

The first neuron has a stationary distribution of the
response patterns, whereas the second and the third show the
stimulus adaptability similar to the experimentally observed
(Figure 1(b)). Their firing rates decay in time. The difference
between the neurons is in the variability of the spike timings.
The neuron N2 has constant fluctuations, whereas the
fluctuation magnitude of N3 increases with time.

Figure 3(a) shows 5 s epoch of the stimulus and spike
trains of the three neurons. Applying the traditional Peri-
Stimulus-Time interval analysis, we obtain fairly the same
PST histograms. All histograms have three peaks at latencies
20, 50, and 90 ms, corresponding to the neuronal phasic
response to the stimulus, and are hardly distinguishable.
Thus PSTH fails to quantify the differences in the behaviors
exhibited by the neurons, as expected. No much additional
information is provided by the raster plot either (not shown).

The wavelet energy spectrum of the first spike train
differs significantly from the spectra of N2 and N3, which
are very similar (Figure 3(b)). Fluctuation of the spectral
magnitude of the 1 Hz rhythm reflects changes in the
strength of the neuronal response at that frequency. Loosely
speaking, it is proportional to the number of spikes generated
per stimulus. The spectral magnitude of the train N1
fluctuates around the mean value, which agrees with the
stationary nature of the firing patterns of this neuron. The
energy magnitude of N2 and N3 decays in time, again as it
was expected according to the decaying firing rate of these
neurons.

Figure 3(c) shows the time evolution of the main spectral
ridges F0(t) (corresponding to fstim = 1 Hz) for the three
neurons. It provides information on the phase (temporal)
relationships between spikes in the firing patterns and has
apparent distinctions in the three cases. The instant ridge
frequency of N1 has strong stationary deviations from 1 Hz
due to the constant variability of spike timings and “missing”
spikes. The ridge of N2 has lower deviations, especially at
the first half of the recording, where the neuronal response
was more consistent (in the number of generated spikes).

N3 shows the smallest ridge variability (close to zero by
construction) at the beginning of the stimulation, which
progressively grows to the end. The difference with N2 is
explained by the growing in time variability of the spike
timings of N3.

It is noteworthy that the time evolution of the
spectral magnitude (Figure 3(b)) and the ridge dynamics
(Figure 3(c)) provide complementary information on the
firing patterns. Indeed, a strong neuronal response with
similar number of spikes produces a quite stable, high
magnitude spectral ridge. If the variability of spike timings
is much lower than the inverse of the ridge frequency
(interstimulus intervals), then it makes little contribution to
the ridge height. However, this high-frequency dynamics will
affect the ridge instant frequency and, consequently, will be
visible in the F0(t) plot.

Let us now check different measures of the response
stability of the neurons N1–N3 that can be derived from the
spike trains and their wavelet analysis. First we calculated the
standard deviations of the number of spikes elicited by each
stimulus. Similar characteristics have been used in [21] for
quantification of the frequency-dependent response in VPm
and SI neurons. Figure 3(d) (left inset) shows that the inverse
of the standard deviation (i.e., 1/std number of spikes) is
the same for all neurons, and hence this measure cannot
distinguish dynamical differences in their responses.

Figure 3(d) (middle inset) shows the inverse of the
standard deviation of the magnitude of the energy density
(corresponding to Figure 3(b)) at the stimulus frequency.
This measure differentiates the responses of N1 from those of
N2 and N3. The lower value for N2 and N3 is mostly due to
the trend of the energy magnitude in these cases. Detrending
the energy density functions raises the measure to 74 for N2
and N3 and does not affect its value for N1. Thus the energy
magnitude-based measure can be a good predictor of the rate
neural code; however, it cannot catch the variability in the
spike timings.

Finally, Figure 3(d) (right inset) shows the dynamical
stability measure (4) evaluated for the three neurons. This
measure correctly quantifies the differences between the
stability of the firing patterns in all three neurons.

4. Stimulus Responses of Trigeminal Neurons

4.1. Experimental Methods. Experiments were performed on
anesthetized (urethane, 1.5 g/kg) Wistar rats of either sex
weighing 200–250 g. The experimental procedure was similar
to the described elsewhere [22]. Animals were placed in a
stereotaxic device that allowed easy access to the vibrissae.
Recordings were obtained using tungsten microelectrodes
(0.9–2.0 MΩ) directed vertically into Pr5, Sp5i, and Sp5o
nuclei. Once an electrode had been settled, the vibrissae were
manually stimulated by means of a thin brush to determine
their RFs. The vibrissa maximally activating a neuron nearby
the electrode was further used for mechanical stimulation.

Free whisker movements were generated by air puffs
directed to one vibrissa only and signals were not recorded
when other vibrissae exhibited any vibration. Air pulses were
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Figure 3: Quantification of the dynamical stability of the stimulus response patterns for three neurons. (a) Stimulus and spike trains (only
5 s epoch shown) of three neurons. The three neurons have fairly the same PSTHs, but their firing dynamics is significantly different (see
the main text). (b) Wavelet energy spectra of the spike trains in the stimulus frequency band (color from blue to red corresponds to the
spectrum magnitude). (c) Time evolution of the main spectral ridges for the three spike trains. Shadow areas correspond to the envelops of
F0(t) (obtained by the Hilbert transform). (d) Different response stability measures: (left) Inverse of the standard deviation of the number of
spikes; (middle) Inverse of the standard deviation of the magnitude of the energy density at 1 Hz; and (right) The dynamical stability factor
S. The latter characteristics reveals distinctions in the stimulus responses of the neurons.

generated by a pneumatic pressure pump (Picospritzer III,
Parker Inst. TX) and delivered via a silicon tube, 0.5 mm
in diameter, positioned at 10–12 mm perpendicularly to the
vibrissa.

(i) Stimulus protocol S1: three separate sequences of
50 air puffs lasting 10, 50, or 100 ms each with 1 s
interpuffs intervals were delivered at the neuron’s RF.

(ii) Stimulus protocol S2: air puffs of the fixed duration
(10 ms), but with different stimulation frequency,
ranging from 1 to 30 Hz, were delivered at the
neuron’s RF. In the course of individual experiments,
the frequency was randomly changed. The whole
duration of stimulation with a given frequency was
50 s.

The extracellular potential was amplified, sampled at
20 kHz, passed through the band-pass filter (0.3–3.0 kHz),
and then analyzed using the special software Spike 2
and custom packages written in Matlab. For the wavelet
analysis, we selected only those neurons whose extracellularly
recorded spikes were well isolated from the activity of the
other neurons.

4.2. Effect of Stimulus Duration (Protocol S1). We calculated
the stability parameter S for all selected neurons and the three
stimulus durations. Further, we determined the stimulus
duration (10, 50, or 100 ms) leading to the maximally stable
response pattern for each neuron. To describe quantitative
changes of the stability parameter when the stimulus dura-
tion increases (10→ 50→ 100 ms), we counted the neurons
satisfying the conditions S50 > S10 and S50 < S100. Figure 4
summarizes results.

In the case of Pr5 neurons, the stability parameter S is
likely to be maximal for the middle stimulus duration (50 ms,
Figure 4(a)). The most stable response is observed for 53%
of all cells at 50 ms stimulus. The remaining 27% and 20% of
cells stably respond to 100 ms and 10 ms stimuli, respectively.

Quite similar behavior takes place for Sp5i neurons. Here
even more cells (67%) “prefer” stimuli of the intermediate
duration. This is achieved mostly by decreasing to 8% the
cell portion showing better response to the shortest 10 ms
stimuli.

Sp5o neurons typically behave differently. The maximally
stable response pattern at 50 ms stimulation was observed
for only 17% of the cells. Meanwhile, half of the neurons
showed better stability at the shortest (10 ms) stimulation.
The portion of the cells with better response to the 100 ms
stimuli was about 33%, a little bit higher than for Pr5 and
Sp5i neurons.

Figure 4(b) shows differential stability characteristics.
For 73% of Pr5 neurons, responses to 50 ms stimulation
are more stable than those to air puffs of 10 ms duration.
In the case of Sp5i neurons, the value of S increases at
the transition 10→ 50 ms for about 92% of cells. Thus, Pr5
and Sp5i neurons are characterized by rather similar type
of reaction to variation of the stimulus duration. However,
a different behavior is observed for Sp5o-neurons. Only for
33% of cells S increased with the stimulus duration (from 10
to 50 ms). If the stimulus duration increases further (50→
100 ms), about 70% of neurons from all nuclei decrease their
response stability.

Thus the protocol S1 allowed us to conclude that (i)
the stability of response patterns depends on the stimulus
duration, that is, neurons process differently stimuli of
different duration and (ii) there exist significant changes in
the types of responses for Pr5, Sp5i and Sp5o neurons, that
is, the most reliable responses are achieved in Pr5 and Sp5i
for 50 ms stimulus and in Sp5o for 10 ms.

4.3. Effect of Stimulation Frequency (Protocol S2). Let us now
study how the response stability depends on the stimulus
frequency.

We found that all trigeminal neurons can be subdivided
into three groups by the type of their responses to the
frequency content of the stimulus. Figure 5 shows the
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Figure 5: Three main types of behavior of the dynamical stability of the neuronal responses to a tonic stimulus S( fstim).

stability measure as a function of the stimulus frequency
S( fstim) for three representative cells. By analogy to the filter
terminology, we call the three basic types of the neuronal
responses to the frequency content low-pass, band-pass, and
no-dependence.

In all nuclei the most frequent cell behavior is the band-
pass. It occurs in 58%, 59%, and 53% of neurons in Pr5,
Sp5i, and Sp5o, respectively (Figure 6(a)). The “low-pass”
reaction is observed for 33%, 31%, and 35% of neurons
from Pr5, Sp5i, and Sp5o, respectively. Finally, 9%, 10%, and
12% of cells in the corresponding nuclei are characterized
by no-dependence reaction. Thus, there are small population
distinctions in the frequency filtering properties between Pr5,
Sp5i, and Sp5o nuclei.

For the band-pass type responses, we determined the
mean central frequency (mean ± s.e.): 5.1 ± 0.9 Hz (Pr5),
5.2 ± 0.8 Hz (Sp5i), and 4.0 ± 1.3 Hz (Sp5o) (Figure 6(b)).
Thus, neurons in Pr5 and Sp5i nuclei have the same central
frequency, whereas cells in Sp5o typically show a smaller
value of the stabilization frequency.

5. Discussion

Ideally, stimulus perception should be invariant to the details
of the whisking motion and neuronal responses underlying
the object discrimination should carry information specific
to the object. This requires flexibility and adaptability in
the processing of the whisker vibrations. Recently, it has
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been shown in vitro [23] that barrel cortex neurons indeed
adapt their input-output function, such that the gain rescales
depending on the range of the current stimulus distribution.
In this paper we have shown that in vivo accommodation
of the firing patterns to the stimulus characteristics can be
quantified by the novel stability measure S, which we used to
study neuronal responses in the trigeminal nuclei evoked by
tactile whisker stimulation.

From the viewpoint of the analysis of neural spike trains,
the attractiveness of a particular technique depends on its
generality, for example, on the lack of restrictions on the
train stationarity. We have shown that the analysis of the
time evolution of frequency ridges in the wavelet space allows
identification of the variable frequency content in a neural
spike train under essentially nonstationary conditions of
the sensory information processing. The method allows an
integral quantification of the variability in the number of
phasic spikes and in the spike timings, that is, it takes into
account both changes at the stimulus time scale and at the
significantly shorter time scales. The validity of the method
has been cross checked employing simulated spike trains
resembling properties of real recordings (Figure 3).

A fundamental issue in neural coding is the role of
variation of spike timings in the information processing.
Indirectly this can be tested by an artificial jittering of the
spike timings and its influence on the derived measures (see,
e.g., [18, 24]). The use of the stability measure S permits to
answer directly the question: how stable or repeatable are the
firing patterns produced by a neuron to each stimulation?
If the stability measure S is high, then the spike patterns
are highly repeatable during the whole recordings and,
consequently, such a neuron is likely using a temporal code.
Conversely, low stability points to a high variability in the

spike patterns and suggests the rate code or the presence of
a complex dynamics, for example, due to involving local and
global feedbacks and fast adaptation.

Previous results [18] showed that the trigeminal ganglion
neurons produce a robust and reliable spike trains to whisker
deflections, that is, they use temporal code. It has been shown
that complex whisker deflections can be reliably predicted
by a linear kernel applied to the spike trains recorded from
an individual neuron. Here, using the dynamical stability
measure, we have shown that neurons in Pr5, Sp5i, and
Sp5o nuclei can vary their response stability according
to the stimulus characteristics for example, the stimulus
duration (Figure 4). Thus the trigeminal neurons adapt their
coding scheme depending on the stimulus characteristics,
and a continuous oscillation between the two extremes:
the temporal and rate codes take place. This conclusion is
indirectly supported by the presence of an extensive network
locally connecting neurons in the trigeminal nuclei and the
global corticofugal projections, that is, the global network
dynamics can modify the stimulus evoked patterns of each
individual neuron.

Using the stimulus protocol S1 (fixed frequency, variable
duration), we found that the response dynamics in Pr5
and Sp5i nuclei is relatively similar, the maximal stability
is reached at intermediate stimulus duration (50 ms). It
contrasts with Sp5o neurons exhibiting stable responses
at shorter (10 ms) stimulation. This indicates significant
differences in the adaptation to the same whisker deflections
in different nuclei. Partially it can be explained by the
differences in the afferent connections and spatial extensions
of RFs between the nuclei.

Using the stimulation protocol S2 (variable frequency,
fixed duration), we have shown that the stimulus frequency
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fstim influences the neuronal response stability in a nontrivial
way. Indeed, one could argue that at low enough frequency
(e.g., 1 stimulus event per second) a neuron should sim-
ilarly react on each stimulus, demonstrating the simplest
“stimulus-response” behavior (the same processing of the
same stimuli). As the stimulus frequency increases, some
stimuli can be “less” processed or missed by the neuron, and
its response stability (i.e., the stability factor S) will decay
with an increase of fstim. Indeed, such behavior has been
found in about 33% of cases over all nuclei, that is, every
third cell exhibits low-pass frequency dynamics (Figures
5 and 6). However, most of the neurons show different
behavior.

It is known that the frequency of whisker movements
plays an important role in effective perception (see, e.g., [21,
25, 26]). Previous results showed the presence of resonance
properties in the firing of thalamic and cortical neurons (see
review in [2]). Indeed, stimulation of a vibrissa at a given
frequency can be related to its vibration during perception.
Then the surface discrimination requires fine tuning of the
system and a series of impulses deflecting the vibrissa can be
considered a single entity. Therefore we expect an effective
band-pass amplification (or filtration) of the stimuli in a
given frequency band by some cells. We found that more
than half (about 57%) of neurons in the trigeminal nuclei
have such property. Finally, the remaining 10% of cells have
no pronounced dependence on the stimulus frequency and
probably these neurons perform a different task, not directly
linked to the stimulus transmission. Besides, their stability
factors are usually extremely low (e.g., in Figure 5, Slow ≈
500, Sband ≈ 150, whereas Snodep. ≈ 18), which also suggests
that the stimulus processing is not their primary role.

The percentage of neurons showing low-pass, band-
pass, and no-dependence behaviors is quite similar across
different nuclei (Figure 6(a)). This suggests that the number
of neurons specializing on different tasks (e.g., border or
texture detection) is also similar in Pr5, Sp5i, and Sp5o
nuclei.

We also quantified the mean “optimal” stimulation
frequencies of the band-pass neurons. For Pr5 and Sp5i,
Foptm = 5 Hz, whereas it is about 4 Hz in Sp5o. These
frequencies are close to the lower end of frequencies for
whisker movements at the active exploration (4–12 Hz) [27].
Our results correlate with the studies of the amplitude of
averaged neuronal responses in the somatosensory cortex
where similar filtration properties have been found [21].
Thus, we can suppose that at least a part of the filtration
properties observed for neurons in the somatosensory cortex
can be influenced by analogous responses generated by
neurons in the trigeminal complex.
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Afferent muscle spindle activity in response to passive muscle stretch was recorded in vivo using thin-film longitudinal
intrafascicular electrodes. A neural spike detection and classification scheme was developed for the purpose of separating activity
of primary and secondary muscle spindle afferents. The algorithm is based on the multiscale continuous wavelet transform using
complex wavelets. The detection scheme outperforms the commonly used threshold detection, especially with recordings having
low signal-to-noise ratio. Results of classification of units indicate that the developed classifier is able to isolate activity having
linear relationship with muscle length, which is a step towards online model-based estimation of muscle length that can be used
in a closed-loop functional electrical stimulation system with natural sensory feedback.

1. Introduction

Functional electrical stimulation (FES) is one solution for
restoring movement in paralyzed limbs. In order to correct
for disturbances and unavoidable musculoskeletal modeling
errors, closed-loop FES is desirable. With the advent of
advanced implanted prosthetic interfaces, natural sensors
are being explored as an alternative source for feedback
information. By directly interfacing the peripheral nerves, it
is possible to record signals from natural sensors distributed
throughout the body [1–4]. Muscle spindles are one type
of natural sensor. Their main function is to signal changes
in the length of the muscle within which they reside [5].
Changes in the muscle length are associated with changes
in the angles of the joints that the muscles cross. Therefore,
their activity can be used to provide feedback information
about muscle state in a closed-loop FES system [6], as these
sensors remain intact and active below the level of lesion
in spinal cord injured patients [7]. In a number of studies
muscle spindle afferent activity was recorded using cuff

electrodes to provide natural sensory feedback [1, 4, 8–10].
Despite their chronic stability and noise immunity, the use
of cuff electrodes is ultimately limited by their low selectivity,
which requires them to be distributed throughout the body
and in close proximity to the sensory end organs targeted
for use in feedback [11]. An alternative to the cuff is the
longitudinal intrafascicular electrode (LIFE). It is designed
to be implanted longitudinally within the peripheral nerve
where it can record activity from a relatively small population
of nerve fibers [12–16].

In a previous study a simple corrector controller was
implemented to follow a desired joint angle trajectory in
the presence of externally applied disturbances [6]. The
approach proved to be applicable as feedback in online
closed-loop control in restrictive conditions (limited motion
speed and range), probably due to the unaccounted variation
of dynamic sensitivity of the two different types of muscle
spindle sensory endings. Type Ia sensory fibers predomi-
nately encode information about the rate of change of muscle
length, and type II sensory fibers predominately encode
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information about the muscle length. The former introduce
a component in nerve response that makes the relationship
between nerve activity and muscle length velocity dependant.
The new generation of LIFE, the thin-film LIFE (tfLIFE)
[17], was used in a recent study in which effort was made
towards modeling the neural response of muscle afferents to
passive muscle stretch [18]. Even though the multichannel
tfLIFE provides improved selectivity compared to the older
single-channel LIFE, the same effect of velocity dependence
in the neural response was observed. Solving this issue
would require the decomposition of the multiunit recorded
signals into components originating from different fiber
types. Isolation of the activity of type II sensory fibers could
allow for a linear model approximation to be used to track
muscle length variations [19, 20]. In the following we give a
brief overview of the state of the art in real-time neural spike
sorting of multiunit ENG recorded with LIFE.

Voltage threshold triggering is a common way for
detecting neural spikes [21]. This method requires minimal
computing power for signal processing and it is also easy to
implement. On the other hand it does not always provide
acceptable isolation between nerve and noise spikes. A
method using the discrete wavelet transform (DWT) for
signal denoising was developed by Donoho [22] to detect
action potentials buried in noise. It involves thresholding of
the detail coefficients in the wavelet decomposition. After
denoising, spikes are detected by the simple voltage thresh-
olding method. Eventually, the signals are reconstructed
by applying the inverse DWT. The procedure was applied
on ENG signals by Diedrich et al. [23] and recently on
intraneural signals recorded using thin-film LIFE [24]. In
both studies the authors used the Symlet 7 wavelet because
of its similarity to typical action potential waveforms in the
recordings. No quantitative analysis was given to justify the
choice of wavelet and the denoising threshold was chosen
empirically. In the latter study cycle spinning was used, a
method developed by Coifman and Donoho [25], to reduce
but not completely remove the effects of DWT translation
variance. Signal detection can also be performed in wavelet
space, without the need for reconstructing the signal. That
way the required computing power is reduced which is an
important issue for real-time implementation. Only being
interested in analysis, and not synthesis, also relaxes the
constraints on wavelet choice, since not all wavelets are
suitable for signal reconstruction. K. H. Kim and S. J.
Kim [26] have suggested using multiscale wavelet analysis
as an equivalent to multiple approximations of matched
filters. Their method utilizes the point-wise product of
wavelet transform coefficients over several selected scales.
The detection method proposed does not require “quanti-
tative” a priori information on either the target signal or
background noise, and only involves qualitative information
that is common to the neural signal recordings, that is, spike
waveform shapes that are most common. Unlike the discrete
wavelet transform, the continuous wavelet transform (CWT)
can operate at every scale, from that of the original signal up
to some maximum scale that one determines by trading off
the need for detailed analysis with available computational
horsepower. During computation the analyzing wavelet is

shifted smoothly over the full domain of the analyzed
function. This eliminates the problem of translation variance
when using the DWT. The stationary DWT and its equivalent
methods reduce but not completely eliminate this problem
[27]. The complex wavelet transform (CoWT) is a complex-
valued two-dimensional extension of the standard wavelet
transform. It provides a suitable framework to incorporate
two wavelets into one transformation, and one wavelet being
the real part, and the other the imaginary part of the
transform. A recent study demonstrated that spike detection
in the auditory nerve based on this approach outperforms a
matched filter approach [28].

Detected neural action potentials can be classified using
different sets of features. Action potentials waveform shapes
depend on neuron type, electrode construction, electrode
placement relative to the neuron, and the local properties
of the tissue surrounding the electrode. Action potentials
from different neurons can be distinctively different, but
can also be quite similar. Moreover, high noise levels on
weak nerve signals make rapid and accurate classification
of spikes challenging. Classification using Fourier transform
coefficients as features gives higher classification error rates
when compared to methods using time domain features
[29, 30]. One method for choosing features automatically is
with principal component analysis [31, 32]. The idea behind
principal component analysis (PCA) is to find an ordered
set of orthogonal basis vectors that capture the directions
in the data of largest variation. Real-time implementation
of PCA is also possible using transversal filter structures
[30]. To the best of our knowledge, there are no results
published about the use of PCA on intrafascicular ENG
recordings. McNaughton and Horch reported that classifica-
tion using artificial neural networks (ANNs) outperformed
both methods using time-domain features and methods
using Fourier transform coefficients [33]. In another study
the ANN approach managed to classify 6 out of a total
of 10 units present in the signals. With more than 10 units
present, the number of separable units dropped [34]. In these
studies a three-layer feedforward ANN was used. The main
drawback of using ANNs is that the results of classification
are very sensitive to the data set used to train these networks,
and obtaining a “good” training set is difficult, especially in
the case with low SNR [26]. Moreover, there are no criteria
for defining the appropriate structure and size of an ANN.
Many trials are necessary to obtain good results. At the end,
it is uncertain whether acceptable results are obtained or not.
Moreover, amplitude and shape of neural spikes change over
time, due to electrode drift and fibrous encapsulation of the
electrode recording sites (tissue reaction to implantation).
Classifiers based on artificial neural networks would require
tedious and supervised relearning procedures which are con-
ducted in laboratory conditions [35]. This would not be very
practical in real-life working conditions of neuroprosthetic
devices.

Independent component analysis is a method that can
improve source separation by taking advantage of multiple
channels available. However, one restrictive assumption of
this approach is that the minimum number of channels must
equal the number of sources [21]. It will be shown later
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that the number of units picked up by one channel of the
LIFE is greater than the number of available recording sites
on the electrode. Methods for source separation based on
the relative difference between spike features recorded by
different channels [36] are not applicable in the case of the
LIFE either. Analysis of recorded data shows that the different
channels need not pick up activity from the same units.

In this paper we present a novel approach to neural spike
detection and classification based on the continuous wavelet
transform using complex wavelets.

2. Methods

2.1. Acute Animal Experiments. Acute rabbit experiments
were conducted on 10 New Zealand white rabbits (median
weight 4 kg and standard deviation 0.24 kg) to acquire
experimental data for validating the spike sorting algorithm.

2.1.1. Animal Preparation. Anesthesia was induced and
maintained throughout the experiments with periodic
intramuscular doses of a cocktail of 0.15 mg/kg Midazo-
lam (Dormicum, Alpharma A/S), 0.03 mg/kg Fetanyl and
1 mg/kg Fluranison (combined in Hypnorm, Janssen Phar-
maceutica). In order to immobilize the left leg of the rabbit, it
was anchored at knee and ankle joints to a fixed mechanical
frame using bone pins placed through the distal epiphyses
of the femur and tibia. The common calcaneal tendon was
attached to the arm of a motorized lever system (Dual-
mode system 310B Aurora Scientific Inc.) using a yarn of
polyaramid fibers (Kevlar 49, Goodfellow Cambridge Ltd).
The motorized lever system provided both the actuation
and measuring. Pulling the Kevlar fibers produced ankle
extension and releasing tension on the Kevlar fibers resulted
in ankle flexion (stretched muscle returning to its resting
state due to its intrinsic elasticity). Fixation to the mechanical
frame insured the elimination of mechanical vibration that
might have resulted from a free swinging foot. A tripolar
cuff electrode was implanted around the sciatic nerve. It was
used to find the length-tension curve for the medial gastroc-
nemius (MG) muscle. Electrical charge was delivered using
a stimulation unit (Grass Technologies SD9), coupled with
a photoelectric isolation unit (Grass Technologies PSIU6).
The nerve was stimulated with 300 microseconds pulses
and a pulse repetition frequency of 2 Hz. The stimulation
intensity was set to the level that produced maximal nerve
twitch response (maximal amplitude of compound action
potential). Keeping the stimulation level constant, muscle
length was varied in small incremental steps. Isometric
force produced by the stimulated muscle was simultaneously
monitored.

A tfLIFE structure was implanted in the tibial branch of
the sciatic nerve innervating the MG muscle of the rabbit’s
left hind limb. It was located 3 cm distal to the cuff electrode
implantation site. The tfLIFE enabled the monitoring of
multichannel ENG from the fascicle in which the structure
was implanted. By having the electrode implanted very close
to the muscle, chances of having anything except muscle
spindle activity recorded are minimized. Moreover, in order

to have purely muscle afferent activity in the recordings,
the sciatic nerve was crushed proximally of the cuff and
tfLIFE implantation sites using a pair of forceps. It should
also be mentioned that with increasing levels of anesthesia,
the effects of reflex mechanisms diminish, and decreased
tonic stiffness of muscles is observed [37, 38]. As for Golgi
tendon organ activity that encodes muscle force information,
it accounts for only a small part of the muscle afferent signal
under passive conditions. A histological study reports that
they account for less than 5% of the total number of receptors
in tibialis anterior muscle [39].

Animals were euthanized at the end of the experiments.
All procedures used in experiments were approved by
the Danish Committee for the Ethical use of Animals in
Research.

2.1.2. Data Acquisition System. The amplification system
consisted of a low-noise preamplifier (AI402, Axon Instru-
ments), followed by a gain-filter amplifier (Cyberamp 380,
Axon Instruments). Signals were recorded using a custom
modified multichannel digital tape recorder (ADAT-XT,
Alesis). ENG data were band pass filtered (4th order Bessel,
corners at 0.1 Hz and 10 kHz), amplified (gain 5000), and
acquired with a sampling rate of 48 kHz per channel. Out
of the eight available electrode sites on the tfLIFE, only the
four having the lowest background noise level were selected
to be recorded from, due to the limited number of available
channels on our recording system.

Signals for driving the motorized lever system (Aurora
Scientific) were generated on a portable computer using
LabVIEW (National Instruments). Before feeding the analog
signal into the lever system input, the signal passed through a
low-pass filtering stage (corner at 100 Hz) in order to remove
any quantization noise resulting from the D/A conversion.
Quantization noise would translate into vibration of the
lever arm which could have induced activity of muscle
spindles [40, 41]. Length and force signals were recorded
simultaneously with the ENG.

2.1.3. Muscle Stretch Protocol. The recorded nerve activity
is a mixture of activity from two sensory fiber types. A
convenient and common way for studying muscle spindle
afferent response is applying sinusoidal extensions to a
muscle and simultaneously recording the muscle receptor
afferent ENG [40, 41]. With recordings made with such a
protocol, it is later possible to analyze the contributions of
the two components to the aggregate recorded activity. In
our experiments the MG muscle was passively stretched by
rotating the ankle in the extension/flexion plane using the
lever arm. The initial muscle length was set to the muscle
length at which the produced isometric force was maximal.
Ankle position was set so it was flexed 90◦ and then finely
adjusted by experimentally finding the maximum of the
length/tension curve.

The muscle was presented with sinusoidal stretches of 2
frequencies: 0.01 Hz and 0.25 Hz. Both stretch profiles had
peak-to-peak amplitudes of 4 mm which covered a large
portion of the normal range of motion of the ankle. The two



4 Computational Intelligence and Neuroscience

frequencies were selected to model slow movements, such as
slow walking (0.25 Hz) and correction for postural control
(0.01 Hz). They were selected to be below a critical frequency
corresponding to a system pole related to the activation and
conduction delays of the neuromuscular system at 1-2 Hz.
The maximum frequency in the pass band of the system is
about 1/5 the pole frequency [6]. The faster sine frequency
was chosen accordingly. According to Kralj and Bajd, FES
assisted walking with minimal energy cost is between 0.35
and 0.56 m/s [42]. If we use FES gait with stride length of 1 m,
then the frequency is between 0.35 and 0.56 Hz. Regarding
body sway, it has been reported that most of the energy
in able-bodied body sway is in the band between 0.02 and
0.2 Hz [43, 44]. It is more difficult to estimate low frequencies
because of the lack of velocity sensitivity and lower levels of
neural activity. We chose lower frequencies to demonstrate
a worst case scenario. The durations of the recordings were
2 minutes for the slower stretch (to allow for one full cycle
of the sinusoid to complete), and just over 1 minute for
the faster stretch (4 cycles of the sinusoid). Simultaneous
recordings were made from the four intrafascicular electrode
sites, together with force and position recordings from the
muscle lever system. The muscle was not stimulated while
being stretched.

2.2. Neural Spike Detection. The methodology for spike
detection we developed is an expansion of the idea of using
complex wavelets, so it covers a range of temporal scales.
Contrary to the matched filtering approach, where a priori
information is necessary about action potential shapes, using
the multiscale complex wavelet approach provides multiple
approximations of matched filters, making it a more generic
approach and probably more robust when addressing the
issue of changes in the spike waveforms. A training set of
action potentials waveforms is therefore not necessary, which
is an advantage of the wavelets approach over using artificial
neural networks.

2.2.1. Choice of Complex Wavelet Family and Scale Factors.
The following equation defines the wavelet transform W :

W(α, τ) =
∫ +∞

−∞
x(t)

1√
α
Ψ
(
t − τ
α

)
dt, (1)

where the real numbers α and τ denote scale and translation,
respectively. The wavelet transform essentially performs a
correlation analysis between the input signal x and the
translated and dilated version of a reference signal called
the mother wavelet Ψ. Hence, it would be expected that
the output would have local maxima where the input signal
most closely resembles the analysis template, that is, the
wavelet function. Some wavelet basis functions are similar
in shape to neural action potentials. In addition, the basis
function is dilated over a range of scales. If the scales are
well chosen, the wavelet transform can act as a number of
effective approximations of the matched filter, even though
the exact action potential waveforms are not known. In the
case of complex wavelets the mother wavelet function Ψ is
complex and the wavelet transform is also complex.

Figure 1: Five distinctive action potential waveforms extracted
from experimentally recorded data. Length of each trace is
1 milliseconds.

In order to find the optimal complex wavelet, around
30 action potentials with different waveforms were visu-
ally identified by inspecting the recorded ENG data and
extracted. Five action potentials with distinctly different
shapes are shown on Figure 1. The CoWT was computed for
all extracted waveforms using a series of complex wavelet
families available in the MATLAB wavelets toolbox (The
Mathworks). The computations were done using a range
of scales to find the optimal scales, which produced the
wavelet coefficient with the maximal magnitude. Optimal
scales were selected to be the ones that produced at least one
coefficient with a magnitude larger than 95% of the maximal
CoWT response among all scales. An example of time-
scale representations of two action potentials with different
shapes is shown on Figure 2. In this example, the CoWT was
computed using the cgau1 wavelet using scales from 1 to 16.
Panel (a) shows coefficient magnitudes for the first action
potential waveform. Panel (b) shows only the coefficients
above the 95% threshold. On panels (c) and (d) are the
corresponding plots for the other action potential waveform.
The complex Gaussian family and the complex Morlet family
of wavelets both produced well localized peaks in CoWT
space, that is, these peaks appeared with a small or zero delay
relative to the position of the waveform peaks in the time
domain. In terms of the magnitude of the output coefficients,
the complex Morlet family produced wavelet coefficients
with a 50% lower magnitude compared to the complex
Gaussian family. This was consistent for all extracted action
potentials. With the complex Shannon family both the peak
localization and the magnitude of the output coefficients
were poor. Therefore, only the complex Gaussian family
of wavelets was considered in the process of selecting the
optimal wavelet to be used for spike detection.

Within the complex Gaussian family, as a general rule,
higher-order wavelets produced wavelet coefficients with
lower magnitudes, for example, cgau1 produced a larger
response than cgau2, and cgau2 produced a larger response
than cgau3 and so on. Consequently, the cgau1 wavelet was
chosen as optimal for neural spike detection. The real and
imaginary parts of the cgau1 wavelet are shown on Figure 3.
The optimal scales range was from 1 to 6.

For comparison, the above analysis was also performed
using non-complex wavelets that support CWT, from which
the db2 wavelet produced wavelet coefficients with maximal
magnitudes. Compared to the cgau1 wavelet, the range of
scales for the db2 wavelet was larger more than two times
(scales from 2 to 16). Comparing the inter-quartile ranges of
the scale factors, the cgau1 wavelet requires 3 times less scale
factors in order to cover all action potential waveforms. This
is important when later looking into the implementation
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Figure 2: Time-scale plots of two action potential waveforms with different waveform shapes (a, c) and the same plots showing only wavelet
coefficients larger than 95% of the coefficient with the maximal magnitude (b, d).

(a) (b)

Figure 3: Real (a) and imaginary (b) parts of the cgau1 wavelet.

of the algorithm. If the number of scale factors were the
same, the cgau1 wavelet would require double processing
time compared to using the db2 wavelet. As the number
of scale factors for the db2 wavelet is more than double,
implementing the algorithm using the cgau1 wavelet would
require less processing time.

Another benefit of having a smaller range for scale
factors is the fact that it should result in better detector
specificity. Using the analogy that low scale factors cor-
respond to low frequencies in the signal spectrum and
higher scale factors to higher frequency components in
the signal spectrum, then a wider range of scale factors
would correspond to a wider frequency bandwidth of the
transforms and thus there would be more noise influence on
detection performance. We will show this to be correct later
on.

2.2.2. Algorithm Implementation. Prior to detection, ENG
signals were band pass filtered to remove noise and artifacts.
Implementing a matched filter to remove powerline noise
in real time is also a possibility. The algorithm needs to be
robust enough to adapt to the changing parameters of the
powerline noise. Not only does the amplitude of the harmon-
ics change, due to multipath propagation, but so does the
frequency [45]. Fitting a sine wave of 50 Hz and a number
of its harmonics on the raw data and subtracting the fit give
good results. Fitting and subtraction of noise harmonics up
until the 5th or 6th harmonic of the noise was sufficient
to remove slow baseline oscillations. Performing the fit on
20 millisecond windows (corresponding to 50 Hz) insureed
that the fitting algorithm locks onto the phase of the noise.
This value is also suitable for real-time implementation since
it is below the delay that can be tolerated in closed-loop FES
control.

The detection algorithm consisted of finding peaks in
the signal transformed into wavelet space that crossed a
preset threshold. Wavelet coefficients were computed only
at optimal scales. In order to have the scales independent
of length of the signal being processed, a windowed con-
tinuous wavelet transform was implemented. The transform
was computed using a 20 millisecond moving window,
matching the window duration from the noise removal
step.
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Depending on the shape of an action potential, there
were cases where computation of the wavelet transform
resulted in maxima from different scales to appear at
different time instants—if more than one wavelet coefficient
had a magnitude larger that a preset detection threshold,
multiple detections of the same neural spike occurred. The
effect of multiple peaks in wavelet space is illustrated on
Figure 2, where for one action potential the maxima are
localized at a single time instant (one vertical bar on the panel
(b)), while for the other waveform the maxima appear in 2
time instants (2 vertical bars on panel (d)). In the latter case
there would be two events detected above the threshold for
only one action potential. In order to avoid this, a refractory
period was introduced into the algorithm: when a spike
is detected, another event can be registered only after the
expiration of the preset time interval. (Not to be confused
with the nerve fiber refractory period. This refractory period,
implemented in the algorithm, is a period during which any
other peaks crossing the detector threshold are ignored).
Exploratory data analysis on all extracted action potentials
showed that the scattering of wavelet coefficient maxima was
never larger than 146 microseconds. The refractory period
was therefore set to this value.

2.3. Classification of Action Potentials. It is important to note
that our objective was not to classify all the action potentials
to eventually have accurate information about single-unit
activity, but rather to isolate activity from subsets of fibers
that would be usable for closed-loop FES. In other words,
we were interested in classes that would provide a linear
relationship between neural firing and muscle length and
therefore independent of muscle stretch velocity.

In principle, there are two approaches when wavelets are
used in pattern recognition problems. The first is to use one
wavelet to represent all spike shape variations, and the other
is to use different wavelets for each of the spike templates.
In the former case one wavelet may not be sufficient if
there is a large variation between the action potentials
waveforms. This is very probable if a larger number of
units are present in the recording. In the latter case, the
best representation of different spike waveforms would be
achieved by designing new wavelets for continuous wavelet
transform. The procedure consists of approximating a given
pattern using least squares optimization under constraints
leading to an admissible wavelet [27]. We have tried this
on spike waveforms extracted from experimentally recorded
ENG, and good fits could not be found for all waveforms
because of the imposed constraints. Only certain biphasic
action potentials produced good fits. Even if a set of
wavelets could be found that represents all spike waveforms,
the computational power required for real-time parallel
computation of CoWT coefficients and processing would
exceed the computing power available today. A compromise
between the two approaches could be the representation of
the full set of action potential waveforms by a reduced set of
wavelets, for example, using complex wavelets. Two different
action potential waveforms would be represented by the real
and imaginary parts of a complex wavelet.

Table 1: Estimates of the number of units.

0.01 Hz sinusoidal stretch 0.25 Hz sinusoidal stretch

Rabbit Ch 1 Ch 2 Ch 3 Ch 4 Ch 1 Ch 2 Ch 3 Ch 4

1 10 9 10 8 9 9 9 6

2 13 13 10 12 12 12 9 12

3 7 8 5 6 7 7 6 7

4 7 8 5 6 7 7 4 6

5 15 15 5 3 14 14 4 3

6 8 9 8 8 7 7 8 8

7 6 4 7 10 6 3 6 8

8 5 11 8 12 6 10 10 11

9 11 9 8 8 10 9 8 8

10 9 7 7 9 8 8 7 9

Estimates of the number of units from which the electrode picks up activity
at the point when the muscle is maximally stretched. Results are shown for
each channel for both sinusoidal frequencies, for all 10 experiments.

The multiscale CoWT has an advantage that it also offers
a framework for classifying the detected neural spikes. Action
potentials differ in their shape and amplitude and it was
necessary to choose a feature set and a distance metric
with which they would be distinguishable. Exploratory data
analysis on the extracted neural spike waveforms indicated
that the CoWT coefficients computed using the same range
of scale factors as in the detection algorithm could be suitable
as classification features. Visual inspection of time-scale
plots, like those shown on Figure 2, indicate that they are
different for different spike waveforms. Classification could
therefore be performed by creating feature vectors using the
computed wavelet coefficients and then clustering the data
using the Euclidean distance metric. Feature vectors were
created by concatenating rows of the time-scale plots for the
real and imaginary parts of the CoWT transform, where each
row consisted of the CoWT coefficients from a particular
scale.

In our context, there are two steps in the classification
of detected action potentials. The first is the calibration
phase, where the classification is performed offline. The
purpose of the calibration is to identify action potentials
that encode relevant information for closed-loop control. In
other words, we look for classes of action potentials having
a linear relationship between firing rate and muscle length.
Once they are identified, the second step of the classification
is to recognize and track these particular action potentials
online in order to estimate muscle state.

Action potentials were classified using k-means. In order
to avoid local minima in the optimization, clustering was
repeated 50 times (replicates), each time using different
starting points. Clustering using less replicates sometimes
produced different clustering results using the same data set.
After the classification was complete, firing rates of each class
were computed. Eventually, the linearity of the relationship
between firing rates and muscle length was checked for each
class.

One requirement for using k-means algorithm is to know
in advance the total number of classes. In order to estimate
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Figure 4: Steps in the creation of a synthetic signal. Top 3 traces are the generated action potential trains for 3 units. The onset of the first
spike train is at t = 1 second, the second train at t = 2 second, and so on. The fourth trace is the superposition of traces 1–3. Background
noise is eventually added resulting in a signal on the bottom trace.
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Figure 5: ROC curves for four SNR levels. Performances of a simple threshold detector (empty-circle line) and the wavelet-based detector
(full-triangle line) are compared.
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Figure 6: (a) ROC curves for the detector based on the non-complex db2 wavelet (open-circle curve) and the detector based on the cgau1
wavelet (full-circle curve). (b) Ranges of detection scale factors for the cgau1 and db2 wavelets. The increment between successive scales is
0.25.
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Figure 7: Classification error rates depending on the number
of units simultaneously active, compared for three classification
approaches: template matching (black), principal components
analysis (gray), and wavelet-based (white).

the number of units each site of the tfLIFE picks up activity
from, aggregate afferent firing rates of the postprocessed
ENG signals were computed by counting the number of
peaks above threshold in a 1-ms moving time window.
This window duration matches approximately the absolute
refractory period of mammalian sensory nerve fibers [46].
Since there cannot be two spikes originating from the same
axon within this period, an estimation of the minimal
number of axons can be made by counting the number
of spikes in the window. Miscounts can occur in cases
where two or more spikes overlap. By extending the above
analysis onto a number of periods of the faster sine wave, the
probability of spike overlap becomes smaller, as it is unlikely
that the same subset of spikes will overlap in each period at
the same phase. The number of units being picked up by
the recording electrode changes depending on how much
the muscle is stretched. The more the muscle is stretched,
the more units are firing. Values in the Table 1 are estimates
of the number of units at the time the muscle is maximally
stretched. No significant differences in the numbers are
found between the slower and faster sine wave data. On
the other hand, there is a large variation when comparing
between rabbits and in some cases between different channels

of one electrode. Statistically, the median number of units
picked up at maximal stretch is 8, with a standard deviation
of 2.7. To account for the changing number of classes, the
total number of classes for off-line k-means clustering was
set to 10, allowing the algorithm to create empty classes.

2.4. Evaluation. In order to be able to evaluate the perfor-
mance of the spike sorting algorithm, knowledge of the exact
timing and class of each action potential in the ENG signal
is needed. Because of uncertainty about this information
in experimental data, artificial signals based upon recorded
action potentials were synthesized. Five action potentials
with distinctly different shapes were chosen to represent
5 neural spikes originating from different axons, that is,
different spike classes. These are shown on Figure 1. The
waveforms were normalized and used to synthesize spike
trains. Spike train firing rates were randomly chosen from
within the range found in the literature [47]. With the
exception of burst firing, muscle spindle afferents can fire
with a rate up to about 75 Hz. Burst firing was not considered
because the amplitude of an action potential firing in burst
mode can vary often as much as 50% [36]. Spike amplitudes
were scaled by integer values ranging from 3 to 6 standard
deviations of the background noise level, which corresponds
to the range of values found by inspecting the recorded
data. These 4 scaling factors represented different SNR
levels for which the analysis was performed. Therefore, the
SNR is defined here as the ratio of the peak amplitude of
the noise-free action potential and the standard deviation
of background noise. Signals were synthesized by adding
the spike trains onto experimentally recorded background
noise. Signals with up to 10 units firing simultaneously
were synthesized. Spikes having the same waveform and
amplitude were considered to be from the same axon
(belonging to the same class). A total of 900 signals were
generated: 100 signals with 2 units active, another 100 with
3 units, and so on until 100 signals with 10 units. Steps in the
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Figure 8: Afferent neural firing rate versus muscle length. Aggregate activity of all detected spikes (a) and activity from 2 clusters having a
good linear fit to the data (b) were used to compute the firing rates. Linear regression analyses are the full lines. Muscle length was normalized
by 4 mm.
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Figure 9: Comparison of cluster centroids for the slow (full circles)
and fast (triangles) muscle stretch rates.

creation of one synthetic signal with up to 3 units active are
shown on Figure 4.

3. Results

Performances of the wavelet-based detector and the detector
using simple amplitude thresholding are shown on Figure 5
in the form of receiver operating characteristics, or ROC
curves. These curves are graphical representations of detector
sensitivity versus specificity using a range of detection
thresholds. On the whole range of SNR levels the wavelet-
based detector outperforms the detector based on amplitude
thresholding; that is, for any given specificity, the corre-
sponding sensitivity is greater for the wavelet-based detector.
The performance gap becomes especially prominent with
low SNR.

Compared to detection using the non-complex db2
wavelet, detection using the cgau1 wavelet shows better
specificity in ROC space (Figure 6(a)). This is most probably
due to the wider range of wavelet transform scale factors

required for the db2 wavelet (Figure 6(b)). A wider scales
range translates into a wider frequency bandwidth, as
explained earlier. For the cgau1 wavelet the scales range was
from 1 to 6, and for the db2 wavelet it was from 2 to 14.

Classification results are shown in the form of clas-
sification error rates which are ratios of the number of
misclassified spikes to the total number of spikes being
classified. The wavelet-based classification is compared to
two other methods of classification: principal components
analysis (PCA) and template matching. Results are shown on
Figure 7 starting from the case when only two different spike
classes are present in the signal up to the case where 10 units
are simultaneously firing. Classification based on template
matching produced the highest classification error rates,
while wavelet-based and PCA-based approaches showed
similar results.

The spike sorting technique was eventually applied
on experimentally recorded muscle spindle afferent nerve
activity. Only flexion periods of ankle joint motion (stretch
periods of the MG muscle) were analyzed. The detection
threshold was chosen to be seven times the standard
deviations of the background noise level (in wavelet space).
Throughout all the trials, this threshold value corresponded
to the point on the ROC curves, where the specificity starts
to rapidly deteriorate while at the same time there is little
improvement in sensitivity.

The detected units were classified into 10 clusters. The
analysis was performed on data from all rabbits. Two to three
spike classes per rabbit showed a linear relationship between
their computed neural firing rate and instantaneous muscle
length. Since this relationship was not linear when using
the aggregate afferent firing rate, the result is an indication
that the algorithm is capable of isolating activity of units
less sensitive to muscle stretch velocity. Results from one
rabbit are shown on Figure 8. (a) shows the aggregate firing
rate of all detected spikes. The relationship is clearly not
linear in the region where the muscle stretch velocity slows
down rapidly (region where normalized muscle length is
close to 1). (b) shows the same relationship, but this time
using only the activity of the fibers insensitive to the velocity
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Figure 10: Typical profiles of firing rates versus muscle length for single clusters. On each plot the abscissa is the normalized muscle length
and the ordinate is the firing rate in spikes per second.

of muscle stretch. A linear regression analysis performed on
both shows that the fit on (b) is better.

4. Discussion

Results show that the CoWT is the preferred method for
neural spike detection. Even though this wavelet-based
classification does not show improvement in error rates
compared to the PCA-based algorithm, the advantage of
using the wavelet-based approach is that it provides a unique
framework for both spike detection and classification, that
is, after computing the complex wavelet coefficients in the
detection stage, no additional computation is required in the
subsequent classification.

4.1. Cluster Centroid Comparison for Different Stretch Rates.
It was of interest to compare activities of the same units for
the slow and fast muscle stretch rates in order to see if there
is a change in their velocity sensitivity. However, it is difficult
to identify same units in the 2 stretching conditions. Even if
units have a similar shape, there is no guarantee that they
are from the same sensory neuron. As we have seen from
the extracted waveforms, there are fewer distinctive shapes

than there are action potentials in a recording. Nevertheless,
comparison of cluster centroids from the 2 data sets was
done. In order to graphically present cluster inter-distance,
PCA was used to reduce the dimensionality of the time-
scale signatures of cluster centroids. Results for one rabbit are
shown on Figure 9. Full-circle and empty-triangle markers
correspond to cluster centroids from the slower and faster
sinusoidal muscle stretch, respectively. Pairs of centroids are
easily identifiable, which is a strong indication that they
correspond to the same sensory neuron. When relationships
between firing rate and muscle length are plotted for the
cluster pairs, firing rates from the slower muscle motion
exhibit linear or close to linear relationships with length,
while firing rates for the faster muscle motion show obvious
nonlinear behavior. Under the assumption that the cluster
pairs correspond to the same sensory neurons, one could
conclude that classes showing different behavior at different
muscle stretch rates originate from group Ia sensory fibers,
while classes showing linear behavior regardless of the stretch
rate originate from group II sensory fibers. There is however
not enough evidence to conclude that the units that keep
their linear behavior during the faster stretch rate are velocity
insensitive. Even the 0.25 Hz muscle stretching is a very slow
rate. If a definite conclusion is to be made, the behavior of
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these units needs to be studied using faster stretch rates than
those used in this study.

4.2. Aggregate Compared to Single-Cluster Activity. In cases
where the relationship between the aggregate firings rate and
muscle length from the faster sinusoidal stretch is nonlinear,
activity of single classes exhibits different behavior. A few
distinctive cases are shown on Figure 10. Class 1 shows the
typical behavior of a sensory neuron with a low activation
threshold and saturation point before maximal muscle
extension is reached. Activity is registered even at minimal
muscle stretch and saturation occurs even before the half
of the muscle stretch range. The second class illustrates the
difference between saturation and velocity sensitivity. Instead
of maintaining a constant firing rate after saturation, with
further increase in muscle length the rate starts dropping
at maximal stretch, where the velocity of the sinusoidal
movement decreases. The third plot is an example of a
class with a linear firing rate throughout the whole range of
motion. These are the action potentials we are interested in.
The fourth plot most probably represents 2 action potentials
with similar waveforms classified in one single class. The
first starts firing as soon as the muscle starts stretching,
after which it quickly saturates. As the muscle is stretched
further, the second starts firing and continues firing until
maximal muscle extension is reached. Classes with this kind
of behavior could also be useful for control purposes as
long as their activity can be modeled as a piece-wise linear
function.

4.3. Application in Closed-Loop FES. Results show that the
spike sorting algorithm may be useful in closed-loop FES
using natural sensory feedback. The spike sorting scheme
seems to be capable of isolating the activity of secondary
sensory endings from the aggregate neural activity of muscle
spindle afferents, making it possible to establish a linear
relationship between muscle length and neural firing rate.
This result is a step towards an online model-based estimator
of muscle length. The more classes having linear behavior
are found, the more robust the estimation of muscle state
would eventually be. Information about cluster centroids
from the calibration step would be used as initial values
for the classifier and each detected spike would be assigned
to one of these initial clusters. Cluster centroid for that
class would be updated, taking into account the signature of
the new class member. Updating insures the algorithm can
adapt to any slow changes in the shape of action potentials,
resulting from electrode drift or fibrous encapsulation of
the electrode recording sites. Lastly, not all classes would be
needed. Only classes relevant for feedback purposes would
be tracked.

To give an idea of the computational requirements,
off-line computation of complex wavelet coefficients at
16 scales using the cgau1 wavelet took approximately 4
seconds for 100 ms of data (update time in closed-loop
control). It is expected that the processing time would
be reduced approximately tenfold when the algorithm is
implemented using a low-level programming language, and

even more if implemented using an application-specific
integrated circuit (ASIC). Therefore, it is expected that real-
time implementation is possible.

Regardless of the spike algorithm, the overall perfor-
mance of spike sorting is highly dependant on the quality
of signal recording. Apart from signal processing methods
to minimize the effects of noise, work on novel signal
acquisition techniques [48] would be beneficial.

5. Conclusions

The CoWT offers a convenient framework for neural spike
detection and classification: (1) it is time invariant, unlike
the undecimated DWT, (2) it needs 3 times less scale factors
compared to the CWT to achieve the same performance in
terms of spike detection and localization, (3) it requires less
computing power (50%), and (4) it is covers a narrower
frequency band, resulting in processing that is less sensitive
to noise. Contrary to the previous work [24, 26], no
inverse wavelet transform and no additional computation
is necessary in the classification stage as we propose a
classification scheme based on the wavelet coefficients used
to detect spikes. By doing so, computation cost is reduced,
and detection and classification are unified in a single data
processing flow.

Evaluation on synthesized multiunit ENG shows the
wavelet-based neural spike detection outperforms the
threshold detection method, especially in cases of low SNR.
Results are even better when comparing the CoWT to CWT.

We demonstrated that the complex wavelet-based clas-
sification is able to isolate afferent muscle spindle activity
having a linear relationship with muscle length. Results are
consistent in all experiments. This is a step towards an
online model-based estimator of muscle length that can
be used in a closed-loop FES system with natural sensory
feedback. We show that by using a single signal processing
method based on the complex wavelet transform, it is
possible to estimate the length of a muscle based on ENG
recordings.

The algorithm could be further optimized in terms of
computational speed. Reducing the number of scaling factors
used to compute the CoWT could perhaps produce neg-
ligible deterioration in performance. We were conservative
when making the initial choice in order to demonstrate
feasibility and to focus on the method itself. This potential
improvement will be investigated in more detail before
proceeding with the real-time hardware implementation of
the spike sorting scheme.
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The accurate characterization of spike firing rates including the determination of when changes in activity occur is a fundamental
issue in the analysis of neurophysiological data. Here we describe a state-space model for estimating the spike rate function that
provides a maximum likelihood estimate of the spike rate, model goodness-of-fit assessments, as well as confidence intervals for the
spike rate function and any other associated quantities of interest. Using simulated spike data, we first compare the performance of
the state-space approach with that of Bayesian adaptive regression splines (BARS) and a simple cubic spline smoothing algorithm.
We show that the state-space model is computationally efficient and comparable with other spline approaches. Our results
suggest both a theoretically sound and practical approach for estimating spike rate functions that is applicable to a wide range
of neurophysiological data.

1. Introduction

When does a neuron respond to an external sensory stimulus
or to a motor movement? When is its maximum response
to that stimulus? Does that response change over time with
experience? Neurophysiologists and statisticians have been
trying to develop approaches to address these questions ever
since this experimental approach was developed. One of the
most widely used approaches used to determine when and
if a neuron fired to the stimulus is to use a peristimulus
time histogram (PSTH), simply averaging the responses
over some time bin over all the trials collected. However,
because there is no principled way of choosing the bin
size for the PSTH, its interpretation is difficult. An even
more challenging question is characterizing neural activity of
responses to a stimulus if it changes over time as is the case
in learning. Again, averaging techniques are typically used
to characterize changes across trials, but averaging across 5

or 10 trials severely limits the temporal resolution of this
kind of analysis. Beyond averaging techniques, a range of
more sophisticated statistical methods have been applied to
characterize neural activity including regression or reverse
correlation techniques [1], maximum likelihood fitting of
parametric statistical models [2–9], and Bayesian approaches
[10–13].

Recently models have been proposed for the analysis of
spike train data using the state-space approach [4, 14, 15].
The state-space model is a standard approach in engineering,
statistics, and computer science for analyzing dynamic hid-
den or unobservable processes [15–18, 23]. It is defined by
two equations: the state equation that defines the evolution
of the hidden or implicit stimulus through time and the
observation equation that links the implicit stimulus to the
neural response. Analysis using simulated neural spike train
data established the feasibility and accuracy of this state-
space approach [15]. We previously used a point process
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adaptive filter in the analysis of a study in which learning-
related neural activity was characterized in the hippocampus
as monkeys learned new associations online [19, 20]. This
filter algorithm provided highly accurate spike rate functions
that allowed analysis of the neural activity both within a
trial and across learning trials. Using these algorithms we
identified changes in neural activity that were correlated with
behavioral learning over the course of the training session.
However, because confidence intervals were not calculated
for this first model, it did not allow us to define statistically
when within or across trials, a change in firing rate took
place.

To address this issue, we now describe a state-space
model for estimating the spike rate function by maximum
likelihood using an approximate Expectation-Maximization
(EM) algorithm. A major advance of this model over our
previous model is that we can now assess model goodness-
of-fit and compute confidence intervals for the spike rate
function and other associated quantities of interest such as
location of maximal firing. In this way, one can determine
the precise timing of neural change either within or across
trials. Using simulated spike rate data, we first compare our
approach with that of Bayesian adaptive regression splines
(BARS, [13, 21]) and a simple cubic spline smoothing
algorithm. The state-space model performs comparably with
BARS (in its default setting) and improves over the cubic
spline method. Next, we illustrate the state-space algorithm
applied to real neurophysiological data from the monkey
hippocampus during the performance of an associative
learning task [20]. To test the model on a wide range of
neural data, we also apply the state-space algorithm to real
spike counts from the supplementary eye field of a macaque
monkey during saccadic eye movements analyzed in 10-
millisecond bins [22]. We show that this modified state-
space algorithm provides both an accurate and highly flexible
way to describe spike rate functions over a wide range of
experiments.

2. Materials and Methods

2.1. A State-Space Model of Neural Spiking Activity. We
assume that the spike rate function of a single neuron is
a dynamic process that can be studied with the state-space
framework used in engineering, statistics, and computer
science [15–18, 23]. The state-space model consists of two
equations: a state equation and an observation equation.
The state equation defines an unobservable state process that
governs the shape of the spike rate function across time.
Such state models with unobservable processes are often
[15, 24, 25] referred to as hidden Markov or latent process
models. The observation equation completes the state-space
model setup and defines how the observed data relate to
the unobservable state process. The data we observe in the
neurophysiological experiments are the series of spike trains.
Therefore, the objective of the analysis is to estimate the state
process and hence, the spike rate function from the observed
data. We conduct our analysis of the experiment from the
perspective of an ideal observer. That is, we estimate the spike

rate function at each time point having recorded the entire
spike train or set of spike trains.

Assume that during a neurophysiological experiment in
which the spiking activity of a single neuron is recorded for
J trials and that each trial is of length T . For an experiment
involving a single neural spike train we have J = 1. We define
the observation interval (0,T] and the conditional intensity
function for t ∈ (0,T] as

λ(t | Ht) = lim
Δ→ 0

Pr(N(t + Δ)−N(t) = 1 | Ht)
Δ

, (1)

where N(t) is the number of spikes in the interval (0, t]
and Ht is the history up to time t. The conditional intensity
function is a history-dependent rate function that generalizes
the definition of the Poisson rate [26]. If the point process
is an inhomogeneous Poisson process, then the conditional
intensity function is λ(t | Ht) = λ(t). It follows that λ(t |
Ht)Δ is the probability of a spike in [t, t + Δ) when there is
history dependence in the spike train. In survival analysis the
conditional intensity is termed the hazard function because,
in this case, λ(t | Ht)Δ measures the probability of a failure
or death in [t, t+Δ) given that the process has survived up to
time t [27].

To facilitate presentation of the model, we divide the time
period (0,T] into K intervals of equal width Δ = TK−1, so
that there is at most one spike per interval. Let njk be the
number of spikes in the interval ((k − 1)Δ, kΔ] for trial j,
where, j = 1, . . . , J and k = 1, . . . ,K. We define the state
model as

xk = xk−1 + εk, (2)

where xk is the unknown state at time kΔ and εk is a Gaussian
random variable with mean zero and variance σ2

ε . We assume
further that x0 is Gaussian with mean μ and variance σ2

0 .
Using the theory of point processes [26, 28], we express

the observation model for the spikes njk in the interval ((k−
1)Δ, kΔ] given xk as

Pr
(
njk
)
= exp

{
njk log λ(kΔ | xk)Δ− λ(kΔ | xk)Δ

}
, (3)

where we model the conditional intensity function in terms
of the state process as

λ(kΔ | xk) = exp(xk). (4)

Under this model, the spiking activity on different trials is
independent and history dependence in the spiking activity
within a trial is defined in terms of the state process. We use
the exponential function to ensure that the right hand side in
(3) is strictly positive.

We define nk = (n1k, . . . ,nJk) as all the observations
in the interval ((k − 1)Δ, kΔ] across all J trials, N1:K =
(n1, . . . ,nK ), x = (x1, . . . , xK ), and θ = (μ, σ2

ε ). Because x
is unobservable and θ is an unknown parameter, we use
the Expectation-Maximization (EM) algorithm to compute
their estimates by maximum likelihood [29]. The EM algo-
rithm is a well-known procedure for performing maximum
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likelihood estimation when there is an unobservable process
or missing observations. We used the EM algorithm to
estimate state-space models from point process observations
with linear Gaussian state processes [15]. Our EM algorithm
is a special case of the EM algorithm in Smith and Brown
[15], and its derivation is given in Appendix A. We denote

the maximum likelihood estimate of θ as θ̂ = (μ̂, σ̂2
ε ).

To understand what is accomplished in the EM model
fitting, we note that the log of the joint probability density of
the spike train data and the state process (A.1) is

J∑

j=1

⎡
⎣

K∑

k=1

((
njk log λ(kΔ | xk)Δ

)
− (λ(kΔ | xk)Δ)

)
⎤
⎦

− (2σ2
ε

)−1
K∑

k=2

(xk − xk−1)2.

(5)

Expression 2.5 has the form of a penalized likelihood
function and shows that the values of the state process
impose a stochastic smoothness constraint on the condi-
tional intensity or spike rate function [18, 24]. The parameter
σ2
ε is the smoothing parameter. The larger the value of σ2

ε ,
the rougher the estimate of the spike rate function or the
PSTH. Similarly, the smaller the value of σ2

ε , the smoother the
estimates of these functions. Hence, the maximum likelihood
estimate of σ2

ε governs smoothness of the spike rate function
or PSTH. That is, the analysis uses maximum likelihood to
estimate the degree of smoothing that is most consistent with
the data.

2.2. Estimating the Spike Rate Function. Given the maximum
likelihood estimates of the x and θ, we can compute for
each xk, xk|K , the smoothing algorithm estimate of the state
process at time kΔ. It is the estimate of xk given N1:K , all
the data in the experiment with the parameter θ replaced
by its maximum likelihood estimate, where the notation xk|K
means the learning state process estimate at trial k given the
data up through trial K . The smoothing algorithm gives the
ideal observer estimate of the state process. The smoothing
algorithm estimate of the state process at each time kΔ is
the Gaussian random variable with mean xk|K and variance,
σ2
k|K . The conditional intensity function is computed by (4)

evaluated at the maximum likelihood estimates of xk and θ
and is defined as

λ
(
kΔ | xk|K

) = exp
(
xk|K

)
(6)

for k = 1, . . . ,K .

2.3. Confidence Intervals for the Spike Rate Function. Approx-
imating the probability density of the state at kΔ as the
Gaussian density with mean xk|K and variance σ2

k|K , it follows
from (6) and the standard change of variable formula from
probability theory [30] that the probability density of the
spike rate function at time kΔ is the lognormal probability

density defined as [15]

p
(
λk | xk|K , θ̂

)

= (2πσ2
ε

)−1/2
λk
−1 exp

{
−(2σ2

ε

)−1(
log λk − xk|K

)2
}

,

(7)

where λk = λ(kΔ | xk|K ). A standard analysis is to construct
a histogram from the data collected across the J trials in the
experiment. Under the state-space model, we can compute
the probability density of a histogram constructed with any
bin width. To see this, we note that given two times 0 ≤ t1 ≤
t2 ≤ T the smoothed histogram based on our conditional
intensity function estimate is

Λ(t2 − t1) =
∫ t2

t1
λ(u)du, (8)

and hence, the smoothed rate function estimate is

Λ̂(t2 − t1) =
∫ t2

t1
λ̂(u)du ≈

∑

t1≤kΔ≤t1
λ
(
kΔ | xk|K , θ̂

)
Δ. (9)

The confidence intervals for the smoothed estimate of the
rate function in (9) can be efficiently computed by Monte
Carlo methods. The details of these computations are given
in Appendix B.

2.4. Between Time Comparisons for the Spike Rate Function.
An objective of the spike rate function or PSTH analysis
is to compare rate functions between two or more time
points in the observation interval (0,T]. That is, for any two
times k1Δ and k2Δ, we can compute Pr(λk2Δ > λk1Δ). As in
Smith et al. [31] we compute this probability using Monte
Carlo methods. The details of this computation are given in
Appendix C.

2.5. Model Assessment. An important part of our analysis
is to assess how well the model estimates the true function
in the presence of noise. To determine this, we designed
a simulation study to test our estimation method across a
range of rate curves with differing noise levels. We compared
the estimated function and true function using the average
mean squared error (MSE). For our assessments of goodness-
of-fit in the real data cases, we used the chi-squared test. This
tests the extent to which the observed number of spikes in
a prespecified time interval is consistent with the numbers
predicted by the model [32].

2.6. Alternative Methods for Estimating Spike Rate Functions.
We compare our state-space smoothing methods to two
established procedures for data smoothing: cubic splines and
Bayesian adaptive regression splines.

2.6.1. Cubic Splines. Cubic splines are a standard method
for smoothing of both continuous-valued and discrete data
[24]. They are composed of third-order polynomials that are
continuous up to order three and differentiable up to order
two. Given a specification of the knot locations, they provide
a smooth estimate of the underlying function.
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2.6.2. Bayesian Adaptive Regression Splines. Bayesian adap-
tive regression splines (BARS) is a recently developed pro-
cedure for smoothing both continuous-valued and discrete
data [12, 21, 33]. The method assumes that the underlying
rate function can be described by a set of free-knot cubic
B-splines. BARS uses the Bayesian information criterion
(BIC) in conjunction with variable dimension Markov chain
Monte Carlo methods to estimate the spline coefficients, to
estimate the location and number of knots and to decide
on the order of the B-splines used in the analysis. The
mode of the corresponding marginal posterior probability
density is taken as the estimate of each quantity. BARS has
been shown to outperform other spline-based smoothing
procedures (e.g., [34]) in terms of mean squared error [21].

2.7. Experimental Protocol for a Location Scene-Association
Task. To illustrate the performance of our methods in
the analysis of an actual learning experiment, we analyze
the responses of neural activity in a macaque monkey
performing a location-scene association task, described in
detail in Wirth et al. [20]. The objective of the study was to
relate the animal’s behavioral learning curve to the activity
of individually isolated hippocampal neurons [20]. In this
task, the monkey fixates on a point on a computer screen for
300 milliseconds and is then presented with a novel scene for
500 milliseconds. A delay period of 700 milliseconds follows,
and in order to receive a reward, the monkey has to associate
the scene with the correct one of four target locations:
north, south, east, and west. Once the delay period ends,
the monkey indicates its choice by making a saccadic eye
movement to the chosen location. Typically between 2–4
novel scenes were learned simultaneously and trials of novel
scenes are interspersed with trials in which four well-learned
scenes are presented. Because there are four locations the
monkey can choose as a response, the probability of a correct
response occurring by chance is 0.25.

2.8. Experimental Protocol for a Study of Supplemental Eye
Field Activity. As a second illustration of our methods we
consider spike data recorded from the supplementary eye
field (SEF) of a macaque monkey [22]. Neurons in the SEF
play a role in oculomotor processes. A standard paradigm for
studying the spiking properties of these neurons is a delayed
eye movement task. In this task, the monkey fixates, is shown
locations of potential target sites, and is then cued to the
specific target to which it must saccade. Next, a preparatory
cue is given, followed a random time later by a go signal.
Upon receiving the go signal, the animal must saccade to the
specific target and hold fixation for a specified amount of
time in order to receive a reward. Beginning from the point of
the specific target cue, neural activity is recorded for a fixed
interval of time beyond the presentation of the go signal.
After a brief rest period, the trial is repeated. Multiple trials
from an experiment such as this are jointly analyzed using
a PSTH to estimate firing rate for a finite interval following
a fixed initiation point. That is, the trials are time aligned
with respect to a fixed initial point, such as the target cue.
The data across trials are binned in time intervals of a fixed

length, and the rate in each bin is estimated as the average
number of spikes in the fixed time interval.

3. Results

3.1. Simulation Study. We first designed a simulation study
to compare our state-space smoothing method with BARS
and splines. This study tests the ability to reproduce accu-
rately test curves in the presence of noise. We constructed a
true function of the form

Nk = N0 +
(NK −N0)

1 + exp
(−γ(k − δ)

) +
H√
2πs2

exp

(
− (k − δ)2

2s2

)

(10)

for k = 1, . . . ,K . This is a sigmoid-shaped curve with a
small Gaussian increase close to the inflection point. Our
choices for start point (N0), end point (NK ), inflection
point (δ), and the rate of increase of the sigmoid (γ)
were, respectively, 20, 40, 20, and 0.3. We considered 6
combinations of the pair of parameters H and s, namely, (10,
.5), (20, .5), (10, 1), (20, 1), (30, 1), and (100, 3), denoted
Examples 1–6, respectively, (green curves in Figure 1). With
these parameters, the maximum deviation resulting from
the Gaussian (i.e., maximum of the last term in (10))
ranges from approximately 4 (Example 3) to approximately
16 (Example 2).

To simulate count data, we added to each of the 6
test curves zero-mean, Gaussian noise with a variance of
either σ2

ν = 1, 4, or 9, and we rounded the continuous-
valued observations to the nearest integer. For each noise
variance, we drew 10 samples, resulting in a 6 × 3 × 10
test curves (blue curves in Figure 1). By using this choice
of test parameters, we were able to compare how well
the three methods reconstruct the true curves with very
small deviations (Examples 1 and 3), very sudden changes
(Examples 2 and 5) and broader deviations (Examples 4 and
6), all at three different noise levels (rows 1–3 in Figure 1).
We chose this approach for the test curves because we
determined empirically that it produced count data similar
to those in the experiments of Wirth et al. [20] as well as
rate functions similar in shape to the curves used to test
BARS ([21, Example 2, Figure 1(b)]). The values used for
noise variance were selected to range from sufficiently high
that in some cases the Gaussian stimulus is barely perceptible
(e.g., Example 3 with σ2

ν = 9) to relatively low such that the
stimulus dominates (e.g., Example 2 with σ2

ν = 1) with signal
to noise ratios (sd(N1:K )/σν) ranging from approximately 3
to 9.

For this study, we compared our state-space model
estimates with those of BARS and splines using the mean
squared error computed from

MSE = 1
K

K∑

k=1

(
N̂k − int(Nk)

)2
, (11)

where N̂k is the count estimate computed from each of the
three methods and int(Nk) is computed from (10).
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Figure 1: Test curves for simulation study. The six true functions (denoted Examples 1–6, green curves) are generated using a sigmoid
combined with a Gaussian (10) using the parameter pairs for height of Gaussian, H , and width of Gaussian, s, of (10, .5), (20, .5), (10, 1),
(20, 1), (30, 1), and (100, 3). Each row shows 10 noisy test sets superimposed (blue) and generated by adding zero-mean normally-distributed
random noise to the true functions. The values of noise variance are 1 (top row), 4 (middle row) and 9 (bottom row).

We considered two formulations for our state-space
model. For the first naı̈ve model (SS1), we estimated the
initial rate at k = 0 from the first three data observations. For
the second model (SS2), we reversed the data and estimated
the end point (which is the true start point) by maximum
likelihood. We then used this maximum likelihood estimate
of the initial conditon at k = 1 as a fixed initial condition in
model SS2. This takes advantage of the fact that a stationary
time series taken forward in time should also apply with time
reversed [35]. In practical terms, by adding more certainty in
the SS2 model, the resulting random walk variance is often
smaller resulting in smoother results.

For the lowest noise case (σ2
ν = 1), we found that

SS1 and spline estimates had the lowest average MSEs of
all the methods (red and green lines, resp., Figure 2). For
the SS1 model this MSE was relatively constant across all
6 Examples. The spline model was also relatively constant
except in Example 2 where there was a larger MSE and a
very sudden change in the true function. For this low noise
case, the SS2 estimates (black) were slightly better than BARS
(blue) for all examples, though not as good as the SS1 and
spline estimates. The MSEs from both BARS and SS2 were
particularly high for Examples 2 and 5 where the change in
true function was quite sudden at the inflection point and
for Examples 4 and 6 where there was a broader bump. For
Example 3, where the Gaussian bump is barely perceptible,
all four methods were comparable.

As the noise variance increases to σ2
ν = 4 and 9, SS2

estimates had significantly lower MSEs (Figure 2) with the
exception of the splines model in just one of the twelve
parameter combinations (σ2

ν = 4 in Example 5). The SS2

MSE estimates were similar in trend to those of BARS
though slightly lower. Again the cases where the true function
changes suddenly are least well reproduced. The MSEs for
SS1 are flat across all examples but become progressively
higher in value as σ2

ν increases. This is because SS1 tends
to track the noise in the count data without smoothing as
we show for the high noise case of Example 6 (red lines,
Figure 3(a)). As with the SS1 method, the spline estimates
(Figure 3(d)) also appear to track the noise in the process,
resulting in a ragged estimate of spike count. In contrast, SS1
and BARS estimates are smoother (red lines, Figures 3(b) and
3(c), resp.), but at the cost of smoothing out the Gaussian
bump in the true curve (green).

Because SS1 appears to track the noise in the data without
sufficient smoothing, we use only the SS2 approach for the
following cases applied to real data.

Data Example 1: comparing the changes in firing rate within
trials in an location-scene association experiment. As a first
illustration of our method applied to real data, we take the
data from one hippocampal cell from the macaque monkey
performing the location-scene association task described
in Section 2. The data consists of spike times recorded at
1 millisecond precision from 55 repeated trials (Figure 4(a)).
The average firing rate across the experiment was 20.42 Hz.
We can see from the spike raster that the density of spikes
increases both within trials and across trials.

One current strategy for estimating changes in firing
rate as a function of time from the start of each trial is to
employ the peristimulus time histogram (PSTH). The PSTH
sums the observed spikes across trials and displays them
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Figure 2: Average mean squared errors (MSEs) computed for the simulation study. We show results for SS1 (red), SS2 (black), BARS (blue)
and splines (green) for Examples 1–6 at three different noise levels. With SS1 and splines the MSE increases as the noise level increases
whereas SS2 and BARS give more consistent results across the range of noise levels.
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Figure 3: Example of performance of all four techniques applied to data from Example 6 with noise variance of 3. We show SS1 (a), SS2
(b), BARS (c), and splines (d). On each figure we show the raw count data (blue), mean estimated count (red), and true function used to
generate the data (green). Each panel shows the 10 raw data curves and 10 estimated counts superposed. The SS1 and splines methods tend
to track the noise whereas SS2 and BARS have more smoothing.

as a histogram-type plot of counts occurring within fixed
intervals of time. The choice of time interval or bin width is
often made somewhat arbitrarily by the experimenter based
on the desired degree of smoothing.

First, we applied our state-space algorithm to the count
data summed (Figure 4(b)) at the precision of the experi-
ment. The mean firing rate (blue curve, Figure 4(c)) yields
similar firing rate estimates as the histogram but with the

addition of a 95% confidence region (gray). For comparison
we also computed the firing rate estimates using BARS
(red dashed) and splines with 100 evenly spaced knots
(green). All models give more interpretable results than
the raw data (Figure 4(b)) as it is binned on such a small
time scale that it is very noisy. The cubic splines method
estimates the firing rate to be lower than observed at both
ends.
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Figure 4: (a) Raster plot of raw spike data for a single cell over 55 trials. The four behavioral periods (baseline, scene, delay, and response)
are delineated by the vertical dashed lines. (b) Peristimulus time histogram (PSTH) for the data with bin size of 1 millisecond. (c) Firing rates
computed by state-space model (blue), BARS (green), and splines (red). The 95% confidence bounds for the state-space model are shaded
in gray.

To assess how well each model fits the data we carried
out the χ2 goodness-of-fit test. The null hypothesis here
is that the model fits the data. We found that the results
from both the SS (χ2 = 1.57 × 103, P = .98) and BARS
(χ2 = 1.62× 103, P = .88) models were consistent with this
hypothesis and fit the data well. The splines approach had a
low probability of fitting the data (P < .001).

To examine the effects of choice of bin width on the
analysis of this data, we resorted the raw data into bins
with widths of 10 milliseconds (gray bars, Figure 5(a)),
20 milliseconds (gray bars, Figure 5(b)), and 50 milliseconds
(gray bars, Figure 5(c)). As the bin width increases, the his-
togram becomes smoother. We found that the SS estimates
of instantaneous firing rate (blue lines, Figure 5) track all the
PSTHs well.

A major advantage of the SS approach over the other
options is that it provides confidence bounds (red dashed

curves, Figure 5) and allows smoothing that captures the
essential features of the firing rate curve for different bin
widths without rerunning the computer code. That is,
once we have the SS estimates at the finest precision, say
1 millisecond, it is straightforward and fast to get estimates
of the firing rates for count spikes occurring within any fixed
intervals of time using (9). Splines and BARS require a new
run of the estimation procedure for every change in bin
width. In addition, the SS method requires the estimation of
only two parameters to get the firing rate curve while BARS
requires six parameters to estimate the curve. For the splines
estimates we required 100 internal evenly spaced knots to fit
the curve.

An important question here is whether the instanta-
neous firing rate is significantly different across the 1700-
millisecond length of the experiment. Using the Monte Carlo
algorithm presented in Appendix C, we are able to compute
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Figure 5: State-space approach applied to data from previous figure binned at different time precisions. We show data bin widths of 10 (a),
20 (b), and 50 (c). The estimated mean firing rate (blue curves) tends to be smoother as the bin width increases. The 95% confidence bounds
(red dashed curves) remain relatively constant in width for all three cases.
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Figure 6: Trial-by-trial comparison between firing rates shown in
Figure 4(c). Each pixel represents the value of the probability that
the firing rate at time i (x-axis) is greater than the firing rate at
time j (y-axis). The probability values are represented using the
grayscale shown. Pixels with values greater that 0.99 are shown
in red and pixels with values less than 0.01 are shown in blue.
Therefore from approximately 650 milliseconds onwards the firing
rate is significantly greater than previous firing rates (red region).
The firing rate around 1250 milliseconds is lower than firing rates
centered at 1000 milliseconds (blue region). For a small period
around 1500 milliseconds the firgin rate is greater than the firing
rate around 1250 milliseconds.

Pr(i > j), the probability that firing rate at time i was greater
that the firing rate at time j for all i < j (Figure 6). By using
this algorithm, it is possible to observe from the data that
the following hold. The instantaneous firing rate observed
in the first 634 milliseconds of the trial (baseline period
and part of the scene presentation) was significantly smaller
than the firing rates later than 634 milliseconds. The firing
rate around 1250 milliseconds is lower than at times around
1000 milliseconds. The firing rate around 1500 milliseconds
is significantly above the rate around 1250 milliseconds and
the rate before 750 milliseconds.

Using a similar Monte Carlo approach (see Appendix D),
it is also possible to examine in more detail the peak in firing
rate that occurs at around 1000 milliseconds (Figure 7).
We can compute both the distribution of maximal firing
rates (Figure 7(a)) and the distribution of times that the
peak is likely to occur (Figure 7(b)). We find that the 95%
confidence intervals for maximal firing rate and time of

occurrence (based on 10 000 Monte Carlo samples) are
(34.41, 35.35) Hz and (990, 1014) milliseconds, respectively.
The 95% confidence intervals provided by BARS for maximal
firing rate and time of occurrence are (30.04, 36.67) Hz and
(872.70, 1700) milliseconds, respectively. Thus, the state-
space approach provides tighter confidence intervals than
BARS for both maximal firing rate and time of occurrence.
The cubic splines approach does not provide confidence
bounds so comparison with this model is not possible.

Data Example 2: estimation of the firing rate across trials in
a location-scene association task. In our second example,
we consider the same data as the previous example only
here we are interested in tracking neural activity as a
function of trial number. The neural data is divided into
distinct time periods based on the timing of the stimuli
shown in the trail. Each trial is initiated with the animal
fixating a central fixation spot. These time periods include
a baseline period (0–300 milliseconds after fixation), a
scene period (301–800 milliseconds after fixation), a delay
period (801–1500 milliseconds after fixation) and a response
period (1501–1700 milliseconds after fixation). We seek in
this example to determine the earliest trial where we can say
that the firing rate during the delay period is significantly
above that in the baseline period. Thus, we analyze the count
data for the delay and baseline periods as a function of trial
number in the session (Figure 8(a), Hz-scaled black and blue
dots, resp.).

From examination of the median firing rate estimates
from our state-space model, it is evident that the rate
from the delay period (broad black curve, Figure 8(a)) is
approximately the same as that of the firing rate of the
baseline (broad blue curve) until around trials 20–25. We
can formally compare the two distributions using Monte
Carlo (Figure 8(b)) and find that the delay rate is significantly
higher than the baseline rate from trial 20 onwards at a
significance level of 0.05. As before the BARS estimate with 8
parameters and spline estimate with 27 knots (red and green
curves, respectively, Figure 8(a)) are slightly smoother and lie
within the 95% confidence limits estimated by the state-space
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Figure 7: Uncertainty in the maximal firing rate for hippocampal data in Figure 4. (a) Estimated distribution of maximal firing rates
computed using the algorithm in Appendix D. (b) Estimated distribution of the location in time of maximal firing.
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Figure 8: (a) Firing rates with 95% confidence limits in delay period (black) and baseline period (blue). Raw count data is shown as dots
for delay (black) and baseline (blue). BARS (splines) results for delay and baseline are red (green). (b) Probability of the two firing rates
estimated using the state-space method in panel A being different as a function of trial. By trial 21, the ideal observer can be confident that
the firing rate in the delay period is significantly different (P > .95) from the firing rate in the baseline period. Line colors indicate P ≤ .5
(blue), .5 < P ≤ .95 (green), and P > .95 (red). (c) Trial-to-trial comparisons for the delay period firing rate showing Pr(trial i (x-axis)
greater than trial j (y-axis)). The magnitude of the probabilities is represented with using the grayscale shown. Red pixels indicate where this
probability is greater than 0.99. Blue pixels indicate where the probability surface falls below 0.01. From around trial 20 onwards and for the
rest of the experiment, the firing rate is above the firing rate at earlier trials.

approach. The cubic splines technique has difficulty tracking
the rapid increase in firing rate around trial 15 (green
curve, Figure 8(a)) in the delay period. Therefore, for this
data our state-space results seem comparable to the results
from BARS. Both models results appear preferable to the

results from cubic splines, which appears to oversmooth the
data.

In addition to comparing the delay rate with the baseline
rate, we can also employ the algorithm in Appendix C to
compare the rates between trials. We show results for the
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Figure 9: (a) PSTH of raw data (gray bars) from SEF study in Olson et al. [22]. The state-space estimates (blue lines representing median
and 95% confidence bounds) track the PSTH values. Also shown are estimates by BARS (red) and splines (green). (b) The distribution of
estimated values of maximal firing rate computed using the algorithm in Appendix D.

delay period (Figure 8(c)). The red block in the probability
surface indicates that from around trial 20 onwards the firing
rate is significantly higher than earlier trials, consistent with
the baseline comparison observation.

We carried out a χ2 goodness-of-fit test for all three
methods and found that splines and BARS did not fit the
data (P < .05), while the state-space approach did (χ2 =
36.98,P = .96).

Data Example 3: estimation of firing rate for supplemental eye
field activity. As a third example of our technique applied
to real data, we consider the supplementary eye field data
from Olson et al. [22] as described in Section 2. The data
consists of spike counts from 60 repeated trials binned in 10-
millisecond intervals over trials of length 1100 milliseconds.

The PSTH of the raw data (gray bars, Figure 9(a))
indicates a sharp peak around 400 milliseconds. However,
estimation of the position of maximal firing is difficult given
the noisy nature of the PSTH. The state-space estimates of
median firing rate and 95% confidence bounds (blue curves,
Figure 8(a)) are also noisy reflecting the noisiness of the
data. BARS (red curve) and splines (55 knots, green curve)
smooth the data to a greater extent and lie largely within
the 95% confidence bounds of the state-space estimates. One
exception is where the splines method fails to track the rapid
increases in rate around trial 400 and appears to oversmooth
the data. This is also the case when the rate suddenly drops
around 500 milliseconds.

The results of the chi-squared goodness-of-fit tests
indicate that the state-space method (χ2 = 39.55, P = 1.00)
and BARS (χ2 = 34.40, P = 1.00) fit the data whereas
splines did not (P < .05). All three methods provided
estimated average firing rates close to the observed firing rate
of 22.85 Hz : SS (22.96±22.86 Hz), BARS (22.88±23.04 Hz),
and splines (22.65± 21.88).

One important feature of this experiment was to find
the location and magnitude of the maximal firing rate.
To find the estimated maximal firing rate, we used Monte
Carlo simulation (Appendix D) to get the distribution of the
maximal firing rate and its time of occurrence (Figure 9(b)).
The 95% confidence interval for maximal firing rate (based
on 10 000 Monte Carlo samples) is (95.31, 98.77) Hz with
time equal 450 milliseconds. The 95% confidence intervals
provided by BARS for maximal firing rate and time of
occurrence are (94, 102) Hz and (446, 456) milliseconds,
respectively. Once again the state-space approach provided
smaller confidence intervals than BARS for both maximal
firing rate and time of occurrence.

4. Discussion

We present a state-space approach that allows the experi-
menter to input data at the precision of the measurements
and provides a computationally efficient estimate of the
firing rate and its confidence limits. The approach also
allows the experimenter to investigate particular features of
the firing rate curve such as when it differs significantly
from baseline. It also provides confidence limits on features
of interest in the firing rate such as the location and
magnitude of the peak. These additional features provide
a powerful set of tools with which one can analyze a wide
range of neurophysiological experiments. This framework
for analyzing spike train data can also be easily integrated
with results from an analogous state-space model developed
to analyze changes in behavioral learning [36].

4.1. State-Space Technique versus Other Techniques. The
state-space approach compares favorably with the other two
smoothing techniques considered. The confidence intervals
are consistent across a range of reasonable bin width values
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for the PSTH (Figure 5). Thus using our state-space method,
the experimenter no longer needs to run through a range
of bin sizes often required when constructing a PSTH.
Overall, based on MSE results for the high noise parts
of the simulation study and on the chi-square results, we
have found the splines’ fit suboptimal. A comparison with
BARS, where the spline knots’ positions are chosen as part
of the estimation process, indicates that our method is
equally suitable for the cases considered. The fact that our
computed MSEs are slightly lower than those of BARS may
be due to the fact that our test function (10) was by design
less smooth than the functions tested in Dimatteo et al.
[21]. BARS, which uses splines, assumes that the underlying
function is smooth. Because we use a first-order random
walk model, our smoothness constraint is weaker. While
BARS is theoretically superior for both continuous and
point process observations, algorithms like BARS that rely
on Monte Carlo Markov chain methods are generally more
computationally intensive than our simple filter-based state-
space model. BARS has recently been updated for speed and
use on different computer platforms [13]: our analyses made
use of an earlier C version. A typical CPU time for estimation
of the state-space model for a 55 (550) trial dataset is 1.5 (5)
seconds on a 2.4 Ghz computer with 2 GB RAM.

4.2. Choice of Initial Conditions in the State-Space Formula-
tion. For our simulation study we considered two formula-
tions for our state-space model. We found that using a naive
estimate of initial firing rate based on a few initial data points
led to a random walk model that tracked the data so well
that there was practically no smoothing. This model would
perform poorly in real data situations where there is noise.
We modified our approach by introducing a preprocessing
step. By making use of the Markov-properties of the model,
we reversed the data, made a maximum likelihood estimate
of our end point and then used this value as a fixed
initial condition for our implementation of the model. This
resulted in a smoother estimate of firing rate, more consistent
with the true data in the simulation study. A similar count
data model [17] has recently been implemented in a Bayesian
framework [37]. In this case, what in our model appears
to be sensitivity to initial conditions appears as sensitivity
to choice of priors on the random walk variance in the
Bayesian formulation. Congdon [37] suggests in this context
that crossvalidation, by selectively omitting data and using
prediction by the remaining data, may be an alternative
method for choosing the correct level of smoothing.

4.3. Practical Applications: The Neurophysiology of Associative
Learning. As illustrated in the examples taken for the
location-scene association task, this state-space algorithm
provides an accurate way to describe the within trial
dynamics as well as the across trial dynamics illustrated in
the raster plot of Figure 4(a). This state-space framework of
the analysis of firing rate also provides confidence bounds
as a way to measure differences in firing rate of any
combination of time intervals both within a across a trial.
One of the key questions we asked in this original study

was when does neural activity change relative to behavioral
learning. We have previously described an analogous state-
space algorithm designed to provide an accurate trial by
trial estimate of a subject’s probability correct behavioral
performance that also includes confidence bounds. Thus
a trial number of learning can be defined statistically as
the trial in which the lower confidence bound just passes
chance performance. The development of the current state-
space algorithm in the same framework as the behavioral
algorithm allows us now to analyze dynamically changing
behavioral and neural data from our learning experiments
in the same statistical framework making comparison across
the two measures much easier to interpret. These state-space
approaches can be applied to a wide range of neurophysio-
logical learning experiments across species. Importantly, the
state-space algorithm for estimating spike rate functions is
not limited to learning experiments but is applicable to any
neurophysiological experiment in which the characterization
of neural activity in response to either externally or internally
driven stimuli is the goal.

4.4. Future Applications. In the future this model can be
extended to include an arbitrary level of smoothness. This
might be done by increasing the order of the autoregressive
model in (2), thereby adjusting the stochastic smoothness
criterion in the final (penalty) term in the likelihood (5). In
general, as the order is increased the time dependence across
observations increases and we might expect the rate estimates
to be smoother in the case of noisy data. Selection between
models can then be performed using Akaike’s Information
Criterion (AIC).

Appendices

A. Derivation of the EM Algorithm

The use of the EM algorithm to compute the maximum
likelihood estimate of parameters θ requires us to maximize
the expectation of the complete data log-likelihood. The
complete data likelihood is the joint probability density of
N and x, which for our model is

p(N , x | θ)

=
J∏

j=1

exp

⎡
⎣

J∑

j=1

⎡
⎣

K∑

k=1

(
njk log λ(kΔ | xk)Δ−λ(kΔ | xk)Δ

)
⎤
⎦
⎤
⎦

×
K∏

k=2

((
2πσ2

ε

)−1/2
exp

[(−2σ2
ε

)−1
(xk − xk−1)2

])
,

(A.1)

where the first term on the right-hand side of (A.1) is
defined by the point process observation model in (2) and (3)
and the second term is defined by the Gaussian probability
density in (1) We compute the initial mean and variance in
a preprocessing stage (see the end of this section). Assuming
now that the initial mean and variance x1 and σ2

1 are known,
at iteration (
+ 1) of the algorithm we compute in the E-step
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the expectation of the complete data log likelihood, given the
responses N across the J trials, the initial conditions, and

θ(
) = (σ2
ε

(
)), the parameter estimate from iteration 
, which
is described as follows:

E-Step.

E
[

log
(
p(N , x | θ)

)‖N , θ(
)
]

=E
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⎣
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njk log λ(kΔ | xk)Δ−λ(kΔ | xk)Δ

)
⎤
⎦

×‖N , θ(
), x1, σ2
1
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⎦

+
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⎣− 2−1(K − 2) log
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2πσ2
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⎤
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(A.2)

To evaluate the E-step, we have to estimate the terms

xk|K ≡ E
[
xk‖N , θ(
), x1, σ2

1

]
,

Wk|K ≡ E
[
xx−1‖N , θ(
), x1, σ2

1

]
,

Wk−1,k|K ≡ E
[
x2
k‖N , θ(
), x1, σ2

1

]
.

(A.3)

for k = 1, . . . ,K , where the notation k | j denotes the
expectation of the state variable at k given the responses
up to time j. To compute these quantities efficiently we
decompose the E-step into three parts: a nonlinear recursive
filter algorithm to compute xk|k and Wk|k, a fixed interval
smoothing algorithm to estimate xk|K and Wk|K , and a state-
space covariance algorithm to compute Wk,k−1|K .

A.1. Filter Algorithm. Given θ(
) we can first compute
recursively the state variable, xk|k, and its variance, σ2

k|k.
We accomplish this using the following nonlinear filter
algorithm that is easily derived for our model in (2) to (4)
using the arguments in Smith and Brown [30]:

xk|k−1 = xk−1|k−1, (A.4)

σ2
k|k−1 = σ2

k−1|k−1 + σ2
ε , (A.5)

xk|k = xk|k−1 + σ2
k|k−1

[
nk − exp

(
xk|k

)]
, (A.6)

σ2
k|k =

[(
σ2
k|k−1

)−1
+ exp

(
xk|k

)]−1

, (A.7)

for k = 2, . . . ,K , and the fixed initial conditions, x1|k = x1

and σ2
1|k = σ2

1 .

Given the filter algorithm in (A.4) to (A.7), we compute
xk|K and Wk|K from the fixed interval smoothing algorithm
in (2.17)–(2.19) of Smith and Brown [15] and we compute
Wk−1|k from the covariance smoothing algorithm using
(2.20) of Smith and Brown [15]. The variance and covariance
terms required for the E-step are

Wk|K = σ2
k|K + x2

k|K ,

Wk−1,k|K = σk−1,k|K + xk−1|Kxk|K.
(A.8)

In the M-step, we maximize the expected value of the
complete data log likelihood in (A.2) with respect to θ(
+1)

giving

M-Step.

σ2(
+1)
ε =

⎡
⎣2

K∑

k=2

Wk|K (K − 2)−1

−2
K∑

k=3

Wk−1,k|K + x2
1|K − 2x1|Kx2|K −WK|K

⎤
⎦

(A.9)

The algorithm iterates between the E-Step (A.2) and the
M-Step (A.9) using the filter algorithm, the fixed interval
smoothing algorithm and the state covariance algorithm
to evaluate the E-step. The maximum likelihood estimate
of θ is θ(∞). The convergence criteria for the algorithm
are those used in Smith and Brown [15]. The fixed
interval smoothing algorithm evaluated at maximum like-
lihood estimate of θ together with (4) give the empirical
Bayes’ or smoothing algorithm estimate of the spike rate
function.

A.2. Estimation of Initial Conditions. We estimated the initial
conditions x1 and σ2

1 as part of a preprocessing stage. To do
this, we reversed the temporal order of the count data N and
applied an EM procedure as above only in this case adding a
second unknown parameter to θ, the initial state x0|K . These
calculations yielded a maximum likelihood estimates of the
final mean and variance of the reversed data, xK|K and σ2

K|K .
We took the initial state to be normally distributed with
mean x1 = xK|K and variance σ2

1 = σ2
K|K as our fixed initial

conditions for our EM algorithm (A.1)–(A.9).

B. Computing Confidence Intervals by
Monte Carlo Methods

Given ξ ∈ (0, 1), the 1 − ξ confidence intervals for a
given time kΔ can be computed from the probability density
in (7) by using either Monte Carlo methods or numerical
integration to compute the ξ/2 and the 1 − ξ/2 quantiles of
this probability density [15]. The confidence intervals for the
smoothed histogram estimate are most efficiently computed
by Monte Carlo methods. To implement the algorithm we
pick I and for i = 1, . . . , I , we carry out the following three
steps:
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(1) For k = 1, . . . ,K , draw a realization i of the
state process xik|K using the filter algorithm (A.4)–
(A.7) and the fixed interval smoothing algorithm

in [15, equations (2.17)–(2.19)] evaluated at θ̂ the
maximum likelihood estimate.

(2) For each t1 and t2, the left and right end point of a
given time bin, compute Λ̂(i)(t2−t1) =∑t1≤kΔ≤t2 λ(kΔ

| xik|K , θ̂)Δ.

(3) Compute the lower and upper limits of the 1 − ξ
confidence intervals, respectively, as the ξ/2 and 1 −
ξ/2 quantiles of the Monte Carlo probability density
of Λ̂(t2 − t1).

We take I = 10 000.

C. Comparing the Magnitude of the Spike Rate
Function at Two Different Times

To compare whether the spike rate function at one time
is significantly greater than the rate function at another
time, we note that the approximate posterior probability
density of the state process is a K + 1-dimensional Gaussian
probability density whose mean is defined by x0|K and xk|K
for k = 1, . . . ,K and whose covariance matrix is given by the
fixed interval smoothing algorithm [15, equations (2.17)–
(2.19)] and covariance smoothing algorithm [15, equation
(2.20)]. Given times kΔ and jΔ, we wish to compute
Pr(λ(kΔ | xk|K ) > λ( jΔ | xj|K )). We pick I and proceed as
follows:

(1) set i = 1; SI = 0;

(2) draw x
j
k|K and xij|K from their joint probability

density;

(3) if λi(kΔ | xk|K ) > λi( jΔ|xj|K ), then SI = SI + 1;

(4) i = i + 1;

(5) if i > I stop; else go to 2.

We compute Pr(λ(kΔ | xk|K ) > λ( jΔ | xj|K ))
.= I−1SI . In

our analyses we chose I = 10 000.

D. Computing Distributions of the Maximal
Firing Rate and Their Times of Occurrences
by Monte Carlo Methods

Given ξ ∈ (0, 1), the 1 − ξ confidence intervals for a
given time kΔ can be computed from the probability density
in (7) by using either Monte Carlo methods or numerical
integration to compute the ξ/2 and the 1 − ξ/2 quantiles
of this probability density [31]. The confidence intervals of
the maximal firing rate and its time of occurrence for the
smoothed histogram estimate are most efficiently computed
by Monte Carlo methods. To implement the algorithm we
pick J for j = 1, . . . , J and we pick I for i = 1, . . . , I , and
carry out the following four steps.

(1) For k = 1, . . . ,K , draw a realization i of the
state process x

j
k|K using the filter algorithm (A.4)–

(A.7) and the fixed interval smoothing algorithm

in [31, (2.17)–(2.19)] evaluated at θ̂ the maximum
likelihood estimate.

(2) For each t1 and t2, the left and right end point of a
given time bin, compute Λ̂(i)(t2−t1) =∑t1≤kΔ≤t2 λ(kΔ

| xik|K , θ̂)Δ.

(3) Compute max(Λ̂(i)) and time(max(Λ̂(i))).

(4) Compute MF( j) = max(Λ̂(i)) and MT( j) = time
(max(Λ̂(i))).

(5) Compute the lower and upper limits of the 1 − ξ
confidence intervals, respectively, as the ξ/2 and 1 −
ξ/2 quantiles of the Monte Carlo probability density

of MF( j) and MT( j).

We take J = I = 10 000.
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1. Introduction

Formal spiking neuron models, such as integrate-and-fire
(IAF) neurons, encode information in the time domain
[1]. Assuming that the input is bandlimited with a known
bandwidth, a perfect recovery of the stimulus from the
train of spikes is possible provided that the spike density
is above the Nyquist rate [2]. Using results from frame
theory [3] and statistics [4], these findings were extended
to (i) bandlimited stimuli encoded with a population of IAF
neurons with receptive fields modeled as linear filterbanks
[5], (ii) multivariate (e.g., space-time) bandlimited stimuli
encoded with a population of IAF neurons with Gabor
spatiotemporal receptive fields [6], and (iii) sensory stimuli
encoded with a population of leaky integrate-and-fire (LIF)
neurons with random thresholds [7].

These results are based on the key insight that neural
encoding of a stimulus with a population of LIF neurons
is akin to taking a set of measurements on the stimulus.
These measurements or encodings can be represented as
projections (inner products) of the stimulus on a set

of sampling functions. Stimulus recovery therefore calls
for the reconstruction of the encoded stimuli from these
inner products. These findings have shown that sensory
information can be faithfully encoded into the spike trains
of a neural ensemble and can serve as a theoretical basis for
modeling of sensory systems (e.g., auditory, vision) [8].

In this paper we investigate the problem of reconstructing
scalar and vector stimuli from a population of spike trains
on a finite time horizon. The encoding circuits consid-
ered are either single-input multi-output or multi-input
multi-output (MIMO). The increasing availability of multi-
neuron population recordings has led to a paradigm shift
towards population-centric approaches of neural coding
and processing. Examples of MIMO models in systems
neuroscience include extensive investigations of spike train
transformations between neuron populations [9] as well as
the analysis of the causal relationships between neurons in
a population [10]. In neuromorphic engineering MIMO
models have been used for brain-machine interfaces [11],
as well as silicon retinas and related hardware applications
[12].
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The stimuli considered in this paper have finite energy
and are defined on a finite time horizon. Even though
restricted to finite time intervals, finite energy signals have
infinite degrees of freedom. Consequently, the formal stim-
ulus recovery is ill-defined. We cast the stimulus reconstruc-
tion problem in the abstract spline theory [13] and recover
the stimulus as the unique solution to an interpolation spline
problem. Splines serve as a valuable mathematical tool for
interpolation problems, and their applications arise in many
areas such as data smoothing in statistics [4], computer
graphics [14], and digital signal processing [15].

Through the formulation of the interpolation spline
problem, the reconstructed signal will give the same mea-
surements as the original one. We show that this leads to
a signal recovery that is consistent in the sense that the
reconstructed signal triggers exactly the same spike train
when passed through the same neuron as the original
stimulus. The reconstructed signal is also required to achieve
a maximum degree of smoothness gauged by a quadratic
criterion. This condition ensures that the problem has a
unique optimal solution.

A preliminary version of some of the ideas presented here
appears in [16]. The analysis was based on results arising in
generalized sampling [17]. Here the theory is presented in a
more general setting using the spline theoretic framework,
and all proofs are included. We apply our theoretical results
to stimuli encoded with a number of spiking neural circuits
of interest. These include populations of integrate-and-fire
neurons with linear receptive fields that arise in hearing, ON-
OFF neural circuits with feedback that arise in vision and
multi-input multi-output (MIMO) neural circuits that arise
in olfaction.

Formally, MIMO neural circuits encode M-dimensional
vector-valued finite energy stimuli into the spike trains of
a population of N neurons. Their architecture consists of
an N × M linear, time invariant filtering kernel that feeds
into an ensemble of N neurons. For this novel neural circuit
we formulate and solve the problem of optimal consistent
recovery and also discuss some of the key conditions that
the filtering kernel has to satisfy in order to get a good
reconstruction.

The paper is organized as follows. Section 2 formulates
the problem of consistent reconstruction on a finite time
horizon as a spline interpolation problem and presents its
general solution. In Section 3 the reconstruction problem
is addressed for stimuli encoded with a population of LIF
neurons. Section 4 presents general MIMO neural encoding
circuits and the corresponding optimal consistent stimulus
reconstruction. A neuroscience inspired example is pre-
sented where the filtering kernel performs arbitrary (but
known) delays and scalings to input stimuli akin to simple
synaptic models. Finally Section 5 concludes our work.

2. Encoding with LIF Neurons and
Consistent Stimulus Recovery

In this section we formulate and solve the problem of
optimal consistent reconstruction for the simple case of a
stimulus encoded with a single LIF neuron. We show how

the spiking of an LIF neuron can be associated with a series
of projections in the general L2 space. We impose intuitive
constraints on the desired reconstructed signal and show
that the reconstruction algorithm can be reduced to a spline
interpolation problem.

2.1. Neural Encoding with Single LIF Neurons. Let u =
u(t), t ∈ [0,T], be a signal (or stimulus) of finite length
and energy, that is, u ∈ L2([0,T]). In what follows we
assume that the stimulus u is the input to a Leaky Integrate-
and-Fire (LIF) neuron. Throughout this paper (tk), k =
1, 2, . . . ,n, denotes the set of recorded spikes. As in the case of
bandlimited signals [5], neuron encoding can be associated
with the projection (measurement) of the stimulus on a
set of functions. By applying the t-transform [2], we can
determine both the sampling functions and the projections
of the stimulus on these functions using only the knowledge
of the spike times.

Assume that the encoder is an LIF neuron, with threshold
δ, capacitance C, resistance R, and constant bias b. The
membrane potential of the LIF neuron is governed by the
differential equation

C
dV(t)
dt

= −V(t)
R

+ u(t) + b (1)

with the initial condition V(0) = 0 and reseting conditions

V(tk) = δ =⇒ lim
t→ t+k

V(t) = 0 (2)

for all t ∈ [0,T], and k = 1, 2, . . . ,n. By solving the
differential equation in each interspike interval, the t-
transform of the LIF neuron is given by

∫ tk+1

tk
(u(s) + b) exp

(
− tk+1 − s

RC

)
ds = Cδ (3)

for all k, k = 1, 2, . . . ,n− 1. The t-transform can be rewritten
as

Lku = qk, (4)

where Lk : L2([0,T]) �→ R is a linear functional given by

Lku =
∫ tk+1

tk
u(s) exp

(
− tk+1 − s

RC

)
ds, (5)

qk = Cδ − bRC
(

1− exp
(
− tk+1 − tk

RC

))
(6)

for all k = 1, 2, . . . ,n − 1. Therefore, we have the following
result.

Lemma 1. The t-transform of the LIF neuron can be written
in inner-product form as

〈u,φk〉 = qk, (7)

where

φk(t) = exp
(
− tk+1 − t

RC

)
1[tk ,tk+1](t), (8)

and 〈·, ·〉 : L2([0,T]) × L2([0,T]) �→ R is the standard
L2 inner product restricted to the domain [0,T] for all k =
1, 2, . . . ,n− 1.
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Remark 2. The inner products or projections 〈u,φk〉, k =
1, 2, . . . ,n − 1, in (7) represent a set of measurements or
encodings of the signal u on [0,T]. Since (φk) and (qk), k =
1, 2, . . . ,n − 1, in (6) can be readily derived from the
knowledge of the spike times and the neuron parameters,
the signal encodings are available to an observer reading the
spike times (tk), k = 1, 2, . . . ,n− 1.

2.2. Consistent Stimulus Recovery. The problem of stimulus
reconstruction calls for estimating the signal u given the set
of spikes (tk), k = 1, 2, . . . ,n. This problem is, for the class
of stimuli u ∈ L2([0,T]), ill-defined. (Signals that lie in a
L2 space have, in general, infinite degrees of freedom and
thus cannot be perfectly recovered by a finite number of
observations.) A remedy is provided by introducing a set of
constraints on the recovery. The first constraint considered
here requires the reconstructed signal û to generate the
same spikes as the original stimulus. The second constraint
requires choosing among the reconstructed stimuli the one
with the maximum degree of smoothness. The latter is
formulated as an optimization criterion.

Definition 3. A reconstruction û of u based on the spike times
(tk), k = 1, 2, . . . ,n, is said to be consistent if û triggers exactly
the same spike train as the original stimulus u.

Remark 4. As before, assume that at time 0 the membrane
potential of the LIF neuron is set to the resting potential 0.
Then the consistency condition above is equivalent with

〈u,φk〉 = 〈û,φk〉 (9)

for all k, k = 1, 2, . . . ,n− 1.

Definition 5. A consistent reconstruction û that minimizes
the quadratic criterion

‖Ju‖ =
⎛
⎝
∫ T

0

(
d2u

ds2

)2

ds

⎞
⎠

1/2

(10)

is called the optimal consistent reconstruction of u.

Remark 6. ‖Ju‖ is the norm of the second derivative of the
reconstructed stimulus.

Lemma 7. The optimal consistent reconstruction û solves the
spline interpolation problem

û = argmin
〈u,φk〉=qk

∥∥∥∥∥
d2u

dt2

∥∥∥∥∥, (11)

where ‖ · ‖ is the standard L2-norm restricted to the interval
[0,T].

Proof. It follows directly from Definitions 3 and 5.

Remark 8. An introduction to splines and the general
solution to spline interpolation problems is presented in the
Appendix A.
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Figure 1: Encoding and reconstruction with a single LIF neuron.

Theorem 9. The optimal consistent reconstruction is unique
and is given by

û(t) = d0 + d1t +
n−1∑

k=1

ckψk(t), (12)

where

ψk(t) =
(
φk ∗ |·|3

)
(t) =

∫ tk+1

tk
|t − s|3 exp

(
− tk+1 − s

RC

)
ds,

(13)

where ∗ denotes the convolution, and | · | denotes the absolute
value. With c = [c1, c2, . . . , cn−1]T , d = [d0,d1] and q =
[q1, q2, . . . , qn−1]T the coefficients c and d satisfy the matrix
equations

⎡
⎢⎢⎢⎣

G p r

pT 0 0

rT 0 0

⎤
⎥⎥⎥⎦

⎡
⎢⎢⎢⎣

c

d0

d1

⎤
⎥⎥⎥⎦ =

⎡
⎢⎢⎢⎣

q

0

0

⎤
⎥⎥⎥⎦. (14)

Moreover G is an (n − 1) × (n − 1) matrix, and p and r are
column vectors with entries given by

[p]k =
〈
φk, 1

〉
,

[r]k =
〈
φk, t

〉
,

[G]kl = 〈φk,ψl〉,
(15)

where all the inner products are restricted to the interval [0,T].

Proof. The proof follows from Theorem 4 in Appendix A.
Note that the function | · |3 is up to a multiplicative constant
Green’s function for the second-order iterated Laplacian.
(See Lemma 5 in Appendix B).
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The representation functions (13) can be explicitly given
in analytical form as

ψk(t)

(RC)4

=

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

f
(
tk+1 − t
RC

)
− f

(
tk − t
RC

)

× exp
(
− tk+1 − tk

RC

)
, t ≤ tk,

12 exp
(
− tk+1 − t

RC

)
+ f

(
tk+1 − t
RC

)

+ f
(
tk − t
RC

)
exp

(
− tk+1 − tk

RC

)
, tk < t ≤ tk+1,

f
(
tk − t
RC

)
exp

(
− tk+1 − tk

RC

)

− f
(
tk+1 − t
RC

)
, t > tk+1,

(16)

where f (x) = x3 − 3x2 + 6x − 6. The entries of the matrix G
are given by

[G]kl
(RC)5

=
[
g
(
tl+1 − tk+1

RC

)
− g

(
tl+1 − tk
RC

)
exp

(
− tk+1 − tk

RC

)

− g
(
tl − tk+1

RC

)
exp

(
− tl+1 − tl

RC

)

+g
(
tl − tk
RC

)
exp

(
− tk+1 − tk

RC
− tl+1 − tl

RC

)]
· 1(k < l)

+
[

6
(

1− exp
(
−2(tk+1 − tk)

RC

))

−2g
(
tk+1 − tk
RC

)
exp

(
− tk+1 − tk

RC

)]
· 1(k = l)

+
[
g
(
tk+1 − tl+1

RC

)
− g

(
tk+1 − tl
RC

)
exp

(
− tl+1 − tl

RC

)

− g
(
tk − tl+1

RC

)
exp

(
− tk+1 − tk

RC

)

+g
(
tk − tl
RC

)
exp

(
− tl+1 − tl

RC
− tk+1 − tk

RC

)]

· 1(k > l)
(17)

with g(x) = x3 + 6x. Finally

[p]k = RC
(

1− exp
(
− tk+1 − tk

RC

))

[r]k = (RC)2
((

tk+1

RC
− 1

)
−
(
tk
RC

− 1
)

exp
(
− tk+1 − tk

RC

))
.

(18)

Remark 10. By letting R → ∞, one obtains the represen-
tation of the optimal consistent reconstruction for stimuli

encoded with the ideal IAF neuron. The parameters and
representation functions take a simple form:

lim
R→∞

φk(t) = 1[tk ,tk+1](t),

lim
R→∞

qk = Cδ − b(tk+1 − tk),

lim
R→∞

ψk(t) =
∫ tk+1

tk
|t − s|3 ds

=

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

0.25
[

(t − tk+1)4 − (t − tk)4
]

, t ≤ tk,

0.25
[

(t − tk+1)4

+(t − tk)4
]

, tk < t ≤ tk+1,

0.25
[

(t − tk)4 − (t − tk+1)4
]

, t > tk+1,

lim
R→∞

[p]k = tk+1 − tk,

lim
R→∞

[r]k = (tk+1)2 − (tk)2

2
,

lim
R→∞

[G]kl =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

0.05
[

(tk+1 − tl+1)5 + (tk − tl)5

−(tk − tl+1)5 − (tk+1 − tl)5
]

, k < l,

0.1(tk+1 − tk)5, k = l,

0.05
[

(tl+1 − tk+1)5 + (tl − tk)5

−(tl − tk+1)5 − (tl+1 − tk)5
]

, k > l.

(19)

2.3. Example. The input to an LIF neuron is a bandlimited
signal with bandwidth of 100 Hz. The neuron encodes the
stimulus during the time interval [0, 0.2] second. A bias equal
to b = 3 is also added to the input. The parameters of the
LIF neuron are δ = 0.8,C = 0.01, and R = 50. Under these
conditions the neuron generated 78 spikes. The recovered
signal is shown in Figure 1. In order to quantify the quality of
the recovery, we used the signal-to-noise ratio (SNR) defined
by

SNR = 10 log10

(
‖u‖2

∥∥u− û∥∥2

)
. (20)

In the above SNR definition the noise corresponds to the
error between the original and reconstructed signal. The SNR
was equal to 47.53 dB.

3. Single-Input Multi-Output Encoding and
Consistent Stimulus Recovery

In this section we consider the reconstruction of a stimulus
encoded with a population of LIF neurons. We demonstrate
that the consistent recovery can be again formulated as a
spline interpolation problem and provide the reconstruction
algorithm. We also show how the methodology developed
in this section can be applied to a simple encoding circuit
consisting of two-coupled ON-OFF neurons with feedback.
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3.1. Encoding with a Population of LIF Neurons. In what
follows we consider a neural encoding circuit consisting
of N leaky integrate-and-fire (LIF) neurons. Neuron j has
threshold δ j , bias bj , resistance Rj , and capacitance Cj for
all j = 1, 2, . . . ,N . After each spike every neuron resets its

membrane potential to 0. Let t
j
k denote the kth spike of

neuron j, with k = 1, 2, . . . ,nj , where nj is the number of
spikes that the neuron j generates, j = 1, 2, . . . ,N .

The t-transform of the population of N LIF neurons is
given by

∫ t
j
k+1

t
j
k

(
u(s) + bj

)
exp

⎛
⎝− t

j
k+1 − s
RjC j

⎞
⎠ ds = Cjδ j . (21)

Let

q
j
k = Cjδ j − bjRjC j

⎛
⎝1− exp

⎛
⎝− t

j
k+1 − t jk
RjC j

⎞
⎠
⎞
⎠ (22)

for all j = 1, 2, . . . ,N . As in the previous section, we have the
following.

Lemma 11. The t-transform of the LIF neuron can be written
in inner-product form as

〈u,φ
j
k〉 = q

j
k, (23)

where

φ
j
k(t) = exp

⎛
⎝− t

j
k+1 − t
RjC j

⎞
⎠1[t

j
k ,t

j
k+1](t), (24)

and 〈·, ·〉 : L2([0,T]) × L2([0,T]) �→ R is the standard
L2 inner product restricted to the domain [0,T] for all k =
1, 2, . . . ,n and j = 1, 2, . . . ,N .

3.2. Consistent Stimulus Recovery. Let q be a column

vector defined as q = [q1; q2; . . . ; qN ]
T

with q j =
[q

j
1, q

j
2, . . . , q

j
nj−1]

T
, j = 1, 2, . . . ,N . The vectors p, r, c have

the same dimension and are similarly defined. The matrix G
is a block square matrix defined as

G =

⎡
⎢⎢⎢⎢⎣

G11 · · · G1N

...
. . .

...

GN1 · · · GNN

⎤
⎥⎥⎥⎥⎦

(25)

with Gi j ∈ Rni−1×nj−1.
The following theorem first appeared in [16]; its proof is

presented here for the first time.

Theorem 12. Assume that at time 0 the membrane potential
of all neurons is at the rest value 0. The optimal consistent
reconstruction û is unique and can be written as

û(t) = d0 + d1t +
N∑

j=1

nj−1∑

k=1

c
j
kψ

j
k(t), (26)

where

ψ
j
k(t) =

(
φ
j
k ∗ |·|3

)
(t) =

∫ t
j
k+1

t
j
k

|t − s|3 exp

⎛
⎝− t

j
k+1 − s
RjC j

⎞
⎠ds.

(27)

The reconstruction coefficients are given in matrix form by

⎡
⎢⎢⎢⎣

c

d0

d1

⎤
⎥⎥⎥⎦ =

⎡
⎢⎢⎢⎣

G p r

pT 0 0

rT 0 0

⎤
⎥⎥⎥⎦

+

·

⎡
⎢⎢⎢⎣

q

0

0

⎤
⎥⎥⎥⎦, (28)

where [·]+ denotes the pseudoinverse and

[
p j
]
k
= RjC j

⎛
⎝1− exp

⎛
⎝− t

j
k+1 − t jk
RjC j

⎞
⎠
⎞
⎠,

[
r j
]
k
= (RjC j)

2

⎛
⎝
⎛
⎝ t

j
k+1

RjC j − 1

⎞
⎠

−
⎛
⎝ t

j
k

RjC j − 1

⎞
⎠ exp

⎛
⎝− t

j
k+1 − t jk
RjC j

⎞
⎠
⎞
⎠,

[
Gi j

]
kl
= 〈φik,ψ

j
l 〉.

(29)

Proof. The proof is notationally more complex but closely
follows the proof of Theorem 9. The representation func-
tions (27) can be computed analytically as

ψ
j
k(t)

(RjC j)4

=

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

f

⎛
⎝ t

j
k+1 − t
RjC j

⎞
⎠− f

⎛
⎝ t

j
k − t
RjC j

⎞
⎠

× exp

⎛
⎝− t

j
k+1 − t jk
RjC j

⎞
⎠, t ≤ t

j
k,

12 exp

⎛
⎝− t

j
k+1 − t
RjC j

⎞
⎠ + f

⎛
⎝ t

j
k+1 − t
RjC j

⎞
⎠

+ f

⎛
⎝ t

j
k − t
RjC j

⎞
⎠ exp

⎛
⎝− t

j
k+1 − t jk
RjC j

⎞
⎠, t

j
k < t ≤ t

j
k+1,

f

⎛
⎝ t

j
k − t
RjC j

⎞
⎠ exp

⎛
⎝− t

j
k+1 − t jk
RjC j

⎞
⎠

− f
⎛
⎝ t

j
k+1 − t
RjC j

⎞
⎠, t > t

j
k+1,

(30)

where f (x) = x3 − 3x2 + 6x − 6.
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b1

u(t)

b2

+

+

−

−

1
κ1

∫
dt

h11(t)

δ1

(t1k)

h12(t)

h21(t)
(t2k)

δ2

1
κ2

∫
dt

h22(t)

Figure 2: Coupled ON-OFF integrate-and-fire neurons.

3.3. Example: Encoding with an ON-OFF Neuron Pair.
We consider an encoding circuit consisting of two inter-
connected integrate-and-fire neurons with feedback. For
simplicity we assume that the IAF neurons are ideal, that is,
R1,R2 → ∞. Figure 2 depicts the circuit. Whenever a spike
is generated, the firing neuron is reset and feedback is added
to the membrane potential. In addition, the firing of each
spike is communicated to the other neuron through cross-
feedback. The two neurons in Figure 2 arise as models of
ON and OFF bipolar cells in the retina and their connections
through the nonspiking horizontal cells [18].

Let t
j
k denote the kth spike of the jth neuron, k =

1, . . . ,nj and j = 1, 2. The t-transform of the neural circuit
amounts to

∫ t1k+1

t1k

u(s) ds = κ1δ1 − b1
(
t1k+1 − t1k

)
+
∑

l≤k

∫ t1k+1

t1k

h11
(
s− t1l

)
ds

−
∑

l

∫ t1k+1

t1k

h21
(
s− t2l

)
ds1{t2l <t1k},

∫ t2k+1

t2k

u(s) ds = κ2δ2 − b2
(
t1k+1 − t1k

)
−
∑

l≤k

∫ t2k+1

t2k

h22
(
s− t2l

)
ds

+
∑

l

∫ t2k+1

t2k

h12
(
s− t1l

)
ds1{t1l <t2k}

(31)

and can be written in inner product form as

〈
u,φ

j
k

〉
= q

j
k, (32)

with q
j
k the right-hand side of (31) and φ

j
k = 1[t

j
k ,t

j
k+1], for all

k, k = 1, 2, . . . ,nj−1, and j, j = 1, 2. With the t-transform in
inner product form, the optimal consistent reconstruction is
given by Theorem 12.
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Figure 3: Recovery of temporal contrast from an ON-OFF IAF
neural pair.

A simple example consisting of two symmetric neurons
with parameters δ1 = −δ2 = δ, κ1 = κ2 = κ, and b1 = −b2 =
b is considered here. The cross-feedback is of the form

h12(t) = h21(t) = c exp(−αt)
(

(αt)5

5!
− (αt)7

7!

)
1[t≥0]. (33)

No other feedback is present, that is, h11 = h22 = 0. The
neuron parameters are δ = 0.75, κ = 0.01, and b = 3.
In addition, α = 1/0.015 sec−1 and c = 1/3. Note that the
impulse response of the filter has mean value zero. If the
mean value is nonzero, the spike density of the ideal IAF
neurons can be driven to zero or infinity.

The input was chosen to be the temporal contrast of an
artificial (positive) input photocurrent. With v denoting the
input photocurrent, the temporal contrast u is defined as

u(t) = d log(v(t))
dt

= 1
v(t)

dv

dt
. (34)

Clearly, even when the input bandwidth of the photocurrent
v is known, the effective bandwidth of the actual neuron
input u cannot be analytically estimated. The input pho-
tocurrent was bandlimited with bandwidth 100 Hz and had
duration 200 milliseconds. Each neuron generated 75 spikes.
The result of the recovery is shown in Figure 3. The SNR is
equal to 28.75 dB.

4. Multi-Input Multi-Output Encoding and
Consistent Stimulus Recovery

In this section we present our model of consistent informa-
tion representation of M-dimensional vector signals using
an N × M-dimensional filtering kernel and an ensemble
of N integrate-and-fire neurons (see Figure 4). We assume
without loss of generality that the neurons are ideal (non-
leaky). Each component filter of the kernel receives input
from one of the M component inputs, and its output is
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δN

u1

u2

uM

h11

h12

h1M

h21

h22

h2M

hN1

hN2

hNM

...

...

...

...
...

v1

v2

vN

b1

b2

bN

1
κ1

∫
dt

1
κ2

∫
dt

1
κN

∫
dt

δ2

δ1

(t1k)

(t2k)

(tNk )

Figure 4: Multiple-Input Multiple-Output time encoding machine.

additively coupled into a single neuron. Finally, we describe
an algorithm for stimulus reconstruction that is based on
spline interpolation.

4.1. MIMO Model for Neural Encoding. Let L2
M =

(L2([0,T]))M denote the space of M-dimensional, vector-
valued functions of finite energy over the domain [0,T]. The
general element of this space is u = [u1,u2, . . . ,uM]T , with
ui = ui(t), t ∈ [0,T], modeling the ith component of the
input signal and ui ∈ L2([0,T]) for all i, i = 1, 2, . . . ,M. The
space L2

M endowed with the inner product and norm defined
by

〈u, v〉L2
M
=

M∑

i=1

〈
ui, vi

〉
,

‖u‖2
L2
M
=

M∑

i=1

∥∥∥ui
∥∥∥

2
,

(35)

respectively, is a Hilbert space. Let H : R �→ RN×M be a
filtering kernel defined as

H(t) =

⎡
⎢⎢⎢⎢⎢⎢⎢⎣

h11(t) h12(t) · · · h1M(t)

h21(t) h22(t) · · · h2M(t)

...
...

. . .
...

hN1(t) hN2(t) · · · hNM(t)

⎤
⎥⎥⎥⎥⎥⎥⎥⎦

. (36)

Filtering the signal u with the kernel H leads to an N-
dimensional vector valued signal v defined by

v � H∗ u =

⎡
⎢⎢⎢⎢⎢⎢⎢⎣

h11 ∗ u1 + h12 ∗ u2 + · · · + h1M ∗ uM
h21 ∗ u1 + h22 ∗ u2 + · · · + h2M ∗ uM

...

hN1 ∗ u1 + hN2 ∗ u2 + · · · + hNM ∗ uM

⎤
⎥⎥⎥⎥⎥⎥⎥⎦

.

(37)

Equation (37) can also be written in vector notation as

v j = (h j)
T ∗ u, j = 1, 2, . . . ,N , (38)

where h j = [hj1,hj2, . . . ,hjM]T is the filtering vector of
the neuron j, j = 1, 2, . . . ,N . A bias bj is added to the
component v j of the signal v, and the sum is passed
through an integrate-and-fire neuron with integration con-
stant (capacitance) κj and threshold δ j , for all j, j =
1, 2, . . . ,N (see Figure 4). For simplicity we assume that the

IAF neurons are ideal, that is, Rj → ∞. Let t
j
k denote the

kth spike of the neuron j, with k = 1, 2, . . . ,nj , where nj is
the number of spikes generated by neuron j, j = 1, 2, . . . ,N .
The Time Encoding Machine in Figure 4 maps, therefore,

the input vector u into the vector time sequence (t
j
k), j =

1, 2, . . . ,N , k = 1, 2, . . . ,nj .
The t-transform for the jth neuron can be written as

∫ t
j
k+1

t
j
k

(
v j(s) + bj

)
ds = κjδ j , (39)
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or

M∑

i=1

∫ t
j
k+1

t
j
k

(
hji ∗ ui

)
(s) ds = q

j
k, (40)

where q
j
k = κjδ j − bj(t jk+1 − t jk), for all k, k = 1, 2, . . . ,nj − 1,

and all j, j = 1, 2, . . . ,N . Note that, without any loss of
generality, after firing all neurons are reset to the zero state.
The t-transform (40) can be written in an inner product
form as

〈u,φ
j
k〉 = q

j
k, (41)

where

φ
j
k = h̃ j ∗ 1[t

j
k ,t

j
k+1] =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

h̃ j1

h̃ j2

...

h̃ jM

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

∗ 1[t jk ,t
j
k+1

] (42)

for all j = 1, 2, . . . ,N , k = 1, 2, . . . ,nj − 1, and h̃ denotes

the involution (time reversal) of h, that is, h̃(t) = h(−t).
Note that the impulse response of the filtering kernel H is not
restricted to the interval [0,T] and can possibly have infinite
support.

Remark 13. An implicit assumption in writing the t-
transform in the inner product form (41) is that the sampling

functions φ
j
k belong to L2

M . A sufficient condition for the
latter is that all filters are bounded-input bounded-output
(BIBO) stable, that is,

∫
R|hji(s)| ds < ∞ for all i, i =

1, 2, . . . ,M, and all j, j = 1, 2, . . . ,N .

4.2. Consistent Stimulus Recovery. The optimal consistent
reconstruction is given by the solution of the following spline
interpolation problem:

û = argmin
〈

u,φ
j
k

〉
=q jk

⎛
⎝

M∑

i=1

∥∥∥∥∥
d2ui

dt2

∥∥∥∥∥

2
⎞
⎠

1/2

. (43)

We have the following result.

Theorem 14. Assume that at time 0 the membrane potential
of all neurons is at the rest value 0. The optimal consistent
reconstruction û is unique and can be written as

û(t) = d0 + d1t +
N∑

j=1

nj−1∑

k=1

c
j
kψ

j
k(t), (44)

where d0, d1 ∈ RM and

ψ
j
k(t) =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎝

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

h̃ j1

h̃ j2

...

h̃ jM

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

∗ 1[t jk ,t
j
k+1

] ∗ | · |3

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎠

(t)

=

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

∫ t
j
k+1

t
j
k

(
h̃ j1(·)∗ | · |3

)
(t − s) ds

∫ t
j
k+1

t
j
k

(
h̃ j2(·)∗ | · |3

)
(t − s) ds

...
∫ t

j
k+1

t
j
k

(
h̃ jM(·)∗ | · |3

)
(t − s) ds

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

.

(45)

With p = [p1; p2; . . . ; pN ]T , p j ∈ R(nj−1)×M , and r similarly
defined, the reconstruction coefficients are given in matrix form
by

⎡
⎢⎢⎢⎣

c

d0

d1

⎤
⎥⎥⎥⎦ =

⎡
⎢⎢⎢⎣

G p r

pT 0 0

rT 0 0

⎤
⎥⎥⎥⎦

+

·

⎡
⎢⎢⎢⎣

q

0

0

⎤
⎥⎥⎥⎦, (46)

with

[p j]ki =
〈

1,φ
ji
k

〉
,

[
r j
]
ki
= 〈1,φ

ji
k 〉,

[
Gi j

]
kl
=
〈
φik,ψ

j
l

〉
,

(47)

where the inner products are restricted to the interval [0,T].

Proof. The proof is based on Theorem 4.

Remark 15. Note that since the signal reconstruction is set up
as a spline interpolation problem, the algorithm presented
in Theorem 14 above will produce a solution that depends
on both the filtering kernel H and the spiking mechanism
of the population of neurons. We will briefly mention here
conditions of no information loss due to filtering. If F
denotes the Fourier transform, we have

(F v)(ω) = (F H)(ω) · (F u)(ω). (48)

The requirement for no information loss implies that F H,
the filtering kernel in the Fourier domain, has rank M for
all frequencies of interest (here for all ω ∈ R). A trivial
necessary condition that comes out of the rank condition
is that N ≥ M; that is, the number of neurons that
encode the stimulus must be at least equal to the number
of its components. This intuitive argument has important
ramifications in experimental neuroscience as it shows
that, in general, multivariate stimuli (e.g., video sequences)
cannot be efficiently represented by the spike train of a single
neuron or a small neural population. Rather, the spike trains
from a larger population of neurons that encode the same
stimulus needs to be used.
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4.3. Example: Delay Filter Bank. We present the realization
of the recovery algorithm for a filtering kernel that induces
arbitrary, but known, delays, and weights on the stimulus.
The kernel models dendritic tree latencies in sensory neurons
(motor, olfactory) [8] or, in general, delays and synaptic
weights between groups of pre- and postsynaptic neurons. In
order to incorporate these delays, we assume that the stimuli
are defined on a time window larger than [0,T]. The inner
product, however, is restricted to the time interval [0,T].

Each filter hji delays the stimulus in time by an arbitrary
positive amount αji and scales it by an arbitrary real number
wji, for all j = 1, 2 . . . ,N , and all i = 1, 2, . . . ,M.

Consequently, hji = wjiδ(t − αji) and h̃ ji = wjiδ(t + αji).

From now on let τ
ji
k = t

j
k + αji for all i, i = 1, 2 . . . ,M all

j, j = 1, 2, . . . ,N and all k, k = 1, 2, . . . ,nj − 1.

The representation functions ψ
j
k, j = 1, 2, . . . ,N , k =

1, 2, . . . ,nj − 1, of (45) are given by

ψ
j
k(t) =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

wj1

∫ τ
j1
k+1

τ
j1
k

|t − s|3 ds

w j2

∫ τ
j2
k+1

τ
j2
k

|t − s|3 ds
...

wjM

∫ τ
jM
k+1

τ
jM
k

|t − s|3 ds

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

(49)

for all t ∈ [0,T]. Note that the general term of (49) can be
expressed analytically similarly to (19).

The entries of (46) can be computed from (47) as

[p j]ki =

⎧
⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

wji
(
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)
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(
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)
, τ

ji
k < T < τ

ji
k+1,

0, T < τ
ji
k ,

[
r j
]
ki
=

⎧
⎪⎪⎪⎪⎪⎪⎪⎨
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0.5wji

(
(τ

ji
k+1)

2 − (τ
ji
k )

2
)

, τ
j
k+1 < T ,

0.5wji

(
T2 − (τ

ji
k )

2
)

, τ
ji
k < T < τ

ji
k+1,

0, T < τ
ji
k ,

[
Gi j

]
kl
= 〈φik,ψ

j
l 〉 =

M∑

m=1

〈φimk ,ψ
jm
l 〉

=
M∑

m=1

wimwjm

∫ τimk+1

τimk

ψ
jm
l (t) dt.

(50)

Note that the entries of G can be computed analytically
as

[Gi j]kl

=
M∑

m=1

wimwjm

20

×
[(
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5
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(51)

The vector-valued signal u(t) = [u1(t),u2(t),u3(t)]T has
three bandlimited components (M = 3) each with the
same bandwidth Ω = 2π · 100 Hz and time length
T = 100 millisecond. In total, 9 IAF neurons were used
to recover the signal (N = 9). The delays were drawn
randomly from an exponential distribution with mean 3
millisecond. The biases bj and thresholds δ j , j = 1, 2 . . . , 9,
were drawn from uniform distributions on the intervals
[2.3, 3.3] and [0.5, 1.5], respectively. Finally, κj = 0.01 for all
j = 1, 2, . . . , 9.

The recovered stimuli using the spikes from 3, 6, and 9
neurons, respectively, are depicted from top to bottom in
Figure 5. For each component, the recovered signal converges
to the original one.

Figure 6 shows the SNR corresponding to the recovery
of each stimulus component when 3, 4, . . . , 9 neurons are
used. Figure 6 demonstrates that overall, as more neurons are
added to the representation of the stimulus, the SNR of all
stimulus components increases. An exception is observed in
the recovery of the component u3; the addition of a neuron
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Figure 5: Recovery of the 3-dimensional input vector valued signal. In each row the original (blue) and recovered (green) signals are shown
for the indicated number of neurons used for recovery. The columns correspond to each component of the input signal.

from three to four leads to a decrease of the SNR. Note,
however, that the SNR for the recovery of the entire vector-
valued stimulus u increases with the addition of the fourth
neuron from 7.71 dB to 12.23 dB (data not shown).

5. Discussion

The methodology of interpolating splines presented here
applies to the deterministic case where the input stimulus
and the LIF neurons have low noise levels. It ties in naturally
with theoretical results that show that neural encoding of
bandlimited signals leads to perfect signal reconstruction if
Nyquist-type rate conditions are satisfied [5].

In neuromorphic engineering applications the noise
levels can be kept low. Neuronal spike trains, however, often
exhibit strong variability in response to identical inputs
due to various noise sources. For stimuli encoded with
neural circuits the problem of optimal reconstruction can
be formulated as a smoothing spline problem [4]. This case
is presented analytically in [7] for a slightly less general
setup, where the signals belong to a Reproducing Kernel
Hilbert Space [19]. A reconstruction of stimuli encoded with
LIF neurons using both smoothing and interpolating splines
offers an additional alternative. Thus, the methodology of
spline theory provides a general framework for the optimal
reconstruction of signals on a finite time horizon.
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The methodology presented here can be applied to the
reconstruction of stimuli encoded with neurons that belong
to other model classes of interest. An example is provided by
neuron models with level crossing spiking mechanisms and
feedback that have been investigated in [16]. More generally,
the t-transform of any neuron model with piecewise linear
dynamics can be described by a set of linear projections.
Neurons with linear dynamics have been shown to express
complex spiking behaviors [20–22].

The MIMO architecture presented here consists of
a linear, time-invariant filtering kernel that is separated
from the neural spiking mechanism. By relaxing the time-
invariance property and embedding spike-triggered reseting
mechanisms at the level of the filtering kernel, more complex
transformations can be modeled. Consequently dendritic
trees incorporating compartmental neuron models and spike
backpropagation [23] can be analyzed with the methodology
advanced in this paper. The aforementioned architectures
will be the subject of future research.

Appendices

A. Interpolation Splines in Hilbert Spaces

We assume throughout that stimuli u belong to the space
of functions of finite energy over a domain T , that is, u ∈
L2(T ). The information available to a decoder is a set of
measurements

〈φk,u〉 = qk, (A.1)

where φk ∈ L2(T ) are known functions and k = 1, 2, . . . ,n.
The inner products can be written in operator form as

Lu = q, (A.2)

where q = [q1, q2, . . . , qn]T , and L : L2(T ) �→ Rn is a linear
operator defined by

Lu = [〈φ1,u〉, 〈φ2,u〉, . . . , 〈φn,u〉]T . (A.3)

Finding u by inverting (A.2) is, in general, an ill-posed
problem. Additional “smoothness” conditions are needed.
We introduce these by requiring that the reconstructed signal
minimizes a quadratic criterion ‖Ju‖, where J : L2(T ) �→ Y
is a bounded linear operator, Y is the range of J , and ‖ · ‖
denotes the standard L2-norm over T .

Definition 1. The solution to the interpolation problem

û = argmin
u:Lu=q

‖Ju‖2
(A.4)

is called an interpolation spline corresponding to the initial
data q, the measurement operator L, and the energy operator
J .

We restrict ourselves to the case where the operator J has
a finite dimensional kernel of dimension m. The following
standard theorem establishes necessary conditions for the
existence and uniqueness of the interpolation spline. For a
proof see [13].

Theorem 2. If ker(L) ∩ ker(J) = {0}, and the range of
J is closed, then there exists a unique interpolation spline
corresponding to the data q, the measurement operator L, and
the energy operator J .

In order to derive the general form of the interpolation
spline, we introduce the notion of reproducing kernel for
a Hilbert space with respect to the energy operator J .
This notion generalizes reproducing kernels associated with
Reproducing Kernel Hilbert Spaces [19].

Definition 3. The function K : T × T �→ R is called the
reproducing kernel of the space L2(T ) with respect to the
energy operator J , if

(1) for any functional L : L2(T ) �→ R, the function
f (s) = LK(s, ·) lies in L2(T );

(2) any functional L : L2(T ) �→ R that vanishes on the
kernel of J , that is,

Lu = 0, ∀u ∈ ker(J) (A.5)

can be represented as

Lu = B(LK(s, ·),u), ∀u ∈ L2(T ). (A.6)

Here B : L2(T )× L2(T ) �→ R is a bilinear form defined by

B(u, v) = 1
4

(
‖J(u + v)‖2 − ‖J(u− v)‖2

)
. (A.7)

Theorem 4. The solution to the spline interpolation problem is
given by

û =
m∑

i=1

diχi +
n∑

k=1

ckψk, (A.8)

where the set of functions (χi), i = 1, 2, . . . ,m, forms an
orthogonal basis for ker(J) and

ψk(s) = 〈φk,K(s, ·)〉. (A.9)
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With d = [d1,d2, . . . ,dm]T , c = [c1, c2, . . . , cn]T , and q =
[q1, q2, . . . , qn]T , the coefficients c and d satisfy the matrix
equations

⎡
⎣

G F

FT 0

⎤
⎦
⎡
⎣

c

d

⎤
⎦ =

⎡
⎣

q

0

⎤
⎦. (A.10)

Moreover G is an n× n matrix and F is an n×m matrix with
entries given by

[G]kl =
〈
φk,ψl

〉
,

[F]kl =
〈
φk, χl

〉
,

(A.11)

for all i = 1, 2, . . . ,n, j = 1, 2, . . . ,n and all l = 1, 2, . . . ,m.

Proof. For the representation result of (A.8) see [13]. By
substituting (A.8) into (A.2), we obtain

[
G F

]
·
⎡
⎣

c

d

⎤
⎦ = q. (A.12)

For the rest of the equations define

J∗(u, c) = ‖Ju‖2 − 2
n∑

k=1

ck
(〈φk,u〉 − qk

)
, (A.13)

where the entries of the vector c are the Lagrange multipliers.
If û is the optimal consistent reconstruction and v ∈ L2(T ),
then

∂

∂α
J∗(û + αv, c)

∣∣∣∣
α=0

= 0 =⇒ B(û, v) =
n∑

k=1

ck
〈
φk, v

〉
. (A.14)

From the Cauchy-Schwarz inequality with v ∈ker(J), we
have

B(u, v) = 0. (A.15)

Therefore, for each of the basis functions of ker(J), χ1, . . . , χm,

n∑

k=1

ck
〈
φk, χj

〉
= 0, (A.16)

which in matrix form can be written as

FTc = 0, (A.17)

with F defined as in (A.11). Combining (A.12) with (A.17)
we obtain (A.10). For more information see [13].

B. Reproducing Kernels for MIMO Signal
Reconstruction

Let L2
M = (L2(T ))M be the space of M-dimensional

vector-valued functions defined over the domain T . The
space equipped with inner product and norm given by
(35) is a Hilbert space. Suppose that we seek a consistent
reconstruction that also minimizes the energy operator

JM(u) =
⎛
⎝

M∑

i=1

∥∥∥∥∥
dmui

dtm

∥∥∥∥∥

2
⎞
⎠

1/2

. (B.1)

Lemma 5. The reproducing kernel for the Hilbert space L2
M

with respect to the energy operator JM is given by

K(t, s) = (−1)m

2(2m− 1)!
|t − s|2m−1 · [1, 1, . . . , 1]T . (B.2)

Proof. It can be shown that the reproducing kernel can be
written in the form

K(t, s) = E(t − s), (B.3)

where E(·) is the fundamental solution for the mth-iterated
Laplacian

ΔmE = δ. (B.4)

For univariate functions the iterated Laplacian is equal to
the 2mth order derivative of each component and the result
follows. A complete proof can be found in a general setting
in [24].

Note that for m = 2 the kernel becomes

K(t, s) = 1
12
|t − s|3 · [1, 1, . . . , 1]T . (B.5)

For the general representation result (A.8), the scalar factor
can be absorbed into the coefficients.
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Boston, Mass, USA, 2003.

[4] G. Wahba, Spline Models for Observational Data, Society for
Industrial Mathematics, 1990.

[5] A. A. Lazar and E. A. Pnevmatikakis, “Faithful representation
of stimuli with a population of integrate-and-fire neurons,”
Neural Computation, vol. 20, no. 11, pp. 2715–2744, 2008.

[6] A. A. Lazar and E. A. Pnevmatikakis, “A video time encoding
machine,” in Proceedings of the IEEE International Conference
on Image Processing, San Diego, Calif, USA, October 2008.

[7] A. A. Lazar and E. A. Pnevmatikakis, “Reconstruction of
sensory stimuli encoded with integrate-and-fire neurons with
random thresholds,” EURASIP Journal on Advances in Signal
Processing, vol. 2009, Article ID 682930, 14 pages, 2009.

[8] G. L. Fain, Sensory Transduction, Sinauer Associates, Inc.,
2003.



Computational Intelligence and Neuroscience 13

[9] D. Song, R. H. Chan, V. Z. Marmarelis, R. E. Hampson, S. A.
Deadwyler, and T. W. Berger, “Nonlinear dynamic modeling
of spike train transformations for hippocampal-cortical pros-
theses,” IEEE Transactions on Biomedical Engineering, vol. 54,
no. 6, pp. 1053–1066, 2007.

[10] T. P. Zanos, S. H. Courellis, T. W. Berger, R. E. Hampson,
S. A. Deadwyler, and V. Z. Marmarelis, “Nonlinear modeling
of causal interrelationships in neuronal ensembles,” IEEE
Transactions on Neural Systems and Rehabilitation Engineering,
vol. 16, no. 4, pp. 336–352, 2008.

[11] S.-P. Kim, J. C. Sanchez, Y. N. Rao, et al., “A comparison
of optimal MIMO linear and nonlinear models for brain-
machine interfaces,” Journal of Neural Engineering, vol. 3, no.
2, pp. 145–161, 2006.

[12] R. Serrano-Gotarredona, T. Serrano-Gotarredona, A. Acosta-
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Recent years have seen the emergence of microelectrode arrays and optical methods allowing simultaneous recording of spiking
activity from populations of neurons in various parts of the nervous system. The analysis of multiple neural spike train data
could benefit significantly from existing methods for multivariate time-series analysis which have proven to be very powerful in
the modeling and analysis of continuous neural signals like EEG signals. However, those methods have not generally been well
adapted to point processes. Here, we use our recent results on correlation distortions in multivariate Linear-Nonlinear-Poisson
spiking neuron models to derive generalized Yule-Walker-type equations for fitting “hidden” Multivariate Autoregressive models.
We use this new framework to perform Granger causality analysis in order to extract the directed information flow pattern in
networks of simulated spiking neurons. We discuss the relative merits and limitations of the new method.

1. Introduction

The analysis of multivariate neurophysiological signals at the
cellular (spike trains) and population scales (EEG/MEG, LFP,
and ECOG) has developed almost independently, largely
due to the mathematical differences between continuous
and point-process signals. The analysis of multiple neural
spike train data [1] has gained tremendous relevance recently
with the advent and widespread application of arrays of
microelectrodes in both basic and applied Neurosciences.
Furthermore, emerging optical methods for network activity
imaging [2] and control [3] are likely to further compound
this growth.

Currently, the analysis of multichannel spike trains is
still largely limited to single-channel analyses, to bivariate
cross-correlation and metric-space analyses [4], and to spike
train filtering (“decoding”). In contrast, much of EEG/MEG
time series analysis has revolved around linear and nonlinear
models and analyses that are essentially multivariate, most
prominently the multivariate autoregressive (MVAR) model.
The MVAR framework is associated with a powerful set of
time- and frequency-domain statistical tools for inferring

directional and causal information flow based on Granger’s
framework [5], including linear and nonlinear Granger
causality, directed transfer function, directed coherence, and
partial directed coherence (see [6–8] for reviews). Scattered
attempts at applying this general framework to neural spike
trains have relied on smoothing the spike trains to obtain a
continuous process that can be fit with an MVAR model [9–
12]. This approach has the clear disadvantage of being highly
kernel dependent and of introducing unwanted distortions.
The inability to estimate multivariate autoregressive models
for spike trains has recently motivated Nedungadi et al.
[13] to develop an alternative nonparametric procedure
for computing Granger causality based on spectral matrix
factorization (without fitting the data with an autoregressive
model).

The purpose of this paper is to bridge this divide
in neurophysiological data analysis by introducing a
correlation-distortion-based framework for applying multi-
variate autoregressive models to multichannel spike trains.
The primary aim of making this connection is to enable
direct identification of causal information flow among
populations of neurons using the powerful Granger causality
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analyses, which have been tried and tested in numerous
studies of continuous neural signals. The framework is based
on our recent analytical results [14, 15] on correlation distor-
tions in (multiple) Linear-Nonlinear-Poisson (LNP) models
when the inputs are white Gaussian noise processes and the
nonlinearities are exponential, square, or absolute values.
The essential idea in this approach is that the nonlinearity
(which produces the firing rates) systematically distorts the
correlation structure of the correlated Gaussian outputs of
the linear stage, and that the spike trains carry essentially the
same expected correlation structure. By deriving formulas
for these distortions, we were able to generate synthetic
spike trains with a fully-controllable correlation structure by
choosing FIR linear kernels that “predistort” the Gaussian
processes to cancel out the subsequent distortion. Such
spike trains can be applied, for example, in pattern photo-
stimulation of synthetic input activity onto a neuron, or for
controlling neuron populations in artificial neuroprosthetic
interfaces [3, 16]. Although we noted in [14] that the linear
stage could generally have a recursive MVAR structure, the
required estimation steps were not presented or tested.

The remainder of the paper is organized as follows.
Section 2 introduces the methods used for generating the
spike trains used in this paper and for evaluating statistical
significance. In Section 3 we present and evaluate the proce-
dure for estimating the MVAR-nonlinear-Poisson model. In
Section 4 we provide an overview of linear Granger causality
analyses and apply them to estimating information flow in
bi- and trivariate spike trains. In Section 5 we conclude by
discussing the new framework’s relation to previous work,
and its prospects and limitations.

2. Methods

2.1. Synthetic Spike Train Generation. Spike trains were
generated in two different ways in order to mimic two basic
scenarios encountered in neural data recordings: distributed
population activity with relatively wide correlation functions
and local network with directly interconnected neurons.

Population activity was simulated using a Linear-
Nonlinear-Poisson (LNP) generative neural model with a
multichannel linear stage modeled by a Multivariate Autore-
gressive model (see Section 3). Causal connectivity structures
were generated by choosing appropriate coefficients for
the MVAR model (details provided for each example in
Section 4). The desired mean firing rates and firing rate
variability were obtained by adjusting the parameters of the
nonlinearity [14].

Local networks of directly interconnected neurons were
simulated using integrate-and-fire (IF) neuron models pro-
posed by Izhikevich [17] with various interconnection
schemes. Routines based on freely available code from the
ModelDB [18, 19] database (accession number 115968)
were used to generate this network activity. This approach
provided networks of realistic spiking neurons with no
assumptions of Poisson firing or LNP-based activity. For the
three examples used in this work, three different networks
were simulated with the connectivity structures depicted in
Figure 1.

2.2. Surrogate Data Generation. To perform a statistical
test on the results of the proposed method as part of
Granger causality analyses, surrogate datasets were gener-
ated. The surrogate data was generated by nullifying one
causal connection (coefficient) at a time in the estimated
underlying MVAR model of the linear stage. This new MVAR
model (with one artificially “broken” connection) was used
for generating spike trains with no direct causal relation
between the two tested channels. Each of these spike trains
was then analyzed by the proposed method for Granger
causality. The resultant coefficients (6) or (8) provided a
“null” distribution, to which the corresponding coefficients
calculated from the real data were compared.

3. Identifying an MVAR-Nonlinear-Poisson
Model

We consider the problem of identifying a p-dimensional
multivariate (vector) autoregressive model of order m:

x(n) = −
m∑

k=1

A(k) · x(n− k) + w(n) (1)

from observations of Poisson spike trains whose rate depends
nonlinearly on x(n):

λi(n) = f
(
μi + σi · xi(n)

)
. (2)

The matrices A(k) are p × p coefficient matrices, each
corresponding to a specific lag, and w is a zero-mean
Gaussian noise process with covariance matrix

∑
.

The parameters of an MVAR model (A(k)) can be
estimated directly from the autocorrelation function of its
output Rx(k) = E[x(n)·xT(n+k)] by solving the multivariate
Yule-Walker equations [8]:

m∑

k=1

A(k) · Rx(i− k) = −Rx(i), 1 ≤ i ≤ m. (3)

How can this framework be adapted to our case?
Although the correlation matrices Rx(k) are not directly
measurable, they can be indirectly estimated from the
correlation matrices and expectations of the firing rates λ for
certain choices of the nonlinearity f. These “predistortion”
relationships were derived in [14] for exponential, square
and absolute-value transformations by considering the effect
of these nonlinearities on pairs of correlated, normally
distributed random variables. For the case of doubly-
stochastic Poisson processes, the spike-train correlation
structure RΔN (τ) is identical to that of the firing rates, except
at zero lag [14, 20]: RΔN (τ) = Rλ(τ) + δ(τ)E(λ).

The parameter estimation algorithm is summarized in
Algorithm 1 for the exponential and square nonlinearities
(the detailed derivation and formulas of absolute-value pre-
distortions appear in [14]).

The main algorithm assumes that the model order m is
known. Several different criteria for automatic determina-
tion of an “optimal” model order m have been developed.
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Figure 1: Structure of simulated networks (a)–(c) of IF neurons. Morphologies of the three networks simulated to provide data for the
analysis of realistic local networks (see Figure 4 for the results). Granger causality analysis was performed on the subnetworks marked by
dashed boxes. The additional neurons were used to balance excitatory and inhibitory input to the analyzed cells.
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Figure 2: Fitting multiple spike trains with an MVAR-Nonlinear-Poisson model. (a) Schematic representation of the model. (b) Rate
processes λ(t) and corresponding Poisson spike trains. (c) Correlation structures of the original spike trains and the estimated model.

In our implementation we determined the model order by
minimizing the Bayesian Information Criterion (BIC):

BIC(m) = 2 log
[

det
(
Σ̃
)]

+
2p2m · logNtotal

Ntotal
, (4)

where Ntotal is the total number of data points and the
prediction error covariance matrix Σ̃ is given by

Σ̃ = R(0) +
m∑

k=1

A(k) · Rx(k). (5)

Figure 2 presents an illustrative example of an MVAR-
Nonlinear-Poisson model (Figure 2(a)) of order 3 estimated
from three correlated spike trains. The correlations between
the three processes, which can be qualitatively appreciated
from the firing rates (Figure 2(b)), are accurately captured
by the estimated model (Figure 2(c)).
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(1) Estimate mean rates E[λi(t)] = E[ΔNi] and pairwise auto- and cross-correlation matrices Rλ(i, j)(k) � E[λi(n)λj(n + k)] =
E[ΔNi(n)ΔNj(n+ k)] from spike trains ΔNi(t) � limΔt→ 0Ni(t +Δt)−Ni(t). Note that, for zero-lag autocorrelations (i = j; k =
0): E[λ2

i ] = E[ΔN2
i ] − E[ΔNi]/Δt. A smoothing spline can optionally be used to remove variance from the noisy spike-train

correlation estimates.
(2) Estimate the nonlinearity parameters and predistort the correlation (see Table 1).
(3) Solve Yule-Walker equations (3). This step can be performed by directly inverting a Toeplitz matrix, or more efficiently and
robustly using the Levinson-Wiggins-Robinson (LWR) algorithm [21].

Algorithm 1: Algorithm outline.

Table 1

λi(t)
Exponential Square

exp(μi + σixi(t)) (μi + σixi(t))2

μi ln

⎛
⎝ E2[λi]√

E[λ2
i ]

⎞
⎠ 4

√
3
2
E2[λi]− E[λ2

i ]
2

σi

√√√√ln

(
E[λ2

i ]
E2[λi]

) √√√√E[λi]−
√

3
2
E2[λi]− E[λ2

i ]
2

Rx(i, j)(k)
ln(Rλ(i, j)(k)/E[λi]E[λj])

σiσj

−μiμj +
√

(Rλ(i, j)(k)− E[λi]E[λj])/2 + μ2
i μ

2
j

σiσj
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0.03 (p = .32)
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Figure 3: Granger causality analysis in a 2D case. (a) Schematic
of the original model and its observed correlation structure. (b)
Granger causality analysis of the spike trains revealed a significant
causal connection from cell 1 to cell 2. The numbers represent the
pairwise linear Granger causality coefficients for each connection
and their P-values (in parenthesis). (c) Correlation structure of the
model used as a “null” for the statistical test, with no connection
between cell 1 and cell 2.

4. Granger Causality Analysis

Granger causality is based on the general concept due to
Norbert Wiener that a causal influence should manifest in
improving the predictability of the driven process when the
driving process is observed. A measurable reduction in the
unexplained variance of the driven process (say x2(n)) as a
result of inclusion of the causal (driving) process (say x1(n))
in linear autoregressive modeling marks the existence of a

causal influence from x1(n) to x2(n) in the time domain
[5]. Pairwise linear Granger causality in the time domain is
defined as

Fx1 → x2 = ln
Σ1

Σ2
, (6)

where Σ1 is the unexplained variance (prediction error
covariance) of x2(n) in its own autoregressive model, whereas
Σ2 is its unexplained variance when a joint MVAR model
for both x2(n) and x1(n) is constructed. It is expected that
Fx1 → x2 > 0 when x1(n) influences x2(n), and Fx1 → x2 =
0 when it does not. In practice, Fx1 → x2 is compared to a
threshold value, which can be determined using a variety
of methods (typically using surrogate data or by shuffling
channels).

To evaluate the Granger analysis framework, we first
tested its ability to estimate the causality structure in a system
of two coupled synthetic spike trains with unidirectional
influence (Figure 3). The structure of the MVAR model used
to generate the data (Figure 3(a)) was

x(n) =

⎡
⎢⎢⎣

1
2

0

0
1
2

⎤
⎥⎥⎦x(n− 1) +

⎡
⎢⎣

0 0

−1
2

0

⎤
⎥⎦x(n− 2) +w(n). (7)

We simulated a 10-minute-long dataset where the mean
firing rate of the spike trains was 20 Hz (set by adjusting
the exponent’s parameters). The strength of each connection
was calculated using (6), and their statistical significance was
tested by applying the same calculation scheme to surrogate
data where the tested connection was removed (for details on
generating surrogate data see Section 2).
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Pairwise causal analyses are important, but cannot dis-
tinguish, for example, between direct and indirect influences
in more elaborate connectivity schemes, such as trivariate
networks [8]. To address inference in this more complex
scenario, we can perform a series of “leave-one-out” analyses,
using the multivariate extension of the linear Granger
causality index [7, 8]. For example, to assess the direct
influence exerted by xm on xn, we use

Fxm→ xn = ln
Σxn|x1···xm−1,xm+1···xp

Σxn|x1···xp
. (8)

To test this approach (Figure 4) we applied it to synthetic
data originating from 10-minute-long datasets (20 Hz aver-
age rate) synthetically generated from two different MVAR
models that represent two basic triple-unit activity examples.
The first one (Figures 4(a)–4(c)) models sequential connec-
tion and was modeled by

x(n) =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

1
2

0 0

1
2

1
2

0

0 0
1
2

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

x(n− 1) +

⎡
⎢⎢⎢⎢⎣

0 0 0

0 0 0

0 −1
2

0

⎤
⎥⎥⎥⎥⎦
x(n− 2)

+

⎡
⎢⎢⎢⎢⎣

−1
2

0 0

0 0 0

0 0 0

⎤
⎥⎥⎥⎥⎦
x(n− 3) +w(n).

(9)

The second case (Figures 4(d)–4(f)) is a “common input”
example, where unit #1 drives the activity of units #2 and
#3 with different time delays. This example was modeled by

x(n) =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

1
2

0 0

1
2

1
2

0

0 0
1
2

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

x(n− 1) +

⎡
⎢⎢⎢⎣

0 0 0

0 0 0

0 0 0

⎤
⎥⎥⎥⎦x(n− 2)

+

⎡
⎢⎢⎢⎢⎢⎢⎣

−1
2

0 0

0 0 0

−1
2

0 0

⎤
⎥⎥⎥⎥⎥⎥⎦
x(n− 3) +w(n).

(10)

To test the robustness of the MVAR-N-P model estima-
tion under a nonlinearity mismatch, we simulated Model I
from Figure 4 using a square and an absolute value non-
linearity and estimated the model assuming an exponential
nonlinearity as before. As can be seen in Figure 5, the
estimated MVAR models are extremely similar to the model
estimated without the mismatch: ρ = 0.995 ± 0.004, ρ =
0.993 ± 0.006, respectively, for the nonzero kernels (each
model is illustrated by its respective impulse responses).

Finally, we tested the method on data that comes from
simulations of realistic local network activity. The spike trains
were simulated using interconnected networks of integrate-
and-fire neurons [17]. Examples similar to those presented
in Figures 3 and 4 were analyzed by the proposed approach
based on the MVAR-Nonlinear-Poisson model. Exponential
nonlinearity was used as it is more flexible in capturing
correlation structures than the other two nonlinearities [14].
The method successfully determines the connectivity pattern
in all three examples, even though the spike trains are far
from being Poissonian and therefore cannot be generated by
an LNP model (Figure 6).

We note that, as a result of absolute and relative refractory
periods of non-Poisson spiking, the correlation structure has
strong negative peaks that cannot be directly captured by
the MVAR models used in our framework. To fit a stable
and representative MVAR model to these spike trains, we
applied a basic regularization procedure to their correlation
structure that consisted of truncating the negative peaks
in the auto- and cross-covariance functions and adding a
diagonal matrix to the correlations matrix (in order to get
a positive semidefinite correlation matrix).

5. Discussion

In this paper, we introduced a new method for modeling
multineuron spike train data, and its application to the
identification of information flow structure among inter-
acting neuronal populations. The identification of neural
systems from multineuron spike train data can be used for
experimental inference of underlying network connections
[22–27], or more generally of “effective” connectivity. It
is also indirectly related to nonparametric methods for
identifying high-order synchronous interactions [28–31],
and metrics of (dis)similarity between spike trains [4, 32–
36]. In our approach, the data is fit to a model based on
an underlying MVAR process with Gaussian statistics which
is nonlinearly transformed to firing rates that modulate
Poisson spike trains. Our approach thus departs from the
classical model-based identification of multivariate spike
train data which assumes a specific, biophysically-motivated,
linear or nonlinear interaction scheme between neurons
[22–27]. In our approach, there is no explicit modeling of
the interaction exerted through the spike trains, but rather
the modulating processes interact through the multivariate
recursive structure of the MVAR. In practice, the strict
assumptions of neural-interaction models are challenged by
the dramatic under-sampling of a large population in real
neural recordings, as well as by oscillations and modulations
exerted by unmodeled elements. Recently, this “classical”
approach has been generalized into generalized linear models
(GLMs) that include modulation by a dynamic stimulus or
behavior [37–39], which in our framework can be done by
adding an additional external input or set of inputs (and
thus moving from an AR to an ARX model). In addition,
the new framework can easily be extended to analyze mixed
datasets containing both spiking and continuous neurophys-
iological (and behavioral) data, as well as to time-varying
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Figure 4: Granger causality analysis of different 3D models. (a, d) Schematic of the models and their correlation structures. (b, e) Pairwise
Granger causality analysis (using (6)) is incapable of distinguishing between direct and indirect connections, and three causal connections
are deemed significant. (c, f) Three dimensional Granger causality analysis reveals the connectivity structure that fits the original models.
Granger causality coefficients were calculated using (8). The statistical test was performed using surrogate data.
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Figure 6: Granger causality analysis of realistic Izhikevich-type networks of neurons. Granger causality analysis was applied to reconstruct
the connectivity structure in three basic architectures—see Figure 1 for the full structure of the simulated populations. (a) Two cells with
unidirectional causal connection. (b) Three cells with sequential connection. (c) Three cells with “common input” interaction. Note that in
examples (b) and (c) the reduced 2-dimensional models do not reconstruct correctly the 3D causal relations, as expected.

(nonstationary) scenarios using the MVAR framework and
its standard adaptive extensions.

Rather than explicitly modeling neuron-to-neuron inter-
actions, our approach benefits from the MVAR-based
Granger causality framework for inferring directed infor-
mation flow using the concept of increased predictability
of one time series when another is observed. While we
have only illustrated the use of linear Granger causality, this
framework now includes a number of different statistical
measures that can be used for inference, including directed
transfer function, directed coherence, and partial directed
coherence. A thorough overview of these methods [6–8] is
clearly outside the scope of the current paper; however, we
note that their ability to infer cortical network connectivity
patterns has been systematically tested and compared in a
number of studies (e.g., see [40]). It is important to note
that a major difference between our approach and “classical”
MVAR models is that the MVAR model here is hidden and
only indirectly observed through the noisy spike trains. As a
result, it was crucial that both the MVAR parameter estimates

and the prediction errors can both be estimated from auto-
and cross-correlations equations (3) and (5).

Finally, we note that the proposed framework has some
limitations that could potentially benefit from additional
work. The LNP nonlinearity is required in order to transform
the Gaussian processes into nonnegative stochastic intensi-
ties (rates) that modulate the Poisson processes. Having to
select a specific nonlinearity is clearly a shortcoming of this
approach versus the complete generality (and uniqueness) of
the MVAR framework in the context of continuous processes.
Secondly, we note that when the MVAR-N-P is used as
a generative model for spike trains, the doubly-stochastic
Poisson processes that are produced have a larger-than-
Poisson dispersion (variance), which may not always be
desirable. This limitation can be addressed by considering
alternative models for the transformation from a Gaussian
process to spike trains. For example, the single-stochastic
processes analyzed by Macke et al. [41] produce spikes
deterministically whenever a Gaussian process is higher than
a threshold value, while Tchumatchenko et al. [42] analyzed



8 Computational Intelligence and Neuroscience

spike trains produced during threshold crossings of Gaussian
processes (both solutions can only be numerically inverted).
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The chance of detecting assembly activity is expected to increase if the spiking activities of large numbers of neurons are recorded
simultaneously. Although such massively parallel recordings are now becoming available, methods able to analyze such data for
spike correlation are still rare, as a combinatorial explosion often makes it infeasible to extend methods developed for smaller data
sets. By evaluating pattern complexity distributions the existence of correlated groups can be detected, but their member neurons
cannot be identified. In this contribution, we present approaches to actually identify the individual neurons involved in assemblies.
Our results may complement other methods and also provide a way to reduce data sets to the “relevant” neurons, thus allowing us
to carry out a refined analysis of the detailed correlation structure due to reduced computation time.

1. Introduction

Synchronized presynaptic spiking activity is known to have a
higher efficacy in generating output spikes than noncoordi-
nated spike timing [1]. Therefore, temporal coordination of
spike timing is a commonly accepted signature of neuronal
assembly activity [2–5]. Consequently, approaches to detect
assembly activity have focused on the detection of correlated
spiking activity on a millisecond time resolution.

With massively parallel recordings becoming available
at an accelerating rate [6], the likelihood of observing the
signature of assembly activity is improving. However, we still
lack the corresponding analysis tools [7]. Most of the existing
methods are based on pairwise analysis, for example, [8–10].
Approaches to analyze correlations between more than two
neurons exist, but typically only work for a small number of
neurons [11–15] or only consider pairwise correlations when
analyzing the assembly [16–19] (in these approaches a set of
neurons is seen as an assembly if most of them are pairwise
correlated).

It is usually infeasible to simply extend existing methods
that identify individual spike patterns to massively parallel
data due to a combinatorial explosion. Therefore, in pre-
vious studies, we tried new approaches that evaluate the
complexity distribution [20, 21] or the intersection matrix
[22], which can handle massively parallel data in reasonable
computational time and analyze it for higher-order spike
patterns. These methods are able to detect the presence of
higher-order correlation, but do not identify neurons that
participate in the correlation. The goal of the present study
is to resolve this issue: we want to directly identify neurons
that take part in an assembly as expressed by coincident
firing. Our aim is not, however, to determine the order of
the correlation in which they are involved, but to provide an
efficient tool to reduce the dataset to the relevant neurons,
which can then be examined in detail in further analysis. We
present two different methods, both of which rely on the idea
of detecting whether an individual neuron is involved in any
kind of coincident event more often than can be expected by
chance.
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The paper is organized as follows: in Section 2 we discuss
methods of generating surrogate data from given spike trains,
which we need in order to obtain reference distributions
for the test statistics that are introduced in Section 3. In
Section 4 we apply our test statistics to several artificial and
one real-world dataset and assess their performance. Finally,
in Section 5 we evaluate our findings and draw conclusions
about the usefulness of our approach. This study is based
on a former contribution [23], and is extended here by a
systematic study of parameter dependencies and the analysis
of simulated network data and neuronal data.

2. Generation of Surrogate Data

Our methods of detecting neurons that are participating
in an assembly consist of two ingredients: a test statistic
(described in the following section) and a procedure to
generate surrogate data (described in the this section), which
is needed to estimate their distribution. Starting with the
general surrogate generation procedure, we discuss common
problems and examine two concrete approaches.

2.1. General Procedure. In all approaches explored in this
paper, we compute a different test statistic from the data, each
of which is based on a different basic idea (see Section 3).
Unfortunately, there are certain obstacles that prevent us
from easily finding the distributions of these test statistics
under the null hypothesis that the considered neuron i is not
part of an assembly. Therefore, we rely on the generation of
surrogate data from the original dataset in order to estimate
this distribution. The surrogate dataset is created in such a
way that a neuron i under consideration, if it is part of an
assembly, becomes independent of all other neurons, or at
least is considerably less dependent on the other neurons
than in the original dataset.

The general test procedure is as follows: first we compute,
for the neuron i under consideration, the test statistic on
the original dataset. Then we generate a surrogate dataset in
one of the ways described in what follows, recompute the
test statistic, and compare the result to the result obtained
on the original dataset. Generating surrogate datasets and
recomputing the test statistic is repeated sufficiently often
(unless otherwise stated, 5000 times). Finally, counting the
number of times the result of a surrogate run meets or
exceeds the result obtained on the original data and dividing
this number by the total number of runs yields a P-
value. This P-value measures the probability that a result as
obtained on the actual data would be obtained by chance if
neuron i was independent of all other neurons (where what
exactly is meant by “chance” is made precise by the surrogate
generation method).

2.2. Problems of Generating Surrogate Data. In general, the
procedure with which surrogate data is generated is critical
for the validity of a test for assembly activity, because it
implicitly represents the null hypothesis. As a consequence,
a common argument against a chosen surrogate generation
method is that it represents a (much) too restricted null

hypothesis. In such a case obtaining a significant test result
could be explained not only by the original data actually
having the property tested for but also by some other,
unrelated property, which should have been covered by the
null hypothesis, but was not. In principle, the null hypothesis
must cover the full complement of the property tested for
(which, of course, represents the alternative hypothesis). The
“worst” data model in this complement—that is, the data
model that is most likely to produce, by chance, data that
looks like as if it was generated by a model having the prop-
erty tested for—determines the significance of a test result.

A closer analysis reveals that this problem cannot in
general be fully overcome for a test for assembly activity,
because the complement of assembly activity is too large. In
this complement there are data models that are so close to
models exhibiting assembly activity (i.e., models that can,
with a high probability, generate the same data), that it is
almost impossible to obtain significant P-values. In order
to cope with this problem, one has to restrict the null
hypothesis. However, at the same time one must take care
to restrict it only to such an extent that the restrictions can
reasonably be considered harmless, where “harmless” means
that only such models are excluded of which we are fairly
certain that they are impossible.

In practice, it is this idea that underlies the desire to
preserve, as much as possible, certain properties of the
original data, which are not directly connected to the
property tested for, but could explain a significant test result.
Unfortunately, there is no consensus about which properties
should or must be preserved. Examples include the overall
and local firing rates of the neurons, the distribution of inter-
spike intervals, the number of spikes per time bin and so
forth. For an extensive discussion of this problem see [24].

In addition, the more properties one tries to preserve,
the more complex and computationally more expensive
generating surrogate datasets becomes. If one recalls that a
large number of surrogate datasets have to be generated in
order to be able to compute a sufficiently small and reliable
P-value, the required computation time is a serious concern.

As a consequence, we confine ourselves here to fairly
simple methods of generating surrogate data with the follow-
ing argument: we see our method mainly as a preprocessing
method and always assume that the findings of our methods
are later substantiated with more detailed and statistically
more powerful tests. Our primary goal is to reduce the
number of neurons that have to be subjected to this more
detailed and thus also computationally more costly analysis.
Therefore, we can afford to have a few false-positive results,
because it can reasonably be assumed that they will be
detected as such in subsequent steps. However, we cannot
tolerate false negatives, since then neurons that are actually
relevant would be excluded from further analysis. Relying
on an overly restricted null hypothesis, implemented as an
over-simplified surrogate generation method that does not
preserve all relevant properties of the original data, may
produce additional false-positives but will not produce false
negatives. For the purposes of preprocessing, we therefore
prioritize speed over accuracy and use simple surrogate data
generation methods.
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2.3. Spike Shuffling in Time. One of the simplest and fastest
ways of generating a surrogate dataset in which a considered
neuron i is independent of all other neurons is to shuffle
the spike times of neuron i. That is, the spikes of neuron
i are reassigned from their original time bins to time bins
that are randomly chosen from the available ones. Note that
we shuffle only the spikes of neuron i; all other spikes are
left unchanged. As a consequence, the correlation structure
between all other neurons is preserved—only correlations of
neuron i with other neurons are destroyed.

Some obvious advantages of such a shuffling scheme are
that it preserves the number of spikes of the considered
neuron, changes the number of spikes per time bin by at most
1 (only a spike of the considered neuron can be removed or
added), is easy to program, and is fast to execute. However,
it has the serious disadvantage that in real-world data firing
rates are not constant over time. For a thorough discussion
of this issue see [24].

If we assume that the neurons under consideration
change their firing rates coherently, that is, the firing rate
rises or falls for all neurons in parallel, there is a fairly simple,
but nevertheless surprisingly effective approach to cope with
varying spike rates: we simply see the number of spikes in a
bin as a very coarse indicator of the general neuronal activity
level. We may then derive an estimate for the probability of a
spike occurring in a time bin j as follows: let Il be the index
set of the neurons that fire in the lth time bin, and let T
be the total number of time bins. Then we may define the
probability of randomly assigning a spike of some neuron i
to a given time bin j as

πj =
∣∣∣I j
∣∣∣ + c

∑T
l=1(|Il| + c)

, (1)

where c is a correction term that in similar contexts is known
as the Laplace correction. Formally, this correction term can
be justified with arguments from Bayesian statistics [25],
where it is derived from an uninformative prior distribution.
This prior distribution is a uniform distribution here,
because formally we consider a polynomial distribution over
the time bins. This prior distribution is then modified with
the data distribution using Bayes’ rule. As a consequence, the
Laplace correction c introduces a tendency toward a uniform
distribution and may be chosen in [0, +∞). For c = 0
the number of spikes in a bin relative to the total number
of spikes directly determines the probability of assigning a
spike to this time bin. This yields a maximum likelihood
estimation of the time bin probability, because no weight is
assigned to the uniform prior distribution; one relies entirely
on the available data. For c → ∞ we obtain, as a limiting
case, the uniform spike shuffling scheme described above:
each time bin has the same probability of having a spike
assigned to it, regardless of the number of spikes it contains.
Values 0 < c < ∞ introduce a limited tendency toward
a uniform distribution, which becomes stronger for greater
values of c.

2.4. Trial Shuffling. In real recordings of parallel spike trains
it is often the case that some kind of stimulus is presented to

the subject and then the neuronal response to this stimulus is
recorded for a certain period. In order to reduce the effects of
random influences that may be present in a single instance,
several trials of presenting the stimulus and recording the
response are carried out.

If multiple trials are available, one may use trial shuffling
to generate surrogate data. In trial shuffling the spike trains
of a neuron i under consideration are randomly assigned to
other trials, thereby replacing the original spike trains in the
respective trials. Even though all trials must, of course, be
aligned w.r.t. the onset of the stimulus, the individual spike
trains vary sufficiently due to their stochastic nature, such
that neuron i becomes independent of the other neurons
in terms of the precise timing of spikes across the neurons.
At least it is plausible to assume that existing dependencies
will be considerably reduced due to the independence of the
trials.

However, one should be aware that because of similar
responses due to the same stimulus, trial shuffling can
hide assembly activity that is actually present, despite the
independence of the trials. In particular this is the case if
the assembly response is sufficiently exact in time relative to
the stimulus onset, so that trial shuffling does not destroy
the dependence between the neurons. As a consequence,
trial shuffling can lead to false negatives, which is a critical
disadvantage for our approach (see Section 2.2).

In addition, plain trial shuffling has the disadvantage that
the number of available trials limits the achievable P-values:
suppose there are s trials. Then one is the original data and
the spike train of the neuron i under consideration can be
moved to at most s−1 other trials in order to obtain surrogate
data. Even if in all of these s − 1 cases the obtained statistic
value is less than that obtained on the original data, all we
can say about the P-value is that it is less than 1/(s−1). Since
s usually ranges only in the order of a few dozen, it may not
even be possible to obtain a significant test result. The fact
that we can use any trial as the original data and all other
trials to generate surrogates does not amend this drawback,
because this only provides us with s independent P-values
(cf. [26]).

In order to improve this situation, we concatenate the
individual trials into one long dataset and compute the test
statistic once on the entire set. Then the trial segments of the
spike train of the neuron i under consideration are shuffled
to obtain a surrogate dataset. As a consequence, the number
of surrogate datasets that can be generated is considerably
increased, because any permutation of the trial segments of
the spike train (except the identity, that is, the case in which
all trial segments are at their original positions) yields a
surrogate dataset.

However, one should be aware that this scheme is also
open to criticism: suppose that two different permutations
move a given trial segment into the same location. Then
the terms of the test statistic that result from the time bins
in the corresponding trial are necessarily the same for both
permutations. This may have the effect that the obtained
distribution of the test statistic exhibits less variation than
the actual distribution. If avoiding this effect is made a
strict requirement, only s − 1 permutations (other than the
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identity) can be defined. In this case there is no advantage
over separate trials.

Nevertheless we believe that such a trial shuffling scheme
is reasonable. In the first place, the fraction of terms of the
test statistic that are identical for two permutations will be
relatively small unless the total number s of trials is very
small. Hence the effect on the variability of the test statistic is
likely negligible. Secondly, reducing the variability of the test
statistic for surrogate data has at most the effect of creating
false-positive results. As already argued in Section 2.2, we can
afford a few false-positive results, because later processing
steps should remove them.

3. Test Statistics

We explored the performance of two approaches to identify
whether a neuron is part of a correlated group of neurons.

3.1. Conditional Pattern Complexities (CPCs). The first
approach to identify neurons participating in assemblies is
based on the idea that such neurons should have, on average,
more neurons firing together with them in the original data
than in the surrogates. In other words, if some neuron i
participates in one or more large assemblies, there should
be several time bins in which it fires together with a larger
number of other neurons. Hence the average complexity of
patterns involving neuron i should be larger than can be
expected by chance. Formally, we use

μ(i) = 1
T

T∑

l=1
|Il − {i}|,

μ(i) = 1
Ti

T∑

l=1

1Il (i)|Il − {i}|,
(2)

where Il is the index set of the neurons that fire in the lth
time bin, 1Il (i) is the indicator function of the set Il (which
is 1 if i ∈ Il and 0 otherwise), T is the total number of
time bins, and Ti =

∑T
l=1 1Il (i) is the number of time bins

in which neuron i fires. Thus, μi is simply the overall average
pattern complexity with spikes of neuron i removed, while μi
is the average pattern complexity in those time bins in which
neuron i fires, again with spikes of neuron i removed. We may
also call this the conditional average pattern complexity, that
is, conditional on spikes of neuron i. A natural test statistic is

tCPC(i) = μ(i)− μ(i)
μ(i)

. (3)

A P-value can be derived by using the surrogate data
generation procedures described in Section 2.

An obvious way to improve this measure is to weight
large complexities more strongly than smaller ones, because
large complexities are, intuitively, more indicative of assem-
bly activity. A simple technical means to achieve such

weighting is to raise the complexities to a user-specified
power α:

μα(i) = 1
T

T∑

l=1
|Il − {i}|α,

μα(i) = 1
Ti

T∑

l=1

1Il (i)|Il − {i}|α.
(4)

In other words, instead of a simple mean of the pattern
complexities, we employ higher moments. The resulting test
statistic is

tCPC
α (i) = μα(i)− μα(i)

μα(i)
. (5)

3.2. Conditional Spike Frequencies (CSFs). In a second
approach we take into account how often other individual
neurons fire together with neuron i. The idea is that if neuron
i participates in one or more assemblies, it should fire more
often together with certain other neurons, specifically those
also in the assemblies, than can be expected by chance. In
order to be less sensitive to differing firing rates, we use the
number of excess spikes to form a test statistic: we compute
for each neuron j, j /= i, the difference between the actual

number Tij =
∑T

l=1 1Il (i)1Il ( j) of spikes of neuron j observed
together with a spike of neuron i and the expected number
of such spikes, estimated as Tiη̂ j with η̂ j = Tj/T , where

Ti =
∑T

l=1 1Il (i) and Tj =
∑T

l=1 1Il (l) are the number of time
bins in which neurons i and j, respectively, fire and T is the
total number of time bins. Since only excess spikes tell us
about possible correlations, negative differences are ignored.
Formally, the test statistic is

tCSF(i) = 1
N − 1

N∑

j=1, j /= i
ζ
(
Tij > Tiη̂ j

)(
Tij − Tiη̂ j

)
, (6)

where N is the total number of neurons and ζ(ϕ) is 1 if ϕ is
true and 0 otherwise. Analogously to the conditional pattern
complexity described above, we may consider weighting a
large number of excess spikes more strongly than a small
number, as a large number is certainly more indicative of
assembly activity. In order to achieve this, we once again
introduce a user-specified power α to which the number of
excess spikes is raised:

tCSF
α (i) = 1

N − 1

N∑

j=1, j /= i
ζ
(
Tij > Tiη̂ j

)(
Tij − Tiη̂ j

)α
. (7)

As another straightforward variant, one may relate the excess
spikes to the expected number of spikes, because a higher
firing rate also leads to a higher variation in the actual
number of observed spikes and thus makes a large number
of excess spikes more likely. In this case, the measure reads
(with the optional power α already added)

t̃
CSF
α (i) = 1

N − 1

N∑

j=1, j /= i
ζ
(
Tij > Tiη̂ j

)( (Tij − Tiη̂ j)
Tiη̂ j

)α
.

(8)
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Figure 1: Sketches of different settings of our stochastic model. Indep: independent spike trains, but differing firing rates; SIP: single
assembly, single interaction process; MIP: single assembly, multiple interaction process; mSIP: multiple assemblies, single interaction
processes.

However, it is not immediately clear whether this modifica-
tion improves or deteriorates the sensitivity of this measure.
In this paper we confine our study to the unmodified version.

A P-value is derived by the same surrogate generation
procedures described earlier (see Section 2).

4. Results for Different Test Data Sets

We tested our statistics in three scenarios: data generated
using the stochastic model that specifies the coordinated
activity we desire to detect (Sections 4.1 and 4.2), data
generated by simulating a large network of neurons into
which a synfire chain is embedded (Sections 4.3 and 4.4)
and real spike train recordings from cat visual cortex
(Section 4.5).

4.1. Stochastic Model of Assembly Activity. The model of
coordinated neural activity we adopt here has its origins
in [21, 27, 28]. The basic assumption is that the activation
of an assembly is expressed by synchronous spiking of
its member neurons. Due to the typically blind sam-
pling from the cortical tissue, the chance of observing a
number of neurons from one assembly is rather small.
This enters our modeling by assuming that only a small
percentage of neurons are correlated—the rest fire indepen-
dently.

In our correlation model simultaneous spike trains are
modeled as parallel, binary processes realized as stationary
Bernoulli processes. The simplest form realizes fully inde-
pendent processes with predefined firing rates λi per neuron
i, thus defining the occupation probability pi = λi · h per
time bin of length h for each process. Such realizations
model the basic activity of the N neurons. Without further
insertion of correlated spiking such independent spike trains
serve as the control setting (“rate model”, labeled “Indep” in
Figure 1).

Assembly activity is modeled by coincident spiking
activity in a subset of M out of the N neurons: a hidden
“mother” process of rate λc is realized, from which spikes are
copied into the M selected child processes with probability
ε. If the probability is 1 all M processes receive a copy of
each spike of the hidden process. In this case all M neurons
exhibit coincidences of order M (labeled “SIP” in Figure 1).
A process of this type is also called a single interaction process
(SIP) [28].

Alternatively, and presumably more realistically for
experimental data, the copy probability can be ε < 1. In
this case the resulting coincidences within the M neurons are
composed of ε ·M < M spikes on average, with a random
composition of spiking neurons per event (labeled “MIP”
in Figure 1). A process of this type is also called a multiple
interaction process (MIP) [28].
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Figure 2: Analysis results for datasets representing the settings Indep, SIP, MIP, and mSIP using tCPC
1 (a) and tCSF

1 (b). All sets are composed
of N = 100 neurons. In Indep, neurons 1–10 (M = 10) have a higher firing rate (λ = 50 Hz) than the rest of the neurons (λ = 20 Hz).
In SIP, MIP and mSIP the first M = 10 neurons are involved in synchronous events, the rest are independent. All neurons have the same
firing rate, λ = 20 Hz. The coincidence firing rate of the assemblies is λc = 5 Hz. The synchronous events in MIP are generated with a copy
probability of ε = 0.8. In each panel, box plots show the distribution (wide box: 5% to 95%, narrow box: 1% to 99%, whiskers: minimum to
maximum) of the shuffling results (s = 105 runs) for each neuron i (ids ordered along the x-axis). Beyond the extent of the whiskers, results
are significant on a 1/s level. The test statistic values tCPC

1 and tCSF
1 obtained on the actual data are shown as bow-ties.

Finally, the correlated and uncorrelated spike trains
are merged. The spike train of a child process is then
composed of “background” firing and of spikes involved in
coincidences. The total firing rate is λi = λb,i + λc,i, where λb,i

is the background rate and

λc,i = λc · ε (9)

the coincidence rate. Trivially, the firing rates of each process
can be predefined, and the background firing rate can be
adjusted accordingly.

Multiple assemblies of neurons can be generated analo-
gously by using one hidden process per assembly. The sets of
neurons to which the spikes are copied from each of these
processes may overlap or not. The total rate of neurons that
take part in more than one assembly is composed of the sum
of the assembly coincidence rates and the background rate:
λi = λb,i +

∑m
j=1 λc,i j with assembly index j, 1 ≤ j ≤ m,

where m is the number of assemblies (labeled “mSIP” in
Figure 1). Note that multiple assemblies can be modeled—
just like single assemblies—with a copy probability ε = 1 or
with ε < 1. In the latter case, each assembly may even use a
different copy probability ε j , so that we have λc,i j = λc, j · ε j ,
where λc, j is the firing rate of the jth assembly and ε j the
corresponding copy probability.

These stochastic models (with no groups, one group,
and several groups of correlated neurons) specify what we
understand by the assembly activity we desire to detect. Of
course, these models are not exhaustive in capturing what
may be understood by “assembly activity”, but merely define
the focus of our study.

4.2. Results for the Stochastic Model Data

4.2.1. Test Statistic per Neuron. In a first experiment to
demonstrate our approaches we make use of datasets gener-
ated by the stochastic model (Section 4.1). In these datasets
we have full control over the statistics of the spike trains
(stationary Poisson) and the correlation structure between
the neurons. Thus, the analyses of these datasets serve as a
proof of principle.

Figure 2 shows results from the four datasets analyzed
using the test statistics tCPC Figure 2(a) and tCSF Figure 2(b).
The datasets are composed ofN = 100 parallel spike trains of
which the first M = 10 neurons either have a different firing
rate then the rest of the neurons (“Indep”) or are correlated
via synchronous spike events (“SIP”, “MIP”, “mSIP”). Each
diagram shows the value of the test statistic (bow-tie) and
a box plot indicating the distribution of the surrogate data
results (spike shuffling in time) for each of the 100 neurons
(wide boxes: 5%-quantile to 95%-quantile, narrow boxes:
1%-quantile to 99%-quantile, whiskers: minimum to max-
imum statistics value obtained in the shuffling runs). The
spike shuffling procedure was chosen as uniform, because the
data are generated as stationary Poisson processes.

For “Indep” the tests do not produce a significant result
for any of the neurons, since they are independent. For
the other three datasets (“SIP”, “MIP”, “mSIP”) the tests
detect that the first 10 neurons have excess coincidences,
thus exactly identifying the neurons involved in assemblies.
Significance is highest for “SIP”, due to the fact that all
correlated neurons participate with probability ε = 1 in the
coincident events. Significance is slightly reduced for “MIP”,
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but all neurons participating in the assembly are still reliably
detected.

For the mSIP setting all neurons taking part in assemblies
are also reliably detected. Significance is higher for the
neurons participating in both assemblies as compared to the
ones participating in only one of the assemblies.

4.2.2. False Positive and False Negative Rate as a Function of
Assembly Size. In the following we investigate how assembly
size affects the quality of detection in two of the four settings
identified in Section 4.1, namely SIP and MIP. In addition,
we make use of the additional parameter α introduced in
Section 3 and explore α = 1 (default, standard form of the
measures) and α = 3 for both test statistics tCPC

α and tCSF
α ,

and thus consider a total of four measures.
Figure 3 depicts the false-positive (FP) and false negative

(FN) rate for the four test statistics (indicated by different
colors) as a function of assembly size M and total number of
recorded neuronsN . The FN rate is derived as the percentage
of neurons that participate in assembly activity but are not
detected (with a significance level of 1%; positive y-axis).
For a low coincidence rate of λc = 1 Hz and a small number
of neurons involved in the assembly (M = 5 for N = 100
for SIP and MIP, see Figures 3(a) and 3(b)) the percentage
of FN is very high, in particular for MIP (close to 100%).
Interestingly, for larger numbers of observed neurons (N =
1000, Figures 3(c) and 3(d)) even for a smaller percentage
of neurons involved in assemblies (M = 10, i.e., M/N =
10/1000 = 1/100 as compared to 5/100 in Figures 3(a)
and 3(b)) the percentage of FN is lower. If we consider the
case that 5% of neurons are involved in assemblies (i.e.,
M = 5 for N = 100 and M = 50 for N = 1000),
significant FNs can be observed for the smaller neuron set,
whereas no FNs occur for the larger set. For the SIP cases,
increasing the assembly size leads to a fast drop of the
FNs, for MIP the decrease is more gradual. This is true
for all four test statistics. The percentage of false-positives
(Figure 3, negative y-axis), that is, neurons wrongly detected
as assembly members, is very low in all cases, that is, at
about the level expected by the chosen significance level of
1%. There is no obvious difference in the number of FPs
generated between the different datasets or test statistics.

4.2.3. Impact of Coincidence Rate on False Positives and False
Negatives. In the previous paragraph we showed that the
smaller the assembly size, the harder it is to detect all of
its members. Here we demonstrate the dependence of the
FP and FN rate as a function of the coincidence rate λc for
a small assembly size (M = 10) to discuss a worst case
scenario (see Figure 4). Here different test statistics lead to
quite different results. tCSF

3 achieves very good detection (low
FN rate, FP ≈ 1%) for all coincidence rate levels for both
SIP and MIP data. In contrast, the other test statistics result
in a high FN rate (over 50%) for the SIP data with a small
coincidence rate, but this drops to 0% as the coincidence
rate increases from 1 to 2 Hz. Thus the presence of at least
2 Hz · 10 000 milliseconds = 20 SIP events leads to a perfect
detection (Figure 4(a)). For N = 100 (not shown here) we

found comparable results for increasing coincidence rate. In
the case of MIP, the detection of assembly members becomes
gradually better with increasing coincidence rate, and all
assembly neurons are detected for λc ≥ 4 Hz (Figure 4(b)).
The FNs decay faster for the tCSF

α test statistics than for the
tCPC
α test statistics.

To gain insight into the excellent performance of tCSF
3

for MIP, we will consider the impact of excess coincidences
in the following example for the simpler case of α = 1.
For a coincidence rate of λc = 1 Hz, approximately 10
MIP events are in the data. Due to the copy probability
of ε = 0.8, on average only M · ε = 8 neurons of the
assembly participate in a synchronized event. Within these
10 occurring synchronous events a specific pair of neurons
has on average 0.82 · 10 = 6.4 coincident spike events. To
this we have to add ((λ − λc) · h)2 · T = 3.61 coincidences
resulting from background spikes. Thus we arrive at a
total of approximately 10.1 coincidences. This exceeds by
approximately 6.1 the expected number of (λ · h)2 · T =
4 coincidences of independently firing neurons. Since tCSF

α

sums over all pairs neuron i has with other neurons, allM−1
pairs containing the neurons of the assembly will contribute
with this difference to the value of the tCSF statistic.

This can be expressed in a more formal way by con-
sidering expected values. tCSF takes the sum of the pairwise
correlations between neuron i and all other neurons. For
coincidences of neuron i ∈ {1, . . . ,M} with neurons also
in {1, . . . ,M}, the contributions exceed the expected value
and M − 1 terms add to the sum. Inserted coincidences
occur at Tc = Tλc times with probability ε2. The rest of
the spikes that occur outside of injected events contribute
to chance coincidences with their background rate λ −
λc. The summands combining neuron i with the other
N − M neurons each contribute a noise term nσ . This is
approximated by

M − 1
N − 1

T

h

(
ε2λch +

(
h(λ− ε2λc)

)2 − λ2h2
)

+
N −M
N − 1

nσ .

(10)

In contrast, if we consider a neuron that is not in {1, . . . ,M},
the M − 1 terms now join the noise contributions and thus
the above reduces to nσ .

Clearly, for a fixed number of neurons N , the larger
the assembly size M, the more terms contribute with large
coincidence counts, resulting in a larger significance and
fewer FNs. For a fixed relation of M/N but increasing
N expression (10) does not change. As a consequence,
the expected difference between the tCSF value for an
assembly neuron in the original data and its tCSF value after
shuffling the spikes of this neuron remains the same in this
case. However, the variance of the value of tCSF (for an
independent neuron, and thus also for an assembly neuron
after shuffling) decreases with increasing N , since it is an
average of identically distributed summands. Hence the same
expected difference should yield lower P-values and thus
fewer false negatives. This is exactly what we observe in our
experiments.

The coincidence rate λc enters directly as a factor in
the term of the excess coincidences (first summand), and
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Figure 3: False positive and false negative rate as a function of assembly size M. Each panel shows the FN rate as bar plots (positive y-axis)
and FP rate (negative y-axis, and inset) for each type of dataset (a): SIP, N = 100; (b) MIP, N = 100, ε = 0.8; (c) SIP, N = 1000; (d) MIP,
N = 1000, ε = 0.8. Each panel contains a sets of grouped bars (colors indicate the results for the different test statistics tCPC

1 , tCPC
3 , tCPC

1 , tCSF
3 ;

see legend) for each M. Each bar represents the mean of 10 realizations, and the error bar indicates one standard deviation. All datasets have
stationary firing rates (all neurons λ = 20 Hz), a stationary coincidence rate of λc = 1 Hz, and a duration of k = 10 000 time steps of h = 1
milliseconds. Significance level is 1%. For generation of the surrogates (5000 repetitions), spikes are shuffled with uniform distribution in
time.
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contributes only little to reducing the chance coincidences
originating from background spikes (second summand). The
expected number of coincidences (third summand) and the
noise term are not affected by the injected coincidences. Thus
increasing the coincidence rate has a strong effect on the
resulting significance, and thereby indirectly reduces the FN
rate.

The difference between the results for SIP and MIP is due
to the value of ε2. MIP is defined as ε < 1, and therefore has a
lower contribution to the excess coincidences than SIP, which
explains the reduced sensitivity for MIP as compared to SIP
processes.

In contrast, to the conditional spike frequency, tCPC

evaluates the number of neurons that fire simultaneously
with neuron i. We now present an analytical approximation
of tCPC based on expected values following the line of
argument introduced in [21]. For simplicity we focus on the
SIP model. Let us first calculate the average complexity of
a neuron that is part of the M neurons receiving injected
events. The spikes of that neuron can be divided into spikes
happening at times of occurrences of injected events and at
times between the injected events. At injection times the total
complexity is composed of the injected events of complexity
M − 1 plus the complexity due to independent firing of
the N −M independent neurons. Their complexity follows
a binomial distribution [21] with probability p = λh and
complexities up to N −M, yielding on average a complexity
of (N−M)λh. At spike times when there is no injected event,
coincidence patterns occur by chance. Their complexity is
composed of chance coincidences of theN−M neurons with
occurrence probability λh as above, and chance coincidences
of the M − 1 neurons with probability (λ − λc)h. The latter
component has a mean complexity (M − 1)(λ− λc)h. Taken
together this yields an average complexity sampled at spike
times of an assembly neuron of

λch

λh
[(M − 1) + (N −M)λh]

+
(

1− λch

λh

)
[(M − 1)(λ− λc)h + (N −M)λh]

= (M − 1)pobs + (N −M)λh,
(11)

with pobs = λc/λ + (1 − λc/λ)(λ − λc)h. In (3) for tCPC

we compare the actual values to the average complexity
considering all time bins (2). This average is given by the
above expression with a different weighting of the two terms
in square brackets

λch[(M − 1) + (N −M)λh]

+ (1− λch)[(M − 1)(λ− λc)h + (N −M)λh]

= (M − 1)ptot + (N −M)λh,
(12)

with ptot = λch + (1 − λch)(λ − λc)h. Shuffling the spikes
of neuron i ∈ {1, . . . ,M} leads to a random sample
of complexity instances, which by definition produces the

Table 1: Neuron model parameters.

Parameter Value

Membrane time constant 10 milliseconds

Membrane capacitance 250 pF

Threshold 20 mV

Refractory period 0.5 milliseconds

rise time of PSC 0.3258 milliseconds

same average complexity as that obtained by considering all
time bins. Thus before shuffling spikes from neuron i, the
expectation of the tCPC reads

[
(M − 1)pobs + (N −M)λh

]− [(M − 1)ptot + (N −M)λh
]

(M − 1)ptot + (N −M)λh

= pobs − ptot

(N/(M − 1))λh + ptot − λh =
a

(N/(M − 1))b − c ,

(13)

with a, b, c > 0 and (N/(M − 1))b > c, while after the
shuffling it is simply 0. The difference between the two
reflects the performance of the test statistic and so the larger
the difference is, the smaller the FN rate will be. As expected,
this difference scales with the ratio of M/N and for fixed N ,
the larger M the larger the difference.

The performance of tCPC as a function of increasing
coincidence rate can also be explained by an increase in
pobs−ptot. As for tCSF, the fact that the performance improves
for an enlarged population and fixed M/N ratio is explained
by a reduction in the variance around the expected value, due
to which the same expectation yields lower P-values and thus
fewer false negatives.

All these arguments also hold for the test statistics for
α > 1, however, due to the exponential weighting the
contributions of the excess coincidences are even more
emphasized.

4.3. Data Generated from a Synfire Chain Model. The second
experiment to illustrate our technique is based on spike data
from a simulated neural network containing an embedded
synfire chain [3]. The network is based on the balanced
random network proposed in [29] and contains 64 000
excitatory and 16 000 inhibitory neurons firing at 4.2 Hz. The
neuron model implements current-based integrate-and-fire
dynamics with postsynaptic currents (PSCs) represented as
α-functions (for a detailed description see [30]). The model
parameters are given in Table 1. Each neuron receives 6000
synaptic inputs. For the inhibitory neurons and excitatory
neurons that are not part of the synfire chain, 3840 inputs
are drawn randomly from the local excitatory population,
960 from the local inhibitory population, and the rest are
considered to be connections from remote excitatory neu-
rons, represented as independent Poisson processes firing at
14 Hz. The peak value of recurrent excitatory and inhibitory
PSCs are 38.5 pA and −231 pA respectively.
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Figure 4: FP rate and FN rate as a function of the coincidence rate λc = 1, 2, 3, 4, 5 Hz shown for (a) SIP and (b) MIP withN = 1000 neurons
and M = 10 assembly members. Display style and other parameters as in Figure 3.

The embedded chain consists of 20 pools of 100 exci-
tatory neurons. Each neuron in a pool receives synaptic
input from each neuron in the previous pool. To ensure
robust propagation of synfire activity, the peak strength and
synaptic delay of a feed-forward connection are set to 61 pA
and 1.5 milliseconds respectively. Each chain neuron also
receives 3740 inputs drawn randomly from the local excita-
tory population with a reduced peak strength of 37.56 pA,
and inhibitory and remote connections as described earlier.
Except for the feed-forward connections, synaptic delays
are given by d · h, where h is the computational step
size (0.1 milliseconds) and d is drawn from a uniform
distribution between 1 and 29.

To activate synfire chains the first pool in the chain
is stimulated with a large synchronous pulse at irregular
intervals with a Poisson rate of 1 Hz (SFC). To provide a
control case, the embedded synfire chain is not specifically
stimulated (SFCu). A further control case is provided by
a network that does not contain a synfire chain, that is,
all neurons have the same input statistics (NoSFC). The
respective synfire datasets are recordings of 100 second
duration of N = 5000 neurons from these networks. k of
these are randomly sampled from the 2000 synfire chain
neurons, the other N − k excitatory neurons are randomly
selected from the rest of the network. The sampling degree k
was chosen as 10%, 25% and 100%.

All simulations were performed in NEST [31]; the
simulation scripts are available from the authors on request.

4.4. Results for the Synfire Chain Data

4.4.1. Embedded and Stimulated Synfire Chain. One obvious
feature of the simulated network data is the oscillatory nature
of the activity (Figures 5(a)–5(c)) which is a characteristic
feature of simulated balanced recurrent random networks
[29, 32]. Global synchrony can be eliminated by disregarding
the principle that neurons make exclusively excitatory or
inhibitory outgoing connections [33]. However, in networks
that do observe this principle, synchrony can be reduced
but not eradicated by parameter choice. The key factors
influencing the strength and frequency of the oscillations
are the comparative strengths of excitatory and inhibitory
synapses, the strength of the external stimulation [29] and
the distribution of the synaptic delays [34]. In extreme these
factors lead to fully synchronous activity. Here we chose
parameters that result in asynchronous irregular activity,
that is, there is little synchrony between the neurons and
each spike train is irregular. Nonetheless, residual oscillatory
structure can be observed even in the absence of embedded
structure (Figure 5(c)).

Irrespective of the origin of these oscillations, the gener-
ation of the surrogates have to be carefully chosen to avoid
false outcomes. Surrogates with uniform spike shuffling
clearly destroy the oscillatory feature (Figure 5(d)), which
leads to false-positive detections in the data with stimulated
SFC (Figure 6, “u”) as well as for nonstimulated SFC or
even when no SFC is embedded (see Figure 7, “u”). Thus
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Figure 5: Dot displays of data from network simulations. (a) SFC:
Network with embedded synfire chain (5000 neurons are displayed)
the neurons in the lower part of the display (here 2000) are part
of the synfire chain. Synfire runs can be observed after stimulation
at times 0.31 seconds and 0.89 seconds. (b) SFCu: Network with
the same connectivity as in (a) but without stimulation of the
synfire chain. (c) NoSFC: Network with purely random connectivity
(no embedded synfire chain). (d) Visualization of spike time
randomization per neuron for the data shown in (a). The displays
show time segments of 1 seconds duration.

a spike shuffling approach that accounts for the coherent
rate oscillations of the neurons as introduced in Section 2.3
seems to be more appropriate. To this end we consider the
population histogram as an estimate for the inhomogeneous
weighting of shuffle times including an additional baseline. If
neurons were not coherently oscillating, the estimator of the
population histogram would not be appropriate.

The level of the baseline is a free parameter and has
to be chosen according to the degree of modulation of the
population firing rate. Since we know which neurons are
members of the synfire chain we can systematically vary the
baseline level and evaluate the resulting FP rate. Figure 6
illustrates that the larger the baseline, the higher the FP rate
(diamonds and dashed lines). This effect is to a large extent
independent of the chosen test statistic (panels a–d), but

differences are more prominent dependent on the sample
size k of the neurons from the total of 2000 members of the
synfire chain. When all synfire chain neurons are sampled
(k = 2000, green diamonds and dashed lines), the FP rate
abruptly changes from 0% FP to a high level. For sample sizes
smaller than 2000, the increase of FP with baseline is more
gradual. In summary, a baseline level of 5 leads to a 0% FP
rate, independently of the test statistic or sample size.

In contrast, the FN rate (Figure 6, filled circles and solid
lines) depends strongly on the test statistic used. The FN
rate typically decreases with baseline level, and the smaller
the sample size k the higher the FN rate. However, for test
statistic tCSF

3 no FNs occur (Figure 6(d)), even for small
sample sizes. Thus a choice of tCSF

3 and surrogates with a
baseline level of 5 lead to perfect detection of the member
neurons of the synfire chain. Different baseline levels may be
tolerated at the price of a higher FP rate if further analysis
emphasizing higher-order analysis of the data is performed.

4.4.2. Controls. Since data from the network containing
a nonstimulated synfire chain and the network with no
embedded synfire chain also exhibit the oscillatory firing
rate coherent across neurons, we tested the FP rate as a
function of the baseline level (Figure 7) for these control
datasets as well. The FP rates behave indistinguishably from
the data with stimulated synfire chains (Figure 6) and do not
show any dependence on the test statistic chosen. This holds
true for FPs for the subset of k neurons selected from the
synfire neurons and for neurons from the rest of the network
(compare FP1 and FP2 in Figure 7). Data from the network
with no embedded synfire chain show the same results. This
confirms that the oscillatory structure in the data, which is
not related to the synfire activation, is responsible for increas-
ing FP rates for increasing homogeneity of the surrogates.
The strongest generator of FPs is uniform shuffling.

4.5. Real World Spike Data. After having tested and cal-
ibrated our analysis approach, we finally demonstrate its
applicability to neuronal data. We chose to apply it to
a dataset recorded from cat visual cortex that we have
extensively studied with other analysis methods, so that we
can compare the results.

4.5.1. Experimental Procedures. Parallel spike recordings
were obtained by a 10 × 10 electrode grid (Utah electrode
array, Bionic Technologies, Inc., Salt Lake City, Utah, USA)
covering an area of 3.6 mm × 3.6 mm of cat visual cortex
[35]. Data were recorded from area 17 of anesthetized cat
under full flash treatment. Data were recorded either under
spontaneous condition, that is, without visual stimulation,
or with a full flash stimulus. The intensity of the latter was
changed alternating from high intensity to low intensity,
each presented for 0.51 seconds and 2.7 seconds, respec-
tively. Experiments were performed under animal care and
experimental guidelines that conformed to those set by the
(National Institute of Health) NIH. Animals were obtained
from the University of Utah Animal Resource Center.
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Figure 6: FN and FP for data of a SFC network with stimulated SFC. All panels show FP (diamonds and dashed lines) and FN rates (stars
and solid lines) as a function of baseline level for the spike time randomization (x-axis). The curves of different colors in a panel represent
different sample sizes of the SFC (k = 200, 500, 2000) within a total of N = 5000 observed and analyzed neurons. Each of the different panels
displays the results for a specific test statistic ((a): tCPC

1 , (b): tCPC
3 , (c): tCSF

1 , (d): tCSF
3 ).

Description of the animal preparation, maintenance, and
surgery procedures is fully described in [35, 36].

4.5.2. Previous Results. In [18] we analyzed the spiking
activities recorded from the grid of electrodes for pairwise
correlations. High intensity (HI) and low intensity (LI)
epochs were separated into different datasets and analyzed
separately. For simplicity we restricted ourselves to the
evaluation of the multiple-unit activities (MUAs), which here
were composed of a mixture of typically 3 neurons. The cut-
off for considering a MUA for the correlation analysis was a
minimal firing rate of 1 Hz. Some electrodes were broken.
This left us with 85 parallel MUA spike trains for LI and

HI. From these we computed the cross-correlations (CCH)
[37] for all possible MUA pairs. To evaluate the significance
of the correlation, we used a boot-strap method (spike
dithering with a dither width of ±35 milliseconds [38]) that
accounts for the changes in firing rate of the neurons. Spike
correlation between two MUAs was considered significant if
the original CCH exceeded the mean of the surrogate CCHs
(100 surrogates, smoothed with a boxcar kernel of width 10
milliseconds) by 2σ (i.e., a significance level of 5%). As a
result 78/3402 pairs for HI and 203/3402 pairs for LI were
significantly correlated.

We noticed that individual MUAs were often not only
correlated with a single other MUA, but typically with more
than 2 (up to 15). This led us to a graph theoretical analysis
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Figure 7: FP rates of SFCu and NoSFC data as a function of the base line level of the spike time randomization (x-axis). Each panel displays
the results for a different test statistic ((a): tCPC

1 , (b): tCPC
3 , (c): tCSF

1 , (d): tCSF
3 ). The curves within each panel show the percentage of FPs for

different sampling sizes from SFCu (k = 200, 500, 2000, of a total of N = 5000 analyzed neurons). False positives are distinguished between
FPs from neurons that are members of the embedded chain (FP1, stars and solid lines) and neurons that are part of the rest of the network
(FP2, diamonds and dashed lines). The magenta curves show the FP rate for N = 5000 randomly selected neurons from a network without
an embedded chain (NoSFC).

to discover whether groups of intracorrelated MUAs can be
identified. In a first step we identified cliques with greater
than 2 members, that is, groups of MUAs that are all-
to-all mutually correlated. Since these turned out to exist
abundantly and with overlapping membership, we further
grouped them using the criteria of a minimal overlap of
one member. Interestingly, as a result the graph decomposed
into a small number of completely disjoint subgraphs
(see Figure 8(b)). These clusters of highly intracorrelated
neurons also clustered in cortical space with a similar
space constant to orientation tuning maps found by optical

imaging [39], strongly suggesting a relationship between
them.

4.5.3. Comparison of Analysis Results. We reanalyze the
neuronal data with the approach presented here to identify
potential assembly neurons. The dot display of the simulta-
neous spike trains of the cat visual cortex data (Figure 8(a))
indicate nonstationarities in the firing rates that appear in
a oscillatory and covarying fashion similar to the simulated
network data. Therefore, we analyze the neuronal data in
the same way as the network data by using weighted spike
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Figure 8: Analysis of parallel spike trains from cat visual cortex. (a) Dot display of 85 multiunit spiking activities recorded simultaneously
during low intensity full flash stimulation. The dot display shows the 3rd trial of low intensity stimulation lasting for 2.7 seconds. (b) Results
of pairwise correlation analysis and subsequent clustering of groups of intracorrelated MUAs of the same data under consideration of all
16 trials (Figure modified from [18]). (c) Comparison of the results of the pairwise correlation analysis and our identification of potential
assembly member neurons using tCSF

3 . Surrogates are generated by trial shuffling. Each dot in the scatter display shows the rank of each MUA
according to the number of involvements in significant pairwise correlations (x-axis; rank of 1 corresponds to the smallest number) and the
ranking according to the value of the test statistic tCSF

3 with baseline u (y-axis; rank 1 corresponds to the lowest value).
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Figure 9: Comparison of results of different analysis approaches. (a) The pairwise analysis revealed 62 MUAs (red dashed line) out of 85
MUAs (black dashed line) to be significantly involved in pairwise correlations. The analysis with the test statistic tCSF

3 using weighted spike
time shuffling with increasing baseline detects an increasing number of MUAs (black curve). The number of MUAs detected by both methods
is indicated by the red curve. The blue curve indicates the number of MUAs detected by tCSF

3 but not by the pairwise analysis, that is, are not
involved in any significant pairwise correlation. (b) Rank correlation ρ (Spearman) of the rankings of two approaches (cf. Figure 8(c) for
tCSF

3 with baseline u).

time shuffling. The comparison of the various test statistics
on the network data (Section 4.4) revealed similar behavior
for all test statistics but tCSF

3 showed best performance (very
low FP rate and low FN rate). We therefore analyze our
neuronal data with tCSF

3 and also vary the baseline in the same
range as in the former analysis.

The correlation structures in the real-world data are
unknown to us, as we do not know the underlying neural
processes and connectivity. However, we have already studied
the chosen dataset extensively using other analysis methods,
and it is of interest to determine whether different analysis
strategies lead to consistent results. Here we aim to identify
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whether individual MUAs are members of groups of neurons
that exhibit synchronous spiking activity, whereas in the
former study we identified groups of MUAs by significant
pairwise correlation and their high degree of multiple
involvements in correlation.

Figure 9 shows a comparison of the two approaches. The
black curve shows the total number of MUAs detected by
tCSF
3 , which increases with increasing baseline. For a baseline

between 10 and 20 this number surpasses the number
detected by the former pairwise analysis (red dashed line).
The number of MUAs detected in both analyses (red curve)
also increases with the baseline and approaches the total
number detected by the pairwise analysis for high baselines,
that is, highest uniformity. The differences between the total
detected numbers is represented by the blue curve, showing
MUAs that are detected by tCSF

3 but that are not involved in
any significant pairwise correlation.

The analysis of the network data using tCSF
3 (Figure 6(d))

demonstrates an increase of false-positives for increasing
baseline. The reason is the increasing destruction of the
rate modulation and thus of the coincident events occurring
by chance. However, since the chance coincidences are
still present in the original data they may be detected as
significant outcomes. The more uniform the shuffling, the
more destruction and the greater the number of FPs. In
addition, this effect becomes stronger as the modulation
depth of the rate profile increases. The oscillatory nature of
the neuronal data analyzed here, however, appears with less
modulatory depth and lower oscillation frequency (approx.
4 Hz) than the network data. Thus, it is likely that the optimal
baseline for the spike time shuffling is different for this data.
In addition, the rate modulation appears to be incoherent
across the neurons. However, spike time shuffling according
to the population histogram estimate assumes homogeneity
of firing rates across the neurons. Thus, it is very likely that
some MUAs experience a spike time shuffling that is more
strongly modulated than their original rate profile, while for
others it is too weakly modulated.

In the light of these considerations, the comparison of the
analysis results may be interpreted as follows. The overlap
of the detected MUAs for the two analyses (red curve in
Figure 9(a)) increases quickly for small baselines, and from
a baseline of about 20 slowly converges to the number
detected by the pairwise analysis. One may speculate that
MUAs with less modulated rate are detected only with higher
baselines, since for lower baseline their chance coincidence
level is overestimated. This could explain why two MUAs
are not detected as significant by the test statistic for any
baseline although the pairwise correlation analysis revealed
that they are both involved in 6 pairwise correlations.
Similarly, one may speculate that the additionally detected
MUAs by tCSF

3 (blue curve in Figure 9(a)) reflect MUAs which
are not involved in coincident events but have a strong rate
modulation which is underestimated by the population rate
estimate and thus leads to wrongly detected MUAs. The
previous pairwise analysis took the individual rate profiles
into account by generating the surrogates based on spike
dithering and therefore did not detect those MUAs. Clearly,
these considerations still have to be tested in detail and will

be the subject of future studies. MUAs not detected by either
analysis are either not involved in any pairwise correlation or
are only involved in a pairwise correlation with a MUA that
is not part of a cluster.

Another aspect for the comparison of the two analysis
results is that the pairwise correlation analysis revealed
multiple involvements of individual MUAs in correlated
pairs, and that correlated pairs form clusters of highly
intracorrelated members. This may hint at the existence of
higher-order correlation between the neurons in a cluster,
or at involvement in many, strongly overlapping assemblies.
This could not be decided on the basis of the previous
analysis, but requires additional higher-order analysis. Such
methods are currently being developed [40, 41] and make use
of similar measures to those used here for the test statistics.
In the context of the analysis of the stochastic model data
(Section 4.2.2) we showed that the larger the assembly, that
is, the more neurons involved in synchronous events, the
better the detection of the neurons of the assembly neurons
(Figure 3). This is also reflected in the definition of tCSF

3 (7):
the test statistic increases with increasing number of excess
synchrony the neuron is involved in. We further explored
the relation of the two analyses by comparing the number of
involvements of the individual MUAs in significant pairwise
correlations to the strength of the test statistic. We quantify
the relationship of these measures by the correlations of their
ranks. The ranking of a MUA according to the tCSF

3 analysis is
determined by the actual value of the test statistic normalized
to the width of the surrogate distribution represented by
the difference between its 0.99 and 0.01 quantiles. Note
that the P-value cannot serve for the ranking since there
are not enough states. The ranking of a MUA according
to the pairwise analysis is given by the number of pairwise
correlations it is involved in. The relationship between the
two rankings is shown in the form of a scatter plot in
Figure 8(c). Clearly, the rankings by the two analyses are
correlated, that is, the test statistic is greater for MUAs that
are involved in high numbers of pairwise correlations. The
quantification of their rank order correlation (Spearman) is
shown in Figure 9(b) as a function of the baseline of the
surrogates. The curve shows a very similar behavior to the
graphs representing the number of MUAs detected. This
indicates that MUAs involved in many correlations are more
likely to be detected by the test statistic, however involvement
in higher-order correlations cannot be concluded.

5. Discussion

We presented two simple test statistics, each parameterized
with two different values (α = 1 and α = 3), to identify
neurons that are involved in assemblies. Both of these
statistics test for a given neuron whether it is involved in
coincident spike events more often than can be expected by
chance. To do so, tCPC analyses the coincidence complexities
of the parallel spike trains, and tCSF aggregates pairwise
frequency comparisons. In order to assess their performance,
we applied these statistics, using a spike shuffling approach,
to massively parallel spike trains (either 100, 1000, or 5000)
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generated by stochastic models and network simulations,
and to real-world neural spike data. The data generated by
the stochastic model served to test and calibrate the test
statistics, because these models enable us to define different
spike correlation structures, rate of correlation occurrence
and number of processes involved in the correlation. Our
various test statistics are very sensitive with a high detection
rate and a low false-positive rate that corresponds to the
applied significance level. The false negative rate is high
for very low coincidence rates or very small percentage of
neurons involved in the correlation, for N = 100 and N =
1000 respectively, but drops drastically for larger values for
either of the two parameters. The statistic tCSF

3 , that is, tCSF
α

with α = 3, behaves slightly better for the detection of
assembly members in the simulated data. We conclude that
our approach could prove a reliable tool for the detection of
potential assembly members.

The data generated by network simulations exhibits
additional properties that are not present in the stochastic
model data. The firing rates of the neurons appear to be
nonstationary in time, with a high oscillation frequency
(about 100 Hz). As a consequence, the way of generating
the surrogates used for evaluating the significance of our
measures had to be adjusted. Our results clearly demonstrate
that a uniform spike shuffling is a strong generator of
false-positives. If instead the spike shuffling is performed
according to an estimator that is based on the population
firing rate, the false-positive rate can be reduced to close
to zero if the modulation of the shuffling probabilities as
a function of time is high (i.e., low baseline). The control
data, which do not contain any activated synfire chains,
also exhibit large FP rates for increasing baseline. Obviously,
the coherent rate oscillations generate a high amount of
synchronous events, which, if ignored by for example,
uniform shuffling, would be interpreted as the existence of
precise spike synchrony.

Interestingly, the false negative rate is close to zero for
tCSF
3 , even for smaller numbers of neurons sampled from the

embedded synfire chain. Although a sampling of 200 out of
2000 neurons sounds large as a percentage, the number of
neurons sampled from an individual group of the synfire
chain, in which synchronous spike events occur, is rather
small (200/20 = 10), a number comparable to the assembly
size M studied for the stochastic model data. The finding
that we can accurately detect assembly neurons even when
sparsely sampled and in the presence of significant global
synchrony suggests that our technique will be helpful in
analyzing real-world data, which often exhibits oscillations
and other nonstationarities.

After having tested our approach in simulated data we
applied it to neuronal parallel spike data from cat visual
cortex. We chose this particular data because we have already
studied the chosen dataset extensively using other analysis
methods, in particular pairwise correlation analysis with
subsequent clustering. Thus, we know that the data contain
correlated spiking, and that there exist groups of neurons
that are highly intracorrelated. The data exhibits a similar
oscillatory structure in the population activity to the network
simulations. Thus we also applied weighted spike time

shuffling for generation of the surrogates, and varied the
baseline as for the network data. For increasing baseline, our
simple test statistics detect an increasing number of MUAs
that had previously been detected in the pairwise analysis.
For the largest baseline it attains an almost perfect detection
of all the MUAs that are involved in significant pairwise
analysis. The detected MUAs are mostly involved in more
than one significant pairwise correlation. Those which are
not detected are mostly involved in none, or in just one
correlation with a MUA which is not a member of a cluster.
These results are also reflected by the strong correlation
between the strength of the test statistics and the number
of involvements in pairwise correlations, and may hint at
the presence of higher-order synchrony within MUAs of the
same clusters. Indeed, preliminary results from higher-order
analysis based on accretion [42, 43] performed on the same
dataset revealed that the identified clusters reflect higher-
order correlations between MUAs of a cluster. In conclusion,
we are confident that our test statistic picks up the presence
of larger groups of correlated neurons.

However, as the baseline increases there is also an
increasing number of MUAs that are detected by the test
statistic but are not involved in any pairwise correlation.
It may well be that these are wrongly detected due to
inappropriate surrogates for the respective MUAs. Although
the population firing rate seemingly modulates in oscillatory
fashion, one can clearly see that the MUAs exhibit inhomo-
geneities in the firing rate levels and their modulation depths.
However, weighting of the spike time shuffle according to
the population rate is based on an average across the MUAs
assuming homogeneity. As a result, the estimate based on the
population rate average can either under- or overestimate the
firing rate modulation of a MUA. The former tends to lead
to false-positive outcomes, and the latter to false negatives.
Thus one could speculate that the MUAs detected by the
test statistics but not by the pairwise analysis are detected
due to an inappropriate baseline of the surrogate. Spike time
shuffling adjusted to the individual MUAs and their firing
rate time course seems to be more appropriate. Possible
candidates could be dithering of individual spike times [38]
or of the whole spike trains [44, 45]. The choice of the
proper surrogate and its impact on the performance of the
test statistic will be the subject of further research.

Our approaches are a valuable addition to methods
that provide information on the presence of higher-order
correlation in data, but do not identify the individual
neurons involved [41]. However, their most important use
is as a preprocessing technique before applying compu-
tationally more expensive analyses. Existent methods for
correlation analysis [13, 14, 40, 46] and in particular higher-
order correlation analysis of such high-dimensional data are
very time consuming and often not applicable due to the
immense memory consumption or computation time. The
test methods we presented here are intended to reduce large
datasets to the relevant neurons, thus reducing computation
time considerably for the further analysis steps. Therefore,
it is crucial to achieve a low false negative rate so that
significantly correlated neurons will not be missed. On
the other hand, false-positives can largely be tolerated, in
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particular if subsequent analysis focuses on higher-order
analysis. Our results show that our test statistics provide
the required high sensitivity and thus serve as an effective
preprocessing method. Moreover, our methods are efficient,
fast, trivially parallelizable and can easily digest recordings of
an order of thousands of parallel processes. To illustrate this,
for the cat visual cortex data analyzed in Section 4.5.3, each
MUA could be shuffled 5000 times in less than one second
on a standard desktop computer. In other words, each data
point in Figure 9 could be calculated in 80 seconds. Indeed,
our methods are so fast that they would even be appropriate
for determining relevant neurons in a sliding window over
a long recording period, thus enabling dynamical changes of
the correlation to be recovered.
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Neurons cultured in vitro on MicroElectrode Array (MEA) devices connect to each other, forming a network. To study
electrophysiological activity and long term plasticity effects, long period recording and spike sorter methods are needed. Therefore,
on-line and real time analysis, optimization of memory use and data transmission rate improvement become necessary. We
developed an algorithm for amplitude-threshold spikes detection, whose performances were verified with (a) statistical analysis
on both simulated and real signal and (b) Big O Notation. Moreover, we developed a PCA-hierarchical classifier, evaluated on
simulated and real signal. Finally we proposed a spike detection hardware design on FPGA, whose feasibility was verified in terms
of CLBs number, memory occupation and temporal requirements; once realized, it will be able to execute on-line detection and
real time waveform analysis, reducing data storage problems.

1. Introduction

Neuronal cells communicate by means of electric pulses,
called Action Potentials (APs) or, briefly, spikes [1, 2].
These voltage changes have been traditionally recorded with
conventional electrodes (e.g., glass pipettes), therefore the
number of neurons simultaneously recorded and the time
needed for electrodes placement are well known limits [3].

To overcome these experimental difficulties, the use of
MicroElectrode Array biochips (MEAs) guarantees the possi-
bility to record extracellular activity of neuronal preparations
from tens of electrodes at the same time [4]. Because of the
inherent nature of the extracellular recording, each electrode
records the neuronal activity from a region, where generally
tens of neurons are present thus providing the acquisition of
a Multi Unit Activity (MUA). To extract the activity of every
single firing unit influencing that electrode from the MUA,
we need a process called “spike sorting” which includes AP
detection and classification.

There are two different ways to acquire and analyze
electrophysiological data: store the raw trace observed on

all electrodes and perform spike detecting and sorting later
(offline sorting) or detect and sort spikes immediately
(during acquisition) and only store the sorted spikes (real-
time online sorting) [5]. A compromise between these
approaches is to detect spikes online and only store the
detected spikes for later offline sorting.

Spike detection and classification of neuronal action
potentials can be performed using supervised methods [6,
7] or using unsupervised ones [8, 9]. As the particular
knowledge of the APs is not available before we detect them,
supervised detectors (e.g., artificial neural networks) have
obvious limits in real applications. Unsupervised methods,
instead, are generally used because they do not require
a priori knowledge about neuronal spike waveforms nor
the user presence: thus, they are very useful for automatic
processing purposes.

The most widely used unsupervised technique to detect
APs is the amplitude threshold crossing. Conventional spike
detection is made by comparing signal amplitude with a
fixed or an adaptive threshold, depending on the Root Mean
Square (RMS) value of data in running windows [10, 11].
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Problems related to the large number of electrodes make
automatic threshold level adjustment attractive compared
to manually setting the threshold for each channel [9].
Both methods suffer from bias induced by high amplitude
and high firing-rate neuronal spikes [8]; because of the
silencing of biological activity is unfeasible, levels must be
estimated from the recorded superposition of signal and
noise. Several methods were recently proposed to overcome
this difficulty by adopting an unbiased estimate of the
standard deviation (SD) of background noise. Donoho [12]
claimed that the median absolute deviation divided by
the 75th percentile of the standard normal distribution is
equal to the S.D. of background noises. Wagenaar et al.
in 2005 [11] proposed a tool using different algorithms to
estimate noise level. In 2007, Thakur et al. [3] developed
an algorithm to estimate the SD of background noises by
considering only the cap, which is the middle portion of
the amplitude distribution, that is, “cap-fitting” algorithm.
Moreover, researchers realized systems or chip embedded
to detect the presence of neuronal spikes and communicate
only active portions of recorded signals [4]. Even if these
methods suffer from some problems [3] they are often
used to optimize detection efficiency. Methods such as
principal components [13] and Haar transform [14] have
also been used. Other methods involve discrimination based
on different properties of AP waveforms, such as zero
crossing and spike width [15] and discrimination based
on conduction velocity [16]. Discrimination methods are
based on forming a feature space defined by the spikes
and isolating spikes by creating discrimination boundaries
between clusters within that feature space.

The methods typically used in supervised classifications
for the classification of the detected action potentials, are
template matching and the multilayer perceptron detectors
[7, 17]. Other approaches that have been used are artificial
neural networks [7] in which a training procedure is used
to determine the weights of a feed-forward discrimination
network to perform the classification. All these methods
require prior information about the APs; for this reason
unsupervised classifiers are preferred. Among the unsu-
pervised spike sorting systems, the Principal Component
Analysis (PCA) [6] and the fuzzy c-means (FCM) clustering
[18] are commonly used. Classifier methods have been
compared by Wheeler and Heetderks [19], evaluating the
performances of nine different methods including spike
amplitude, conduction latency, PCA and template matching
using Euclidean distance. The last two methods were found
to perform the best for spike sorting in noisy data. In
this approach, templates that represent a typical waveform
are used as a standard. A dissimilarity measure is then
defined and the unknown input spikes are compared with the
standard. Several dissimilarity measures have been used [3].
A new clustering technique is the hierarchical classifier. In
this approach, clusters are successively grouped into greater
ones.

Our goal meets the increasing demand for long period
recordings to study the functional and adaptive properties of
complex neuronal networks on which plasticity and learning
are based.

The present study deals with the selection and validation
of software for the adaptive detection and classification of
neuronal spikes, able to distinguish the activity of single
cells from the signals recorded by MEA. We have to meet
two important requirements: operate in real-time and work
for long periods. Thus, spike detection must be adaptive,
unsupervised and fast. Hence, this task could clearly benefit
from the acceleration achievable with FPGAs (Field Pro-
grammable Gate Arrays). In 2005, Zviagintsev et al. [20]
proposed 3 VLSI (Very Large Scale Integration) architec-
tures for processing of data coming from an implantable
integrated circuit; their architectures were power-efficient
but must be implemented for each channel. To assure
fast processing for online detection on 60 electrodes, our
algorithm will be integrated on an FPGA. Therefore, it needs
to be simple for the hardware implementation on VHDL
language (VLSI Hardware Description Language). Spike
detection will be nonreversible, since only spike templates
are saved, as to reduce data storage. Moreover, to obtain an
on-line classification, waveforms extracted will be sent to a
Digital Signal Processor (DSP) for automatic classification.

2. Materials and Methods

2.1. Neurons Cultures. Hippocampal neurons from new-
born (P0) mice pups were prepared following [21]; cells
were mechanically dissociated using trituration after a
treatment with trypsin at 37◦C. Cells were then plated
at 40,000 cells/chip on MEAs treated with poly-L-lysine
(0.1 mg/ml). MEA60 (Ayanda Biosystems SA, Lausanne,
Switzerland) with platinum (Pt) 40 μm round electrodes,
200 μm spaced were utilized. Cells were cultured in Neu-
robasal supplemented with B27 (2%), Pen/Strep (1%) and
L-glutamine (2 mM). 50% medium was changed every week.

Then, we recorded spontaneous activities of cultured
hippocampal neuronal network on MEA substrate at 21
Days in Vitro (DIV), about the complete maturation of the
network. Extracellular recordings were carried out with a
MEA1060 signal amplification and data acquisitions system
(Multi Channel Systems MCS GmbH, Reutlingen, Ger-
many). Sampling rate was 25 000 Hz and single recordings
lasted 300 s.

2.2. Algorithms Design. The algorithm, developed in Matlab
(The Mathworks, Natick, USA) environment, is made up
of three focal elements. First of all, an amplitude-threshold
spikes detector, based on noise level estimation, identifies
peaks over threshold, APs. Then APs are bundled into group
using PCA. Finally, they are classified with a hierarchical
classifier (Figure 1).

The complete algorithm was tested first on simulated
data and then on neuronal spikes, which were obtained
recording spontaneous activities from hippocampal neu-
ronal networks cultured on MEA substrates.

The 60 seconds simulated signal (Figure 2) was artificially
made up of both positive and negative triangular waves (each
wave is composed by 20 samples); the intensity peaks range
from 40 to 100 μm. In addition, 2 overlapped and temporally
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Figure 1: Block diagram of the algorithm design.
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Figure 2: Simulated signal (200 ms).

shifted triangular waves, representing multi-shaped AP in
neuronal culture activity, were included in the simulation.
The full amount of valid spikes, simple and complex waves,
was 600.

A white Gaussian noise was used to simulate background
noise. First, it was band-pass filtered (2nd order Butter-
worth) between 150 Hz and 2,500 Hz, then normalized and
overlapped to simulated signal. The Signal to Noise Ratio
(SNR) is equal to 5 dB, as real neuronal culture SNR [22].

2.2.1. Spikes Detection. The spikes detection algorithm is
structured as follows. First, the signal is band-pass filtered
with a 2nd order Butterworth filter (150 Hz–2,500 Hz); then,
both positive and negative thresholds values are determined
as a multiple of the noise level esteem. Finally, positive APs
over positive threshold and negative APs under negative
threshold are detected and validated to prevent double
detections of unitary events. A detected peak is tested in
±1 ms window, checking if it is the highest peak of either
polarity and if the 50% of its amplitude is higher than other
peak of the same polarity, as discussed by Wagenaar et al.
[11]. If both tests are passed, the detected peak is consider an
AP; otherwise it is rejected. A specific activity was dedicated
to the definition of thresholds as well as to the selection of
the noise level esteem.

Five noise level estimation algorithms, some suggested
by literature [11, 23], some modified were developed. Then,
their performances were compared with statistical analysis,
to select the best solution.

(a) BandFlt. Based on the algorithm described in [11,
23], detects spikes if the filtered stream exceeds a
given multiple (supposed equal to 4) of the estimated

RMS noise. Three hundred 10 ms windows of data
are read and for each of these windows the RMS
values are computed. The results are sorted, and the
final esteem of noise level is the 25th percentile of
the values collected. Positive and negative threshold
values are equal and fixed.

(b) Limada [11, 23]. Like BandFlt, it splits the data
stream into 10 ms windows, and determines the 2nd
(V .02) and 30th (V .30) percentiles of the distribution
of voltages found in each window. Then, it performs
two tests: it checks if the ratio between V .02 and V .30

is smaller than 5 (i.e.: no actual spike in the window)
and if the absolute value of V .30 is significantly non-
zero (i.e.: data in the window are not blanked out).
If both tests are passed, the window is considered
“clean”. Noise level initialization value is defined after
the collection of 100 clean windows; then the current
noise level estimate (noise est) is updated as follows:

noise est(k) = 0.99× noise est(k − 1) + 0.01× |V.02|, (1)

where k is the current iteration index.

Positive and negative threshold values are computed
by multiplying noise level estimate by 4. Their values are
opposite and adaptive.

(c) Another adaptive algorithm suggested by literature
[11, 23] and tested in this work is AdaFlt. It divides
the signal into 10 ms windows and 128 windows
of data are read. For each of these windows, the
maximum and minimum values are measured; then
results are sorted and 40th percentile of both col-
lections is computed (M.4 and m.4). The noise level
initialization estimates for positive (noise estp) and
negative (noise estn) spikes are based on these data.
Thresholds are computed by multiplying noise level
esteem by 2. While running, AdaFlt keeps collecting
minima and maxima in 10 ms windows, although
it uses only one every ten windows. Whenever
128 windows have been collected, positive (2) and
negative (3) thresholds are updated as

noise estp(k) = 0.9× noise estp(k − 1) + 0.1×M.4, (2)

noise estn(k) = 0.9× noise estn(k − 1) + 0.1×m.4. (3)

(d) AdaFlt 128 differs from AdaFlt because AdaFlt 128
adapts thresholds after 128 windows, AdaFlt after
1280. Therefore AdaFlt 128 is faster and more
adaptive than AdaFlt, but it suffers more for noise
fluctuations.
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Figure 3: Hardware design.

(e) The last algorithm developed in this work is Ada-
BandFlt, devised as an improvement of BandFlt with
adaptive properties. It splits the data stream into
10 ms windows, calculates the RMS values for each
of the initial 100 windows and determines the 25th
percentile of RMS distribution (N.25). Noise level
initialization value is defined. Then the current noise
level esteem is updated as follows:

noise est(k) = 0.8× noise est(k − 1) + 0.2×N.25. (4)

2.2.2. Spikes Classification. After detecting temporal occur-
rences of APs, validated waveforms must be extracted from
data stream applying a 2 ms symmetric window to the signal.
Then their tallest peaks (i.e., time stamps) are aligned,
making up a matrix N × c, where N is the number
of “observation” (i.e., neuronal waveforms) and c is the
number of sample, that is, 50 for the 2 ms window. The
strong assumption is that on each electrode neurons usually
generate spikes with a characteristic shape; so the aim
of classification is correlating source with a characteristic
waveform in the recorded data. This assumption implies that
neurons maintain the shape of the AP and that the whole
system does not move or change.

The classification algorithm proposed in this work is
based on PCA and hierarchical classification.

The PCA finds an ordered set of orthogonal basis vectors
that capture the directions of the largest variation in the data
[6]. APs are bounded into groups, projecting data set onto
the principal components.

The hierarchical classifier is a method of cluster analysis;
it splits N observations into a series of M clusters, where M
can range from 1 (all observations grouped into one cluster)
to N (each observation is a cluster). The strength of this
technique is that it provides the possibility of increasing or
decreasing the number of clusters depending on the required
level of aggregation [24].

The hierarchical classification algorithm theoretically
starts with N clusters, each containing just one object. Then
the likeness between each couple of observation is evaluated
computing the Euclidean distance between all combinations
of the centroids of the clusters. Data are combined in
neighbours couples, making up a binary tree diagram. Then,
these binary clusters are grouped forming bigger clusters
until a hierarchical tree diagram is obtained.

After the clustering, the number of spikes in each cluster
is determined; 10 was defined the minimum cluster dimen-
sion not to be rejected [3]. Moreover, for each cluster the data
dispersion (Di) and the centre of mass (Cmi) are computed.
The hierarchical level, significant for the grouping, was

defined when the centres of mass distances (Cmi− j) between
one cluster (clusteri) and the others (cluster j) was greater
than Di, as in

Di < Cmi − Cm j ∀i, j = 1, . . . , no of clusters. (5)

In literature, generally, clusters must house more than
one element. However, we have decided not to constrain the
number of elements in each cluster because it’s possible that
the best data grouping is characterised by the presence of one
cluster with only one element detected, having one neuron
spiking very rarely. Thus, we prefer to eventually exclude
this cluster at the end of classification, avoiding inaccurate
possible re-arrangements which are often mistaken.

2.3. Evaluation of Performance. Performances of spike detec-
tion algorithms were evaluated with statistical screening tests
and, subsequently, with the big O notation.

2.3.1. Algorithms Screening Tests. Algorithms performances
were statistically evaluated using both the simulated neu-
ronal signal described in Section 2.2 and the neuronal
spikes identified in 5 s MEA recordings by experts’ visual
inspection.

They were weighed up performing a screening test
(Algorithms Screening Tests) that determines True and False
Positive (TP-FP) that are, respectively, APs and noise peaks
detected by the algorithm considered; moreover, screening
test determines True and False Negative (TN-FN) values
that are, respectively, noise peaks and APs not identified.
Using these 4 parameters we computed Sensibility (Se), the
probability that a noise peak could be detected by algorithm,
and Specificity (Sp), the probability that an AP could not
be detected by algorithm. Moreover, we evaluated Positive
Predicted Value (PPV), the probability that a test-positive
peak should be an AP, and Negative Predicted Value (NPV),
the probability that a test-negative peak should be noise. The
parameters (6) are mathematically described as

Se = TP
TP + FN

,

Sp = TN
TN + FP

,

PPV = TP
TP + FP

,

NPV = TN
TN + FN

.

(6)
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Figure 4: Screening test results for all the noise level estimation methods on simulated signals. (a) FP-False Positive, (b) FN-False Negative,
(c) Sp-Specificity, and (d) Se-Sensibility.
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This evaluation guided us to identify 2 algorithms with
good performances; to choose between them, the big O
Notation was used.

2.3.2. Big O Notation. Big O notation allows to quantitatively
evaluate the performance or complexity of an algorithm as
a function of the number of its input data. It describes
the worst-case scenario, and can be used to illustrate the

execution time required or the space used (e.g., in memory or
on disk) by an algorithm. This allows designers to determine
which of multiple algorithms to use, in a way that is inde-
pendent of computer architecture or clock rate.

The Big O Notation is defined as O(f(N)), with N the
number of input data.

We assessed the two best algorithms identified with
this complexity evaluation method. To evaluate nested
instructions, we considered the product between the Big O
Notation of each instruction; while to assess sequentially
commands, we considered only the worst and the most
restraining notation.

2.3.3. Classification Performances. Hierarchical classification
algorithm performances were previously evaluated on sim-
ulated signal, knowing the different kinds of waveform
artificially designed. On the other hand, the assessment of
classification algorithm performances on real signal required
visual inspection of the neuronal activity (5-second signal),
formed by more AP waveforms, morphologically different.
The capability of distinguishing these dissimilarities was
judged comparing the visual inspection results to algorithm’s
output.
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Figure 6: Screening test results for all the noise level estimation methods on neuronal spikes. (a) FP-False Positive, (b) FN-False Negative,
(c) Sp-Specificity, and (d) Se-Sensibility.

2.4. Hardware Architecture. The hardware design, not yet
implemented, is shown in Figure 3. The input is filtered,
amplified, digitalized and transferred into an FPGA, where
spikes are detected. The time stamps, not yet validated, and
the waveforms, are memorized in a SRAM; then they enter
the DSP for the spikes validation, waveforms alignment and
classification.

FPGAs are digital circuits widely used for manufacturing
complex digital systems due to the advantages they offer,
such as gate count, speed, rapid hardware realization and
low development cost [25]. The chip consists of a regular
symmetrical structure of Configurable Logic Blocks (CLBs),
interconnected by a programmable network and enhanced
with lots of Input/Output Blocks (IOBs) and block RAM.
Specifically, CLBs constitute the main logic resources for
implementing synchronous as well as combinatorial circuits.
Each CLB contains four slices and each slice contains
two small Look-Up Tables (LUTs) and two flip-flops. The
LUTs can be used as a 16 bits shift register or as a 16×1
distributed memory. For application requiring large, on-
chip memory, block RAM is preferable than distributed
RAM; it is organized in columns and each column contains
a number of blocks depending on the size of FPGA
[26].

The feasibility of spike detection algorithm implementa-
tion on FPGA was verified evaluating the required hardware
space, in terms of CLBs number, memory occupation and
timing performances. On the other hand, we decided to
develop PCA on DSP, a microprocessor optimized to per-
form recursive instructions, as in literature [27]. Moreover,
Morizet et al. [28] had already verified that the FPGA
core was too slow for this computation. Finally, our design
planned to develop hierarchical classifier on DSP, as already
done in [29].

3. Results

3.1. Algorithms Screening Tests

3.1.1. Spikes Detection on Simulated Signal. Algorithms
Screening Tests were performed on spikes detected but not
validated in simulated neuronal signal, computing TP, FP
(Figure 4(a)), TN and FN (Figure 4(b)) values.

BandFlt underestimates noise level; therefore it identifies
more FPs than the others. On the other hand it produces
noise level values more stable than standard deviation,
confirming previous results [11, 23] and identifying only 1
FN.
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AdaFlt finds the smallest number of FPs but a lot of
FNs, because of the excessively slow threshold adaptation.
Further, AdaFlt 128 is faster and more adaptive than
AdaFlt: it identifies a small number of FNs caused by noise
fluctuations.

Limada is quite reliable in order to identify the threshold:
it finds a small number both of FPs and FNs. It is an
adaptive method, necessary for real time analysis. The main
disadvantage is that it needs approximately 5 s to initialize
threshold value losing a large number of spikes.

Finally, AdaBandFlt method is like BandFlt in term of FN
(i.e., 1 FN) but it finds less FP than the latter and it is an
adaptive method.

Therefore we can already identify two groups of algo-
rithms: a group characterised by finding most of FP and
really few FN and a group characterised by finding very few
FP and some FN.

Then, Se (Figure 4(c)) and Sp (Figure 4(d)) were com-
puted by means of Screening Test results. PPV was evaluated,
too (see Figure 5), whereas NPV was not reported because of
its low meaningfulness.

BandFlt and AdaFlt were immediately rejected because of
their low value, respectively of Sp and Se.

Limada was selected because it has high Se and Sp;
moreover it has the highest PPV. Likewise, AdaBandFlt was
chosen because, even if its SP and PPV are comparable to
AdaFlt 128, its Se is the highest one. As a matter of fact,
we favoured the Se parameter preferring to reject some
spike later (after classification) instead of loose true spikes
at the beginning of the analysis, in view of the hardware
implementation, where spike detection is not reversible.

3.1.2. Spikes Detection on Neuronal Spikes. Algorithms
Screening Tests were performed on spikes detected but not
validated in a 5 s fragment of a 300 s neuronal activity,

recorded by MEA. TP, FP (Figure 6(a)), TN and FN
(Figure 6(b)) values were computed. Then, Sp (Figure 6(c))
and Se (Figure 6(d)) were evaluated for each algorithm.

The performance evaluation of spike detection algo-
rithms on real recorded electrical activity agreed with the
analysis on simulated signal. BandFlt and AdaBandFlt find
more FP than other algorithms; on the other hand AdaFlt,
AdaFlt 128 and Limada miss more APs. Furthermore,
differences in Se value become more evident examining
neuronal activity. The performances assessment on experi-
mental data highlights that AdaFlt, AdaFlt 128 and Limada
has an extremely low sensibility on them. Differently from
what was observed on simulated data, BandFlt specificity is
equivalent to AdaBandFlt on experimental data. However,
since the only difference between these 2 algorithms is in the
adaptability, we still select AdaBandFlt, being adaptation a
crucial requisite for the envisaged long term acquisitions.

3.2. Big O Notation. As an additional estimation, we eval-
uated the two best algorithms’ behaviours (i.e., Limada
and AdaBandFlt), regardless of the hardware, using the Big
O Notation. Especially, we considered only the complexity
evaluation of the threshold initialization, that was recognized
as the most time consuming step of our algorithms.

The two algorithms are reported in pseudocode, to have
a compact and informal high-level description; the O(f(N))
notation, with N the number of inputs, is noted in bold near
each statement (see Algorithm 1).

AdaBandFlt and Limada complexity is described, respec-
tively, by (7):

O
(
1002F

)
,

O
(
100F×N2),

(7)

considering the worst-case performance scenario.
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Figure 9: (a) Simulated data projected along the first two principal components. (b) Simulated data grouped and classified in the first two
principal components space. (c) The 6 clusters identified by the hierarchical classification algorithm. (d) Reconstructed simulated signal
(200 ms).

The evaluation of these two algorithms showed that, if N
is bigger than 10 samples, Limada had worse performances
than AdaBandFlt, regardless of the hardware. However, 10
samples are extremely few and not feasible for a reliable
threshold identification (at the most commonly used fre-
quency of 10 kHz, 10 samples mean 1 ms that is less than
usual estimation of one AP duration).

3.3. Proposed Architecture and Performance Analysis. To
verify the feasibility of AdaBandFlt implementation on
FPGA, CLBs number, memory occupation and timing were
evaluated. Figure 7 shows the blocks architecture to compute
the threshold value for 1 channel. The input is a 12 bit data
stream, coming from an analog to digital converter (ADC).
To compute the threshold, the system has to evaluate the
RMS value of 250 samples (i.e., 10 ms windows, assuming a

sample frequency equal to 25 kHz); after computing the RMS
for a window, the system has to collect 100 RMS values and to
sort them. The threshold is the 25th percentile of this ordered
distribution. Note that we simplified the algorithm doing the
following assumption.

(a) we used a square threshold values (MS) and compare
it with square samples, avoiding to compute the root
(8):

25th percentile(MS) = (25th percentile(RMS)
)2, (8)

(b) we skipped out the problem of division using FPGA,
rounding 250 samples to 256; this allowed us to
calculate the RMS only shifting the point of 8
positions.
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Figure 10: Neuronal electrical activity (5 s) recorded by MEA60
pre-amplifier.

Thus, the input enters the embedded multiplier 18 ×
18, its output is a 24 bit word (we decided to use one
more bit to keep track of sign) and it is recursively added
to other samples; to perform the sum, the adder utilizes
the accumulator, intrinsically controlled by a finite state
machine, shared with all channels. The division result is, in
the worst case, a 32 bit word, 24 bits before the point and
8 bits after the point. To a first approximation, we decided
to define the MS value only with the first 24 bits. In terms of
hardware occupation, to compute the MS value we need

(i) 1 differential IOB,

(ii) 1 embedded multiplexer,

(iii) 32 LUTs for the adder [30] and 32 flip-flops for the
accumulator, matching 4 CLBs,

(iv) 1 32 bit shift register, that is, 2 CLBs,

(v) 1 CLB for the finite state machine.

After computing the MS value, it is memorized. Specifi-
cally, the first 100 MS values are memorized in MEM A and
the second 100 RMS2 values are memorized in MEM B, while
values contained in MEM A are sorted by the BubbleSort
logic. The following step is dual: MEM A is filled while values
in MEM B are sorted. This is controlled by a finite state
machine, shared with all channels. The finite state machine
also manages the computation of the 25th percentile index,
counted as follows:

Ik =
(

0.5 +
n× k
100

)
, (9)

with n the sorted vector length and k the kth percentile.
Thus, in the instance considered (n =100, k =25), Ik is about
25: computing the 25th percentile means choosing the 25th
sample in the sorted vector. Therefore, the first value of
threshold comes out from MEM A, the second from MEM
B and so on. In terms of hardware occupation, to compute
the threshold value we need

(i) 1 CLB for the finite state machine,

(ii) 2.3 kbits of RAM for each memory block (i.e.,
4.6 kbits),

(iii) 50 CLBs for BubbleSort (i.e., N/2 pipelined stages,
with N the length of the sorted input vector) [31],

(iv) 24 2 : 1 multiplexers.

After computing the 24 bit threshold value, the system
puts it into a RAM 24 bits location, named Thresk−1 in
Figure 8; likewise, it puts the following threshold value in
Thresk. Then, the threshold values are updated as in (4):
Thresk−1 is multiplied by 4 (i.e., shifted left of 2 positions),
added to Thresk and multiplied by 0.2. Finally, Thresk
becomes Thresk−1 and the new threshold is memorized in
Thresk location. All these operation are controlled by a finite
state machine, shared with all channels.

In terms of hardware occupation, to update the threshold
value we need

(i) 48 bits of RAM,

(ii) 1 CLB for the finite state machine,

(iii) 1 32 bit shift register, that is, 2 CLBs,

(iv) 3 CLBs for the adder,

(v) 5 CLBs for the multiplier.

Pipelined with threshold values counting, the system
detects spikes. First, it compares the ith squared sample with
the threshold to find over-threshold values; then, it verifies if
the detected value is a maximum (or a minimum), as follows:

∣∣x2
i

∣∣ > |Thres|&∣∣x2
i

∣∣ >
∣∣x2

i−1

∣∣&
∣∣x2

i

∣∣ >
∣∣x2

i+1

∣∣. (10)

We decided to realize these comparison subtracting each
couple and looking at the sign. Thus (10) can be rewritten as
follows:

PS
(∣∣x2

i

∣∣− |Tresh|)& PS
(∣∣x2

i

∣∣− ∣∣x2
i−1

∣∣)

& PS
(∣∣x2

i

∣∣− ∣∣x2
i+1

∣∣),
(11)

with PS = positive signed.
This could be realized using 1 LUT for each couple

of compared bits; to compose the comparison of complete
words, additional XOR and AND gates are required [25].
Approximately, we need 3 CLBs for each word comparison
(24 bit words), that is 9 CLBs for a detection.

With the design outlined above, we estimated FPGA
occupation. Taking into account all 64 MEA channels,
AdaBandFlt, mapped on FPGA, requires

(i) 64 differential IOB,

(ii) 64 dedicated multipliers,

(iii) 4803 CLBs,

(iv) 291 kbits of RAM,

(v) 1536 dedicated 2:1 multiplexers.
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AdaBandFlt
number of samples=0;
number of windows=0;
F; // definition of sample frequency //
while number of windows < 100 do O(100)

while number of samples < F∗0.01 // define a 10 ms window // O(F∗0.01)
take a sample
number of samples← number of samples + 1;

end
compute the RMS and put it in a vector named “error” O(1)
number of windows← number of windows + 1;

end
BubbleSort(error) // sort the vector of 100 RMS // O(1002)
define the threshold initial value (25th percentile) O(1)

Limada
number of samples=0;
number of windows=0;
threshold init=0;
F; // definition of sample frequency //
ok=false;
while ok == false do //ok is false until 100 clean windows are collected // O(N)

while number of samples < F∗0.01 // define a 10 ms window // O(F∗0.01)
take a sample
number of samples← number of samples + 1;

end
BubbleSort(samples) //sort the voltage values of a window // O(1002)
compute the 2nd (V .02) and the 30th (V .30) percentiles O(1)
if number of windows < 100 O(N)

test= V .02/V .30; O(1)
if test < 5 & |V.30| is significantly non zero O(1)

threshold init← 0.99∗ threshold init + 0.01∗|V.30|
number of windows← number of windows + 1;

end
else ok==true; // 100 clean windows are collected //
end

end

Algorithm 1: Pseudocode for AdaBandFlt and Limada.

Therefore, we identified two suitable solution for Ada-
BandFlt implementation.

The first one envisages the use of a single FPGA; we
identified the device XC3S5000 of the Xilinx Spartan-3
family, whose architecture satisfies our needs:

(i) 300 differential IOB,

(ii) 104 dedicated multipliers,

(iii) 8320 CLBs,

(iv) 1872 kbits of block RAM,

(v) 65 k 2 : 1 dedicated multiplexers.

This gives a utilisation of around 58% of the FPGA,
which seems a comfortable margin [30]. Furthermore, we
analyzed RAM occupation in detail. The block RAM of
XC3S5000 is ordered in 104 18 kbit blocks; the memory
organization, suitable for our data, is 512×32 bit. We counted
to use one block for each couple of RAM A and RAM B used
to compute threshold values (one block for each channel),

addressing RAM A from 1 to 100 and RAM B from 129
to 139 to simplify this task. This allow to sort RAM A and
to fill RAM B almost contemporaneously. Moreover, even if
XC3S5000 is the biggest device within Spartan-3 family, it is
not too expensive (less than $120).

The second solution envisages the use of two smaller
FPGAs (one every 32 channels), the XC3S4000 of the Xilinx
Spartan-3 family, each containing

(i) 300 differential IOB,

(ii) 96 dedicated multipliers,

(iii) 6912 CLBs,

(iv) 432 kbits of distributed RAM, organized in 96 18 kbit
blocks,

(v) 54 k 2 : 1 dedicated multiplexers.

This gives a utilisation of around 35% of each FPGAs.
Differently from the first solution, this design allows a mod-
ular approach, useful for future improvement. Furthermore,
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Figure 11: (a) Electrical activity projected along the first two principal components. (b) Hierarchical classifier output. Real data grouped
and classified in the first two principal components space.

the device is rather cheap: in 2004, the volume pricing was
under $100 for the XC3S4000 in 250 unit quantities [32].

Finally, we identified the BubbleSort as the bottleneck of
our architecture and we decided to evaluate it in terms of
temporal requirements, verifying if its timing was consistent
with other operations. To sort a n-length vector, bubble sort
makes n − 1 steps through the data. In each step, adjacent
elements are compared and swapped if necessary. Notice that
after the first pass through the data, the largest element in
the sequence has bubbled up into the last array position. In
general, after k passes through the data, the last k elements of
the array are correct and need not be considered any longer.
Thus, we hypothesized 3 clock cycles for each comparison,
n/2 clock cycles for each couple of values in the vector and
n−1 clock cycles for the whole sorting [33]. Since our device
sorts a vector after collecting 100 windows of 250 samples
each, there is a 500 ms delay between two sorting steps even
considering the maximum sampling frequency (i.e., 50 kHz)
of the data acquisition system. On the other hand, the
device needs about 15 000 clock cycles to sort a 100 elements
vector; even considering a slow FPGA inner frequency (i.e.,
10 MHz), this means that it takes about 1.5 ms to sort a
vector, that gives us a secure margin. Moreover, while n-1
passes through the data are required to guarantee that the
list is sorted in the end, it is possible for the list to become
sorted much earlier. When no exchanges at all are made in
a given pass, then the array is sorted and no additional steps
are required. A minor algorithmic modification would be to
count the exchanges made in a pass, and to terminate the sort
when none are made, decreasing the space occupation.

3.4. Spikes Classification on Simulated Signal. After Ada-
BandFlt was selected as the best noise level estimation
method for our purposes, the whole spike detection algo-
rithm was applied to the simulated neuronal signal described

in Section 2.2; then, APs detected became the input for
the classification algorithm. They were projected along the
first two principal components (Figure 9(a)) to get APs into
separated groups. It was already demonstrated [34] that 1st
and 2nd component eigenvalues can represent the useful
characteristics of classification.

Then, hierarchical classifier yielded an accurate classifica-
tion (Figure 9(b)). The defined maximum number of cluster
was settled at 7: this value matches with a likely maximum
number of cellular bodies in the electric field registered by
each electrode plus one or two noise sources.

The algorithm identified 6 clusters plus one single
element cluster (i.e., formed by only one element) that
was rejected after the analysis. In Figure 9(c) all waveforms
for each class are shown: 5 of them match exactly the 5
well-known classes of waveform artificially made up in the
simulated neuronal signal. On the other hand, the yellow
cluster is formed by two data groups (i.e., data projections
around zero in Figures 9(a) and 9(b)) representing the cluster
of false positive detected spike (i.e., peak-to-peak amplitude
less than 30 μV).

Therefore, the classification is satisfactory; moreover, we
had chosen a less specific spike detection algorithm not to
lose spikes and, thanks to this classifier, we were able to reject
FP, classified all together.

The final goal was the signal reconstruction using the
classified waveforms. In Figure 9(d) we can single out all kind
of waveform previously made up in the simulated neuronal
signal.

3.5. Spikes Classification on Neuronal Spikes. After testing
the spike detection algorithm on 300 s real data, hierarchical
classification was performed; classifier performances were
evaluated by visual inspection on a portion of signal (5 s).
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Figure 12: Identified clusters.
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Figure 13: Reconstructed neuronal activity (5 s).

In Figure 10 an example of 5 s neuronal electrical activity
recordings is presented. In Figure 11(a) waveforms projec-
tions on the 1st and the 2nd component eigenvalues are
shown, then, the data are classified (Figure 11(b)).

Figure 12 shows the clusters identified; each cluster
amplitude and morphological characteristics are different.
Note that the algorithm, also tested on real signal, dis-
tinguishes false positive detected spikes (i.e., Figures 12(c)
and 12(d), clusters centred around zero in eigenvalues
projection).

Finally, the neuronal electrical activity is reconstructed:
in Figure 13 a 5 s segment is illustrated, for simplicity. It
is possible to clearly distinguish red and light-blue spikes,
that represent, respectively, positive and negative noise
clusters, a yellow AP, biphasic but with no extreme polar-
ization, few pink APs, still biphasic and prevalently positive
raised, and some black peaks, essentially monophasic 40 μV
waveforms.

4. Conclusions

In the context of extracellular electrophysiology, an efficient
and reliable identification of spikes has to be reached. Fur-
thermore, it’s important to distinguish between application-
specific and generalized methods [35]. In this paper we have
proposed an application-specific algorithm, aimed at future
hardware integration (on FPGA and DSP) for real-time long
term acquisitions.

The threshold-amplitude spikes detection method com-
putes threshold as a multiple of basal noise level; 5 noise esti-
mation methods were developed in Matlab (The Mathworks,
Natick, USA) and their performances were statistically evalu-
ated, both on simulated neuronal signal and on real electrical
activity, recorded by MEA60 (Multi Channel Systems MCS,
Gmbh). The characteristics we decided to favour were (a)
the adaptability because, during long-term recordings, noise
levels often drift on a time-scale of hours and (b) the

minimum number of false negative and the sensibility, in
order not to lose spikes because of the nonreversibility of the
spike detection procedure. The statistical analysis identified
two algorithms, AdaBandFlt and Limada, satisfying these
requirements. Then, we evaluated their behaviours using
the Big O Notation, that determined the minor complexity
of AdaBandFlt, a quick adaptive noise estimation method,
based on the evaluation of the 25th percentile of 1 s signal’s
RMS distribution. We decided to develop spike detection
on FPGA to reach fast performances, and we assessed its
hardware requirements, in terms of CLBs number, memory
and timing request. We identified two feasible solution:
the first one envisages the use of one FPGA (XC3S5000,
Xilinx Spartan-3) that satisfied hardware requirements;
the second one allows modular development utilising
two smaller FPGAs, each for 32 channels (XC3S4000,
Xilinx Spartan-3).

Realizing the spike classification algorithm, we favoured
a shape clustering and classification being automatic and
reliable. After spike detection, the software extracts wave-
forms and sorts them around time stamps. Then, it bundles
waveforms into groups with PCA and classifies APs with
a hierarchical classifier, identifying false positive detected
spikes, too. The classification algorithm was tested on
simulated signal, comparing its output to the artificially
designed waveforms; moreover, the classifier performances
were evaluated on real data, comparing visual inspection
results to the morphology of the identified clusters. The
analysis stated the goodness of clustering procedure. We
decided to develop PCA and hierarchical classifier on DSP,
as already done in literature [27–29].

Therefore, the developed spike detection and classifi-
cation algorithm has the highest performances in order
to achieve long period recordings of neuronal cultures’
electrical activity, avoiding data leakage and allowing its
future hardware implementation.

Having verified its feasibility, in future works we’d like to
develop an integrated hardware, composed of an high-speed
device (FPGA) in order to guarantee a real-time detection
of spikes and to save only their templates for the following
classification, integrated in a DSP. Using high speed hardware
devices, AdaBandFlt and the PCA-hierarchical classifier will
be able to execute on-line detection and real time waveforms
analysis, reducing data storage problems.

The system has many applications, from high-through-
put pharmacological screening, to neuro pharmacology and
monitoring effects of drugs and toxins (neurotoxicity), to
neuroplasticity researches.
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A robust method to help identify the population of neurons used for decoding motor tasks is developed. We use sensitivity analysis
to develop a new metric for quantifying the relative contribution of a neuron towards the decoded output, called “fractional
sensitivity.” Previous model-based approaches for neuron ranking have been shown to largely depend on the collection of training
data. We suggest the use of an ensemble of models that are trained on random subsets of trials to rank neurons. For this work, we
tested a decoding algorithm on neuronal data recorded from two male rhesus monkeys while they performed a reach to grasp a bar
at three orientations (45◦, 90◦, or 135◦). An ensemble approach led to a statistically significant increase of 5% in decoding accuracy
and 25% increase in identification accuracy of simulated noisy neurons, when compared to a single model. Furthermore, ranking
neurons based on the ensemble fractional sensitivities resulted in decoding accuracies 10%–20% greater than when randomly
selecting neurons or ranking based on firing rates alone. By systematically reducing the size of the input space, we determine the
optimal number of neurons needed for decoding the motor output. This selection approach has practical benefits for other BMI
applications where limited number of electrodes and training datasets are available, but high decoding accuracies are desirable.

1. Introduction

A Brain-Machine Interface (BMI) uses activities recorded
from various motor areas, such as the primary motor,
premotor and posterior parietal cortex, to translate neural
activities recorded from the brain into commands to control
an external device. Traditionally, BMI researchers have used
extracellular action potentials from localized cortical sites,
primarily in the motor cortex, to provide closed-loop control
of a computer cursor [1] or a robotic arm in 3D space
[2–4]. More recently, researchers have now begun to use
implanted microelectrode arrays, which can simultaneous-
ly sample neuronal ensembles from various cortical sites
[5–7].

These electrode arrays are surgically placed in cortical
regions which are correlated to the motor function. The
relevant cortical regions are identified using anatomical
guidance, preliminary probing of neural activity and imaging

techniques such as FMRI. However, in multichannel record-
ings only 30%–40% of single units are typically relevant to
the motor task [8]; the remaining neurons are either noisy or
not task-related. This adds uncorrelated dimensions to the
input space, thereby degrading the predictive performance
of the decoding filter due to overfitting [9, 10]. Hence, there
is a need to develop a metric for evaluating the contribution
of neurons selected for BMI tasks. Such a metric would then
be used to rank neurons based on relative importance to the
task. Selecting a subpopulation of rank-ordered neurons will
help prune the input space to a smaller population free of
irrelevant neurons. Furthermore, reducing the input space in
a multichannel system is also strongly motivated by hardware
limitations and increased computational burden in relating
the output kinematic variable to the input space.

A neuron selection method can either be looking at
a univariate or a multivariate input space. In a univariate
approach, each neuron is individually assessed by observing
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the change in its firing rate with respect to the “no stimulus”
period. This method has its origin in classical single electrode
neurophysiology experiments wherein a neuron that is found
to be unresponsive to the motor task is disregarded. From
the perspective of building BMIs, a neuron which exhibits
variability of response for different tasks should be retained.
This is traditionally done by visual inspection, or by using
statistical methods such as ANOVA [11] or information
theoretic approaches such as Shannon”s entropy that are not
directly related to decoding.

Comparatively, multivariate approaches to neuron selec-
tion assess the contribution of a neuron in the presence of
the entire neural population. Reducing the entire input space
to a subset of task-related features is a classical machine
learning problem, and commonly referred to as dimen-
sionality reduction. “Projective” methods such as Linear
Discriminant Analysis (LDA) find a linear transformation
which maps the original input space to a smaller dimension,
while maximizing the separation of different class clusters
[12]. These “projective” techniques, however, do not provide
any information about individual neurons. Furthermore, the
transformed space is a linear combination of the inputs and
hence does not reduce the actual number of input signals
recorded. ”Feature selection” methods, on the other hand,
find a subset of original features that are most relevant to
the task. Therefore, these methods preserve the meaning
of the features while simultaneously reducing the input
space.

Feature selection for BMIs has become an active area of
research, with various approaches that attempt to extract the
relevant inputs at the same time as training the decoding
filter. Several decoding filter models have been used to
translate neural activity into the corresponding kinematic
variable. These include linear filters such as Wiener filters [1,
4, 6], recursive Bayesian models such as Kalman filters [13–
15], and nonlinear filters such as Artifical Neural Networks
[4, 16–18]. Training these decoding filters implicitly assigns
weights to neurons depending on their relative contribution
and importance to mapping the output variable. As has been
shown previously [10, 19], one can then interpret the weights
and biases of trained input-output models in order to ascer-
tain the importance of neuron in decoding commands for
a motor task. Another approach ranks neurons on the basis
of an overall decrease in the decoding accuracy as neurons
are systematically dropped [7]. A model-based sensitivity
analysis however suffers from well-known problem of over
fitting (more commonly referred to as model generalization).
It is indeed interesting to note the effects of this problem
on the ranking of neurons and eventually the performance
of a BMI. In [10], Sanchez et al. suggested a new metric
to quantify importance of neuron towards decoding using
a model-based sensitivity analysis approach. The reference
notes that different ranking methodologies gave different
results and thus alternative ranking methodologies must be
looked in that combined regularization theory to find a
smaller subset of neurons that further improves decoding
accuracy. In this work we have adapted their approach and
suggested improvements to counter the limitations of using
a model-based approach by using an ensemble of models.

We have demonstrated the benefits of using an ensemble
of models over a single model by showing higher decoding
accuracy (Figure 6) and better success rate in identifying
noisy neurons (Tables 2(a) and 2(b)).

For this study, the BMI experimental paradigm of decod-
ing wrist angle using neural recordings from the primary
motor and premotor cortex of a nonhuman primate is
examined. While the input-output models used in this study
are specific to the specific motor task problem, the methods
proposed in this work can be generalized and applied to
select neurons for more general decoding task. Figure 1
shows a block diagram that summarizes the steps involved
in rank-ordering neurons based on ensemble fractional
sensitivities.

2. Methods

2.1. Experimental Setup. This work uses data collected from
experiments carried out at Arizona State University (ASU,
Tempe, AZ), which have been the subject of previous
studies [20]. The experimental protocols were reviewed and
approved by the ASU Institutional Animal Care and User
Committee (IACUC). Details of the experimental protocol
can be found in [21] and are summarized here briefly.

Two male rhesus monkeys (Monkey A & B) were trained
to reach towards and rotate its wrist to grasp a rectangular
target positioned at one of three orientations (45◦, 90◦,
or 135◦) in the frontal plane (Figure 2). Visual cues were
used to initiate and end the movement. Neural recordings
were obtained using a Thomas recording system with
5-channel microelectrode manipulator system. With this
recording setup, the penetration depth of each electrode
was independently adjusted to capture maximal task-related
activity from the primary motor cortex (M1) hand area,
dorsal premotor cortex (PMd), and ventral premotor cortex
(PMv). With 5 recording sites, approximately 10–15 spike
sorted units could be isolated in one session and a total of
297 single units over 63 sessions. Data from each single unit
was recorded for 15 trials per movement type and a total of
15×3 = 45 trials for every single unit. In order to demonstrate
the advantages of using an ensemble of models for sensitivity
analysis, two different analyses were conducted and reported
in this manuscript: (1) rank-ordered neurons were used
in decoding filter to measure the decoding accuracy; and
(2) noisy, task-unrelated single units were identified from a
population. Monkey B performed the task poorly and hence
its data was only used in the second analysis.

2.2. Modeling the Input-Output Relationship. In order to
assess the information content of a neuron, that is, how
the motor task is encoded, a nonlinear filter was chosen
to model the input neuronal activity to the corresponding
output kinematic variable [22]. A popular nonlinear filter
is the Artificial Neural Networks (ANNs), which are widely
accepted as universal approximators [23, 24] and hence used
here. ANN consists of an interconnected group of artificial
neurons which process information using a connectionist
approach to computation.
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Figure 1: An ensemble of M unique nonlinear models was trained using Monte Carlo simulations; each of these models related the input
neuronal activity to the output behavior with high accuracy. In order to assess the contribution of each model input, xn, to encoding the final
output, Y, a sensitivity analysis (SA) was performed. For each of the M models, the localized sensitivity coefficients, LSCn, were calculated by
taking the partial derivative of the output with respect to the input activity. The sensitivity coefficients, SCn, were then computed by taking
the average of the localized sensitivity coefficients across all instances of the testing data. The sensitivity coefficients were normalized and
expressed as a fraction of the cumulative sensitivity values across all inputs in order to yield the fractional sensitivity coefficients, FSn. After
this sensitivity analysis, neurons were rank-ordered by the mean fractional sensitivities from the ensemble, FSn. This rank-ordered list was
passed to filter to decode the motor task.
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Target rod
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Figure 2: Two rhesus monkeys were trained to reach towards and rotate its wrist to grasp a rectangular target positioned at one of three
orientations (45◦, 90◦, 135◦).
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Structure of the Neural Network Models. We designed a
multilayer, feed forward ANN with a single hidden layer.
The hidden layer was designed with a log sigmoidal transfer
function, while the output layer was designed with a linear
transfer function. The wrist angle 45, 90, and 135 were
normalized to −1, 0, and 1. A linear transfer function at
the output layer was chosen because, (1) it was able to fit
the input-output data accurately, and (2) it is differentiable,
which is a prerequisite for sensitivity analysis. There is no
memory in the model. The model topology is described by
the following equation:

yk =
H∑

j=1

w2
jkg

⎛
⎝

N∑

i=1

w1
i jxi + b1

j

⎞
⎠ + b2

k

g(x) = 1
(1 + e−x)

,

(1)

where N is the number of input neurons, H is the number of
hidden layer neurons, k is the output neuron (there is only
one output neuron corresponding to the wrist angle, so k =
1), xi are the neuronal firing rates, and w1

i j , b
1
j , w

2
jk, and b2

k ,
are the connection weights between input and hidden layer,
biases of the hidden, connection weights between the hidden
and the output layers, and the biases of the output layer,
respectively. The networks were trained using the scaled
conjugate gradient (SCG) algorithm with early validation
stop to prevent overfitting. The neural networks were trained
offline using MATLAB 7.4 (Mathworks Inc.).

Training, validation, and testing data were selected from
mutually exclusive trials—with 8 trials used for training, 3
trials used for validation, and 4 trials used for testing. Only
those models with high predictive accuracies (>80%) were
carried forward for analysis.

2.3. Fractional Sensitivity Analysis. Once the ANN model has
been trained to map the input (neuronal firing rates) to the
output (wrist angle), the contribution of each model input
towards the final output is assessed. This is a direct metric
of the contribution of the individual inputs as it pertains to
decoding of the output variable.

Intuitively, the effect of each neuron on the prediction
outcome can be studied by determining the change in
outcome due to an infinitesimal change in each input
neuron’s activity. Mathematically, this is equivalent to taking
the partial derivative of the output with respect to the input
activity and is referred to as sensitivity analysis [25]. The
sensitivity coefficients are a function of the inputs in addition
to the connection weights and biases of the trained model.
For a given instance of the testing data, the localized sensitivity
coefficients (LSCn) were calculated as
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In order to expand the derivative terms we let

g
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Therefore, the localized sensitivity coefficients become,
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∣∣∣∣∣∣

H∑

j=1

wjwηjg

⎛
⎝

N∑

i=1

wijxi+bj

⎞
⎠
⎡
⎣1−g

⎛
⎝

N∑

i=1

wijxi+bj

⎞
⎠
⎤
⎦

∣∣∣∣∣∣
.

(4)

Note that although the weights and biases were fixed once the
model was trained, the value of the sensitivity coefficients (as
described by (5)) was dependent on the actual data point and
thus varied for different trials on which the model was tested.
Different input vectors are represented by the time index t in
(6).

The sensitivity coefficients (SCn) for each neuron were
calculated by taking the average value across all instances of
the training data.

SCn = 1
T

T∑

t=1

LSCn,t, (5)

where T is the size of the training set.
The sensitivity of each input was expressed as a fraction

of the cumulative sensitivity values across all the inputs. This
fractional sensitivity (FSn) was calculated as,

FSn = SCn∑N
i=1 SCi

, (6)

where N is the total number of neurons and n is the neuron
whose fractional sensitivity is being computed.

2.4. Ensemble Selection of Neurons. To select a neuronal
population for decoding the motor task, we rank-order
neurons by their fractional sensitivity and then select as many
neurons from the rank-ordered list as needed to achieve the
desired accuracy levels.

A major drawback of using such model-based
approaches lies in the fact that the sensitivity values are
dependent on the training data. Even with models that
achieve high levels of predictive value, the sensitivity analysis
will result in unique solutions that may not correspond to
a solution that can be generalized to new datasets. This is
because any single solution may only find a local minima
and not a globally optimal solution for the entire dataset.
Therefore, to avoid getting stuck in local minima, the
fractional sensitivities were computed over an ensemble of
M independently trained models. Each model was trained
with a different training data set which is a randomly drawn
subset of trials from a pool of total training dataset.
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similarity measure) between a master rank-ordered list (computed
for M = 500) and rank-ordered lists for varying ensemble sizes was
used to choose an optimal ensemble size of M = 10.

We propose, and later justify, that the mean of the
distribution of fractional sensitivities for a neuron computed
across different models is a good global estimate of its infor-
mation content. Additionally, we place confidence intervals
on this estimate. Neurons are then selected based on ranks of
these mean fractional sensitivities (FSn).

How to determine the number of models used in the ensemble?
A master rank-ordered list was generated using an ensemble
of 500 unique models. Assuming that the spike trains
from one single unit is independent from each other, we
performed Monte-Carlo simulation across neurons to gen-
erate data to train multiple. Rank-ordered lists for varying
ensemble sizes were then computed, and a weighted average
of absolute differences with the master rank-ordered list was
used as a similarity measure. Neurons with higher ranks were
given more weight. From Figure 3, we choose an ensemble
size (M) of 10 for this particular task, as a trade-off between
good convergence of the similarity of the rank-ordered list to
the master list and the computational burden of too large an
ensemble size.

2.5. Simulation of Noisy Environment. In order to provide
evidence that the success rate when noisy neurons are
identified using sensitivity values from an ensemble models
is higher than single model, a priori knowledge on which
neurons are noisy is necessary. We simulated spontaneously
uncorrelated single units and added these noisy neurons to
the input space. Spontaneously firing units were generated
using a Poisson random process, with the rate constant (λ)
estimated from the average neural activity during the “no
stimulus” period.

For this simulation study, we systematically varied the
percentage yield of task-related units recorded from the array
by adding a fixed number of noisy uncorrelated neurons.
This analysis was carried out on datasets from both the
Monkeys (A & B) and the results were reported.

Table 1: Confusion Matrix of Decoding Accuracies.

Wrist angle 45 degrees 90 degrees 135 degrees

45 degrees 92.9% 7.1.% 0.0%

90 degrees 1.6% 92.1% 6.3%

135 degrees 0.0% 19.3% 80.7%

Columns and rows represent the actual and predicted class, respectively.

2.6. Decoding Filters. Using the rank-ordered lists of neurons
from the ensemble of models, decoding of the motor
task was performed using a nonlinear ANN-based filter.
For all practical purposes, the number of neurons in the
feature space is limited by the number of recording sites
on an implanted microelectrode array. Therefore, in order
to more closely approximate this scenario, which mimics
a multielectrode array that simultaneously captures and
records from multiple neurons, the decoding filters were
trained using a randomly sampled subset of neurons (N =
64) from the entire neuronal population of 297 neurons. This
analysis was only performed on the data from Monkey A.
Monkey B performed the task poorly and hence its data was
not used in this specific analysis.

2.7. Statistics. Nonparametric tests were performed to test
for differences in the median decoding accuracy using a
single model for neuron selection versus an ensemble of
models. The null hypothesis tested was that the median
decoding accuracy obtained using an ensemble of models
was equal to the median decoding accuracy from each of the
individual models.

3. Results

3.1. Modeling Accuracy. Before performing sensitivity analy-
sis to assess the contribution of a neuron, it is first necessary
to show that models used to relate the input neuronal activity
to the output behavior are accurate.

Table 1 shows the confusion matrix for the decoding
accuracies for 10 models (mean accuracy = 88.52%, SE =
4.5%). Only those models with high predictive accuracies
(>80%) were retained as part of the ensemble.

3.2. Distribution of Fractional Sensitivities. Figure 4 shows
the distribution of fractional sensitivities for four exemplary
neurons as returned by each of the individually trained mod-
els. Fractional sensitivity values from 500 models were used
to generate smooth distribution function (Figure 4). The
fractional sensitivities appear to cluster around a common
mean value, which leads us to use it as the representative
fractional sensitivity value for the entire ensemble.

3.3. Ranking of Neurons Using Fractional Sensitivities.
Figure 5 shows the contribution of each of the 64 neurons
in a subpopulation to the total sensitivity presented in a
ranked order. Mean fractional sensitivities are used to rank
the neurons. Top 5 neurons contribute 25%, the top 13
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neurons contribute 50%, and the top 30 neurons contribute
75% of the total sensitivity.

3.4. Merit of Ensemble Models over a Single Model. In order
to contrast between the neuron ordering from ensemble
versus single model, decoding accuracies were computed in
following two scenarios, (a) when the neurons were rank-
ordered using sensitivity values computed using an ensemble
of 10 models (Figure 6: blue curve), and (b) when the
neurons were rank-ordered using sensitivity values from a
single model. This method was repeated for all the 10 models
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Figure 6: The upper quartile and lower quartile prediction
accuracies across 10 individual rank models are plotted as a function
of the number of neurons. Using an ensemble of 10 trained models
resulted in statistically significant higher (∗, P < .05) decoding
accuracies than if using a single model alone. Asterisks above the
plots indicate that the data points for which the decoding accuracies
are statistically different. This analysis was done on data obtained
from Monkey A.

separately which resulted in 10 individual decoding accuracy
curves. The 25% and 75% quartiles are shown in Figure 6
(with grey and black curves).

Friedman’s 2-way ANOVA was performed to test the
hypothesis that the median decoding accuracy obtained
using an ensemble of models was equal to the median
decoding accuracy from each of the individual models. A
small, albeit statistically significant (P < .05) increase of
around 5% is obtained in the decoding accuracies when an
ensemble approach was used.

Additionally, Kruskal-Wallis tests were conducted (P <
.05) to identify the number of input neurons for which
decoding accuracies are statistically different for ensemble
models versus single models. Asterisk above the plots in
Figure 6 indicate that the data points for which the decoding
accuracies are statistically different.

3.5. Merit of Sensitivity-Based Ranking over Other Ranking
Methods. Figure 7 compares the different approaches used to
rank order the neurons, (1) random selection of neurons, (2)
rank-ordered using change in firing rates, (3) rank-ordered
using a neuron dropping approach suggested in Figure 7, and
(4) rank-ordered using ensemble fractional sensitivities.

Ranking neurons based on the ensemble fractional sen-
sitivities resulted in decoding accuracies 10%–20% greater
than when randomly selecting neurons or ranking-based on
firing rates alone. The decoding accuracies were also com-
parable to those obtained when neurons were ranked using
a neuron dropping analysis [7]. From Figure 7, the average
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decoding accuracy was as high as 90% if the neurons were
ranked using ensemble fractional sensitivities, with a peak
accuracy for N = 21. However, average decoding accuracy
only went up to 80% if randomly selecting the same number
of neurons or ranking-based on firing rates. All approaches
converge for a higher number of neurons.

3.6. Simulation Study: Robustness of Ensemble Approach in
a Noisy Environment. In order to assess the robustness of
the ensemble approach compared to a single model, we
measured how accurately each method was able to correctly
classify the original task-related units in the presence of
varying amounts of noisy neurons. For example, a 10% yield
of task-related units implies that in a neural population of 64
units, 7 are task-related and the rest are simulated noise.

Tables 2(a) and 2(b) compare the accuracy for both
neuron selection approaches for different array yields, in
Monkey A and B, respectively. The ensemble approach
consistently recovered the task-related neurons with higher
accuracy (around 25% on an average) than the single model
approach. The accuracy was defined as percentage of original
input neurons which were correctly identified as task-related
by the neuron selection algorithm. Mean and standard error
over 10 repetitions (each repetition starts with different
original subset of neurons) are reported in Tables 2(a) and
2(b).

4. Discussion and Conclusion

In this work, we established a novel approach to rank-order
a population of neurons by their relative contribution to
the decoding of a motor task, dubbed “fractional sensitivity”.
Although sensitivity analysis has been previously used to
ascertain the relative importance of each input variable (in
this case neurons), one common problem associated with
previous model-based sensitivity approaches is the inability

Table 2

(a) Comparison of an ensemble of models versus single model in a
noisy environment (Monkey A).

% Yield of
task-related units (%)

Single
model (%)

Ensemble of
models (%)

10 51.7± 4.6 83.3± 0.0

20 58.3± 6.9 91.7± 0.0

30 67.9± 2.4 93.7± 0.7

40 66.0± 3.5 94.8± 0.8

50 69.7± 1.6 94.4± 1.0

60 75.3± 1.3 94.3± 1.3

(b) Comparison of an ensemble of models versus single model in
a noisy environment (Monkey B).

% Yield of
task-related units (%)

Single
model (%)

Ensemble of
models (%)

10 53.3± 6.5 83.3± 0.0

20 58.3± 3.5 90.8 ± 0.8

30 65.8± 4.3 92.6 ± 0.9

40 68.0± 4.9 93.2 ± 1.2

50 66.3± 3.7 96.6± 0.3

60 73.2± 2.0 96.6± 0.4

to generalize its rank list over a new dataset. This is especially
true when there is redundancy in the input space in terms of
encoding of the final output variable, as is the case with most
complex motor tasks.

4.1. Benefits of Using an Ensemble of Trained Models. Our
results show that using an ensemble of trained models helps
to offset this problem of generalization. The benefits of using
an ensemble model are quantified by an increase in overall
decoding accuracy. As seen in Figure 6, there is an increase
of up to 5% in the decoding accuracy when an ensemble
of models is used as compared to a single model. Although
the benefits of an ensemble approach are debatable on the
grounds of such a modest increase in decoding accuracy,
there are systems wherein identification of noisy inputs in
itself may be more important than the decoding accuracy.
In such scenarios, the percentage of noisy neurons that are
correctly identified can be used as a quantifiable measure of
the benefits of using an ensemble approach. The results of
our simulation study (Tables 2(a) and 2(b)) confirm that an
ensemble approach to identification of noisy neurons is 25%
more accurate than when using a single model.

We also hypothesize that the particular motor task
discussed in this paper (i.e., wrist rotation) is relatively less
complex, and hence the benefits of using an ensemble of
trained models are not as evident. Further investigations are
needed involving more complex, nonlinearly encoded motor
tasks, such as dexterous finger manipulations, to support or
reject this hypothesis.

4.2. Model Dependent versus Model Independent Approaches.
Model independent approaches do not make any assumption
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about the classification model used during the selection
process. Methods such as Mutual Information estimate
the “uncertainty reduction” in one variable when another
variable is provided. However, this requires estimation of
joint and marginal distributions, which is computationally
and time intensive. In BMI applications where the neural
properties change continuously, models must be retrained
repeatedly and this increases the computational overhead.
Model dependent approaches, on the other hand, while
computationally robust, lack generalization since the input
features that get selected may not represent the entire
training data, especially if there is data redundancy.

Our approach of using an ensemble sensitivity analysis
tackles both issues by offering a computationally robust
model dependent approach that also results in generalized
feature selection. Although in this paper an Artificial Neural
Network model accurately describes the input-output map
between neurons and wrist angle kinematics, this approach
is not limited to a specific decoding model and can generalize
to other filter choices as well. This will be largely dependent
on the scope of the problem and complexity of the input
feature space.

4.3. Neuron Dropping versus Sensitivity Analysis. In terms of
assessing the merits of a sensitivity analysis-based approach
to ranking neurons, Figure 6 shows that the improvement
in prediction accuracy when neurons are selected using
Sensitivity Analysis is much greater than when randomly
selecting neurons, but comparable to that when using a
neuron dropping analysis [7].

It is important to note, however, that although there
is a negligible difference in decoding accuracy, the neuron
dropping approach employs a computationally burdensome,
greedy algorithm. Relevant neurons are identified by system-
atically dropping them from the input space and measuring
the corresponding change in decoding accuracy, with a rise
in accuracy after a neuron is dropped as the stop criterion.
In comparison, our proposed ensemble sensitivity analysis
approach returns a rank-ordered list of neurons by looking at
the entire input space at once and thus uses a fewer number
of iterations. This computational saving is important in
resource-limited BMI applications.

4.4. Neuron Selection for Closed Loop BMI. It should be noted
that the results of this paper were restricted to offline decod-
ing of the motor the task based on a priori knowledge of the
time of movement. In a chronic implanted BMI, properties
of the input space change dynamically because of movements
of electrode arrays and noise induced by degradation at the
electrode-tissue interface. This necessitates retraining of the
algorithms for each session, and since the neuron selection
approach proposed in this paper is an integral part of the
training process, it can conceivably be used to select the best
neurons every time after the training is complete.

Furthermore, recent closed loop BMIs developed by
Carmena et al. [2] , Schwartz et al. [6, 26], and Serruya
et al. [27] have found that, owing to the “plasticity of brain”,
neurons can modulate their firing properties over time

and eventually result in higher decoding accuracies overall.
Although this phenomenon is not completely understood,
the method of neuron selection proposed in this paper
extracts the contribution of each input after an input-output
map has already been obtained. Therefore, any change in the
firing rate of the neurons, and its effects on the prediction of
the motor task, will be automatically addressed. As a result,
the results of this work generalize well to future closed-loop
BMI experiments.
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Neurophysiologists have recently become interested in studying neuronal population activity through local field potential (LFP)
recordings during experiments that also record the activity of single neurons. This experimental approach differs from early
LFP studies because it uses high impendence electrodes that can also isolate single neuron activity. A possible complication
for such studies is that the synaptic potentials and action potentials of the small subset of isolated neurons may contribute
disproportionately to the LFP signal, biasing activity in the larger nearby neuronal population to appear synchronous and cotuned
with these neurons. To address this problem, we used linear filtering techniques to remove features correlated with spike events
from LFP recordings. This filtering procedure can be applied for well-isolated single units or multiunit activity. We illustrate
the effects of this correction in simulation and on spike data recorded from primary auditory cortex. We find that local spiking
activity can explain a significant portion of LFP power at most recording sites and demonstrate that removing the spike-correlated
component can affect measurements of auditory tuning of the LFP.

1. Introduction

The local field potential (LFP) is the integrated electrical
activity of a large number of anatomically neighboring
neurons, reflecting a combination of synchronous synaptic
potentials [1] and action potentials [2]. The LFP is the
object of growing interest in the neuroscience community
because it may provide a valuable link between single neuron
recordings and larger-scale neurophysiological signals such
as EEG [3], fMRI [2], and ECoG [4]. These latter signals
also offer a means to measure synchronous neural activity
both within a single brain area [5, 6] and between brain areas
[7, 8].

Historically, methods for studying LFP were developed
with low impedance electrodes that integrated electrical
potentials over a large brain volume (<1 MΩ, [1]). During
the recent resurgence of interest in LFP, most studies have
focused on data acquired with high impedance electrodes (1–
5 MΩ) that can isolate the activity of single neurons. Single-
or multiunit activity is typically extracted from the voltage

trace by high-pass filtering (>∼600 Hz, [6, 9]), and the LFP
is extracted by low-pass filtering the same signal (<∼300 Hz,
[5, 6, 10]). Little is known about how the high impedance
and specialized tip geometry of electrodes used for single unit
recordings affect LFP signals in the lower frequency band.
Thus, it is possible that the nature of the LFP signal from high
impedance electrodes differs from classical low impedance
recordings.

Several recent studies have compared sensory tuning of
spiking activity with different bands of the LFP signal in
auditory [6, 11] and visual cortex [10]. These studies have
suggested that the tuning of high frequency LFP signals is
correlated with the tuning of single units recorded at the
same site. However, little attention has been paid to the
possibility that activity from spiking events might overlap
with the LFP signal, especially at the upper end of the LFP
band. High frequency (spikes) and low frequency (LFP)
bands are technically orthogonal. However, spike events
and the excitatory postsynaptic potentials (EPSPs) that
immediately precede them can contribute power to both
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bands. If the spiking/EPSP events of nearby neurons do
contribute significantly to the LFP signal, then what appears
to be a strong correlation between nearby single unit activity
and broader population activity in the LFP may instead be
an artifact of the single unit activity that survives low pass
filtering.

To address this problem, we have developed a method
for identifying components of the low frequency LFP band
that can be predicted by spiking events. This procedure
uses standard linear systems identification methods [12]
to correlate activity between spiking events in the high
frequency band with activity in the LFP band independent of
any stimulus or behavior events. Components of the LFP that
can be predicted directly from spikes are removed from the
raw signal to produce a “clean” LFP. This simple procedure
can be applied to any simultaneous spike and LFP recording.

In this study we first use simulated electrophysiological
signals to evaluate the feasibility of the procedure for
removing features correlated with spike activity from LFP
signals. We then applied the procedure to recordings from
primary auditory cortex (A1) of passively listening ferrets.
We tested several different definitions of spike events in the
electrophysiological recordings. For conservative (i.e., high
threshold) definitions, the contribution to LFP power was
relatively small but often significant. More liberal definitions
of multiple single unit activity or multiunit activity explained
a larger portion of the LFP signal. Even for the most
conservative definition of spiking, however, we found that
removing the spike-coupled component could change the
sensory tuning of the LFP.

2. Methods

2.1. Experimental Procedure. Extracellular electrophysiologi-
cal activity was recorded from primary auditory cortex (A1)
of three awake, passively listening ferrets. All experimental
procedures conformed to standards specified by the National
Institutes of Health and the University of Maryland Animal
Care and Use Committee. The basic experimental methods
have been reported in detail previously [13].

2.1.1. Surgical Preparation. Animals were implanted with a
steel head post to allow for stable recording. While under
anesthesia (ketamine and isoflurane), the skin and muscles
on the top of the head were retracted from the central
4 cm diameter of skull. Several titanium set screws were
attached to the skull, a custom metal post was glued on the
midline, and the entire site was covered with bone cement.
After surgery, the skin around the implant was allowed to
heal. Analgesics and antibiotics were administered under
veterinary supervision until recovery.

After recovery from surgery, a small craniotomy (1-2 mm
diameter) was opened through the cement and skull over
auditory cortex. The craniotomy site was cleaned daily to
prevent infection. After recordings were completed in one
hemisphere, the site was closed with a thin layer of bone
cement, and the same procedure was repeated in the other
hemisphere.

2.1.2. Neurophysiology. Single unit activity was recorded
using tungsten microelectrodes (1–5 MΩ, FHC, Bowdoin,
ME) from head-fixed animals in a double-walled sound-
attenuating chamber (Industrial Acoustics Company, Bronx,
NY). During each recording session, one to four electrodes
were positioned by independent microdrives, and activity
was recorded using a commercial data acquisition system
(Alpha-Omega, Alpharetta, GA). For most recordings, a
60 Hz notch filter was used to remove ambient noise. Because
low frequency components of extracellular recordings tend
to contain substantially more power than high frequency
components, the analog signal was filtered into low (1–
1000 Hz) and high frequency (300–6000 Hz) bands before
digitization. The low frequency band was digitized with a
3125 Hz sampling rate, and the high frequency band was
digitized with a 25000 Hz sampling rate. The separation of
spikes and LFP frequency bands is a standard procedure
used by commercial data acquisition systems and outside
of experimental control. The analysis described below could
also be performed on a single signal, appropriately band-pass
filtered to extract spike and LFP bands.

Upon identification of a recording site with single units,
a sequence of random tones (100 ms duration, 500 ms
separation) was used to measure latency, and spectral tuning.
Neurons were verified as being in A1 according to by their
tonotopic organization, latency and simple frequency tuning
[14].

2.2. Stimuli. Stimuli were narrowband noise bursts. Center
frequency was sampled logarithmically from 500 to 16000 Hz
and bandwidth was scaled with center frequency so that each
burst had a fixed width in octaves (0.125–0.25 oct, 20–40
noise bursts total). Each burst was generated by summing 20
pure tones at random phase, logarithmically spaced between
the minimum and maximum frequency. Each noise burst
was presented for 1.5 seconds with 0.8 second interstimulus
intervals, and the entire set was presented for 10 repetitions.
Thus the total length of data recorded from a given site
was 460–920 seconds, depending on the number of distinct
stimuli.

Stimuli were presented from digital recordings using
custom software (Matlab, Natick, MA). The digital signals
were transformed to analog (National Instruments, Austin,
TX), equalized to achieve flat gain (Rane, Mukilteo, WA),
amplified to a calibrated level (Rane, Mukilteo, WA) and
attenuated (Hewlitt Packard, Palo Alto, CA) to the desired
sound level. These signals were presented through an
earphone (Etymotics, Elk Grove Village, IL) contralateral
to the recording site. Before each experiment, the equalizer
was calibrated according to the acoustical properties of
the earphone insertion. All stimuli were presented at the
same sound level during a single experiment (65–75 dB SPL,
varying between recording sites).

2.3. Analysis. Spiking activity was extracted from the high
frequency (300–6000 Hz) component of the recorded elec-
trophysiological signal, rh(t), using two different methods.
For the first, multiple single unit spiking activity (SUA)
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was identified by the time when the recorded potential
underwent a rapid decrease during a single time step
(1/25000 Hz = 0.04 ms)

sSUAn(t) =
⎧
⎨
⎩

1, rh(t)− rh(t − 1) < −nσ ,

0, otherwise,
(1)

so that nonzero values of sSUAn(t) indicated the likely
occurrence of a spike at time t if the decrease from the
previous time bin was greater than a threshold, nσ . The value
of σ was the standard deviation of rh(t), and n was a scaling
term that specified a sensitivity threshold. This thresholding
procedure is a common first step in spike sorting algorithms
[15]. After threshold spiking events were identified, the
events were binned at 300 Hz, to match the sampling rate of
the LFP signal (see below).

The specific choice of threshold (or even the definition
of spike events) may vary across experiments, the logical
choice being the threshold used for spike sorting (in previous
studies using the same experimental procedures, n = 4
was used, [15]). Smaller values of n are more permissive
and identify a larger number of spiking events while larger
values are more conservative. We explored several possible
values of n, but in this study data we report data for n = 3
or 4, which capture the essential variability resulting from
different thresholds. In some brain regions, spike events
might be identified by positive, rather than negative, changes
in potential. In the experiments reported here, a negative
potential change always detected spike events more reliably,
but any alternative definition of spiking events can be
substituted at this stage of the procedure without changing
the subsequent steps.

The second method of measuring spiking activity used
a common definition of multiunit activity (MUA). Rather
than identifying single spike events, the activity of multiple
neighboring neurons was approximated by squaring and
low-pass filtering rh(t) [9]

sMUA(t) =
√

LP150 ∗ (LP3000 ∗ rh(t))2. (2)

Here, “LP f ∗ ” indicates convolving with a low-pass filter
with cutoff frequency f , and sMUA(t) indicates the relative
multiunit activity at time t. For this study, linear-phase
finite impulse response (FIR) filters of order 500 (duration
500/25000 = 20 ms) were used. The final low-pass filtering
at 150 Hz allowed downsampling the MUA signal to 300 Hz
without aliasing artifacts. We compared this definition of
MUA to another definition [6] and did not observed any
qualitative differences other than a slight improvement in
signal-to-noise in the spike-LFP filter for the definition in
(2).

The raw local field potential (LFP), L0(t), was extracted
from the electrophysiological recording by low-pass filtering
(<150 Hz, linear-phase FIR, duration 100 ms) of the low
frequency component of the recorded electrophysiological
signal [6, 10, 11]. The signals L0(t) and rh(t) existed in
entirely different frequency bands and thus were orthogonal
(i.e., linearly uncorrelated). However, extracting single or

multiunit activity from rh(t) involved nonlinear computa-
tions that could reintroduce linear correlation between them.
This coupled component was identified by measuring their
cross covariance

csl(τ) = 〈(L0(t)− 〈L0〉t)(s(t − τ)− 〈s〉t)
〉
t . (3)

The spike signal used here, s(t), could be any of the different
spike signals defined above. In this study, csl, css, and h (see
below) were estimated for τ = −500, . . . , 500 ms. Larger
values of τ had no effect on filter estimates (note width of
nonzero filter range <200 ms in Figures 2 and 3).

In order to remove all spike-coupled features from the
LFP signal, we generated a filter that made the best (i.e.,
minimum mean-squared error) prediction of the LFP from
the spike signal. The filter was estimated by standard linear
regression [12] and assumed that the spike-LFP relationship
was stationary throughout the recorded data set. First, the
autocovariance of the spike signal was measured

css(τ) = 〈(s(t)− 〈s〉t)(s(t − τ)− 〈s〉t)〉t . (4)

The filter was then computed by division in the Fourier
domain

ĥ(ω) = ĉsl(ω)
ĉss(ω)

, (5)

where h(τ) was the final filter and the hat symbol (e.g.,

ĥ(ω)), indicates a Fourier transform of the corresponding
time-domain function. To remove edge artifacts, a Hanning
window of the same length as h was applied to h(τ), and the
mean was subtracted to remove any DC bias introduced by
the Hanning window.

To remove the spike-coupled components from the LFP
signal, the spike-LFP filter was convolved with the spike
signal to predict the LFP

Lpred(t) =
∑

τ

s(t − τ)h(τ), (6)

and the prediction was subtracted from the raw LFP signal
to produce a signal with no correlation with local spiking
activity,

L(t) = L0(t)− Lpred(t). (7)

To distinguish the effects of the different spike identification
algorithms, each cleaned LFP signal that was labeled with a
subscript to identify the definition of the spike signal used
for cleaning (e.g., LSUA4(t) was the LFP signal cleaned of
correlations with sSUA4(t)). Note that this procedure models
the LFP as a linear sum of large-scale and locally coupled
activity, and any nonlinear interactions between them will
persist in the cleaned LFP signal.

Matlab code demonstrating this procedure is avail-
able online (http://www.isr.umd.edu/Labs/NSL/Download/
infer spikes LFP.m). Documentation is included in the
code’s comments.
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Figure 1: Removal of spike-coupled LFP signal in simulated data. (a) Average waveform of simulated frequency-tuned spiking activity
introduced to a random (1/ f noise) LFP signal. (b) Spike-LFP filter estimated by (5). (c) (Top panel) High-frequency spike signal, rh(t),
with SUA4 events marked by green circles. (Bottom panel) Raw LFP signal (L0, black) and “clean” LFP signal with SUA4 events removed
using filter in (b) (LSUA4, green). The clean LFP closely matches the underlying LFP signal (Lactual, black dotted line) before spiking activity
was added. (d) Frequency tuning of SUA4 activity. (e) Frequency tuning measured for raw LFP shows tuning similar to spiking activity
(black). After SUA4 activity was removed, frequency tuning disappears (green). When only the mean spike-LFP correlation is subtracted for
each spike event, the tuning is only partially removed from the LFP signal (red).
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Figure 2: Example spike and LFP responses for an electrophysiological recording from primary auditory cortex (A1). (a) Brief segment of a
raw high-pass filtered signal (black curve, top) and spike events identified by sudden changes in the signal (SUAn, circles, and “x”s). Green
and blue dashed lines indicate, respectively, the thresholds for SUA4 and SUA3 events. Subpanels at right show 100 examples of SUA4 spikes
events (a) and the impulse response function that best predicts the LFP (b) from SUA4 (green) or SUA3 events (blue), with standard error
indicated by the shading. The dashed blue line shows the SUA3 filter estimate for spike events on a second electrode 0.4 mm from the LFP
electrode. The simultaneously recorded raw LFP (black curve, middle) was substantially modified when the component predicted by SUA4
or SUA3 events was removed. The difference between the cleaned and raw LFP signals was the greatest during periods of elevated spiking
activity (dashed curves, bottom). (b) The same procedure for removing coupled spike information from the LFP but using multiunit activity
(MUA). The MUA signal for the same data segment as in A, defined by (2), captured the elevated firing at 0.3 second (red curve, top). The
LFP signal with MUA removed (red curve, middle; difference in dashed line, bottom) roughly followed the same pattern as the LFP with
SUA removed. The subpanel at right shows the impulse response that best predicted the LFP from the MUA.

2.4. Validation with Simulated Electrophysiological Recordings.
In order to test the algorithm for removal of spike-correlated
activity from the LFP signal, we simulated the activity of a site
in A1, using the same band-pass noise stimuli as the actual
physiology experiments. Spiking activity was simulated by
applying a linear spectrotemporal filter ([13], best frequency
600 Hz) to the stimulus spectrogram. Spike times were then

generated by passing the rectified output of the linear filter
through a Poisson spike generator for 10 repeated stimulus
presentations. An average spike waveform (Figure 1(a)) was
generated by averaging spike events in a broad-band (5–
12000 Hz) physiological recording from A1. For each spike
event, this waveform was added to a random LFP signal
(1/ f noise). Thus the “raw” LFP signal would appear to have
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Figure 3: Example spike and LFP responses for a second recording site. Data are plotted as in Figure 2. (a) The impulse responses for SUA4
and SUA3 (subpanel at lower right) are smaller than the impulse responses in Figure 2, and using this function to remove LFP components
that could be predicted by SUA events had very little effect. (b) Similarly, removing LFP components that could be predicted by MUA had
very little effect on the LFP for this site.

tuning, due to the addition of the low frequency component
accompanying each action potential, while the “clean” LFP
signal should not.

The SUA4 analysis was applied to the simulated data
to illustrate the effects of removing spike-correlated activity
from the LFP. The estimated filter (Figure 1(b)) showed a
strong resemblance to the spike waveform, except for the
absence of the very rapid depolarization at time 0 that
falls outside the frequency range of the LFP signal. The
effects of removing spike-correlated activity are illustrated
in Figure 1(c). As dictated by the simulation, the raw LFP
(solid black line) deviated from the original (1/ f noise) LFP
(dashed black line) during periods of spiking activity. When
the signal predicted by the spike events was removed (green

line), the LFP closely matched the original. Concordantly,
the raw LFP signal (Figure 1(e), black line) showed similar
frequency tuning to that of the spiking events (Figure 1(d)).
When the spike-correlated events were removed, the tuning
disappeared (Figure 1(e), green line). Note also that the slight
suppression in the spike tuning between 1000 and 2000 Hz
did not appear even in the raw LFP tuning. The lack of
suppressive tuning reflects the fact that the absence of spikes
has no effect on the LFP signal in this model of spike-LFP
interactions.

To compare the current method with a published method
for removing action potential artifacts from the LFP, we
applied an alternative artifact removal algorithm to the same
simulated data [16]. This method computed the average LFP
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Figure 4: Effect of removing coupled spike activity on total LFP power. (a) Histogram of the ratio of power in the LFP after removing
components explained by SUA4 and power in the raw LFP (n = 127 recording sites). For a small number of sites, LFP power increased
slightly, reflecting the introduction of a small amount of noise by the cross-validation procedure used for filter estimation. (b) Histogram
of change in power after removing the SUA3 component. The average power was significantly lower than for SUA4 (jackknifed t-test,
P = .0008). (c) Histogram of change in power after removing the MUA component. The average power was significantly lower than for
SUA3 (jackknifed t-test, P = .0007).

waveform associated with each spiking event (i.e., the cross
correlation in (3)) and subtracted that average from the LFP
at the time of each spike. Subtracting the mean waveform
did not completely remove auditory tuning from the LFP
signal (Figure 1(e), red line). This incomplete cleaning is
likely due to the fact that the mean subtraction method does
not account for the autocorrelation of the spiking activity
(5), which is required to achieve a minimum mean-squared
error estimate of the spike-LFP filter [12].

2.5. Significance Testing. A cross-validation procedure was
used to avoid overfitting of spike-LFP filters. The data was
divided into 20 segments of equal size. For each segment, the
applied filter was estimated from the remaining 19 segments.
Thus the data used to fit the filter (5) was independent of the
data to which the filter was applied (6).

Standard errors on spike-LFP filters (Figures 2 and 3)
were estimated by jackknifing [17]. This method allows
unbiased significance tests for differences between random
variables with non-Gaussian distributions, such as those
often encountered in neural data. Significant changes in the
LFP signal across the population of recording sites due to the
removal of spike-correlated activity (Figure 4) were tested by
a jackknifed t-test based on the same method of standard
error estimation [17].

3. Results

Electrophysiological activity was recorded with high
impedance tungsten electrodes (1–5 MΩ) from primary
auditory cortex (A1) of awake ferrets. Neuronal action
potentials and the local field potential (LFP) were measured
from activity in high (300–6000 Hz) and low (1–300 Hz)
frequency bands, respectively, of the raw electrophysiological
trace (see Methods for details). Band-pass noise stimuli
were presented during passive listening to measure auditory
tuning properties of the single unit and LFP signals (460–920
seconds of data per site).

Most studies use a standard definition for LFP [5,
6], but several different methods have been developed
for measuring spiking activity. Some of these different
methods are illustrated for a brief segment of raw data in
Figure 2. The top of Figure 2(a) shows the high-pass filtered
electrophysiological trace. In the first method, SUA4, spike
events from single units near the electrode were defined
as a sudden decrease in potential greater than four times
the standard deviation of the high-pass signal (see (1),
n = 4, green circles, Figure 2(a)). A less conservative
method, SUA3, required a decrease of only three times the
standard deviation, thus identifying a larger number of spike
events, probably from a larger number of neurons (see (1),
n = 3, blue “x”s). Finally, the least conservative method
measured multiunit activity (MUA) by low-pass filtering
the power in the electrophysiological trace (see (2), [9]).
The MUA measurement produced a continuous signal that
approximated the activity of a larger group of neurons near
the electrode tip (red trace, Figure 2(b)).

In order to measure the component of the raw LFP
signal that could be directly predicted by spiking events,
we measured the impulse response between spike activity
(defined using each of the spike models described above) and
the LFP signal. The impulse response was measured as the
cross covariance between spikes and LFP, normalized (i.e.,
deconvolved) by the autocorrelation of the spike activity (see
(5), [12]). When convolved with the spike signal, the impulse
response acted as a filter that produced the minimum mean-
square error estimate of the LFP. The predicted response was
subtracted from the raw LFP (7) to produce a “clean” version
of the LFP with spike-coupled information removed.

Impulse response functions measured for the example
recording site using the SUA4 and SUA3 signals appear
in the bottom right panel in Figure 2(a), and the impulse
response for MUA appears in the inset in Figure 2(b). If
there were no correlation between spiking activity and the
LFP, this function would be flat. Instead, in all three cases,
the impulse response had a highly significant structure (note
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small error bars indicated by shading) (Figure 2(a), top).
The significantly nonzero filter indicates that low frequency
voltage changes (spike-related activity and EPSPs) were in
fact correlated with action potentials and survived the low-
pass filter into the LFP signal. These filters have shapes typical
of filters measured across the entire set of recording sites
studied, featuring a depolarization about 100 ms in duration
around the time of the spike. The impulse response for
the high threshold definition of single unit activity (SUA4)
had slightly larger amplitude than the impulse response for
lower threshold (SUA3) but its shape was nearly identical. A
smaller magnitude filter was estimated when the SUA3 signal
was measured simultaneously from an electrode 0.4 mm
away (dashed blue line), indicating that local neuronal
activity was responsible for the correlation between spike and
LFP signals. The MUA impulse response also had a similar
shape to the SUA impulse responses. Given the difference
in units used for SUA and MUA, a direct comparison of
filter magnitudes is difficult, although the magnitude of their
effect on LFP signals can be compared (see below).

The middle of Figure 2(a) shows the result of subtracting
the component of the LFP that could be predicted by SUA4
(green) or SUA3 (blue) from the raw signal (L0, black). The
change between the raw and cleaned LFP was the greatest
during periods of elevated spiking firing (e.g., at time 0.3
second). The difference between the raw and clean LFP is
plotted in the dashed curves at the bottom of Figure 2(a).
Overall, the more liberal definition of spike events had a
greater effect on the LFP signal. The LFP cleaned by the
SUA4 signal was reduced to 0.947 of the variance in the raw
LFP (P = .003, jackknifed t-test), and the LFP cleaned by
SUA3 was reduced to 0.928 of the raw variance (P = .002,
jackknifed t-test).

The middle row of Figure 2(b) shows the effects of
removing LFP signals that could be predicted by the MUA
signal. As in the SUA examples, the LFP changed most
dramatically during epochs of elevated spiking activity. The
effect of removing the MUA-coupled signal was slightly, but
not signficantly greater than SUA4 or SUA3 (jackknifed t-
test), and the clean LFP was reduced to 0.899 of the power in
the raw signal (P = .0008, jackknifed t-test).

Figure 3 illustrates the same procedure applied to a
second recording site with weaker coupling between spikes
and LFP. The impulse response for SUA and MUA spiking
had smaller amplitude than for the previous example site
(insets in Figures 3(a) and 3(b)). In this case removing
components of the LFP that could be predicted by either
the SUA or MUA had very little effect on the appearance
of the LFP. Correspondingly, the power in the cleaned LFP
signal was not significantly reduced from that of the raw LFP
(jackknifed t-test, SUA4: 0.982, SUA3: 0.982, MUA: 0.981).

The examples in Figures 2 and 3 suggest that there was
substantial variability in the portion of the LFP that could
be explained by spiking activity, depending on the recording
site. To study this effect across a larger set of recording sites,
we measured the ratio of power (i.e., variance) in the clean
and raw LFP signals for each recording site in the study (n =
127). Figure 4 plots histograms of the ratio for each of the
three spike removal methods. For spike activity defined by

SUA4, LFP power was reduced significantly for 58/127 sites
(P < .05 jackknifed t-test), and the mean ratio of clean to
raw LFP power was 0.956 (Figure 4(a)). The mean ratio for
SUA3 (76/127 significantly reduced sites, P < .05) was 0.934,
significantly lower than SUA4 (Figure 4(b), jackknifed t-test,
P = .0008). The mean ratio for MUA (86/127 significantly
reduced sites, P < .05) was 0.917, significantly lower than still
than SUA3 (Figure 4(c), jackknifed t-test, P = .0007). On a
site-by-site basis, the magnitude of SUA4-SUA3 decrease was
correlated with the SUA3-MUA decrease (r = 0.66). The fact
that SUA and MUA influences on the LFP covary suggests
that the magnitude of spike-LFP correlation is a property of
the site or the recording electrode.

Because analysis of LFP often focuses on a specific
spectral range of the LFP signal such as beta (20–30 Hz [7, 8])
or gamma (30–80 Hz, [10]), we wondered if removing spike
information from the LFP signal affected some ranges of
the spectrum more than others. To investigate this issue we
compared the power spectrum of the LFP before and after
removing spike-coupled components. Figure 5(a) shows the
difference between the raw and clean LFP signals for the site
shown in Figure 2. For this site, the reduction in LFP power
was the greatest for frequencies below 20 Hz. The change in
power also depended on the definition of spiking activity,
with LSUA4 showing the smallest decrease and LMUA showing
the largest, following the pattern observed in the total power
reduction (Figure 4).

Figure 5(b) shows the spectral analysis of changes in
power for the site shown Figure 3. Here the change in power
followed a different pattern. In this case, power was not
reduced as much at lower frequencies. Instead, there was a
reduction in a band around 25 Hz and also one that grew
increasingly larger for frequencies above 75 Hz. As in the
previous example, the reduction for MUA was larger than for
the SUA signals.

The average change in LFP spectrum over the entire
sample of recording sites is shown in Figure 5(c). Removing
spike-coupled components reduced power at all frequencies.
The reduction was the strongest at frequencies below 20 Hz,
but it continued into the high gamma range, where most
analyses of sensory tuning in the LFP have been performed
[6, 10]. We were surprised to find large decreases power
at low frequencies of the LFP. This may reflect large
depolarization associated with periods of elevated spiking
activity, but understanding this effect remains a direction for
future investigation.

Of particular interest to studies that draw connections
between single unit activity and large-scale measurements of
neural activity is whether single units and LFP recorded at the
same site are modulated in the same way by sensory stimuli.
In A1, neurons are organized tonotopically [14, 18], meaning
that nearby neurons tend to respond maximally to sounds
(tones and narrowband noise) at the same best frequency
(BF), and BF tends to change monotonically as the recording
site is moved across A1. Because LFP is thought to represent
the synaptic activity of neurons in the local anatomical area,
the LFP is sometimes used to test if neighboring neurons
do in fact encode the same sensory information. Previous
reports have supported this idea, finding that the frequency
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Figure 5: Frequency specificity of the spike-coupled LFP signal. (a) Relative power spectrum of the LFP signal from Figure 2 after removing
SUA4, SUA3, and MUA components (colors as in previous figures). This site showed a large decrease at low frequencies (1–25 Hz). (b)
Relative power spectrum of the LFP signal from the site in Figure 3 after the removal of spiking components (plotted as in A). This site
showed a decrease near 25 Hz and at frequencies above 75 Hz. (c) Average relative power spectrum of LFP signal averaged across n = 127
recording sites. Removing coupled spike activity from the LFP signal reduced power at all frequencies. The effect was the strongest at low
frequencies (1–10 Hz) but also showed a tendency to grow larger at high frequencies. Consistent with the overall changes in power reported
in Figure 4, the LFP spectrum was reduced more for the more permissive definitions of spiking (MUA < SUA3 < SUA4). The small features
around 60 Hz (most prominent for the signal with MUA components removed) reflect artifacts of line noise.

tuning of single units and LFP is about the same [6, 11].
However, it is not clear how much LFP activity coupled
with spiking by the small number of neurons closest to the
recording site might bias LFP tuning measurements.

We compared the auditory tuning of spiking activity, raw
LFP and clean LFP in order to see if coupled spiking activity
significantly influences tuning of the LFP signal. Responses
were measured to band-pass noise stimuli centered at
logarithmically spaced frequencies (see Methods for details).
Figure 6(a) compares the tuning of the onset response of each
of these signals for the site shown in Figure 2. The response
of the SUA4 signal was measured from the average firing
rate during 150 ms after stimulus onset, and the response of
the LFP signals was measured by their standard deviation
during the same 150 ms period. Baseline activity (absent
any stimulus) was subtracted from each tuning curve. The
SUA4 tuning curve was normalized to a maximum value
of 1, and all the LFP signals were normalized by the same
value so that the peak of the raw L0 signal also had a
maximum of 1. Each tuning curve (solid line) was overlaid
with a minimum mean-square error Gaussian fit (dashed
line), whose parameters indicate basic tuning properties such
as BF (mean of the Gaussian) and bandwidth (width of the
Gaussian). Tuning curves were centered on the BF of the
SUA4 signal.

For this recording site, the SUA4 signal showed frequency
tuning typical of a recording site in A1, responding only to
stimuli within about half an octave of BF. The tuning of
the raw LFP signal (black curve) was shifted toward higher
frequencies, centered about one octave above the SUA4
tuning (P = .007, jackknifed t-test). When spiking activity
was removed from the LFP, response amplitude decreased

slightly, and the tuning curve shifted toward even higher
frequencies. Tuning curves for LFP cleaned with all three
methods were shifted about 0.5 octave above the SUA4 BF,
significantly higher than the BF measured from the raw LFP
(P = .01, jackknifed t-test). Because the tuning curve analysis
is linear, the tuning of the removed LFP component is the
difference between tuning of the raw and clean LFP signals.

Not all recording sites showed such dramatic differences
in tuning. Figure 6(b) shows frequency tuning curves for the
site shown in Figure 3. In this case, the tuning curves were
similar for the spiking data and both the raw and cleaned
LFP signals. All were centered at the BF of SUA4 activity and
had a bandwidth of about one octave. Thus even when the
components of the LFP directly coupled to spiking activity
on a trial-by-trial basis were removed, the LFP at this site
continued to have the same auditory tuning as the spiking
activity.

4. Discussion

This study investigated the linear coupling of single unit spik-
ing activity and local field potentials (LFPs) recorded from
the same high-impedance electrodes in primary auditory
cortex (A1). We observed that the spiking activity of just a
few neurons near the recording site can sometimes explain
a significant portion of variance in the LFP signal. We also
demonstrated that our method of removing spike-correlated
information can reveal different auditory tuning than tuning
measured in the raw LFP signal. Analysis of larger neuronal
populations using this method can explore the hypothesis
that spiking activity sometimes biases measurements of the
LFP recorded at the same location.
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Figure 6: Effect of removing spike-correlated activity on the frequency tuning of LFP in A1. (a) Frequency tuning curves for site shown
in Figure 2. Gaussian fits are plotted with dashed lines and best frequency (peak of the Gaussian fits) is indicated by arrows. The raw LFP
tuning curve was centered at a higher best frequency than the SUA4 curve (0.92 octaves above SUA4, P = .007, jackknifed t-test). After the
SUA4-coupled component was removed, the LFP tuning curve was shifted to even higher frequencies (1.63 octaves above SUA4, P = .01,
jackknifed t-test). Similar curves to this last case are observed for the LFP signals with SUA3 and MUA components removed. (b) Tuning
curves for site shown in Figure 3 (plotted as in A). For this site, there was no significant difference between the SUA and LFP tuning curves
(<0.1 octave difference), even after the spike-coupled component was removed from the LFP.

The linear filter used to remove spike activity was
intended specifically to remove only the components of
the low-pass LFP signal that were directly correlated with
spike events recorded from the same electrode, independent
of the concurrently presented auditory stimulus. These
low frequency components were likely composed of slow
currents associated with each action potential and the EPSPs
that immediately preceded it. Thus what was effectively
removed for each SUA/MUA event was a stereotyped, low-
frequency modulation of the recorded electrical potential
associated with each neuronal discharge. Synaptic potentials
and spiking events of the larger neural population that were
not tightly correlated with these nearby spikes were preserved
in the LFP. In addition, synaptic potentials that arrived at
nearby neurons but did not elicit spikes also remained in the
LFP signal, and thus some bias may have persisted. Because
of this partial removal, this filtering procedure would not be
appropriate for any analysis that aims to entirely preserve or
remove local EPSP activity in the LFP signal.

The SUA3/4 definition of spiking events was relatively
permissive. While this threshold is used as a starting point for
some spike sorting algorithms, a more conservative measure
of single unit events (e.g., SUA5 or isolated spike events after
sorting) may be substituted for the spike signal used in the
analysis proposed here. The result will be to remove less
power from the LFP, but it will remove only power that is
correlated with the specified spiking events.

Previous studies have used similar spike versus LFP
mapping procedures to characterize the functional relation-
ship between these two signals [19], although they sought
specifically to find common information in the two signals
recorded from different electrodes and did not consider the
possibility of spike bleed-through. A similar method has
previously been used to remove spike-related activity from
LFP signals [16], but the magnitude of the effect removing
spike activity was not described. Additionally, this method
does not account for autocorrelation in spike events in the
filter estimate, which can lead to incomplete filtering (see
Figure 1).

The method presented here assumed a stationary rela-
tionship between spiking activity and the LFP. Although
substantial drift was not observed in the recordings ana-
lyzed for this study, this procedure could be adapted to
use a dynamic, nonstationary filter, such as has been
used in studies of stimulus encoding by sensory systems
[20].

4.1. Implication for Neurophysiological Studies. Previous
studies have suggested that the LFP is a valuable neurophys-
iological signal that can be used as a proxy measurement for
large scale synchronous spiking activity [1, 5] and as a means
for linking single neuron recordings to fMRI BOLD signals
[2]. However, the biophysical processes that produce the LFP
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are not completely understood. To learn more about the LFP,
it is useful to discriminate what components can be explained
directly by other known signals such as single unit activity. If
the activity of a single neuron or a small number of neurons
contributes significantly to the LFP, then what appears to be
synchronous activity may in fact be dominated by the activity
of just those nearby neurons. The results of this study suggest
that the LFP recorded from the same electrode as single-
unit activity is sometimes strongly influenced by the activity
of a small number of neurons. Possible bias from spiking
activity should be considered in the analysis of LFP data in
order to ascertain whether the properties of the LFP signal
actually reflect the activity of a large group of anatomically
neighboring neurons.

The spectral analysis of changes in LFP power (Figure 5)
shows that removing coupled spike activity can affect the LFP
across a wide range of frequencies. The total power in the
LFP remains relatively high after removing the spike-coupled
component (particularly at gamma frequencies, which have
received the most attention in studies of sensory tuning [6,
10]). However, it is important to remember that the spiking
activity often has robust sensory tuning, and removing that
component can still have a significant effect on sensory
tuning of the LFP signal. The potential for such an effect
is illustrated in the tuning curves in Figure 6, which shows
that removing LFP components correlated with spikes on
a trial-by-trial basis can in fact change auditory tuning of
the LFP. This result suggests that neurons in a region of
A1 may not be as homogeneous in their tuning properties
as would be concluded without accounting for the spike
bias.

This study only investigated the tuning of transient,
phase-locked responses to auditory stimuli. LFP signals
also contain oscillations in the gamma range that are not
phase-locked to stimulus onsets, but whose power may be
modulated by the presence of a stimulus [10, 21]. It remains
to be explored if the tuning of oscillatory components of
the LFP can also be influenced by coupled spike activity.
However, the broad-band decrease in LFP power suggests
that tuning in the gamma frequency range can be influenced
by coupled spike activity.

The same basic procedure can be used to remove other
correlated activity from LFP signals, much in the same way
that muscle artifacts are sometimes removed from EEG [22].
For example, if LFP is recorded during a behavior that
introduces muscle artifacts to the LFP signal, a motor event
signal can be substituted for the spike signal. The same
procedure can then be used to measure a motor event-LFP
filter and remove motor artifacts from the LFP before further
analysis.
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