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Editorial

Shihab A. Shamma
Department of Electrical and Computer Engineering and Center for Auditory and Acoustic Research,
Institute for Systems Research, University of Maryland, College Park, MD 20742, USA
Email: sas@eng.umd.edu

André van Schaik
School of Electrical and Information Engineering, University of Sydney, Sydney, NSW 2006, Australia
Email: andre@ee.usyd.edu.au

Neuromorphic engineering is a novel direction in Bioengi-
neering that is based on the design and fabrication of arti-
ficial neural systems, such as vision chips, head-eye systems,
auditory processors, and autonomous robots, whose physi-
cal architecture and design principles are based on those of
biological nervous systems. The understanding of the brain
and the application of that knowledge for health and tech-
nology will be one of the major research activities of the 21st
century.

Neuromorphic engineering applies principles found in
biological organisms to perform tasks that biological sys-
tems execute seemingly without effort, but which have been
proven difficult to solve using traditional engineering tech-
niques. These problems include visual navigation, auditory
localization, olfaction, recognition, compliant limb control,
and locomotion. The principles that biological organisms
employ are still under investigation. For this reason, neuro-
morphic engineering is closely related to biological research,
especially research in computational neuroscience. Neuro-
morphic engineering contributes to our understanding of bi-
ological systems by formulating and testing hypotheses of bi-
ological organization in fully functional synthetic systems.
The aim of this research is to build a new generation of
intelligent systems that interact with the real world much
as animals do. The possible intellectual rewards and prac-
tical applications of this research are obviously very signifi-
cant.

To some extent, “Bionics,” popular in the 1960s, can be
seen as a precursor to neuromorphic engineering. It empha-
sized the solutions that biology had found for a host of prac-
tical problems, and proposed to emulate those solutions. At
the time, the focus was on biological materials, such as skin
and muscles, rather than on trying to understand the de-
tailed computational architecture and the algorithms used
by the brain. Bionics disappeared from view, primarily due

to a lack of detailed knowledge about biological systems and
the lack of a suitable technology to implement biological
strategies.

In the early 1980s, Carver Mead at Caltech, a pioneer of
very large scale integrated (VLSI) circuit design, started to
think about how integrated circuits could be used to em-
ulate and understand neurobiology. What was different to
the previous attempts was firstly, the tremendous growth in
our knowledge of the nervous system and secondly, the exis-
tence of a mature electronics industry that could reliably and
cheaply integrate a few million transistors and related struc-
tures onto a square centimeter of silicon. Indeed, the width of
elementary features on a state-of-the-art very large scale in-
tegrated (VLSI) circuit is now entering the 100-nanometer
domain, comparable to the average diameter of a cortical
axon.

Although we are now able to integrate a few hundred mil-
lion transistors on a single piece of silicon, our ideas of how
to use these transistors have changed very little from the time
when John von Neumann first proposed the architecture for
the programmable serial computer. The serial machine was
designed at a time when digital switching elements were large
and fragile. Memory was also problematic and was stored by
material unrelated to the computational devices. These con-
straints were consistent with a computer architecture based
on a single active processor and a physically distant memory
store. The constraints under which the serial machine was
developed are no longer entirely relevant. On the contrary,
the assumptions implicit in the traditional digital compu-
tational paradigm may now be limiting the computational
power of integrated circuit technology.

A primary feature of the majority of integrated circuits is
the representation of numbers as binary digits. Binary digits
are useful because it is not difficult to standardize the per-
formance of transistors, which are physical analog devices,
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to the extent that their state can be reliably determined to a
single bit of accuracy. Analog computing is potentially more
dense, because a single electrical node can represent multi-
ple bits of information. Of course, analog computation is old
news to engineers of the 1940s and 1950s. At that time, digital
computers, where still too cumbersome to be used for many
practical problems and engineers, resorted to analog com-
puters that occupied entire rooms. However, once the digital
computer became easy to reprogram and reasonably fast and
small, it replaced analog technology. Today analog computers
represent, for the main part, lab curiosities.

Analog computing is difficult because the physics of the
material used to construct the machine plays an important
role in the solution of the problem. It is difficult to control
the physical properties of micrometer-sized devices such that
their analog characteristics are well matched. The matching
of analog device characteristics is the major difficulty fac-
ing an analog designer, and digital machines have an ad-
vantage over analog ones when high precision is required.
Nevertheless, it is surprising that the high precision com-
putation possible with modern computing is necessary to
deal with real-world tasks in which the precision of the mea-
surement of the data is often only a few bits. At the end
of his life, von Neumann wrote a fascinating book, enti-
tled The Computer and the Brain, in which he points out
that the precision of the modern digital computer is en-
tirely mismatched to the precision of the data, but it is
necessary because errors in representation may multiply at
each stage of the computation. In a digital computer, ev-
ery bit of every number of the computation is fully restored
and numbers are represented to many bits of accuracy to
prevent the growth of error as the computation proceeds.
The brain, in contrast, seems to use an analog representa-
tion with restoration at the action-potential output of the
neuron. A typical active neuron firing rate is less than 100
spikes/second, so a neuron only has very few bits of pre-
cision. Nevertheless, they compute accurately enough for a
wide range of computationally intensive sensorimotor tasks.
One of the mysteries that neuromorphic engineering is try-
ing to solve is how biological systems can compute so ex-
actly using low precision components. The key appears to
lie in the circuit architectures of neural systems, which ag-
gregate information over a broad area and use feedback to
provide an adaptation signal to all of the components of the
system.

Although we do not fully understand the detailed circuits
of neurobiological systems, their gross parallel architecture
is clearly different from the serial computer architecture es-
tablished by von Neumann. Serial computation remains the
dominant form in digital computers because it executes tasks
in a well-specified order and regularizes the problem of orga-
nization and communication. Parallel computers have been
built, but have not gained widespread use due to the difficulty
of programming them. Fine-grained parallel systems present
nearly intractable problems for state-of-the-art engineering.
Complex systems in which many processes interact are vir-
tually designed using a trail-and-error method. For example,
the boot sequence for a certain well-known modern aircraft

is not a reproducible event; it is empirically determined that
it will be complete sometime within fifteen minutes of ini-
tiation! Although they are not presently widely used, paral-
lel systems have advantages over serial ones. Parallel systems
have distributed local control and memory and can be faster
and more fault tolerant than serial systems. Fault tolerance
is important for integrated circuits because the number of
transistors that can be integrated on a single silicon surface is
limited by errors in manufacture that introduce flaws in the
circuitry. Since digital computation demands perfect perfor-
mance from every element in the system, chips with flaws
cannot be used and wafer-scale integration, while physically
achievable, is not practical for serial digital machines. Local
memory and processing minimizes the amount of commu-
nication but requires that the task is to be organized in accor-
dance with the machine architecture.

With the recognition that neurobiology has solved many
difficult computational and sensorimotor control problems,
it is believed that we can improve our technology by directly
learning from biology. Yet, learning from biology brings
problems of its own. In particular, the detailed forms of the
biological solutions are difficult to analyze. An important
reason for this is that the complexity of neuronal processing,
particularly as it relates to system organization and function,
is essentially nonlinear and so requires special methods of
explanation that go beyond simple description and dissec-
tion. One successful method of explaining system function is
to synthesize working models that integrate well-understood
subelements into functional units. Such models attempt to
characterize the operation of the brain at various levels, from
synapses through behaving systems. Some of these mod-
els simply provide a compact ordering of our knowledge
about a particular problem by detailed simulations. Others
abstract the computational principles used by the neurons,
and so are often framed within an engineering and physics
paradigm.

This special issue of EURASIP JASP contains some exam-
ples of models representing the current state of neuromor-
phic signal processing. The issue starts with a low-level look
at implementing neurons and synapses, and ends in a high-
level application of classification of EEGs for brain-computer
interfaces. In between we look at signal processing based on
our current understanding of the auditory system and the
visual system. Five papers in this issue concern the auditory
system, starting at the cochlea, working its way up the audi-
tory nerve, through the brainstem to the auditory cortex. The
three vision papers present high fill-factor imagers, binocular
perception of motion-in-depth, and color segmentation and
pattern matching.

The guest editors would like to thank all the authors for
their work in submitting and revising manuscripts. We also
thank all the reviewers for their effort in writing reviews and
their feedback to the authors.

Shihab A. Shamma
André van Schaik
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Analog VLSI Circuits for Short-Term Dynamic Synapses
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Short-term dynamical synapses increase the computational power of neuronal networks. These synapses act as additional filters
to the inputs of a neuron before the subsequent integration of these signals at its cell body. In this work, we describe a model
of depressing and facilitating synapses derived from a hardware circuit implementation. This model is equivalent to theoretical
models of short-term synaptic dynamics in network simulations. These circuits have been added to a network of leaky integrate-
and-fire neurons. A cortical model of direction-selectivity that uses short-term dynamic synapses has been implemented with this
network.

Keywords and phrases: short-term synaptic dynamics, depression, facilitation, silicon synapse, cortical models.

1. INTRODUCTION

Cortical neurons show a wide variety of neuronal and synap-
tic responses to their input signals. Networks with simplified
models of spiking neurons and synapses and consisting of
one or two time constants already exhibit a large number of
possible operating regimes [1, 2]. Simulations of these spik-
ing networks can take a long time on a serial computer.

In most network simulations, synapses are assumed to be
static. Recent physiological data, however, show that synapses
frequently show activity-dependent plasticity which vary on
a time scale of milliseconds to seconds. In particular, short-
term dynamical synapses [3, 4, 5, 6, 7] with time constants
of hundreds of milliseconds are seen in many parts of the
visual cortex. When these synapses are stimulated with a
train of input spikes, the amplitude of the membrane po-
tential of the neuron or the excitatory postsynaptic potential
(EPSP) decreases (depressing synapse) or increases (facilitat-
ing synapse) with each subsequent spike. The recovery time
of the maximum synaptic amplitude is in the order of hun-
dreds of milliseconds. These synapses encode the history of
their inputs and can be treated as time-invariant filters with
fading memory [8].

These activity-dependent synapses, when added to the
network, allow for different forms of dynamical networks
that can process time-varying patterns [9, 10]. Examples of
how these synapses could contribute to visual cortical re-
sponses include direction selectivity [11] and automatic gain
control [12]. The simulation time of spiking networks with
different types of activity-dependent synapses consisting of
different time constants will increase significantly. This simu-
lation time can be shortened by using a hardware implemen-

tation of a network with spiking neurons and these activity-
dependent synapses.

Here, we describe a circuit model of short-term synaptic
dynamics based on the silicon implementation of synaptic
depression and facilitation in [13]. The dynamics of this cir-
cuit model is qualitatively comparable to the dynamics of two
theoretical models [14]: the phenomenological model from
[6, 9, 15] and the model from [5, 12]. Measurements from
these circuits on a fabricated chip show how these synapses
filter the inputs to a leaky integrate-and-fire neuron under
transient and steady-state conditions.

The dynamics of short-term plastic synapses are depen-
dent on the frequency of the presynaptic input. In the case of
a neuron which is stimulated through a depressing synapse
by a regular input spike train, the firing rate of the neuron
decreases over time due to the decrease in synaptic input with
each presynaptic spike. Interestingly, a class of neurons in the
cortex also adapt their firing rate over time in response to a
regular spike input through a normal synapse. This output
adaptation mechanism is noninput specific whereas the first
mechanism involves the filtering of specific inputs.

The inclusion of these short-term synapses into networks
of neurons allow processing of time-varying inputs. How-
ever, the simulation time of such networks on a computer
increases substantially as more different types of time con-
stants are added to the circuits. The previous constructions
of neuron circuits ranging from Hodgkin-Huxley models of
neurons [16, 17] to integrate-and-fire neurons [18, 19, 20,
21, 22], together with long-time constant learning synapses
[23, 24] and short-term dynamic synapses [13] can be used
to develop realistic, real-time, low-power, and spike-based
networks.

mailto:shih@ini.phys.ethz.ch
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2. SYNAPSES

Synaptic circuits have been implemented using very few tran-
sistors [13, 25]. However, their dynamics are usually differ-
ent from the exponential dynamics of synaptic models used
in simulations. To implement the exponential dynamics, we
would have to use a linear resistor to obtain the exponential
dynamics. A transistor can act as a linear resistor as long as
the terminal voltages satisfy certain criteria. Additional cir-
cuitry would be needed to satisfy these criteria, thus increas-
ing the final size of the circuit. One alternative is to replace
the linear-resistor dynamics with diode dynamics which is
easily obtained with one diode-connected transistor. We will
discuss the difference between the diode-connected transis-
tor dynamics and the exponential dynamics for the different
types of synapses.

2.1. Normal synapses

In simulations, the synaptic current i(t) is either treated as a
point current source at the time of the spike tsp:

i(t) = I f δ
(
t − tsp

)
, (1)

where I f is a fixed current, or as a current source with a finite
decay time:

i(t) = I f
t

τg

(
1− e−t/τg

)
, (2)

where τg is the time constant of the decay and t is measured
right after a spike.

The point current source can be implemented by two
transistors (e.g., M2 and M3 in Figure 1a). If we need a synap-
tic current with a finite decay time, we include the current-
mirror circuit M1, M4, and C. Unlike the dynamics in (4),
the synaptic current Id has a 1/t decay dynamics [25] rather
than exponential dynamics. The decay of Id is described
by

Id(t) = Id0

1 +
(
AId0/QT

) , (3)

where QT = CUT , A = e(κVdd−Vgain)/UT , UT is the thermal volt-
age, and Id0 is the value of Id at the time of the spike t = tsp.

2.2. Short-term synaptic dynamics

Dynamical synapses can be depressing, facilitating, or a
combination of both. In a depressing synapse, the synap-
tic strength decreases after each spike and recovers towards
its maximal value with a time constant τd. In facilitating
synapses, the strength increases after each spike and recov-
ers towards its minimum value with a time constant τ f . Two
prevalent models that are used in network simulations and
also for fitting physiological data are the phenomenological
model in [6, 9, 15] and the model from [5, 12]. We only con-
sider the dynamics of the model from Abbott et al. [12] in
this work.

Vgain

M1 M4

Id

Ir C

Vd M2

Vpre M3

(a)

Va

M1

Ir C

Vd M2

Vpre M3

Vx

Vgain

M6 M7

Id

C2

M5

Isyn

M4Vpre

(b)

Figure 1: Current-mode circuits for a normal synapse (a) and a
depressing synapse (b).

2.2.1 Simulation model of short-term
dynamic synapses

The dynamics of the depressing synapse is similar to the
adaptation dynamics of the photoreceptor. Both elements
code primarily changes in the input rather than the absolute
level of the input. The photoreceptor amplifies the contrast
of the visual signal and has a low gain to background illumi-
nation. The output of the depressing synapse codes primarily
changes in the presynaptic frequency. The synaptic strength
adapts to a steady-state value that is approximately inversely
dependent on the input frequency.

Thus, the depressing synapse acts like a band-pass filter to
spike rates, much like the photoreceptor has a band-pass re-
sponse to illumination. The facilitating synapse, on the other
hand, acts like a low-pass filter to changes in spike rates. A
step increase in presynaptic firing rate leads to an increase in
the synaptic strength. Both types of synapses can be treated
as time-invariant fading memory filters [8].

In the theoretical model from Abbott et al. [12], the de-
pression in the synaptic strength is defined by a variable D
varying between 0 and 1. The synaptic strength is given by
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gD(t) where g is the maximum synaptic strength. The recov-
ery dynamics of D is described by

τd
dD

dt
= 1−D, (4)

where τd is the recovery time constant of the depression, and
the update dynamics is

D
(
t+
sp

) = dD
(
t−sp

)
, (5)

where d (d < 1) is the amount by which D is decreased right
after the spike. In the case of a regular spike train, the average
steady-state value of D is

〈D〉 = 1− e−1/(rτd)

1− de−1/(rτd)
. (6)

In the facilitating case, the facilitation is defined by a vari-
able F ≥ 1. The synaptic strength is g f F(t), where g f is the
maximum synaptic strength. The recovery dynamics of F is

τ f
dF

dt
= 1− F, (7)

where τ f is the time constant in which F recovers exponen-
tially back to 1.

The update dynamics is now additive instead of subtrac-
tive:

F
(
t+
sp

) = F
(
t−sp

)
+ f , (8)

where f ( f < 1) is the amount by which F is increased right
after the spike. The variable F is updated additively because
multiplicative facilitation can lead to increases of synaptic
strength without bounds, especially at high frequencies, for
the recovery dynamics in (7).

2.2.2 Circuit model of short-term dynamic synapses

As before, we replace the exponential dynamics in (4) with
the diode-connected transistor dynamics. This replacement
gives rise to the synaptic depressing circuit in Figure 1b
which was proposed in [13]. The new circuit gives rise to the
following recovery dynamics for the depressing variable D:

dD

dt
=M

(
1−D1/κ), (9)

where M is the equivalent of 1/τd and κ is a transistor pa-
rameter which is less than 1 in subthreshold operation. The
update dynamics are similar to (5):

D
(
t+
sp

) = dD
(
t−sp

)
. (10)

2.2.3 Depressing circuit

The detailed analysis leading to (9) and (10) for D is de-
scribed in [14]. The voltage Va determines the maximum
synaptic strength g while the synaptic strength gD or Isyn is
exponential in the voltage Vx. The subcircuit consisting of
transistors M1, M2, and M3 controls the dynamics of Isyn.

The presynaptic input goes to the gate terminal of M3 which
acts like a switch. During a presynaptic spike, a quantity of
charge (determined by Vd) is removed from the node Vx. In
between spikes, Vx recovers towards Va through the diode-
connected transistor M1. Also during the presynaptic spike,
transistor M4 turns on and the synaptic current Isyn flows
into the membrane potential of the neuron. We can con-
vert the Isyn current source into an equivalent current Id with
some gain and a “time constant” through the current-mirror
circuit consisting of M6, M7, and the capacitor C2, and by
adjusting the voltage Vgain.

The synaptic strength is given by

Isyn(t) = Ione
κVx/UT = gD(t), (11)

where g = IoneκVa/UT , and

D(t) = (eκ(Vdd−Va)/UT Iop)/Ir f (t), (12)

where Ir f := Iopeκ(Vdd−Vx)/UT . The recovery time constant
(1/M) of D is set by Va (M = (Iopκ/QT)e−(1−κ)(Vdd−Va)/UT ).

Because it is difficult to compute a closed-form solution
for (9) for any value of κ, we look at a simple case where
κ = 0.5 and solve forD(t) after a spike has occurred at t = t0.1

The actual value of κ changes for different operating condi-
tions and also depends on fabrication parameters. The re-
covery equation in (13) includes the current dynamics of the
diode-connected transistor (M1 in Figure 1b) in the region
whenD is close to the maximum value. The equation forD(t)
is then

dD

dt
=M

(
1−D2)

=⇒ D(t) = D
(
t0
)

+ D
(
t0
)
e2Mt − 1 + e2Mt

−D(t0) + D
(
t0
)
e2Mt + 1 + e2Mt

= D
(
t0
)

cosh (Mt) + sinh (Mt)
cosh (Mt) + D

(
t0
)

sinh (Mt)
.

(13)

If D is not close to its maximum value of 1, we can ap-
proximate the dynamics to dD/dt = M (regardless of κ) and
solve for D(t):

D(t) =Mt + D
(
t0
)
. (14)

In this regime, D(t) follows a linear trajectory. Note that the
same is true for (4) when t� τd.

2.2.4 Model of facilitating synapse

The schematic for the facilitating synapse is shown in
Figure 2. The difference in this circuit from the depress-
ing synaptic circuit is that the node Vx goes to the gate of
a pFET instead of an nFET. The synaptic strength is now
Isyn(t) = Iopeκ(Vdd−Vx)/UT and is directly proportional to the
current variable Ir f = Iopeκ(Vdd−Vx)/UT , so

Isyn(t) = g f F(t), (15)

where g f = Iopeκ(Vdd−Va)/UT and F(t) = 1/D(t).

1Note that if κ =1, then the equation reduces to (4).
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Va

M1

Ir C1

Vd M2

Vpre M3

Vx

Vpreb M4

Isyn

M5

Id

C2M6 M7

Vb

Figure 2: Synaptic facilitation circuit. The circuit on the left is the
same as part of the circuit in Figure 1b. The voltage Vx determines
the synaptic strength and the current Id goes to the neuron. This
circuit would have to be inverted so that it can be combined with
the neuron circuit in Figure 3.

The update dynamics is multiplicative instead of additive
as in Abbott’s model:

F
(
t+
n

) = f F
(
t−n
)
, (16)

where f = 1 + a ≥ 1. The recovery dynamics is given by

dF

dt
=MF2

((
1
F

)1/κ

− 1

)
, (17)

where M=(Iopκ/QT)e−(1−κ)(Vdd−Va)/UT . In steady state, F=1.
Using κ = 0.5, the equation for F(t) is

dF

dt
=M

(
1− F2)

=⇒ F(t) = F
(
t0
)

+ F
(
t0
)
e2Mt − 1 + e2Mt

−F(t0) + F
(
t0
)
e2Mt + 1 + e2Mt

= F
(
t0
)

cosh (Mt) + sinh (Mt)
cosh (Mt) + F

(
t0
)

sinh (Mt)
.

(18)

However, if F is far from its resting value of 1, we obtain
the simpler dynamics dF/dt = −MF(t)2 and solve for F(t):

F(t) = F
(
t0
)

1 + MtF
(
t0
) . (19)

The circuit model for facilitation is quite dissimilar to (7)
and (8). Even though the update is multiplicative, the vari-
able F will not increase without bounds because the recov-
ery dynamics of the diode-connected transistor which is a
negative-feedback element. In Section 5, we will see that the
steady-state value of F is approximately linear in the presy-
naptic rate r.

3. NEURON CIRCUIT

The dynamics of the neuron circuit are similar to that
of a leaky integrate-and-fire neuron with a constant leak

(Figure 3). The circuit is described in detail in [26, 27]. It
is a modified version of previous designs [18, 22] and also
includes the circuitry which models firing-rate adaptation
[21, 25] frequently seen in pyramidal cells. The equation for
the depolarization of the soma is as follows:

Cm
dVm(t)

dt
= i(t)− Ileak − Iahp, Vm(t) < Vthresh, (20)

where i(t) is the synaptic current to the soma, Ileak is the leak-
age current, and Iahp is the after-hyperpolarization potassium
(K) current which causes the adaptation in the firing rate of
the cells.

When Vm(t) increases above Vthresh at t = ts (ts is the time
of spike), it increases by a step increment determined by the
capacitive coupling C1 and Cm. The output Vo becomes ac-
tive at this time and turns on the discharging current path
through transistors M5 and M6. The time during which Vo

remains high, TP , depends on the time taken for Vm to dis-
charge below Vthresh. In this design, the pulse width TP is
determined by the rate at which Vm is discharged which in
turn depends on the difference between the input current Id,
the leak current Ileak, and the current Ipw. In other designs,
Vm is reset immediately below Vthresh when Vo becomes ac-
tive because either the input current is blocked from charging
the membrane or the current Ipw is much larger than the in-
put current. The refractory period TR is determined by Vrefr

which keeps Vo high so that Id cannot charge up the mem-
brane. The spike output is taken from the node Vo.

The time taken for the neuron to charge up to threshold
is

TI =
(
Cm + C1

) Vthresh

i− Ileak
, (21)

and, in the case of a constant input current Id, the spike rate
is

r = 1
TI + TP + TR

. (22)

Spike adaptation

Transistors M1 to M4 and the capacitor Ca in Figure 3 imple-
ment the spike adaptation mechanism. The data in Figure 8b
show the adaptation of the output spike rate when the neu-
ron was driven by a 100 Hz regular input spike train through
a nonplastic synapse. The amount of charge dumped on Ca is
determined by Vca. The dynamics of the current mirror cir-
cuit (M3, M4, and Ca) are used to set the dynamics of the Iahp

current. The adapted spike rate is reduced from the initial
rate by a factor γ = (1+Acqa/Qth) [21], where qa is the charge
that is dumped onto the capacitor Ca during each postsynap-
tic spike (i.e., when Vo is high), Qth is the amount of charge
needed for Vm to reach threshold, and Ac = eκVt .

4. TRANSIENT RESPONSE

The data in the figures in the remainder of the paper are
obtained from a multineuron circuit with depressing and
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Figure 3: Schematic of the leaky integrate-and-fire neuron. The parameters, Vrefr sets the refractory period, Vthresh sets the threshold voltage,
Vpw sets the pulse width of the spike, and Vleak sets the leak current Ileak. The circuit within the dashed-dotted inset implements the spike
adaptation mechanism. The parameters VCa and Vt set the adaptation dynamics.

facilitating synapses fabricated in a 0.8 µm CMOS process. To
show the effect of synaptic depression, we measured Vx over
time as the input was driven by a regular spike train as shown
in Figure 4. Remember that the synaptic strength gD is expo-
nential in Vx. When there are no spikes, Vx is approximately
equal to Va. During a spike, Vx is decreased by an amount
dependent on Vd. This node recovers in-between spikes at a
rate that depends on the difference in voltage between Vx and
Va. The recovery rate is faster when Vx is far from Va. The de-
pendence of the recovery rate on this difference is due to the
current-mirror circuit dynamics. The parameter Va controls
both the synaptic strength and the recovery time constant.
For a fixed Va, the dynamics and the steady-state value of D
can be set by changing Vd (or d) as shown in Figure 4b.

The subsequent effect on the neuron is seen by measur-
ing the EPSP response when a presynaptic spike occurs. The
EPSPs recorded when the neuron was stimulated by a regular
spiking input through these synapses are shown in Figure 5.
The parameters of the synapse and the neuron have been
tuned so that the EPSPs do not add up with each incom-
ing spike. In Figure 5a, the EPSP amplitude decreases with
each incoming spike, while in Figure 5b the amplitude in-
creases instead. The EPSPs in response to the first few spikes
in Figure 5b are not observable because the leak current is
larger than the synaptic current. The amplitude reaches a
steady-state value after a finite number of spikes. The num-
ber of spikes needed to reach a steady state can be tuned by
the parameters Va and Vd. Different Vd and Vf values lead
to different amounts of depression and facilitation as shown
in Figure 6. The fits between the circuit model and the simu-
lation model are described in [14].

4.1. Depression and facilitation

We can obtain a combination of facilitation and depres-
sion dynamics in Id from the depressing synaptic circuit in
Figure 1b by choosing certain circuit parameters. The out-
put of the current-mirror synaptic circuit in Figure 1a can
produce paired-pulse facilitation [25]. The equation for Id
is the same as (15) for Isyn in the facilitating synapse circuit
Id = g f dFd(t), where g f d = Iopeκ(Vdd−Vgain)/UT ,

Fd(t) = Ir f d(t)

eκ(Vdd−Vgain)/UT Iop
, (23)

and Ir f d := Iopeκ(Vdd−Vdx)/UT . This equation also applies to
Id in Figure 1b. The difference between both circuits is that
the factor fd that determines the change in Fd right after a
spike is constant in one circuit and varies for the other circuit
( fd = eκIr f δt /QT ). In the depressing synaptic circuit, Ir f is not
constant and depends on the input spike activity, whereas in
the current-mirror synaptic circuit, Ir f (= Ir) is constant. So,
for certain parameter settings in the depressing circuit, the
EPSPs show initial facilitation before depressing in response
to a step input of a regular 100 Hz spike train as shown in
Figure 7.

4.2. Depression or adaptation

Both the synaptic depression and spike adaptation mecha-
nisms lead to adaptation in the neuron’s firing rate to a step
increase in the input rate as shown in Figure 8. In fact, the
transient response to a step increase in the rate of a regular
spiking input is almost indistinguishable using either mecha-
nism. Although both mechanisms lead to gain control in the
neuron, the individual mechanisms are sensitive to different
signals. Synaptic depression gives rise to sensitivity in input
rate changes whereas spike adaptation makes the neuron sen-
sitive to changes in the neuron’s output rate. For example,
if one of the inputs to the neuron is highly active, the spike
adaptation mechanism of the neuron reduces its sensitivity
to the continuous large input current regardless of the origin
of the large input. On the other hand, the synaptic depressing
mechanism only turns down the sensitivity of that particular
active input so the neuron is still selective to all other inputs.
The role of depression and facilitation in implementing gain
control has been described in [12, 28, 29].

5. STEADY-STATE RESPONSE

The dependence of the steady-state values of D and F on the
presynaptic frequency can be determined easily in the case of
a regular spiking input. In the case of depression, we use (10)
and (13) to compute the steady-state value of D:
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Figure 4: Response of Vx to a regular spiking input of 20 Hz with
different values of Vd . (a) Change of Vx over time. It is decreased
when an input spike arrives and it recovers back to the quiescent
value at different rates dependent on its distance from the resting
value of about 0.33 V. (b) The steady-state value and dynamics of
Vx can be tuned by changing Vd .

Dss

= (−1+d)
(
1+e2M/r

)
+
√

4d
(−1+e2M/r

)2
+(1−d)2

(
1+e2M/r

)2

2d
(−1+e2M/r

) .

(24)

For the simpler dynamics of dD/dt = M, we use (14)
instead of (13) and obtain a simpler expression for Dss:

Dss = M

(1− d)r
. (25)

Thus the steady-state EPSP amplitude is inversely dependent
on the presynaptic rate r as shown in Figure 9. The form of
the curve is similar to the results obtained in the work of Ab-
bott et al. [12] where the data can be fitted with (6).
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Figure 5: Transient response of a neuron (by measuring its mem-
brane potential, Vm) when stimulated by a regular spiking input
through a depressing synapse (a) and a facilitating synapse (b). The
leak current of the neuron has been adjusted so that the neuron
does not reach threshold. (a) The EPSP decreases with each incom-
ing input spike for a depressing synapse. (b) The EPSP increases
with each incoming input spike for a facilitating synapse. The initial
EPSPs are not seen because the leak current of the neuron is larger
than the synaptic current.

In the case of facilitation, we use (16) and (18) to com-
pute the steady-state value, Fss:

Fss

= (−1+ f )
(
1+e2M/r

)
+
√

4 f
(
1−e2M/r

)2
+(1− f )2

(
1+e2M/r

)2

2 f
(−1+e2M/r

) .

(26)

In the simpler case, where dF/dt = −MF(t)2,

Fss = ( f − 1)r
f M

, (27)



626 EURASIP Journal on Applied Signal Processing

0.2 0.4
Time (s)

0

2

4

6

8

10

V
m

(V
)

Vd = 0.2 V

Vd = 0.3 V

Vd = 0.35 V

(a)

0.15 0.2 0.25 0.3 0.35 0.4 0.45 0.5
Time (s)

0

1

2

3

4

V
m

(V
)

Vf = 0.35 V

Vf = 0.4 V

Vf = 0.45 V

(b)

Figure 6: Transient response of a neuron to a regular spiking in-
put for various values of Vd and Vf . (a) The amount by which
each EPSP depresses for each subsequent pulse is set by Vd . (b) The
amount by which each EPSP facilitates is set by Vf .

which shows that the steady-state value of F is linear in the
presynaptic rate and it does not increase without bounds as
in the case of the exponential dynamics model for F.

6. DIRECTION SELECTIVITY USING SHORT-TERM
SYNAPTIC DEPRESSION

Depressing synapses have been implicated in the appear-
ance of certain visual cortical cell responses, for example,
direction-selectivity. Because these synapses act like a high-
pass filter in the frequency domain, the response of the neu-
ron shows a phase advance over its response if stimulated
through a nonplastic synapse. This feature was exploited in
a model that described the direction-selective responses of
visual cortical neurons [11]. In this model, the neuron was
driven by the outputs of a set of cells in the lateral geniculate
nucleus (LGN) through depressing synapses and the outputs
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Figure 7: Change in the membrane potential for two different set-
tings of Vd and Va. (a) There is initial facilitation of the EPSPs be-
fore depression. Vd = 0.75 V and Va = 0.2 V. (b) Only depression
is seen in the EPSPs. Vd = 0.817 V and Va = 0.3 V.

of a spatially shifted set of LGN cells through nondepress-
ing synapses. We have attempted the same experiment by
driving a “cortical neuron” on our chip with spikes recorded
from an LGN cell in the cat visual cortex during stimulation
with a drifting sinusoidal grating (courtesy of K. Martin) and
a temporally shifted version of these spikes. An example of
the direction-selective response is shown in Figure 10 [30].
The direction-selective results were qualitatively similar to
the data in [11]. This chip has been used for exploring other
spike-based cortical models, for example, orientation selec-
tivity [27].
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Figure 8: Mechanisms for spike frequency adaptation. (a) Adap-
tation due to synaptic depression. Different adapted rates are ob-
tained by using Vd = 0.2 V (top curve) and Vd = 0.1 V (bottom
curve). (b) Adaptation due to different after-hyperpolarization cur-
rents (Vca = 4.3 V (top curve) and Vca = 4.5 V (bottom curve)).
The sharp excursions of the membrane potential represent the out-
put spikes of the neuron.

7. CONCLUSION

The addition of short-term dynamical synapses to neuronal
networks increases the computational power of such net-
works, especially in processing time-varying inputs. Because
of the similarity of the dynamics of the silicon models to
the theoretical models, a silicon network of leaky integrate-
and-fire neurons which incorporate these synapses can pro-
vide an alternative to network simulations on the computer.
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Figure 9: Average steady-state EPSP amplitude versus input fre-
quency in the case of a depressing synapse. The curve shows an in-
verse dependence of the amplitude on the frequency.
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Figure 10: Response to a drifting 1-Hz sinusoidal grating. The
spikes from an LGN cell in the cat visual cortex in response to the
drifting grating are depicted at the bottom of the curve. The spikes
from a putative spatially shifted LGN cell were generated from these
spikes by shifting them in time by 60 ms. The top curve shows the
response of the silicon “cortical neuron” when the stimulus drifted
in the preferred direction. The sharp excursions at the top of the po-
tential are the output spikes of the neuron. The middle curve shows
the response to the stimulus in the null direction. The membrane
potential did not build up to threshold. Figure adapted from in
[14, Figure 8] with permission.

This type of spike-based network runs in real-time and the
computational time does not scale with the size of the net-
work. This chip is a basic module in a reconfigurable, rewire-
able, and spike-based system that provides ease for prototyp-
ing computational models. The system can also be useful for
possible applications, for example, in interfacing with neural
wetware.



628 EURASIP Journal on Applied Signal Processing

ACKNOWLEDGMENTS

I acknowledge Pascal Suter and Malte Boegershausen for
some of the chip data and the simulation results in this pa-
per. I also acknowledge Kevan Martin, Pamela Baker, and Ora
Ohana for discussions on dynamic synapses. This work was
supported in part by the Swiss National Foundation Research
SPP grant.

REFERENCES

[1] C. van Vreeswijk and H. Sompolinsky, “Chaotic balanced
state in a model of cortical circuits,” Neural Computation, vol.
10, no. 6, pp. 1321–1371, 1998.

[2] N. Brunel, “Dynamics of sparsely connected networks of ex-
citatory and inhibitory spiking neurons,” Journal of computa-
tional neuroscience, vol. 8, no. 3, pp. 183–208, 2000.

[3] K. Tarczy-Hornoch, K. A. Martin, J. J. Jack, and K. J. Stratford,
“Synaptic interactions between smooth and spiny neurones in
layer 4 of cat visual cortex in vitro,” Journal of Physiology, vol.
508, no. Pt 2, pp. 351–363, 1998.

[4] K. Tarczy-Hornoch, K. A. Martin, K. J. Stratford, and J. J. Jack,
“Intracortical excitation of spiny neurons in layer 4 of cat stri-
ate cortex in vitro,” Cerebral Cortex, vol. 9, no. 8, pp. 833–843,
1999.

[5] J. A. Varela, K. Sen, J. Gibson, J. Fost, L. F. Abbott, and S. B.
Nelson, “A quantitative description of short-term plasticity at
excitatory synapses in layer 2/3 of rat primary visual cortex,”
J. Neurosci., vol. 17, no. 20, pp. 7926–7940, 1997.

[6] H. Markram, Y. Wang, and M. Tsodyks, “Differential signal-
ing via the same axon of neocortical pyramidal neurons,” Proc.
Natl. Acad. Sci. USA, vol. 95, no. 9, pp. 5323–5328, 1998.

[7] A. Reyes, R. Lujan, A. Rozov, N. Burnashev, P. Somogyi, and
B. Sakmann, “Target-cell-specific facilitation and depression
in neocortical circuits,” Nat. Neurosci., vol. 1, no. 4, pp. 279–
285, 1998.

[8] W. Maass and E. D. Sontag, “Neural systems as nonlinear fil-
ters,” Neural Computation, vol. 12, no. 8, pp. 1743–1772, 2000.

[9] M. Tsodyks, K. Pawelzik, and H. Markram, “Neural networks
with dynamic synapses,” Neural Computation, vol. 10, no. 4,
pp. 821–835, 1998.

[10] W. Maass and A. Zador, “Computing and learning with dy-
namic synapses,” in Pulsed Neural Networks, W. Maass and
C. Bishop, Eds., chapter 6, pp. 321–336, MIT Press, Cam-
bridge, Mass, USA, 1999.

[11] F. S. Chance, S. B. Nelson, and L. F. Abbott, “Synaptic depres-
sion and the temporal response characteristics of v1 cells,” The
Journal of neuroscience, vol. 18, no. 12, pp. 4785–4799, 1998.

[12] L. F. Abbott, J. A. Varela, K. Sen, and S. B. Nelson, “Synaptic
depression and cortical gain control,” Science, vol. 275, no.
5297, pp. 220–224, 1997.

[13] C. Rasche and R. Hahnloser, “Silicon synaptic depression,”
Biological Cybernetics, vol. 84, no. 1, pp. 57–62, 2001.

[14] M. Boegerhausen, P. Suter, and S.-C. Liu, “Modeling short-
term synaptic depression in silicon,” Neural Computation, vol.
15, no. 2, pp. 331–348, 2003.

[15] M. V. Tsodyks and H. Markram, “The neural code between
neocortical pyramidal neurons depends on neurotransmitter
release probability,” Proc. Natl. Acad. Sci. USA, vol. 94, no. 2,
pp. 719–723, 1997, erratum in Proc. Natl. Acad. Sci. USA, vol.
94, no. 10, pp. 54–95, May 13.

[16] M. Mahowald and R. Douglas, “A silicon neuron,” Nature,
vol. 354, no. 6354, pp. 515–518, 1991.

[17] G. N. Patel and S. P. DeWeerth, “Analogue VLSI Morris-Lecar
neuron,” Electronics letters, vol. 33, no. 12, pp. 997–998, 1997.

[18] C. Mead, Analog VLSI and Neural Systems, Addison-Wesley,
Reading, Mass, USA, 1989.

[19] R. Sarpeshkar, L. Watts, and C. Mead, “Refractory neuron
circuits,” Tech. Rep. CNS-TR-92-08, California Institute of
Technology, Pasadena, Calif, USA, 1992.

[20] J. P. Lazzaro and J. Wawrzynek, “Low-power silicon axons,
neurons, and synapses,” in Silicon Implementations of Pulse
Coded Neural Networks, M. E. Zaghloul, J. L. Meador, and
R. W. Newcomb, Eds., pp. 153–164, Kluwer Academic Press,
Norwell, Mass, USA, 1994.

[21] K. A. Boahen, “The retinomorphic approach: Pixel-parallel
adaptive amplification, filtering, and quantization,” Analog
Integrated Circuits and Signal Processing, vol. 13, no. 1-2, pp.
53–68, 1997.

[22] A. van Schaik, “Building blocks for electronic spiking neural
networks,” Neural Networks, vol. 14, no. 6/7, pp. 617–628,
2001, Special Issue on Spiking Neurons in Neuroscience and
Technology.

[23] P. Hasler, C. Diorio, B. A. Minch, and C. Mead, “Single
transistor learning synapses,” in Advances in Neural Informa-
tion Processing Systems, vol. 7, pp. 817–824, MIT Press, Cam-
bridge, Mass, USA, 1995.
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A module generator which can produce an FPGA-based implementation of an electronic cochlea filter with arbitrary precision is
presented. Although hardware implementations of electronic cochlea models have traditionally used analog VLSI as the imple-
mentation medium due to their small area, high speed, and low power consumption, FPGA-based implementations offer shorter
design times, improved dynamic range, higher accuracy, and a simpler computer interface. The tool presented takes filter coeffi-
cients as input and produces a synthesizable VHDL description of an application-optimized design as output. Furthermore, the
tool can use simulation test vectors in order to determine the appropriate scaling of the fixed-point precision parameters for each
filter. The resulting model can be used as an accelerator for research in audition or as the front-end for embedded auditory signal
processing systems. The application of this module generator to a real-time cochleagram display is also presented.

Keywords and phrases: field programmable gate array, electronic cochlea, VHDL modules.

1. INTRODUCTION

The field of neuromorphic engineering has the long-term
objective of taking architectures from our understanding of
biological systems to develop novel signal processing systems.
This field of research, pioneered by Mead [1], has concen-
trated on using analog VLSI to model biological systems. Re-
search in this field has led to many biologically inspired signal
processing systems which have improved performance com-
pared to traditional systems.

The human cochlea is a transducer which converts me-
chanical vibrations from the middle ear into neural electri-
cal discharges, and additionally provides spatial separation of
frequency information in a manner similar to that of a spec-
trum analyzer [2]. It serves as the front-end signal processing
for all functions of the auditory nervous system such as au-
ditory localization, pitch detection, and speech recognition.

Although it is possible to simulate cochlea models in soft-
ware, hardware implementations may have orders of magni-
tude of improvement in performance. Hardware implemen-
tations are also attractive when the target applications are
on embedded devices in which power efficiency and small-
footprint are design considerations.

Samples

High-frequency
sections

IIR
biquadratic

section

IIR
biquadratic

section

IIR
biquadratic

section

Output 1 Output 2 Output N

Low-frequency
sections

Figure 1: Cascaded IIR biquadratic section used in the Lyon and
Mead cochlea model.

The electronic cochlea, first proposed by Lyon and Mead
[2], is a cascade of biquadratic filter sections (as shown in
Figure 1) which mimics the qualitative behavior of the hu-
man cochlea. Electronic cochlea have been successfully used
in auditory signal processing systems such as spatial localiza-
tion [3], pitch detection [4], a computer peripheral [5], am-
plitude modulation detection [6], correlation [7], and speech
recognition [8].

There have been several previous implementations of
electronic cochlea in analog VLSI technology. The original
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implementation by Lyon and Mead was published in 1988
and used continuous time subthreshold transconductance
circuits to implement a cascade of 480 stages [2, 9]. In
1992, Watts et al. reported a 50-stage version with improved
dynamic range, stability, matching, and compactness [10].
A problem with analog implementations is that transistor
matching issues affect the stability, accuracy, and size of
the filters. This issue was addressed by van Schaik et al. in
1997 using compatible lateral bipolar transistors instead of
MOSFETs in parts of the circuit [11]. Their 104-stage test
chip showed greatly improved characteristics. In addition, a
switched capacitor cochlea filter was proposed by Bor et al.
in 1996 [12].

There have also been several previously reported dig-
ital VLSI cochlea implementations. In 1992, Summerfield
and Lyon reported an application-specific integrated circuit
(ASIC) implementation which employed bit-serial second-
order filters [13]. In 1997, Lim et al. reported a VHDL-
based pitch detection system which used first-order But-
terworth band pass filters for cochlea filtering [14]. Later
in 1998, Brucke et al. designed a VLSI implementation of
a speech preprocessor which used gammatone filter banks
to mimic the cochlea [15]. The implementation by Brucke
et al. used fixed-point arithmetic and they also explored
trade-offs between wordlength and precision. In 2000, Watts
built a 240-tap high-resolution implementation of a cochlea
model using FPGA technology (http://www.lloydwatts.com/
neuroscience.shtml) and in 2002 a tenth-order recursive
cochlea filter was implemented using FPGA technology [16].

A field programmable gate array (FPGA) is an array of
logic gates in which the connections can be configured by
downloading a bitstream into its memory. Traditional ASIC
design requires weeks or months for the fabrication process,
whereas an FPGA can be configured in milliseconds. An ad-
ditional advantage of FPGA technology is that the same de-
vices can be reconfigured to perform different functions. At
the time of writing this paper in 2002, FPGAs had equivalent
densities of ten million system gates.

Since most systems which employ an electronic cochlea
are experimental in nature, the long design and fabrication
times associated with both analog and digital VLSI technol-
ogy are a major shortcoming. Recently, FPGA technology has
improved in density to the point where it is possible to de-
velop large scale neuromorphic systems on a single FPGA.
Although these are admittedly larger in area, have higher
power consumption, and may have lower throughput than
the more customized analog VLSI implementations, many
interesting neuromorphic signal processing systems can be
implemented using FPGA technology, enjoying the follow-
ing advantages over analog and digital VLSI:

(i) shorter design and fabrication time;
(ii) more robust to power supply, temperature, and tran-

sistor mismatch variations than analog systems;
(iii) arbitrarily high dynamic range and signal-to-noise ra-

tios can be achieved over analog systems;
(iv) whereas a VLSI design is usually tailored for a single

application, the reconfigurability and reuseability of an

FPGA enables the same system to be used for many
applications;

(v) designs can be optimized for each specific instance of a
problem whereas ASICs need to be more general pur-
pose;

(vi) they can be interfaced more easily with a host com-
puter.

The main difficulty that one faces in implementing an
electronic cochlea on an FPGA is the choice of arithmetic
system to be used in the imple mentation of the underlying
filters. In the module generator which will be presented, a
fixed-point implementation strategy was chosen over float-
ing point since we believed it would result in an imple-
mentation with smaller area. Distributed arithmetic (DA)
was used to implement the multipliers associated with the
filters in an efficient manner. Finally, a module generator
which can generate synthesizable VHDL descriptions of ar-
bitrary wordlength fixed-point cochlea filters was developed.
The module generator can also be used, together with our
fp simulation tool [17, 18], to determine the minimum and
maximum ranges of all variables. This range information is
then used to determine the maximal number of fractional
bits which can be used in the variable’s two’s complement
fraction representation, hence minimizing quantization
error.

The FPGA implementation of the electronic cochlea de-
scribed here can serve as a computational accelerator in its
own right, or be used as a front-end preprocessing stage for
embedded auditory applications. As a sample application, a
real-time cochleagram display is presented.

The rest of the paper is organized as follows. In Section 2,
Lyon and Mead’s cochlea model is described. Section 3 de-
scribes the implementation of the filter stages using DA. Our
design methodology is presented in Section 4, followed by
results in Section 5. Conclusions are drawn in Section 6.

2. LYON AND MEAD’S COCHLEA MODEL

Lyon and Mead proposed the first electronic cochlea in 1988
[2, 19]. This model captured the qualitative behavior of the
human cochlea using a simple cascade of second order fil-
ter stages which they implemented in analog VLSI. In this
section, a very superficial summary of the Lyon and Mead
cochlea model is given. More detailed descriptions of the
cochlea can be found in [2, 20].

The human cochlea, or inner ear, is a three-dimensional
fluid dynamic system which converts mechanical vibrations
from the middle ear into neural electrical discharges [2]. It
is composed of the basilar membrane, inner hair cells, and
outer hair cells. The cochlea connects to higher levels in the
auditory pathway for further processing.

The basilar membrane is a longitudinal membrane with-
in the cochlea. The oval window provides the input to the
cochlea. Vibrations of the eardrum are coupled via bones in
the middle ear to the oval window causing a traveling wave
from base to apex along the basilar membrane. The basilar
membrane has a filtering action and can be thought of as

http://www.lloydwatts.com/neuroscience.shtml
http://www.lloydwatts.com/neuroscience.shtml
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Figure 2: Illustration of a sine wave travelling through a simplified
box model of an uncoiled cochlea (adapted from [2]).
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Figure 3: The architecture of an IIR biquadratic section.

a cascade of lowpass filters with exponentially decreasing cut-
off frequency from base to apex.

The result of the filtering of the basilar membrane at
any point along its length is a bandpass filtered version of
the input signal, with center frequency decreasing along its
length. Different distances along the basilar membrane are
tuned to specific frequencies in a manner similar to that of a
spectrum analyzer. A simplified box model showing a sinu-
soidal wave traveling along an uncoiled cochlea is shown in
Figure 2.

Several thousand inner hair cells are distributed along the
basilar membrane and convert the displacement of the basi-
lar membrane to a neural signal. The hair cells also perform a
half-wave rectifying function since only displacements in one
direction will cause neurons to fire.

The outer hair cells perform automatic gain control by
changing the damping of the basilar membrane. It is inter-
esting to note that there are approximately three times more
outer hair cells than inner hair cells.

In order to simulate the properties of the basilar mem-
brane, Lyon and Mead’s cochlea model used a cascade of
scaled second-order lowpass filters with the transfer function

H(s) = 1
τ2s2 + (1/Q)τs + 1

, (1)

where Q represents the damping characteristic (or quality) of
the filter and τ the time constant. In the cochlea filter, the τ of
each filter is varied exponentially along the cascade, causing

filters to have exponentially decreasing cutoff frequencies.
The Q of all the filters is held constant. The output of each
filter corresponds to the displacement at different positions
along the basilar membrane.

3. IIR FILTERS USING DA

3.1. Distributed arithmetic

DA offers an efficient method to implement a sum of prod-
ucts (SOP) provided that one of the variables does not
change during execution. Instead of requiring a multiplier,
DA utilizes a precomputed lookup table [21, 22].

Consider the SOP, S of N terms

S =
N−1∑
i=0

kixi , (2)

where ki is the (fixed) weighting factor and xi is the input.
For two’s complement fractions, the numerical value of xi =
{xi0xi1 · · · xi(n−1)} is

xi = −xi0 +
n−1∑
b=1

xib × 2−b. (3)

Substituting (3) into (2) yields

S = −(x00 × k0 + x10 × k1 + · · · + x(N−1)0 × kN−1
)× 20

+
(
x01 × k0 + x11 × k1 + · · · + x(N−1)1 × kN−1

)× 2−1

+
(
x02 × k0 + x12 × k1 + · · · + x(N−1)2 × kN−1

)× 2−2

...

+
(
x0(n−1) × k0 + x1(n−1) × k1 + · · · + x(N−1)(n−1)×kN−1

)
× 2−(n−1).

(4)

The organization of the input variables is in a bit-serial
least significant bit (LSB) first format. Since xi j ∈ {0, 1} (i =
0, 1, . . . , N−1, j = 0, 1, . . . , n−1), each term within the brack-
ets of (4) is the sum of weighting factors k0, k1, . . . , kN−1. On
every clock cycle, one of the bracketed terms of S can thus be
computed by applying x0, x1, . . . , xN−1 as the address inputs
of a 2(N−1) entry read-only memory (ROM). The contents
of the ROM are precomputed from the constant ki’s and are
shown in Table 1. The output of the ROM is multiplied by a
power of two (a shift operation) and then accumulated. After
n cycles, the accumulator contains the value of S.

3.2. Digital IIR filters

A general IIR second-order filter has a transfer function of
the form

H(z) = b0 + b1z−1 + b2z−2

1 + a1z−1 + a2z−2
. (5)
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Figure 4: Implementation of an IIR biquadratic section on an Xilinx Virtex FPGA.

Table 1: Contents of a DA ROM. For each address, the terms ki for
which bi = 1 are summed.

bN−1 · · · b2b1b0 Address Contents

0 · · · 000 0 0

0 · · · 001 1 k0

0 · · · 010 2 k1

0 · · · 011 3 k0 + k1

0 · · · 100 4 k2

0 · · · 101 5 k0 + k2

0 · · · 110 6 k2 + k1

0 · · · 111 7 k0 + k1 + k2

...
...

...

1 · · · 111 2N−1 k0 + k1 + · · · + kN−1

The corresponding time domain IIR filter can be imple-
mented by the function

y(n) = b0x(n) + b1x(n− 1) + b2x(n− 2)

+ a0y(n− 1) + a1y(n− 2),
(6)

where x(n− k) is the kth previous input, y(n− k) is the kth
previous output, and y(n) is the output. The operation is es-
sentially the SOP of five terms, and can be directly mapped
to a biquadratic section as shown in Figure 3.

Figure 4 illustrates our actual implementation using DA
(described in Section 3.1) on an Xilinx Virtex FPGA. The
previous values x(n − 1), x(n − 2), and y(n − 2) are im-
plemented using shift registers with the number of stages
equal to the wordlength of the variables used. The shift reg-
isters are implemented by cascades of Virtex SRL16E prim-
itives for minimum area. The DA ROM takes x(n), x(n −
1), x(n − 2), y(n − 1), and y(n − 2) as inputs to gen-
erate partial sums (bracketed terms in (4)). As there are
5 inputs, the required number of entries in the ROM is
25 = 32, leading to an efficient implementation using Xil-
inx ROM32X1 primitives. The scaling accumulator shifts and
adds the output from the ROM (unscaled partial sum in bit-
parallel organization) at every cycle to produce y(n). In the
last cycle of scaling and accumulation, the parallel-to-serial

converter latches the value at the scaling accumulator. Since
the scaling accumulator has a latency equal to the wordlength
of the variables, the value latched by the converter is
y(n− 1).

4. DESIGN METHODOLOGY

Given the filter coefficients, the designer selects appropriate
values of filter wordlength and the number of bits (width)
of the DA ROM’s output. Note that all filter sections have
the same wordlength although the allocation of integer and
fractional parts used within each filter section can vary.

The cochlea filter model is written in a subset of C which
supports only expressions and assignments [17, 18]. A com-
piler uses standard parsing techniques to translate expres-
sions into directed acyclic graphs (DAG). Each operator is
mapped to a module which is a software object consisting of
a set of parameters, a simulator, and a component generator.
The simulator can perform the operation at a requested pre-
cision to determine range information. It can also compare
fixed-point output with a floating-point computation to de-
rive error statistics.

As an input, the fp cochlea generator takes the coeffi-
cients obtained from an auditory toolbox, the wordlength of
variables, and the width of the DA ROM. Although inputs
and outputs of all filter sections are of the same wordlength,
their fractional wordlength can be different (two’s comple-
ment fractions are used). The dynamic ranges of inputs and
outputs are determined by fp through simulation of a set of
user-supplied test vectors. The generator performs simula-
tion using the test vectors as inputs and the range of each
variable can be determined. From this information, the min-
imum number of bits needed for the integer part of each vari-
able is known and, since the wordlength is fixed, the maxi-
mum number of bits can be assigned to the fractional part of
the variable.

After deducing the best representation for each vari-
able, the generator outputs a synthesizable VHDL code that
describes an implementation of the corresponding cochlea
model. The fractional wordlengths of the scaling accumula-
tor and the output variable can be different, so the operator
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Figure 5: Frequency responses of cochlea implementations with different wordlength and width of ROMs (wordlength, ROM width).

must also include a mechanism to convert the former to the
latter. Since the output of the scaling accumulator is bit-
parallel while the output variable is bit-serial, the parallel-to-
serial converter can perform format scaling by selecting the
appropriate bits to serialize. The resulting VHDL description

can then be used as a core in other designs.
The high level cochlea model description is approxi-

mately 60 lines of C code. From that, it generates approxi-
mately 50000 lines of VHDL code for the case of a cochlea
filter with 88 biquadratic sections.
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Figure 6: Impulse response of (a) the software floating-point implementation and (b) hardware 16-bit wordlength, 16-bit ROM width
implementation. Frequency response of (c) the software floating-point implementation and (d) hardware 16-bit wordlength, 16-bit ROM
width implementation.
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Figure 7: Mesh plot showing the quantization errors of implemen-
tations with varying wordlengths and DA ROM widths.

5. RESULTS

The cochlea implementation was tested on an Annapolis
“Wildstar” Reconfigurable Computing Engine [23] which
is a PCI-based reconfigurable computing platform con-
taining three Xilinx Virtex XCV1000-BG560-6 FPGAs. The
cochlea implementations were verified by comparing Synop-
sys VHDL Simulator simulations with the results produced
by a floating-point software model. Synthesis and implemen-

tation were performed using Synopsys FPGA Express 3.4 and
Xilinx Foundation 3.2i, respectively.

5.1. Trade-offs among wordlength, width of DA ROM,
and precision

The coefficients for the biquadratic filters in our implemen-
tation of Lyon and Mead’s cochlea model were obtained us-
ing Slaney’s Auditory Toolbox [24]. This Matlab toolbox has
several different cochlea models, test inputs, and visualiza-
tion tools. The same toolbox was used to verify our designs
and produce cochleagram plots.

The coefficients of these implementations were obtained
from the Auditory Toolbox using the Matlab command
DesignLyonFilters(16000, 8, 0.25), which specifies
a 16 kHz sampling rate, Q = 8, and a spacing which gives 88
biquadratic filters. A series of cochlea implementations, with
wordlengths from 10 to 32 bits and DA ROM width from 10
to 24 bits, was generated in order to present the trade-offs
among wordlengths, widths of DA ROMs, and precisions.

In order to present the improvement in precision with
increasing wordlengths and ROM width, the frequency re-
sponses of several different fixed-point implementations are
plotted in Figure 5. Figure 6 shows impulse and frequency re-
sponses obtained from a software floating-point implemen-
tation, a hardware 16-bit wordlength, and 16-bit ROM width
implementation.

It can be observed that the filter accuracy gradually im-
proves with increasing wordlength or ROM width. When
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Figure 8: System architecture of the cochleagram display.

Table 2: Area requirements of an 88-section cochlea implementa-
tion of different wordlengths and ROM width (number of slices).

Wordlength
ROM Width

12-bit 16-bit 20-bit 24-bit

12-bit 5770 6582 7440 8340

16-bit 6160 6800 7589 8515

20-bit 6914 7343 7874 8602

24-bit 7620 8048 8578 9106

28-bit 8288 8748 9278 9805

32-bit 9297 9716 10245 10771

Table 3: Maximum clock rates and corresponding sampling rates
of 88-section cochlea implementations of different wordlengths and
ROM width (maximum clock rate (MHz) and maximum sampling
rate (MHz)).

Wordlength
ROM Width

12-bit 16-bit 20-bit 24-bit

12-bit 56.42, 4.70 62.79, 5.23 69.49, 5.79 67.24, 5.60

16-bit 67.48, 4.22 67.54, 4.22 65.16, 4.07 65.02, 4.06

20-bit 64.48, 3.22 63.58, 3.18 61.86, 3.09 61.79, 3.09

24-bit 64.24, 2.68 60.98, 2.54 57.94, 2.41 59.47, 2.48

28-bit 60.22, 2.15 57.93, 2.07 54.00, 1.93 49.09, 1.75

32-bit 62.68, 1.96 63.11, 1.97 65.23, 2.04 63.09, 1.97

wordlengths or ROM widths are too small, there are signif-
icant quantization effects that may result in oscillation (as
in the 12-bit wordlength implementations) or improper fre-
quency responses at certain frequency intervals (as in the
12-bit DA ROM implementations). With 24-bit wordlength
and 16-bit ROMs, for example, the total quantization er-
ror is −39.46 dB, which is sufficient for most speech appli-

cations. Figure 7 shows the trend of improved quantization
error with increasing wordlength and ROM width.

Area requirements, maximum clock rates, and maxi-
mum sampling rates of these implementations on a Xil-
inx Virtex XCV1000-6 FPGA, as reported by the Xilinx im-
plementation tools, are shown in Tables 2 and 3. A Xilinx
XCV1000 has 12288 slices and the largest currently available
parts, XCV3200, have 32448 slices. As a bit-serial architec-
ture was employed, the effective sampling rates of the imple-
mentations are their maximum clock rates divided by their
wordlengths.

5.2. Application to a cochleagram display

A 24-bit wordlength, 16-bit DA ROM implementation was
used to construct a cochleagram display application. Due to
limited hardware resources on a Xilinx XCV1000-6 FPGA,
only the first 60 out of the 88 cochlea sections were used.
These cochlea sections correspond to a frequency range of
1006 to 7630 Hz.

The design of the cochleagram display is shown in
Figure 8. The host PC writes input data into a dual-port
block RAM (256 × 32-bit synchronous RAM) which passes
through a parallel-to-serial converter and enters the cochlea
core. Each of the outputs of the cochlea core undergoes
serial-to-parallel conversion followed by half-wave rectifica-
tion (to model the functionality of the inner hair cells). The
outputs were integrated over 256 samples and sent to the PC
for display.

The cochleagram display was tested with several differ-
ent inputs. Figure 9 shows the cochleagrams produced from
swept-sine wave and the auditory toolbox’s “tapestry” inputs;
the former is a 25-second linear chirp and the latter is the
speech file of a woman saying “a huge tapestry hung in her
hallway.”
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Figure 9: Cochleagrams of (a) swept-sine wave and (b) “tapestry”
inputs. The former has 400000 samples while the latter has 50380
samples. Only the first 60 out of the 88 cochlea sections were
used because of limited hardware resources on a Xilinx XCV1000-6
FPGA. These cochlea sections correspond to a frequency range of
1006–7630 Hz.

The cochleagram display requires 10344 slices and can be
clocked at 44.15 MHz, yielding a sampling rate of 1.84 MHz
(or 115 times faster than real-time performance). Including
software and interfacing overheads, the measured through-
put on the “Wildstar” platform was 238 kHz. As a compari-
son, the auditory toolbox achieves a 64 kHz throughput on a
Sun Ultra-5 360 MHz machine. The performance could be
further improved by using large and/or faster speed grade
FPGAs, or via improved floorplanning of the design which
would allow a higher clock frequency.

It is interesting to compare the FPGA-based cochleagram
system with a similar system developed in analog VLSI by
Lazzaro et al. in 1994 [5]. Using a 2 µm CMOS process,

they integrated a 119 stage silicon cochlea (with a slightly
more sophisticated hair cell model), nonvolatile analog stor-
age, and a sophisticated event-based communications pro-
tocol on a single 3.6× 6.8 mm2 chip with a power consump-
tion of 5 mW. The analog VLSI version has improved density
and power consumption compared with the FPGA approach.
However, the FPGA version is vastly simpler, easier to mod-
ify, has a shorter design time, and is much more tolerant of
supply voltage, temperature, and transistor matching varia-
tions. Although qualitative results are not available, it is ex-
pected that the FPGA version also has better filter accuracy,
has a wider dynamic range and can operate at higher Q with-
out instability.

We believe that there are many applications of the FPGA
cochlea including the development of more refined cochlea
or cochlea-like models. An FPGA cochlea is particularly
suited as a testbed for algorithms that involve concurrent
processing across cochlea channels such as (i) more realis-
tic hair cell models, (ii) auditory streaming and the separa-
tion of foreground stimuli from background noise, (iii) au-
ditory processing in reverberant environments, (iv) human
sound localization, and (v) bat echolocation. In addition,
the FPGA platform provides an avenue for developing, sim-
ulating, and studying auditory processing in more compli-
cated, but realistic acoustic environments, that involve mul-
tiple sound sources, multiple reflection paths, and external
ear acoustic filtering that varies with sound direction. The
signal processing required to simulate such realistic environ-
ments is computationally intensive and some of this pre-
processing can be incorporated into the FPGA platform en-
abling real-time studies of auditory processing under realistic
acoustic conditions. We are also interested in finding ways in
which FPGA cochlea models can assist in adapting or trans-
lating cochlea processing principles into engineering imple-
mentations. Future projects include using the FPGA cochlea
in comparisons of a cochlea model with an analysis-synthesis
filter bank as used in perceptual audio coding, audio visual-
ization displays, and a neuromorphic isolated word spotting
system with cochlea preprocessing. Although modern digi-
tal signal processors (DSP) are capable of achieving similar
or even higher performance, the FPGA may have advantages
in terms of power consumption and smaller footprint. The
availability of more than 100 dedicated high-speed multipli-
ers in newer Virtex II [25] devices would enable implementa-
tions with much higher throughput than the implementation
presented in this paper and would also free up more FPGA
logic resources for implementing hair cell and higher-level
processing models.

6. CONCLUSION

A parameterized FPGA implementation of an electronic
cochlea that can be used as a building block for many systems
which model the human auditory pathway was developed.
This electronic cochlea demonstrates the feasibility of incor-
porating large neuromorphic systems on FPGA devices. Neu-
romorphic systems employ parallel distributed processing
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which is well suited to FPGA implementation, and may of-
fer significant advantages over conventional architectures.

FPGAs provide a very flexible platform for the develop-
ment of experimental neuromorphic circuits and offer ad-
vantages in terms of faster design time, faster fabrication
time, wider dynamic range, better stability, and simpler com-
puter interface over analog VLSI implementations.
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The Meddis inner hair cell model is a widely accepted, but computationally intensive computer model of mammalian inner hair
cell function. We have produced an analogue VLSI implementation of this model that operates in real time in the current domain
by using translinear and log-domain circuits. The circuit has been fabricated on a chip and tested against the Meddis model
for (a) rate level functions for onset and steady-state response, (b) recovery after masking, (c) additivity, (d) two-component
adaptation, (e) phase locking, (f) recovery of spontaneous activity, and (g) computational efficiency. The advantage of this circuit,
over other electronic inner hair cell models, is its nearly exact implementation of the Meddis model which can be tuned to behave
similarly to the biological inner hair cell. This has important implications on our ability to simulate the auditory system in real
time. Furthermore, the technique of mapping a mathematical model of first-order differential equations to a circuit of log-domain
filters allows us to implement real-time neuromorphic signal processors for a host of models using the same approach.

Keywords and phrases: analogue circuits, analogue computing, neuromorphic engineering, audio processing.

1. INTRODUCTION

Inner hair cells (IHCs) are mechanical to neural transducers
located within the cochlea and play an important role in bio-
logical sound processing. Sound captured by the eardrum is
translated into movement of the cochlear fluid, which in turn
causes the basilar membrane to vibrate (see Figure 1). This
vibration is converted into a neural signal by the IHCs and
results in the firing of the auditory nerve cells. The transduc-
tion of the sound signal by the IHC is nonlinear and exhibits
several time constants of adaptation. To mimic the IHC pro-
cessing, past silicon cochleae (see [1, 2]) have used nonlin-
ear lowpass filters to produce the adaptation characteristic of
the IHC. These IHC circuits responded favourably to a sim-
ple set of stimuli but failed with more complex stimuli [1].
We present measurement results of an analogue VLSI imple-
mentation of the Meddis IHC model [3], which is the most
descriptive computational model for the function of the IHC
[4].

In the circuit presented here, we use log-domain lowpass
filters [5] to map the differential equations of the Meddis
IHC model to circuits on a silicon chip. This technique allows
the Meddis model to run in real time. In our model, we have

furthermore increased the flexibility of the Meddis model by
maintaining control of all time constants while introducing
independent gain controls of the signals between the filters.
The circuit implements a more accurate electronic model of
the IHC function than any previous circuit. It can be shown
that it exhibits the correct time constants of adaptation over
a large range of stimulus conditions. Direct measurements
of real-time signals on a fabricated silicon chip confirm this
behaviour.

2. THE MEDDIS IHC MODEL

The IHC function is characterised in the Meddis model by
describing the dynamics of neurotransmitter at the hair cell
synapse (i.e., the membrane-cleft boundary, see Figure 1). In
the model, transmitter is transferred between three reservoirs
in a reuptake and resynthesis process loop (see Figure 2).

The first reservoir is a transmitter factory that releases
neurotransmitter at the hair cell boundary and delivers it to
a second reservoir, the free transmitter pool. The amount of
neurotransmitter released from the pool into the cleft is con-
trolled by changes in the permeability of the cell membrane.
This fluctuates as a function of the intracellular voltage,

mailto:alistair@ee.usyd.edu.au
mailto:andre@ee.usyd.edu.au
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Hair cell Synaptic cleft Afferent fibre

Factory
Release
k(t)q(t)

y(1 − q(t))

xw(t)

Pool
q(t)

Cleft
c(t)

Store
w(t)

Permeable membrane

Reuptake
rc(t) Loss lc(t)

Neurotransmitter

Figure 2: The Meddis IHC model.

which is directly related to the instantaneous mechanical
stimulus amplitude. Some transmitter is lost in the cleft
through diffusion and a further fraction is taken back up into
the cell. Some of the remaining transmitter in the cleft stimu-
lates the postsynaptic afferent fibre of an auditory nerve cell.

The level of transmitter in the cleft dictates the probabil-
ity of the nerve cell firing (spiking). The transmitter taken
back up into the cell is initially reprocessed and stored in a
third reservoir in preparation for delivery to the free trans-
mitter pool. Incorporation of this third reservoir enables the
model to display the type of two-component adaptation typ-
ical of real IHC.

The five equations representing the Meddis IHC model
are presented as follows.

(a) In equation (1), the permeability of the cell mem-
brane is represented by k(t) and A, B, and g are constants
of the model. In the absence of sound, k(t) = gA/(A +
B) which represents the spontaneous response of hair cells

at rest:

k(t) = g
[
s(t) + A

]
s(t) + A + B

for s(t) + A > 0,

k(t) = 0 for s(t) + A ≤ 0.
(1)

(b) The level of available transmitter in the pool q(t)
depends on the rate at which transmitter is manufactured
y[1− q(t)], the rate at which it is reprocessed xw(t), and the
rate at which it is lost to the cleft k(t)q(t):

dq

dt
= y

[
1− q(t)

]
+ xw(t)− k(t)q(t). (2)

(c) The cleft receives neurotransmitter at a rate k(t)q(t),
where some of it is lost through diffusion at a rate lc(t) and
some is actively returned to the reprocessing store at a rate
rc(t):

dc

dt
= k(t)q(t)− lc(t)− rc(t). (3)

(d) The reprocessing store receives transmitter at a rate
rc(t) and returns it to the free transmitter pool at a rate
xw(t):

dw

dt
= rc(t)− xw(t). (4)

(e) The remaining level of transmitter in the cleft c(t)dt
determines the probability of the afferent nerve firing. The
constant h is used to scale the output for comparison with
empirical data:

prop(event) = hc(t)dt. (5)
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Figure 3: The Meddis model in the current mode.

3. CURRENT MODE DESCRIPTION

In order to implement the Meddis IHC model on an inte-
grated circuit, the model equations need to be written as elec-
trical equations. We have mapped the equations of the Med-
dis model to electric currents to allow the use of log-domain
filters for the implementation of the differential equations
(see Figure 3). Each of the signals k(t), q(t), c(t), and w(t)
is now represented by currents and written as Ik, Iq, Ic, and
Iw, respectively. A voltage Vs is used to represent the stimulus
s(t).

The first equation of the Meddis model can be approxi-
mated by a half-wave rectification (HWR) function that ex-
hibits the spontaneous bias of the IHC and saturates at some
maximum value. In our implementation, a differential pair
of transistors is used to create a sigmoid function with a
shape similar to (1)

Ik = Ibias

1 + e(Vref−Vs)/nUT
− Ishi, (6)

where n is the slope factor and UT = kT/q is the thermal
voltage parameter of the MOS transistor.

The three differential equations (2), (3), and (4) are
rewritten as difference equations by taking the Laplace trans-
form. The resulting equations are given as follows:

(
sτy + 1

)
Iq = Io − ga

Ik × Iq
Imax

+ gb × Iw, (7)

(sτc + 1)Ic = gc
Ik × Iq
Imax

, (8)

(
sτx + 1

)
Iw = gd × Ic, (9)

where

τy = 1
y
, τc = 1

l + r
, τx = 1

x
, τg = 1

g
, (10)

ga =
τy
τg
, gb =

τy
τx
, gc = τc

τg
, gd = τx

τr
. (11)

Each constant of the model is represented by a time con-
stant with the two constants l and r combined into a single
time constant tc (see (10)). The model was further simplified

Iin Ix Iτ Iout

M1+ +
M2 M3+ +

M4

− − Vc
− −

Vref 2Iτ C

Figure 4: The log-domain lowpass filter.

by replacing time constant ratios with dimensionless gains
(see (11)). This step makes the model easier to manipulate
and time constants can now be changed without affecting
the gains and vice versa. The product Ik × Iq is normalised
by a constant current Imax to ensure that the currents remain
within the same order of magnitude.

4. THE CIRCUITS

4.1. Log-domain filters

Log-domain circuits are dynamic translinear circuits [6] that
use the exponential transconductance of devices such as
bipolar and weak inversion MOS transistors to compress and
expand current mode signals. The relationship between in-
put and output currents is linear while a logarithmic (com-
pressive) voltage-current relationship provides these filters
with high dynamic range. We use a first-order log-domain
filter, first investigated by Frey [5], implemented with MOS
transistors operating in the weak inversion mode (Figure 4).

This circuit can be analysed using the translinear princi-
ple. The product of drain currents of transistors facing clock-
wise (M1 and M3) is equal to the product of drain currents
of transistors facing anticlockwise (M2 and M4) [6]. For the
circuit of Figure 4, this gives

IoutIx = IinIτ . (12)

The summation of currents at node Vc also defines

Iout

(
C
dVc

dt
+ 2Iτ − Iτ

)
= IinIτ . (13)

Furthermore, the drain currents of M3 and M4 are related by

Iout = Iτe
(Vc−Vref )/UT . (14)

Differentiating (14) gives

dIout

dt
= dIout

dVc

dVc

dt
= Iout

UT

dVc

dt
(15)
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Figure 5: Translinear multiplier.

or

dVc

dt
= UT

Iout

dIout

dt
. (16)

Substituting (16) into (13) then gives us

Iout

(
CUT

Iout

dIout

dt
+ Iτ

)
= IinIτ (17)

or

τ
dIout

dt
= Iin − Iout, (18)

where τ = CUT/Iτ . This circuit thus implements a first-order
lowpass filter with a time constant determined by the value
of the capacitor C, the thermal voltage UT , and a current Iτ ,
which can be used to control the time constant after fabrica-
tion.

4.2. Translinear multiplier/divider

The translinear circuit shown in Figure 5 functions as a one-
quadrant multiplier/divider is used to generate the product
of Iq and Ik normalised by Imax (see (7) and (8)). The inputs
to the circuit are Ik, Iq, and Imax and the output is Id. The
transistors M1, M2, M3, and M4 form the translinear loop
and M5 is an adaptive bias transistor that actively biases M2
and M3.

4.3. The IHC circuit

Three log-domain lowpass filters and the multiplier circuit
are used in our IHC implementation (Figure 6). Variable
gain current mirrors connect these stages to provide off-chip
control of the gains ga, gb, gc, and gd.

The HWR block in Figure 6 implements (6) of the cur-
rent domain model. This provides conversion from voltage
(the output of the silicon cochlea described in [7]) to cur-
rent and HWR. The MULT circuit implements the genera-
tion of (Ik × Iq)/Imax. The three lowpass filters, CLEFT LPF,

STORE LPF, and POOL LPF, implement (7), (8), and (9), re-
spectively.

Mismatch analysis of these circuits [8] has revealed that
they are susceptible to mismatch in the threshold voltage pa-
rameter vth. By using cascoded mirrors, their mismatch can
be reduced. Section 5 shows that this mismatch may be over-
come by adjusting the gain and time constant parameters and
does not prevent the model from working.

5. RESULTS

Our aim here is to show that the Meddis IHC model [3] has
been implemented on an analogue chip. To achieve this, we
must find a similar parameter set to that used in Meddis’
own tests. The parameters given in [9] were used in the cur-
rent mode model. However, as the permeability function is
slightly different (compare (1) with (6)), some parameters
had to be adjusted. Although this was very time intensive
in simulation, the chip could be tuned in a “hands-on” ap-
proach by controlling the parameters using off-chip voltages,
while having a real-time response seen on the oscilloscope.
The hands on approach proved to be a very fast way to find a
close parameter set.

The chip was tested against seven tests proposed by Med-
dis [10] for mammalian IHC function:

(i) rate intensity functions,
(ii) recovery after masking,

(iii) additivity,
(iv) two-component adaptation,
(v) phase locking,

(vi) recovery of spontaneous activity,
(vii) computational efficiency.

The first six tests are a subset of well-reported auditory nerve
properties in response to tone-burst stimuli for which elec-
trophysiological data exists. In [10], Meddis tests eight com-
putational models of mammalian IHC function and finds
that none replicates the IHC in all tests. The Meddis IHC
model is favoured due to its good agreement with physio-
logical data and its computational efficiency.

The soundcard output of a PC was used to create a volt-
age signal that represents the tone-burst inputs to the Med-
dis model. All tones were 1 kHz sine waves except where
stated otherwise. These tones correspond to the pattern of
vibration at a particular point along the cochlear parti-
tion. The output of the chip and the Meddis model rep-
resents the instantaneous probability of a spike event in a
postsynaptic auditory nerve fibre, and thus are indepen-
dent of any postsynaptic effects. The chip-output signal was
a current below 100 nA that was amplified using a cur-
rent sense amplifier to a voltage which was measured on an
oscilloscope.

5.1. Sources of error

It should be noted that there are various sources of error in
the results. These errors may explain discrepancies between
the original model and the chip response.
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An estimation of the results reported by Meddis is taken
from graphs presented in journal papers that were consider-
ably small and hard to read values from.

Voltage measurements taken from the oscilloscope are
subject to various forms of noise. This noise was removed
as far as possible by eliminating ground loops using electro-
magnetic shielding and decoupling capacitors.

The number of measurements taken was increased using
the averaging mode of the oscilloscope. This function dis-
plays the average of the last 16 waveforms. While this removes
random noise in the chip and measurement circuit, it hides
the true noise performance of the IHC circuit.

Change in response to temperature variations was not
measured though there may have been some error intro-
duced in the results due to variation in temperature during
the experiments. This was reduced to a minimal level by leav-
ing the chip turned on continuously over the days that the
experiments were performed.

5.2. Rate-intensity functions

Rate-intensity functions are plots of firing rate response ver-
sus stimulus intensity and indicate the dynamic range of the
model. The method of Smith and Zwislocki [11] is used to
find the rate-intensity functions. Firstly, a stimulus level is
found where the onset and steady-state rates are zero. This

zero-dB level is the reference level. Responses are recorded
for 300 ms tone bursts in steps of 10 dB to 40 dB above the
reference. The rise time of the signal and the duration of the
recording interval are the same as those used by Meddis, as
these parameters affect the shape of the onset rate-intensity
function [10].

Three rates are identified in the response, shown in
Figure 7. The spontaneous rate represents the fibre response
in the absence of stimuli. The onset rate is the firing rate av-
eraged over the first 1 ms while the steady-state rate is the
response averaged over the last 30 ms of a 200 ms tone burst.
The rates, plotted against stimulus level, were measured di-
rectly from the oscilloscope traces using a constant gain h
to convert the output voltage to a rate value for comparison
with biological data (Figure 8). The onset rate is seen to in-
crease monotonically with stimulus level and shows little or
no sign of saturation. The steady-state rate is independent of
stimulus level (straight line). These results agree with those
reported by Meddis and with physiological results.

Recovery after masking

Tone bursts can be masked by preceding tones, depending
on how the hair cell recovers after adapting to the mask-
ing tone. It has been established that auditory nerve recov-
ery from masking stimuli follows a single exponential curve,
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where the response at stimulus onset recovers at a faster rate
than the total response [12, 13].

The method of Westerman [14] is used in this test with
43 dB tone bursts at 1 kHz. Firstly, an unadapted response

is measured in the absence of a masking tone. Then the re-
sponse to a probe following a masking tone is measured as
a decrement from the unadapted response (Figure 9). This
is repeated for probes with increasing time delay. The onset
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rate is measured within the first 1 ms and the steady-state
rate after 20 ms. The masker has duration of 300 ms and the
probe 30 ms. The time delay is varied between 0 and 200 ms.
Figure 9 shows the chip replicating the response of the Med-
dis model in forward masking.

Additivity

A model is additive if changes in the firing rate caused by in-
creases or decreases in stimulus levels are independent of the
state of adaptation. Short-term and rapid adaptations have
been shown to be additive in the IHC [11, 15].

This test uses the method by Smith [12] which is de-
signed to emphasize the properties of rapid adaptation. This
method uses short (SW) and long (LW) analysis windows as
shown in Figure 10. Increments and decrements of 6 dB are
applied at various delays, ∆t from the start of the pedestal.
The control response is a pedestal with no increment nor
decrement. For each window, the increase or decrease in fir-
ing rate from the control response is measured. Smith found
that adaptation was additive in the short term (Large win-
dows of 20 ms) for both increments and decrements. Rapid
adaptation (small windows of 1 ms) was found to be additive
for level increments, while decrements decreased the short-
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Figure 12: Decrement response to additivity.
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Figure 13: Two-component adaptation.

term firing rate with increasing time delay, and in proportion
to the decrease in firing rate.

Figure 11 shows that in the Meddis model, and hence
in the chip, increments in the short term are not addi-
tive. This error is thought to be due to the small number
of reservoirs used in the Meddis model [10]. Models that
use multiple-reservoir sites were shown to report adapta-
tion trends correctly, with the penalty of decreased computa-
tional efficiency. Multiple reservoir models (e.g., [16]) con-
tain multiple release sites that are spatially ordered by in-
creasing threshold. This attribute gives these models a time-
independent response to time-varying stimuli. However, the
results from rapid increments agree with the findings of
Smith. Furthermore, the measurements of rapid and short-
term decrements (Figure 12) also agree with Smith’s findings.

Two-component adaptation

The adaptation curve was characterised by Smith and West-
erman [14] as the sum of two exponentially decaying com-
ponents (tr and tst) (Figure 13):

y(t) = Are
−t/tr + Aste

−t/tst + Ass, (19)

where tr is the decay time constant of rapid adaptation and
tst is the decay time constant of short-term adaptation. The
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magnitudes of the two components are given by Ar and Ast,
respectively, and Ass is the steady-state response.

In the Meddis model, tr is largely determined by the time
constant parameters τc = 1/(l+r) associated with the cleft fil-
ter (model parameter = 2 ms). In the literature, it is reported
to be between 1 and 10 ms and decreases with increases in
stimulus level [14, 17]. The decay time constant of short-
term adaptation tst is largely determined by the time constant
τy = 1/y associated with the transmitter factory (model pa-
rameter = 50–200 ms). In the literature, it is reported to be
between 20–100 ms and is independent of tone level [11, 14].
The third time constant of the Meddis model is the time con-
stant of the store reservoir (model parameter = 1 ms) and it
represents a lowpass filter of around 1 kHz [18], which was
found to be related to phase locking which is seen in the next
test.

The time constants were derived from the model re-
sponse to 100 ms tone bursts varying in amplitude from
10 dB to 40 dB. For the rapid time constant, points at 1 ms
and 2 ms were measured and for the short-term time con-
stant, points at 40 ms and 80 ms were measured on the re-
sponse. The steady-state response Ass was also measured as
the level towards the end of adaptation at 95 ms. The time
constants were calculated from this data using the straight
line approximation technique reported in [9]. Again the re-
sults of the chip compare well to that of the Meddis model
and the data of Westerman. The rapid adaptation compo-
nent is independent of the stimulus level whereas the short-
term adaptation component decreases with stimulus level
(Figure 14).

Low-frequency phase locking

At low frequencies the auditory nerve response synchronises
or “phase locks” with the positive half cycle of the stimulus
tone. This is shown by the high magnitude AC (alternating
current) component in the output that resembles the stimu-
lus signal phase characteristics (Figure 15a). At frequencies
above 1 kHz there is no longer a phase lock and the AC
component is removed (Figure 15b). This corresponds to the
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Figure 15: Low frequency phase locking.
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store filter in the Meddis model which has a time constant
τw of 1 ms. The synchronization index (SI) used by Meddis
is not used here as it shows that the model has a first-order
lowpass filter response above 1 kHz and this filter has already
been identified [18]. (The graphs in [10] show that the SI or
the gain drops by 5 dB in half a decade.)

Recovery of spontaneous activity & computational efficiency

After a tone burst, the auditory nerve firing rate ceases be-
fore recovering to the spontaneous rate (Figure 16). An expo-
nential with a time constant between 20 ms and 100 ms de-
scribes the recovery function [12, 13, 14]. The measurements
from the chip showed a recovery rate that compares well to
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Table 1: Recovery time constant and computational efficiency.

Model Recovery time constant Time to process a 1 s tone

Meddis, 1986 30.4 ms 4.0 s

Current mode (Matlab) 52 ms 5.0 s

Current mode (Spice) 57 ms 20.0 s

Circuit Measurement 40 ms Real time

Cooke, 1986 8.1 ms 2.1 s

Chinchilla (+20 dB) 37 ms 1 ms

Gerbil 47 ms 1 ms

that reported by Meddis and physiological data (Table 1). In-
deed, the result is better than that found in simulation, which
suggests that a closer parameter set was found using the
chip.

Computational efficiency is determined by the time to
process a 1 second tone. As IHC models become increasingly
popular in speech processing systems, the computational ef-
ficiency is an important metric. While the computational
models typically took 2–5 seconds to simulate on a computer,
the chip was able to respond in real time as a real IHC would.
This improvement in response time enabled a better param-
eter set to be found quickly. The speed of this model will be
useful for physiological investigators in understanding more
about the auditory systems and in the construction of sensors
based on auditory physiology.

6. CONCLUSIONS

An improved analogue VLSI implementation of the IHC
is presented, utilising the Meddis model, a widely accepted
and computationally convenient model. This model is trans-
ferred to the current domain and is constructed using
translinear and log-domain circuits. A chip was fabricated
and was successfully tested against seven different models of
IHC functions. The chip was seen to be faster than the com-
puter simulation (i.e., it worked in real time). As a result, it
was easier to find a parameter set due to the hands on tuning
provided by this analogue chip.
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Bat echolocation is a fascinating topic of research for both neuroscientists and engineers, due to the complex and extremely time-
constrained nature of the problem and its potential for application to engineered systems. In the bat’s brainstem and midbrain
exist neural circuits that are sensitive to the specific difference in time between the outgoing sonar vocalization and the returning
echo. While some of the details of the neural mechanisms are known to be species-specific, a basic model of reafference-triggered,
postinhibitory rebound timing is reasonably well supported by available data. We have designed low-power, analog VLSI circuits
to mimic this mechanism and have demonstrated range-dependent outputs for use in a real-time sonar system. These circuits are
being used to implement range-dependent vocalization amplitude, vocalization rate, and closest target isolation.

Keywords and phrases: neuromorphic engineering, echolocation, bat, biosonar, delay tuning.

1. INTRODUCTION

Information about target range has many uses for bats during
both prey capture and navigation tasks. Beyond the extrac-
tion of distance and velocity, it may be important for less ob-
vious tasks, such as optimizing the parameters of the echolo-
cation process. For example, as a bat approaches a target, it
alters the repetition rate, duration, spectral content, and am-
plitude of its vocalizations [1]. Echolocation is not only used
for insect capture but also provides information to the bat
about obstacles, roosts, altitude, and other flying creatures.

Neurons have been found in bats that show a “facilitated”
response to paired sounds (a simulated vocalization and an
echo) presented at particular delays. The cells’ responses to
sounds presented at the appropriate delays are much greater
than the sum of responses to the individual sounds pre-
sented alone. These cells are part of a larger class of neurons
called “combination-sensitive” neurons, and are specifically
referred to as delay-tuned cells. Delay-tuned cells are found
at many levels in the bat auditory system. They have been
found in the inferior colliculus (IC) [2], the medial genicu-
late body (MGB) [3], and the auditory cortex [4]. Disruption
of cortical delay-tuned cells has been shown to impair a bat’s
ability to discriminate artificial pulse-echo pair delays [5]. It
is likely that delay-tuned neurons play a role in forming the

bat’s perception of range although delay-tuned cells have also
been shown to respond to the social calls of other bats [6, 7].

The largest amount of information related to mecha-
nisms underlying the delay-tuned response comes from the
mustached bat (Pteronotus parnellii) [2, 8, 9, 10, 11, 12, 13,
14]. In this species, delay-tuned cells respond specifically to
the first harmonic of the echolocation call (FM1) followed by
a delayed higher harmonic (FM2–4) [15]. In contrast, delay-
tuned neurons in the big brown bat (Eptesicus fuscus) re-
spond preferentially to an initial loud sound and a delayed
softer sound, with no clear frequency relationship [16]. Both
of these mechanisms are thought to relate to discrimination
between outgoing calls and returning echoes. In the case of
the mustached bat, the FM1 component of the outgoing call
is weak, and could be attenuated enough in the returning
echo not to impact the ranging system. Obviously, in the case
of Eptesicus fuscus, the outgoing call will be much louder
than returning echoes.

In at least one study of the central nucleus of the IC of
the mustached bat, the majority (76%) of cells were found to
be combination-sensitive, and approximately 46% of those
were delay-tuned [12]. The responses of these delay-tuned
cells have been well characterized [2, 10, 12]. In response to
an FM1 tone, they have no response, or respond weakly at la-
tencies as long as 30 milliseconds [12]. In response to tones
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Figure 1: From Portfors and Wenstrup [12]. Tuning curve of a
delay-tuned neuron in mustached bat IC. Average number of spikes
is plotted versus the time interval between the FM1 (29.3 kHz) and
FMn (87.3 kHz) presentations. Arrows indicate the average number
of spikes in response to each stimulus presented alone.

from higher harmonics of the echolocation calls (FM2–4),
the cells respond weakly with consistent short latencies av-
eraging about 7 milliseconds [12]. The latency of response
to the FM1 tone is highly correlated with the pulse-echo de-
lay to which the neuron best responds (best delay or BD),
while the latency of response to the FMn component stays
relatively constant across neurons, both in the IC and MGB
[3, 12]. It has been proposed that the neuron responds best
when this long-latency response to the FM1 component and
the short-latency response to the higher harmonic coincide
in time. This allows one to predict the BD of the neuron
as latency FM1-latency FMn. The biological data supports
this “latency-coincidence” hypothesis [3, 12]. It is unusual
that there are such long-latency responses in IC, considering
that the latencies of most neurons in brainstem regions that
project to IC are on the order of 3–7 milliseconds [17, 18].
It is unlikely that the mono and disynaptic pathways from
cochlear nucleus to IC could create the long latencies seen
in IC.

Figure 1 is a tuning curve from a delay-tuned neuron
showing the common property of suppression following pre-
sentation of the FM1 component and prior to the facilitative
effect [3, 12]. During the period of suppression following the
FM1 signal, the cell’s response to an FMn signal decreases.
This suppression is consistent with a period of inhibition that
is responsible for the creation of the long latency response
to the FM1 component of the outgoing call. One proposed
model for generating long latencies using inhibition is the
postinhibitory-rebound (PIR) model [19]. In this model, the
outgoing vocalization triggers an inhibitory period in delay-
tuned neurons. An instability in the membrane dynamics of
the delay-tuned neuron leads to a brief depolarizing jump
above resting potential following the release of inhibition.
This type of rebounding behavior has been documented or

Echo Pulse

Figure 2: Schematic of the PIR network model for delay-tuned
cells. Delay tuning is created by vocalization-triggered inhibitory
connections of varying duration which project to the delay-tuned
cells. Rebound activity at the end of inhibition creates a facilitation
window during which excitatory input from returning echoes can
arrive and trigger a spike. The BD of the cell is the difference in the
rebound and excitatory input latencies.

inferred in many types of neurons. In the model, if an excita-
tory input from a returning echo coincides with the rebound
event, the membrane potential will cross threshold, and the
cell will fire a spike. The delay to which the neuron is tuned
is determined by the duration of the inhibitory input that it
receives. Figure 2 presents a schematic of the PIR model for
delay tuning.

The PIR model for delay tuning predicts that blocking of
inhibition should reduce or eliminate the latency-coincident
facilitation in the neuron. Results from a study by Wenstrup
and Leroy [14] indicate that blocking the inhibitory trans-
mitter glycine through application of strychnine has such
an effect. Since IC does not contain glycinergic cells [20],
the glycinergic inhibition is believed to project from lower
centers. Retrograde studies of inputs to delay-tuned cells in
IC show projections originating in VNLL, INLL, and other
lower auditory areas [11]. Studies of VNLLc (a subregion
of VNLL known for short and remarkably precise latencies
with broad frequency tuning) have shown that it contains
glycinergic cells that project broadly and densely to the IC
[21].

2. VLSI CIRCUIT IMPLEMENTATION

The design of our delay-tuned neuron is intended to capture
the fundamental functional aspects of biological delay-tuned
neurons while maintaining simplicity of use and maximum
control over the neuron’s behavior. The analog processing
components in the neuron are implemented using transis-
tors operating in the subthreshold regime such that the drain
current-voltage relationship is given by

Idn = I0e
κnVGB/VT

(
e−VSB/VT − e−VDB/VT

)
, for the nFET,

Idp = I0e
κpVBG/VT

(
e−VBS/VT − e−VBD/VT

)
, for the pFET.

(1)
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Figure 3: Circuit schematic for the rebound neuron. Circuit was fabricated in an AMI 1.5-µm process by MOSIS. An individual neuron
measures 71 × 452λ(53.25 × 339µm). 20% of the circuit size is from capacitors, which can be greatly reduced in later versions of the chip
(Cm = Cr = 600 fF, Cex = 400 fF, Cinh = 440 fF).

To simplify analysis, we generally assume that the transistors
are operating in saturation and that the drain current can be
computed as

Idn = I0e
(κnVGB−VSB)/VT , for the nFET,

Idp = I0e
(κpVBG−VBS)/VT , for the pFET.

(2)

The delay-tuned neuron circuit is constructed from com-
ponent circuits designed to mimic the basic functional ele-
ments of a PIR delay-tuned neuron. The neuron is shown
in Figure 3, with the individual components highlighted. A
strong, long duration synapse sets up the basic delay at which
the cell will respond. A rebound circuit implements dynam-
ics that generate a facilitation window at the end of inhi-
bition. The excitatory synapse produces a decaying current
triggered by returning echoes. A differential pair circuit com-
pares the membrane potential to a threshold voltage, and an
axon circuit [22] generates spikes when the membrane po-
tential crosses the threshold.

Inhibitory synapse

A spike (labeled “call”) triggers the inhibitory synapse and
drives current through a diode-connected nFET, quickly

charging Cinh and driving Vinh to a high voltage VinhH . This
signal is passed through two inverters in series, activating an
nFET that draws current from the membrane dynamics cir-
cuit, pulling Vmem to ground (see Figure 4 for example traces
of Vmem). The bias current Iinh τ gradually discharges Cinh.
When Vinh drops below the switching voltage of the invert-
ers, the output nFET is turned off, and the neuron is released
from inhibition. Thus, the length of inhibition tinh is given by
approximately

tinh = Cinh
(
VinhH −Vhl

)
Iinh τ

, (3)

where Vhl is the inverter’s high-to-low transition voltage.
This Vhl will depend on the bias voltage Vi lim, which is used
to limit the maximum current in the inverters driven by ana-
log inputs. The duration of inhibition is adjusted via Iinh τ .

Membrane dynamics

The membrane dynamics circuit generates PIR in the cell,
opening a facilitation window that leads to delay tuning.
In the absence of external input from the excitatory or in-
hibitory synapses, we can derive the equilibrium state of the
membrane circuit. Applying the drain current equation to
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Figure 4: Response of a silicon delay-tuned neuron to artificial
stimuli at different delays. Top trace is the spike representing an out-
going pulse. Second trace is a spike representing an echo. Third trace
is Vmem of the neuron. Bottom trace shows any output spikes from
the neuron. The pulse, echo, and out traces are 0–5 V digital signals.
(a) Stimulus delay is shorter than facilitative delays. (b) Stimulus
delay is longer than facilitative delays. (c) Stimulus delay is facilita-
tive.

transistor M1 and solving for Vr , we obtain the equation

Vr eq = 1
κn

(
Vrest + VT ln

(
Irslope

I0

))
. (4)

Following the same process for M2 and solving for Vmem, we
obtain

Vmem eq = 1
κp

(
Vr eq −VT ln

(
Irτ
I0

))
+ Vdd

(
1− 1

κp

)
. (5)

Substituting (4) into (5), we see that

Vmem eq = 1
κnκp

Vrest +
1

κnκp
VT ln

(
Irslope

I0

)

− 1
κp

VT ln
(
Irτ
I0

)
+ Vdd

(
1− 1

κp

)
.

(6)

Assuming the ideal case where κn = κp = 1,

Vmem eq = Vrest + VT ln
(
Irslope

Irτ

)
. (7)

In the case where Irslope ≤ Irτ , transistor M1 will leave satura-
tion and Vmem will sit slightly above Vrest.

The dynamic behavior of the circuit is best described in
a stepwise manner. When an outgoing call triggers the in-
hibitory synapse, Vmem is pulled to ground and Vr , which is
connected to Vmem through a source follower, will also drop
to some minimum voltage level Vr min, which depends on Irτ
and is described by the equation

Vr min = Vt ln
(
Irτ
I0

)
+ Vdd

(
1− κp

)
. (8)

On the release of inhibition, Vmem is less than Vrest, and the
source and drain of M1 are reversed from the equilibrium
state. Current flowing through M1 combined with Irslope acts
to drive Vmem toward Vrest at a rate of

V̇mem =
Irslope + I0eκnVr /VT

(
e−Vmem/Vt − e−Vrest/Vt

)
Cm

. (9)

It is reasonable to assume that with the appropriate biasing,
Vmem will rise faster than Vr such that, during the rebound,
the current through M2 will be negligible and Vr will rise at
a rate of

V̇r = Irτ
Cr

. (10)

Under these conditions, once Vmem reaches Vrest, the current
through M1 will be negligible and Vmem will rise at a rate of

V̇mem =
Irslope

Cm
, (11)

where Vmem will continue to rise at a linear rate, exceeding
its equilibrium value, until Vr reaches Vrest and transistor
M1 begins to turn on. The rebound will peak (V̇mem = 0)
when the drain current in M1 equals Irslope, which occurs at
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the equilibrium voltage for Vr , given in (4). We define the
duration of the rebound treb as the time interval after inhi-
bition during which Vmem is rising. This is easily computed
provided that Vmem rises faster than Vr and the assumption
that Vr rises linearly holds. The duration of the rebound is
then

treb =
Cr
(
Vr eq −Vr min

)
Irτ

= Cr
(
Vrest + VT ln

(
Irslope/Irτ

)
+ Vdd

(
κp − 1

))
κnIrτ

.

(12)

An estimate for peak voltage of the rebound Vm peak can be
obtained by assuming that Vmem rises to Vrest nearly instan-
taneously, then applying the value of V̇mem for Vmem > Vrest

given in (11) and treb:

Vm peak = Vrest +
Irslope

Cm
treb. (13)

The parameters of the circuit are adjusted so that Vm peak is
less than the threshold voltage.

The neuron will be most responsive to an excitatory cur-
rent during the rising portion of the rebound. Normally,
the active membrane properties dampen the response of the
cell to excitatory currents. However during the rebound pe-
riod, the active processes of the membrane have not recov-
ered sufficiently to compensate for excitatory input. During
this time window, Iex sums with Irslope to drive Vmem. When
Vmem > Vrest, V̇mem can be computed as

V̇mem =
Iex + Irslope

Cm
. (14)

In this condition, the current through M1 must compensate
for Iex + Irslope before the membrane voltage peaks. If we as-
sume a constant excitatory current, the rising time of the sys-
tem, tr , would be

tr =
Cr
(
Vrest + VT ln

((
Iex + Irslope

)
/Irτ

)
+ Vdd

(
κp − 1

))
κnIrτ

.

(15)

As in (13), we can form an estimate of the peak voltage that
the membrane reaches:

Vm peak = Vrest +
Iex + Irslope

Cm
tr . (16)

We can see that Vmem now rises at a faster rate for a longer pe-
riod of time than in (13). Under these conditions,Vmem easily
exceeds threshold before Vr increases enough to compensate.
Regardless of the actual time course of Iex, the response of the
neuron to excitatory inputs during this time window is facil-
itated over the normal condition.

Once the rising portion of the rebound ends, Vmem be-
gins to fall and Vr continues to rise until Irτ is balanced by
the current in M2. Once this point is reached, Vr begins to
fall, following Vm quickly. Both voltages return to their equi-
librium value with no observable ringing. This is because
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Figure 5: Simulated excitatory postsynaptic current (EPSC) trig-
gered by a single spike. The current decays exponentially with a
controllable time constant. The transients at 1 millisecond are due
to capacitive coupling of the input signal, and extend from −0.2 µA
to 0.8 µA.

the source follower acts rapidly in the downward direction,
and due to the fact that M1 cannot drive Vmem below Vrest,
which is generally close to the equilibrium state, making the
amount of overshoot necessary for ringing essentially impos-
sible to achieve.

Excitatory synapse

In the excitatory synapse, an incoming spike (labeled “echo”)
is inverted to activate a pFET and drive Vex from Vdd to
Vex max. After the spike, the bias current Iex τ charges Vex lin-
early back to Vdd. This linearly rising voltage gives rise to an
exponentially decaying current in the output pFET:

Iex(t) = I0e
κp(Vdd/VT−(Vex max/VT+(Iex τ /VTCex)t)) = Imaxe

(−κpIex τ /Cex)t

Imax = I0e
κp(Vdd−Vex max)/VT .

(17)

This decaying current drives Vmem in the membrane dynam-
ics circuit. A simulation of the excitatory postsynaptic cur-
rent (EPSC) is shown in Figure 5.

Biasing and power consumption

Based on the above analysis, we can see that the shape of the
tuning curve for the neuron depends on several factors. The
duration of inhibition sets the time when the rebound pe-
riod starts, and is used to adjust the “BDs” of the neurons.
The width of the tuning curve depends on the durations and
magnitudes of the EPSC and the rebound period. For a fixed
rebound, the shape of the EPSC determines the length of
time prior to the end of inhibition during which an echo
can elicit a spike. For a neuron with a longer EPSC, echoes
can arrive earlier, and still integrate enough charge onto Cm

to drive the membrane voltage past threshold before the re-
bound ends. For an echo arriving after the release of inhibi-
tion, the amount of overlap between the EPSC and the re-
bound is determined by the duration of the rebound. This,
in turn determines how long after the release of inhibition an
echo can arrive and still elicit a spike.
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Most current biases in the chip are the same in each neu-
ron and are created with n-channel and p-channel transis-
tors whose gate voltages are set off chip. The currents Iinh τ

and Iex τ change across the neuron array, and are biased using
a cascaded series of current mirrors with a further small bias
current added in at each stage. This creates an approximately
linearly increasing set of currents for Iinh τ , which tunes the
array of neurons to different delays, and for Iex τ , which sets
wider tuning curves at longer delays while preventing long
EPSCs at short delays that could trigger a short-delay neuron
based on the outgoing call.

The entire neuron array with biasing circuitry measures
927 × 389.25 µm in the AMI 1.5-µm process. A large por-
tion of the layout size is due to capacitors which can be sig-
nificantly reduced in later designs. Simulations indicate that
quiescent power consumption in the circuit is on the order of
33 µW. At an echolocation rate of 50 Hz with a single target
echo, simulated power consumption is about 550 µW.

3. CHIP PERFORMANCE

In order to test chip performance and aid in biasing, the
membrane voltages, Vmem of the neurons were passed off-
chip with amplifiers activated by a scanner mechanism that
allows sequential examination of the array elements. Oscil-
loscope traces of an example neuron’s membrane voltage,
along with its pulse, echo, and output spikes, are shown for
several delays in Figure 4.

Sample tuning curves for the 13-neuron array are shown
in Figure 6. Long-delay neurons have wider tuning curves
than short-delay neurons. Tuning curves are plotted as the
percent of trials eliciting spikes versus pulse-echo delay for
more relevant comparison to biological delay-tuned cells,
which usually respond with either one or no spikes on
each stimulus presentation. The rebound chip can be tuned
to respond with one or multiple spikes to a facilitative
stimulus.

4. THE NARROWBAND ECHOLOCATION SYSTEM

We have incorporated this chip into a sonar system to pro-
vide the necessary input signals and to convert the outputs
into appropriate signals for reporting range and for modi-
fying the sonar parameters. In this section, we describe the
external components that the chip interacts with to produce
an estimate of range and describe how this information is
used to drive the sonar system. A block diagram of the com-
ponents in the system is shown in Figure 7.

The narrowband sonar system we are using is part of
a larger echolocation project that is developing additional
brainstem and midbrain neural models for the bat echolo-
cation system, such as the binaural azimuthal localization
circuitry of the lateral superior olive (LSO) (Horiuchi and
Hynna [23]). In our system, the sound received by the micro-
phones is converted into an envelope signal which is passed
to high-threshold and onset-type neurons. Figure 8 shows
traces of the vocalization signal from the system, the output
of the envelope board, and the resulting high-threshold and
onset neuron spikes.

Triggering

The pulse input to the delay-tuned chip that begins the tim-
ing in the system is based on the high-intensity signal, re-
ceived by the microphones following the vocalization, and
not on the electrical signal that triggers the vocalization.
There are several reasons for this arrangement: (1) most of
the data on delay-tuned cells has been obtained in an ex-
perimental paradigm where the bat does not emit vocal-
izations and both the pulse and echo sounds are gener-
ated by the experimenter, (2) variations in the latency from
trigger signal to the actual sound generation from the lar-
ynx of a real bat could significantly affect the accurate per-
ception of range (1 millisecond delay = ∼16 cm in range).
Basing the delay measurement on the actual time of emis-
sion is probably more accurate and also provides a natural
mechanism for compensating for changes in the FM sweep
rate.

Echoes

The echo signal input to the chip comes from an onset neu-
ron that responds with a single spike at the beginning of a
sound. The onset response is triggered by a positive deriva-
tive on a signal of sufficient magnitude. The onset neuron
also responds to the vocalization signal, but the simultane-
ous inhibition triggered by the high-threshold neuron masks
this input, provided that the EPSC is shorter than the in-
hibitory period. The use of a single-spike response in the
onset neuron and in the high-threshold neuron allows the
system to transmit only timing information to the delay-
tuned chip, discarding possibly confounding information re-
lated to the duration of the signal or its amplitude.

First-target isolation

In order to effectively control vocalization parameters in the
ranging system, external circuitry is used to restrict the chip’s
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Figure 8: Output of envelope board and corresponding spikes. The
top trace is the output of the envelope board in response to the
sounds following a vocalization. The second trace is the signal that
drives the 40-kHz ultrasonic speaker. The third trace shows spikes
from the onset neuron in response to echoes. The bottom trace
shows spikes from the high-threshold neuron. Note that it responds
only to the initial high-intensity sound from the outgoing vocaliza-
tion. The vocalization, onset, and high-threshold spikes are 0–5 V
digital signals.

input to the nearest target (i.e., first echo) and allows only
the information from that signal to impact the delay-tuned

circuit. Since the delay-tuned cells respond at approximately
the same time as the delay to which they are tuned, the first
delay-tuned cell that spikes should be in response to the
closest target. Once a delay-tuned cell spikes, the excitatory
synapses for the whole array are deactivated by switching
Vex max to Vdd. This prevents any further inputs from having
an effect, but allows active synapses to finish out their time
course of operation. On the next pulse signal, the synaptic
block is removed. This process ensures that any spikes that
occur in the delay-tuned chip are in response only to the first
detected echo.

This isolation circuit acts as a type of attentional filter
only allowing a subset of the available sensory data through.
In this implementation, the attentional window is time-
controlled, however spatially-mediated attentional mecha-
nisms are also easily implemented, and would be more nat-
urally implemented in a neural system, particularly for at-
tending to objects at intermediate ranges between two clutter
targets.

Range centroid

Because the tuning curves of some delay-tuned neurons
overlap, a single echo can trigger a spike from multiple neu-
rons on the ranging chip. In order to combine the informa-
tion from multiple spikes into a single estimate of range, a re-
sistive network with transmission gates and a leak to ground
is used to compute a “centroid” range estimate. Spikes from
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Figure 9: Voltage output of the centroid range estimate plotted
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racy at distant ranges.

delay-tuned neurons switch on transmission gates that con-
nect a position-dependent voltage through a resistor to a
common node. Thus, each neuron is connected to an en-
try in a lookup table, and when more than a single neu-
ron fires, the appropriate entries for the spiking neurons are
averaged. A slow leak to ground is implemented through a
resistor much larger than those connected to the transmis-
sion gates. This large resistor has little impact on the centroid
computation, but creates a fixed estimate of (distant) range
to which the system will converge if no delay-tuned neurons
are active. The output of the centroid computation is lowpass
filtered before being passed to the circuits that control the
actual vocalization parameters. Lowpass filtering of the sig-
nal prevents sudden jumps in the estimate of distance to the
first target on trials in which a transient effect results in a
missed echo or generates a response to a nonexistent target.
This filtering should not affect tracking performance since
it filters out frequencies associated with velocities that are
unrealistic for most physical targets. Output of the centroid
range estimator is shown for multiple target distances in
Figure 9.

Repetition rate and vocalization amplitude

In addition to reporting the range, the sonar system modifies
its vocalization parameters to better collect data, given cer-
tain assumptions. Echolocation is an active sampling process,
in which a sensory system must emit a signal and wait for a
return. The further a target is from the system, the longer it
must wait for a return. It is generally assumed that bats can-
not distinguish between the echoes from different vocaliza-
tions. In such a system, it is important to wait for all echoes
to return before emitting another vocalization, because it is
difficult to distinguish an echo from a distant target on a
previous vocalization from an echo due to a weakly reflect-

ing close target on the most recent vocalization. If the sys-
tem waits for long periods between every vocalization, the
rate at which it receives information about its environment
decreases.

A possible strategy for overcoming this problem is to se-
lect a target or set of targets of interest, and to modify the
parameters of the echolocation system in order to obtain as
much information as possible about those targets. In order
to maximize the rate at which information about the tar-
get is received, the system should vocalize at higher rates for
close targets where the waiting time for returning echoes is
low. At the same time, the system must reduce interference
from distant targets due to previous vocalizations. The in-
tensity of a returning echo depends on the reflective proper-
ties of the target and on the distance to the target. For a tar-
get with fixed reflective properties, the intensity of returning
echoes scales approximately with distance 1/d4, where d is
the distance to the relevant target. By scaling the amplitude of
the outgoing vocalization as d4, the system can compensate
for range-based intensity changes such that the amplitude of
the attended echoes remains fixed at a level which will pro-
vide sufficient information about the target while reducing
the overall amplitude of potentially interfering signals from
more distant targets.

The vocalization parameter board alters the vocalization
rate and amplitude of the system based on a voltage input
which increases with increasing target proximity. Both the
increase in repetition rate and the decrease in vocalization
amplitude are linearly related to the proximity voltage. Plots
of these relationships are shown in Figure 10. In the context
of the echolocation system, the vocalization board receives its
input from the centroid board. In principle, it is possible to
implement nonlinear functions of range such as d4, by creat-
ing an appropriate lookup table on the centroid board based
on the combined functions of d4, the ultrasonic transducer
response, and the ranges at which the neurons respond. Such
a function is not currently implemented. Figure 10 shows
plots of vocalization amplitude and rate versus proximity
voltage, and Figure 11 demonstrates the system’s response to
an approaching target.

5. DISCUSSION

Neuromorphic VLSI design strives to capture the essential
element of any specific instance of neural computation and
produce a circuit that will not only reproduce behavior in
normal ecological conditions but will also react in qualita-
tively similar ways to damage and extreme stimulus condi-
tions. The primary purpose is to test these neural algorithms
in closed-loop, real-world conditions.

In this paper, we present the design of an analog VLSI cir-
cuit that mimics the behavior of delay-tuned neurons in the
bat midbrain. The circuits produce the delay-tuned response
by implementing the PIR model as supported by numerous
neurophysiological and anatomical studies. A population of
these neurons is tuned with varying inhibitory durations to
produce a range of BD values. We have incorporated this
chip into an artificial bat echolocation system to test these
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Figure 10: (a) Voltage amplitude of the vocalization signal versus
proximity voltage output of the centroid circuit. If the proximity
voltage is linear with range, voltage amplitude will be linear with
range. (b) Rate of vocalization versus proximity voltage. The vocal-
ization rate must be low enough for any given range so that an echo
from that range has time to return before the next vocalization oc-
curs.

neurons in the closed-loop behavior of reporting target range
and modifying parameters in response to a moving target.

Our circuit model of the mechanism for PIR is interesting
in that it implements dynamic membrane properties, which
is not a common tool for neural modelers. The membrane
properties of the neuron create a facilitation window that is
not defined by the membrane voltage alone but includes the
dynamic input impedance of the cell. Furthermore, as a cir-
cuit, it implements these membrane dynamics using a sim-
ple design that can be used in large arrays of neurons with-
out creating unmanageable biasing problems. The simplified
dynamics, however, requires the use of a somewhat unreal-
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Figure 11: Changes in amplitude and repetition rate seen in the sys-
tem response to an approaching target. Top trace is the proximity
voltage from the centroid board. Bottom trace shows the vocaliza-
tion amplitude and rate as the target approaches.

istically strong inhibition. The chip is capable of measuring
target range, and producing an output that can be used to
modify the parameters of vocalization. Future implementa-
tions of the model will not require a separate threshold cir-
cuit, and can use smaller capacitors than those which were
used in this version, greatly reducing the size of the neurons.
In addition, many of the functions that have been imple-
mented off-chip can be moved into silicon where it will be
simpler to implement a more appropriate mapping between
range and vocalization amplitude.

This silicon implementation of the delay-tuned neurons
of the bat provides a biologically realistic input layer for more
detailed neural processing of target range such as attentional
tracking and feature binding. While only a small piece of
the sophisticated bat echolocation system, these circuits are
a critical gateway for processing of range-related informa-
tion.

Ultimately, our goal is to demonstrate the use of this
ranging circuit and others in the aerial flight control of a bat-
sized flying vehicle, an ideal application for miniature, low-
power, real-time, neuromorphic sensory processing circuits.
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Recent studies of biological auditory processing have revealed that sophisticated spectrotemporal analyses are performed by central
auditory systems of various animals. The analysis is typically well matched with the statistics of relevant natural sounds, suggest-
ing that it produces an optimal representation of the animal’s acoustic biotope. We address this topic using simulated neurons
that learn an optimal representation of a speech corpus. As input, the neurons receive a spectrographic representation of sound
produced by a peripheral auditory model. The output representation is deemed optimal when the responses of the neurons are
maximally sparse. Following optimization, the simulated neurons are similar to real neurons in many respects. Most notably, a
given neuron only analyzes the input over a localized region of time and frequency. In addition, multiple subregions either excite
or inhibit the neuron, together producing selectivity to spectral and temporal modulation patterns. This suggests that the brain’s
solution is particularly well suited for coding natural sound; therefore, it may prove useful in the design of new computational
methods for processing speech.

Keywords and phrases: sparse coding, natural sounds, spectrotemporal receptive fields, spectral representation of speech.

1. INTRODUCTION

The brain evolves both overindividual and overevolutionary
timescales embedded into the properties of the real world. It
thus seems that the properties of any sensory system should
be matched with the statistics of the natural stimuli it is typi-
cally operating on [1]. This would suggest that the function-
ality of sensory neurons can be understood in terms of cod-
ing optimally for natural stimuli.

This line of inquiry has been fruitful in the visual modal-
ity. Many properties of the mammalian visual system can be
explained as leading to optimally sparse neural responses in
response to pictures of natural scenes. Within this paradigm,
it is possible to reproduce the properties of neurons in the
lateral geniculate nucleus (LGN) [2] and of simple cells
in the primary visual cortex [3, 4, 5]. The term “sparse
representation” is often used in these studies to address
one of two distinct albeit related meanings: (1) neurons of
the population should have significantly distinct function-
ality in order to avoid redundancy, and (2) the neurons

should exhibit sparse activity over time such that their ac-
tivity level is often close to zero, but is occasionally very
high.

A large number of independent component analysis
(ICA) (cf. [6, 7]) studies also effectively use this principle and
demonstrate the computational advantages of such a repre-
sentation.

It has recently been shown that the spectrotemporal pro-
cessing exhibited by neurons in the central auditory system,
as captured by the spectrotemporal receptive field (STRF)
[8, 9, 10], shares properties with the spatiotemporal process-
ing of the visual system. In particular, neurons in the primary
auditory cortex (AI) can also be understood as linear filters
acting upon a spectrally and temporally local extent of a pe-
ripherally encoded input. In this paper, we demonstrate that
these characteristics of the auditory system can also be un-
derstood in terms of sparse activity in response to natural in-
put, which in this case is approximated by speech data. Rep-
resentations that efficiently code for speech data, adequately
represented by spectrograms, are also of obvious technical

mailto:djklein@ini.phys.ethz.ch
mailto:peterk@ini.phys.ethz.ch
mailto:konrad@koerding.de
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interest since the right type of sound representation might
be a key to improved recognition of natural language, speech
denoising, or speech generation.

2. METHODS

Inputs

Narratives from 29 distinct languages, taken from the lan-
guage illustrations in part 2 of the handbook of the Interna-
tional Phonetic Association (IPA) (available at http://www2.
arts.gla.ac.uk/IPA/sndfiles.html), were preprocessed by sim-
ulated peripheral auditory neurons [11, 12] using the “NSL
Tools” Matlab package (courtesy of the Neural Systems Lab-
oratory, University of Maryland, College Park, available at
http://www.isr.umd.edu/CAAR/pubs.html). This peripheral
analysis employs constant-Q bandpass frequency analysis
similar to that of the mammalian cochlea including high-
frequency preemphasis (first-order highpass, corner fre-
quency of 300 Hz), followed by nonlinear (sigmoidal) trans-
duction, and half-wave rectification and smoothing (first-
order lowpass, corner frequency of 100 Hz) for envelope ex-
traction. As a comparison, we obtained a second dataset
by recording audio data from one voluntary human sub-
ject (KPK) reading German-language texts, using a standard
microphone (Escom) and Cool Edit Pro software (Syntril-
lium Software, Phoenix, USA) recording mono at 44 kbit, 16
bits precision (Figure 1a). The resulting data can be viewed
as spectrograms, which represent the time-dependent spec-
tral energy of sound. An example is shown in Figures 1a and
1b, which show, respectively, the input and output of the pe-
ripheral model to the utterance “Komm sofort nach Hause”
(“come home right away” in German).

The spectrograms have 64 points along the tonotopic
(spectral) axis, covering a frequency range from 185 to
7246 Hz. This corresponds to a spectral resolution of approx-
imately 12 channels per octave. Temporally, the data is ar-
ranged into overlapping blocks of 25 points, each covering
250 milliseconds. One block of data is taken per 10 millisec-
onds. The data is subjected to a principal component anal-
ysis (PCA), and the first 200 components are set to have
unit variance (called whitening) and are subsequently used
as input vectors I(t) of length 200 to the optimization al-
gorithm. Thirty thousand subsequent samples are used as
input.

Neuron model

Hundred neurons are simulated, each of which has a weight
vector Wi of length 200. The activities Ai of the neurons are
defined as follows:

Ai(t) = ϑ
(

I(t)Wi
)
, (1)

where ϑ is the heavyside function: ϑ(x) = x for x > 0,
ϑ = 0 otherwise. The neurons are thus characterized by linear
threshold properties. The parameters of the simulated neu-
rons are optimized by a fast optimization algorithm, called
resilient backprop [13], to maximize the following objective

function:

ΨCauchy =
∑
i

〈
log

(
1 + A2

i

)〉
all sounds, (2)

where 〈∗〉 denotes the average over all stimuli and Ai is
the activity of the neuron. The simulated neurons, further-
more, should not all have the same properties; they should
be decorrelated. We thus add a second term

Ψdecorr = −
∑
i, j

CC
(
ai, aj

)−∑
i

(
1− std

(
ai
))2

, (3)

where CC denotes the coefficient of covariation and std is
the standard deviation. The first term biases the neurons to
have distinct activity patterns, while the latter term effectively
normalizes the standard deviation. The optimization is per-
formed in principal component space (cf. [14]) for the sake
of faster computation. This transformation is done using the
Matlab princomp routine.

Analysis

The optimized spectrotemporal analysis performed by the
neurons is characterized by the corresponding STRF accord-
ing to the learned set of optimal weights. Properties of that
STRFs are measured in a manner similar to that used in
neurophysiological studies. The best frequency (BF) and best
time (BT) are defined as the spectral and temporal locations,
respectively, of the maximum weight. The−10 dB excitatory-
tuning bandwidth and duration are defined as the spectral
and temporal extent of the portion of the STRF within 1/

√
10

of the peak value.
In addition, properties of the two-dimensional Fourier

transform of the STRFs are measured. Here, the spectral and
temporal filtering of the input signal is quantified by the peak
and cutoff (−10 dB) frequencies of the Fourier transform,
along both the spectral and temporal axes. In addition, the
extent to which an STRF encodes frequency modulation of
a given direction is quantified by a directionality index. This
index is computed as the relative power difference of the first
two quadrants of the Fourier transform, which lies between
−1 and 1.

It is illuminating to compare the properties of the op-
timized network with the statistics of the employed stim-
ulus ensemble. The output of the peripheral auditory pro-
cessing was thus subjected to a multiscale two-dimensional
wavelet (second-derivative Gaussian) analysis [15], from
which the energy distribution of temporal and spectral mod-
ulations, as a function of tonotopic position, was com-
puted.

3. RESULTS

3.1. Data properties

The first several principal components of the speech data are
shown in Figure 1c. It is evident that those components that
represent much of the variance change slowly in spectrum
and in time. Thus, using only the first principal components

http://www2.arts.gla.ac.uk/IPA/sndfiles.html
http://www2.arts.gla.ac.uk/IPA/sndfiles.html
http://www.isr.umd.edu/CAAR/pubs.html
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Figure 1: Methods. (a) Recorded speech data are shown as raw waveforms. (b) This data is input to a model of the auditory system’s
early stages resulting in a spectrogram, where the strength of the activity is color-coded. These spectrograms are subsequently cut into
overlapping pieces of length 250 milliseconds for each. The principal components of this PCA are shown in (c), color-coded in a scale where
blue represents small values and red represents large values.

for learning effectively low-passes the stimuli; however, the
first 200 components that are used for learning account for
more than 90% of the total variance of the data. We previ-
ously reported that the form of the lowest components is also
robust to changes of the spectrotemporal resolution of the
peripheral auditory model [16].

Particularly conspicuous are the fine-scale spectral fea-
tures that are often evident at lower frequencies. These arise
from the low-frequency harmonics that are important for
conveying the pitch of voiced speech. At frequencies higher
than 1–2 kHz, comparatively broader-scale spectral features,
corresponding primarily to speech formants, are evident.
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Figure 2: Results from optimising sparseness. Representative color-
coded STRFs of the neurons are shown. The same STRF is often seen
at different delays. In this case only the one with most energy in the
middle of the STRF is shown.

3.2. Receptive field properties

The employed IPA speech database contains both male and
female speakers from a variety of languages. Representative-
learned filters for optimal spectrotemporal encoding of this
dataset are illustrated in Figure 2. Here, STRFs of linear-
threshold neurons were obtained by optimizing the sparse-
ness of the neurons’ stimulus-evoked activity.

A number of important properties can be observed
for these STRFs. First of all, the STRFs are typically well-
localized in time and in spectrum. Secondly, many of the
STRFs exhibit multiple peaks and troughs in the form of
dampened oscillations along the spectral and temporal axes.
Finally, a range of frequency modulations are seen in the
STRFs; these are evidenced by oblique orientations of the
STRFs (e.g., see neurons B1 and E4). It should be noted that
all these three properties are also exhibited in STRFs obtained
from neurophysiological experiments.

The specific manifestation of these three properties how-
ever varies from neuron to neuron. For instance, different
STRFs are centered on different regions of the spectrotem-
poral plane and have different spectral and temporal extents.
The distribution of the position and shape parameters for the

entire population of STRFs is shown in Figure 3a. For clarity,
the sizes of the iconified STRFs have been reduced to 1/8 of
their actual values.

In addition, the frequency of the spectral and temporal
oscillations exhibited in the STRFs and the amount of damp-
ening varies across the population, as shown in Figures 3b
and 3c. In the Fourier domain, these two properties conspire
to produce selectivity for specific modulations along the tem-
poral or the spectral axis. Figure 3b quantifies this selectivity
for the spectral domain and shows how the spectral charac-
teristics of the Fourier transform vary as a function of the
tonotopic position of the STRF. For about half of the STRFs,
the peak of the Fourier transform lies between about 0 and 1
cycle per octave (c/o), and the upper cutoff lies between 1 and
3 c/o. A radically different strategy is seen at low frequencies.
Here, many neurons pass significantly higher spectral mod-
ulations, ranging from 2 to 6 c/o. This is most likely due to
the presence of low-frequency high-scale harmonic patterns
in the speech input. Indeed, Figure 3d shows that the stimu-
lus itself contains a high proportion of high-scale energy at
low frequencies.

The situation is somewhat different in the temporal do-
main. In general, the STRFs are highly damped in the tem-
poral direction, producing temporal modulation selectivity
that is generally lowpass. This fact is evident in Figure 3e
which shows that the peak of the Fourier transform never
rises above 2 Hz; furthermore, the cutoff frequency is in-
versely correlated with the temporal width of the STRF and
never rises above 10 Hz. Nevertheless, the range of tempo-
ral frequencies present in the STRFs is largely consistent
with the average temporal composition of the speech input
which has a majority of its power concentrated below 10 Hz
(Figure 3f).

Finally, different STRFs exhibit different degrees of fre-
quency modulation, as quantified by the direction selectiv-
ity index (Figure 3g). This index is −1 if an STRF exhibits
solely positive-going frequency modulations, is 1 for solely
negative-going frequency modulations, and is 0 for equal
amounts of positive and negative frequency modulation. The
population distribution is unimodal and peaks at an index of
0, which is similar to that obtained from neurophysiological
experiments [8].

A number of important properties are shared between
these STRFs and those of real neurons. The extent of tem-
poral localization (100–200 milliseconds) and spectral local-
ization (0.5–3 octaves) of the learned STRFs are highly com-
parable to real STRFs obtained from primary auditory cor-
tex of mammals. This applies also to the range of spectral
(< 2 c/o) and temporal (< 10 Hz) modulations represented
by the simulated STRFs. There are two notable differences
between the simulated and actual STRFs obtained from ani-
mals. First, most biological STRFs exhibit bandpass temporal
processing, whereas the simulated STRFs are primarily low-
pass. Secondly, there exists a large group of artificial neurons
that directly encode the fine-scale, multiple-peaked spectral
features of pitch; such STRFs have not yet been observed in
the auditory system of animals.
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Figure 3: Quantitative properties. (a) The time-frequency tiling properties of the neurons are shown. The center of each ellipse represents
the BF and BT of a neuron. The vertical and horizontal extent of the ellipse represents 1/8 of the width of the STRF in the direction of time
and spectrum. The factor of 1/8 was introduced to improve visibility of the data. (b) Both the peak (blue) and the high-frequency cutoff
(red) of the frequency of spectral modulation are plotted as a function of the best frequency of the neuron. (c) The spectral width of the
STRF (red) of the excitatory subregion (blue) is plotted as a function of the BF of the neuron. (d) The IPA stimuli are analyzed in the Fourier
domain. The mean of the absolute values of the wavelet transforms of spectrograms taken from the IPA database are shown. (e) Both the
peak (blue) and the high-frequency cutoff (red) of the frequency of temporal modulation are plotted as a function of the temporal width of
the neuron. (f) The normalized power is shown as a function of the temporal modulation frequency. (g) The index for direction selectivity
is calculated and its histogram is shown.

3.3. Dependence on the neuron model
The current study has so far focused upon STRFs which
produce optimally sparse activity in linear-threshold neu-

rons. We used such properties to mimic the properties of
real neurons that cannot exhibit negative firing rates. Most
ICA studies, however, use purely linear neurons as we did
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in previous simulations [16]. In order to compare the re-
sults, we repeated the current simulation using purely lin-
ear neurons. Representative results are shown in Figure 4a.
Qualitatively speaking, the major features of the neurons’
STRFs remain conserved. However, the spectral and tem-
poral extents of the STRFs are typically somewhat larger,
and, furthermore, the presence of negative deflections is
somewhat reduced. The combination of these two prop-
erties produce a spectrotemporal analysis that is more re-
stricted to low spectral and temporal modulation frequen-
cies.

3.4. Dependence on the dataset

For the sake of comparison, the simulations with linear-
threshold neurons were repeated with a different speech in-
put, this time obtained from a single speaker (see Section 2).
Sparseness requires that the neurons should occasionally
have very high activity while having small activities most
of the time. If we only have one speaker, they can thus be
expected to distinguish specific elements of the speaker’s
speech rather than distinguishing utterances from different
speakers. The results are likely not to generalize well to ut-
terances of other speakers while being optimal for utter-
ances of the speaker. Figure 4b shows the learned recep-
tive fields. Far more of the neurons code for changes of
the pitch of the sounds. A number of them even code for
compound features (e.g., neuron D4) where some frequen-
cies rise while others fall. Thus the dataset used clearly in-
fluences the data and, therefore, must be carefully consid-
ered.

3.5. Dependence on the number of principal
components used

The number of principal components used to encode the in-
put potentially has some influence on the resulting receptive
fields. Low-order principal components tend to be of lower
frequency than higher frequency components, and so using
fewer principal components has an effect similar to selec-
tively reducing the resolution of the peripheral spectrotem-
poral analysis. To test the influence of this effective smooth-
ing, the simulations were repeated using reduced numbers of
principal components. Even if only 25 components are used
(Figure 5), the typical STRF properties described above still
apply. This includes even the encoding of low-frequency fine-
scale spectral features due to voice pitch. Thus the number of
principal components only has a limited influence on the re-
sulting STRFs.

4. DISCUSSION

When analyzing the computational properties of neural sys-
tems, it is of central importance to have a thorough under-
standing of the input representation. A number of other the-
oretical studies of optimal auditory processing have used raw
acoustic-pressure waveforms as input representation. For ex-
ample, Bell [17] studied the learning of auditory temporal
filters using ICA, and Lewicki and Sejnowski [18] showed
that using overcomplete representations can significantly
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Figure 4: Dependence on the neuron model and the dataset. (a)
The representative STRFs of linear neurons are shown. (b) The rep-
resentative STRFs of neurons that are optimized on data from a sin-
gle speaker are shown.
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Figure 5: Dependence on the number of principal components.
The representative STRFs are shown for a simulation where a
smaller number of principal components were used. (a) shows the
results from using 25 components and (b) shows the results from
using 100 components.

improve the model quality. Using a balanced dataset taken
from various sound sources, it was possible to approximately
reproduce the spectral analysis performed by the peripheral
auditory system [19].

How do central auditory neurons combine the features
already encoded by more peripheral neurons? Recent neu-
rophysiological studies in various species have shown that
the central auditory system jointly processes the spectral and
temporal characteristics of sound in a dazzling variety of
ways [8, 9, 20, 21, 22]. The current study strives to pro-
vide a method for speculation on the functionality of such
processes. In doing so, the raw waveforms are first prepro-
cessed using an auditory peripheral model. This produces
a spectrogram-like representation of sound, which is bet-
ter suited for describing the information-bearing elements of
natural sounds such as speech [23]. Furthermore, since cen-
tral auditory neurons display largely linear processing of the
spectrotemporal envelope of sound [8, 24], it increases the
likelihood that this style of inquiry will be fruitful. In fact,
the results obtained from spectrogram inputs exhibit many
of the rich properties of real auditory neurons.

We used PCA to preprocess the spectrogram before feed-
ing it into the sparse coding algorithm. The resulting com-
ponents capture prominent statistical properties of the data.
For example, their banded structure at low frequencies re-
flects the dominant influence of voice pitch. It is possible
that this preprocessing will strongly influence the resulting
STRFs. However, one can argue against this likelihood on
analytical grounds. Assume the number of principal com-
ponents used is identical to the number of input samples in
each spectrogram. The transformation to the principal com-
ponent space is then an orthonormal matrix of full rank. Be-
cause this matrix can be inverted, each local optimum of the
method in PCA space is also an optimum to the method in
input space. The chosen principal components can thus be
expected to be of minor influence on the resulting STRFs—
provided that enough principal components are used. Our
simulations showed that 100 components, or perhaps even
fewer, are enough. Note also that it is possible (albeit nu-
merically very expensive) to perform the simulations with-
out PCA preprocessing, and doing so results in similar STRFs
(data not shown).

STRFs in the auditory system show some functional sim-
ilarity to spatiotemporal receptive fields in the visual system.
Many properties of visual neurons have been successfully
learned by maximizing sparseness [25]; it has even been pos-
sible to quantitatively compare the properties of the visual
system with the properties of simulated neurons, (e.g., [4]).
This study extends such methods to auditory data. How-
ever, while our simulations are able to qualitatively repro-
duce many important properties of neurons in AI, a thor-
ough quantitative comparison of properties remains an im-
portant problem for further research. In doing so, it will
first be necessary to assemble a rich database of sounds
that accurately represents an animal’s acoustic biotope. One
must then devise a compact learning mechanism that leads
to neuronal properties that closely correspond to those ob-
served experimentally. This might even necessitate the devel-
opment of novel algorithms for learning nonlinear neuronal
properties.

Along with the assumption that the brain learns to
sparsely code for natural sounds comes an experimental
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prediction. During an animal’s development, one should be
able to manipulate the sparseness statistics of the acous-
tic environment, such that the neurophysiological proper-
ties of neurons are altered. For example, raising an animal
in an auditory environment where a certain frequency band
is sparser than another should enhance the neural repre-
sentation of the sparse frequencies. Furthermore, one might
facilitate auditory learning by making the underlying audi-
tory features more sparse. In fact, the training procedures
for children demonstrated in [26] can be interpreted in this
framework.

In the visual modality, the sparse representation of im-
ages enabled new computational approaches which lead to
powerful algorithms for image denoising [7], image com-
pression [27], and preprocessing for image recognition. This
suggests that using sparse coding on spectrotemporal data
might well lead to better algorithms for the denoising of
speech, for the compression of auditory data, and for the
recognition of natural language.
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There is a considerable evidence that our perception of sound uses important features which are related to underlying signal
modulations. This topic has been studied extensively via perceptual experiments, yet there are few, if any, well-developed signal
processing methods which capitalize on or model these effects. We begin by summarizing evidence of the importance of mod-
ulation representations from psychophysical, physiological, and other sources. The concept of a two-dimensional joint acoustic
and modulation frequency representation is proposed. A simple single sinusoidal amplitude modulator of a sinusoidal carrier is
then used to illustrate properties of an unconstrained and ideal joint representation. Added constraints are required to remove
or reduce undesired interference terms and to provide invertibility. It is then noted that the constraints would be also applied to
more general and complex cases of broader modulation and carriers. Applications in single-channel speaker separation and in
audio coding are used to illustrate the applicability of this joint representation. Other applications in signal analysis and filtering
are suggested.

Keywords and phrases: Digital signal processing, acoustics, audition, talker separation, modulation spectrum.

1. INTRODUCTION

Over the last decade, human interfaces with computers have
passed through a transition where images, video, and sounds
are now fundamental parts of man/machine communica-
tions. In the future, machine recognition of images, video,
and sound will likely be even more integral to computing.
Much progress has been made in the fundamental scientific
understanding of human perception and why it is so ro-
bust. Our current knowledge of perception has greatly im-
proved the usefulness of information technology. For exam-
ple, image and music compression techniques owe much of
their efficiency to perceptual coding. However, it is easy to
see from the large bandwidth gaps between waveform- and
structural-based (synthesized) models [1] that there is still
room for significant improvement in perceptual understand-
ing and modeling.

This paper’s aim is a step in this direction. It proposes to
integrate a concept of sensory perception with signal process-
ing methodology to achieve a significant improvement in the
representation and coding of acoustic signals. Specifically,
we will explore how the auditory perception of very low-
frequency modulations of acoustic energy can be abstracted
and mathematically formulated as invertible transforms that
will prove to be extremely effective in the coding, modifica-
tion, and automatic classification of speech and music.

2. THE IMPORTANCE OF MODULATION SPECTRA

Very low-frequency modulations of sound are the funda-
mental carrier of information in speech and of timbre in
music. In this section, we review the psychophysical, phys-
iological, and other sources of evidence for this perceptual
role of modulations. We also justify the need for a theory of
and general analysis/synthesis tools for a transform dimen-
sion approach often called “modulation spectra.”

In 1939, Dudley concluded his now famous paper [2]
on speech analysis with “. . . the basic nature of speech as
composed of audible sound streams on which the intelli-
gence content is impressed of the true message-bearing waves
which, however, by themselves are inaudible.”

In other words, Dudley observed that speech and other
audio signals such as music are actually low-bandwidth pro-
cesses that modulate higher-bandwidth carriers. The sug-
gestion is that the mismatch between the physical nature
of the acoustic media (air) and the size of our head and
vocal tract has resulted in this clever mechanism: lower-
frequency “message-bearing waves” hypothetically modu-
late our more efficiently produced higher-frequency acoustic
energy.

Eleven years later, in a seemingly unrelated paper on
time-varying systems [3], Zadeh first proposed that a sep-
arate dimension of modulation frequency could supplant

mailto:atlas@ee.washington.edu
mailto:sas@eng.umd.edu
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the standard concept of system function frequency anal-
ysis. His proposed two-dimensional system function had
two separate frequency dimensions—one for standard fre-
quency and the other a transform of the time variation.
This two-dimensional bi-frequency system function was not
analyzed but only defined. Kailath [4] followed up nine
years later with the first analysis of this joint system func-
tion.

2.1. Motivation from auditory physiology

In 1971, Møller [5] first observed that the mammalian audi-
tory system has a specialized sensitivity to amplitude modu-
lation of narrowband acoustic signals. Suga [6] showed that
for bats, amplitude modulation information was maintained
for different cochlear frequency channels. Schreiner and Ur-
bas [7] then showed that this neural representation of am-
plitude modulation was even seen at higher levels of mam-
malian audition such as the auditory cortex and was hence
preserved up through all levels of our auditory system. Con-
tinued work by others showed that these effects were not only
observable; they were instead potentially fundamental to the
encoding used by mammalian auditory systems. For exam-
ple, as shown by Langner [8], “. . . experiments using signals
with temporal envelope variations or amplitude modulation
. . . a mere place model of frequency representation in the cen-
tral nervous system cannot account for many aspects of au-
ditory signal analysis and that for complex signal processing,
in particular, temporal patterns of neuronal discharges are
important.”

In recent years the physiological evidence has only got-
ten stronger. Kowalski et al. [9, 10, 11] have shown that cells
in the auditory cortex—the highest processing stage along
the primary auditory pathway—are best driven by sounds
that combine both spectral and temporal modulations. They
used specially designed stimuli (called ripples) which have
dynamic broadband spectra that are amplitude modulated
with drifting sinusoidal envelopes at different speeds and
spectral peak densities. By manipulating the ripple param-
eters and correlating them with the responses, they were able
to estimate the spectrotemporal modulation transfer func-
tions of cortical cells and, equivalently, their spectrotempo-
ral receptive fields (or impulse responses). Based on such
data, they have postulated that the auditory system performs
effectively a multiscale spectrotemporal analysis which re-
encodes the acoustic spectrum in terms of its spectral and
temporal modulations. As we will elaborate below, the per-
ceptual relevance of these findings and formulations was
investigated psychoacoustically and applied in the assess-
ment of speech intelligibility and communication channel
fidelity.

Finally, Schulze and Langner [12] have demonstrated
that pitch and rhythm encoding are potentially separately
explained by convolutional and multiplicative (modulation)
models and, most importantly, Langner et al. [13] have ob-
served through magnetoencephalography (MEG) that fre-
quency and periodicity are represented via orthogonal maps
in the human auditory cortex.

2.2. Motivation from psychoacoustics

The psychoacoustic evidence in support of the perceptual
saliency of signal modulations is also very strong. For ex-
ample, Viemeister [14] thoroughly studied human percep-
tion of amplitude-modulated tones and showed it to be a
separate window into the analysis of auditory perception.
Houtgast [15] then showed that the perception of amplitude
modulation at one frequency masks the perception of other
nearby modulation frequencies. Bacon’s and Grantham’s ex-
periments [16] further support this point and they directly
conclude that “These modulation-masking data suggest that
there are channels in the auditory system which are tuned
for the detection of modulation frequency, much like there
are channels (critical bands or auditory filters) tuned for the
detection of spectral frequency.”

The most recent psychoacoustic experiments have con-
tinued to refine the information available about human per-
ception of modulation frequency. For example, Sheft and
Yost [17] have shown that our perception of consistent
temporal dynamics corresponds to our perceptual filtering
into modulation frequency channels. Also, Ewert and Dau
[18] have recently shown dependencies between modula-
tion frequency masking and carrier bandwidth. It is also
worth noting from their study and from [13] that modu-
lation frequency masking effects are indicative that much
unneeded redundancy might still be unnecessarily main-
tained in today’s state-of-the-art speech and audio coding
systems.

Finally, Chi et al. [19, 20] have extended the findings
above to include combined spectral and temporal modula-
tions. Specifically, they measured human sensitivity to rip-
ples of different temporal modulation rates and spectral den-
sities. A remarkable finding of the experiments is the close
correspondence between the most sensitive range of mod-
ulations, and the spectrotemporal modulation content of
speech. This result suggested that the integrity of speech
modulations might be used as a barometer of its intelligibil-
ity, as we will briefly describe next.

2.3. Motivation from speech perception

Further evidence for the value of modulations in the percep-
tion of speech quality and in speech intelligibility has come
from a variety of experiments by the speech community.
For example, the concept of an acoustic modulation trans-
fer function [21], which arose out of optical transfer func-
tions (e.g., [22]), has also been successfully applied to the
measurement of speech transmission quality (speech trans-
mission index, STI) [23]. For these measurements, modulat-
ing sine waves range in frequency from 0.63 Hz to 12.7 Hz in
1/3-octave steps. These stimuli were designed to simulate in-
tensity distributions found in running speech and were used
to test the noise and reverberant effects in acoustic enclosures
such as auditoria. More direct studies on speech perception
[24] demonstrated that the most important perceptual in-
formation lies at modulation frequencies below 16 Hz. More
recently, Greenberg and Kingsbury [25] showed that a “mod-
ulation spectrogram” is a stable representation of speech for
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automatic recognition in reverberant environments. This
modulation spectrogram provided a time-frequency repre-
sentation that maintained only the 0- to 8-Hz range of mod-
ulation frequencies (uniformly for all acoustic frequencies)
and emphasized the 4-Hz range of modulations.

Based on the premise that faithful representation of these
modulations is critical for the perception of speech [17, 21], a
new intelligibility index, the spectrotemporal modulation in-
dex (STMI), was derived [19, 20] which quantifies the degra-
dation in the encoding of both spectral and temporal mod-
ulations due to noise regardless of its exact nature. The STI,
unlike the STMI, can best describe the effects of spectrotem-
poral distortions that are separable along these two dimen-
sions, for example, static noise (purely spectral) or reverber-
ation (mostly temporal). The STMI, which is based on rip-
ple modulations, is an elaboration on the STI in that it in-
corporates explicitly the joint spectrotemporal dimensions
of the speech signal. As such, we expect it to be consistent
with the STI in its estimates of speech intelligibility in noise
and reverberations, but also to be applicable to cases of joint
(or inseparable) spectrotemporal distortions that are unsuit-
able for STI measurements (as with certain kinds of channel-
phase distortions) or severely nonlinear distortions of the
speech signal due to channel-phase jitter and amplitude clip-
ping. Finally, like the STI, the STMI effectively applies spe-
cific weighting functions on the signal spectrum and its mod-
ulations; these assumptions arise naturally from the proper-
ties of the auditory system and hence can be ascribed a bio-
logical interpretation.

2.4. Motivations from signal analysis and synthesis

It is important to note that joint acoustic and temporal mod-
ulation frequency analysis has not yet been put into an anal-
ysis/synthesis framework. The previously mentioned papers
by Zadeh [3] and Kailath [4] did propose a joint analysis
and, more recently, Gardner (e.g., [26, 27]) greatly extended
the concept of bi-frequency analysis for cyclostationary sys-
tems. These cyclostationary approaches have been widely
applied for parameter estimation and detection. However,
transforms that are used in compression and for many pat-
tern recognition applications usually have a need for invert-
ibility, like the Fourier or wavelet transform. Cyclostationary
analysis does not provide an analysis-synthesis framework.
Furthermore, the foundation that assumes infinite time lim-
its in cyclostationary time averages is not directly appropriate
for many speech and audio applications.

Higher-order spectral analysis also has a common for-
mulation called the “bispectrum,” which is an efficient way
of capturing non-Gaussian correlations via two-dimensional
Fourier transforms of third-order cumulant sequences of dis-
crete time signals (e.g., [28]). There is no direct connection
between bispectra and the joint acoustic and modulation fre-
quency analysis we discuss.

There have been other examples of analysis that esti-
mated and/or formulated joint estimates of acoustic and
modulation frequency. Some recent examples are Scheirer’s
tempo analysis of music [29] and Haykin-Thomson [30]
linking of a joint spectrum to a Wigner-Ville distribution.

AM and FM (amplitude modulation—frequency modula-
tion) and related energy detection, and separation techniques
are also directed at estimation problems [31, 32, 33, 34].
These techniques require assumptions of single-component
or a small number of multicomponent carriers and are hence
not general enough for arbitrary sounds and images. All of
these examples also lack general invertibility.

Many examples of current sound synthesis based upon
modulation grew out of Chowning’s frequency modulation
technique for sound synthesis [35], as summarized by more
recent suggestions of general applicability to structured au-
dio [1]: “Although FM techniques provide a large variety of
musically useful timbres, the sounds tend to have an “FM
quality” that is readily identified. Also, there are no straight-
forward methods to determine a synthesis algorithm from an
analysis of a desired sound; therefore, the algorithm designs
are largely empirical.”

Amplitude and frequency modulation-based analy-
sis/synthesis techniques have been previously developed
(e.g., [34]), but they are based upon a small number of dis-
crete carrier components. Even with a larger number of dis-
crete narrowband carriers, noise-like sounds cannot be ac-
curately analyzed or produced. Thus, discrete sinusoidal or
other summed narrowband carrier models are not general
enough for arbitrary sounds and images. For example, while
these techniques provide intelligible speech, they could not
be applied to high- or even medium-quality audio coding.
We are, nevertheless, highly influenced by these models. Sim-
ply put, our upcoming formulation is a generalization of pre-
vious work on sinusoidal models. As will be justified in the
following sections, a more general amplitude modulation or,
equivalently, multiplicative model can be empirically verified
to be very close to invertible, even after significant compres-
sion [36].

In the remainder of this paper, we will illustrate how an
analysis/synthesis theory of modulation frequencies can be
formulated and applied to the problem of efficient coding
and representation of speech and music signals. The focus in
this paper will be exclusively on the use of temporal modula-
tions, leaving the spectral dimension unchanged. This is mostly
done to simplify the initial analysis and to explore the con-
tribution of purely temporal modulations to the encoding of
sound.

3. A MODULATION SPECTRAL MODEL

For further progress to be made, understanding and apply-
ing modulation spectra, a well-defined foundation for the
concept of modulation frequency needs to be established. In
this section, we will propose a foundation that is based upon
a set of necessary conditions for a two-dimensional acous-
tic frequency versus modulation frequency representation.
By “acoustic frequency” we mean an exact or approximate
conventional Fourier decomposition of a signal. “Modula-
tion frequency” is the dimension that this section will begin
to strictly define.

The notion of modulation frequency is quite well under-
stood for signals that are narrowband. A simple case consists
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Figure 1: Two-dimensional representation of cosinusoidal amplitude modulation. The solid lines represent the support regions of both
S(ω− η/2) and S∗(ω + η/2). Thicker lines represent the double area under the carrier-only terms relative to the modulated terms. The small
dots, including the one hidden under the large dot at (η = 0, ω = ωc), represent the support region of the product S(ω − η/2)S∗(ω + η/2).
The three large dots represent the ideal representation Pideal(η,ω) of modulation frequency versus acoustic frequency.

of an amplitude-modulated fixed frequency carrier

s1(t) = m(t) cosωct, (1)

where the modulating signal m(t) is nonnegative and has an
upper frequency band limit suitable for its perfect and easy
recovery from s1(t). It is straightforward that the modulation
frequency for this signal should be the Fourier transform of
the modulating signal only:

M
(
e jω
) = F

{
m(t)

} =
∫∞
−∞

m(t)e− jωtdt. (2)

But what is a two-dimensional distribution of acoustic ver-
sus modulation frequency? Namely, how would this signal
be represented as the two-dimensional distribution P(η,ω),
where η is modulation frequency and ω is acoustic fre-
quency?

To begin answering this question, we can further simplify
the model signal to have a narrowband cosinusoidal modu-
lator

s(t) = (1 + cosωmt
)

cosωct. (3)

In order to allow unique recovery of the modulating signal,
the modulation frequency ωm is constrained to be less than
the carrier frequency ωc. The additive offset allows for a non-
negative modulating signal. Without loss of generality, we as-
sume that the modulating signal is normalized to have peak
values of ±1 allowing the additive offset to be 1.

The process of amplitude demodulation, whether it is
by magnitude, square law, Hilbert envelope, cepstral or syn-
chronous detection, or other techniques, is most gener-
ally expressed as a frequency shift operation. Thus, a gen-
eral two-dimensional representation of s(t) has the dimen-
sions acoustic frequency versus frequency translation. For
example, much as in the bilinear formulation seen in time-
frequency analysis, one dimension can simply express acous-
tic frequency ω and the other dimension can express a sym-

metric translation of that frequency via the variable η:

S
(
ω − η

2

)
S∗
(
ω +

η

2

)
, (4)

where S(ω) is the Fourier transform of s(t):

S(ω) = F
{
s(t)

} =
∫∞
−∞

s(t)e− jωtdt (5)

and S∗(ω) is the complex conjugate of S(ω). This representa-
tion is similar to the denominator of the spectral correlation
function described by Gardner [27].

Note that there is a loss of sign information in the above
bilinear formulation. For analysis/synthesis applications,
such as in the approaches discussed later in this paper, phase
information needs to be maintained separately.

In the same spirit as previous uses and discussions of
modulation frequency, an ideal two-dimensional represen-
tation Pideal(η,ω) for s(t) should have only significant energy
density at only six points in the (η,ω) plane:

Pideal(η,ω) = δ
(
0, ωc

)
+ δ
(
ωm,ωc

)
+ δ
(− ωm,ωc

)
+ δ
(
0,−ωc

)
+ δ
(
ωm,−ωc

)
+ δ
(− ωm,−ωc

)
,

(6)

that is, jointly at the carrier and modulation frequencies only
with added terms at the carrier frequency for DC modula-
tion, to reflect the above additive offset of the modulating
signal. However, going strictly by the definitions above, the
Fourier transform of the narrowband cosinusoidal modula-
tor s(t) is

S(ω) = F
{
s(t)

} = F
{(

1 + cosωmt
)

cosωct
}

= 1
2

{
δ
(
ω − ωc

)
+ δ
(
ω + ωc

)}
+

1
4

{
δ
(
ω − ωc − ωm

)
+ δ
(
ω − ωc + ωm

)
+ δ
(
ω + ωc + ωm

)
+ δ
(
ω + ωc − ωm

)}
.

(7)
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Figure 2: Spectrogram (left panel) and joint acoustic/modulation frequency representation (right panel) of the central 450 milliseconds
of “two” (speaker 1) and “dos” (speaker 2) spoken simultaneously by two speakers. The y-axis of both representations is standard acoustic
frequency. The x-axis of the right panel representation is modulation frequency, with an assumption of Fourier basis decomposition. Solid
and dashed lines surround speaker 1’s and speaker 2’s respective pitch information.

This transform when expressed as a bilinear formulation
S(ω − η/2)S∗(ω + η/2) has much more extent in both η and
ω than desired. A comparison between the ideal and actual
two-dimensional representation is schematized in Figure 1.

It can be observed from Figure 1 that the representation
S2(ω + η)S∗2 (ω − η) has more impulsive terms than the ideal
representation. Namely, the product S2(ω + η)S∗2 (ω − η) is
underconstrained. To approach the ideal representation, two
conditions need to be added: (1) a kernel which is convolu-
tional in ω and (2) a kernel which is multiplicative in η. Thus,
a sufficient condition for the ideal modulation frequency ver-
sus acoustic frequency distribution is

Pideal(η,ω) =
{
S
(
ω − η

2

)
S∗
(
ω +

η

2

)
φm(η)

}
∗ φc(ω). (8)

It is important to note that the above condition does not
require the signal to be simple cosinusoidal modulation. In
principal, any signal

s(t) = m(t)c(t), (9)

wherem(t) is nonnegative and band limited to frequencyω <
|ωm| and c(t) has no frequency content below ωm, can have a
modulation frequency versus acoustic frequency distribution
in the form of the above ideal modulation frequency versus
acoustic frequency distribution. No regions will overlap in
frequency and, assuming separate preservation of phase, s(t)
will be recoverable from Pideal(η,ω).

An example of an implicitly convolutional effect of φc(ω)
is the limited frequency resolution that arises from a trans-
form of a finite duration of data, for example, the windowed
time analysis used before conventional short-time trans-
forms and filter banks. The multiplicative effect of φm(η) is

less obvious. Commonly applied time envelope smoothing
has, as a frequency counterpart, lowpass behavior in φm(η).
Other efficient approaches can arise from decimation al-
ready present in critically sampled filterbanks. Note that the
nonzero terms centered around η = ±2ωc, which are well
above the typical passband of φm(η), are less troublesome
than the typically much lower-frequency quadratic distor-
tion term(s) at η = ±2ωm. Thus, broad frequency ranges in
modulation will be potentially subject to these quadratic dis-
tortion term(s).

4. EXAMPLES OF APPLICATIONS

4.1. An adjunct to the spectrogram

Figure 2 shows a joint acoustic/modulation frequency trans-
form as applied to two simultaneous speakers. Speaker 1
is saying “two” in English while Speaker 2 is saying “dos”
in Spanish. This data is from (http://www.cnl.salk.edu/
∼tewon/Blind/blind audio.html.)

As expected, the spectrogram on the left side of Figure 2
offers little to discriminate the two simultaneous speakers.
However, the right side of Figure 2 shows isolated regions of
acoustic information associated with the fundamental pitch
and its first and aliased harmonics of each of the two speak-
ers. These pitch label locations in acoustic frequency also sep-
arately segment each of the two speaker’s resonance informa-
tion.

4.2. Applications to audio coding

When applied to signals, such as speech or audio, that are ef-
fectively stationary over relatively long periods, a modulation
dimension projects most of the signal energy onto a few low
modulation frequency coefficients. Moreover, mammalian

http://www.cnl.salk.edu/~tewon/Blind/blind_audio.html
http://www.cnl.salk.edu/~tewon/Blind/blind_audio.html
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Figure 3: Simplified structure of the two-dimensional transform used in the new approach to audio coding [36]. The left matrix represents
a magnitude of a perfect reconstruction and critically sampled filterbank. The detection operation previously mentioned was inherent in the
magnitude operation. Signal phase was encoded separately and did not undergo the second transform.

auditory physiology studies have shown that physiological
importance of modulation effects decreases with modula-
tion frequency [19, 20]. While these traits suggest an ap-
proach for ranking the importance of transmitted coeffi-
cients and coding at very low data rates, this past work has
provided an energetic yet not invertible transform. We have
recently devised a transform, which after modification to
a lower bit rate is invertible back to a high-fidelity signal
[36].

This result confirms that there are modulation frequency
transforms that are indeed invertible after quantization.
Moreover, the energy compaction provided by the transform
allows significant added compression. Our design, which is
schematized in Figure 3, allows for essentially CD-quality
music coding at 32 kilobits/second/channel and provides a
progressive encoding which naturally and easily scales to bit
rate changes.

Simple subjective tests were performed [36] and, as seen
in Figure 4, the results suggested that the proposed algo-
rithm performed significantly better quality coding at 32
kilobits/second/channel than MPEG-1 layer 3 (MP3) cod-
ing at 56 kilobits/second/channel. Furthermore, the pro-
posed algorithm was shown to be inherently progressively
scalable, lending itself well to the widely increasing range
of applications where bandwidth cannot be known prior to
coding.

This result represents only a first attempt for using
joint acoustic and modulation frequency concepts in anal-
ysis/synthesis. The result does not just confirm the ex-
pected tolerable quantization of perfect reconstruction, it
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Figure 4: Listener preferences between the proposed algorithm at
32 kbit/s and MP3 at 56 kbit/s. Note that while the proposed algo-
rithm was used at almost 1/2 the bit rate of MP3, a large majority of
listeners preferred it to the higher bit rate MP3.

also demonstrates how quickly this approach has been able
to come close to state-of-the-art performance in audio cod-
ing. We thus expect continuing improvements in quality for
these bit rates.

5. OTHER APPLICATIONS

While our previous examples have focused on single-channel
talker separation and audio compression applications, there
are many other potential opportunities for joint frequency
analysis. These future applications are divided into analysis-
only and analysis/synthesis systems. Some key examples are
given below.
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5.1. Analysis/synthesis systems

Both audio and images compression, as suggested by our
preliminary results, could gain efficiency and flexibility (e.g.,
fine-grained scalability) by compaction in modulation fre-
quency dimensions. Furthermore, as justified earlier, human
perception is less sensitive or insensitive to high modulation
frequencies. Also, as demonstrated by previous researches
[12, 13, 14, 15, 16], psychophysical models indicated lim-
ited resolution and significant masking in modulation fre-
quency. Joint acoustic and modulation frequency also pro-
vides a framework for investigations into human perception.
For example, it cannot necessarily be assumed that psychoa-
coustic masking in the two dimensions of joint frequency
can be accurately predicted from only the product of one-
dimensional functions of standard acoustic frequency mask-
ing and modulation frequency masking. Thus, a framework
for two-dimensional masking studies could provide a new
viewpoint.

Analysis/synthesis approaches could also be used to gen-
erate other novel realistic sounds and images for psychoa-
coustics, hearing and vision science, audiometry and op-
tometry, and entertainment. For example, a music modifi-
cation system, based upon this form of analysis/synthesis,
could generalize the standard notion of an acoustic frequency
equalizer to a two-dimensional joint frequency equalizer.
This joint equalizer could potentially accentuate, attenuate,
or remove musical instruments within ranges of joint fre-
quency. Also, polyphonic combinations of instruments with
acoustic frequency overlap but different rhythmic structure
could be separated. This concept of polyphonic separation
has interesting generalizations to images and video signals.
Thus, we expect that success in joint frequency could help
bridge representations of natural sounds and images to the
structural modeling proposed in MPEG-7 standards.

5.2. Analysis

Joint frequency features can also be used for novel repre-
sentation of signals and images. For an acoustic example,
the work of Kingsbury [37] suggests that modulation spec-
trogram features could be useful for correcting multiplica-
tive reverberant distortions in speech. Other acoustic appli-
cations include speech recognition in noisy environments,
music and speech enhancement, audiology and optometry
testing, and audio fingerprinting [38]. Some image and vi-
sion applications of joint frequency analysis include segmen-
tation and classification under nonuniform lighting condi-
tions. The segmentation and general conversion of naturally
produced material to structural models might also be fa-
cilitated, opening up new possible areas for standards like
MPEG-7 and MPEG-21.

6. SUMMARY AND CONCLUSIONS

Previous work in modulation spectra justifies the impor-
tance of this concept in auditory physiology, psychoacoustics,
speech perception, and signal analysis and synthesis. There is
a remaining need for analysis/synthesis tools which provide

a transform to and from a modulation spectral representa-
tion. Modifications of this representation can thus affect a
novel and general form of filtering which goes well beyond
conventional linear time-invariant filters.

An analysis/synthesis approach ideally requires invert-
ibility and perfect reconstruction. A joint acoustic/mod-
ulation frequency model was outlined along with a set of
minimum attributes for invertibility. This model was vali-
dated via high-quality and efficient performance in audio
coding. It also shows potential for single-channel multiple-
talker speech separation. Other applications were suggested
for acoustic and multimedia signals.

A key future extension of this theory would involve a
combined (or a two-dimensional) spectrotemporal modu-
lation transform. This is intuitively analogous to combin-
ing the modulation spectrum with the well-known cepstral
representation widely used in speech recognition. A more
versatile approach might utilize a two-dimensional wavelet
transform of the time-frequency representation [19, 20].
While it is critical that this representation be invertible in
coding applications, this restriction may not be necessary
in many other applications such as for the recognition of
speech where robustness in noise or utility for segregation
and streaming of competing speech signals might be more
important.

REFERENCES

[1] B. Vercoe, W. Gardner, and E. Scheirer, “Structured audio:
creation, transmission, and rendering of parametric sound
representations,” Proceedings of the IEEE, vol. 86, no. 5, pp.
922–940, 1998.

[2] H. Dudley, “Remaking speech,” Journal of Acoustical Society
of America, vol. 11, no. 2, pp. 169–177, 1939.

[3] L. Zadeh, “Frequency analysis of variable networks,” Proc.
IRE, vol. 3A-8, no. 3, pp. 291–299, 1950.

[4] T. Kailath, “Channel characterization: time-variant disper-
sive channels,” in Lectures on Communication System Theory,
E. Baghdady, Ed., pp. 95–123, McGraw-Hill, New York, NY,
USA, 1961.

[5] A. Møller, “Unit responses of the rat cochlear nucleus to tones
of rapidly varying frequency and amplitude,” Acta Physiol.
Scan., vol. 81, pp. 540–556, 1971.

[6] N. Suga, “Analysis of information-bearing elements in com-
plex sounds by auditory neurons of bats,” Audiology, vol. 11,
pp. 58–72, 1972.

[7] C. Schreiner and J. Urbas, “Representation of amplitude mod-
ulation in the auditory cortex of the cat. I. The anterior au-
ditory field (AAF),” Hearing Research, vol. 21, pp. 227–241,
1986.

[8] G. Langner, “Periodicity coding in the auditory system,”
Hearing Research, vol. 60, no. 2, pp. 115–142, 1992.

[9] N. Kowalski, D. Depireux, and S. Shamma, “Analysis of dy-
namic spectra in ferret primary auditory cortex: I. Character-
istics of single unit responses to moving ripple spectra,” Jour-
nal of Neurophysiology, vol. 76, no. 5, pp. 3503–3523, 1996.

[10] D. Depireux, J. Simon, D. Klein, and S. Shamma, “Spectro-
temporal response field characterization with dynamic ripples
in ferret primary auditory cortex,” Journal of Neurophysiology,
vol. 85, no. 3, pp. 1220–1234, 2001.

[11] S. Shamma, “Auditory cortical representation of complex
acoustic spectra as inferred from the ripple analysis method,”



Joint Acoustic and Modulation Frequency 675

Network: Computation in Neural Systems, vol. 7, no. 3, pp.
439–476, 1996.

[12] H. Schulze and G. Langner, “Periodicity coding in the primary
auditory cortex of the Mongolian gerbil (Meriones unguicula-
tus): two different coding strategies for pitch and rhythm?,”
Journal of Comparative Physiology A, vol. 181, no. 6, pp. 651–
663, 1997.

[13] G. Langner, M. Sams, P. Heil, and H. Schulze, “Frequency
and periodicity are represented in orthogonal maps in the hu-
man auditory cortex: evidence from magnetoencephalogra-
phy,” Journal of Comparative Physiology A, vol. 181, no. 6, pp.
665–676, 1997.

[14] N. Viemeister, “Temporal factors in audition: A systems anal-
ysis approach,” in Psychophysics and Physiology of Hearing,
E. Evans and J. Wilson, Eds., pp. 419–427, Academic Press,
London, UK, 1977.

[15] T. Houtgast, “Frequency selectivity in amplitude-modulation
detection,” Journal of Acoustical Society of America, vol. 85, pp.
1676–1680, 1989.

[16] S. Bacon and D. Grantham, “Modulation masking: Effects of
modulation frequency, depth, and phase,” Journal of Acousti-
cal Society of America, vol. 85, pp. 2575–2580, 1989.

[17] S. Sheft and W. Yost, “Temporal integration in amplitude
modulation detection,” Journal of Acoustical Society of Amer-
ica, vol. 88, pp. 796–805, 1990.

[18] S. Ewert and T. Dau, “Characterizing frequency selectivity for
envelope fluctuations,” Journal of Acoustical Society of Amer-
ica, vol. 108, pp. 1181–1196, 2000.

[19] T. Chi, Y. Gao, M. Guyton, P. Ru, and S. Shamma, “Spectro-
temporal modulation transfer functions and speech intelligi-
bility,” Journal of Acoustical Society of America, vol. 106, no. 5,
pp. 2719–2732, 1999.

[20] M. Elhilali, T. Chi, and S. Shamma, “A spectro-temporal mod-
ulation index (STMI) for assessment of speech intelligibility,”
to appear in Speech Communication.

[21] T. Houtgast and H. Steeneken, “The modulation transfer
function in room acoustics as a predictor of speech intelligi-
bility,” Acustica, vol. 28, pp. 66–73, 1973.

[22] “Special issue of image evaluation by means of optical transfer
functions,” Optica Acta, vol. 18, pp. 81–163, 1971.

[23] T. Houtgast and H. Steeneken, “A review of the MTF concept
in room acoustics and its use for estimating speech intelligi-
bility in auditoria,” Journal of Acoustical Society of America,
vol. 77, no. 3, pp. 1069–1077, 1985.

[24] R. Drullman, J. Festen, and R. Plomp, “Effect of temporal
envelope smearing on speech reception,” Journal of Acoustical
Society of America, vol. 95, no. 2, pp. 1053–1064, 1994.

[25] S. Greenberg and B. E. D. Kingsbury, “The modulation spec-
trogram: In pursuit of an invariant representation of speech,”
in Proc. IEEE Int. Conf. Acoustics, Speech, Signal Processing
(ICASSP ’97), pp. 1647–1650, Munich, Germany, April 1997.

[26] W. Gardner, Statistical Spectral Analysis: A Non-Probabilistic
Theory, Prentice-Hall, Englewood Cliffs, NJ, USA, 1987.

[27] W. Gardner, “Exploitation of spectral redundancy in cyclosta-
tionary signals,” IEEE Signal Processing Magazine, vol. 8, pp.
14–36, 1991.

[28] C. Nikias and M. Raghuveer, “Bispectrum estimation: A digi-
tal signal processing framework,” Proceedings of the IEEE, vol.
75, no. 7, pp. 869–891, 1987.

[29] E. Scheirer, “Tempo and beat analysis of acoustic musical sig-
nals,” Journal of Acoustical Society of America, vol. 103, no. 1,
pp. 588–601, 1998.

[30] S. Haykin and D. Thomson, “Signal detection in a nonstation-
ary environment reformulated as an adaptive pattern classifi-
cation problem,” Proceedings of the IEEE, vol. 86, no. 11, pp.
2325–2344, 1998.

[31] A. Bovik, P. Maragos, and T. Quatieri, “AM-FM energy de-
tection and separation in noise using multiband energy oper-
ators,” IEEE Trans. Signal Processing, vol. 41, no. 12, pp. 3254–
3265, 1993.

[32] W. Torres and T. Quatieri, “Estimation of modulation
based on FM-to-AM transduction: Two-sinusoid case,” IEEE
Trans. Signal Processing, vol. 47, no. 11, pp. 3084–3097, 1999.

[33] A. Rao and R. Kumaresan, “On decomposing speech into
modulated components,” IEEE Trans. Speech, and Audio Pro-
cessing, vol. 8, no. 3, pp. 240–254, 2000.

[34] R. McAulay and T. Quatieri, “Speech analysis/synthesis based
on a sinusoidal representation,” IEEE Trans. Acoustics, Speech,
and Signal Processing, vol. 34, no. 4, pp. 744–754, 1986.

[35] J. Chowning, “The synthesis of complex audio spectra by
means of frequency modulation,” Journal of the Audio En-
gineering Society, vol. 21, no. 7, pp. 526–534, 1973.

[36] M. Vinton and L. Atlas, “A scalable and progressive audio
codec,” in Proc. IEEE Int. Conf. Acoustics, Speech, Signal Pro-
cessing (ICASSP ’01), Salt Lake City, Utah, USA, May 2001.

[37] B. Kingsbury, Perceptually inspired signal-processing strate-
gies for robust speech recognition in reverberant environments,
Ph.D. thesis, University of California, Berkeley, Calif, USA,
1998.

[38] S. Sukittanon and L. Atlas, “Modulation frequency features
for audio fingerprinting,” in Proc. IEEE Int. Conf. Acoustics,
Speech, Signal Processing (ICASSP ’02), pp. 1773–1776, Or-
lando, Fla, USA, May 2002.

Les Atlas received a Ph.D. degree in elec-
trical engineering from Stanford University
in 1984. He joined the University of Wash-
ington in 1984, where he is a Professor of
electrical engineering. His research is in dig-
ital signal processing, with specializations
in acoustic analysis, time-frequency repre-
sentations, and signal recognition and cod-
ing. His research is supported by DARPA,
the Office of Naval Research, the Army Re-
search Lab, and the Washington Research Foundation. Dr. Atlas re-
ceived a National Science Foundation Presidential Young Investiga-
tor Award and a Fulbright Research Award. He was General Chair
of the 1998 IEEE International Conference on Acoustics, Speech,
and Signal Processing, Chair of the IEEE Signal Processing Society
Technical Committee on Theory and Methods, and a member of
the Signal Processing Society’s Board of Governors.

Shihab A. Shamma obtained his Ph.D. de-
gree in electrical engineering from Stanford
University in 1980. He joined the Depart-
ment of Electrical Engineering at the Uni-
versity of Maryland in 1984, where his re-
search has dealt with issues in computa-
tional neuroscience and the development of
microsensor systems for experimental re-
search and neural prostheses. Primary focus
has been on uncovering the computational
principles underlying the processing and recognition of complex
sounds (speech and music) in the auditory system, and the rela-
tionship between auditory and visual processing. Other researches
include the development of photolithographic microelectrode ar-
rays for recording and stimulation of neural signals, VLSI imple-
mentations of auditory processing algorithms, and development of
algorithms for the detection, classification, and analysis of neural
activity from multiple simultaneous sources.



EURASIP Journal on Applied Signal Processing 2003:7, 676–689
c© 2003 Hindawi Publishing Corporation

High Fill-Factor Imagers for Neuromorphic Processing
Enabled by Floating-Gate Circuits

Paul Hasler
Department of Electrical and Computer Engineering, Georgia Institute of Technology, Atlanta, GA 30332-0250, USA
Email: phasler@ee.gatech.edu

Abhishek Bandyopadhyay
Department of Electrical and Computer Engineering, Georgia Institute of Technology, Atlanta, GA 30332-0250, USA
Email: abandyo@neuro.gatech.edu

David V. Anderson
Department of Electrical and Computer Engineering, Georgia Institute of Technology, Atlanta, GA 30332-0250, USA
Email: dva@ece.gatech.edu

Received 29 September 2002 and in revised form 16 January 2003

In neuromorphic modeling of the retina, it would be very nice to have processing capabilities at the focal plane while retaining
the density of typical active pixel sensor (APS) imager designs. Unfortunately, these two goals have been mostly incompatible.
We introduce our transform imager technology and basic architecture that uses analog floating-gate devices to make it possi-
ble to have computational imagers with high pixel densities. This imager approach allows programmable focal-plane processing
that can perform retinal and higher-level bioinspired computation. The processing is performed continuously on the image via
programmable matrix operations that can operate on the entire image or blocks within the image. The resulting dataflow archi-
tecture can directly perform computation of spatial transforms, motion computations, and stereo computations. The core imager
performs computations at the pixel plane, but still holds a fill factor greater than 40 percent—comparable to the high fill factors
of APS imagers. Each pixel is composed of a photodiode sensor element and a multiplier. We present experimental results from
several imager arrays built in 0.5 micrometer process (up to 128× 128 in an area of 4 millimeter squared).

Keywords and phrases: floating-gate circuits, CMOS imagers, real-time image processing, analog signal processing, transform
imagers, matrix image transforms.

1. INTRODUCTION

In neuromorphic modeling of retinal and cortical signal pro-
cessing, we see a trade-off between large-scale focal-plane
processing and typical active pixel sensor (APS) imager de-
signs in which significant processing is performed elsewhere.
The APS imager designs result in high-resolution imagers
with dense pixels [1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11]. In current
neuromorphic imaging systems, the focal-plane processing
usually limits the number of pixels [12, 13, 14, 15, 16, 17, 18,
19, 20, 21, 22, 23, 24, 25, 26]. Since both imager approaches
use photodiode (or photo BJT) devices as the element to con-
vert light into electrical signals, what is needed is an architec-
ture/system that combines the advantages of both types of
imagers. In this paper, we present an imager approach and
resulting architecture that performs computation at the pixel
plane, keeps the large number of pixels typical in APS im-
agers, and allows for retinal-like and cortical-like signal pro-
cessing. This imager architecture, shown in Figure 1, is capa-

ble of programmable matrix operations for 2D transforms or
filter operations on the entire image, or block-matrix opera-
tions on subimages. The resulting architecture is a dataflow
structure that allows for continuous computation of these
matrix transform operations.

Our new imaging architecture is made possible largely by
advancements in analog floating-gate circuit technology and
its application [27, 28, 29]. Floating-gate devices in imag-
ing can be used to eliminate fixed pattern noise [11, 30] and
to enable programmable and adaptive signal processing ap-
plied toward the images. These circuits have the added ad-
vantage that they can be built in standard CMOS or double-
poly CMOS processes.

This paper addresses the following three areas:

(1) floating-gate circuits and their use in this imager,
(2) the context for and applications of our transform im-

ager,
(3) the image architecture and related details.

mailto:phasler@ee.gatech.edu
mailto:abandyo@neuro.gatech.edu
mailto:dva@ece.gatech.edu
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Figure 1: Top view of our matrix transform imager. This architecture and approach allows for arbitrary separable matrix image transforms;
these transforms are programmable because we use floating-gate circuits. Voltage inputs from various basis functions are broadcast along
columns, and output currents are summed along lines on each row. Each pixel processor multiplies the incoming input with the measured
image sensor result, and outputs a current of this result. Basis functions could be from spatial oscillators, pattern generating circuits, or
arrays of stored analog values (i.e., floating-gate storage). We can also compute block image transforms with bases having a smaller region of
support, digital control, and smaller block matrices for block image transforms. Finally, we can get multiple parallel results, since all of the
matrix transforms could operate on the same image flow.

The paper is organized into five sections. In Section 2, we
present an overview of floating-gate devices, circuits, and sys-
tems. We also discuss two key systems: floating-gate circuits
for arbitrary parallel waveform generation and floating-gate
circuits for matrix multiplication. In Section 3, we present
the basic architecture design (single imager and computa-
tional system) and highlight the aspects of programmability
that will be enabled by using floating-gate circuits. We also
present an overview of our concept of cooperative analog-
digital signal processing (CADSP) and its relationship to
neuromorphic image processing. In Section 4, we present
the basic pixel elements and their characterization as well as
the mathematics needed to predict performance for a given
application based on experimental measurements, includ-
ing estimates on noise, speed, and so forth. In Section 5, we
present system examples and measurements, and we con-
clude in Section 6.

2. ENABLING TECHNOLOGY: FLOATING-GATE
CIRCUITS

From their early beginning, floating-gate devices have held
promise for use in analog signal processing circuits and bio-
logically motivated computation [29, 31, 32, 33]. Since these

beginnings, this technology has begun to fulfill some of the
early expectations; for a good review see [27]. One can imag-
ine many straightforward approaches to using floating-gate
circuits in imagers. For example, one could eliminate circuit
offsets and dark current errors in the pixel circuits as well as
in sensing circuits [11, 30]. These approaches often decrease
the fill factor of the pixel. With the signal processing poten-
tial of floating-gate circuits already shown in auditory appli-
cations, one might imagine the possibility of a wider set of
applications.

Our transform imager and architecture is enabled by
floating-gate circuits in three ways. First, we can store ar-
bitrary analog waveforms enabling arbitrary matrix image
transforms or block image transforms. Second, we can pro-
gram these waveforms to account for average device mis-
match along a column, thereby getting significantly higher
image transform quality. Third, we can use floating-gate cir-
cuits to compute additional vector-matrix computations. As
a result, we can use a single, simple pixel element to perform
a wide range of possible computations.

In the following sections, we will explore the issues of
using floating-gate elements for the transform imager ap-
proaches. In Section 2.1, we present an overview of floating-
gate circuits focusing on imager applications. In Section 2.2,
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Figure 2: Layout, cross-section, and circuit diagram of the floating-
gate pFET in a standard double-poly, n-well MOSIS process. The
cross-section corresponds to the horizontal line slicing through the
layout view. The pFET transistor is the standard pFET transistor
in the n-well process. The gate input capacitively couples to the
floating-gate by either a poly-poly capacitor, a diffused linear ca-
pacitor, or an MOS capacitor, as seen in the circuit diagram (not
explicitly shown in the other two figures). We add floating-gate
charge by electron tunneling, and we remove floating-gate charge by
hot-electron injection. The tunneling junctions used by the single-
transistor synapses are regions of gate oxide between the polysilicon
floating-gate and n-well (an MOS capacitor). Between Vtun and the
floating-gate is our symbol for a tunneling junction capacitor with
an added arrow designating the charge flow.

we address the issues of programming a large number of
floating-gate elements. In Section 2.3, we discuss the two im-
portant floating-gate circuits/systems used in the transform
imager architecture:

(i) generation of arbitrary on-chip waveforms,
(ii) analog vector-matrix multiplication.

One could imagine straightforward applications of the entire
spectrum of floating-gate technologies and signal processing
algorithms applied to this architecture [34].

2.1. Floating-gate circuits for imager applications

Floating-gate devices are not just for digital memories any-
more, but they are used as circuit elements with analog mem-
ory and important time-domain dynamics [27]. We define
floating-gate circuits as the field where floating-gate devices
are used as circuit elements and not simply as digital memory
elements. Floating-gate devices and circuits typically are di-
vided into three major functions: analog memory elements,
part of capacitive-based circuits, and adaptive circuit ele-
ments.

Figure 2 shows the layout, cross-section, and circuit sym-
bol for our floating-gate pFET device. A floating gate is a
polysilicon gate surrounded by silicon-dioxide. Charge on

the floating gate is stored permanently, providing a long-
term memory, because it is completely surrounded by a high-
quality insulator. From the layout, we see that the floating
gate is a polysilicon layer that has no contacts to other lay-
ers. This floating gate can be the gate of an MOSFET and can
be capacitively connected to other layers. In circuit terms, a
floating gate occurs when we have no DC path to a fixed po-
tential. No DC path implies only capacitive connections to
the floating node, as seen in Figure 2.

The floating-gate voltage, determined by the charge
stored on the floating gate, can modulate a channel between a
source and drain, and therefore, can be used in computation.
Floating-gate circuits provide IC designers with a practical,
capacitor-based technology; since capacitors, rather than re-
sistors, are a natural result of an MOS process. Floating-gate
devices can compute a wide range of static and dynamic
translinear functions by the particular choice of capacitive
couplings into floating-gate devices [35].

We modify the floating-gate charge by applying large
voltages across a silicon-oxide capacitor to tunnel electrons
through the oxide or by adding electrons using hot-electron
injection. The physical effects of hot-electron injection and
electron tunnelling become more pronounced as the line
widths of existing processes are further scaled down [36],
improving our floating-gate circuits. Floating-gate circuits
based upon programmable (short periods of charge modifi-
cation) and adaptive (continuous charge modification) tech-
niques have found uses in applications from programmable
on-chip biasing voltages and sensor circuits [37], to remov-
ing offsets in differential pairs and mixers [38], and to pro-
grammable filters and adaptive networks [33, 38].

These floating-gate transistors provide nonvolatile stor-
age, compute a product between this stored weight and the
inputs, allow for programming that does not affect the com-
putation, and adapt due to correlations of input signals.
These single transistor learning synapses [29], named be-
cause of the similarities to synapses, lead to a technology
called analog computing arrays. Figure 3 shows a general
block diagram of our floating-gate computing array. We have
built analog computing arrays for auditory signal process-
ing [28, 34, 39], as well as for image signal processing. The
memory cells may be accessed individually (for readout or
programming), or they may be used for full parallel com-
putation within the array (as in matrix-vector multiplication
or adaptation). Therefore, we have full parallel computation
with the same circuit complexity and power dissipation as
the digital memory needed to store a 4-bit digital coeffi-
cient. This technology can be integrated in a standard dig-
ital CMOS process or in standard double-poly CMOS pro-
cesses. Furthermore, we only need to operate this system with
effectively one memory access per incoming sample, or in
other words, the system only needs to operate at the incom-
ing data speed (maximum input frequency), thereby reduc-
ing requirements on our overall system design.

2.2. Programming arrays for floating-gate elements

Routinely programming thousands to millions of floating-
gate elements requires systematic, automated methods for
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Figure 3: Computation and programming in floating-gate analog computing arrays. (a) Illustration of our computing in floating-gate mem-
ory arrays. A typical system is an array of floating-gate computing elements, surrounded by input circuitry to precondition or decompose
the incoming sensor signals, and surrounded by output circuitry to postprocess the array outputs. We use additional circuitry to individually
program each analog floating-gate element. (b) Floating-gate array demonstrating element isolation by controlling the gate and drain voltage
of each column and row. Selection of gate and drain voltages is controlled by on-chip mux circuitry. (c) Block diagram of our custom pro-
gramming board for automatic programming of large floating-gate arrays. This board, controlled by a PIC microcontroller and interfaced
with a computer through a serial (RS232) port, is capable of programming floating-gate arrays fabricated in a wide range of processes. This
board allows easy integration with a larger testing platform, where programming and computation are both required. The DAC provides
voltages for the gate and drain, as well as driving a voltage regulator to set the voltage of the chip to program. Level shifters shift the PIC’s
logic levels to the chip’s logic levels. Currents are measured on the board as well, the SNR has been experimentally found to be equivalent
to 9-bit accuracy over 2 orders of magnitude in current. (d) A single row of floating-gate multiplier blocks programmed to scaled cosine
coefficients. These blocks are essential to performing analog frequency transform functions. Because the values are arbitrary, one can also
set these to be linear or to increase or decrease logarithmically.

programming. We have developed such a method as a critical
part of this single-chip system. We take a similar approach
as we described elsewhere [27, 28, 29, 40]. Our program-
ming scheme minimizes interaction between floating-gate
devices in an array during the programming operation. This
scheme also measures results at the circuit’s operating condi-
tion for optimal tuning of the operating circuit (no compen-
sation circuitry needed). Once programmed, the floating-
gate devices retain their channel current in a nonvolatile
manner.

Figure 3b shows that it is possible to isolate individual
elements (access to an individual gate and drain line) in a
large matrix using peripheral control circuitry. We program
a device by increasing the output current using hot-electron
injection, and erase a device by decreasing the output cur-
rent using electron tunnelling. Because of the poorer selec-
tivity, we use tunnelling primarily for erasing and for rough
programming steps. Our programming scheme performs in-
jection over a fixed time window using drain-to-source volt-
age based on the actual and target currents. The time used



680 EURASIP Journal on Applied Signal Processing

for injection was 10milliseconds. We have successfully used
100microseconds, and we see no technological limitation to
using one microsecond as injection time. These fast values
are critical to programming mass production or large arrays
of floating gates.

Programming a floating-gate element involves being able
to adjust multiple control voltages for a single element. The
isolation circuitry is made of multiplexors that switch the
drain and gate voltages of the desired element onto a com-
mon bus for each signal. Other elements are switched to
a separate voltage to ensure that those devices will not in-
ject. Any circuit containing programmable floating-gate el-
ements must also have various switching circuitry to access
each floating-gate element in a standard array.

We designed a custom programming board to program
large floating-gate arrays. The board, shown in Figure 3, al-
lows for flexible floating-gate array programming over a wide
range of IC processes and allows for nearly transparent op-
eration to the user. Using custom circuits to program the
floating gates allows for a self-contained programmer at a
lower cost than a rack of testing equipment. This program-
ming board is connected to the chip via a standard header
that allows the option of additional logic when used as part
of a larger testing approach. Figure 3 shows the output from a
row of floating-gate multipliers that have been programmed
to perform a differential cosine scale multiplication on the
input signals.

2.3. Transform imager floating-gate systems

The transform imager architecture requires using fundamen-
tal floating-gate circuits/systems for the generation of arbi-
trary on-chip waveforms and for analog matrix-vector multi-
plication. Other floating-gate circuits are used to further en-
hance the circuit and signal processing performance of these
systems.

Floating-gate basis generator

We use floating-gate circuit elements to store and to gen-
erate the arbitrary basis functions needed for the matrix-
vector multiplication on the imager. This approach com-
putes a similar function to ISD’s audio recording ICs
[41], but uses floating-gate circuits in a standard pro-
cess rather than analog EEPROM cells in a special pro-
cess. Figure 4 shows the top-level view of our basis gen-
eration circuitry. This system operates in both operation
(basis generation) mode and programming mode. In op-
eration mode, we have an array of stored values that are
output in sequence. Lowpass filtering on the output re-
sults in a continuous-time analog signal. In programming
mode, we can easily reconfigure this circuitry on the out-
side edges for programming, resulting in very high circuit
density. This approach is compatible with our standard pro-
gramming structure and algorithm. In operation mode, the
digital logic is a shift register or a counter behind the de-
coder, while, in programming mode, the digital logic is a de-
coder.
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Figure 4: Top-level view of our basis generation circuitry. In opera-
tion (run) mode, we have an array of stored values that are output in
sequence. Lowpass filtering on the output results in a continuous-
time analog result. In programming mode, we can easily reconfig-
ure this circuitry on the outside edges for programming. As a re-
sult, we achieve very high circuit density. In operation mode, the
digital logic is a shift register or a counter behind the decoder; In
programming mode, the digital logic is a decoder to conform to
current standards. The capacitors can be either double-poly capaci-
tors or MOS capacitors (single-poly process); both approaches work
equally well. In single-poly, the coupling capacitor is built using an
MOS capacitor.

Floating-gate vector-matrix multiplication

We use the floating-gate circuit elements to compute ana-
log multiplications of a signal vector with a stored, pro-
grammable matrix. We can perform vector matrix computa-
tions using our existing analog computing array (ACA) tech-
nology based upon floating-gate circuits [28]. Using the out-
put image stream, this system will compute a transposed ma-
trix transform.

This system operates both in operation (basis generation)
mode and programming mode. In operation mode, we have
an array of four-quadrant multipliers with stored values at
each multiplier. The inputs can be either currents or volt-
ages depending upon the particular system interfacing and
linearity requirements. For current inputs, the circuit is a set
of programmable-gain current mirrors, resulting in minimal
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distortion. We also use current inputs, because the outputs
from previous stages are usually currents. Temperature de-
pendence is based upon the difference in floating-gate charge
[32]. The programmed currents remain within 10 percent for
a factor of four range of currents over 0–40◦C, and change in
similar directions throughout the array (gains will scale).

3. TRANSFORM IMAGER SYSTEM

3.1. Cooperative analog-digital signal
processing framework

Neither analog signal processing nor digital signal process-
ing can exist in current technologies without the other; that
is, real-world signals are analog while much of the modern
control and communication is digital. Typically, one does
not think of analog and programmability together—analog
circuits are primarily for preamplifiers, and programmabil-
ity has been exclusively in the domain of digital processing.
However, new advances in analog VLSI circuits have made it
possible to perform operations that more closely reflect those
done in DSP applications. Furthermore, analog circuits and
systems can be programmable, reconfigurable, adaptive, and
at a density comparable to digital memories [27, 28, 29, 42].

We define CADSP as looking at the issues of using com-
binations of programmable analog signal processing and dig-
ital signal processing techniques for real-world processing
[43]. Our goal in CADSP is to build systems that benefit
from the advantages of both types of signal processing to
make something better than the sum of its parts and to en-
hance the overall functionality of a system by utilizing ana-
log/digital computations in mutually beneficial way. There-
fore, one might wonder if we have both digital and analog
signal processing available, how does one choose a particu-
lar solution for a given application. The question of where to
partition the analog-digital boundary is still an open research
question.

3.2. Transform imager system overview

Figure 1 shows the block diagram of our transform imager
technology. This approach allows for retina and higher-level
bioinspired computation in a programmable architecture
that still possesses similar high fill-factor pixels of APS im-
agers. If the incoming voltages represent functions in time,
particularly transform bases like sine and cosine, then we are
performing computations analogous to matrix image trans-
forms. The output is a continuous stream of each row of the
transformed image, repeated at a desired frame rate. This ap-
proach is enabled by floating-gate circuits in storing arbitrary
analog waveforms for image transforms, in programming
waveforms to account for average device mismatch, and in
performing additional matrix-vector computations.

This transform imager can compute arbitrary separable
2D linear operations. These operations are expressed as two
matrix multiplications on the image

Y = ATPB, (1)

where P is the image array of pixels, Y is the computed out-
put image array, and A and B are the transform matrices
corresponding, respectively, to the transform on the image
plane by the basis functions and the transform matrix cor-
responding to the floating-gate-enabled transform after the
image plane. The values of A and B are stored in an analog
floating-gate array typically on the imager IC and applied to
the pixel columns. Furthermore, if the input waveforms are
continuous, then the result is a continuous waveform, result-
ing in added computational options. For example, the choice
of output signal sampling will result in different discrete-
time inspired computations with an identical setup.

3.3. Application of the transform imagers

The transform imager architecture is both modular and pro-
grammable making it ideal for image dataflow computations.
This architecture’s scalability makes it feasible to compute
image operations at large-scale resolutions comparable to
those in digital cameras. Furthermore, the image processing
architecture computes on the image plane, thus allowing for
data reduction that is compatible with machine vision and
biological modeling. The image sensor can be used to sub-
sample the incoming data if desired, or if the resulting sys-
tem can handle the data rate, the full image can be passed on
so that easier refinement can occur farther up the processing
chain. The additional processing may be in analog circuitry
or a digital system.

This architecture is modular because the output dataflow
is a sequence of columns from an image. This image is either
from a set of sensors or the output of some signal processing.
We can have multiple image processing steps, where each in-
termediate result can be acquired by the controlling digital
system for higher levels of processing. Furthermore, the out-
puts are continuous waveforms, allowing time-domain filters
to be used to obtain spatial responses and image interpola-
tion.

One must also consider the interface between computa-
tional blocks. A 1024×1024 imager computing at a 60 Hz im-
age rate requires a parallel data rate (1024 signals) of 60 kHz.
If two blocks are adjacent on the same IC, then this data rate
is trivial to accommodate. However, if these signals are being
passed between chips over 100 mega analog samples per sec-
ond are required, which is a more challenging specification.
This rate is similar to reading out pixels from any standard
CMOS array. Each pixel could be directly read out in a trans-
form imager, since a column scan is equivalent to multiplica-
tion by a digital value moving by one position for each step.
In general, this issue is significant when interfacing to a dig-
ital system, since multiple “images” could be transmitted to
the controlling digital system.

Separable matrix image transforms

Separable systems play an important part in image process-
ing because of their simplified design and implementation.
A 2D system is said to be separable if it (i.e., the impulse re-
sponse) can be expressed as a product of two functions of one
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variable each:

h
[
n1, n2

] = h1
[
n1
]
h2
[
n2
]
. (2)

A separable system can operate on the columns and rows of
an image independently. As a result, a separable system can
be written as a pair of matrix operations as in (1). The left-
hand side matrix AT operates on the columns of the image P
and the right-hand side matrix B operates on the rows of the
image.

In image processing, the most common linear operations
consist of FIR filtering and real transforms such as the dis-
crete cosine transform (DCT) or wavelet transforms. Exam-
ples of the left-hand side matrices, AT , for these operations
are shown in Figure 5.

The range of operations possible within the architecture
and expressed in (1) is significant. For example, it is possi-
ble to use differentiating FIR filters to do better edge detec-
tion or lapped orthogonal transforms for image compression
without blocking artifacts. Smoothing filters combined with
a decimation scheme could provide simple data reduction.
Arbitrary transforms can be considered, because computa-
tional complexity and efficient algorithms are not a concern.
Additionally, cascaded operations can be performed by col-
lapsing the matrices describing the multiple operations:

Y = CT
[

ATPB
]

D = ÂTPB̂, (3)

where Â = AC and B̂ = BD.
Note that even though arbitrary matrices can be used

without considering traditional computational complexity,
the connectivity complexity should be considered. For ex-
ample, a full image transform requires the instantiation and
routing of the full transform matrices while a block trans-
form can be implemented using only enough elements and
interconnects for the nonzero transform matrix elements.

Temporal filtering

One interesting question with this flow model is how to per-
form temporal filtering. We can either build the filters di-
rectly into the pixel, which would result in much larger pix-
els and greatly increase the system cost for a given resolu-
tion, or we can store a delayed version of the transformed
image. This approach requires a temporary storage array for
currents or voltages for each delay thus limiting the number
of temporal delays that can be built in practice (Figure 6).
Our approach is to build a set of current mode sample-and-
hold elements into an array that can be used for tempo-
ral filters. Dynamic current sources can be built that store
their currents at reasonable accuracy for seconds, particu-
larly with on-chip compensation of leakage through MOS-
FET switches.

Applications of temporal filtering include subtraction of
constant background images, temporal differencing, motion
estimation, and, by using an array of floating-gate elements
instead of the sample-and-hold elements, fixed images such
as offset errors from dark currents may be subtracted out. In
general, however, temporal filters should be used sparingly

or after spatial compression due to the number of required
sample-and-hold elements.

One could imagine combining these temporal filters as
well as the spatial filters of the transform imager approach to
be a front-end processor to compute optical flow.

3.4. Comparison of transform imagers
with existing technologies

Focal-plane processing is characterized by significant
amounts of signal processing occurring at the image plane,
but usually at the cost of a small fill factor. Early retina model
systems used focal-plane processing to mimic the edge
enhancement properties in the early retina processing based
on photodiodes and phototransistors that naturally occur in
a silicon CMOS process [12, 13, 14]. Later designs improved
so as to be usable in systems at high density levels [14, 15, 16]
and for high performance [44]. From these retina chips, sev-
eral higher level processing ICs have been built to investigate
stereo processing [17, 18], communication architectures for
action potentials [19], attention computations, and motion
[20, 21, 22, 23, 24, 25, 26]. Typically, because of the large
pixel size associated with the large number of transistors in
each pixel, image sensors with retinal computation typically
only have a fairly small number of pixels on a given IC.
In only a very few cases, one will see more than 50, 000
image elements on a fairly large IC [14]. Therefore, retinal
processing imagers and research are focused primarily on
machine vision tasks where the required pixel count can
be smaller; for example, flies accomplish amazing things
with the resolution from a small number of pixels [25, 26].
Although much can be explored in vision problems at the
level of flies, many neuromorphic visual signal processing
systems aim toward modeling much larger organisms.

APS imagers took a related route to the silicon retina
models. These approaches, typically credited to Fossum, et
al., [1, 2, 3, 4, 5, 6, 7, 8, 9, 11, 45] worked with photodiode-
based arrays with minimal circuitry in the pixel, resulting
in large imaging arrays, and therefore, a technology viable
for digital cameras and more sophisticated computations. To
characterize the spatial efficiency of a pixel, the concept of
fill factor, which equals the ratio of image sensor area over
the pixel area, is defined. The larger fill factor implies better
spatial resolution per unit area. Typical APS imagers have fill
factors from 30–50%, while typical focal-plane imagers have
fill factors around 1–4%.

The question is whether one can combine the high fill
factor advantages of APS imagers with the computational ca-
pabilities of retinal processing imagers. A few approaches try
to bridge this gap [7, 8, 10, 19, 46, 47, 48], but they only begin
to unlock the potential of these approaches. For example, the
introduction of floating-gate circuits can enhance the perfor-
mance of imager elements, but often straightforward appli-
cation of these circuits results in larger pixels, and therefore,
a decreased fill factor. Furthermore, these retina approaches
have not been elegantly merged into a single circuit architec-
ture; therefore, even in the design of retina ICs, several hard
trade-offs remain.
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Figure 5: Image transform matrix examples. The transform imager can perform many types of operations of the type Y = ATPB, where AT

operates on the columns of the image P and B operates on the rows. Examples of AT are shown here for different types of operations. (a) A
transform of the entire image where hi, j represent the windowed transform basis elements. (b) Block transform of the type more likely to be
used in image compression. (c) FIR filter applied to the image, note that the corner coefficients are denoted with ′’s because they are often
normalized to account for the shorter length of the filter at that point; or they may be changed to accomplish filtering of a symmetrically
extended image with h′0 = h0 and h′1 = 2h1, and so forth. (d) Wavelet transform of the image, note that a block wavelet transform could be
also applied.

Transform
imager

Image
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∑ Corrected
output

Figure 6: Imager architecture for taking image differences; we need
a separate array to store one frame. An array of floating-gate de-
vices (similar to the basis generation array) would implement image
storage for eliminating nearly constant images such as offset errors
from dark currents, or constant background images. Currents can
be scaled, and typically the current from a transform imager will
be scaled as well; therefore, removing dark currents, which are typ-
ically in fA range, would be subtracted with a current in the high
pA range. An array of sample-and-hold elements would implement
image storage for temporal filtering and temporal derivatives asso-
ciated with motion. This technique can be generalized for a wide
range of temporal filters; the number of temporal delays propor-
tionally increases the image storage. The advantage of subtracting
a fixed image is that we get higher system density, since we do not
need to integrate the two core cells into a single element with the
supporting control logic. Also, any floating-gate elements are re-
moved from potential UV light, therefore reducing any floating-gate
charge drift issues.

Transform imagers borrow from both focal-plane im-
agers like retinas as well as standard APS and random-access
imagers to create this unique architecture. Our transform
imager cell performs computation at the pixel plane, but still
holds to a fill factor greater than 40%. It also allows for retinal

and advanced biological-type processing in a programmable
architecture while preserving the overall high fill factor of
APS imagers. Therefore, we have the best of both worlds in a
single architecture. Furthermore, this approach should unify
the advantages of both retina approaches in a single struc-
ture.

4. BASIC TRANSFORM IMAGER PIXEL ELEMENT(S)

This section describes the first block of this architecture, the
basic transform imager. We discuss the basic processor struc-
ture of the computation (multiplication) of the sensor signal
in each pixel. This approach could include more advanced
image sensor elements/circuits with a corresponding modi-
fication to the resulting fill factor. We present experimental
data from an instrumented 14 × 14 image block, requiring
roughly 150 × 200 µm for the array in a 0.5 µm CMOS pro-
cess. We present results from a signal pixel, the resulting com-
putation, and effect of mismatch and offsets throughout this
circuit.

These experimental results become the starting point to
build large pixel arrays with the resulting floating-gate cir-
cuits. As a result, we need to have an analytic foundation for
scaling these systems and for estimating system performance.
The goal for the analytical discussions of these circuits is 1-
million pixel arrays, which we configure as a 1024 × 1024
array of pixels, that operate at 60 frames a second. We have
already built arrays up to 512× 512 in size, and have plans to
reach the 1024× 1024 size in the near future.
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Figure 7: Key circuit elements for the transform imager technology.
(a) Pixel element. To multiply the transduced photodiode current
by incoming basis functions, we use a differential pair to modulate
a fraction of the sensor current through the transistors. For suffi-
ciently small differential input voltages, we get a linear multiplica-
tion, as illustrated in the resulting experimental data. The simplicity
of the pixel circuit results in fill factors competitive with APS im-
agers. (b) Floating-gate transistor. This circuit can store a current
based upon the charge at the floating-gate node. Therefore, we use
this element to store the basis functions for the transform imagers.
This circuit can also be used as a transistor, and when operating with
subthreshold currents, this transistor computes a product of the in-
put voltage with the stored current. Therefore, we use this element
in the matrix-vector multiplication memory arrays.

4.1. Basic pixel element

Each pixel is composed of a photodiode sensor element and
an analog multiplier. Figure 7a shows that the circuit element
for this multiplication is an nFET differential pair. For the
differential pair operating with subthreshold bias currents
(which should always be the case due to the low-level im-
age sensor currents), we can express the differential output
current as [12]

I1 − I2 = Isensor tanh

(
κ
(
V1 −V2

)
UT

)
, (4)

where κ is the gate coupling efficiency into the transistor sur-
face potential (typically 0.6–0.8), and UT is kT/q. If V1 − V2

inputs are such that the circuit is in its linear range, then
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Figure 8: Differential output current versus differential input volt-
age for three different uniform light illuminations. The second level
is a factor of 1.8 brighter than the first level, and the third level is a
factor of 2.5 brighter than the first level. We obtain a multiplication
of the sensor current with the differential input voltage in the linear
range of this differential pair. Furthermore, we can easily read the
photosensor current by applying a large differential input voltage
for the column of interest.

we get

I1 − I2 = Isensor

(
κ
(
V1 −V2

)
UT

)
(5)

or the product of the sensor output and the differential input
voltage.

The experimental data in Figure 8 shows that we get a
linear multiplication within the linear range, as expected. A
single pixel would result in 300-pA current levels from typ-
ical room fluorescent lights at roughly 2 m from the imager
without a lens to focus the light. A single pixel could include
more advanced image sensor elements/circuits with a corre-
sponding modification to the resulting fill factor. Addition-
ally, each pixel could be directly read out by this technique,
since a column scan is equivalent to multiplication by a dig-
ital value moving by one position for each step (tanh(x) 1 or
−1 for large x magnitudes).

Offsets in differential pairs are important for most analog
design problems and are not exception for this imager. Small
input offset voltages result primarily in a DC output current
and have a small effect on the resulting algorithm. Because
each pixel value is modulated by the incoming basis wave-
form, we have no signal at DC, and therefore, we filter out
the DC signal. On the other hand, large input offset voltages
result in no output signal, since one transistor of the differ-
ential pair pulls all of the sensor current. Pixels with these
large offsets will result in significant image distortion at these
points. Figure 9 shows the measured input voltage offsets for
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Figure 9: Voltage offsets measured from our 14 × 14 array. We
shined a uniform light pattern on this chip and measured the result-
ing differential currents to determine the input voltage offset. The
largest value (light color) was −90 mV, and the smallest value (dark
color) was 10 mV. One column had significant offsets, but this col-
umn is still usable, since we could program the basis function along
that column to have an equivalent average offset. The average off-
set for column 8 was −62.7 mV, the other elements had an average
offset of 1.4 mV with a standard deviation of 3.4 mV. The standard
deviation from the column averages was 6.92 mV; therefore, all de-
vices would start in their linear range for zero input voltage resulting
in minimal distortion.

our pixel array. We found that most of the offsets were within
10 mV of the other elements along the column. We can ac-
count for average column offsets by appropriately program-
ming the input basis functions. These offsets can be further
reduced by improving the matching of the two devices. We
used (W/L) of 1.8 µm/1.8 µm in a noncommon centroid lay-
out geometry. With a slight reduction in fill factor, the mis-
match could be significantly reduced. In applications where
very high performance (and therefore nearly zero offsets)
is required, one can use floating-gate tuning techniques for
pixel elements [11] or differential pairs [38], with the accom-
panying decrease in fill factor.

Our measurements show that a single pixel element ex-
hibits little change from DC to 100 Hz for typical fluorescent
lights. This frequency response will be dependent upon the
incoming light levels. We observe a corner frequency at 30 Hz
for four orders of magnitude of light intensity lower than av-
erage room light. From these measurements, we expect suf-
ficient bandwidth for a 1024× 1024 imager performing full-
matrix operations at a 60 Hz image rate.

4.2. Modeling computation errors in transform imager
computations

In practice, the elements will not be perfect multipliers and
will not be exactly identical to the other elements. If we as-
sume that one linearly encodes the broadcast gate voltages
as the sensor modulation signal (by programming), then the

errors encountered in this architecture can be divided into
three categories.

(1) Gain error—primarily due to κ mismatch in the differ-
ential pair transistors. Typically κ matches fairly well
for transistors with similar currents and for source
voltages at similar voltages.

(2) Offset error—primarily due to offsets in the differen-
tial pair transistors. As long as the modulation signal is
roughly within the linear range of the differential am-
plifier, we can eliminate offsets by eliminating the low
frequency signal (less than the frame rate) from the re-
sult, because there is no signal at these low frequencies
(we are modulating the pixels) except for the effect of
offsets.

(3) Harmonic distortion—primarily due to harmonic dis-
tortion in the differential pair transistors: Harmonic
distortion effectively results in spreading modulation
energy to other pixels. This spreading is independent
of the sensor signals since the modulation signal stays
at the same amplitude. We show below that one can
modify the modulation signals to account for this
spreading such that the transform is effectively free of
this signal spreading.

We focus on multiplication errors because addition of
currents by KCL is an ideal computation. Another source of
error comes from the dark currents, which are typically in
the fA range and therefore, are important for pixels operat-
ing in low-light levels. We can use floating-gate elements to
eliminate them, as shown in Figure 6.

One can modify the modulation signals to account for
this spreading such that the transform is effectively free of
this signal spreading. To analyze this problem, we decompose
all modulated signals, x(t), into a finite Fourier series because
the signals repeat for each frame, and the signals have a max-
imum frequency by the clock rate of the basis generator. We
write the Fourier series as

xk(t) =
N∑


=−N
ak
e

jwframe
 , (6)

where akl is the 
th coefficient for the kth signal, and wframe

is 2π times the frequency of the frame rate. Note that ak0 = 0
because there is no DC signal component. In matrix form,
x(t) = Af(t) where f
(t) = e jwframe
 . The output from the
imager is

y = Px = PAf(t), (7)

where P is the matrix of sensor values. If the multiplication
distorts the computation (i.e., from the differential transis-
tor pairs), we can reformulate the result of second, third, and
higher-order harmonics by modifying A by A1, which takes
these terms into account. Furthermore, we can invert this
process to modify the starting matrix A to get a matrix A1,
which gives the desired transform of interest. The correction
will depend on the desired transform.
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4.3. Bandwidth of the transform imager

Since we are modulating the input pixel currents, one should
consider the highest modulation frequency that a particular
pixel can support. We define the bandwidth as the highest
frequency (i.e, the fastest generated signal) minus the low-
est frequency (i.e, the frame rate or block rate); typically
assuming that the bandwidth as related to the highest fre-
quency is sufficient. This maximum frequency/bandwidth
defines a trade-off between the resulting frame rate and the
number of available pixel elements. We are looking at the fre-
quency response for a differential signal, therefore, the source
node of the differential pair is nearly fixed. Sensor capaci-
tance and any capacitance in parallel with the phototrans-
duction sensor have negligible effect on the frequency re-
sponse.

For example, for a 1-million pixel imager (1k × 1k-pixel
array), we need 60 kHz modulation for a 60 Hz frame rate.
If the current output lines use one-stage active feedback (as
used in the adaptive photoreceptor [44]) to reduce capacitive
effects, then we could approach these frequencies for 10 pA of
sensor current. A limit of 10 pA significantly limits the range
of input illumination, for lower currents either the image size
must decrease or the frame rate must slow down accordingly.

We can reduce this minimum current level by using
stronger active feedback or by changing the phototransduc-
tion method in the pixel cell. Stronger active feedback will
improve the frequency response at a given current, and there-
fore reduce the minimum current that can be modulated.
The stronger, active feedback requires more gain, and there-
fore more power consumed and increased stability issues.
One can change the phototransduction element to a verti-
cal BJT to amplify the current, but this approach results in a
more than proportional increase in the element noise, as well
as decreases in pixel-circuit fill factor. Experimental measure-
ments have qualitatively verified these results.

Often, early levels of image processing are based upon
block transforms rather than full image transforms, and the
bandwidth behaves similarly. For block processing, we often
turn on a basis block when being used, and turn it off when
not being used. The frequency response of turning on or
turning off a block is fairly quick for both operations. Turn-
ing on the block, which means we are bringing up the result-
ing output voltage, looks like a source follower, using nFETs
on the upswing. That is, we are working on the fast transition
region of this circuit. Turning off the block, which means we
are pulling down the resulting output voltage, looks like we
quickly drop the gate voltage below the source voltage, and
therefore, the current through the differential pair FETs is
very small.

4.4. Signal-to-noise issues in transform imagers

Since we are using fairly low subthreshold currents, thermal
noise contributes to most of the transistor noise. Thermal
noise is modeled as [49]

Î2

I2
= 2q

I
∆ f , (8)

where I is the current level. The bandwidth (∆ f ) is approx-
imately the highest frequency (i.e., the fastest generated sig-
nal) of the basis generator. For the 1-million pixel example in
Section 4.3, ∆ f = 60 kHz, resulting in a relative noise level of
0.14 for a 1 pA bias current through a single transistor.

Due to the low currents (subthreshold), 1/ f noise only
becomes noticeable at low frequencies (e.g., 10 Hz). Further-
more, noise generated at frequencies less than the frame rate
will be eliminated from the final computation, so the low 1/ f
noise will not affect these circuits. This property is similar to
the computation in correlated double-sampling techniques.
Therefore, we only need to address thermal noise generated
from the sensor circuits.

The noise comes from two sources. First, we get one dif-
ferential pair worth of noise due to the differential pair tran-
sistors on the photodiode. Second, we get two differential
pairs worth of noise at the sensor’s bias current due to the
basis generation structures. For very small signals, the sys-
tem looks like a current mirror for small signals with differ-
ent transconductances (the gain = gm2/gm1), resulting in two
differential pairs worth of noise (two because of no common-
mode rejection for this circuit component). Since each noise
source is independent of the other noise sources, the noise
power of each source increases linearly with the number of
sources (N). Therefore, the noise relative to the signal from a
single pixel is

Î2

I2
= 2qN

I
∆ f (9)

for the 1-million pixel example above, the relative noise level
for the entire pixel sensor is 6.73 (−16.6 dB) for a 1 pA bias
current in a single sensor and 0.673 (3.43 dB) for 100 pA bias
current. For a completely correlated feature, which means all
1-k elements contribute to a large output signal, we get a
relative noise level of 0.0066 (43.6 dB) for 1-pA bias current
level. Therefore, for this imager setup, either higher illumina-
tion or more coherent features (features selected by the basis
generator) result in increased higher SNR. This SNR value
is better than the SNR if we acquired each pixel at the 60 Hz
frame rate; therefore, correlated features have the higher SNR
as reading the pixel array, but uncorrelated pixels will have
lower SNR.

5. IMAGER SYSTEM RESULTS

We will discuss the overall computation using a 14×14-pixel
array in the context of DST and DCT transforms. The re-
sults can be extended to arbitrary matrix transforms. For this
paper, we will concentrate on computing a DST/DCT-like
transforms of the image as a representative of possible matrix
computations. To characterize this imager, we will compute
these transforms for uniform illumination. The ideal DST
would be all zeros, and the ideal DCT would be an impulse
at position (1, 1).

We present experimental data from a small 14 × 14 im-
age block, requiring roughly 150 × 200µm for the array
in a 0.5 µm CMOS process. Figure 10 shows the results of



High Fill-Factor Imagers for Neuromorphic Processing Enabled by Floating-Gate Circuits 687

14

12

10

8

6

4

2

1 3 5 7

1/2 of transformed
image

DCT

DST
14

12

10

8

6

4

2

2 4 6 8 10 12 14

Transpose matrix
operation: DCT

14

12

10

8

6

4

2

2 4 6 8 10 12 14

Transpose matrix
operation: DST (×10 scaling)

Figure 10: Experimental data from a 14 × 14 test imager. We present one half of the output image after transforming the image (uniform
illumination) using sine waves. The output image is symmetric; therefore, we have output only the first half. Sampled at integer points. DCT
transform: result of an additional cosine transform on initial sine-transformed imager data. We nearly get the ideal impulse function at (0, 0)
position, as predicted by taking a 2D cosine transform of an image of uniform illumination. DST transform: result of an additional sine
transform on initial sine-transformed imager data. The plot of this sine transform multiplied by a factor of 10 in comparison with the cosine
transform; without the scaling factor (×10), the image would look nearly white. We nearly get a zero matrix as we would expect for an input
image of uniform illumination.

(a) (b)

Figure 11: A representative image (output current) experimentally
measured from one of our 128 × 128 transform imagers. We pro-
jected, through a spatial light modulator, multiple X elements across
the screen; Projected image was brighter towards the center; there-
fore we have higher output values and higher SNR towards the cen-
ter. The image quality should be further improved by closer pro-
gramming of our floating-gate elements, moving the current mea-
surement setup on-chip, as well as reducing errors from the mea-
surement setup. (a) An output image for a basis function to read
out the projected image. (b) An output image for a 3 × 3 spatial
averaging kernel.

DST/DCT-type transforms on a uniformly illuminated im-
age. We input sine waves of integer frequencies and obtained
the first image result by sampling at π/2 phase of the primary
harmonic. This transform is symmetric, so we show only the
first half of the output waveform. From the resulting wave-
forms (not sampled waveforms), we computed the second
matrix transform using DST coefficients and then for DCT
coefficients. We see some distortion in the transformed im-
ages, which correlates well to harmonic distortion from the
differential pairs. Since the input patterns are fixed, the effect
of harmonic distortion is fixed and appears as an additional
spatial (smoothing) filter. In practice, we can account for this
additional linear spatial filter by modifying the matrix trans-
form coefficients to account for it. In the same process, we

can scale to a 128 × 128 imager with matrix processing for
16× 16 block transforms in an area of 4 mm2.

We have built several functional imagers in 0.5 µm CMOS
technology of sizes 16 × 16, 48 × 48, and 128 × 128. The
128× 128-size imager uses a block transform window of six-
teen, therefore requires an array of 252× 16 floating gates, to
store the required basis functions. All of these systems con-
tain the necessary control circuits that allow for program-
ming of individual floating gates. We program the floating-
gate elements to arbitrary values using an external program-
ming board that only requires an external power supply and
standard RS-232 computer interface. We describe this board
elsewhere [28]. We test our imagers by projecting a directed
light source on our imager through a complex lens system.
During our experiments, we have seen little noticeable move-
ment of the floating-gate elements from their respective pro-
grammed values. Figure 11 shows an output image from one
of our 128× 128 transform imagers.

6. CONCLUSION

We introduced our transform imager technology and archi-
tecture. Transform imagers borrow both from focal-plane
imagers like retinas as well as standard APS and random-
access imagers to create this unique architecture. Our trans-
form imager cell performs computation at the pixel plane,
has a fill factor greater than 40%, and allows for retinal and
advanced biological-type processing in a programmable ar-
chitecture. Therefore, we have the best of both worlds in a
single architecture.

Our new imaging architecture is enabled by pro-
grammable floating-gate circuits built in standard CMOS
(single or double-poly) processes. The floating-gate circuits
allow for arbitrary pattern generation as well as analog
matrix-vector multiplication of images. This imager is capa-
ble of programmable matrix operations on the image, where
we can represent the image as either a full matrix or using
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block matrix operations. The resulting dataflow architecture
directly allows computation of spatial transforms, motion
computations, and stereo computations, in a straightforward
on-chip or multi-chip architecture.

Each pixel is composed of a photodiode sensor element
and a multiplier. We have presented experimental data from
several transform imagers (14 × 14, 16 × 16, and 128 × 128
arrays) showing the performance of the pixel, mismatch be-
tween pixels, and basic transform results. We are currently
in the process of further testing this imager architecture for
various applications.
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We present a cortical-like strategy to obtain reliable estimates of the motions of objects in a scene toward/away from the observer
(motion in depth), from local measurements of binocular parameters derived from direct comparison of the results of monocular
spatiotemporal filtering operations performed on stereo image pairs. This approach is suitable for a hardware implementation,
in which such parameters can be gained via a feedforward computation (i.e., collection, comparison, and punctual operations)
on the outputs of the nodes of recurrent VLSI lattice networks, performing local computations. These networks act as efficient
computational structures for embedded analog filtering operations in smart vision sensors. Extensive simulations on both syn-
thetic and real-world image sequences prove the validity of the approach that allows to gain high-level information about the 3D
structure of the scene, directly from sensorial data, without resorting to explicit scene reconstruction.

Keywords and phrases: cortical architectures, phase-based dynamic stereoscopy, motion processing, Gabor filters, lattice net-
works.

1. INTRODUCTION

In many real-world visual application domains it is impor-
tant to extract dynamic 3D visual information from 2D im-
ages impinging the retinas. One of this kind of problems con-
cerns the perception of motion in depth (MID), that is, the
capability of discriminating between forward and backward
movements of objects from an observer has important im-
plications for autonomous robot navigation and surveillance
in dynamic environments. In general, the solutions to these
problems rely on a global analysis of the optic flow or on to-
ken matching techniques which combine stereo correspon-
dence and visual tracking. Interpreting 3D motion estima-
tion as a reconstruction problem [1], the goal of these ap-
proaches is to obtain from a monocular/binocular image se-

quence the relative 3D motion to every scene component as
well as a relative depth map of the environment. These solu-
tions suffer under instability and require a very large compu-
tational effort which precludes a real-time reactive behaviour
unless one uses data parallel computers to deal with the large
amount of symbolic information present in the video im-
age stream [2]. Alternatively, in the light of behaviour-based
perception systems, a more direct estimation of MID can be
gained through the local analysis of the spatiotemporal prop-
erties of stereo image signals.

To better introduce the subject, we briefly consider the
dynamic correspondence problem in the stereo image pairs
acquired by a binocular vision system. Figure 1 shows the re-
lationships between an object moving in 3D space and the ge-
ometrical projection of the image in the right and left retinas.
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Figure 1: The stereo dynamic correspondence problem. A moving object in the 3D space projects different trajectories onto the left and
right images. The differences between the two trajectories carry information about MID.

If an observer fixates at a distance D, the perception of depth
of an object positioned at a distance ZP can be related to the
differences in the positions of the corresponding points in
the stereo image pair projected on the retinas, provided that
ZP and D are large enough (D,ZP � a in Figure 1, where
a is the interpupillary distance and f is the focal length). In
a first approximation, the positions of corresponding points
are related by a 1D horizontal shift, the binocular disparity
δ(x). The relation between the intensities observed by the
left and right eye, respectively, IL(x) and IR(x), can be for-
mulated as follows: IL(x) = IR[x + δ(x)]. If an object moves
from P to Q, its disparity changes and projects different ve-
locities on the retinas (vL, vR). Thus, the Z component of the
object motion (i.e., its motion in depth) VZ can be approxi-
mated in two ways [3]: (1) by the rate of change of disparity
and (2) by the difference between retinal velocities, as it is
evidenced in the box in Figure 1. The predominance of one
measure on the other corresponds to different hypotheses on
the architectural solutions adopted by visual cortical cells in
mammals. There are, indeed, several experimental evidences
that cortical neurons with a specific sensitivity to retinal dis-
parities play a key role in the perception of stereoscopic depth
[4, 5]. Though, to date, it is not completely known the way
in which cortical neurons measure stereo disparity and mo-
tion information. Recently, we showed [6] that the two mea-
sures can be placed into a common framework considering a
phase-based disparity encoding scheme.

In this paper, we present a cortical-like (neuromorphic)
strategy to obtain reliable MID estimations from local mea-
surements of binocular parameters derived from direct com-

parison of the results of monocular spatiotemporal filtering
operations performed on stereo image pairs (see Section 2).
This approach is suitable for a hardware implementation
(see Section 3), in which such parameters can be gained
via a feedforward computation (i.e., collection, compari-
son, and punctual operations) on the outputs of the nodes
of recurrent VLSI lattice networks which have been pro-
posed [7, 8, 9, 10] as efficient computational structures
for embedded analog filtering operations in smart vision
sensors. Extensive simulations on both synthetic and real-
world image sequences prove the validity of the approach
(see Section 4) that allows to gain high-level information
about the 3D structure of the scene, directly from senso-
rial data, without resorting to explicit scene reconstruction
(see Section 5).

2. PHASE-BASED DYNAMIC STEREOPSIS

2.1. Disparity as phase difference

According to the Fourier shift theorem, a spatial shift of δ in
the image domain effects a phase shift of kδ in the Fourier
domain. On the basis of this property, several researchers
[11, 12] proposed phase-based techniques in which dispar-
ity is estimated in terms of phase differences in the spec-
tral components of the stereo image pair. Spatially localized
phase measures can be obtained by filtering operations with
complex-valued quadrature pair bandpass kernels (e.g., Ga-
bor filters [13, 14]), approximating a local Fourier analysis on
the retinal images. Considering a complex Gabor filter with
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a peak frequency k0:

h
(
x, k0

) = e−x
2/σ2

eik0x, (1)

we indicate convolutions with the left and right binocular
signals as

Q(x) = ρ(x)eiφ(x) = C(x) + iS(x), (2)

where ρ(x) = √C2(x) + S2(x) and φ(x) = arctan[S(x)/C(x)]
denote their amplitude and phase components, and C(x) and
S(x) are the responses of the quadrature filter pair. In general,
this type of local measurement of the phase results stable and
a quasilinear behaviour of the phase vs. space is observed over
relatively large spatial extents, except around singular points
where the amplitude ρ(x) vanishes and the phase becomes
unreliable [15]. This property of the phase signal yields good
predictions of binocular disparity by

δ(x) = φL(x)− φR(x)
k(x)

, (3)

where k(x) is the average instantaneous frequency of the
bandpass signal, measured by using the phase derivative from
the left and right filter outputs:

k(x) = φL
x(x) + φR

x (x)
2

. (4)

As a consequence of the linear phase model, the instanta-
neous frequency is generally constant and close to the tun-
ing frequency of the filter (φx � k0), except near singularities
where abrupt frequency changes occur as a function of spa-
tial position. Therefore, a disparity estimate at a point x is
accepted only if |φx − k0| < k0µ, where µ is a proper thresh-
old [15].

2.2. Dynamics of binocular disparity

When the stereopsis problem is extended to include time-
varying images, one has to deal with the problem of track-
ing the monocular point descriptions or the 3D descrip-
tions which they represent through time. Therefore, in gen-
eral, dynamic stereopsis is the integration of two problems:
static stereopsis and temporal correspondence [16]. Consid-
ering jointly the binocular spatiotemporal constraints posed
by moving objects in the 3D space, the resulting dynamic dis-
parity is defined as δ(x, t) = δ[x(t), t], where x(t) is the tra-
jectory of a point in the image plane. The disparity assigned
to a point as a function of time is related to the trajectories
xR(t) and xL(t) in the right and left monocular images of
the corresponding point in the 3D scene. Therefore, dynamic
stereopsis implies the knowledge of the position of objects in
the scene as a function of time.

Extending to time domain the phase-based approach, the
disparity of a point moving with the motion field can be es-
timated by

δ
[
x(t), t

] = φL
[
x(t), t

]− φR
[
x(t), t

]
k0

, (5)

where phase components are computed from the spatiotem-
poral convolutions of the stereo image pair

Q(x, t) = C(x, t) + iS(x, t) (6)

with directionally tuned Gabor filters with central frequency
p = (k0, ω0). For spatiotemporal locations where linear phase
approximation still holds (φ � k0x + ω0t), the phase differ-
ences in (5) provide only spatial information, useful for reli-
able disparity estimates. Otherwise, in the proximity of sin-
gularities, an error occurs that is also related to the temporal
frequency of the filter responses. In general, a more reliable
disparity computation should be based on a combination of
confidence measures obtained by a set of Gabor filters tuned
to different velocities. Though, due to the robustness of phase
information, good approximations of time-varying disparity
measurements can be gained by a quadrature pair of Gabor
filters tuned to null velocities (p = (k0, 0)). A detailed anal-
ysis of the phase behaviour in the joint space-time domain,
and of its confidence, in relation to the directional tuning of
the Gabor filters, evades the scope of the present paper and it
will be presented elsewhere.

2.3. Motion in depth

Perspective projections of a MID leads to different motion
fields on the two retinas, that is a temporal variation of the
disparity of a point moving with the flow observed by the
left and right views (see Figure 1). The rate of change of such
disparity provides information about the direction of MID
and an estimate of its velocity. Disparity has been defined in
Section 1 as IL(x) = IR[x + δ(x)] with respect to the spa-
tial coordinate xL. Therefore, when differentiating (5) with
respect to time, the total rate of variation of δ is

dδ

dt
= ∂δ

∂t
+
vL

k0

(
φL
x − φR

x

)
, (7)

where vL is the horizontal component of the velocity signal
on the left retina. Considering the conservation property of
local phase measurements, image velocities can be computed
from the temporal evolution of constant phase contours [17]:

φL
x = −

φL
t

vL
, φR

x = −
φR
t

vR
. (8)

Combining (8) with (7), we obtain

dδ

dt
= φR

x

k0

(
vR − vL

)
, (9)

where (vR−vL) is the phase-based interocular velocity differ-
ence. When the spatial tuning frequency of the Gabor filter
k0 approaches the instantaneous spatial frequency of the left
and right convolution signals, one can derive the following
approximated expressions:

dδ

dt
� ∂δ

∂t
= φL

t − φR
t

k0
� vR − vL. (10)



Cortical-Like Operators for Motion-in-Depth Detection 693

Left input Right input

CL SL SL+CL
t SLt −CL SLt +CL SL−CL

t SR+CR
t SRt −CR SRt +CR SR−CR

t CR SR

( )2 ( )2 ( )2 ( )2 ( )2 ( )2 ( )2 ( )2 ( )2 ( )2 ( )2 ( )2

+ + + + + +

+− + +− +

SLt C
L−SLCL

t SRt C
R−SRCR

t÷ ÷
(CL)2 +(SL)2 (CR)2 +(SR)2

CXL CXR
Opponent motion energy

left eye
Opponent motion energy

right eye++ −

k0(∂δ/∂t)

Figure 2: Cortical architecture of a MID detector. The rate of variation of disparity can be obtained by a direct comparison of the responses
of two monocular units labelled CXL and CXR. Each monocular unit receives contributions from a pair of directionally tuned “energy”
complex cells that compute phase temporal derivative (StC − SCt) and a nondirectional complex cell that supplies the “static” energy of the
stimulus (C2 + S2). Each monocular branch of the cortical architecture can be directly compared to the Adelson-Bergen motion detector,
thus establishing a link between phase-based approaches and motion energy models.

It is worth noting that the approximations depend on the
robustness of phase information, and the error made is the
same as the one which affects the measurement of phase
components around singularities [15, 17]. Hence, on a local
basis, valuable predictions about MID can be made, with-
out tracking, through phase-based operators which need
not to know the direction of motion on the image plane
x(t).

The partial derivative of the disparity can be directly
computed by convolutions (S, C) of stereo image pairs and
by their temporal derivatives (St, Ct):

∂δ

∂t
=
[
SLt C

L − SLCL
t(

SL
)2

+
(
CL
)2 −

SRt C
R − SRCR

t(
SR
)2

+
(
CR
)2

]
1
k0
, (11)

thus avoiding explicit calculation and differentiation of
phase, and the attendant problem of phase unwrapping.
Moreover, the direct determination of temporal variations of
the disparity, through filtering operations, better tolerates the
problem of the limit on maximum disparities due to “wrap-
around” [11], yielding correct estimates even for disparities
greater than one half the wavelength of the central frequency
of the Gabor filter.

2.4. Spatiotemporal operators

Since numerical differentiation is very sensitive to noise,
proper regularized solutions have to be adopted to compute
correct and stable numerical derivates. As a simple way to
avoid the undesired effects of noise, band-limited filters can
be used to filter out high frequencies that are amplified by
differentiation. Specifically, if one prefilters the image signal

to extract some temporal frequency subband

S(x, t) � f1 ∗ S(x, t), C(x, t) � f1 ∗ C(x, t) (12)

and evaluates the temporal changes in that subband, time
differentiation can be attained by convolutions on the data
with appropriate bandpass temporal filters:

S′(x, t) � f2 ∗ S(x, t), C′(x, t) � f2 ∗ C(x, t), (13)

where S′ and C′ approximate St and Ct, respectively, if f1 and
f2 approximate a quadrature pair of temporal filters, for ex-
ample,

f1(t) = e−t/τ sinω0t, f2(t) = e−t/τ cosω0t. (14)

This formulation allows a certain degree of robustness of our
MID estimates.

By rewriting the terms of the numerators in (11):

4StC =
(
St + C

)2 − (St − C
)2
,

4SCt =
(
S + Ct

)2 − (S− Ct
)2
,

(15)

one can express the computation of ∂δ/∂t in terms of con-
volutions with a set of oriented spatiotemporal filters whose
shapes resemble simple cell receptive fields of the primary vi-
sual cortex [18]. Specifically, each square term on the right-
hand sides of (15) is a component of a directionally tuned
energy detector [19]. The overall MID cortical detector can be
built as shown in Figure 2. Each branch represents a monoc-
ular opponent motion energy unit of Adelson-Bergen type
where divisions by the responses of separable spatiotemporal
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Figure 3: Architectural scheme of the neuromorphic MID detector.

filters (see the denominators of (11)) approximate measures
of velocity that are invariant with contrast. We can extract a
measure of the rate of variation of local phase information
by taking the arithmetic difference between the left and right
channel responses. Further division by the tuning frequency
of the Gabor filter yields a quantitative measure of MID. It
is worth noting that phase-independent motion detectors of
Adelson and Bergen can be used to compute temporal vari-
ations of phase. This result is consistent with the assump-
tion we made of the linearity of the phase model. Therefore,
our model evidences a novel aspect of the relationships exist-
ing between energy and phase-based approaches to motion
modeling to be added to those already presented in the liter-
ature [17, 20].

3. TOWARDS AN ANALOG VLSI IMPLEMENTATION

In the neuromorphic scheme proposed above, we can evi-
dence two different processing stages (see Figure 3): (1) spa-
tiotemporal convolutions with 1D Gabor kernels that extract
amplitude and phase spectral components of the image sig-
nals, and (2) punctual operations such as sums, squarings,
and divisions that yield the resulting percept. These compu-
tations can be supported by neuromorphic architectural re-
sources organized as arrays of interacting nodes. In the fol-
lowing, we will present a circuit hardware implementation
of our MID detector based on analog perceptual microsys-
tems. Following the Adelson-Bergen model [19] for motion-
sensitive cortical cell receptive fields, spatiotemporal oriented
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filters can be constructed by pairs of separable (i.e., not ori-
ented) filters. In this way, filters tuned to a specific direction
can be obtained through a proper cascading combination of
spatial and temporal filters (see Figure 3), thus decoupling
the design of the spatial and temporal components of the
motion filter [21, 22].

Spatial filtering: the perceptual engine

It has been demonstrated [8, 9, 10] that image convolu-
tions with 1D Gabor-like kernels can be made isomorphic
to the behaviour of a second-order lattice network with dif-
fusive excitatory nearest couplings and next nearest neigh-
bors inhibitory reactions among nodes. Figure 4a shows a
block representation of such network when one encodes all
signals—stimuli and responses—by currents: Is(n) is the in-
put current (i.e., stimulus), Ie(n) is the output current (i.e.,
response), and the coefficients G and K represent the exci-
tatory and inhibitory couplings among nodes, respectively.
At circuital level, each node is fed by a current generator
whose value is proportional to the incident light intensity
at that point and the interaction among nodes is imple-
mented by current-controlled current sources (CCCSs) that
feed or sink currents according to the actual current re-
sponse at neighboring nodes. Each computational node has
two output currents GIe(n) toward the first nearest nodes
and two (negative) output currents KIe(n) toward the sec-
ond nearest nodes, and receives the corresponding contri-
butions from its neighbors, besides its input Is(n). The cir-
cuit representation of a node is based on the use of CCCSs
with the desired current gains G and K . A CMOS transis-
tor level implementation of a cell is illustrated in Figure 4b.
The spatial impulse response of the network g(n) can be
interpreted as the perceptual engine of the system since
it provides a computational primitive that can be com-
posed to obtain more powerful image descriptors. Specif-
ically, by combining the responses of neighboring nodes,
it is possible to obtain Gabor-like functions of any phase
ϕ:

h(n) = αg(n− 1) + βg(n) + γg(n + 1)

= De−λ|n| cos
(
2πk0n + ϕ

)
,

(16)

where D is a normalization constant, λ is the decay rate, and
k0 is the oscillating frequency of the impulse response. The
values of λ and k0 depend on the interaction coefficients G
and K . The phase ϕ depends on α, β, and γ, given the values
of λ and k0. The decay rate and frequency, though hardwired
in the underlying perceptual engine, can be controlled by ad-
justable circuit parameters [23].

Temporal filtering

The signal processing requirements specified by (14) in the
time domain provide the functional characterization of the
filter blocks f1 and f2 shown in Figure 3. The Laplace trans-
forms of the impulse responses determine the desired trans-

fer functions:

�
{
e−t/τ sinω0t

} = ω0

(s + 1/τ)2 + ω2
0
,

�
{
e−t/τ cosω0t

} = (s + 1/τ)
(s + 1/τ)2 + ω2

0
.

(17)

They are (temporal) filters of the second order with the
same characteristic equation. The pole locations determine
the frequency peak and the bandwidth. The magnitude and
phase responses of these filters are shown in Figure 5: they
have nearly identical magnitude responses and a phase differ-
ence of π/2. The choice of the filter parameters is performed
on the basis of typical psychophysical perceptual thresholds
[24]: ω0 = 6π rad/seconds and τ = 0.13 second.

The circuital implementation of these filters can be based
on continuous-time current-mode integrators [25]. The
same two-integrator-loop circuital structure can be shared
for realizing the two filters [26].

Spatiotemporal processing
By taking appropriate sums and differences of the tempo-
rally convoluted outputs of a second-order lattice network

PL/R(n, t)
def= ∫

IL/R(n′, t)h(n−n′)dn′, it is possible to compute
convolutions with cortical-like spatiotemporal operators:

S(n, t) = [α1P(n− 1, t) + β1P(n, t) + γ1P(n + 1, t)
]∗ f1(t),

C(n, t) = [α2P(n− 1, t) + β2P(n, t) + γ2P(n + 1, t)
]∗ f1(t),

St(n, t) =
[
α1P(n− 1, t) + β1P(n, t) + γ1P(n + 1, t)

]∗ f2(t),

Ct(n, t) =
[
α2P(n− 1, t) + β2P(n, t) + γ2P(n + 1, t)

]∗ f2(t),
(18)

where α1 = −γ1 = De−λ(e−2λ − 1) cos 2πk0, β1 = 0, α2 =
γ2 = De−λ(e−2λ − 1) cos 2πk0, and β2 = D(1− e−4λ).

Parametric processing

The high information content of the parameters provided
by the spatiotemporal filtering units makes it possible to use
them directly (i.e., feedforward) via a feedforward computa-
tion (i.e., collection, comparison, and punctual operations).
The distinction between local and punctual data is partic-
ularly relevant when one considers the medium used for
their representation with respect to the processing steps to
be performed. In the approach followed in this work, local
data is the result of a distributed processing on lattice net-
works whose interconnections have a local extension. Con-
versely, the output data from these processing stages can
be treated in a punctual way, that is, according to stan-
dard computational schemes (sequential, parallel, pipeline),
or still resorting to analog computing circuits. In this way,
one can take full advantage of the potentialities of analog
processing together with the flexibility provided by digital
hardware.

3.1. The intrinsic dynamics of spatial filtering

In this Section, we discuss the temporal properties of the spa-
tial array and analyze how its intrinsic temporal behaviour
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Figure 4: Spatial filtering. (a) Second-order lattice network represented as an array of cells interacting through currents. (b) Transistor-level
representation of a single computational cell; (c) its small-signal circuital representation. (d–e) Spatial and spatial-frequency plots of the
three Gabor-like filters considered; the filters have been chosen to have in the frequency-domain constant octave bandwidth.

could affect the spatial processing. More specifically, we focus
our analysis on how the array of interacting nodes modifies
its spatial filtering characteristics, when the stimuli signals
vary in time at a given frequency ω. In relation to the ar-
chitectural solution adopted for motion estimation, we will
require that the spatial filter would still behave as a bandpass
spatial filter for temporal frequencies up to and beyond ω0

(see (14) and Figure 5). To perform this check, we consider

the small-signal low-frequency representation of the MOS
transistor, governed by the gate-source capacitance. Our cir-
cuital implementation of the array will be characterized by
two C/gm time constants (Figure 4c). Other implementations
in the literature, for example, [27], are adequately modeled
with a single time constant; as shown below the present anal-
ysis will cover both types of implementations. The intrinsic
spatiotemporal transfer function of the array will then have
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Figure 5: (a) The magnitude and (b) phase plots for the even and
odd temporal filters used (ω0 = 6π rad/s and τ = 0.13 s).

the following form:

H
(
k, ωn

) = L
(
ωn
)

M
(
k, ωn

)
+ jN

(
k, ωn

) (19)

with

L
(
ωn
) = 1− ω2

nρ + jωn(1 + ρ),

M
(
k, ωn

) = 1− 2G cos(2πk)− ω2
nρ + 2K cos(4πk),

N
(
k, ωn

) = ωn
[
1 + ρ + 2ρK cos(4πk)

]
,

(20)

where ωn = ωτ1 is the normalized temporal frequency, ρ =
τ2/τ1.
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Figure 6: The intrinsic spatiotemporal transfer function of the
analog lattice networks implementing Gabor-like spatial filters, de-
signed for bandpass spatial operation; the three considered types
of filters are those introduced in Figures 4d and 4e. The curves,
normalized to the peak value of the static transfer function and
parametrized with respect to the temporal frequency ω, describe
how the spatial filtering is modified when the input stimulus varies
with time.
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Figure 7: The overall equivalent lattice network relative spatial
bandwidth as a function of the input stimulus temporal frequency,
for the time constant characteristic of the interaction among cells
τ1 = 10−7 second. Solid and dashed curves describe the effect of the
ratio of the two time constants. The shaded region evidences the
temporal bandwidth of perceptual tasks.

Figure 6 shows the spatial frequency behaviour of the ar-
ray for three values of their central frequency, spanning a
two-octave range: k0 = 1/16, 1/8, 1/4. In all three cases, when
the temporal frequency increases, the array tends to maintain
its bandpass character up to a limit frequency, beyond which
it assumes a low-pass behaviour. A more accurate descrip-
tion of the modifications that occur is presented in Figure 7.
For each spatial filter, characterized by the behavioural pa-
rameters (k0, λ), or, in an equivalent manner, by the struc-
tural parameters (G,K), we consider its spatial performance
when the stimulus signal varies in time. At any temporal fre-
quency we can characterize the spatial filtering as a bandpass
processing step, taking note of the value of the effective rel-
ative bandwidth, at −3 dB points. Figure 7 reports the result
of such analysis for the three filters considered. We can ob-
serve that the array maintains the spatial frequency character
it has for static stimuli, up to a frequency that basically de-
pends on the time constant, τ1, of its interaction couplings,
and in a more complex way on the strength G and K of these
couplings. We can note that the higher is the static gain at the
central frequency of the spatial filter, the higher is the over-
all equivalent time constant of the array. This effect has to be
related to the fact that high gains in the spatial filter are the
result of many-loop recurrent processing.

We can also evidence the effect of the ratio τ2/τ1 on the
overall performance. We compare for this purpose solid and
dashed curves. The solid ones are traced with τ1 = τ2 and
the dashed ones with τ2 = 0. It is worth noting that when
k0 = 1/4 the interaction coefficient G is null and the ratio
τ2/τ1 is not influent on the transfer function.

If we consider the typical temporal bandwidth of percep-
tual tasks [28] and assume the value of τ1 in the range of
10−7 second, we can conclude that the neuromorphic lattice

network adopted for spatial filtering has an intrinsic tempo-
ral dynamics more than adequate for performing visual tasks
on motion estimation.

4. RESULTS

We consider a 65 × 65-pixel target implementation of our
neuromorphic architecture—compatible with current hard-
ware constraints—and we test its performance at system level
through extensive simulations on both synthetic and real-
world image sequences.

The output of the MID detector provides a measure of
∂δ/∂t (i.e., VZ), except for the proportionality constant k0.
We evaluate the correctness of the estimation of VZ for the
three considered Gabor-like filters (k0 = 1/4, k0 = 1/8, and
k0 = 1/16). We use random dot stereogram sequences where
a central square moves forward and backward on a static
background with the same pattern. The 3D motion of the
square results in opposite horizontal motions of its projec-
tions on the left and right retinas, as evidenced in Figure 8a.
The resulting estimates of VZ (see Figures 8b, 8c, and 8d)
are derived from the measurements of the interocular veloc-
ity differences (vL − vR) obtained by our architecture, taking
into account the geometrical parameters of the optic system:
fixation distance D = 1 m, focal length f = 0.025 m, and
interpupillary distance a = 0.13 m. The estimation of the ve-
locity in depth VZ should be always considered jointly with
a confidence measure related to the binocular average energy
value of the filtering operations [ρ = (ρL + ρR)/2]. When the
below confidence is a given threshold (in our case the 10%
of the energy peak), the estimates of VZ are considered unre-
liable and therefore are discarded (see grayed regions in Fig-
ures 8b, 8c, and 8d). We observe that estimates of VZ with
high confidence values are always correct.

It is worth noting that in those circumstances, where it
is not important to perform a quantitative measure on VZ

but it is sufficient to discriminate its sign, all the necessary
information is “mostly” contained in the numerators of (11)
since the denominators are of the same order when the con-
fidence values are high. In this case, the architecture of the
MID detector can be simplified by removing the two nor-
malization stages on each monocular branch, thus saving two
divisions and four squaring operations for each pixel. The
results on correct discrimination between forward and back-
ward movements of objects from the observer are shown in
Figure 9 for a real-world stereo sequence. Also in this case,
points where phase information is unreliable are discarded,
according to the confidence measure, and represented as
static.

5. CONCLUSION

The general context in which this research can be framed
concerns the development of artificial systems with cognitive
capabilities, that is, systems capable of collecting informa-
tion from the environment, of analyzing and evaluating them
to properly react. To tackle these issues, an approach that
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Figure 8: Results on synthetic images. (a) Schematic representation of the random dot stereogram sequences where a central square moves,
with speed VZ , forward and backward with respect to a static background with the same random pattern. (b–d) The upper plots show the
estimated speed as a function of the actual speed VZ for the three considered Gabor-like filters (k0 = 1/4, k0 = 1/8, and k0 = 1/16); the lower
plots show the binocular average energy taken as a confidence measure of the speed estimation. The ranges of VZ for which the confidence
goes below 10% of the maximum are evidenced in the gray shading.

finds increasing favour is the one which establishes a bidi-
rectional relation with brain sciences, from one side, trans-
ferring the knowledge from the studies on biological systems
toward artificial ones (developing hardware, software, and
wetware models that capture architectural and functional
properties of biological systems) and, on the other side, us-
ing artificial systems as tools for investigating the neural sys-
tem. Considering more specifically vision problems, this ap-
proach pays attention to the architectural scheme of visual
cortex that, with respect to the more traditional computa-
tional schemes, is characterized by the simultaneous presence
of different levels of abstraction in the representation and
computation of signals, hierarchically/structurally organized
and interacting in a recursive and adaptive way [29, 30]. In

this way, high-level vision processing can be rethought in
structural terms by evidencing novel strategies to allow a
more direct (i.e., structural) interaction between early vision
and cognitive processes, possibly leading to a reduction of the
gap between PDP and AI paradigms. These neuromorphic
paradigms can be employed by new artificial vision systems,
in which a “novel” integration of bottom-up (data-driven)
and top-down approaches occurs. In this way, it is possible
to perform perceptual/cognitive computations (such as those
considered in this paper) by properly combining the outputs
of receptive fields characterized by specific selectivities, with-
out introducing explicitly a priori information. The specific
vision problem tackled in this paper is the binocular percep-
tion of MID. The assets of the approach can be considered
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t = 2.5 s

t = 1.5 s

t = 0.5 s

Left eye Right eye MID map

Figure 9: Experimental results on a natural scene. Two toy cars are moving in opposite directions with respect to the observer. Left and right
frames at three different times are shown. The gray levels in the MID maps code the MID of the two cars: the lighter gray blob represents the
car moving toward the observer, whereas the darker gray blob represents the car moving away. The background gray level represents points
discarded according to the confidence measure. The few still present error points do not impair the interpretation of the MID map.

under different perspectives: modeling, computational, and
implementation.

Modeling

Psychophysical studies evidenced that perception of MID can
be based on binocular cues such as interocular velocity dif-
ferences or temporal variations of binocular disparity [3]. We
analytically demonstrated that information hold in the inte-
rocular velocity difference is the same of that derived by the
evaluation of the total derivative of the binocular disparity if
a phase-based disparity encoding scheme is assumed.

Computational

By exploiting the chain rule in the evaluation of the tempo-
ral derivative of phases, one can obtain information about
MID directly from the convolutions of the two stereo images
with complex spatiotemporal bandpass filters. This formula-
tion eliminates the need for an explicit trigonometric func-
tion to compute the phase signal from Q(x, t), thus avoiding
also problems arising from phase unwrapping and disconti-
nuities. Moreover, the approximation of temporal derivatives
by temporal filtering operations yields to regularized solu-
tions in which noise sensitivity is reduced.

Implementation

The algorithmic approach followed allows a fully analog
computation of MID through spatiotemporal filtering with
quadrature pairs of Gabor kernels, that can be directly im-
plemented in VLSI, as demonstrated by recent prototypes of
our group [10]. Simulations have been performed to analyze
the effects on system performance of constraints posed by
analog and digital hardware implementation.
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A 128(H) × 64(V) × RGB CMOS imager is integrated with region-of-interest selection, RGB-to-HSI transformation, HSI-based
pixel segmentation, (36bins× 12bits)-HSI histogramming, and sum-of-absolute-difference (SAD) template matching. Thirty-two
learned color templates are stored and compared to each image. The chip captures the R, G, and B images using in-pixel storage
before passing the pixel content to a multiplying digital-to-analog converter (DAC) for white balancing. The DAC can also be used
to pipe in images for a PC. The color processing uses a biologically inspired color opponent representation and an analog lookup
table to determine the Hue (H) of each pixel. Saturation (S) is computed using a loser-take-all circuit. Intensity (I) is given by the
sum of the color components. A histogram of the segments of the image, constructed by counting the number of pixels falling into
36 Hue intervals of 10 degrees, is stored on a chip and compared against the histograms of new segments using SAD comparisons.
We demonstrate color-based image segmentation and object recognition with this chip. Running at 30 fps, it uses 1 mW. To our
knowledge, this is the first chip that integrates imaging, color segmentation, and color-based object recognition at the focal plane.

Keywords and phrases: focal plane image processing, object recognition, color histogramming, CMOS image sensor, vision chip,
VLSI color image processor.

1. INTRODUCTION

CMOS-integrated circuits technology readily allows the in-
corporation of photodetector arrays and image processing
circuits on the same silicon die [1, 2, 3, 4, 5, 6]. This has
led to the recent proliferation in cheap and compact dig-
ital cameras [7], system-on-a-chip video processors [8, 9],
and many other cutting edge commercial and research imag-
ing products. The concept of using CMOS technology for
combining sensing and processing was not spearheaded by
the imaging community. It actually emerged in mid ’80s
from the neuromorphic engineering community developed
by Mead and collaborators [10, 11]. Mead’s motivation was
to mimic the information processing capabilities of biolog-

ical organisms; biology tends to optimize information ex-
traction by introducing processing at the sensing epithe-
lium [12]. This approach to sensory information processing,
which was later captured with terms such as “sensory pro-
cessing” and “computational sensors,” produced a myriad vi-
sion chips, whose functionality includes edge detection, mo-
tion detection, stereopsis, and many others (examples can be
found in [13, 14, 15, 16]).

The preponderance of the work on neuromorphic vi-
sion has focused on spatiotemporal processing on the in-
tensity of light (gray-scale images) because the intensity can
be readily transformed into a voltage or current using ba-
sic integrated circuit components: photodiodes, photogates,
and phototransistors. These devices are easily implemented

mailto:retienne@iguana-robotics.com
mailto:philippe@iguana-robotics.com
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in CMOS technologies using no additional lithography lay-
ers. On the other hand, color image processing has been lim-
ited primarily to the commercial camera arena because three
additional masks are required to implement R, G, and B fil-
ters [17]. The additional masks make fabrication of color-
sensitive photodetection arrays expensive and, therefore, not
readily available to researchers. Nonetheless, a large part of
human visual perception is based on color information pro-
cessing. Consequently, neuromorphic vision systems should
not ignore this obviously important cue for scene analysis
and understanding. This paper addresses this gap in the sili-
con vision literature by providing perhaps the only integrated
large array of color photodetectors and processing chip. Our
chip is designed for the recognition of objects based on their
color signature.

There has been a limited amount of previous work on
neuromorphic color processing. The vast majority of color
processing literature addresses standard digital image pro-
cessing techniques. That is, they consist of a camera that is
connected to a frame grabber that contains an analog-to-
digital converter (ADC). The ADC interfaces with a digital
computer, where software algorithms are executed. Of the
few biologically inspired hardware papers, there are clearly
two approaches. The first approach uses separate imaging
chips and processing chips [18], while the second approach
integrates a handful of photodetectors and analog process-
ing circuitry [19]. In the former example, standard cam-
eras are connected directly to analog VLSI chips that demul-
tiplex the video stream and store the pixel values as volt-
ages on arrays of capacitors. Arrays as large as 50 × 50 pix-
els have been realized to implement various algorithms for
color constancy [18]. As can be expected, the system is large
and clumsy, but real-time performance is possible. The sec-
ond set of chips investigate a particular biologically inspired
problem, such as RGB-to-HSI (Hue, saturation, and inten-
sity) conversion using biologically plausible color opponents
and HSI-based image segmentation using a very small num-
ber of photodetectors and integrated analog VLSI circuits
[19]. Clearly, the goal of the latter is to demonstrate a con-
cept and not to develop a practical system for useful im-
age sizes. Our approach follows the latter, however, we also
use an architecture and circuitry that allow high-resolution
imaging and processing on the same chip. In addition, we
include higher-level processing capabilities for image recog-
nition. Hence, our chip can be considered to be a func-
tional model of the early vision, such as the retina and vi-
sual area #1 (V1) of the cortex, and higher visual cortical
regions, such as the inferotemporal area (IT) of the cortex
[20, 21].

2. COLOR SEGMENTATION AND PATTERN MATCHING

In general, color-based image segmentation, object identifi-
cation, and tracking have many applications in machine vi-
sion. Many targets can be easily segmented from their back-
grounds using color, and subsequently can be tracked from
frame to frame in a video stream. Furthermore, the tar-

gets can be recognized and tagged using their color signa-
ture. Clearly, in the latter case, the environment must be
configured such that it cooperates with the segmentation
process. That is, the targets can be colored in order to fa-
cilitate the recognition process because the recognition of
natural objects based solely on color is prone to false posi-
tives. Nonetheless, there are many situations where color seg-
mentation can be directly used on natural scenes. For ex-
ample, people tracking can be done by detecting the pres-
ence of skin in the scene. It is remarkable that skin, from
the darkest to the lightest individual, can be easily tracked
in HSI space, by constructing a model 2D histogram of
the Hue (H) and saturation (S) (intensity (I) can be ig-
nored) of skin tone in an image. Skin can be detected in
other parts of the image by matching the histograms of
these parts against the HS model. Figures 1 and 2 show an
example of a general skin tone identification task, imple-
mented in Matlab. Conversely, specific skin tones can be de-
tected in a scene if the histogram is constructed with specific
examples. The latter will be demonstrated later using our
chip.

Color imagers, however, provide an RGB color represen-
tation. For the above example, a conversion from RGB to HSI
is required. There are other benefits of this conversion. The
main advantage of the HSI representation stems from the ob-
servation that RGB vectors can be completely redirected un-
der additive or multiplicative transformations. Hence, color
recognition using RGB can fail under simple conditions such
as turning on the light (assume a white source; colored
sources manipulate the color components in a more pro-
found way). HS components, however, are invariant under
these transformations, and hence are more robust to vari-
ations in ambient intensity levels. Equation (1) shows how
HSI components are derived from RGB [19, 22]. Notice that
H and S are not affected if R → {R +a, aR}, G → {G +a, aG},
and B → {B +a, aB}. In the equation, R, G, and B have been
normalized by the intensity, that is, R / I = r, G / I = g, and
B / I = b:

H = arctan
( √

3[g − b]
2
[
(r−g) + (r−b)

]), (1a)

S = 1− 3
[

min(r, g, b)
]
, (1b)

I = R + G + B . (1c)

The conversion from RGB to HSI is, however, nonlinear and
can be difficult to realize in VLSI because nonlinear func-
tions, such as arctangent, cannot be easily realized with ana-
log circuits. Here, we present an approach for the conversion
that is both compact (uses small silicon area) and fast. It is
also worth noticing that the HSI conversion uses color op-
ponents (r−g, r−b, g−b). Although we have made no at-
tempt to mimic biological color vision exactly, it is worth
noticing that similar color opponents have been identified in
biological color processing, suggesting that an HSI represen-
tation may also be used by living organisms [19, 20, 21, 23].
Figure 3 shows the color opponent receptive fields of cells in
the visual cortex [23]. Figure 4 shows how we implemented
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Figure 1: (a) Examples of skin tones obtained from various individ-
uals with various complexions. (b) The HS histogram model con-
structed from picture in (a).

Figure 2: Skin tone segmentation using HS histogram model in
Figure 1. Black pixels have been identified.
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Figure 3: Color opponent receptive fields in the visual cortex.
Unipolar off- and on-cells of G−B and Y −B are used to construct
the HSI representation.
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Figure 4: Color opponent computation performed by the chip.
Bipolar R − B, R − G, and G − B are used to implement the HSI
representation in (1).

color opponents on our chip. Using these color opponents,
the RGB-to-HSI conversion is realized.

3. CHIP OVERVIEW

We have designed a 128(H) × 64(V) × RGB CMOS imager,
which is integrated with analog and digital signal process-
ing circuitry to realize focal plane region-of-interest selec-
tion, RGB-to-HSI transformation, HSI-based segmentation,
36-bin HSI histogramming, and sum-of-absolute-difference
(SAD) template matching for object recognition. This self-
contained color imaging and processing chip, designed as a
front-end for microrobotics, toys, and “seeing-eye” comput-
ers, learns the identity of objects through their color signa-
ture. The signature is composed of a (36bins × 12bits)-HSI
histogram template; a minimum intensity and minimum sat-
uration filter is employed before histogramming. The tem-
plate is stored at the focal plane during a learning step. Dur-
ing the recognition step, newly acquired images are com-
pared to 32 stored templates using the SAD computer. The
minimum SAD result indicates the closest match. In addi-
tion, the chip can be used to segment color images and iden-
tify regions in the scene having particular color characteris-
tics. The location of the matched regions can be used to track
objects in the environment. Figure 5 shows a block diagram
of the chip. Figure 6 shows a chip layout (the layout is shown
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Figure 5: Computational and physical architecture of the chip.

because the light shielding layer obscures the details). To our
knowledge, this is the first chip that integrates imaging, color
segmentation, and color-based object recognition at the focal
plane.

4. HARDWARE IMPLEMENTATION

4.1. CMOS imaging, white equalization,
and normalization

In the imager array, three current values, corresponding to
R, G, and B, are sampled and held for each pixel. By storing
the color components in this way, a color filter wheel can
be used instead of integrated color filters. This step allows
us to test the algorithms before migrating to an expensive
color CMOS process. When a color CMOS process is used,
the sample-and-hold circuit in Figure 7 will be removed. An
R, G, and B triplet per pixel, obtained from on-chip filters,

will then be provided directly to the processing circuit.
No change to the scanning or processing circuitry will be
required. To facilitate processing, a current mode imaging
approach is adopted. It should be noted, however, that
current mode imaging is typically noisy. For our targeted ap-
plication, the noisiness in the image does not pose a problem
and the ease of current mode processing is highly desirable.
Current mode imaging also provides more than 120 dB of
dynamic range [10], allows RGB scaling for white correction
using a multiplying DAC and RGB normalization using a
translinear circuit [24]. The normalization guarantees that a
large dynamic range of RGB currents are resized for the HSI
transformer to operate correctly. However, it limits the speed
of operation to approximately 30 fps because the transistors
must operate in subthreshold.

For readout, the pixels can be grouped into blocks of 1×1
(single pixel) to 128×64 (entire array). The blocks can be ad-
vanced across the array in single or multiple pixel intervals.



A Vision Chip for Color Segmentation and Pattern Matching 707

Imager array

Te
m

pl
at

e
m

at
ch

in
g

Image processing

Stored templates
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crograph).
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Figure 7: (a) Schematic of the pixel. (b) Schematic of the normal-
ization circuit.

Each block is a subimage for which an HSI histogram is con-
structed, and can be used as a learned template or a test tem-

plate. The organization of the pixels and the scanning meth-
ods are programmable by loading bit patterns in two scan-
ning registers, one for scanning pixels within blocks and the
other for scanning the blocks across the array.

Figure 7 shows the schematic of the pixel and a portion
of the RGB normalizer. The output currents of the pixel are
amplified using tilted mirrors, where Vdd d < Vdd m. In
light intensity for which this array is designed, a logarithmic
relationship is obtained between light intensity and output
current [25]. Logarithmic transfer functions have also been
observed in biological photoreceptors [26]. This relationship
has the additional benefit of providing wide dynamic range
response. A reset switch is included to accelerate the off-
transition of the pixel. Not shown in Figure 7b is the scaling
circuit that simply multiplies the RGB components by pro-
grammable integer coefficients from 1 to 16. The scaling is
used to white balance the image because silicon photodiodes
are more sensitive to red light than to blue.

The normalization circuit computes the ratio of each
color component to the sum of the three (i.e., intensity) using
the translinear circuit in Figure 7b. The circuit uses MOS-
FETs operating in subthreshold so that the relationship be-
tween the gate-to-source voltages and the currents through
the devices is logarithmic. Hence, the difference of these volt-
ages provides the logarithm of the ratio of currents. By using
the voltage difference as the gate-to-source voltage of another
transistor, a current is produced which is proportional to this
ratio (i.e., the anti-log is computed). This function is easily
implemented with the circuit in Figure 7b, however, because
all transistors must operate in subthreshold, that is, with very
small currents on the order of∼ 1 nA, the circuit can be slow.
Using larger transistors to allow larger bias currents is coun-
tered by the increased parasitic capacitance. With a parasitic
capacitance of ∼ 2fF and a bias current of 1nA, a slew rate
of 2 µs/V is obtained, while at 30 fps, the circuit needs a time
constant of ∼ 3300/(128× 64) = 4µs. This circuit limits the
speed of the system to a maximum speed of 30 frames per
second despite the relatively small size of the array. In fu-
ture designs, this speed problem will be corrected by using
an above threshold “normalization” circuit that may not be
as linear as the circuit depicted in Figure 7b.

4.2. RGB-to-HSI conversion

The RGB-to-HSI transformer uses an opponent color for-
mulation, reminiscent of biological color processing [19].
The intensity is obtained before normalization by summing
the RGB components (see Figure 7b). To compute the satu-
ration of the color, the function in (1b) must be evaluated for
each pixel. Since the minimum of the three normalized com-
ponents must be determined, an analog loser-take-all circuit
is used. It is often difficult to implement a loser-take-all, so a
winner-take-all is applied to 1−{r, g, b}. The circuit is shown
in Figure 8. The base winner-take-all circuit is a classical de-
sign presented in [27, 28].

For the determination of the Hue of the RGB values, the
function in (1a) must be computed. Since this computation
requires an arctangent function, it cannot be easily and com-
pactly implemented in VLSI. Hence, we used a mixed-signal
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Figure 8: (a) Loser-take-all used for the saturation (S) computa-
tion. Actually computes the winner of 1−{r, g, b}. (b) The Hue (H)
mixed-signal lookup table.

lookup table. We use a hybrid circuit that simply correlates
the color opponents (g−b), (r−g), and (r−b) to indicate
Hue if the intensity and the saturation of the color are above
a minimum value. The (g−b) and (2r−g−b) components
are each quantized into 16 levels using a 4-bit thermome-
ter code analog-to-digital conversion. The lookup table maps
the 16 × 16 input combinations and the quadrant (as indi-
cated by the two additional sign bits for X and Y) into 36
Hue intervals, each having 10 degrees resolution, to cover
the 360 degrees of Hue space. The HSI computation is ap-
plied to each normalized RGB value scanned from the ar-
ray; color segmentation is realized by testing each pixel’s HSI
values against prescribed values, and the appropriate label
is applied to the pixel. Figure 8b shows the block diagram
of the Hue computation circuits. Figure 9 shows the mea-
sured normalized currents, rgb, and the color opponents
X = |2r−g−b| and Y = |g−b|. The comparison between
theoretical and measured X and Y is also shown. The vari-
ations are expected, given the analog circuits implementa-
tion. Figure 10 shows the measured relationship between the
normalized rgb and the computed saturation. The deviation
from the theoretical curve has two components: the differ-
ence in slope is due to some nonlinearity in the normaliza-
tion circuit and a less than unity gain in the saturation cir-
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Figure 9: (a) shows the normalized rgb for various values of RGB.
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Figure 10: Measured saturation (S) as a function of rgb.

cuit’s output mirror, while the offset on the right side of the
saturation curve is caused by a layout property that reduced
Vdd for one part of the circuit. Consequently, the satura-
tion current is higher than expected when the r component
is minimum.
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Figure 11: Hue (H) bin assignment for various RGB combinations.
The color band shows the input.

Figure 11 shows the measured relationship between in-
put Hue angle and bin allocation. The plot is obtained by
presenting known values of RGB (i.e., Hue angle) to the
chip and recording the Hue bins that are triggered. The
presentation is done by using the DAC properties of the
RGB scaler circuit (see Figure 5) with input currents fixed.
This same strategy is used to present the processing core
of the chip with images from a PC, as will be shown be-
low. There are some overlaps in the response ranges of the
individual Hue bins because of imprecision in creating the
Hue table’s input addresses. These addresses are created us-
ing a simple current ADC that depends on transistor size,
gain, and threshold voltage matching. Despite using com-
mon centroid layout techniques, we found that the ADC
was monotonic but not completely linear. Notice, however,
that the overlaps are desirably restricted to the nearest neigh-
bor bins. The invariance of the Hue computation to inten-
sity and saturation variations is shown in Figure 12. The ef-
fects of impression in the Hue lookup are again visible in
the figure. Nonetheless, this plot shows that the Hue com-
putation is insensitive to multiplicative (here intensity varia-
tions) and additive shifts (here saturation variations), as de-
signed.

Next, we tested the color segmentation properties of the
chip using real images piped in from a PC. As indicated
above, these images are presented by using the RGB scaler
circuit as a current DAC. The image of the Rubik’s cube in
Figure 13 demonstrates the effectiveness of our chip on an
image containing varying levels of lighting. That is, the fore-
ground is well lit, while the background is in the shadows.
Furthermore, it shows some of the limitations of “wide” Hue
interval assigned to every bin. It shows that portions of the
image that are highly desaturated or have low intensity can
also have similar Hues to other highly saturated and well-lit
parts of the image. Using programmable Hue intervals per
bin, the transformation lookup table can easily be modified
to have finer resolution in targeted portions of the Hue space
so that these “similar” Hues can be disambiguated. The next
design of this chip will have this capability.

(a)

(b)

Figure 12: (a) Measured RGB to Hue transformation as a function
of intensity (multiplicative shift). (b) Measured RGB to Hue trans-
formation as a function of saturation (additive shift).

(A) (B) (C)

(D) (E) (F)

Figure 13: Color segmentation on real images. (a) Input image. (b)
Complete Hue image. (c) Yellow segment. (d) Cyan segment. (e)
Blue segment. (f) One of the red segments.

5. HSI HISTOGRAMMING AND TEMPLATE MATCHING

The HSI histogramming step is performed using 36- and 12-
bit counters to measure the number of pixels that fall within
each prescribed HSI interval. Here the HSI interval is defined
as a minimum intensity value, minimum saturation value,
and one of 36 Hue values. In this chip, we count only pixels
that pass the intensity and saturation tests. In future versions,
we will also count the number of pixels that do not pass the
test. Figure 14 shows a block diagram of the histogramming
step. After scanning the imager, the counters hold the color
signature of the scene or a portion of the scene (based on
the block selection circuit described in Section 4.1). During
the learning phase, the signature is transferred to one of the
32 on-chip SRAM template cells of 432-bits each. During the
matching phase, the newly acquired signatures are compared
to the stored templates, using 8 serial presentations of 4 par-
allel templates. Four parallel SAD cells perform the match-
ing computation. The resultant error for each template is
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Figure 14: Block diagram of HSI histogramming.

Figure 15: Function of the complete chip: images acquired by the
array, learned templates, and locations of matches.
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Figure 16: SAD template matching outputs. A threshold of 155 is
used to identify the objects in Figure 15.

Figure 17: Skin tone identification revisited (using the processing
core of the chip). The unimodal Hue distribution of skin leads to
some misclassifications.

presented off-chip, where they are sorted using a simple mi-
crocontroller such as a PIC, to find the best match template.
Figure 15 shows the whole chip in action, showing the image
acquired by the array and blocks identified as templates for
“coke” and “pepsi.” Color signatures histograms of the tem-
plates constructed, the histograms are stored in the mem-
ory and, subsequently, “coke” and “pepsi” are localized in
the scene containing multiple cans. The learned segment is
15 × 15; during matching, the image is scanned in blocks of
15 × 15, shifted by 8 pixels, for a total of 128 subimages. No
scanned block matches the learned block exactly. A plot of
the SAD error is shown in Figure 16. Match threshold is set
to 155. Notice that the “coke” template also matches part of
a pepsi can. This is easily explained by noting that the “coke”
only template contains red and white pixels. Hence it matches
the part of the pepsi can. On the other hand, the “pepsi” tem-
plate contains red, white, and blue pixels. Hence it is not well
matched to the other cans and only identifies the pepsi cans.

To further illustrate this point, Figures 17 and 18 show
matching using templates with varying color content. In
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Figure 18: Fruit identification (using the processing core of the
chip). The multimodal distribution of the pineapple eliminates mis-
classifications.

both figures, the images were piped through the process-
ing core of the chip using the RGB scaler circuit as a DAC.
In Figure 17, the task is to identify different skin tones
by “learning” templates of various complexions. In all the
cases, however, the Hue histogram is a unimodal distribu-
tion, similar to Figure 1b for constant saturation. Conse-
quently, the template matching process misclassifies cloth-
ing for skin because the Hue distributions are similar. This
misclassifications also happens for single-colored fruits, as
seen in Figure 18. The plums and apples are matched, as
are oranges and peaches. On the other hand, the pineap-
ple contains at least two or three bumps in the Hue dis-
tribution (blue, green, and yellow). Hence, it can be eas-
ily identified and no misclassifications are made. Hence, we
can conclude that this method of color-based object iden-
tification is more effective when the target is multicolored.
This conclusion will be exploited in the applications of this
chip. Table 1 gives a summary of the characteristics of this
chip.

6. CONCLUSION

The prototype demonstrates that a real-time color segmen-
tation and recognition system can be implemented in VLSI
using a small silicon area and small power budget. We also
demonstrate that the HSI representation used in this chip is
robust under multiplicative and additive shift in the origi-
nal RGB components. We demonstrate color segmentation
and template matching. Template matching is most effective
when the target is composed of multiple colors. This proto-
type was tested using a color filter wheel, where R, G, and
B images are sequentially stored in the pixels array. By us-
ing a fabrication technology with RGB filters, the entire sys-
tem can be realized with a tiny footprint for compact imag-
ing/processing applications.
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Technology 0.5 µm 3M1P CMOS

Array size (R,G,B) 128 (H) × 64 (V)
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Brain-computer interface is a growing field of interest in human-computer interaction with diverse applications ranging from
medicine to entertainment. In this paper, we present a system which allows for classification of mental tasks based on a joint time-
frequency-space decorrelation, in which mental tasks are measured via electroencephalogram (EEG) signals. The efficiency of this
approach was evaluated by means of real-time experimentations on two subjects performing three different mental tasks. To do
so, a number of protocols for visualization, as well as training with and without feedback, were also developed. Obtained results
show that it is possible to obtain good classification of simple mental tasks, in view of command and control, after a relatively
small amount of training, with accuracies around 80%, and in real time.

Keywords and phrases: brain-computer interface, EEG, multivariate signals classification, ambiguity function, simultaneous
diagonalization.

1. INTRODUCTION

Research on human-computer interfaces (HCIs) for disabled
people has lead to the so-called brain-computer interface
(BCI) systems that use brain activity for communication pur-
poses. When the brain activity is monitored through elec-
troencephalogram (EEG) measurements, one has an EEG-
based BCI, henceforth simply called BCI.

Current BCIs use the following noninvasive EEG signals.

(i) Event-related potentials (ERPs), which appear in re-
sponse to some specific stimulus. ERPs can provide
control when the BCI produces the appropriate stim-
uli. The advantage of an ERP-based BCI is that little
training is necessary for a new subject to gain con-
trol of the system. The disadvantage is that the subject
must wait for the relevant stimulus presentation [1].

(ii) Steady-state visual-evoked responses (SSVERs), which
are elicited by a visual stimulus that is modulated at a
fixed frequency. The SSVER is characterized by an in-
crease in EEG activity at the stimulus frequency. With
biofeedback training, subjects learn to voluntarily con-

trol their SSVER amplitude. Changes in the SSVER re-
sult in control actions occurring at fixed intervals of
time [2].

(iii) Slow cortical potential shifts (SCPSs) that are shifts of
cortical voltage, lasting from a few hundred millisec-
onds up to several seconds. Subjects can learn to pro-
duce slow cortical amplitude shifts in an electrically
positive or negative direction for binary control. This
skill can be acquired if the subjects are provided with
a feedback on the course of their SCP and if they are
positively reinforced for correct responses [3].

(iv) Spontaneous signals (SSs) that are recorded in the
course of ordinary brain activity. These signals are
spontaneous in the sense that they do not constitute
the responses to a particular stimulus.

A BCI based on SSs generates a control signal at given in-
tervals of time based on the classification of EEG patterns
resulting from a particular mental activity (MA) [4, 5].

The development in BCI research was mainly moti-
vated by the hope that it could serve as an augmentative
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communication option for people with motor disabilities
[6]. However, efficient BCIs can serve as additional com-
mand and control means when the hands are used for other
tasks, as in the case of pilots. The application that motivated
our research was the design of an immersive environment
where people could interact, between themselves and the en-
vironment, by simply thinking.

The achievement of a successful BCI system depends on
system design factors (classification algorithm, communica-
tion bit rate, and feedback strategy) as well as on subject mo-
tivation.

There is a subject dependency because the subject should
learn how to control his EEG in order to interact with the
system. Human factors such as fatigue, stress, or boredom are
of great influence; one of the first questions when designing
a BCI should be how to motivate the subject.

In this paper, we present a time-frequency SS-based BCI.
We designed five operational modes (OMs) going from the
simple real-time visualization of EEG in a 3D environment
to object control. In this way, the subject can become famil-
iar with the system and get motivated because of the 3D en-
vironment where the interaction takes place.

2. GENERAL CONCEPTS

A BCI can be defined as a communication system that in-
volves two entities: a human subject and a machine. The
subject communicates by producing EEG and the machine
responds with “actions.” In this research, the machine is a
computer and the computer actions are dynamic multime-
dia signals (3D scenes, images, videos, or sounds).

The subject performs MAs to control the computer ac-
tions. These MAs are characterized by the presence of pat-
terns in recorded EEG signals.

The correspondence between EEG patterns and com-
puter actions constitutes a machine-learning problem since
the computer should learn how to recognize a given EEG pat-
tern. In order to solve this problem, a training phase is nec-
essary, in which the subject is asked to perform MAs and a
computer algorithm is in charge of extracting the EEG pat-
terns characterizing them.

When the training phase is finished, the subject can start
to control the computer actions with his thoughts. This is
the application phase and constitutes the ultimate goal of our
research.

2.1. EEG acquisition

EEG signals are measured at the scalp by affixing an array
of electrodes according to the 10-20 international system
(Figure 1) and with reference to digitally linked ears (DLE).

DLE voltages are obtained by using the average of volt-
ages at both earlobes as reference. The earlobes are selected
because they constitute an almost quiet reference. In fact,
they present small influences due to temporal activity [7].

If we denote by Ve the voltage at any of the electrodes,
and VA1 and VA2 the voltages at the left earlobe and right
earlobe, respectively, then the DLE-referenced voltage of

A1

T3

T5

O1 O2

T6

T4

A2

F8

Fp2Fp1

F7
F3 Fz F4

C3 Cz C4

P3 Pz P4

Figure 1: International 10-20 system of electrodes placement.

electrode e is

VDLE
e = (Ve −VA1

)− 1
2

(
VA2 −VA1

)
= Ve − 1

2

(
VA1 + VA2

) (1)

when VA1 is the physical reference and

VDLE
e = (Ve −VA2

)− 1
2

(
VA1 −VA2

)
= Ve − 1

2

(
VA1 + VA2

) (2)

when VA2 is the physical reference.
An EEG signal is thus composed of the DLE signals of

each electrode. When a measure is composed of such single
composite measures, it is called multivariate [8].

2.2. Training phase

The objective of this phase is two-fold: to extract EEG pat-
terns that uniquely characterize MAs, and to train the sub-
ject. The results of this phase are MA models that will serve
as references for the application phase.

This phase can be performed with two approaches,
namely, training without feedback and training with feed-
back.

In the case of training without feedback, the subject is
asked to perform MAs during a given period of time (with
repetitions if necessary) while his EEG signals are recorded
for ulterior MA model construction.

In the case of training with feedback, clue information
is provided to the subject that tells him if his EEG pattern
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Figure 2: Basic scheme of a BCI in its application phase.

was successfully identified (positive feedback) or not (neg-
ative feedback). According to neuroscience results [9, 10],
the human brain is able to modulate its activity in order to
minimize the number of negative feedbacks. Training with
feedback is possible only if an MA model exists, that is,
the information of a previous training without feedback is
available.

2.3. Application phase

The basic scheme of a BCI in its application phase is shown in
Figure 2. The computer action at recognition time tk is gen-
erated by the classification of the EEG pattern present in the
EEG signals (Sk) recorded during the T seconds preceding
the recognition time. In the sequel, we will call this EEG seg-
ment of duration T a trial.

The time interval between two successive recognition
times is denoted by TI (interaction period or computer ac-
tions period). The choice of TI and T is the result of a trade-
off between computer actions rate, EEG pattern misclassifi-
cation probability, and computational cost.

As EEG signals are contaminated by noise, a preprocess-
ing step is necessary. The trial Sk is then passed trough the
preprocessing module whose output is a clean trial Xk or a
special message if Sk is too perturbed to be useful.

The pattern estimation module extracts the EEG patterns
Fk contained in Xk. The nature of Fk is determined by the
classification algorithm.

Finally, a classifier module decides which computer ac-
tion to consider based on a distance measure between MA
model representatives and the pattern Fk.

3. PROPOSED BCI SYSTEM

3.1. BCI-system modules

According to Figure 2, a BCI in its application phase is com-
posed of the following modules: signal acquisition, preprocess-

ing, pattern estimation, pattern classification, and computer
actions generator.

In the training phase, the same modules are used plus an
MA model builder. The role of the computer actions genera-
tor is however different here as it is used to display visual cues
(indicating which MA to perform) and to provide feedback.

Since BCI technology is still in its experimental phase,
these modules and their relationships should be as flexible as
possible.

3.2. OMs of the BCI

Five OMs1 were implemented; they allow the subjects to per-
form various experiments from simple to more complex.

Visualization OM (VOM)

In this OM, the subject can watch a visual representation of
his EEG in real time. Specific EEG features, such as the power
values in the typical frequency bands (δ, θ, α, β), interelec-
trode coherences, and total power at a given electrode, are
mapped to a 3D virtual environment and are regularly up-
dated. The objectives of this OM are to familiarize the subject
with the system as well as to calibrate the latter.

Training without feedback OM (NFOM)

In this OM, the subject is asked (by means of visual or audio
cues) to perform a defined MA. The produced EEG is then
recorded for offline MA model construction.

Training with feedback OM (FOM)

The subject is asked to perform an MA and a feedback is pro-
vided. This feedback is positive when the computer recog-
nizes the MA and is negative otherwise. This is possible as
MA models were calculated during a previous training with-
out feedback. MA models can be updated in the course of a
FOM (dynamic update) or at the end of it [11].

Control OM (COM)

Since the results of previous OMs are MA models, the sub-
ject can start to control the system by performing the MAs
for which the system has been trained. In this OM, visual or
sound cues are no longer necessary.

Multisubject simultaneous training OM (MUOM)

This is a particular form of the FOM. It consists in a multi-
subject game whose goal is to gain control of an object by
performing an MA. This OM was chosen because of its more
stimulating effect when compared to a simple feedback.

3.3. System architecture

We grouped the system modules listed before into three com-
ponents: signal production, signal processing, and multime-
dia renderer.

1In [11], the OMs were called experiments.
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Figure 3: BCI-system architecture.

We propose a distributed architecture in which each
component offers specific services to the others in an efficient
and transparent way.

Figure 3 depicts the architecture diagram of our BCI sys-
tem.

(1) The signal production component is responsible for
signal acquisition, digitalization, and efficient data transmis-
sion through the network.

(2) The signal processing component is in charge of signal
preprocessing, pattern extraction, MA model construction,
and pattern classification.

(3) The rendering component is used to display multime-
dia cues in NFOM and FOM, as well as to provide the feed-
back for the FOM. Furthermore, it acts as renderer in the
VOM, COM, and MUOM.

The communication rules between these components
were designed over the CORBA specification [12], and im-
plemented in JAVA (for networking) and C and Matlab (for
processing).

4. EEG SIGNALS PREPROCESSING

The purpose of EEG signal preprocessing is to maximize the
signal-to-noise ratio (SNR). Noise sources can be nonneural
(eye movements, muscular activity, 50 Hz power-line noise)
or neural (EEG features other than those used for control)
[6].

In this research, we centered our analysis on nonneu-
ral noise such as eye-movement artefacts, muscular artefacts,
and the 50 Hz power-line noise.

Since the frequencies of interest in EEG are mainly lo-
cated below 40 Hz, we filtered the signals between 1 and
40 Hz. The 50 Hz power-line noise was therefore attenuated.

For eye-movement artefacts and muscular artefacts, we
chose to reject a trial containing any of these artefacts and,
consequently, such a trial could not generate any computer
action.

In the case of muscular activity, one of the best ap-
proaches for detection consists in using independent com-
ponent analysis (ICA) of EEG. However, ICA is basically an
offline method since it is only meaningful when the amount
of data is large enough [13].

0 1 2 3

0.5 s

Fp1

Fp2

EEG trial contaminated
by an eye blink

Figure 4: Rejection of an EEG trial contaminated by an eye-blink
artefact.

A practical method for detecting muscular artefacts is
based on the fact that these artefacts are characterized by
high frequencies (above 20 Hz) and high amplitudes. In [14],
muscle artefact detection is achieved by considering the ab-
solute and relative power over 25 Hz. In this paper, we set a
threshold on the power at this frequency band based on vi-
sual inspection and ICA during a calibration step.

For eye-movement artefacts detection, many methods
have been proposed [15]. They are fundamentally offline be-
cause they are mainly oriented to clinical research.

We implemented a method based on the power at pre-
frontal electrodes (Fp1 and Fp2) because eye-movement
artefacts are characterized by an abrupt change in amplitude
mainly localized at Fp1 and Fp2 (Figure 4). The signal power
at Fp1 and Fp2 is computed every half second and compared
to the mean power of the preceding two seconds. If the cur-
rent power subtracted from the mean is larger than some
multiple of the standard deviation of the two-second power,
the trial is marked as contaminated by an eye artefact and
thus rejected. The threshold is determined in the calibration
step.

5. EEG SIGNALS CLASSIFICATION

The classification of EEG signals based on the patterns char-
acterizing the MAs constitutes a fundamental part of a BCI.
As a matter of fact, the choice of the temporal parameters T
and TI is strongly dependent on the classification method.

An EEG signal is multivariate because it is composed of
signals coming from several electrodes. In this paper, we pro-
pose a decomposition of the multivariate classification into
univariate classifications. Figure 5 depicts the general scheme
of our method.

In the following subsections, we first present the univari-
ate classification algorithm and then the decomposition of
the multivariate signals (MVSs) into univariate representa-
tive signals.
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Figure 5: The MVSs classification problem is transformed into sev-
eral univariate signal classifications.

5.1. Univariate signal classification in the
time-frequency domain

In this subsection, the objects to be classified are univariate-
signals (henceforth simply called signals).

Time-frequency representation

Time-frequency representations (TFRs) of a signal can be
divided into two groups according to the nature of their
transformations: linear (short-time Fourier transform), and
quadratic (based on the Wigner-Ville distribution). Here we
focus on the quadratic representation.

According to [16], all TFR of a signal s(t) can be obtained
from2

C(t, ω) = 1
4π2

∫∫∫
s∗
(
u− 1

2
τ
)
s
(
u +

1
2
τ
)

× φ(θ, τ)e− jθt− jτω+ jθu du dτ dθ,
(3)

where t is the time, ω is the frequency, τ is the time lag (usu-
ally called doppler), θ is the frequency lag (usually called de-
lay), and φ(θ, τ) is a two-dimensional function called the ker-
nel.

The choice of the kernel is guided by the desire to have a
TFR satisfying some established properties with regard to the
application. Here, we designed a kernel with the objective of
efficient signal classification.

There are a number of alternative ways for writing the
general class of time-frequency distributions that are the
most convenient for the classification application. One of
them is the characteristic function (CF) formulation. We re-
call that the CF M(θ, τ) is the double Fourier transform of

2All the integrals where the limits are not indicated span from −∞ to
+∞.

the TFR [16]:

C(t, ω) = 1
4π2

∫∫
M(θ, τ)e− jθt− jτω dθ dτ. (4)

Combining (3) and (4), we obtain

M(θ, τ) = φ(θ, τ)
∫∫

s∗
(
u− 1

2
τ
)
s
(
u +

1
2
τ
)
e jθu du

= φ(θ, τ)A(θ, τ),
(5)

where A(θ, τ) is the symmetrical ambiguity function (AF) of
s(t), defined as

A(θ, τ) =
∫
s∗
(
u− 1

2
τ
)
s
(
u +

1
2
τ
)
e jθu du

=
∫
ŝ∗
(
ω +

1
2
θ
)
ŝ
(
ω − 1

2
θ
)
e jτω dω

(6)

and ŝ(ω) is the Fourier transform of s(t).
Equation (6) allows us to interpret the AF as a measure of

the joint time-frequency auto-correlation of s(t). The θ − τ
plane is commonly called ambiguity plane.

The kernel function that can be seen as a mask in the
ambiguity plane has the goal of enhancing the regions in the
plane θ−τ that better discriminate the signals to be classified.

In this research, we consider the classification problem
with respect to the modulus of the CF. The kernel is then
designed so as to enhance the regions where this modulus is
more discriminative.

Kernel design

Given a training set

Υ = {sq1
w1 (t), s

q2
w2 (t), . . . , s

qW
wW (t); qk = 1, . . . , Qwk ;

1 ≤ k ≤W
} (7)

of labeled signals, where W is the number of classes, Qwk the
number of labeled signals belonging to class wk, and s

qk
wk (t)

the qkth signal belonging to class wk, we wish to determine a
kernel function φ(θ, τ) so that we can compare the CF mod-
ulus of an unknown signal s(t) to that of each class and assign
s(t) to its most likely class.

We define the set ϑ(Υ) as

ϑ(Υ) = {∣∣Aq1
w1 (θ, τ)

∣∣,∣∣Aq2
w2 (θ, τ)

∣∣, . . . ,∣∣AqW
wW (θ, τ)

∣∣;

qk = 1, . . . , Qwk ; 1 ≤ k ≤W
}
,

(8)

where

A
qk
wk (θ, τ) =

∫ (
s
qk
wk

(
t − τ

2

))∗
s
qk
wk

(
t +

τ

2

)
e jθt dt. (9)

In order to detect the regions where the class differences
are maximal, we define the contrast function Γ(θ, τ) as

Γ(θ, τ) =
∑

1≤k1<k2≤W
∣∣E[∣∣Awk1 (θ, τ)

∣∣]−E[∣∣Awk2 (θ, τ)
∣∣]∣∣2

∑W
k=1 VAR

[∣∣Awk (θ, τ)
∣∣] ,

(10)
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where

E
[∣∣Awk (θ, τ)

∣∣] = 1
Qwk

Qwk∑
qk=1

∣∣Aqk
wk (θ, τ)

∣∣ (11)

is the mean AF modulus corresponding to class wk. The vari-
ance of the AF modulus corresponding to class wk is

VAR
[∣∣Awk (θ, τ)

∣∣]

= 1
Qwk

Qwk∑
qk=1

(∣∣Aqk
wk (θ, τ)

∣∣− E
[∣∣Awk (θ, τ)

∣∣])2
.

(12)

The discrete version of the θ − τ plane allows us to select
the κ points of maximum contrast.

We group these points in a max-contrast set K defined as

K = {(m1 · ∆θ, n1 · ∆τ
)
,
(
m2 · ∆θ, n2 · ∆τ

)
, . . . ,(

mκ · ∆θ, nκ · ∆τ
)} (13)

such as

Γ
(
m1 · ∆θ, n1 · ∆τ

) ≥ Γ
(
m2 · ∆θ, n2 · ∆τ

)
≥ · · · ≥ Γ

(
mκ · ∆θ, nκ · ∆τ

)
,

(14)

where ∆θ and ∆τ are the discretization steps.
We design the kernel as a discrete binary function, where

the points in K are set to “1” while the others are set to “0,”
as follows:

φ(m · ∆θ, n · ∆τ) =

1 if (m · ∆θ, n · ∆τ) ∈ K,

0 otherwise.
(15)

Class model

The model of the class wk is composed of its mean AF mod-
ulus, its variance AF modulus, and the kernel. All these ele-
ments are considered in their discrete form.

By an adequate choice of units, we can set the discretiza-
tion steps ∆θ and ∆τ to 1.

The model of the class wk can be written as follows:

Model
(
wk
) = {E[∣∣Awk (m,n)

∣∣],VAR
[∣∣Awk (m,n)

∣∣],
φ(m,n)

}
.

(16)

In an alternative way, the set K can be included instead of
φ(m,n) as follows:

Model
(
wk
) = {E[∣∣Awk (m,n)

∣∣],VAR
[∣∣Awk (m,n)

∣∣], K}.
(17)

Unlabeled signals classification

In order to assign an unknown signal s(t) to a class, we need
a distance measure between s(t) and a class model. We take

as a distance measure

d
(
s(t),model

(
wk
))

=
∑

(mi,ni)∈K

(∣∣A(mi, ni
)∣∣− E

[∣∣Awk

(
mi, ni

)∣∣])2

VAR
[∣∣Awk

(
mi, ni

)∣∣] = dswk
,

(18)

where |A(mi, ni)| is the discrete AF modulus of s(t) at point
(mi, ni).

In fact dswk
is the Mahalanobis distance between the AF

modulus of s(t) and the mean AF modulus of class wk at the
points where the kernel φ(m,n) is different from zero.

The most likely class of s(t) is given by its classification
defined by

classification
(
s(t)

) = argmin
wk

(
dswk

)
. (19)

Classification error rate

The classification error rate is defined, with respect to a la-
beled signal set (test set), by the ratio between the number of
correctly classified signals and the total number of signals in
the labeled set.

The choice of the parameter κ (number of contrast points
that we take into account) remains to be detailed. This pa-
rameter should be chosen so as to minimize the classification
error in a test set of labeled signals. This can be achieved by
increasing the value of κ until a minimal classification error
rate is obtained.

5.2. MVS classification in the time-frequency domain

A MVS S(t) can be written in a vector form S(t) =
[s1(t), . . . , sN (t)]t, where the si(t) are the components of
S(t). We can easily adapt the formulation of the univariate-
classification problem in Section 3.1 to the multivariate case
as follows.

Given a training set of labeled MVSs

Υ = {Sq1
w1 (t), S

q2
w2 (t), . . . , S

qW
wW (t); qk = 1, . . . , Qwk ;

1 ≤ k ≤W
}
,

(20)

where W is the number of classes, Qwk the number of la-
beled MVSs belonging to class wk, and S

qk
wk (t) the qkth MVS

belonging to class wk, we wish to characterize each class
by a model so that we can compare an unknown MVS S(t)
to each class-model and assign S(t) to its most likely
class.

Time-frequency-space representation of MVS

The multivariate ambiguity function (MAF) of an MVS S(t)
is defined by [17]

MA(θ, τ) =
∫
S
(
t +

τ

2

)
SH
(
t − τ

2

)
e jθt dt, (21)

where H stands for conjugate transpose.
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Another way to write (21) in a matrix form is presented
as follows:

MA(θ, τ) =



a11 · · · a1N

...
. . .

...
aN1 · · · aNN


 , (22)

where a11 =
∫
s1
∗(t − τ/2)s1(t + τ/2)e jθtdt, a1N =

∫
sN∗(t −

τ/2)s1(t + τ/2)e jθtdt, aN1 =
∫
s1
∗(t − τ/2)sN (t + τ/2)e jθtdt,

and aNN =
∫
sN∗(t − τ/2)sN (t + τ/2)e jθtdt.

In (22), the terms on the diagonal are the auto-ambiguity
functions (commonly called AFs) and the off-diagonal terms
are called cross-ambiguity functions.

In Section 5.1 we mentioned the fact that the AF could
be interpreted as a measure of the joint time-frequency auto-
correlation. The generalization of this interpretation implies
that the MAF is an indicator of the joint time-frequency-
space autocorrelation of a MVS. The space dimension is
taken into account by the cross-ambiguity functions.

Spatial decorrelation

A common approach when dealing with multivariate data is
to find a number of components satisfying some statistical
properties that can generate the original multivariate data by
applying a linear transformation. The most common tech-
niques are the principal component analysis (PCA) whose
components are linearly statistically independent and ICA
whose components are statistically independent.

In both PCA and ICA the correlation between the new
transformed components (TRCs) is zero. Therefore, PCA
and ICA lead to MVSs whose components are spatially decor-
related.

Furthermore, the MAF matrix of a spatial decorrelated
MVS is diagonal.

Besides PCA and ICA, other decorrelation methods can
be used. As in the case of the kernel design, we can design a
decorrelation method whose goal is to find components that
maximally discriminate among the classes. A way to achieve
this goal is to use a feature extraction based on eigenvector
analysis [18]. An example of application in the BCI frame-
work can be found in [19], where an interpretation in terms
of spatial filters is presented. However, only two classes can
be classified at a time.

We present below a decorrelation method based on the
joint diagonalization of the autocorrelation matrices of each
class.

We denote by Z(t) the transformed MVS (TMVS) result-
ing from the premultiplication of S(t) by the matrix P:

Z(t) = P · S(t). (23)

The labeled MVS belonging to the training set Υ are P-
projected to generate the following transformed set PΥ:

PΥ = {Zq1
w1 (t), Z

q2
w2 (t), . . . , Z

qW
wW ;

qk = 1, . . . , Qwk ; 1 ≤ k ≤W
}
,

(24)

where Z
qk
wk (t) = P · Sqkwk (t).

The signal components (transformed components) of
Z
qk
wk (t) are {
zqkwk (t); 1 ≤ 
 ≤ N}.

The discrete version of the set PΥ is constituted of the
matrices Z

qk
wk whose elements are the values of Z

qk
wk (t) at the

sampling instants.
We wish to determine the matrix P such that

E
[
Zwk · Zt

wk

] = P · E[Swk · Stwk

] · Pt

= P ·

 1
Qwk

Qwk∑
qk=1

S
qk
wk ·

(
S
qk
wk

)t · Pt

= P · Rwk · Pt = Dwk ; k = 1 · · ·W,

(25)

where Dwk are diagonal matrices and Rwk are called the
autocorrelation matrices of the class wk. Thus the matrix P
simultaneously diagonalizes the set {Rwk | 1 ≤ k ≤W}.

As a matter of fact, the matrix P that exactly diago-
nalizes this set exists when the Rwk are normal3 commut-
ing matrices [20]. According to (25), the Rwk are normal
but they do not necessarily commute. However, it is pos-
sible to find a matrix that approximately diagonalizes the
set {Rwk | 1 ≤ k ≤ W} [20] by optimizing a joint di-
agonality criterion (minimization of the square sum of the
off-diagonal elements). An iterative procedure consisting in
the application of plane rotations so as to satisfy the joint-
diagonality criterion is presented in [20]. Because of the effi-
ciency and the good results of such method, we used it in our
work.

In order to characterize the discrimination potential of
each of the components of Z(t), we define the contrast func-
tion Ω(
), where 
 = 1, . . . , N is the TRC index, as follows:

Ω(
)

=
∑

1≤k1<k2≤W
(
E
[ ∫ (


zwk1 (t)
)2
dt
]
− E

[ ∫ (

zwk2 (t)

)2
dt
])2

∑W
k=1 VAR

[ ∫ (

zwk (t)

)2
dt
] ,

(26)

where 1 ≤ 
 ≤ N .
The function Ω(
) measures the contrast of the 
th trans-

formed component when the energy in that component is
used as a discrimination parameter between the classes.

The contrast measure allows us to assign to each trans-
formed component (27) a classification weight

ρ
 = Ω(
)∑N
l=1 Ω(l)

. (27)

Class model

The model of the class wk is composed of the projection ma-
trix P, the set of classification weights {ρ
 | 1 ≤ 
 ≤ N}, and

3A matrix A is normal when A = AH .
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the univariate model of each component (see Section 5.1):

Model
(
wk
) = {P, ρ(
), E

[∣∣
Awk (m,n)
∣∣],

VAR
[∣∣
Awk (m,n)

∣∣], 
K ; 1 ≤ 
 ≤ N
}
,

(28)

where E[|
Awk (m,n)|], VAR[|
Awk (m,n)|], and 
K are, re-
spectively, the mean AF modulus of the 
th component as-
sociated to the class wk, the variance AF modulus of the 
th
associated to the class wk, and the max-contrast set of the 
th
component.

Unlabeled signals classification

Given an MVS S(t), we first compute its TMVS Z(t) (see
(23)) and obtain the TRCs z1(t), z2(t), . . . , zN (t). Then the
distances between each component and the model of each
class associated with that component are calculated as fol-
lows:

d
wk
=

∑
(mi,ni)∈K


(∣∣
A(mi, ni
)∣∣− E

[∣∣
Awk

(
mi, ni

)∣∣])2

VAR
[∣∣
Awk

(
mi, ni

)∣∣] , (29)

where |
A(mi, ni)| is the modulus of the AF of z
(t). Finally,
the global distance between S(t) and the class wk is

DS(t)
wk
=

N∑

=1

ρ(
) · d
wk
. (30)

The most likely class of S(t) is given by its classification
defined as

classification
(
S(t)

) = argmin
wk

(
DS(t)

wk

)
. (31)

6. EXPERIMENTAL METHODS AND PROTOCOL

Two male and healthy volunteers (S1 and S2), 29 and 23 years
old, participated in six sessions of 20 minutes distributed
over five weeks. The subjects were comfortably sitting in an
armchair and placed in front of a computer screen. The ex-
perimentation room was quiet and slightly illuminated.

The subjects started each session by five minutes of the
VOM. During the VOM, we controlled the recording condi-
tions and set the threshold parameters for artefact rejection
(see Section 4). Furthermore, the VOM allowed subjects to
get familiar with the system.

The EEG signals were recorded with reference to DLE
(see Section 2.1) and from electrodes Fp1, Fp2, F3, F4 C3, C4,
P3, P4, O1, and O2 of the 10/20 international system, at a rate
of 256 Hz per channel. The electrodes Fp1 and Fp2 were used
only for eye-movement artefacts detection and they were not
included in the classification analysis.

Both subjects were asked to perform the following imag-
ined MAs: vertical movements of the left and right index
fingers (MA1 and MA2) and incremental mental counting
(MA3).

Visual cues were used to indicate which MA to perform.
In the case of MA1 and MA2, a horizontal arrow pointing to
the left or to the right was displayed on the computer screen;
for MA3, the first two-digit number was displayed.

The first recording session was carried out without
feedback and the next five with feedback. In the first ses-
sion, the first MA models were calculated; this allowed us to
provide feedback in the second session. During the feedback
sessions, the MA models were updated incrementally as ex-
plained in Section 6.2.

The temporal parameters T and TI were both set to 0.5
second (see Section 2.3). The goal was therefore to train MA
models able to correctly classify half-second EEG segments
(trials).

6.1. Protocol of a training-without-feedback session

The first five minutes were spent with the VOM. The remain-
ing 15 minutes were divided into three five-minute slices in
which, respectively, MA1, MA2, and MA3 were trained.

The five-minute slices were as well divided into one-
minute recordings and thirty-second break as depicted in
Figure 6. The one-minute recordings were organized in the
following way. At the beginning, the corresponding visual
cue was displayed and lasted five seconds. Then a break sig-
nal appeared, indicating five-second break. This process was
repeated during the one-minute recording (Figure 6).

At the end of this session, the MA models for the three
MAs were computed. These models are calculated as ex-
plained in Section 5.

Theoretically, we have 180 trials per MA for training the
MA models. However, the first trial after the presentation of
the visual cue is rejected because of the presence of evoked
potentials—due to visual stimulation—and about 20% of the
trials are rejected because of artefacts. In practice, no more
than 150 trials per MA were available.

6.2. Protocol of a training-with-feedback session

The twenty minutes are distributed between visualization,
MAs, and breaks in the same way as in the precedent case
(Figure 7).

During the MAs, a feedback is provided to the subject
in the form of a sphere that moves left, right, or upwards
if MA1, MA2, or MA3 are correctly identified. If the MA is
wrongly classified, the sphere does not move. The feedback is
provided for each half second but the first after the visual cue
indicates which MA to perform (see Figure 7).

During the last break period of each five-minute slice, the
MA models are updated with the new recorded data.

Table 1 shows the MAs that were trained in each five-
minute slices of the session with feedback.

7. RESULTS AND DISCUSSIONS

We divided the results presentation into two parts: the results
of the first session where no feedback was provided and those
of sessions where feedback was provided (two to six).
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Recording session

Visualization modality 5-minute slice 5-minute slice 5-minute slice

0 5 10 15 20
minutes

Five-minute slice

1-minute
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recording Break

0 1.0 1.5 2.5 3.0 4.0 5.0
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Visual cue
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0 5 10 50 55 60
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Break cue

Figure 6: Training-without-feedback protocol.

Recording session
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Figure 7: Training-with-feedback protocol.
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Figure 8: Results for S1. Left: structure of the matrix P. Right: classification weights of each TRC.
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Figure 9: Results for S2. Left: structure of the matrix P. Right: classification weights of each TRC.

First session (without feedback)
The number of retained trials in the first session (after arte-
fact rejection) per subject and per MA is reported in Table 2.

We used 100 trials to compute the matrix P, the mean

AF modulus, and the variance AF modulus of each TRC (see
Section 5.2). The remaining trials were used as a test set to
determine the optimal number of contrast points, in the am-
biguity plane, associated with each TRC.
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Table 1: MAs trained during the three five-minute slices of each
feedback session.

Session

2 3 4 5 6

5-
m

in
sl

ic
e 1 MA1 MA2 MA3 MA1 MA2

2 MA2 MA2 MA3 MA1 MA1

3 MA3 MA3 MA1 MA2 MA3

Table 2: Number of retained trials per subject and per MA in the
first session (after artefact rejection).

Mental activity

MA1 MA2 MA3

Su
bj

ec
t

S1 149 144 148

S2 146 143 142

In Figures 8 and 9 (for S1 and S2, respectively), the ab-
solute values of the coefficients of the matrix P are repre-
sented in a comparative graph (left). This graph gives us the
information about the composition of each TRC as a linear
combination of signals coming from different electrodes. In
the right part, the classification weights associated with each
TRC, calculated according to (27), are depicted.

The results of Figures 8 and 9 show that for both subjects
there are five TRCs that seem to be more important for the
classification than the others (1, 2, 3, 5, and 8 for S1, and 1,
2, 3, 6, and 8 for S2). In order to confirm this impression, we
computed the classification error associated with each TRC
and the optimal number of contrast points. These results are
shown in Figures 10 and 11 (for S1 and S2, respectively).
From these results, we can say that the smaller error rates
correspond to those components with largest classification
weights.

We also present the optimal contrast points for the four
TRCs that have the smallest error rate. Only the first quad-
rants were represented since the modulus of the AF is sym-
metric with respect to the origin.

Sessions from two to six (with feedback)

In Table 3, we report the number of retained trials after arte-
fact elimination for each five-minute slice from sessions two
to six.

During the second session, each MA was trained with
feedback (see Table 1). Such feedback was produced by tak-
ing as reference the models built after the first session.
In Table 4, we present the percentage of trials that were
not correctly classified among the nonrejected trials (error
rate).

Table 3: Number of retained trials after artefact elimination in the
sessions where feedback was provided.

S1

Session

2 3 4 5 6

5-
m

in
sl

ic
e 1 145 141 142 147 148

2 147 151 144 148 144

3 150 152 150 149 146

S2

Session

2 3 4 5 6

5-
m

in
sl

ic
e 1 146 144 146 144 149

2 142 145 148 148 139

3 145 147 143 142 150

Table 4: Percentage of misclassified trials during the second session
(first session where feedback was provided). The MA models used
for producing feedback were built after the first session where no
feedback was provided.

Subject

1 2

5-
m

in
sl

ic
e 1 28 36

2 26 34

3 23 28

At the end of the second session, new MA models
were built using 100 trials (randomly chosen) to compute
the matrix P, the mean AF modulus, and the variance
AF modulus. The test set composed of the remaining tri-
als was used to compute the optimal number of contrast
points.

In Figures 12 and 13 (for S1 and S2, respectively), we rep-
resent the coefficients of the matrix P and the contrast points
for each of the five TRCs that have the largest classification
weights. We can see that the TRCs that have the largest clas-
sification weights are the same as in the case of the training
without feedback (Figures 7 and 8). This suggests that the re-
lationship between the coefficients of the matrix P remained
the same. In the case of contrast points, we can remark that
the general distribution found during the training without
feedback is generally maintained in the training with feed-
back. On the other hand, the optimal number of contrast
points has slightly changed with respect to the training with-
out feedback.



724 EURASIP Journal on Applied Signal Processing

S1

0 31.2 62.5 125 156.2 218.7 250 ms

16

32

48

64

80

96

112

128 Hz
TC1 (188 points)

0 31.2 62.5 125 156.2 218.7 250 ms

16

32

48

64

80

96

112

128 Hz
TC2 (156 points)

0 31.2 62.5 125 156.2 218.7 250 ms

16

32

48

64

80

96

112

128 Hz
TC3 (172 points)

0 31.2 62.5 125 156.2 218.7 250 ms

16

32

48

64

80

96

112

128 Hz
TC5 (200 points)

1 2 3 4 5 6 7 8

20 22
19

31

14

36
32

30
Transformed components error rates

Figure 10: Top: contrast points selected for the four TRCs with the smallest error rates (as the modulus of the AF is symmetric with respect
to the origin, only the first quadrant is represented). Down: error rates associated with each TRC (S1).

It is important to note that we built new MA models at
the end of the second session in order to make it in feed-
back conditions. In this way, it is possible to update the
models after each five-minute slice in sessions from three to
six.

In sessions from three to six, we updated the matrix P,
the mean AF modulus, and the variance of the AF modu-
lus of the trained MA for each five-minute slice. This pro-
cedure was performed by using 100 trials randomly chosen
to update those parameters and to take the remaining trials
as a test set for determining the optimal number of contrast
points.

In Figures 14 and 15 (for S1 and S2, respectively), we rep-
resent the evolution of the error rate over the sessions from
three to six. These results for each five-minute slice are re-
ported in Table 1.

As it can be seen, the error rate decreased almost al-
ways except between sessions 3 and 4 for S1. Neverthe-
less, at the end of the sixth session, we achieved the low-
est error rates for all the MAs. This result suggests that
the feedback strategy improved the performance of the sys-
tem. In fact, the subjects reported their general satisfac-
tion with regard to feedback because of its stimulating ef-
fects.

8. CONCLUSIONS AND FUTURE WORK

In this paper, we proposed a BCI system and an associated
network architecture between the components that can be
used in different OMs. We stated that the relationship be-
tween these components should be flexible since the BCI
technology is still in its experimental phase.
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Figure 11: Top: contrast points selected for the four TRCs with the smallest error rates (as the modulus of the AF is symmetric with respect
to the origin, only the first quadrant is represented). Down: error rates associated with each TRC (S2).

In order to familiarize the subjects with our BCI, we pro-
posed to precede each session with a short real-time visual-
ization of a projection of the EEG signals in a 3D environ-
ment.

We classified EEG signals from the point of view of the
joint correlation in three dimensions: time, frequency, and
space (as EEG signals are multivariate). In order to reduce
the amount of data that results from such analysis, we decor-
related the EEG signals before moving to the time-frequency
correlation part. The decorrelation process resulted in a set
of TRCs. In this way, we divided the original problem of clas-
sification of MVSs into several univariate classifications.

The training was performed in two ways: with and with-

out feedback. The obtained results show that the relation-
ship between the TRCs remains essentially the same for both
training types.

Nevertheless, as noticed in [11] the structure of the MA
models is different from person to person. Therefore, a BCI
should be personalized.

The general reduction of the classification error rate over
the sessions where feedback was provided shows that the
feedback constituted an effective strategy for the training.
Nevertheless, more experiments are necessary for confirm-
ing this hypothesis.

In the future, we plan to experiment with more subjects
during more sessions.
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Figure 12: Results for S1. TRCs with largest classification weights for the MA models built after the second session (first session with
feedback). Top: contrast points in the Doppler-delay plane. Middle: rows of the matrix P associated with the TRCs. Down: classification
error rate associated with each TRC.

As the goal is to control devices by thinking, it is
necessary to add more MAs for making, at least, a two-
dimensional control possible.

We will consider other spatial analysis techniques such as
nonlinear PCA for extracting those TRCs that can be classi-

fied in the time-frequency domain.
Another possibility could be to perform a para-

metric time-frequency analysis (multivariate autoregres-
sive models) first and then apply a spatial analysis tech-
nique.
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Figure 13: Results for S2. TRCs with largest classification weights for the MA models built after the second session (first session with
feedback). Top: contrast points in the Doppler-delay plane. Middle: rows of the matrix P associated with the TRCs. Down: classification
error rate associated with each TRC.
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Figure 14: Error rate evolution for S1 over the training sessions
from three to six. We reported the error rate for each five-minute
slice in Table 1.
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Figure 15: Error rate evolution for S2 over the training sessions
from three to six. We reported the error rate for each five-minute
slice in Table 1.
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