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The theme of the current special issue is microsimulation.
In many scientific disciplines, computer simulation models
have contributed to our understanding of the world and
the value of strategies to modify the likely course of events.
The benefits of simulation models can be seen in estimating
the impact of human activity on climate change or the
impact of policy initiatives, such as tax changes, on the
economy. It is perhaps time for the health sciences to
be similarly ambitious in understanding population health
using computer simulation.

Simulation models have been used in health research
since the 1960s [1]. Typical applications have involved
hospital scheduling, spread of communicable diseases, effec-
tiveness of screening programs, and economic evaluation
[2]. Most of the models have been macrolevel models,
which operate at the level of groups or systems. In contrast,
microsimulation is a way to model the behavior and generate
the life histories of individual units, such as persons or house-
holds. Microsimulation models have been used primarily for
evaluating social and economic policies, such as income tax,
social security, health benefits, or pension policies [3].

Over the past decade, there has been a growing interest in
the development of microsimulation models capable of pro-
jecting the distributions of health determinants and diseases
in the population, estimating the contribution of different
risk factors to changes in disease incidence, prevalence, and
mortality, and predicting the effects of disease prevention
and treatment strategies on health outcomes [4, 5]. For
modeling epidemics, interactive microsimulation models
(agent-based models) have been implemented [6]. Recent

efforts in model building have benefitted from the increasing
power and decreasing cost of computing infrastructure, and
the growing availability of population health data [7].

The seven articles featured in this issue represent a range
of topics from researchers working in USA, UK, Canada,
Australia, and Japan. Two methodological papers deal with
critical issues in model development, namely, sources of data
for model parameters and estimating uncertainty around
model results. Five applied papers cover a broad range
of important public health problems, such as screening
and treatment for breast cancer, marijuana use across the
life course, effect of physical activity on life expectancy,
health impact and costs of obesity, and the social burden
of the elderly. Below, we briefly summarize these diverse
contributions which, taken as a whole, demonstrate both the
challenges and promise of microsimulation modeling.

When modeling the spread of infections, accurate travel
and contact data are paramount. M. Laskowski and col-
leagues discuss novel types of data sources generated by
cell phone contacts, combined with detailed travel survey
data and fine-grained trip data from a study of vehicles.
Using examples from the province of Manitoba, Canada, they
explain how such data can be integrated into the framework
of agent-based models of infectious diseases.

The results from simulation models are subject to uncer-
tainty, but in many modeling studies uncertainty is not prop-
erly quantified. B. Sharif and colleagues review the strategies
for estimating two types of uncertainty in population-based
microsimulation models of chronic diseases: the Monte
Carlo error and parameter uncertainty. Steps in uncertainty
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analysis, including sample size estimation, are illustrated
with an example of a Canadian microsimulation model of
osteoarthritis.

Breast cancer is the most common cancer among women
in the United States, and Black women in the District of
Columbia have the highest breast cancer mortality in the
nation. A. M. Near and colleagues adapt an established
microsimulation model developed as part of the Cancer
Intervention and Surveillance Modeling Network program
to help policy makers in DC develop strategies for reducing
breast cancer mortality in this group. The authors estimate
the effects of changing screening guidelines and improving
the use of chemotherapy and consider both the benefits as
well as potential harms associated with these interventions.

Understanding marijuana use patterns over the life
course is important for developing effective harm reduction
policies. However, empirical studies that are sufficiently long
and cover the full range of user types are rare and very hard
to carry out. S. M. Paddock and her colleagues combine
data from several sources to develop a simulation model,
the RAND Marijuana Microsimulation Model, that allows
them to describe lifetime marijuana use trajectories in the
population of the United States. The authors apply the
model to estimate and compare the potential benefits from
prevention and treatment strategies among various groups
of users.

Sedentary lifestyle is a well-established risk factor for
mortality. The question G. Rowe et al. consider is how much
life expectancy in Canada would improve if everyone went
for a walk instead of watching television. To address this
question they develop a microsimulation model that uses
detailed data on activity patterns from a large population
survey. By analyzing the impact of hypothetical changes in
behavior across different groups they also find a surprising
answer to the question who should exercise for maximum
population health benefit.

Population-based simulation models can be used to
project future impact of aging, as well as major risk
factors for chronic diseases, on health and healthcare costs.
However, such comprehensive models are rare. Lymer and
Brown describe the development and application of a health
module for an Australian population and policy model called
APPSIM. Rather than modeling individual diseases, these
authors directly model the effects of risk factors on self-
rated health. Preliminary results help assess the burden of
obesity in terms of its impact on both health status and health
expenditures in Australia.

Population aging, with its multiple and profound impli-
cations for society, has been studied by demographers and
social scientists for decades. Yet, the complexity of the
societal processes associated with aging makes long-term
predictions of the social burden of the elderly elusive. The
paper by T. Fukawa applies a microsimulation model called
INAHSIM-II to better understand and predict changes in
the living arrangements and dependency levels among the
elderly in Japan over the next several decades.

What can epidemiologists learn from these papers?
Epidemiology is sometimes considered a basic science of
public health, but the link between epidemiological data and

public policy is often tenuous and indirect [8]. Simulation
models are helpful in synthesizing epidemiological data and
translating them into applicable public health knowledge [3–
7]. Results from microsimulation models are increasingly
used to guide public health policy. For example, the United
States Preventive Services Task Force recently incorporated
evidence from such models in their recommended guidelines
for breast cancer screening [9]. As the role of simulation
models in shaping public health policies continues to
grow, epidemiologists will be increasingly involved in model
building and asked to help interpret findings from simulation
studies. Microsimulation models in particular should be of
interest to epidemiologists because they tend to rely directly
on parameters derived from epidemiological studies, such as
disease incidence, mortality, and relative risks.

Microsimuation models have the potential to become
increasingly complex, incorporating different risks, path-
ways, and outcomes that are of interest to policy makers.
Epidemiologists can play a key role in developing an
understanding of how models tie together such complex
issues. We believe that the series of papers published in
this issue of ERI provide interesting, contemporary examples
of microsimulation model applications in the context of
population health research, as well as examples of current
methodological challenges model developers are grappling
with. They also offer useful insights into the kinds of research
questions such models are capable of addressing.

Jacek A. Kopec
Kimberley Edwards
Douglas G. Manuel
Carolyn M. Rutter
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By using a microsimulation model named INAHSIM, we conducted a household projection in Japan for the period of 2011–2060.
Due to rapid aging of the population, the distribution of the elderly (65 years old or older) by living arrangement and dependency
level has a profound impact on the future social burden. In this paper, we measured the social burden of the elderly by three
variables: (1) institutionalization rate (percentage of the elderly living in institutions), (2) parent-child ratio (relative number of
old parents taking into account the number of brothers and sisters), and (3) one-year transition matrix of the elderly by household
type. Especially, the choice of the elderly among (a) living independently, (b) coresident with child households, and (c) moving to
institutions are crucial indicators for the future social burden of the elderly in Japan.

1. Introduction

The household is one of the most important statistical bases
for policy formulation on health and welfare. The average
number of household members is declining, and the number
of single households is increasing in Japan. However, the
household is still an important unit for various policies, and
elderly in one-person household tend to require support of
various kinds in aging society. Although expanding recently,
statistical information on households and families is still
inadequate, to understand the dynamic process of formation
and dissolution of households and families in a systematic
and coordinated way.

Dynamic microsimulation models are considered to be
the most suitable method to observe the dynamic evolution
of households and families and to forecast their future trends.
While most microsimulation models developed to date have
focused on the household sector, a number have been
created which simulate the behavior of businesses, rather
than individuals or households [1]. However, the dynamic
microsimulation method does have some drawback, includ-
ing difficulties in obtaining the initial population as well
as estimating the transition probabilities. INAHSIM-II is a
solution to avoid the difficulty to obtain initial population
for the model.

INAHSIM (Integrated Analytical Model for Household
Simulation) is a dynamic microsimulation model, which
was first developed in 1984-85 in Japan by using an actual
initial population derived from a national household survey.
The main purpose of INAHSIM was to prepare projections
to get information on the future number and composition
of households, and to analyze households and families in
terms of the dynamic transition of household types, family
systems, and so forth. Since the 1994 Simulation, the initial
population for the model was formed by using the INAHSIM
model itself. This is especially important in Japan where
it is particularly difficult to use microdata of household
surveys to obtain the initial population. The 2004 Simulation
improved the process of creating the Initial Population and
added the dependency of the elderly in the model. In the 2009
Simulation, the creation process of the Initial Population
was further improved and the dependency of the elderly was
directly related to the data of the Long-term Care Insurance
(LCI) implemented since April 2000, and institution was
incorporated in the model for the first time as an option to
move.

In the INAHSIM 2011 Simulation, setting 2010 as the
start year, we conducted a household projection in Japan
for the period of 2011–2060. INAHSIM-II specifically means
that the initial population is created by using the INAHSIM

mailto:fukawa@ifwj.org
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model itself. Same as the 2009 Simulation, the dependency
level of the elderly aged 65 or over was based on the data from
the Long-term Care Insurance, and institution was among
options of living arrangement for the elderly.

In this paper, basic features of the INAHSIM 2011
Simulation and some standard results from the simulation
are shown in Section 2. Simulation results for the elderly are
described in details in Section 3. In Section 4, we discuss
the social burden of the elderly using the simulation results
in Section 3. Japan is already the most aged country among
major developed countries, and its aging rate (the proportion
of those who are 65 years old or over to the total population)
is expected to reach 40 percent in 2060. We assume those
discussions on social burden of the elderly will be relevant
to all developed countries.

2. INAHSIM 2011 Simulation

Observing the basic framework of the 2004 Simulation and
the 2009 Simulation, the 2011 Simulation had the following
characteristics: (a) the Initial Population was formed by
using the INAHSIM model itself; (b) the dependency of
the elderly was related to the data of the Long-term Care
Insurance (LCI); (c) institutions were included in the model
as a possible option for the elderly to move. Whether an
elderly person moves to an institution or not depends on
living arrangement, marital status, and dependency level.
Compared to the 2009 Simulation [2], the 2011 Simulation
had the following features:

(i) Base year was set as 2010, and all transition probabil-
ities are renewed for this new base year.

(ii) More attention was paid to the living arrangement
of the elderly including institution as well as their
dependency level in forming simulation cases.

(iii) Discussions on parent-child ratio and living arrange-
ment of the elderly are possible by comparing
simulation results among different simulation cases.

2.1. Initial Population. Preparation of the Initial Population
was done by two steps. First, individual males and females,
6,000 of each, aged 20–29 according to age distribution in
2010, was created and put into the model. A simulation
was executed for 210 years in order to obtain a stable
population, using a set of transition probabilities prepared
for this process. Next in Step 2, the baby-boomer generations
were created using a specific set of transition probabilities.
The final state of this Step 2 is compared to the actual data in
2010 in Table 1. Simulation methods are briefly described in
Appendix A.

Through these two steps, the Initial Population consisted
of 227,241 individuals in 94,195 households. The Initial
Population obtained was fairly good in general as shown in
Table 1. However, there was still a certain discrepancy in the
living situation of the elderly between the Initial Population
and the result from the Population Census and the Basic
Household Survey. Throughout the simulation, the Initial
Population was fixed.

2.2. Transition Probabilities. Various transition probabilities
shown in Appendix B are used in the model. The death rate
is given by age (single year of age) and sex for those who are
less than 65 years old, but it is determined by dependency
transition which is given by age (5 year age group) and sex
for those who are 65 years old or over. The dependency of the
elderly aged 65 or over is classified into 4 levels as follows:

Level 0: No disability and completely independent.

Level 1: Some disability but basically independent.

Level 2: Slightly or moderately dependent.

Level 3: Heavily dependent.

Levels 2 and 3 correspond to persons eligible for the
LCI, and Level 3 corresponds to care need assess-
ments 4 and 5 of the LCI in particular.

We employed four kinds of household merger. (a) Core-
sidency rate of adult child with parents upon marriage. (b)
Reuniting rate of adult child to the parent’s household upon
becoming widowed. (c) Reuniting rate of adult child to the
parent’s household upon divorce. (d) Merger rate of aged
parent(s) with the child generation. The merger rate of aged
parent(s) changes according to marital status, average age,
and dependency of aged parent(s).

Concerning the possibility of the elderly to move into
institutions, we assumed two cases: Standard case (S) and
Independent case (I). In Standard case, elderly in one-person
household with dependency level 2 moves to an institution if
and only if he or she cannot merge into a child’s household,
and elderly in one-person household with dependency level
3 always moves to an institution. Concerning elderly couples
in couple-only household, assumed movement depends on
the couple’s dependency level and the availability of a child’s
household as shown below (number indicates dependency
level).

Standard Case (S):

Elderly in one-person household (2): Merge to child
generation, otherwise move to institution

Elderly in one-person household (3): Always move to
institution

Elderly couple 1 and 2: merge to child generation,
otherwise (2) moves to institution

Elderly couple 0 and 3; 1 and 3: (3) always moves to
institution

Elderly couple 2 and 2; 2 and 3; 3 and 3: Both always
move to institution.

In Independent case, elderly in one-person household
with dependency level 2 moves to an institution with a pro-
bability of 0.2 per year if he or she cannot merge into a
child’s household. Concerning elderly couples in couple-only
household, assumed probability of the elderly to move to
institution was smaller than Standard case as described below
(number indicates dependency level).
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Table 1: Creation of initial population for 2010.

Step 1 Step 2 Actual

Population and household (in %)

Population by age group

0–14 30.4 13.1 13.1

15–64 58.8 63.2 63.8

65+ 10.8 23.7 23.0

Household structure

One-person (IP) 14.1 34.0 32.4

Couple only (Co) 12.1 18.6 19.8

Couple and child(ren) (CC) 52.7 26.2 27.9

Single parent and child(ren) (SC) 3.2 5.7 8.7

Three generation (3G) 11.3 7.7 7.1

The others (Oth) 6.6 7.7 4.1

Living situation of 65+

One-person 10.3 16.9 16.9

Couple only 38.8 34.3 37.2

Coresident with child (couple) 33.8 20.8 17.5

Coresident with child (without spouse) 8.4 17.8 24.8

The others 6.3 7.4 3.7

Institution 2.3 2.8 —

Note: Actual figures are from the Population Census (Population and Household structure) and the Basic Households Survey (Living situation of 65+).

Independent Case (I):

Elderly in one-person household (2): Merge to child
generation, otherwise move to institution with a pro-
bability of 0.2 per year.

Elderly in one-person household (3): Always move to
institution.

Elderly couple 1 and 2: merge to child generation,
otherwise (2) moves to institution with a probability
of 0.2 per year.

Elderly couple 0 and 3: (3) moves to institution with
a probability of 0.2 per year.

Elderly couple 1 and 3; 2 and 3: (3) always moves to
institution.

Elderly couple 2 and 2: Both move to institution with
a probability of 0.2 per year.

Elderly couple 3 and 3: Both always move to institu-
tion.

2.3. Simulation Cases. The total fertility rate was assumed to
remain the same throughout the simulation period, and we
assumed three levels (TFR = 1.4, 1.3, and 1.6). On the other
hand, the death rate was assumed to decline gradually, and
life expectancy at birth would be 84 years for males and 90
years for females in 2060. Concerning the possibility of the
elderly to move to institution, we assumed two cases, Stan-
dard case (S) and Independent case (I), as mentioned above.
Therefore, we conducted 6 simulation cases: S (1.4), S (1.3),
S (1.6), I (1.4), I (1.3), and I (1.6).

2.4. Basic Results. According to the 2011 simulations, the
total population continues to decline throughout the pro-
jection periods, while aging of the population will continue
until 2050 (Figure 1). Total population and aging rate in
future years are inline with the result of the latest official
population projection published by the IPSS [3].

Table 2 shows basic results of the simulation for Standard
case & TFR = 1.4. The total number of population will
decrease from 128 million in 2010 to 85 million in 2060, and
aging rate will be 38 percent in 2060. The total number of
household starts decreasing since 2010, but the number of
households with elderly members (65+) will reach 24 million
in 2040 and starts decreasing thereafter (Table 2).

3. 2011 Simulation Results for the Elderly

3.1. Living Arrangement of the Elderly. Table 3 shows the
living situation of the elderly (65+) for Standard case and
TFR = 1.4. Past data from the Basic Household Survey are
also included in the table, although this survey excludes those
people who stay in institutions. In 2010, among the elderly
population, 16.9 percent live in one-person households, 37.2
percent in couple-only households, and 42.3 percent live
with the child generation. According to the simulation, the
proportion of one-person households will increase and the
proportions of both couple-only households and coresident
with child couple will decrease. The proportion of those
elderly who stay in institutions will steadily increase through-
out the projection periods. The rate will be about 10 percent
in 2060 for Standard case (Table 3), but it will remain 6.6
percent in 2060 for Independent case.
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Table 2: Future population and households.

Year
Population (in million, %) Number of Households (in million)

Total Elderly (65+) Age structure (%)

0–14 15–64 65+ (Re)75+ Total With 65+

2000 126.9 22.0 14.6 68.1 17.4 7.1 46.8 15.0

2010 128.1 29.2 13.1 63.8 23.0 11.0 51.8 19.3

2020 122.2 35.5 12.2 58.8 29.0 14.5 50.0 23.4

2030 113.8 35.0 10.8 58.4 30.8 18.7 47.3 23.4

2040 104.3 36.8 10.8 54.0 35.2 19.4 44.1 24.0

2050 94.5 35.8 10.5 51.6 37.9 23.4 40.3 23.4

2060 85.1 32.5 9.8 51.9 38.2 26.0 35.9 20.9

Note: Figures for 2000 and 2010 are based on the Population Census.
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Figure 1: Total population and aging rate. Middle, low, high mean middle, low, and high scenarios of the population projection by the IPSS
as of January 2012, respectively.

The living situation of the elderly is rather different
between males and females. Reflecting the difference in death
rates, the proportion of one-person households is higher
for females than males, and this discrepancy increases with
age (from 10.4 percent for 65–69 to 12.1 percent for 80+
for males and from 14.9 percent for 65–69 to 26.6 percent
for 80+ for females in 2010). However, the increase in the
proportion of one-person households among male elderly is
remarkable, and it will reach female level in 2050 (Table 3).

The coresidency rate of the elderly aged 65 or over
declined from 70 percent in 1980 to 50 percent in 2000, and
it was 42 percent in 2010. Figure 2 shows past and future
coresidency rate of the elderly according to age group and

sex. The coresidency rate of the elderly increases with age,
and the historical trend of declining coresidency rate main-
tains in future years. The number of female elderly staying in
institutions is higher than that of male elderly. However the
proportion of those who stay in institutions is rather similar
between males and females.

Table 4 shows the distribution of the elderly by depen-
dency level. The proportion of dependency level 2 was 8.7
percent (6.0 percent for males and 10.7 percent for females)
and dependency level 3 was 3.5 percent (2.2 percent for males
and 4.5 percent for females) in 2010. As shown in Table 4, the
proportions of those elderly with dependency levels 2 and 3
will steadily increase especially among females.
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Table 3: Living situation of the elderly (65+).

Total (in %) Male (in %) Female (in %)

Year 1P Co Coresident with child Institution 1P Co Coresident with child 1P Co Coresident with child

a b c d a b c d a b c d

2007 15.7 36.7 9.6 10.0 16.9 7.2 9.7 46.1 11.5 3.5 22.7 2.7 20.4 29.3 8.1 15.1 12.3 10.7

2010 16.9 37.2 8.4 9.1 17.4 7.4 10.9 46.4 10.0 3.1 23.0 2.8 21.5 30.0 7.1 13.8 13.1 10.9

2020 20.8 32.7 5.6 10.9 12.2 6.9 3.6 18.6 38.6 6.6 5.3 15.5 3.9 22.6 28.1 4.9 15.2 9.7 9.2

2030 22.6 28. 8 5.3 11.1 12.3 7.9 5.2 20.6 34.5 6.3 6.0 15.6 4.7 24.1 24.5 4.6 15.1 9.8 10.4

2040 24.4 26.0 4.7 9.9 12.6 8.1 6.1 23.5 30.9 5.5 5.1 15.8 4.5 25.1 22.2 4.1 13.7 10.2 11.0

2050 26.6 24.4 4.6 8.8 12.7 8.0 7.4 26.4 28.2 5.2 4.7 16.1 4.4 26.7 21.3 4.0 12.1 10.0 10.8

2060 25.9 21.4 4.7 9.3 12.3 8.5 9.9 26.4 24.6 5.5 5.2 16.0 4.7 25.5 18.9 4.1 12.5 9.4 11.5

(Note 1) IP: One-person. Co: Couple only.
a,b: Coresident with child (Couple) of elderly couple (a) or elderly without spouse (b).
c,d: Coresident with child (Without spouse) of elderly couple (c) or elderly without spouse (d).
(Note 2) Figures for 2007 ard 2010 are from the Basic Households Survey, which excludes those who stay in institutions.
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Figure 2: Coresidency rate of the elderly according to age group and sex.
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Table 4: Distribution of the elderly (65+) by dependency level.

Total (in %) Male (in %) Female (in %)

Year Dependency level Dependency level Dependency level

0 1 2 3 0 1 2 3 0 1 2 3

2010 87.8 8.7 3.5 91.8 6.0 2.2 84.8 10.7 4.5

2020 72.6 14.1 9.2 4.1 70.6 18.6 8.0 2.8 74.2 10.7 10.1 5.0

2030 68.7 15.0 10.9 5.4 66.1 20.3 9.6 3.9 70.6 10.9 11.9 6.6

2040 68.2 14.3 11.2 6.3 66.4 19.2 9.9 4.5 69.5 10.5 12.2 7.8

2050 66.1 15.6 11.5 6.8 63.6 21.2 10.4 4.8 68.0 11.1 12.4 8.4

2060 60.8 16.4 13.8 9.0 58.5 22.8 12.4 6.3 62.6 11.3 14.9 11.1

Note: Dependency level.
0: No disability and completely independent.
1: With some disability but independent.
2: Slightly or moderately dependent.
3: Heavily dependent.

Table 5: One- year transition matrix of the elderly by household type: 2019-2020, Standard case and TFR = 1.4.

Household type Number in 2019 (in thousand)
Number in 2020 (in thousand) Died (in thousand)

IP Co a b c d Oth Ins

Total 35,130 7,388 11,595 1,993 3,863 4,331 2,434 2,591 1,273 1,446

One-person (IP) 7,304 6,563 7 24 239 4 120 9 176 161

Couple-only (Co) 11,540 279 10,693 65 33 61 15 21 94 280

Coresident

a 1,986 0 0 1,790 89 13 1 10 0 84

b 3,843 0 0 0 3,463 0 33 25 0 321

c 4,255 8 179 34 1 3,809 86 39 0 99

d 2,387 68 1 0 20 1 2,110 21 0 166

Others 2,584 66 153 4 5 2 2 2,246 0 105

Institution 1,233 0 0 0 0 0 0 0 1,003 229

Newly became 65 404 561 77 14 441 68 219 0 —

Total number of the eldery: from 35,130 thousand in 2019 to 35,469 thousand in 2020.

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

1

2020
2020 father
2020 mother

2040
2060

Relative number of parents

Age group of children 

40–44 45–49 55–59 65–6950–54 60–64 70–74

Figure 3: Relative number of parents according to age group of
children: Standard case and TFR = 1.4.

3.2. Relative Weight of the Elderly. Relative number of parents
weighted by the number of brothers and sisters of children is
obtained from the calculation as follows [4]:

R(y) = Relative number of parents according to age
group of children (y), n = number of brothers and sisters of
children, Fn(y) = ∑

n F(y,n), where F(y,n) = Number
of children of age group y with n brothers and/or sisters,
G(y) = ∑

n G(y,n)/n, where G(y,n) = Number of parents
with children of age group y and n brothers and/or sisters;
R(y) = G(y)/F(y).

Figure 3 shows the results for the years 2020, 2040, and
2060. As low fertility is assumed to continue and life expec-
tancy will be prolonged, the relative number of parents to
adult children aged 40 or over will increase remarkably in the
future. The relative number of mothers is higher than that
of fathers reflecting the difference in death rate by sex. For
age group 60–64, for example, the relative number of parents
will steadily increase from 0.24 in 2020 to 0.42 in 2060 for
Standard case and TFR = 1.4. The difference in fertility rates
(TFR 1.3 and 1.6) has little effects on this index.

3.3. Dynamic Transition of the Elderly by Household Type.
Table 5 shows a one-year transition matrix of the elderly by
household type from 2019 to 2020 for Standard case and
TFR = 1.4. From 2019 to 2020, 1.8 million persons are
estimated to become 65 years old and 1.4 million elderly
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Table 6: Yearly transition rate by household type for the elderly (65+) Standard case and TFR = 1.4.

Household type
Year (in %)

2020 2030 2040 2050 2060

Total 10.3 10.3 10.4 9.4 9.4

One-person (IP) 10.7 10.2 9.7 8.5 8.7

Couple-only (Co) 7.6 7.9 8.4 7.4 8.0

Coresident

a 10.0 10.3 9.8 8.9 7.8

b 10.1 9.5 9.2 9.0 8.2

c 11.3 10.9 11.9 9.8 9.4

d 12.5 11.7 11.2 10.2 9.7

Others 13.2 14.1 13.3 11.9 12.2

Institution 19.9 17.8 16.3 15.6 13.8

Table 7: Summary comparative table for 2030.

Standard case Independent case

TFR TFR

1.3 1.4 1.6 1.3 1.4 1.6

Living arrangement of the eldserly (65+)

Coresidency rate (%) 36.2 36.7 37.1 37.4 37.6 37.6

Institutionalization rate (%) 5.1 5.2 5.0 3.1 3.1 3.1

Parent-child ratio at age-group 60–64 0.299 0.294 0.300 0.299 0.299 0.309

Yearly transition rate for 65+ (%)

Coresident a 9.8 10.3 11.3 10.5 10.9 11.3

Coresident b 9.1 9.5 9.6 9.9 9.1 9.6

Institution 17.2 17.8 18.1 17.6 17.3 18.1

Table 8: Derivation of model parameters (transition probabilities).

Event Transition Probabilities Value

Birth
Birth rate Age of mother and birth order

Sex ratio at birth 105.5 males for 100 females

Death
Death rate Age and sex for 0–64 years old

Dependency transition Age and sex for 65+ years old

Marriage
First marriage rate Age and sex

Remarriage rate Age and sex

Divorce
Divorce rate Duration of marriage

Probability of husband leaving household upon divorce 0.6939

Separation
and return

Separation rate Age, sex, and marital status

Return rate Age, sex, and marital status

Household
merger

Coresidency rate of adult child with parents upon marriage
Bridegroom’s 0.40901
Bride’s 0.17647 (no brothers)
Bride’s 0.02373 (otherwise)

Reuniting rate of adult child to the parent’s household upon becoming widowed 0.3

Reuniting rate of adult child to the parent’s household upon divorce
Male 0.43
Female 0.35

Merger rate of aged
parent(s) with child
generation

Marital status, average age of aged parent(s), and dependency Standard merger rate of aged
parent(s), U , changes
according to age and marital
status: single male 0.015 (65)
to 0.207 (100), single female
0.015 (65) to 0.123 (100), and
couple 0 (65) to 0.05 (100).

Standard rate U is modified according to dependency as follows:

Dependency

0 1 2 3

Single ×0.8 ×1.0 ×1.5 1.0

Couple ×0.5 ×0.5 ×0.7 ×1.0



8 Epidemiology Research International

will die, and 31.7 million elderly will remain in the same
household type. Among 1,233 thousand elderly staying in
institutions in 2019, 1,003 thousand remain in institutions
and 229 thousand die. From one-person households, 176
thousand move to institutions, and 94 thousand elderly move
to institutions from couple-only households in 2020. About
90 percent of the elderly as a whole will remain in the same
household type.

The stability of each household type is measured by the
yearly transition rate, which is calculated by 1 − (Number
of the elderly remaining in this household type)/(Average
number of the elderly in this household type). Taking an
example of Standard case and TFR = 1.4, the average number
of the elderly in one-person households during 2019-2020
will be 7,346 thousand, and the yearly transition rate of
one-person households is 10.7 percent (Table 6). The yearly
transition rate of institution for Standard case & TFR = 1.4
will decrease from 20 percent in 2020 to 14 percent in 2060.
For Independent case, it will decrease from 18 percent to 14
percent during the same period, and there is only a small
difference between the two cases.

4. Discussion

In this paper, we measured the social burden of the elderly
by three variables: (1) institutionalization rate (percentage
of the elderly living in institutions), (2) parent-child ratio
(relative number of old parents taking into account the num-
ber of children), and (3) one-year transition matrix of the
elderly by household type. Table 7 summarizes main results
of three variables by simulation cases in 2030. From this
table, the followings can be stated:

(i) coresidency rate of the elderly will be slightly higher
in Independent case than Standard case;

(ii) institutionalization rate of the elderly will be lower
in Independent case, although there will be little
difference in yearly transition rate of institution for
65+ between Standard case and Independent case;

(iii) the relative number of parents to adult children aged
60–64 will be around 0.30, and this variable will be
stable among simulation cases.

Transition probabilities used are important in evaluating
the results of the simulation. As mentioned before, the total
fertility rate was assumed to remain constant throughout the
simulation period, and we assumed three levels. Concerning
death rate, we employed single assumption. The dependency
of the elderly aged 65 or over was classified into 4 levels,
and we observe a sharp increase in the proportion of heavily
dependent elderly between 2010 and 2060. This is because
aging of the population will be so severe and the present
dependency was assumed for future years. However, future
improvement in the dependency of the elderly may well be
expected, and it will certainly affect the simulation results.

Institutionalization rate in this paper is rather theoretical,
considering only demand side. Moreover, the logic employed
here is rather simple, and there is a plenty of room to
improve. In reality, rates of institutionalization depend on

the availability of places on long term care institutions and
their costs as well as on living arrangement, marital status,
and dependency level of the elderly. It is difficult to maintain
one-person household if his or her dependency level is
high, and elderly couple consider moving to institutions if
the dependency level of the spouse becomes high. Actual
proportion of those elderly who stay in institutions is
determined by the availability of places on long term care
institutions. Therefore, in improving the institutionalization
rate of the elderly, we are confronted with a difficult task of
reconciling demand side with supply side.

From the INAHSIM model, we can obtain a population-
household projection in a coherent manner as well as
dynamic statistics which are difficult to obtain from static
surveys or macrosimulation. By changing the starting year
of the simulation, INAHSIM is useful for both historical
analysis and future projection of households and families [4].
While dynamic models typically do capture some types of
behavioral change, they face problems (like static models)
when attempting to incorporate either behavioral change
in response to government policy changes or second round
effects because they do not necessarily allow changes in
behavior initiated by government policy changes [1].

If we construct a pertinent initial population and
improve the accuracy of transition probabilities, then we can
extract useful information from the INAHSIM, which is only
available from dynamic microsimulation model. Transition
probabilities are able to be changed annually. In order to
analyze the family lifecycle, it is necessary to improve the
accuracy of various transition probabilities on household
mergers. By adding place of dwelling, housing, and employ-
ment situation into the model, we can improve the usefulness
of the model remarkably. Inagaki [5] added employment
situation into the model, and analyzed the effects of recent
increases in nonregular workers on the future fertility and
household situation. Fukawa [2] applied the simulation
results to make a projection of health and long-term care
expenditures in Japan.

Due to rapid aging of the population, the distribution of
the elderly by living arrangement and dependency level has a
profound impact on the future social burden. A parent-child
ratio taking into account the dependency as well as the choice
of the elderly among (a) living independently, (b) coresident
with child households, and (c) moving to institutions have
a profound impact on future LCI expenditures in Japan.
These results may change according to assumptions, but
projections are useful in considering ways how to reorganize
the social security system under the circumstances of aging
of the population and low fertility in Japan. In considering
a suitable scale of social security benefits, projection results
are indispensable to persuade the general public to accept a
higher burden or lower benefit.

5. Conclusions

By using a dynamic microsimulation model named INAH-
SIM, we conducted a household projection in Japan for the
period of 2011–2060. We measured the social burden of the
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elderly by three variables: (1) institutionalization rate (per-
centage of the elderly living in institutions), (2) parent-child
ratio (relative number of old parents taking into account the
number of children), and (3) one-year transition matrix of
the elderly by household type. Simulation results are useful in
considering ways how to reorganize the social security system
under the circumstances of aging of the population and low
fertility in Japan.

Appendices

A. Simulation Methods

INAHSIM is a dynamic microsimulation model, and the
occurrence of each event is based on the Monte-Carlo
method, that is, if and only if a random number generated by
the computer for each event is equal to or smaller than the
probability given, the event is allowed to occur. When an
event is determined to occur, all the necessary procedures will
be carried out step by step to simulate the changing of the
actual society. The operation of each event is carried out once
a year, and the order of operation is as follows: marriage,
birth, death, divorce, separation, return, and merger of aged
parents. Reuniting of the widowed or divorced with the
parent’s household is included in the operation of death or
divorce, respectively.

In the preparation of Initial Population, higher birth rate,
and higher marriage rate were used in order to create the first
(born during 1947–1949) and second (born in 1970s) baby-
boomer generations. We conducted various modifications in
order to obtain an Initial Population which reflects age and
household structure of the actual population. However, we
did not conduct any modification in the 2011 Simulation.

The Initial Population thus obtained was compared with
the result from the Population Census and the Basic House-
hold Survey. The Basic Household Survey is conducted every
year by the Ministry of Health, Labour, and Welfare. The sur-
vey is done on a large scale once in three years, and the 2010
Survey is among them. The sample size of the 2010 Survey
was 289 thousand households with 750 thousand people, and
the response rate was 79.6 percent.

B. Derivation of Model Parameters
(Transition Probabilities)

See Table 8.
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Trajectories of drug use are usually studied empirically by following over time persons sampled from either the general population
(most often youth and young adults) or from heavy or problematic users (e.g., arrestees or those in treatment). The former,
population-based samples, describe early career development, but miss the years of use that generate the greatest social costs. The
latter, selected populations, help to summarize the most problematic use, but cannot easily explain how people become problem
users nor are they representative of the population as a whole. This paper shows how microsimulation can synthesize both sorts of
data within a single analytical framework, while retaining heterogeneous influences that can impact drug use decisions over the life
course. The RAND Marijuana Microsimulation Model is constructed for marijuana use, validated, and then used to demonstrate
how such models can be used to evaluate alternative policy options aimed at reducing use over the life course.

1. Introduction

Marijuana is the most widely used illicit substance in the
United States, with use rates being the highest among youth
and young adults. Average thirty-day use rates among high
school seniors in the United States have been about 20% since
1994 and in 2009, and 5.4% of high school seniors reported
daily use of marijuana during the past month [1]. Use rates
among young adults are also high, with 59% of all individuals
between the ages of 19 and 28 reporting having ever used
marijuana, 17% of individuals reporting use in the past thirty
days, and 5.4% reporting use of marijuana on a daily basis in
the past 30 days [2].

Although a large number of studies have examined risk
and vulnerability factors associated with the general use
and onset of marijuana, only recently have scientists started
examining factors associated with marijuana use careers, the
duration and severity of marijuana use, and quit behavior.
Current work suggests that age of onset, frequency of use
at an early age, drug-using peers, and stressful life events
are important factors influencing both duration and the

probability of quitting [3–6]. Other work suggests that while
these various factors are important, there are alternative
trajectories of use that people seem to follow because of
heterogeneous experiences [7–10]. The vast majority of these
trajectory studies have focused only on the periods of late
adolescence and young adulthood during which marijuana
use peaks [11–13]. None of these analyses have examined
the longer-term implications of marijuana use careers, such
as the relationship between marijuana use trajectories and
drug treatment or criminal engagement. This is due in large
part to the lack of available longitudinal data that captures
the full spectrum of drug use and its consequences over
the entire life course. Thus, most of what we have learned
about initiation, escalation, and general quit behavior is
from general population surveys of nonheavy users [3–6],
while information about those experiencing chronic use
and relapse is from populations who have at some point
sought treatment [14–16]. Without a way to connect the
information into a singular framework, we are unable to
consider and evaluate the relative effectiveness (or cost-
effectiveness) of a diverse set of policy proposals.
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Markov or population cohort models have been used in
the past to combine different data set summaries in order
to track entire drug use careers for a population [17–20].
Although Markov models can be useful for understanding
questions related to total population consumption or average
lifetime consumption, they provide limited insight into the
variation in drug use within a population and how or
whether individual-level factors or experiences, such as prior
drug use or drug treatment history, influence transitions into
and out of drug use careers [21]. For example, while one may
know that relapse risk for illicit drug use increases with prior
history, in a Markov model one may not be able to easily
model the dependence on such history given the importance
of multiple individual-level factors on the probability of
relapse.

Microsimulation modeling offers a way of modeling
individual-level drug use trajectories over the life course.
More so than Markov modeling, simulation models are able
to capture the uncertainty and heterogeneity in factors influ-
encing drug use and its persistence over time by examining
how a change in behavior today impacts the natural course
of outcomes over an individual’s lifetime. Microsimulation
models can explicitly capture both the uncertainty of events
as well as the heterogeneity in predictors and outcomes by
allowing transition probabilities across drug use states to be
functions of multiple individual-level characteristics as well
as a random stochastic component [22].

In this paper, we present the RAND Marijuana
Microsimulation Model, which mimics marijuana use over
the life course starting with a cohort of 12-year olds represen-
tative of the United States population of 12-year olds in 2004.
We show that sufficient data sources exist to inform the con-
struction of this model; demonstrate the ability of microsim-
ulation model to capture uncertainty and heterogeneity in
lifetime trajectories of marijuana use; present evidence for
the external validity of the model we have constructed. Our
model facilitates the development of a better understanding
of use trajectories by synthesizing multiple data sources
from different populations. The model assumes a chronic
disease perspective in that it recognizes that marijuana use
might increase or decrease over time, with periods of no
use and relapse [23]. It also retains aspects of individual
heterogeneity by allowing transition probabilities between
marijuana use states and, say, treatment to be influenced by
relevant individual-level characteristics, including prior use
history, treatment history, and demographic characteristics.

The rest of the paper is organized as follows. In Section 2,
we present the RAND Marijuana Microsimulation Model of
the life course of marijuana use for persons in the United
States that follows a cohort from age 12 to age 85 and
simulates their individual drug use trajectories. We provide
an overview of the data sources we use as model inputs in
Section 3, highlighting what the data sources do and do not
contain, and explain how that informs our model building.
In Section 4, we examine external validity of the RAND
Marijuana Microsimulation Model by comparing key results
from the models to findings from existing public use data. We
also examine some key epidemiological questions. Finally,
in Section 5, we demonstrate the power of the model by

examining alternative “what if” scenarios that are frequently
considered by policy makers to assess the probable effect of
each policy on marijuana consumption over the lifetime.

2. Model Construction

The RAND Marijuana Microsimulation Model is used to
simulate marijuana drug use histories for individuals who
belong to a cohort of 12-year olds who are representative
of 12-year olds living in the household population in the
US in 2004. This cohort is then followed in the model
throughout their lives. These drug use histories are deter-
mined by individual-level characteristics, such as gender
and race/ethnicity that are fixed, as well as those that vary
over time, such as age and level of marijuana use. The
RAND Marijuana Microsimulation Model consists of states,
transition probabilities, and a time cycle during which these
transitions take place. States represent the physical location
and drug use proclivity of the individual at a given point in
time t. As shown in Figure 1, there are four physical locations
in our model: (1) in the community, not in treatment; (2)
in the community, outpatient treatment; (3) in residential
treatment; (4) dead. In addition to these physical locations,
an individual’s state is determined by one of four marijuana
use proclivities: being a nonuser, an occasional user, a regular
user, and a heavy user.

Marijuana use proclivity represents the individual’s
underlying desire to use the substance rather than their cur-
rent level of use. When an individual is unconstrained and
living in the community, his/her observed marijuana use
behavior will perfectly reflect his/her current marijuana use
proclivity (underlying desire). If, however, the individual
is in a constrained environment, then his/her underlying
marijuana use proclivity may exceed his/her actual observed
drug use in time t. For example, a heavy user entering
treatment in period t−1 may be observed not using drugs in
period t but that does not mean his/her natural proclivity
is to be a nonuser. In actuality, s/he is still a heavy user
just being constrained externally not to use. Upon exit
from treatment s/he may remain abstinent for some time
afterward. However, by having a natural proclivity as a heavy
user, s/he will have a higher probability of relapsing into
use until, s/he has sustained abstinence for some specified
length of time. Hence, one’s natural proclivity for drugs can
and will change over the lifetime. Transitions to higher and
lower proclivities will occur based on one’s marijuana using
experience and length of time consuming marijuana at a
given level.

Transition probabilities are used to stochastically move an
individual from one state (physical location and proclivity)
to another state between time t and time t + 1. These
transition probabilities will vary according to the state in
which an individual resided in period t and may also
depend on individual characteristics (e.g., age, gender, and
race/ethnicity) and past history of the individual (e.g., age
of first marijuana use). For example, changing from heavy
use proclivity in the community to a regular use proclivity
in the community may be a function of the length of time
since the individual last used marijuana and his or her age of
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No Occ'l Reg Heavy No Occ'l Reg Heavy No
In community

No NA NA NA NA NA NA NA

Occasional NA NA NA NA NA NA
Regular NA NA NA NA NA
Heavy NA NA NA NA NA NA

No
NA NA NA NA NA NA NA

Occasional NA NA NA NA NA
Regular NA NA NA NA NA
Heavy NA NA NA NA NA

NA

NA
NA
NA

Residential
No NA NA NA NA NA NA

Occasional NA NA NA NA
Regular NA NA NA NA NA

NA

NA NA NA

NA NA
NA

Heavy NA NA NA NA NA
Dead

Dead

NA NA NA NA NA NA NA NA NA NA NA NA NA

Shaded blocks represent transitions that are allowed. NA: not an allowable transition.

State of Oregon administrative data on treatment admissions

NSDUH 2005, and TEDS 2005

Centers for disease control vital statistics

In community

Data sources for estimating state transition probabilities

Ages 12–14: NSDUH 2002–2004
Ages 15–24: NLSY97
Ages 25–85: NHSDA 1994b–1998, NSDUH 2002, and NLSY97

Rows = time t
Column = time t + 1

In community—outpatient

In community
—outpatient

NA NA NA

NA NA NA
NA NA
NA NA

NA NA

NA NA
NA

NA

Residential treatment

Occ'l Reg Heavy

Figure 1: Flow chart of state transitions and data sources for allowable transitions.

initiation. Transitions are generated as random draws from
stochastic distributions, the form and parameters of which
are determined from regression analyses or cross-tabulations
of relevant data from the target populations. Conditional
upon a transition in marijuana use taking place at a given
age, the individual’s life history will be altered from that point
onward, and subsequent probabilities for state transitions
will be conditional upon current marijuana use proclivity.

Individuals are allowed to transition from combined
physical location and proclivity states from time t to t +
1; however, the data sources required to parameterize our
model are available for the transitions among physical loca-
tion states as well as among proclivity states, conditional on
location. Because of these data considerations, we implement
the state transitions in two steps: first, we model the prob-
ability of entering each physical location as a function of
individual prior states, demographics, and personal history;
second, conditional on having transitioned into a physical
location at time t, we implement the transition among
marijuana use proclivity states. For instance, the probability
of a heavy marijuana user who is in the community at time
t − 1 entering residential treatment and having a regular
proclivity to use at time t would involve calculating the
following pair of probabilities:

(i) Pr(enter residential treatment at time t | in commu-
nity at time t − 1) = f (demographics, heavy mari-
juana use proclivity at time t − 1);

(ii) Pr(regular marijuana use proclivity at time t | in
residential treatment at time t, heavy marijuana use
proclivity at time t−1) = f (demographics, marijuana
use proclivity at times 1, . . ., t − 1).

In our model, each time cycle (or time step) is represented
by one quarter (3 months). One quarter has an important
meaning in treatment settings, as longer lengths of stay
(typically greater than 3 months) have been associated with
improved posttreatment outcomes [27].

Figure 1 summarizes the model structure. The rows rep-
resent all 13 possible combined location-proclivity states at
any given time t. The state transitions that are possible when
moving to time t + 1 are highlighted. For example, nonusers
in the community at time t have nonzero probabilities of
transitioning into occasional use at time t + 1, but the model
restricts nonusers from entering treatment. In contrast, a
regular user who is in the community at time t can remain
in the community as either a regular user or with a different
proclivity by decreasing to occasional use or increasing
to heavy use, or else this regular user will die or enter
either outpatient or residential treatment. The “NAs” in
Figure 1 indicate transitions that are not possible. Note that
an individual’s proclivity to use drugs will not experience
big changes simply with a change in physical location. For
example, when a heavy user is living in the community and
then transitions into residential treatment, his/her proclivity
will remain at the heavy user level at least for one time period
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even if the observed marijuana use behavior in the next
period drops to zero.

3. Data Sources and Model Parameters

Table 1 lists the parameters of the RAND Marijuana Mi-
crosimulation Model, summarizing how their values were
determined as well as their data sources. Several key model
parameters vary with respect to individual characteristics, as
elaborated upon below.

Marijuana Use Proclivity. Since data sources on marijuana
use proclivity states were only available at the annual level,
we modeled marijuana use transitions at the annual level
and converted annual transitions to quarterly transitions
in the microsimulation model by randomly selecting a
plausible set of quarterly transitions associated with each
annual transition, under the assumptions that marijuana use
proclivity could only change at most one level per quarter.

The National Longitudinal Survey on Youth (NLSY97)
is a nationally representative data set of approximately 9,000
youths who were 12 to 16-years old as of December 31,
1996, for which respondents are followed up annually. For
each age, we fit an ordinal logistic regression model to
predict individual-level marijuana use proclivity states in the
current year: no use in past year; occasional use (≤2 times
in past month); regular use (3–19 times in past month);
heavy use (>20 times in past month). Predictors included in
each model are marijuana use in the previous year, gender,
race/ethnicity, educational level (less than high school, high
school diploma, some college, and college degree), and age
of first use of marijuana. We then included the resulting
ordinal logistic regression prediction equation into the
microsimulation model in order to simulate marijuana use
proclivity transitions for 15–24-year olds.

Because very few observations are available for youth
aged 12–14 in NLSY, we used data from the National Survey
on Drug Use & Health (NSDUH) to estimate drug use
proclivity transition probabilities for this age group. We
modeled transitions for 12–14-year olds in two steps. First,
we estimated the probability of initiating marijuana use at
each age using synthetic cohorts from NSDUH from years
2002–2004. We used synthetic cohorts since individual-level
data on whether marijuana initiation occurred during the
past year is lacking for individual observations. The second
step was to simulate drug use proclivity for those who have
initiated marijuana ever. Given the very low numbers of
respondents who reported ever having used marijuana in
this age group in NSDUH, we combined estimates of the
marijuana use proclivity levels from NSDUH 2002–2004 to
stabilize our estimates of the cross-sectional probabilities
of the marijuana use proclivities. We then applied these
use probabilities equally to marijuana initiates regardless of
individual level characteristics and past history to obtain
drug use proclivity for ages 12–14.

The NLSY cohort data we use only cover ages 15–24,
so we used a different strategy to obtain marijuana use
proclivity transition probabilities for adults aged 25–85.
We used data on marijuana initiation from the 1994–1998

National Household Survey on Drug Abuse (NHSDA) to
fit an age-period-cohort (APC) model to predict marijuana
initiation at each age, controlling for period and cohort
effects [28–30]. (1994–1998 of NHSDA were used instead of
more recent surveys because the recent survey reports age in
unevenly divided precategorized bins, making it untenable
for age-period-cohort statistical modeling.) We fit a Poisson
regression model with a log link function to the age, period
and cohort-specific marijuana initiation counts for each age
(a), period (p), and cohort (c) group, rapc, and included napc

as an offset term to adjust for variation in the number of
persons eligible to initiate in each APC group:

rapc ∼ Poisson
(
μapc

)
; log

(
μapc

)

= α + βa + βp + βc + log
(
napc

)
,

(1)

where βa, βp, and βc represent the effects of belonging to
age, period, and cohort group APC. We included age in
the model as a set of dummy variables covering 3-year age
categories, starting with ages 12–14 and ending with ages 48–
50 (given the rarity of initiates over age 50, we assumed zero
marijuana initiation over age 50), such that ages 21–23 was
the reference (holdout) category. We transformed the age-
specific Poisson regression coefficient estimates of marijuana
initiation to risk ratios (RRs) for age group a by computing
RRa = exp(βa). This allowed us to compute the probability
of initiation among those aged 25 and older in age group a
as RRa times the probability of initiation among 21–23-year
olds, after controlling for period and cohort effects.

Then, we obtained from NSDUH 2004 the cross-sec-
tional probabilities of marijuana use proclivity states for
persons aged 25 and older who ever initiated. Since we
lacked individual-level data on transitions across these states,
we assume a correlation structure between individual-level
marijuana use at year t and year t + 1. (According to
information from the MTF and NSDUH data, marijuana
initiation is rare after the age of 24. The mean age of first
use for marijuana according to the most recent 2007 NSDUH
survey is 17.8-years (SAMHSA, 2008).) For persons aged
25–49, we assumed the correlation of annual marijuana use
proclivity states from year to year would be similar to that
found between ages 23 and 24 in the NLSY. We assumed that
individual-level annual transitions would be more strongly
correlated from year to year when individuals were 50-years
of age and older, and thus we used the correlation observed
from quarterly transitions among 24-year olds for annual
transitions for those after 50-years of age. We then used
iterative proportional fitting [31] to estimate marijuana use
proclivity transition probabilities when moving from age t
to t + 1 such that the cross-sectional probabilities found in
NSDUH 2004 for ages t and t + 1 were preserved.

Residential and Outpatient Drug Treatment. We estimated
the probabilities of transitioning from the community into
treatment by first estimating the number of individuals each
year to enter treatment for marijuana use. For this cal-
culation, we make use of data from the Substance Abuse
and Mental Health Administration’s (SAMHSA’s) Treatment
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Table 1: Summary of model parameters and data sources for RAND Marijuana Microsimulation Model.

Baseline value(s), or how determined Source

Demographics

Total population size 50,000 Assumed

Time step One quarter Assumed

Age distribution
Match US noninstitutionalized
population of 12-year olds

NSDUH 2004

Gender
Match US noninstitutionalized
population of 12-year olds

NSDUH 2004

Race/ethnicity
Match US noninstitutionalized
population of 12-year olds

NSDUH 2004

Transitions among drug use proclivity states

Drug use proclivity (none, occasional, regular, and
heavy) for those in the community:

Initiation determined using synthetic
cohorts

ages 12–14

For proclivity given initiation: assume
transitions are independent of previous
history. Use cross-sectional probabilities
of proclivity states (none, occasional,
regular, and heavy)

NSDUH 2002–2004

ages 15–24
Varies by age, gender, race/ethnicity, and
prior marijuana use

NLSY97

ages 25+ Varies by age and prior marijuana use
NHSDA 1994b–1998, NSDUH
2004, and NLSY97

Probability that drug treatment will be successful 0.2 Assumed [24–26]

Probability of drug use proclivity states for those in
treatment:

when treatment is successful
Decrement proclivity by one level each
quarter until no use is achieved

Assumed

when treatment is not successful
Hold proclivity at same level for a year
following treatment

Assumed

Physical location states

Probability of death in the current quarter Varies by age, gender, and race/ethnicity
Centers for disease control and
prevention

Probability of going to treatment, given alive at t+1
and in community:

outpatient Varies by age
TEDS, NSDUH 2005, Oregon
treatment administrative data,
census data

residential Varies by age
TEDS, NSDUH 2005, Oregon
treatment administrative data,
census data

Probability of a new episode of treatment, given
alive at t+1 and in treatment

Varies by prior treatment history, age,
gender, race/ethnicity, and age of first
marijuana use

Oregon administrative treatment
data

Probability of remaining in treatment from time t to
time t+1

Varies by prior treatment history, age,
gender, race/ethnicity, and age of first
marijuana use

Oregon administrative treatment
data

Episode Data Set (TEDS), a comprehensive treatment admis-
sions data set collected from the states on admissions to
treatment offices that receive public funding (either due to
block grants, government support, and/or publically insured
patients). Unfortunately, the TEDS are episode-based admis-
sions, and it is not possible to identify information on prior
treatment episodes (aside from whether the patient had any)
in these data. Thus, we augment information from these

national data with information from a single state (Oregon)
which tracks information on patients entering treatment
over time.

We multiply the annual number of marijuana treatment
admissions in the 2005 TEDS data by our estimate from the
Oregon treatment data of the proportion of these admissions
that are for outpatient (92.8%) versus residential (7.2%).
We then divide these numbers by the population of regular
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and heavy users estimated from the 2005 NSDUH data to
get the fraction of regular and heavy users estimated to go
into both outpatient and residential treatment. Finally, we
convert these to quarterly figures by dividing by four. We
also use the Oregon data to estimate the number of quarterly
admissions that reflect double-counting of individuals—
32.2% for residential and 6.1% for outpatient—and reduce
the number of residential and outpatient quarterly admis-
sions, respectively, by these amounts in order to estimate the
number of individuals going to treatment each quarter.

To estimate the average length of time in treatment,
we used administrative data on publicly funded treatment
admissions to residential and outpatient drug treatment
programs for marijuana abuse and dependence from admin-
istrative data in Oregon, years 1996–2008. We fit Weibull
regression models to these data to develop predictions of
the lengths of stay for clients in residential and outpatient
marijuana treatment settings that varied by age, gender,
race/ethnicity, age of first marijuana use, number of previous
episodes of treatment (if any), and cumulative length of
time spent in outpatient and residential treatment. We
similarly fit multinomial logistic regression models to derive
probabilities of transitioning from the current treatment
episode to another episode (whether that be outpatient or
residential) or to moving into the community, given current
physical location, with these probabilities also varying by the
aforementioned characteristics. We applied these probabil-
ities to individuals whose length of stay in treatment had
been achieved in the current time cycle, as determined by the
Weibull model-based predictions of length of stay.

Treatment effectiveness is defined in terms of one-year
recovery rates (abstinent for at least a year), and presumed
in the model to be 20%, based on findings from two large
randomized clinical trials of adolescents in treatment for
marijuana specifically. The Cannabis Youth Trial (CYT), the
largest cannabis use disorder treatment trial to date, found
the percent of youth in recovery (abstinent for at least a
year) of 12%–16% [24]. A more recent randomized trial of
adolescent outpatient treatment showed an overall recovery
rate of about 20% [25]. This higher recovery rate is consistent
with a study of treatment for cannabis-dependent adults,
yielding an abstinence rate of 23% at 15 months [26].

Death. We used population-based life table data for the
United States [32] to model mortality. Data were available
on mortality for white men, white women, black men, and
black women. The white mortality life table data were used to
model mortality for other nonwhite persons. Since mortality
data are only available separately from data on transitions to
other physical locations, we first estimate the probabilities of
death for each person who is alive in the simulation at time
t; next, we estimate transition probabilities for entering the
other physical location states for those persons who are still
alive at time t.

Uncertainty in Microsimulation Parameters. It is important
to account for variation in our simulation output when
validating the model and obtaining estimates based on the

model. For example, to compare simulated marijuana use
trajectories to those found in the literature (i.e., the “val-
idation data”), one needs to know how “close” these two
estimates are to one another. If we were to run the model just
once, we could simulate a marijuana use trajectory that does
not match the validation data. However, this could be a false
negative in that a second run of the simulation model could
yield a different outcome and match the validation data. The
variation exists because of the uncertainty that we build into
the model (stochastic events) as well as the uncertainty of the
parameters predicting the likelihood of these events. Thus,
to account for uncertainty in our simulation model output,
we implement Monte Carlo simulation, which involves
repeatedly (500 times) and randomly drawing parameter
estimates used as inputs to the model from their estimated
sampling distributions, running the model once for each
set of sampled parameter estimates, and then summariz-
ing uncertainty in microsimulation-based estimates with
approximate 95% uncertainty intervals. This will allow us
to compare our microsimulation results to external data
for validation purposes and to report uncertainty in model
estimates that is a function of the uncertainty in model
inputs.

4. External Validation of
Microsimulation Model

No long-term longitudinal data following a nationally repre-
sentative cohort of marijuana users exists. That is precisely
why modeling techniques are useful. However, it also makes
external validation challenging. Nevertheless, there are sev-
eral ways we can partially externally validate our model.
The first is to compare short-term outcomes predicted from
the model (i.e., age-specific prevalence rates) with those
from national data sources not used to parameterize of
the model. For example, marijuana use proclivity transition
probabilities for those aged 15–24 are based on regression
models fit to data from the NLSY97 survey, while NSDUH
was used to estimate marijuana use proclivities for other
ages. Using prediction models based on these data that are
updated each year as the sample ages, our model can generate
age-specific prevalence rates. These prevalence rates can then
be compared to those from nationally representative data
sets not used in the model parameterization, such as the
Monitoring the Future (for high school seniors) and National
Household Survey on Drug Use and Health (NSDUH) (for
those aged 15–24). One challenge with making comparisons
to such nationally representative data sets is that they actually
report slightly different use rates. For example, both NSDUH
and Monitoring the Future (MTF) collect data on marijuana
use, but NSDUH marijuana use figures are consistently
lower than those from the MTF, which could be due to
underreporting in the household setting or due to differences
in sampling frames, for example, MTF does not survey
school dropouts, a group that NSDUH has shown to have
different rates of illicit drug use than those who remain in
school [33]. We, therefore, compare our model results to
both of these data sources for external validation.
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Figure 2 shows how annual prevalence rates from both
our microsimulation model compared to prevalence esti-
mates from the 2002 NSDUH for the age groups 12–30. The
2002 NSDUH is used because it coincides with the simulated
population reaching age 18 based on NLSY97 data (in 1997
the population was 11-12 and by 2002 they would be 17-
18). This is a key age as evidence from the NSDUH (2007)
suggests that 17.4 is the average age of initiation among
those who use marijuana. Thus, we know we should capture
roughly half of all initiation by age 18. Annual prevalence
rates from ages 12–14 are indeed fairly consistent for both,
as is to be expected given that both models use data from a
very similar data source, the 2004 NSDUH, for constructing
transitions at ages 12–14. What is relevant, however, is
how closely the microsimulation prevalence rates mirror the
NSDUH 2002 age-specific prevalence rates at the other ages.

The microsimulation model lets us also consider whether
prevalence rates among key demographic groups are con-
sistent with those observed in other national data. Figure 3
compares the microsimulation annual prevalence results at
age 18 by race and gender to data on high school seniors
from the 2002 Monitoring the Future Survey (MTF), with
the MTF figures reflecting self-reported past year marijuana
use. Here it can be seen that the microsimulation does well
at capturing differences in use by race and gender. Estimates
from the microsimulation model are indeed consistent with
those across all demographic groups. Though there is no
widely accepted level for establishing the equivalence of
prevalence rates across demographic groups, it is helpful
to note that the differences between the model results and
MTF are smaller than differences that are considered by sub-
stance abuse treatment providers to be clinically meaningful
[34].Thus, the microsimulation model appears to be doing
well, as indicated by its ability to match external data not used
in the model, capturing both population prevalence rates as
well as important variation among key demographic groups
within the population.

5. Results

Table 2 presents the average person years of use overall and
by race/ethnicity and gender for our simulated population.
Overall, Whites use marijuana for the longest period of time
relative to Blacks and Hispanics (8.8-years versus 8.2 and
8.2-years, resp.), with the average use career for males being
9.1 years and for females 8.5-years. What can also be seen
in Table 2 is that there is stability in the person-years of
marijuana use across race/ethnicity and gender categories
within a level of use. In general, females at any level of use
consume for shorter periods than men and Hispanics and
Blacks consume for shorter periods than Whites. The ethnic/
gender variation is most pronounced among heavy users,
with Whites having on average 0.8 additional person-year of
marijuana use than Blacks or Hispanics, and males having
0.6 more person-year of use than females.

Table 3 presents the percent of the population cohort of
12-year olds who ever become regular or heavy users overall
and by race/ethnicity and gender categories. Again we see
that racial and ethnic minorities are less likely to become
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Figure 2: Annual marijuana prevalence. Comparing the RAND
Marijuana Microsimulation Model and external data from the 2002
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Figure 3: Annual prevalence of marijuana use at age 18. RAND
Marijuana Microsimulation Model output (right-hand bars) versus
Monitoring the Future (MTF) 2002 data (left-hand bars).

regular and/or heavy users than Whites. For example, 26.9%
of Whites are at some point in their life heavy marijuana
users, versus 20.0% for Blacks and 19.0% for Hispanics. A
larger percentage of males versus females also become heavy
marijuana users (27.6% versus 21.3%).

Figure 4(a) shows that the probability of being a heavy
user of marijuana at each age conditional on heavy use in the
previous year steadily increases from near zero at age 14 to
about 0.75 by age 25, then leveling at about 0.6 until age 34.
After age 34, the probability of being a heavy user begins to
decline again, but then becomes highly variable by age 40,
as indicated by the increasing width of the 95% uncertainty
intervals, shown as horizontal segments. The substantial
uncertainty in the estimates as age increases beyond age
40 reflects the uncertainty in the input data given the
decreasing numbers of persons in the target population who
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Table 2: Average person-years of marijuana use predicted by RAND Marijuana Microsimulation Model.

Highest marijuana use proclivity level

Overall (for ever users) Occasional Regular Heavy

Mean 95% interval Mean 95% interval Mean 95% interval Mean 95% interval

Everyone 8.8 (7.7, 9.9) 5.4 (4.8, 6.0) 8.3 (7.4, 9.2) 11.8 (10.5, 13.1)

Race/ethnicity

White 9.1 (8.0, 10.2) 5.4 (4.8, 6.0) 8.4 (7.5, 9.3) 12.1 (10.7, 13.4)

Black 8.2 (7.2, 9.2) 5.1 (4.6, 5.7) 7.9 (7.0, 8.8) 11.3 (10.1, 12.6)

Hispanic 8.2 (7.1, 9.3) 5.3 (4.7, 6.0) 8.1 (7.1, 9.0) 11.3 (9.9, 12.7)

Male 9.1 (8.1, 10.1) 5.4 (4.8, 5.9) 8.4 (7.5, 9.2) 12.1 (10.8, 13.3)

Female 8.5 (7.4, 9.6) 5.4 (4.8, 6.0) 8.2 (7.2, 9.1) 11.5 (10.1, 12.9)

Table 3: Percent of population cohort ever becoming a regular or heavy marijuana user.

Regular marijuana use Heavy marijuana use

Mean 95% interval Mean 95% interval

Overall 41.8% (39.3%, 44.3%) 24.4% (22.2%, 26.5%)

Race/ethnicity

White 44.9% (42.3%, 47.4%) 26.9% (24.6%, 29.2%)

Black 35.9% (33.1%, 38.8%) 20.0% (17.7%, 22.3%)

Hispanic 35.8% (32.7%, 38.8%) 19.2% (16.8%, 21.7%)

Gender

Male 45.4% (42.8%, 48.1%) 27.6% (25.2%, 29.9%)

Female 38.3% (35.7%, 41.0%) 21.3% (19.2%, 23.5%)

are heavy marijuana users, emphasizing the great uncertainty
in addressing this question for persons over 40 given the
input data. Similarly, Figure 4(b) shows greater continuity of
marijuana use among younger people, with those aged 13–35
having probabilities around 0.65 among regular/occasional
marijuana users of continuing to use at this proclivity level
one year later. After the of age 35, the average probabilities of
continuing to use at this proclivity level are close to 0.5, but
again become extremely variable for individuals over the age
of 50.

The top row of Table 4 provides some additional findings
from the baseline model, which we will use a as a basis
of comparisons for some later policy simulations. The
first column reports the average number of use years of
marijuana for the entire cohort (including never users) over
the life course (5.3-years). As a large number of users never
initiate marijuana use, these nonusers bias down the average
number of use years a bit. The average duration of use (in
years) among those that initiate marijuana is 8.8-years (seen
previously in Table 2 as well). The next two columns report
the prevalence of any marijuana use and heavy marijuana use
at three key ages (18, 19, and 20) for the cohort, showing that
at these ages approximately one-third of the cohort reports
using marijuana and one in 14 reports doing so heavily.
Interestingly, the rate of heavy use appears to rise between
age 18 and 20 (from 6.1% to 8.1%) even though prevalence
of any use does not.

In the last column of Table 4, we show the number of
treatment episodes per 10,000 in the study population cohort
(overall and then among heavy users). The results in the

model suggest that the total number of episodes per 10,000
in the population is 524. However, it appears that very few
people in our cohort have repeat treatment episodes, as the
model only predicts 419 individuals receiving treatment per
10,000 in the study population cohort or 1.25 episodes of
treatment for the population of users (results not shown).
This suggests that about 20% of those in treatment have
more than one treatment episode for marijuana specifically.
If we narrow the analysis to just those individuals who use
marijuana heavily at some point during their lifetime, we see
that this group experiences a much larger number of episodes
of treatment (1640 episodes per 10,000 heavy users) over the
life course as one might expect. Interestingly, however, we do
not see that heavy users of marijuana are any more likely to
experience multiple episodes of treatment for marijuana, as
the average number of treatment episodes for heavy users is
1.27 (versus 1.25 for all users).

6. Policy Simulations

While microsimulation models can be valuable for building
use trajectories that would not otherwise be fully observed
if one had to rely on existing data sets, as has been done
thus far, the real strength of these models is their ability to
explore the implications of alternative “what if” scenarios.
The “what if” scenarios may be hypothetical or closely
approximate real policy changes that have been proposed,
and the results of these scenarios can be explored both from
a short run (i.e., immediate effect) and long run (effects
over the life course) perspectives. “What if” scenarios are
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Table 4: Comparison of the effect of selected policies on lifetime marijuana use and treatment utilization.

Average years of marijuana
use

Prevalence (%) of
marijuana use at age

Prevalence (%) of
heavy marijuana

use at age

Number of treatment episodes
per 10,000

In the
population

cohort

Among
ever-users

18 19 20 18 19 20
In the

population
cohort

Among those
who were ever

heavy user
Probability treatment is
successful = 20% (base case)

5.3 8.8 33.3 34.7 33.0 6.1 7.5 8.1 524 1640

Probability treatment is
successful = 35%

5.3 8.8 33.0 34.3 33.0 5.9 7.4 8.1 503 1546

Increase treatment access by 10% 5.4 8.8 33.5 34.6 33.0 6.0 7.6 8.2 585 1830
School-based drug prevention:
decrease initiation by 10.9%

5.2 8.6 32.3 33.2 32.0 5.4 7.1 7.9 473 1538
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Figure 4: Probability of remaining a heavy (a) or regular/occasional
(b) marijuana user at age t given proclivity at age t − 1 was heavy
(a) or regular/occasional (b), along with 95% uncertainty intervals
(vertical segments).

useful for understanding how sensitive important outcomes
might be to policy changes. The population outcomes
associated with these “what if” scenarios or policy changes
can then be compared to the world as it actually is, to see
what the plausible impact of these changes are, even given
the uncertainty seen in the real world.

We make use of this feature by considering three alterna-
tive “what if” scenarios that have frequently been debated in
policy circles. Each of these is compared to our baseline sce-
nario discussed thus far, where the baseline effectiveness of

marijuana treatment is 20% and prevention is not explicitly
considered.

The first scenario takes a much more favorable view of
marijuana treatment, assuming an overall effectiveness (one-
year recovery) rate of 35%. This is based on findings reported
in two papers suggesting that that enhancing treatment,
through voucher incentives and behavioral skills training,
resulted in a 35% abstinence rate at the end of treatment
[35, 36]. The CYT also evaluated five short-term outpatient
psychosocial interventions and reported rates of no drug use
in the past 30 days and other criteria of up to 34%. If the CYT
treatment arms could be enhanced, possibly through booster
sessions to maintain effects over a longer period of time,
then a general recovery rate of 35% may not be unrealistic.
We, therefore, use this alternative assumption of a 35%
effectiveness rate as our first “what if” scenario.

A second “what if” scenario maintains the baseline treat-
ment effectiveness estimate of 20% but instead increases the
availability of treatment by 10%. The availability of treat-
ment is an important policy lever, since many studies have
shown drug treatment to be cost-effective in reduce drug-
related crime, such as in the case of cocaine [37]. There is also
public support for increased treatment availability, as illus-
trated by the consistent funding by the Federal Government
for State and Community Grants to expand treatment and
develop drug courts.

Our final scenario considers an alternative to funding
additional treatment and instead considers using prevention.
Treatment effectiveness remains as it did in the baseline
model (20%), but now we presume that a universal, school-
based primary drug prevention program is implemented
and delivered to students aged 12–14. A synthesis of the
literature on such model (evidence-based) programs found
that they reduced the prevalence of marijuana use at one-
year followup by 10.9% [38]. Despite marijuana prevalence
rates returning to the baseline levels by age 18 following
implementation of these programs, the delays in initiation
have shown universal school-based drug prevention to be
cost-effective over the long-term [38].

The impact of each of the three scenarios on a few
baseline metrics from the RAND Marijuana Microsimula-
tion Model is reported in the second through fourth row of
Table 4. The average duration of marijuana use for all persons
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in the population cohort as well as just those who ever
initiate marijuana were essentially constant across all three
alternative policy scenarios, with a very small decrease for
the school-based drug prevention scenario. The prevalence
of marijuana use among 18–20-year olds in the population
cohort was also rather similar, with the prevention scenario
resulting in very small reductions in prevalence at all three
age groups, which would be expected if there were any
sort of long-term gains of marijuana prevention. The larger
difference, however, is in the prevalence of heavy marijuana
use across these three ages. The prevention scenario suggests
lower rates of heavy use for all three age groups. As treatment
is presumed to be the result of heavy use, it is not surprising
that the two treatment scenarios do not generate large
reductions in the prevalence of heavy use for these young
users, as many of them have just started using at this higher
level (and hence have not yet been exposed to treatment).
The most noticeable difference across the policy scenarios
pertains to the number of treatment episodes. The number of
treatment episodes per 10,000 in the study population cohort
is 473 when school-based drug prevention is implemented,
whereas changing the effectiveness of drug treatment to 35%
from 20% results in a smaller reduction in the numbers of
treatment episodes in the study population cohort (to only
503). This is not terribly surprising that increasing treatment
effectiveness does not result in a bigger reduction in the
number of treatment episodes given only 20% of those who
go to treatment experience more than one treatment episode
in our base model. If we were evaluating a different substance
with a much higher relapse rate (e.g., cocaine or heroin),
increasing treatment effectiveness would be expected to have
a much larger impact and possibly greater than that for
prevention. Finally, expanding access to treatment does little
in our model to reduce prevalence rates or rates of heavy
use at the ages of 18–20, perhaps because only a small
proportion of the treatment episodes occur at these young
ages in our model. However, expanding treatment does in
fact expand the number of treatment episodes, as one would
expect. What is most surprising about this is that we do not
see this policy having any effect on the average number of
years marijuana is used in the cohort. If treatment was more
effective or more people had access to it, one would expect
that the years of marijuana use might decline. This might
not be the case, however, as it is not just heavy users who use
marijuana for long duration. It appears in our model that a
relatively large share of the cohort who uses marijuana does
so at a relatively low level over a long period of time. Hence,
expanding treatment does nothing for reducing the duration
of marijuana use for the entire cohort.

7. Discussion

Microsimulation modeling of lifetime drug use and out-
comes is a useful complement to traditional methods for esti-
mating drug use for a population cohort in that it captures
some interesting, and potentially relevant, heterogeneity in
drug use across individuals and over time. In this paper, we
describe a model we built to examine marijuana use over
the life course for a cohort of individuals with the same

basic demographics as those observed for 12-year olds in
the 2004 NSDUH. We demonstrate that a model relying
on predicted transitions similar to those observed in the
NLSY97 data can generate use rates youth and young adult
use rates that are consistent with those observed in other
data sources and also capture important heterogeneity in
terms of age, gender, and race. The ability of the model
to replicate information from external data sources suggests
that the model captures the important dynamics relevant
for describing marijuana use over the life course. As such,
it provides a useful tool for examining a variety of policy
scenarios that cannot necessarily be fully evaluated using
real data, as it takes time for the full impacts of a policy on
trajectories to be realized and our current data systems do
not provide linkages between youth cohorts and cohorts of
heavy users.

While a microsimulation model provides a useful
method of predicting heterogeneous patterns of marijuana
use over time, there are numerous limitations of such sim-
ulation models, including the fact that they are based on
parameters that are calculated from existing knowledge and
existing data that may change in the future. One limitation
is that the validity of results depend on the correctness
of the model specification. As the lack of data makes it
impossible to know with certainty whether the model is
correctly specified, the ability to validate outcomes from the
model helps us better understand if it is reasonably param-
eterized. Once the structure of the integrative simulation
model is built, alternative plausible parameters and model
constructions could easily be explored to determine their
effects on the assumptions and calculations of the model and
its final outcome. Another limitation is that our model is
parameterized using data from the United States, and thus
results may not be generalizable to other countries. However,
input parameters for our model could be derived using data
from other countries. A more significant limitation is that the
model currently only considers a limited set of outcomes and
consequences. The simplification was necessary to facilitate
the initial construction of the microsimulation model.
Future work will consider additional areas not currently
considered within this model, such as criminal justice
involvement, health events, and labor market events. If the
patterns suggested by the microsimulation model are indeed
correct, it can provide an important insight into the optimal
timing of prevention or treatment interventions aimed at
reducing overall or heavy use.

With those caveats regarding the model’s limitations in
mind, policy simulations using this model suggest that efforts
to improve prevention may be more effective at influencing
marijuana use (as measured by young adult prevalence rates,
young adult heavy user prevalence rates, and years of use
at a regular or heavy level) than increasing treatment access
or effectiveness. However, this is due in large part to the
relatively low rates in which marijuana users get treatment
(less than 5%) and the relatively low rates of readmission
for this drug. If we were instead considering a model where
relapse and readmission to treatment was significantly higher
(say cocaine or for heroin), it is entirely possible that
treatment could be more effective than prevention in terms
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of reducing the total years of use in any given proclivity
level as well as the likelihood of becoming a heavy user. So,
we caution the reader not to generalize findings from this
study, which are specific to marijuana and a function of the
presumed underlying scenarios.

We also point out that while the model does very well
mimicking real-world observations for a relatively young
population (up to age 40), the predictions and trajectories
from this model become relatively less stable and more
uncertain after the age of 40. This is due to the underlying
uncertainty of the data used to inform parameter estimates
used in the microsimulation model. Nonetheless, current
epidemiological models of marijuana use show that most
marijuana use drops precipitously after the age of 30 [11],
suggesting that the model may be sufficient for capturing the
more relevant trends of interest to policy makers.
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Objective. Uncertainty analysis (UA) is an important part of simulation model validation. However, literature is imprecise as to how
UA should be performed in the context of population-based microsimulation (PMS) models. In this expository paper, we discuss a
practical approach to UA for such models. Methods. By adapting common concepts from published UA guidelines, we developed a
comprehensive, step-by-step approach to UA in PMS models, including sample size calculation to reduce the computational time.
As an illustration, we performed UA for POHEM-OA, a microsimulation model of osteoarthritis (OA) in Canada. Results. The
resulting sample size of the simulated population was 500,000 and the number of Monte Carlo (MC) runs was 785 for 12-hour
computational time. The estimated 95% uncertainty intervals for the prevalence of OA in Canada in 2021 were 0.09 to 0.18 for
men and 0.15 to 0.23 for women. The uncertainty surrounding the sex-specific prevalence of OA increased over time. Conclusion.
The proposed approach to UA considers the challenges specific to PMS models, such as selection of parameters and calculation of
MC runs and population size to reduce computational burden. Our example of UA shows that the proposed approach is feasible.
Estimation of uncertainty intervals should become a standard practice in the reporting of results from PMS models.

1. Introduction

Computer simulation models are widely used in public
health research [1, 2]. Population-based microsimulation
(PMS) models are increasingly used to model possible effects
of public health interventions at the population level [3–5].
Such models usually represent the population of a country:
incorporate multiple cohorts, and model births, deaths, and
migration [6–8]. Population-based models differ from mod-
els commonly used in cohort-based cost-effectiveness studies
that model a single cohort of patients [9]. Unlike macrolevel
simulation models (e.g., cell-based [10] or compartmental
models [11]), microsimulation (MS) models generate a life
history for every individual in a population [12, 13] and
provide population-level outcomes by aggregating the indi-
viduals’ event histories [14, 15].

In PMS models of chronic, noncommunicable diseases,
individuals can be treated as independent units (no inter-
individual interactions). Examples include models of breast
cancer [7, 16], stroke [6, 17], pulmonary disease [18], colon
cancer [19], diabetes [20, 21], and other chronic conditions
[5, 15]. MS models that incorporate interactions between
individuals, often referred to as agent-based models, have
been used to model infectious diseases, such as influenza [22]
and HIV [23]. The focus of the current paper is on non-
interactive PMS models of chronic diseases.

Uncertainty analysis (UA) plays an important role in
the validation of simulation models and interpretation of
their results [13, 24, 25]. The purpose of UA is to provide
uncertainty intervals around the mean estimate of one or
more outcomes [24, 26]. In UA, the model analyst attempts
to quantify the uncertainty around the outcomes that is
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propagated through the model from different sources of
uncertainty [24–30]. These sources include Monte Carlo
(MC) error (i.e., random error), parameter uncertainty (i.e.,
uncertainty resulting from the fact that parameters used in
simulation models are estimated and not truly known [28,
29], structural uncertainty, that is, the uncertainty associated
with the choice of the statistical models [31], and possibly
other sources, such as the choice of the starting population
and sources of data that inform the model [25, 27].

In this paper, the term “parameter” refers to all possible
model inputs. Examples of parameters in PMS models are
those used to define the probability of events, such as disease
onset, death, or birth, or to describe the probability of
changes in the risk factors at the individual level, such as
changes in body mass index (BMI) or blood pressure. Param-
eters can be classified into those derived directly from data
and those obtained from experts. Data-based parameters
can be further categorized into those estimated from a
sample and, therefore, subject to sampling uncertainty, and
those obtained from a population census (no sampling
uncertainty). Expert-derived parameters are characterized
by subjective uncertainty [13]. Further in the text, we will
discuss how to deal with each type of parameter in UA.

Several methods have been developed for capturing
uncertainty in the analysis of environmental risk assessment
models [32], cost-effectiveness models in health economics
[33], and technology assessment models [34]. In environ-
mental risk assessment models [32], prediction of quantities
such as risks, exposures, and their effect on human health is
critical for public policy decision making. Prediction is also
a major objective of PMS disease models [1, 8]. Providing
the distribution for the outcomes or uncertainty intervals
around the outcome estimates is an important step in ascer-
taining predictive validity of surveillance and risk assessment
models [30]. In cost-effectiveness decision analytic models
[33], as opposed to predictive risk assessment models, policy
decisions are made through comparing cost and effectiveness
of multiple scenarios by predefined objective functions, such
as incremental cost-effectiveness ratio (ICER) or incremental
net benefit [33, 34]. An important difference between these
two types of models with regards to UA is that in predictive
models the goal is to estimate the uncertainty around a
projected health outcome under a given scenario, while in
decision analytic models one is usually interested in the
uncertainty around a relative measure comparing different
scenarios [35, 36].

Probabilistic sensitivity analysis (PSA) is the term used
for UA in decision analytic models [34], while quantitative
UA is the term used in risk assessment and environmental
modeling [32]. UA is considered a necessary component of a
model-based analysis in almost all risk assessment modeling
guidelines [32] and recent decision analytic modeling guide-
lines [34]. For instance, sensitivity analysis (deterministic or
probabilistic) was cited as a requirement in the principles of
good practice for decision analytical modeling in healthcare
evaluations, developed by a task force from the International
Society for Pharmacoeconomics and Outcomes Research
(ISPOR) and published in 2003 [37]. UA is also required
for health technology assessment modeling according to the

guidelines provided by the National Institute for Health and
Clinical Excellence (NICE) in the UK [34]. Performing UA
is important because in certain situations, it may change the
decision regarding the optimal scenario [35]. For example,
Griffin et al. [29] showed that in complex MS models with
nonlinear relations between the variables, interpretation of
the outcomes such as ICER could be biased if uncertainty
around the estimates is not considered.

UA is most informative when applied to complex models
that combine data from different sources [4–7]. In addition
to providing uncertainty intervals around the outcomes, UA
is also used as a prerequisite for value of information analysis
in decision analytic models [34] or stochastic sensitivity
analysis (SA) in environmental models [37]. In both of
these approaches, the goal is to ascertain the contribution of
different sources of uncertainty (e.g., different parameters) to
the total uncertainty of the model [22, 33, 36, 37]. As a result,
critical regions of the parameter space can be located and
future research can be prioritized to obtain better estimates
of the key parameters and reduce the uncertainty [27].

Differences in the structure and intended applications
between PMS models and other types of simulation models
may affect the methodology of UA. As the sources of
uncertainty in individual-level models differ from those in
macrolevel models, the UA methods developed for macro-
level models [38] should be modified for use in PMS models.
Studies by O’Hagan et al. [39] discuss UA for individual-
level cost-effectiveness models. However, their approaches
are not suited for models used for predictive purposes, such
as PMS models of chronic diseases used in health impact
assessment studies [1, 6, 7], or those used for population
projections [26]. A guideline for conducting UA in the con-
text of predictive models for risk assessment studies has
been published by the Environmental Protection Agency
(EPA) [40], but this guideline does not address the specific
problems that may arise while performing UA for PMS
models. In sum, no standard approach for UA in the context
of PMS models has been developed [13, 25].

The uncertainty associated with any given outcome in a
disease simulation model is typically a reflection of the com-
plex interplay among the model variables [12]. Due to this
complexity, estimating uncertainty with analytical approach-
es is often impossible, and numerical methods, such as the
Monte Carlo (MC) method, are almost always required.
The MC method involves running the model many times
using randomly selected samples from the input parameter
space (i.e., parameter joint distribution) [32]. While the MC
method is the most common numeric approach to estimat-
ing parameter uncertainty [30, 32] in simulation models, in
its simplest (standard) form it is not suitable for MS models
due to the resulting computational burden [35].

Various techniques have been proposed to reduce the
computational time of UA in MS models. Cronin et al.
[31] used a response surface approach, which approximates
the simulation outcome as a linear function of the input
parameters. Others employed more complex approximate
functions, such as Gaussian and radial basis functions [41,
42]. The major limitation of these techniques is that the
assumptions of a specific response surface function may not
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hold in all types of MS models or even for different outcomes
within one model [42]. Another approach is to perform
“guided” sampling, for example Latin hypercube sampling
(LHS) [31, 43] or orthogonal sampling [44]. However, these
sampling approaches do not reduce the model execution
time, which is the “bottleneck” of the total computational
time in UA [45]. O’Hagan et al. presented a method based
on the analysis of variance and discussed sample size calcula-
tions for UA in MS models [39].

In this paper we provide an overview of the main issues
and techniques in UA that are applicable to MS models. We
illustrate these techniques with an example in which UA is
performed for POHEM-OA [46], a PMS model of osteoar-
thritis in Canada.

2. Overview of Uncertainty Analysis

2.1. Sources of Uncertainty. The sources of uncertainty vary
with the type of simulation model and the objectives and
design of a given study. Several sources have been discussed
in the literature [30, 44], with the emphasis on (i) MC error,
or first-order uncertainty [2, 29, 36], and (ii) parameter
uncertainty, or second-order uncertainty [38, 39, 42]. MC
error is introduced when the starting values of the variables
in the model and the simulated events are assigned to each
individual using a stream of random numbers [9]. As such,
MC error reflects “unexplained” variation between the units
of a simulation model [32]. Parameter uncertainty arises
from random errors in the estimation of the input param-
eters [8, 30]. Parameter uncertainty exists in all manners
of simulation models. MC error, on the other hand, is not
a concern in macrolevel models, which do not attempt to
reflect stochastic variability between individuals [47].

Other types of uncertainty, including uncertainty in the
starting population [12] and structural model uncertainty
[16], have been studied. Structural uncertainty is associated
with the choice of model structure, including the statistical
models used, variables in the model, and the specified
relationships between the variables [31]. Examples of struc-
tural uncertainty commonly discussed in the literature are
uncertainty arising from alternative model types, such as
linear versus nonlinear dose response in environmental risk
assessment models [30] or the use of discrete event versus
state-based Markov models [16]. Structural uncertainty is
not considered further in the UA approach discussed in this
paper.

2.2. Uncertainty Analysis of Microsimulation Models. UA
in individual-level simulations needs to account for MC
error in addition to parameter uncertainty. This can be
accomplished by performing a nested analysis that iteratively
samples from the parameter space, calls the base model
(which itself is subject to MC error as it samples individuals)
with a new set of input parameters, and records the outcomes
[37]. Throughout this paper, this approach is referred to as
“the MC method” in the context of PMS models. It should be
noted that MC error is reducible by increasing the number
of simulated units or the number of simulation runs with

different random seeds. However, parameter uncertainty is
fixed and cannot be reduced [39].

There are two major issues when applying the MC
method to PMS models: (i) integrating MC and calibration
algorithm(s) inside the simulation model and (ii) reducing
the computational burden associated with the MC method.
Calibration algorithms are used extensively in PMS models
[13]. Ideally, the calibration algorithm should be integrated
into the UA, as discussed in Section 3.4. A Bayesian approach
that integrates calibration algorithms within the MC method
has been recently applied in MS disease models for estimat-
ing unknown parameters [48].

2.3. Computational Time in Uncertainty Analysis. In MS
models, a major burden in applying the MC method for
UA is the computational time. UA should be performed
using an outer loop of (n) model runs for the parameter
uncertainty and an inner loop for a population of (m) units
for the MC error [36]. To obtain an accurate estimate of
parameter uncertainty in macrolevel models, it has been
suggested that the number of model runs (n) (i.e., MC runs)
should be large enough so that the uncertainty estimates
converge [29]. However, applying this recommendation to
MS models would make the UA computationally intractable,
as one run of such a model may take hours [41]. Two
approaches have been discussed in the literature for reducing
the computational time of UA in MS models: “emulator
based” [31, 41, 45] and “sample size based” [39].

Emulator-based approaches approximate the solution
space of the simulation model by preassumed functions
mapping the input parameters to the outcome. These
approximate functions predict the outcome of the main
simulation model instead of running the time-consuming
PMS at each instance of the MC process [31, 41, 45]. The
types of approximate functions used in MS disease models
include linear response function used by Cronin et al. [31]
for a model of prostate cancer, with the objective of investi-
gating the effect of screening on prostate cancer mortality
rates, and Gaussian function for a patient-level model of
osteoporosis in Stevenson et al. [41].

The emulator-based method would save a significant
amount of computation time at a cost of losing precision due
to outcome approximation. Stevenson et al. [41] reported
that the required time for a single run of their model was
reduced from 150 minutes to “virtually instantaneous”. How-
ever, this method requires the analyst to assume a certain
distribution for the outcome in order to be able to fit a
response surface. For example, Cronin et al. [31] used a linear
approximate function and assumed Poisson distribution for
the number of prostate cancer-related deaths, which was the
outcome of choice for performing UA in their study. Com-
plex PMS models would need a specific response function for
each outcome and there is no a priori reason to expect that all
response functions have the same functional form. In other
words, one needs to use a different approximate function for
each type of outcome in a single model.

The sample size approach involves finding a combination
of values for the simulated population size and number
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of simulation runs that achieve a specified precision for
the outcome within a fixed computational time [39, 45].
O’Hagan et al. [39] used analysis of variance (ANOVA) to
determine sample size in the case where two types of uncer-
tainty, MC error and parameter uncertainty, are considered.
Although their approach was originally designed for decision
analytic models with incremental net benefit as the outcome,
it can be used for other outcomes, including those typically
observed in PMS models. O’Hagan et al. [39] reported that
the computational demand was reduced by a factor of almost
36 (They mentioned that this claim is for the incremental net
benefit outcome and the resulting efficiency gain could be
different for other outcomes.). The sample size approach is
simple to implement and does not require an approximation
function.

UA in MS models has been discussed in detail for cost-
effectiveness studies with decision analytic purposes that
use specific type of outcome (i.e., cost-effectiveness ratio
or incremental net benefit) [47]. However, systematic pre-
sentations of UA for predictive PMS models with multiple
outcomes are lacking. In particular, there has been little
discussion of UA in the context of chronic disease models
with epidemiological or burden-of-disease outcomes, such as
those predicting the incidence and prevalence of a disease in
a population, its impact on mortality and quality of life, or its
costs [3, 12]. In the following section we provide an overview
of the key steps in UA for such models.

3. Steps for Performing Uncertainty Analysis

3.1. Selecting the Outcomes. UA should be performed sepa-
rately for each outcome of interest. Due to their predictive
nature, most of PMS models are dynamic; that is, the
outcomes are time dependent. Typical examples of such
dynamic outcomes in public health applications include the
distribution of health determinants, disease incidence or
prevalence, mortality, quality of life, health care utilization,
and costs. The selection of the outcomes for UA depends on
the objectives of the study.

3.2. Selecting Parameters. After selecting the outcome of
interest (e.g., the prevalence of disease X over the next
N years), the next step is to screen the parameters and
select the relevant ones [45]. By “relevant”, we mean those
parameters that are likely to have significant influence over
the selected outcome, as determined by the model analyst.
It is important to note that the uncertainty intervals from
UA will be conditional on the assumption that all parameters
not selected for UA do not introduce additional uncertainty.
Although ideally one would include all model parameters in
the UA, this is often impractical in complex models, such
as many PMS disease models, that may include hundreds of
parameters [1, 2, 5, 7].

Tools for determining parameter inclusion range from
qualitative approaches, such as scrutinizing the model’s con-
ceptual diagram and investigating its major components, to
more quantitative approaches, such as parameter prioritizing
[45] and tornado diagrams [37, 47]. Scrutinizing the model,
beginning with its major components, helps in identifying

the most important parameters, eliminating the irrelevant
ones, and identifying possible dependencies between the
parameters.

Different components of the simulation model, such as
demographic, disease, and intervention components, need
to be examined to ascertain which parameters to include in
the UA. The data sources for the parameters should be con-
sidered as well. For example, the demographic component
may include the parameters describing the distribution of
age and sex in the population, as well as birth and death
rates over time. These parameters are often derived from
vital statistics or large population databases and may be
excluded from UA due to minimal uncertainty. However, if
any of the above processes are modeled from a sample, then
sampling variability should be incorporated into the UA.
For example, a CISNET model for breast cancer [16] used
Surveillance, Epidemiology, and End Results (SEER) [51]
to estimate all-cause and cancer-specific mortality rates by
age and sex. Because the SEER database is very large, the
sampling variability of the SEER-derived mortality rates is
likely small, but may not be negligible. Further analyses,
discussed later in this section, may be needed to determine
the inclusion of such parameters in the UA.

In making decisions about which parameters to include,
the analyst needs to take into account possible discrepancies
between the population being simulated and the base pop-
ulation from which the data have been gathered. If the
calibration has been performed to fill in this discrepancy,
the parameters used in the calibration should be included in
the UA (unless they are estimated from a large population
data or census data). In addition, the calibration algorithm
itself should be integrated into the UA process. For example,
in POHEM-OA [46], a PMS model of osteoarthritis in
Canada, the baseline incidence of osteoarthritis (OA) was
estimated from a population-based administrative database
in British Columbia (BC), Canada, that includes healthcare
data for almost all residents of the province (Table 1) [52].
To simulate the incidence of OA in Canada, a calibration
algorithm is needed to obtain the incidence of OA in the
reference category of BMI, given the BMI hazard ratios and
the distribution of BMI in the population. The calibration
algorithm uses a direct search method to match the marginal
distribution of incidence in the province of BC to that of
the simulated population of the Canada [52] by changing
the baseline distribution until the target value is reached for
every age/sex category within a small acceptable distance. We
will discuss the details of implementing calibration into UA
in Section 3.4.

Parameters in disease components of the PMS models are
mostly coefficients in statistical models used to determine
the distribution of risk factors in the population, both
the baseline distribution and the dynamics of how risk
factors change through time and space, in addition to the
coefficients used in modeling the probability of event, mostly
through relative risks (or hazard ratios) associated with the
risk factors. For example, in POHEM-OA [46], the baseline
distribution of body mass index (BMI), a risk factor for
OA, was derived from the Canadian Community Health
Survey (CCHS) [50] (Table 1). The dynamics of how BMI
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Table 1: Components and parameters of a simplified version of
POHEM-OA∗ that was used for the uncertainty analysis example.

Demographic components

Age distribution in 2001∗∗

Sex distribution in 2001∗∗

Province of residence distribution in 2001∗∗

Birth and mortality rates by age and sex over time#

Migration##

Disease components

(i) Baseline parameters

BMI� distribution in 2001∗∗

Incidence of OA in 2001 by sex and 5-year age groups��

Reference (“baseline”) hazard rates of OA§

Prevalence of OA in 2001 by sex and 5-year age groups§§

(ii) Risk factors model

Change in BMI over time§∗

(iii) Disease incidence

Effect of BMI on incident OA by sex§#

∗
POHEM-OA: Population Health Microsimulation model for osteoarthritis

(OA) [46]. ∗∗Observed in Canadian Community Health Survey (CCHS-
2001) [50]. #Projected mortality in Canada by age and sex from Statistic
Canada. ##Migration data obtained from Statistics Canada projections.
� BMI: weight/height2. �� From administrative data in BC [52]; OA is
defined as at least 2 visits to a health professional within 2 years or 1
hospitalization with the ICD-9 code 715. Incident cases in 2001 are iden-
tified after excluding prevalent cases prior to 2001 using a 10 year run-in
period [46]. §Obtained numerically using calibration to match the marginal
distribution of incidence in BC administrative data. §§Obtained as the final
stable prevalence from a simulation of the Canadian population over a
50-year horizon, under constant age-specific incidence rates. §∗Obtained
from a linear regression model including age, sex, province, education, and
prior BMI. §#BMI was categorized into 4 standard categories (see Table 3).
The effect (hazard ratio) for each level of BMI is obtained from a survival
regression model using longitudinal NPHS data (two cycles: 2000 and 2002)
[49], separately for men and women.

changes in time and in different provinces was modeled from
the longitudinal National Population Health Survey (NPHS)
[49]. Parameters in disease component can be excluded from
UA if they are obtained from full population data, such as the
census or vital statistics. However, this is often not the case
for the parameters used in modeling probability of events
(e.g., relative risks associated with risk factors) as they are
mostly estimated from sample data [27]. For example, the
coefficients in Framingham equations, commonly used for
modeling the risk of cardiovascular disease in simulation
models, come from the Framingham sample [53] and, there-
fore, are subject to sampling variation.

Another group of parameters that should be considered
for UA are those describing the effects of health interventions
[54]. For example, in the chronic disease prevention (CDP)
model [55], a PMS model for evaluating interventions for
reducing obesity, the effects of physician counseling was
translated into reductions in the percentage of total choles-
terol intake, BMI, and systolic blood pressure. Another
example is the parameters describing the effects of a screen-
ing program on quality adjusted life years (QALYs) and
excess mortality in a CISNET model of breast cancer [16].

Whenever the outcome chosen for the UA (in Section 3.1)
is related to the intervention, the best practice is to include
the “intervention” parameters into UA, as most of these
parameters are estimated from sample data and the uncer-
tainty associated with them significantly affect the outcome
uncertainty.

The tornado diagram is a useful tool for prioritizing the
parameters in the initial steps of UA [47]. A tornado dia-
gram represents the results of multiple univariate sensitivity
analyses in which one parameter is changed at a time and
the highest and lowest value of the outcome are determined.
The parameters are then sorted according to their impact
and presented graphically, often as a horizontal bar diagram
[25]. Tornado diagrams do not consider the interactions and
correlations between parameters. Figure 2 shows an example
of the tornado diagram for the POHEM-OA model discussed
in greater detail later in Section 4.

3.3. Assigning Distributions to Parameters (or Using Boot-
straps). For the selected parameters, the model analyst
should either assign a distribution or use a bootstrapping
approach to be able to apply the MC method and get
the uncertainty interval for the outcome, as discussed in
Sections 3.4 and 3.5. Parameters in the simulation models
may define the risk of an event, such as hazards ratios, relative
risks, odds ratios, and transition probabilities of events,
or estimate the dynamic changes in a continuous variable
(e.g., regression coefficients for modelling BMI changes over
time [46]). Parameters may be estimated directly from data,
drawn from literature, or based on expert opinions. For
parameters estimated from data using parametric (and
semiparametric) statistical models, the distribution can be
obtained from the relevant statistics. The common regression
models, such as the parametric multiple linear, logistic, and
semiparametric Cox proportional hazards models, utilize a
specific distribution for the outcome [47].

Incorporating uncertainty into the risk of an event
depends on the structure of the model. In some predictive
MS models, risk functions for events use event-history mod-
eling [56, 57] as opposed to memoryless (Markovian) states
[9, 47, 58]. Event-history modeling equations represent the
behaviour of an individual through dependence on his/her
simulated past. For example, in the LifePaths model [59], a
PMS model of the Canadian labour force [60], the timing of a
child’s birth is determined by the timing of parents’ marriage,
the time since the previous births in the family, and the age
of the parents. In continuous-time event-history models with
hazard functions, an asymptotic lognormal distribution can
be assigned to hazard ratios [47], while a normal (Gaussian)
distribution can be assigned to the log transformation of the
relative risk or odds ratio, under the large sample assumption
[61].

Regression coefficients used in modelling changes of risk
factors over time are another types of parameter in PMS
models. For instance, coefficients in the dynamic models
of BMI changes in POHEM include age, sex, place of
birth (time-invariant covariates), and socio-economic status
(time-dependent covariate), as well as previous levels of BMI
[46]. For such complex models, the uncertainty analyst needs
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to estimate the variance of the coefficients of the regression
models (or use bootstrap weights for the outcome) [60].

In MS models utilizing longitudinal data, events are often
defined based on hazard functions and waiting time distri-
butions [61, 62]. The waiting time distribution can be expo-
nential (for fixed hazards) [46], Weibull (for time-dependent
hazards) [47, 61], or Gompertz (for time-dependent hazards
with additional complexity, such as those for tumour growth
modeling in cancer models [16]). Transition probabilities
can be converted into hazards for use in continuous-time
models [5, 62]. Other examples of parameter distributions
often used in health simulation models include the beta
distribution (e.g., for modeling cost data)[55], the gamma
distribution (e.g., for modeling quality-adjusted life years)
[47], and the Poisson distribution for modeling event counts
[31].

For parameters drawn from the literature, only the mean
and its 95% confidence interval are often reported, without
the actual distribution. In such cases, method of moments
[47] can be used. Alternatively, the analyst needs to assume a
specific distribution appropriate for a given parameter. The
variance of the parameter can then be estimated from the
confidence interval reported by the authors [47].

Parameters estimated by expert opinion are often ignored
in UA. This may result in a substantial underestimation of
the true uncertainty [27]. It is often possible to assign upper
and lower bounds to the estimated parameters using experts’
judgment, for example, where there are biological limits
to a disease process (e.g., tumour growth) or limits to an
epidemiological parameter such as prevalence or case fatality.
In these cases, the distribution could be quantified by a
uniform, triangular, or trapezoidal distribution by assigning
lower and upper bounds in addition to the mode of the
distribution, or lower and upper bounds on the mode in
case of a trapezoidal distribution [63]. General distributions
such as the generalized beta distribution family and the
Johnson translation system of distributions are among the
best choices in case several data points have been selected in
the literature or gathered from expert opinions [63]. Another
approach to assigning distribution to parameters estimated
from expert opinion is the Bayesian method [64]. A key task
in applying this method is the expression of expert opinion in
the form of a (prior) probability distribution [64]. An exam-
ple is the Sheffield elicitation framework (SHELF) developed
by Garthwaite et al. [64], elaborating steps to construct a
probability distribution for the parameters expressed by a
group of experts.

For parameters estimated from nonparametric mod-
els, the uncertainty analyst should use bootstrap methods
instead of sampling from a distribution. Bootstrap method
provides an easier approach for estimating uncertainty for
those parameters whose distribution cannot be identified.
It can also be used to reduce the computational difficulties
in sampling from a parametric distribution for parameters
estimated from surveys that use a complex sampling design
involving stratification and clustering [65]. In both cases,
bootstrap methods sample with replacement from the
original data [66]. As an example, the National Population
Health Survey (NPHS) [49], a longitudinal household survey

conducted by Statistics Canada every two years since 1994,
provides bootstrap weights for users to estimate the variance
of their estimators, such as regression coefficients. We will
implement this type of bootstrapping in Section 4.

Accounting for Correlations between Parameters. After select-
ing the parameters for UA, the analyst needs to examine
the relationship between the parameters to ensure their
correlations are taken into account. The analyst can identify
the correlations between parameters by examining the model
diagram and reviewing the parameter estimation process
[25]. For example, relative risks associated with different
levels of an ordinal risk factor are often correlated. As
illustrated in Figure 1, in the POHEM-OA model, the hazard
ratios of OA incidence for four different BMI categories are
interdependent. Such dependence should be reflected in this
step of the UA, through assigning a joint distribution using
covariance matrices (often estimated from the regression
model). When bootstrap methods are used, parameter inter-
dependence will be inherently reflected in the distribution of
the outcome.

3.4. Monte Carlo Method. This step involves applying the
MC method to calculate the uncertainty intervals for the
mean outcome of interest. This step involves sampling from
the assigned distribution or using bootstrap methods as
discussed in Section 3.3.

Sampling Approach. For those parameters that have been
assigned a distribution, we need to specify the sampling
approach, as it will affect the uncertainty intervals of the out-
come. The sampling approach should be both effective, to
encompass the entire distribution of the parameter, and
efficient, to sample only the required number of points.
There are several sampling approaches for the MC method
[45]. One of the most effective is the Latin hypercube
sampling (LHS) [31, 43]. LHS is a particular type of stratified
sampling, which samples from the equally probable segments
of the parameters distribution. It is designed to provide
a comprehensive coverage of the parameter space. More
complex sampling approaches include orthogonal sampling
and adaptive kriging sampling [44, 45]. Although LHS is
not the most efficient sampling approach, as it samples
more points than necessary, it is commonly used due to its
effectiveness. It samples enough points within a reasonable
computational time and is more efficient than random uni-
form sampling.

A common sampling technique is to generate a uniform
random number (between 0 and 1) through one of the
existing random number generator algorithms [61] (e.g.,
pseudorandom number generators are among the most used
methods that deterministically perform series of tasks to gen-
erate statistically sound (uniform) random numbers [12]).
Then, using the inverse of the cumulative density function
(CDF), known as the quantile function, one finds a real value
of the parameter.

For correlated parameters, an appropriate joint distri-
bution should be specified, as discussed in Section 3.3, and
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Figure 1: Diagram of the simplified version of the POHEM-OA used for the uncertainty analysis example. POHEM-OA: Population Health
Microsimulation model for osteoarthritis (OA) [46]. Rectangles inside the figure are data sets used for estimation of parameters; first in top
left: NPHS 1994–2004: National Population Health Survey, a longitudinal household survey by statistics Canada with a sample of size of
over 17,000 persons that started in 1994 [49], 5 cycles (1996–2006) have been used in BMI trajectory model and two cycles (2000–2002)
used in estimation of relative risks (hazard ratios) of OA. ∗∗Rectangle in the bottom left corner: CCHS 2001 (Canadian Community Health
Survey [50]) used for generating the starting population for the microsimulation with characteristics listed on the left column of the figure.
∗∗Rectangle in the bottom right corner: Pop-data BC (population data BC [49]): administrative billing data for the province of BC including
data for >98% residents of BC from 1994–2003, used for estimating incidence of OA.

Prevalence of OA among females in 2021
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Hazard ratio of OA for (30 > BMI > 25)
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Figure 2: Tornado diagram for prevalence of osteoarthritis among females in year 2021—predicted by POHEM-OA. POHEM-OA: Popu-
lation Health Microsimulation model for osteoarthritis (OA) [46]; ∗each of the hazard ratios parameters on the left have been varied based
on the upper and lower limits of the estimated 95% CI shown in Table 3.

the sampling technique should be adapted accordingly [47].
In general, if the marginal univariate distributions of the
parameters and the correlation between them are known,
sampling from a multivariate distribution can be performed
using the multivariate normal copula with matrix algebra
(e.g., Cholesky decomposition) [47].

Calibration in UA. Calibration is a technique commonly
used in population-based models with predictive goals when
direct estimation of a given parameter is not possible and
model parameters are selected so that the model reproduces
observed results [67]. At each step of the MC sampling,
calibration should be performed with the new (random)
sample of the parameters, generated in previous step. After
the calibration procedure converges, the simulation model

should be run with the calibrated parameter. As a result, the
calibration procedure should be implemented inside the UA
and be executed at each run of the MC method.

Determining the Number of MC Runs and Population Size.
The computational burden of UA can be reduced by the
appropriate choice of the simulated population size (m) and
number of simulation runs (n). As discussed in O’Hagan
et al. [39], the variance of the mean outcome based on the
simulation results is given by the formula:

σ̂2 =
(
σ̂2

1

mn

)

+
σ̂2

2

n
. (1)

In (1) above, σ̂2
1 reflects the MC error and σ̂2

2 reflects
the parameter uncertainty (and it is assumed that patients
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outcomes are independent). The goal of the sample size
approach is to find values of (m) and (n) such that a
desired precision level d is achieved; that is, (σ̂2 = d) is
achieved given a fixed amount of computation time. The
computational time is assumed to be linear in terms of both
population size (m) and number of MC runs (n) (i.e., K =
mn, where K is measured in terms of number of individuals
that can be simulated in the available time.). Since σ̂2

1 and σ̂2
2

are unknown, the solution is obtained in two steps. In the
initial step, a small number of simulation runs are completed
and σ̂2 and σ̂2

1 are estimated from the outcome while σ̂2
2 is

obtained by subtraction using (1). Next, in the main step, (1)
is solved for (n) with (mn) replaced by K and σ̂2 replaced
by (d) to obtain the lowest number of computational runs,
(n∗), that satisfies the computational time and precision
constraints. The corresponding value for the population size,
(m∗), is then obtained from the constraint K = m∗n∗. Note
that this procedure typically does not generate the optimal
choices for (m∗) and (n∗). The final estimated number of
MC runs is the smallest number that can produce the desired
precision level for a given computational time.

As discussed in O’Hagan et al. [39], in order to gain the
maximum information for estimating uncertainty intervals
in a fixed amount of computational time, one should use
a relatively small population size and a large number of
simulation runs. In other words, the optimal design is to
simulate a small population over and over again using a large
number of sample points from the joint distribution of the
parameters.

3.5. Constructing the Empirical Distribution of the Outcome.
In the final step of the UA, the analyst constructs the
cumulative distribution function (CDF) of the outcome after
applying the MC method with a population size of (m) and
number of MC runs of (n) calculated using the “sample
size” approach discussed in the previous section. The 95%
uncertainty interval of the outcome is constructed using the
quantile function based on the CDF of the outcome being
analyzed. The results of the UA, often represented by 95%
uncertainty intervals, should be presented as conditional on
the assumptions of the model.

4. Example of Uncertainty
Analysis in POHEM-OA

We provide an example of the UA approach outlined in
the previous section, using a simplified version of POHEM-
OA, a PMS model of osteoarthritis in Canada (Figure 1)
[46]. POHEM-OA is a complex model, featuring a large
number of parameters [46]. In our example, the focus is on
modeling the incidence and prevalence of OA. Table 1 lists
the parameters used in this example and the data source
for each. Table 2 describes the steps of the proposed UA
approach and the corresponding steps of the POHEM-OA
example. In the first step of the proposed UA (Section 3.1),
we selected the gender-specific prevalence of OA in Canada
from 2001 to 2021 as the outcome of interest. In the
second step of the UA (Section 3.2), we first investigate the
conceptual model diagram shown in Figure 1. Most of the

parameters shown in Figure 1 are not included in the UA.
Parameters estimated from the Canadian Community Health
Survey (CCHS-2001) [50], a national survey with a very
large sample size (N = 130, 000), and parameters obtained
from provincial administrative data in BC [52] are excluded
because their variance is considered to be small.

For the selected parameters, a Tornado diagram has been
constructed as shown in Figure 2. Two types of parameters
have shown the highest impact on uncertainty in univariate
analysis and were included in the final UA analysis. These are
(i) the hazard ratios (HR’s) for the effect of different levels of
BMI on OA incidence and (ii) the regression coefficients used
in modeling BMI progression in the simulated individuals
over time. The HR’s for BMI categories have been estimated
from the National Population Health Survey (NPHS) [49],
a longitudinal survey in Canada with a sample of size of
over 17,000 persons that started in 1994. Two cycles of
NPHS were used for the analysis of HR’s in POHEM-
OA. The HR’s have been estimated using an exponential
survival regression model [46]. The point estimates and
95% confidence intervals for the parameters are shown in
Table 3 and the correlation matrices are shown in Table 4.
The model for BMI progression is based on 6 cycles of the
NPHS (1996–2006) [49] and includes BMI history (up to 4
past BMI values) and other covariates such as age, sex, region,
education, and income. The model was stratified by age, sex,
and BMI, resulting in 112 regression models (28 age-sex-BMI
strata and 4 autoregression models).

In the third step of the proposed UA (Section 3.3), we
used a multivariate lognormal distribution for the hazard
ratios. In the fourth step of the proposed UA (Section 3.4),
Latin hypercube sampling (LHS) has been used to sample
from the multivariate HR’s distribution with the given
correlation matrices (Table 4), translated into covariance
matrices for the LHS. The second sets of parameters are those
used in the BMI progression models. To avoid the complexity
of assigning distributions to a large number of models,
we used the bootstrap weights developed for the NPHS by
Statistics Canada [49]. For each BMI progression model
(age and sex specific), we derived eight sets of parameter
estimates, meaning that each set of parameters represents a
sample from the underlying joint multivariate distribution
for the covariates of the BMI model. At each run of the
UA, we randomly selected one of these samples based on
each person’s age/sex, in addition to randomly sampling
the hazard ratio of the OA event from a multivariate
lognormal distribution. POHEM-OA calibrates the baseline
incidence of OA using population data from the province
of British Columbia [52]. As discussed in the calibration
step of Section 3.4, we have automated the calibration
algorithm and integrated it with the MC method, so that
for each sample of HR’s, calibration is performed to get the
(calibrated) baseline incidence rate; then, repetitive runs of
the simulation model are performed by applying the MC
method.

To determine the number of MC runs and the population
size (last step of Section 3.4), we used the method discussed
by O’Hagan et al. [39]. The number of MC runs is calculated
as a function of precision level (set to 0.01), computational
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Table 2: Proposed steps for uncertainty analysis in population-based microsimulation models and corresponding steps for POHEM-OA
uncertainty analysis example.

Steps for performing uncertainty analysis in population-based
microsimulation models

Steps for uncertainty analysis in POHEM-OA

Step 1. Selecting the outcome Sex-specific prevalence in (2001–2021)

Step 2. Establishing the UA list of parameters
(1) Hazard ratios for each BMI-category
(2) BMI progression

Step 3. Assigning a probability density function to parameters
(or use bootstrap sampling)

(1) Lognormal distribution for hazard ratios with sex-specific
correlation matrices
(2) Using 8 alternative regression models using bootstrap weights
from NPHS§ (1996–2006)

Step 4. Applying Monte Carlo method

(i) Select a sampling approach (or use bootstrap sampling).

(1) Latin hypercube sampling
(2) Random sampling with replacement (among eight alternate sets
of parameters)

(ii) Implement calibration into MC method.

Calibrate on incidence by age and sex; implement the calibration
algorithm into the MC method, using squared error criteria for
convergence.

(iii) Calculate n∗, m∗ for precision level d.

Result: m0 = 20, 000, 000 population size; n0 = 5 (for the initial run);
m∗ = 500, 000 people; n∗ = 785 MC-runs for d = 0.01; for 12-hour
run of a PC with 12 GB memory, CPU = i7-980 Intel, 3.3 GHz.

Step 5. Constructing the outcome distribution Please see Figure 3.
§

NPHS: National Population Health Survey, a longitudinal household survey by statistics Canada with a sample of size of over 17,000 persons that started in
1994 [49].

Table 3: Point estimates and 95% CI for hazard ratios of osteoar-
thritis in POHEM-OA∗, estimated from the NPHS∗∗ (2000–2002);
reference category: normal weight (18.5 ≤ BMI < 25).

Male (95% CI) Female (95% CI)

Under weight
(BMI < 18.5)

— 0.33 (0.02–0.4)

Normal weight
(18.5 ≤ BMI < 25)

1 (ref) 1 (ref)

Over weight
(25 ≤ BMI < 30)

1.07 (0.68, 1.74) 1.76 (1.14–2.62)

Obese
(BMI ≥ 30.0)

1.69 (1.03, 2.81) 2.03 (1.34, 2.96)

∗
POHEM-OA: Population Health Microsimulation model for osteoarthritis

(OA) [46]; ∗∗NPHS: National Population Health Survey, a longitudinal
household survey by statistics Canada with a sample of size of over 17,000
persons that started in 1994 [49].

time (set to 12 hours), and initial estimates of the MC
error and parameter uncertainty. The initial estimates were
obtained by running the model 5 times with a sample size
of 20 million (Each POHEM run that simulates the entire
Canadian adult population of around 20 million takes about
35 minutes on a PC with 12 GB RAM and 3.33 GHz. CPU,
Intel i7-X980.). Applying the formulas from O’Hagan et al.
[39], as described in Section 3.4, we obtained (n = 758) and
(m = 500,000). Approximately 10–15 iterations were needed
for calibration before each main run, and each run with
population size of (m = 500,000) took about 50 seconds.
It should be noted that without applying the sample size
approach by O’Hagan et al. [39], to get the same precision

level with a sample size of 20 million, we would need to run
the model about 400 times and it would take about 12 days
of run time (an almost 25-fold increase in time efficiency).
Although increasing the population size (m) or increasing
the number of MC runs (n) increases the precision level of
the mean estimate (and consequently the precision of the
resultant uncertainty interval), increasing (n) has a much
higher impact on the precision level than increasing (m).
The reason is that the variance of the mean estimator ((1)
in Section 3.4) is a function of (m) and (n), where (n) affects
both terms on the right-hand side of the equation, and (m)
only affects one term, as discussed in O’Hagan et al. [38].
That is why running the model 400 times with a sample of 20
million produces the same precision as running the model
785 times with a sample of 500,000.

Result of the UA is shown in Figure 3. The estimated
95% uncertainty intervals for the prevalence of OA in
Canada in 2021 are 0.09 to 0.18 for men and 0.15 to 0.23
for women if we include both MC error and parameter
uncertainty of the hazard ratios of OA associated with
different categories of BMI as well as BMI trajectory model
parameters. These results are based on the assumption that
uncertainty in other parameters shown in Table 1 can be
ignored. This assumption would be reasonable for parameter
estimated from large population-based datasets, such as
provincial administrative data [52], but not for parameters
estimated from smaller studies, as discussed in Section 3.2.
The uncertainty contributed by the parameters estimated
from the CCHS (sample size 130,000) can be assumed to
be small, compared to those estimated from the NPHS
[49] (sample size of 17,000), and has been ignored in this
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Table 4: Correlation matrix for hazard ratios of osteoarthritis in POHEM-OA∗, estimated from the NPHS ∗∗(2000–2002); reference
category: normal weight (18.5 ≤ BMI < 25), shown for male (female) in the upper (lower) triangular part of the matrix.

BMI < 18.5 18.5 ≤ BMI < 25 25 ≤ BMI < 30 BMI ≥ 30.0

BMI < 18.5 1 0.5125 0.5362 (Ref)

18.5 ≤ BMI < 25 0.6234 1 0.5405 —

25 ≤ BMI < 30 0.6325 0.5812 1 —

BMI ≥ 30.0 (Ref) — —
∗

POHEM-OA: Population Health Microsimulation model for osteoarthritis (OA) [46]; ∗∗NPHS: National Population Health Survey, a longitudinal
household survey by statistics Canada with a sample of size of over 17,000 persons that started in 1994 [49].

example. If the uncertainty associated with other parameters
were included in the analysis, the UA interval would have
been equal or larger.

5. Discussion

Complex MS models are increasingly used in modeling
chronic diseases [1, 4–9, 17–21]. UA is critical to the valida-
tion of such models and interpretation of their results [24–
30]. There is a growing literature on the methods of captur-
ing uncertainty in quantitative policy analyses [30, 68]. The
US Environmental Protection Agency [40] and the National
Academy of Science [32] identify MC methods as preferred
approaches to quantifying uncertainty in environmental risk
assessment models.

The goal of UA in MS models is to provide uncertainty
intervals around each outcome. Applying the MC method
to estimate the variance of the mean outcome is the core
of the UA process. Several guidelines discuss the steps in
performing UA to capture the uncertainty in risk assess-
ment models [32] and cost-effectiveness models in health
economics [34]. However, there is a gap in the literature
regarding the application of MC methods to UA in predictive
PMS models. To our knowledge, no UA guidelines have been
developed specifically for MS models that incorporate health
outcomes other than cost-effectiveness ratios and simulate
real populations rather than hypothetical cohorts.

In this paper we suggest an approach for estimating
the uncertainty intervals for PMS models that implicitly
takes into account the complexity of the model, number
of parameters, model calibration, and correlations among
the parameters. We have outlined the steps involved in per-
forming UA, including a practical approach to lowering
the computational demand, developed by O’Hagan et al.
[39]. The key idea that led to the sample size approach of
O’Hagan et al. [39] is the trade-off between the number
of MC runs and the population size. In fact, by increasing
the number of MC runs while decreasing the population
size, one can increase the precision level of the resultant
uncertainty interval for a fixed computational time [39]. This
result has been discussed in both Rutter et al. [13] and Griffin
et al. [29] for the optimal design of the UA. The major
assumption is that the computational time is linear in m and
n.

In contrast to the optimal design, UA in MS models is
often performed by running the model a small number of
times, due to the computational time constraint [13, 29].

However, this practice is not acceptable due to the low
precision of the resultant intervals. On the other hand,
ignoring first-order uncertainty (i.e., MC error) would result
in a biased, and too small, uncertainty estimate of the
outcome in MS models. The approach applied in this paper
can be used to reduce the computation time while taking into
account both the first- and the second-order uncertainty.
Alternatively, one can use response surface approaches such
as linear regression surfaces [31] and Gaussian process
modeling [41] to reduce the required number of runs. The
response surface methods can be also combined with the
sample size approach applied in this paper from O’Hagan
et al. [39]. Future studies can compare these approaches
in terms of their performances in estimating uncertainty
intervals for MS models within a fixed computational time.
It is worth emphasizing that the results of UA should be
interpreted as conditional on the assumptions involved in
performing this analysis. For example, ignoring the struc-
tural uncertainty should be reported in conjunction with the
resulting uncertainty intervals. In addition, the sample size
(population size and the number of runs) and the precision
level used in sample size calculations should be reported.

In the example of UA provided in Section 4, we have
implemented the proposed approach for POHEM-OA. The
resultant 95% uncertainty intervals incorporate the uncer-
tainty associated with the hazard ratios for the effect of BMI
on OA risk and use bootstraps to include the BMI trajectory
model parameters. By adopting the sample size approach
developed by O’Hagan et al. [39], we were able to reduce the
computational time from 12 days to 12 hours, with the same
level of precision for the uncertainty intervals.

The UA approach described in this study is not free
of limitations. One limitation is that methods specific to
agent-based models with interindividual interactions were
not addressed. However, our approach can be generalized
to include such models in future studies. Another limitation
is that we only addressed two sources of uncertainty, MC
error and parameter uncertainty. Other sources, specifically,
uncertainty due to model structure and sources of data, have
been ignored. Draper [69] discussed the Bayesian approach
for structural uncertainty and demonstrated how alternative
statistical model structures, such as functional forms for
dose-response relationships or alternative link function for
generalized linear models, can be included in the UA. Berry et
al. [16] performed this type of structural UA for breast cancer
models developed by CISNET. CISNET consists of seven
model development groups who work independently but
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Figure 3: Results of uncertainty analysis: sex-specific prevalence of osteoarthritis (OA) in Canada during (2001–2021) as predicted by
POHEM-OA; curves inside the graphs represent the mean estimate surrounded by 95% uncertainty intervals. POHEM-OA: Population
Health Microsimulation model for osteoarthritis (OA) [46].

with the same standardized calibration data and protocols.
The authors regarded outcomes from the seven models to
be a sample from a larger population of possible model
results and used kernel density estimation, a nonparametric
approach, to estimate the probability density function of
the outcome that includes model uncertainty [16]. However,
individual models in CISNET that used MS framework were
not subjected to systematic UA. As noted in Rutter et al.
[13] for MS models with health outcomes and Poulter et al.
[32] for environmental risk assessment models, performing
quantitative UA for structural uncertainty is feasible only
when all model developers use the same data input and
cooperate to simulate and present the outcome. Unless
such cooperation between model developers can be assured,
structural uncertainty should be approached in the model
validation process through scenario analyses, rather than
being incorporated into the quantitative UA [32].

We have approached the UA from the traditional statis-
tical viewpoint, the frequentist statistics, which begins with
the assumption that the factors to be estimated are unknown
constants. In contrast, Bayesian inferences begin with the
assumption that every parameter is stochastic [42, 69]. As
such, they directly incorporate uncertainty of the outcome
in a simulation model. Bayesian methods incorporating
Markov Chain Monte Carlo (MCMC) are increasingly used
to model correlated parameters in UA instead of bootstrap-
based methods or parametric distributions discussed here
[68, 69].

Finally, it should be noted that UA is a prerequisite for
“value of information analysis” in decision-analytic models
[33, 47] or stochastic “sensitivity analysis (SA)” as defined
in environmental models [32], where contribution of each
parameter to the total uncertainty of the model is being
estimated [45, 70]. SA and UA are warranted when a decision
must be made about whether to expand resources to acquire
additional information with regard to input parameters of
the simulation model. In general, the greater the uncertainty
of the outcome, the greater the expected values of additional
information gained by future research [47]. UA can be used
to estimate the sensitivity indices of each parameter [45] to
determine the value of collecting additional data in order

to improve the accuracy of the model’s prediction [33, 70].
Future studies should be directed toward providing methods
of stochastic SA in PMS models.
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Background. Black women in the District of Columbia (DC) have the highest breast cancer mortality in the US. Local cancer control
planners are interested in how to most efficiently reduce this mortality. Methods. An established simulation model was adapted to
reflect the experiences of Black women in DC and estimate the past and future impact of changes in use of screening and adjuvant
treatment. Results. The model estimates that the observed reduction in mortality that occurred from 1975 to 2007 attributable to
screening, treatment, and both was 20.2%, 25.7%, and 41.0% respectively. The results suggest that, by 2020, breast cancer mortality
among Black women in DC could be reduced by 6% more by initiating screening at age 40 versus age 50. Screening annually may
also reduce mortality to a greater extent than biennially, albeit with a marked increase in false positive screening rates. Conclusion.
This study demonstrates how modeling can provide data to assist local planners as they consider different cancer control policies
based on their individual populations.

1. Introduction

Achieving the Healthy People 2020 goals of decreasing breast
cancer mortality by 10% and reducing cancer disparities
[1] will require concerted action at the local level, where
resources are allocated and programs implemented. The
District of Columbia (DC) has the highest female breast
cancer mortality rate in the United States, and Black women
with breast cancer in the District die at rates that are
43% higher than Whites with this disease [2]. Since Blacks
constitute almost two-thirds of the population in DC, this
disparity represents a very large number of excess deaths.

The causes of this disparity are not readily apparent and
are not totally explained by differences in known biological
factors, incidence, or the use of mammography [3–5]. For
instance, in 2007, the incidence rate for DC White woman
was 30% higher than for DC Black women [5], and the
available data suggests that Black women in DC are screened

at rates comparable to those of White women in the District
[4]. In the absence of evidence on the optimal path for
eliminating the observed disparities, local cancer control
planners requested that an established population simulation
model [6, 7] be adapted to DC-specific data to identify and
evaluate the impact of strategies for reducing breast cancer
mortality in Black DC women. The results are intended
to inform efforts to decrease breast cancer mortality in
the District and to illustrate how modeling can be used
to inform and assist local decision makers in evaluating
different strategies.

2. Materials and Methods

SPECTRUM (Simulating Population Effects of Cancer Con-
trol inTerventions—Race and Understanding Mortality) is
a simulation model developed within the National Cancer



2 Epidemiology Research International

Institute’s (NCI) Cancer Intervention and Surveillance Mod-
eling Networks (CISNET). The model has been described in
detail elsewhere [6, 7], and information about the model can
also be found online [8].

Briefly, the SPECTRUM model is a discrete event
continuous-time population model. This means that women
from different birth cohorts are simulated one at a time,
and the times at which relevant events occur are determined
by sampling from prespecified time-interval distributions.
Women who are destined to develop breast cancer may either
be screen detected, present with clinical symptoms, or die of
other causes before breast cancer is diagnosed. For women
who do get breast cancer, the cancer has a stage assigned
at presentation, based on whether the tumor is screen or
clinically detected. Any effect of screening on survival is
the result of stage shift (and, to a lesser extent, age shift in
presentation). Ductal carcinoma in situ (DCIS) is represented
as a state that can regress, remain and be diagnosed, or
progress to invasive cancer [6].

At diagnosis, cancers are designated as being estrogen-
receptor (ER), and human epidermal growth factor receptor-
2 (HER-2) positive or negative. Survival with breast cancer is
conditional on age, race, and American Joint Committee on
Cancer (AJCC) stage at diagnosis, ER status, HER-2 status,
and treatment effectiveness. The unobservable parameters
of the model were calibrated to observed incidence and
stage distributions in SEER when the model was developed,
to capture unmodeled background mortality trends by
comparing the observed and model-predicted mortality [7].
Recently, the SPECTRUM model was adapted to project
race-specific results [6]. For purposes of this analysis we
use the Black model since White women in DC exhibit
breast cancer mortality rates comparable to the national
White rates, while Blacks in DC have higher death rates than
the national average [2]. As a result, local planners were
interested in targeting interventions to the Black population.
The SPECTRUM model was modified to local data by
replacing or adapting relevant parameters to represent Black
women in Washington, DC.

2.1. DC-Specific Inputs. The age distribution of the Black
female population in DC was based on data from the
American Community Survey Public Use Microdata Sample
(PUMS). This data is used to initialize the model and
generate the correct age distribution of women at the
beginning of the simulation [9].

The incidence of breast cancer in the absence of screening
was estimated with the use of an age-period-cohort (APC)
model as described elsewhere [10]. The APC model was
adapted for Black women using an age-specific relative risk
of Black versus White incidence [6]. This method has been
validated in our prior research [6]. Since the DC tumor
registry does not include sufficient years of incidence data
to calculate age-, period-, and cohort-specific rates, we
compared the trend line of the cross-sectional DC Black
breast cancer incidence rates estimated by the DC registry to
that of the US incidence rates over time from 1996 to 2007
(Figure 1). Then we calculated a ratio of the DC incidence
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Figure 1: Age-adjusted breast cancer incidence among Black and
White women as observed in DC and the US, ages 25 and older,
1996–2007.

(from the trend line) versus US incidence over time since
observed data showed that the ratio of DC to US Black
breast cancer incidence was constant over time. The average
incidence ratio (1.109) was then applied to the Black APC
incidence rates model from the SPECTRUM national race-
specific analysis to generate the incidence model for the DC
Black population. These methods generate a higher incidence
for Blacks in DC versus Blacks overall in the US consistent
with the observed trends.

We used data on other cause mortality rates in DC Black
women from 1999 to 2006 [11, 12] to capture competing
mortality.

2.2. Non-DC-Specific Inputs. Surveillance, epidemiology and
end results (SEER) data for breast cancer-specific survival
from 1975 to 1979 were used to model the natural history
of breast cancer in the absence of screening and treatment
since these data are not available for the District for this time
period [6]. To model the development of breast cancer in the
absence of screening, we used SEER data for age- and race-
specific stage distribution from 1975 to 1979 with a phase-
in of Breast Cancer Surveillance Consortium (BCSC) [13]
data on the stage distribution of clinically detected tumors
in recent years (1996–2007) by linear interpolation between
1990 and 2000.

Information on stage at diagnosis during more recent
years with routine mammography screening was provided
by the DC Cancer Registry [5]. The mode of detection
variable in these data was incomplete, so we compared the
stage distribution for all diagnosed DC Black women to the
national stage distribution for Black women in the BCSC
from 1996 to 2007 (Figure 2). Because the distributions were
similar, we modeled the stage distribution of screen-detected
women in DC based on the national stage distribution for
screen-detected women.

The dissemination of mammography in the US pop-
ulation was estimated in two stages as described in detail
elsewhere [6, 14, 15]. Applying this two-part method, the
SPECTRUM model first samples an age at first mammog-
raphy from a nonparametric birth-cohort-specific survival
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function. The second part samples an intermammogram
interval from another survival function—this one being dep-
endent on birth cohort and age and varying over the course
of a woman’s life.

Based on DC-specific Behavioral Risk Factor Surveillance
System (BRFSS) data from 1996 to 2008 [4], there does
not appear to be a Black-White difference in mammography
dissemination in DC (Figure 3). If anything, the BRFSS data
suggests that both Black and White women in DC have a
higher rate of mammography within the past two years than
all US women [4]. Because screening for Black women in DC
is comparable to national rates, the national mammography
dissemination input was not modified for this analysis. The
sensitivity (and specificity) of mammography by 10-year age
group and screening round (initial and subsequent) is based
on values observed in the BCSC from 1996 to more recent
years. Based on the literature suggesting no effect of race on
screening mammography sensitivity and specificity [16, 17],
we assumed the two measures were equal for Black and White
women. Moreover, our past analyses have shown no impact
of sensitivity on model results [18]. Finally, in other work we
have demonstrated that screening only accounts for 7-8% of
Black-White differences in breast cancer mortality [6].

Data on DC-specific adjuvant therapy use is not collected
by the local tumor registry, so we used national data on
treatment dissemination. The dissemination of adjuvant
therapy by age-, year-, race-, AJCC stage-, ER-, and HER-
2-status was estimated from data from the NCI’s Pattern of
Care (POC) studies [19, 20] and updated with data from
patients receiving treatment at National Comprehensive
Cancer Network (NCCN) sites. Data from the POC studies
showed Black-White differences in the receipt of multiagent
chemotherapy and hormonal therapy, and these differences
were applied in the model. Black women were 22% and
15% (10% for women <50 years of age) less likely to
receive multiagent chemotherapy and hormonal therapy,
respectively [6].

Once treatment is received, there is no evidence that it
is any more or less effective in DC than nationally. Thus
we used efficacy estimates based on meta-analyses from the
Early Breast Cancer Trialists’ Collaborative Group [21–23].
Treatment efficacy was assumed to be equal for Blacks and
Whites [24].

2.3. Analysis. We conducted four separate analyses. First, we
validated the model estimates against observed DC mortality
data and our recent analysis of US Black-White differentials
[6]. Second, we conducted analyses to partition the impact of
screening and treatment on observed breast cancer mortality
from 1975 to 2007. To do this, we calculated percent mor-
tality reductions by comparing the mortality in hypothetical
scenarios in 2007 with screening, adjuvant treatment, and
both with the background mortality predicted by the model
in the absence of screening and adjuvant treatment.

Next, motivated by the DC Cancer Control Plan’s then
current goal of reducing breast cancer mortality rates in
the District by 10%, especially among Black women [25],
we asked a series of hypothetical questions from local
planners about the potential impact of future improvements
in screening and treatment. We were interested in whether
realistic improvements in cancer control interventions could
decrease mortality in Black women by 10%. We modeled 9
different screening and treatment strategies to reflect possible
future improvements and compared them to what would
occur if current dissemination of screening and treatment
remained unchanged. To do so, we modeled dissemination
screening and treatment from 1975 to 2010 and then
the new screening/treatment scenario from 2011 onward.
Improvements in treatment are defined as all women (100%)
receiving the most effective, available treatment, or optimal
treatment. Improvements in screening are defined as all
women (100%) being regularly screened, with varying
initiation ages (40 versus 50) applied annually or biennially.
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Figure 3: Proportion of Black (a) and White (b) women ages 50 and older who have had a mammogram in the past two years, DC versus
US, 1996–2008. DC estimates are displayed with confidence intervals (CIs) [4].

Table 1: Contribution of screening and treatment to observed
breast cancer mortality reductions∗ in DC Black women, 2007.

Mortality rate (per
100,000)

Percent
reduction from

background
mortality

No screening or treatment 76.8 —

Screening only 61.4 20.2%

Treatment only 57.1 25.7%

Screening and treatment 45.4 41.0%
∗
Mortality reductions (%) are calculated by comparing the predicted

mortality to the background mortality in the scenario without screening and
adjuvant therapy.

We compared model results for each of the strategies to select
the most efficient approach and compare the benefits and
harms of each approach. Screening benefit is represented as
the percent mortality reduction (versus current screening
dissemination), while harms of regular screening are por-
trayed in terms of false-positive mammograms.

To rank the strategies, we looked at number of mam-
mograms (the measure of resource use) and the percent
mortality reduction. A strategy that requires more mammo-
grams but has a lower relative percent mortality reduction
is considered inefficient or dominated by other strategies.
As described in prior modeling work [18], we evaluated
the strategies and plotted the nondominated strategies on a
graph of the number of mammograms versus the percent
mortality reduction. The sequence of points representing
the largest incremental gain in percent mortality reduction
per additional screening is considered the efficiency frontier,
with strategies falling on this line being the most efficient.

Finally, to address concerns by planners that the available
data may not reflect true disparities in access to health care
in the District, we performed a secondary analysis testing the
assumption that a substantial proportion of women (50%)
were not screened at all and did not receive optimal adjuvant
therapy.

2.4. Outcome Measures. To estimate the impact of future
improvements in screening and treatment on breast cancer
mortality in DC Black women, we looked at several key out-
comes from each model run. The outcomes were presented
in terms of the number of mammograms performed, the
number of invasive and noninvasive (DCIS) breast cancers
that occur, the number of breast cancer deaths averted (all
per 100,000 women), the percent reduction in breast cancer
mortality, and the number of false positives per 100,000
women and number of mammograms per death averted.

3. Results

3.1. Model Validation. Breast cancer incidence among Black
women in DC remained relatively stable from 1996 to
2007, and this trend was accurately reproduced by the
model (Figure 4). The observed age-adjusted breast cancer
mortality rates for Black women in DC diverge only slightly
from the rates predicted by the model using actual screening
and treatment rates, with the observed mortality being
minimally higher than the predicted rates (Figure 5). Lastly,
the model predicted a similar stage distribution as was
observed for Black women in DC.

3.2. Relative Impact of Screening and Adjuvant Therapy on
Breast Cancer Mortality. The model predicted that both
mammography screening (20.2% of the observed reduction)
and adjuvant treatment (25.7% of the observed reduction)
contributed substantially to the observed reduction in breast
cancer mortality among Black DC women, with treatment
having a slightly greater impact (Table 1). The combination
of screening and treatment is estimated to have resulted
in a 41.0% mortality reduction by 2007 compared to what
would have occurred if no screening or adjuvant treatment
occurred. It is important to note that improved treatment
for later stage disease decreases the impact of screening, and
therefore the screening and treatment mortality reductions
do not simply add up when measuring the effect of both.



Epidemiology Research International 5

300

250

200

150

100

50

0

In
ci

de
n

ce
 (

pe
r 

10
0,

00
0)

19
96

19
97

19
98

19
99

20
00

20
01

20
02

20
03

20
04

20
05

20
06

20
07

20
08

20
09

20
10

Year
Spectrum
DC 95% confidence

intervals for DC trend

DC (trend)

Figure 4: Age-adjusted breast cancer incidence among Black
women in DC as observed and predicted by SPECTRUM, ages
25 and older. DC (trend) is based on observed DC breast cancer
incidence (DC).

90

80

70

60

50

40

30

M
or

ta
lit

y 
(p

er
 1

00
,0

00
)

20
00

20
01

20
02

20
03

20
04

20
05

20
06

20
07

20
08

20
09

20
10

Spectrum

White US

Black DC (trend)

95% confidence intervals
for Black DC trend

Year

Figure 5: Age-adjusted breast cancer mortality for Black women in
DC, as observed and predicted by SPECTRUM, ages 25 and older,
compared to observed US White mortality. DC (trend) is based on
observed DC breast cancer mortality.

3.3. Strategies for Achieving DC Cancer Control Goals. Table 2
summarizes the results of model runs assessing the impact
of different potential strategies for reducing breast cancer
mortality rates among Black women in DC. All of the
calculations represent patterns that could be expected by
2020 assuming changes started in 2011.

The results suggest that focusing on screening improve-
ments alone, defined as higher rates of regular use, earlier
starting ages, and/or annual screening will all decrease
mortality but increase the number of false positives sub-
stantially. For example, ensuring that all women receive
annual screening from ages 40 to 79 is predicted to decrease
mortality by 13.8% (versus actual current screening and
treatment) but will increase the number of false positives by
4,436 per 100,000 women. On the other hand, improving
treatment so that all women receive optimal adjuvant ther-
apy, but making no changes in screening, may have a similar

magnitude of impact on breast cancer mortality (mortality
reduction of 15.3%), without increasing the number of
false positives. Combining both approaches is predicted to
result in a 28.8% mortality reduction with almost the same
number of false positives as focusing on screening alone.
Furthermore, biennial screening appears to achieve almost
as much mortality reduction as annual but would produce
many fewer false positive mammograms (Table 2). In terms
of different starting ages for biennial screening, starting at
age 40 versus 50 lowers the breast cancer mortality rate from
40 to 39 per 100,000 women but increases the number of
false positives from 2,487 to 3,634 per 100,000 women. With
annual screening, starting screening at age 40 rather than 50
is predicted to lower the breast cancer mortality rate from 38
to 35 per 100,000 women but increases the number of false
positives by 2,482 per 100,000 women.

To illustrate the tradeoff between the number of mam-
mograms performed (and the nearly proportional number of
false positives) and mortality reduction for starting screening
at age 40 versus 50, Figure 6 presents the results in terms
of “efficiency frontiers.” Four strategies were considered
efficient because they provide additional mortality reduc-
tions for added use of mammography. Assuming either
actual or optimal treatment patterns, the following screening
scenarios are on the efficiency frontier: biennial 50–79,
biennial 40–79, and annual 40–79. Screening annually from
ages 50–79 is not as efficient as the other three strategies for
either treatment scenario (Figure 6).

Whether one assumes actual (left panel) or optimal
(right panel) treatment patterns, the reduction in mortality
(vertical axis) is greatest with annual screening beginning at
age 40, but this scenario calls for many more mammograms
to be performed. Comparing the left panel to the right panel,
it seems that achieving more than a 15% mortality reduction
is not possible without optimal treatment, whereas with
optimal treatment, the achievable mortality reduction may
be more than 20% with relatively little additional screening
effort.

3.4. Secondary Analysis. We reestimated outcomes under
the hypothetical worst case assumption that, from 1975 to
2010, half of all Black women in DC did not get screened
at all and that only half as many women got adjuvant
therapy compared to the actual data (results not shown).
The numerical results in these two scenarios differ, but the
order of the strategies with screening annually ages 40–79
and optimal treatment as the most effective approach is the
same as in the main analysis. Because of the assumptions of
this secondary analysis up until 2011, the benefits in terms of
percent mortality reduction due to improved screening and
treatment are greater than the main analysis. For example,
screening annually ages 40–79 with optimal treatment
beginning in 2011 results in a 28.8% mortality reduction by
2020 in the main analysis and a 40.0% mortality reduction in
the secondary analysis. Varying our assumptions about the
current rate of screening and treatment did not change the
ranking of the strategies.
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Figure 6: Efficiency frontier comparing screening strategies under 100% screening compliance among Black women in DC, assuming actual
treatment patterns (a) and optimal treatment (b). The line between strategies represents the “efficiency frontier.” Strategies on this line
would be considered efficient because they achieve the greatest gain per use of mammography compared with the point immediately below
it. Points that fall below the line are not considered as efficient as those on the line.

4. Discussion

To our knowledge, this is one of the first studies to apply
an established national model to simulate cancer control
strategies for the elimination of race-based disparities in
breast cancer mortality rates in a local area. Our results
suggest that in a locality where the minority population is
the majority, screening recommendations may vary from
those recommended in national guidelines. For instance, we
found that breast cancer mortality among Black women in
the District of Columbia could be reduced by 6% more
by initiating screening at age 40 versus age 50. Screening
annually may also reduce mortality to a greater extent
than biennially, albeit associated with a marked increase
in false positive screening rates. However, according to our
results, obtaining the greatest mortality reduction will not be
achieved through screening alone and must be accompanied
by programs that ensure that all women diagnosed receive
recommended adjuvant therapy.

Although this is the first time a simulation model has
been used to explore racial disparities in a local area, oth-
ers have utilized simulation models to answer important
questions at the city level and in different countries. For
example, a breast cancer simulation model known as the
“Wisconsin Breast Cancer Epidemiology Simulation Model
today” was used to explain breast cancer trends in Wisconsin
from 1982 to 1992 [26] and later adapted to national data
[27]. In addition, the MISCAN-Fadia (MIcrosimulation of
Screening Analysis-Fatal diameter) model was used to assess
the cost effectiveness of human papillomavirus vaccination
in the Netherlands [28]. This model was also used to estimate
the impact of mammography screening in Australia [29], and
Florence, Italy [30] and to compare the impact of mammog-
raphy screening in the Netherlands and the United Kingdom

[31]. However, this is the first time that a model has been
used to look at disparities in a local area.

This study suggests that past advances in screening and
treatment have accounted for roughly equal amounts of
the reduction in breast cancer mortality in Black women
in DC—with treatment having perhaps a slightly greater
impact. These results are similar, but somewhat higher than
those predicted in a national model [6]. The impact of
screening has been similar in DC and the US (as expected
in light of the similarity in screening inputs), but improved
treatment is estimated to have had a somewhat greater effect
in DC (25.7% mortality reduction) than nationally (21.9%
mortality reduction) [6].

The DC Cancer Control Plan aims to reduce breast can-
cer mortality in Black DC women by 10% through strategies
targeted to women, health care providers, and the healthcare
system intended to increase screening rates, increase access
to treatment, and improve treatment outcomes [25]. Our
model results suggest that optimal screening and treatment
for Black women in DC has the potential to reduce Black
breast cancer mortality rates by more than 25% before 2020.
In fact, 6 (almost 7) of the 9 strategies seem to achieve the
originally targeted 10% mortality reduction by 2020 as set in
the DC Cancer Control Plan. Of the two changes, treatment
makes a bigger difference, most likely because screening rates
are already high in DC Black women. Annual screening
starting at age 40 with current treatment is predicted to
reduce breast cancer mortality by 13.8%. On the other hand,
optimal treatment with current screening is predicted to
reduce mortality by 15.3% without increasing the harm (and
costs) of false positives.

This study suggests that obtaining the biggest impact—
a 28.8% reduction in mortality—requires both screening
and treatment improvements. This involves screening every
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year from age 40 to 79 and providing appropriate adjuvant
therapy to every woman diagnosed. However, this strategy
will involve far more mammograms and yield more false
positives (4,445 per 100,000 women) than the current
situation. More false positives occur in screening strategies
which involve screening initiation at age 40 rather than 50
and annually versus biennially. For this reason, DC decision
makers might want to aim for another efficient approach-
biennial screening starting at age 40—which is suggested
to yield almost as much mortality reduction (20.9%) with
proportionally fewer mammograms and false positives.

While universal optimal treatment may be difficult to
achieve, including this as a future goal highlights the fact that
without reaching optimal treatment for everyone diagnosed
with breast cancer, we may be unable to reduce breast cancer
mortality in DC Black women by more than 15% within
the next 8 years. With improved access to and compliance
with optimal therapy, a 20% mortality reduction may be
achievable by 2020 with relatively few changes from current
screening practices, according to the model.

It is interesting to note that starting screening at age 40
(perhaps biennially) differs from the US Preventive Services
Task Force’s (USPSTF) 2009 recommendations suggesting
that screening not start until age 50 for average risk women
[18, 32]. This result may reflect the fact that Black women
in DC have higher than average incidence rates than the US
average for Blacks and that Black women in DC have higher
mortality rates than other Black women in the US. As the
DC Cancer Control Plan suggests, Black women in DC may
be diagnosed at a later stage than others because they do not
or cannot take advantage of available health care [25]. Black
women are more likely to be diagnosed with breast cancer at
younger ages than White women [33], and Blacks constitute
almost two-thirds of the DC population. Therefore, our data
could support a decision for younger screening initiation
ages in Black women.

There are a number of limitations to this analysis. First
and foremost is the scarcity of DC-specific data. We were
unable to find data on adjuvant therapy utilization in the
District and therefore assumed that adjuvant therapy rates
were the same for DC Black women compared to national
rates. We were unable to determine the mode of detection
of DC breast cancer cases and generate DC-specific inputs
for the stage distribution of screened and clinically detected
cases. It is possible that the national data for these parameters
is not representative of the DC Black population, which may
have resulted in over- or underestimations of the effect of
screening and treatment in DC.

Additionally, the only screening data was based on the
DC BRFSS [4]. The latter is a telephone survey, and the
absence of land lines and other biases may mask a lower
screening rate in the overall population of Black women. In
addition, the DC Cancer Registry had considerable missing
data on variables such as ER/PR and HER-2 status, so we
needed to rely on national data for these parameters. To the
extent that women in DC have a different disease profile, then
screening and treatment could have varying relative effects.

Another limitation of this analysis is the omission of
overdiagnosis as an outcome measure. Due to the lack of

primary data on the natural history of DCIS and small
invasive cancer, we were very conservative in any conclusions
about overdiagnosis in prior work [18]. There is also no data
to suggest that overdiagnosis is differential by race. To that
end, we did not measure the magnitude of overdiagnosis
associated with different screening schedules in this study.

Lastly, we did not include the cost of mammograms or
treatment in the analysis. Although the number of mam-
mograms (and false positives) serves as a proxy for resource
consumption, we did not consider the true economic impact
and feasibility of the strategies in the District. Even with
these acknowledged limitations, the model demonstrates
meaningful outcomes to assist local planners in reducing
breast cancer mortality among Black women in DC.

Our results suggest that the optimal strategy for reducing
breast cancer mortality rates for Black women in DC involves
screening starting at age 40 coupled with a program to
ensure that all women found to have breast tumors are opt-
imally treated. Improved screening alone will not enable
DC to meet its goals. True benefits will fall short of the
model projected results because individual adherence is
never perfect. The model does not, however, resolve the
question of whether screening should be annual or biennial.
The results suggest that the impact of annual screening
includes a very substantially greater number of false positives
and more than 5 times as many mammograms per death
averted and that biennial screening achieves about three-
quarters of the benefits of annual screening.

5. Conclusions

Our results suggest that of the options considered a
combination of universal optimal treatment and universal
annual screening starting at age 40 will produce the greatest
reduction in breast cancer mortality for Black women in DC.
Moreover, scaling back the screening to biennial may still
reduce mortality enough to achieve twice the DC Cancer
Control goal of a 10% mortality reduction and will do so
with far fewer mammograms and false positives. Choices
about optimal ages of initiation and cessation will ultimately
depend on program goals, resources, the balance of harms
and benefits, and considerations of efficiency and equity
[18].
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Background. The link between physical activity and health outcomes is well established, yet levels of physical activity remain low.
This study quantifies effects on mortality of the substitution of low activity episodes by higher activity alternatives using time-use
data. Methods. Sample time profiles are representative of the Canadian population (n = 19, 597). Activity time and mortality are
linked using metabolic equivalents(METs). Mortality risk is determined by peak daily METs and hours spent sedentary. The impact
of altering activity patterns is assessed using simulated life expectancy. Results. If all leisure screen time was replaced with an equal
amount of time spent going for a walk, an increase in life expectancy of about 2.5 years (95% CI, 1.4 to 3.8) would be expected. No
other activity category would have as large as an effect. Conclusions. Reducing leisure screen time has a large effect, because seniors
particularly have a large potential for mortality reduction and watch more television than other age groups. The general problem of
inactivity cannot be solved simply by reallocating time to more active pursuits, because daily activity patterns can be heterogeneous
or fragmented and activities may be nondiscretionary (e.g., work or childcare).

1. Introduction

The positive relationship between physical activity and health
is well established [1–5], yet levels of physical activity and
fitness remain low [6–9], while obesity rates are high, [9,
10] collectively threatening the persistent increase in life
expectancy enjoyed over the past century [11]. Physical activ-
ity is associated with a decreased risk of mortality, cardio-
vascular disease, diabetes, colon cancer, osteoporosis, depres-
sion, and other chronic disease conditions [1–5], making it
an important health promoting behaviour and a priority for
intervention. Accumulating evidence shows that sedentary
behaviours, independent of physical activity levels, are
associated with increased risk of cardiometabolic disease,

all-cause mortality, and a variety of physiological and
psychological problems [12–17]. Therefore, to maximize
health benefits, approaches to resolve the inactivity crisis
should attempt to both increase deliberate physical activity
and decrease sedentary behaviours.

Physical inactivity is pervasive, persistent, and a challenge
to overcome. It is generally believed that a multilevel, mul-
tisectoral approach is required to increase population levels
of physical activity [18]. Ultimately, resolving the problem
of inactivity requires a sustained change in individual daily
activity patterns. The feasibility of such changes depends on
what competing activities there are and how daily lives are
structured.
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The term ““determinant” has been used broadly and
imprecisely” [19] in the study of physical activity. A great
many factors have been proposed as candidates for a com-
prehensive theory of the influences on activity patterns:
including demographic and biological factors, psychological,
cognitive, and emotional factors, behavioural attributes and
skills, social and cultural factors, and physical environment
factors [19, 20]. Among these time use [21, 22] and char-
acteristics of the built environment [23, 24] deserve special
consideration, because their potential influence can be
specific to a particular point in time and/or location (e.g.,
the conditions of one person’s work may unavoidably limit
physical activity for a substantial period of the day; the loca-
tion of another person’s work may not provide opportunities
for walking over lunch hour).

Time and location are complementary microfoundations
of activity outcomes, but teasing their effects out of data is
especially challenging. Unusually detailed data sets may be
required, if individual-level heterogeneity is not to be aver-
aged out of existence in the course of analysis. SimObesity
[25], a model of obesogenic variables and outcomes, required
a spatial microsimulation model to integrate the data neces-
sary to reveal patterns of spatial variation at the neighbour-
hood level in Leeds, UK. The work reported here exploits a
rich set of time use data [26, 27] with limited spatial resolu-
tion.

The unified modeling of time and location may be
most highly developed in urban planning and transportation
studies, where “active commuting” is an important topic, in
its own right. Urban planners and transportation engineers
have begun to recognize the need to incorporate time use
strategies in their simulation models of mode choice and
traffic flow [28]. For example, replacement of the concept of
a trip (one origin and one destination) with that of a tour
(one origin and a sequence of destinations) [29] acknowl-
edges that—for example—the commute to and from work
may also serve shopping and/or child care needs with
obvious implications for active choices. However, a model
of all interacting influences on activity would require still
greater complexity to deal with effects at the levels of “gene,
neurobiology, psychology, family structure and influences,
social context and social norms, environment, markets, and
public policy” [30].

For the present, with a large sample of quantifiable daily
physical activity and sedentary behaviour profiles, and an
understanding of the relationships among physical activity,
sedentary behaviours, and health outcomes, feasible micro-
simulation models can be used to explore predicted changes
in health outcomes associated with hypothetical popula-
tion changes in behaviours (e.g., increased walking and/or
decreased television viewing). The relative impact of simu-
lated behaviour changes can be explored using this method-
ology. The time use portion of the General Social Survey
(GSS) conducted by Statistics Canada [26, 27] provides
information to inform such simulations. Therefore, the
purpose of this investigation was to construct a static physical
activity simulation model to investigate changes in simulated
period life expectancy that could result from reallocations of
time spent in various daily activities.

2. Methods

Time use diaries are used both to evaluate the change in
population health arising from altered activity patterns and
to assess the variance of those potential improvements—
variance that ultimately arises from the heterogeneity of time
use between individuals, over days of the week, and across
seasons of the year. It is the combination of individual level
time use data and Monte Carlo simulation methods that
makes it possible both to estimate the expected potential
change in life expectancy from a specific behavioural change
and to estimate the variance of those estimates of change.

2.1. Time Use Data. The 2005 GSS collected data on the daily
activities of Canadians living in private dwellings (n =
19, 597). Information was collected by asking respondents to
report their daily activities sequentially during the course of
a 24 hour reference day starting at 4:00 am. For each activity
respondents were asked the start and end time of the activity,
where the activity took place, and who the respondent was
with at the time.

In order to facilitate calculation of the variances of
survey-based estimates, GSS data files are made available
together with sets of bootstrap weights. These weights allow
replicate estimates to be calculated. The variance among
these replicates accounts for the effect of the complex survey
design.

2.2. Imputed Metabolic Equivalents (METs). METs were used
to quantify the intensities of activities for each individual
daily behaviour profile and so facilitate classification of activ-
ities into broad activity levels: sedentary, light, moderate, or
vigorous. The mappings of MET values to activity codes were
drawn from the “Compendium of Physical Activities” [31],
an approach that was modelled after a similar exercise with
the American Time Use Survey [32]. In the present study, 158
different activities could be distinguished in terms of METs,
with an additional 50 occupational groups providing dif-
ferent MET values for bouts of “Paid Work”. (Additional
activity categories reflect the location, mode of transport,
and social context of activity for each minute of the day.)

2.3. Reporting Errors. The accuracy of self-reported assess-
ments of physical activity is a serious concern. A recent
systematic review [33] examined agreement between self-
reported (e.g., questionnaire, diary) and directly measured
(e.g., accelerometry, doubly labeled water) physical activity
in adults, and found low-to-moderate correlations between
the two. However, time use diary data, based on a constrained
interview process and by identifying concrete activities, has
the potential to mitigate these problems in two ways: (1)
activity levels may be inferred from known, average char-
acteristics of specific activity types, rather than relying on
a subjective general assessment of activity intensity, and (2)
the time reference of activity is a specific period of a specific
day, rather than a less definite time period (e.g., “activity
last month” or “usual activity level”). Nevertheless, METs
imputed to these data correspond to averages, and as such
do not fully capture individual variability.
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Figure 1: Diversity of daily METs. This chart displays time patterns of MET values over a 24-hour period for a random subsample of 2000
person-days reported by male GSS respondents. The vertical dimension represents time of day plotted minute by minute from 4:00 am to
3:59 am (bottom to top), while the horizontal dimension represents individual, sample person-days. The person-days were clustered so that
adjacent person-days on the chart were as alike as possible (the tree at the top of the graph displays the linkages among respondent clusters).
The shades of grey in the chart code for METs on a log scale with white corresponding to low values (e.g., sleep at the beginning and end
of each day) and black corresponding to high values (e.g., vigorous activity at work or in sports). There do not appear to be any compact,
widely separated groups, and clustering appears to be determined as much by timing (e.g., shift workers, or those with vigorous activity in
the morning and daytime) as it is by intensity.

2.4. Diversity of Daily MET Patterns. Figure 1 clearly illus-
trates that daily activity as reflected in METs is highly variable
both in intensity and in duration. This variability represents
the combined effect of interpersonal differences and more
systematic differences among days of the week and among
the seasons.

2.5. Average Daily Time Use Patterns. Daily life is governed by
rhythms which have both metabolic and social underpin-
nings and that alternate between spells of activity and inac-
tivity of varying duration. Figure 2 illustrates the average
organization of daily patterns reflected in GSS data.

The activity intensity scores displayed in Figure 2 reflect
the three most important components of deviations from
marginal time of day and marginal activity type averages. The
scores were determined by Correspondence Analysis [34]
applied to a table of GSS activity-time frequencies. The curve
labelled “Wake-Sleep” is the most important component
as assessed by its “inertia” (an additive contribution to a
chi-square statistic measuring deviations from independence
of the observed patterns of activity type by time of day).
Increasing and positive scores in the “Wake-Sleep” curve tend
to be associated with activity type profiles that involve work,
school, watching television, and meals. Decreasing and neg-
ative scores in the “Wake-Sleep” curve tend to be associated
with sleep. The other two curves on the chart have more com-
plex time profiles and different activity type profiles associ-
ated with their ups and downs. Together, these three curves
represent 82.2% of total inertia, and, in combination, they

demonstrate the fragmentation of time typically found over
the course of a day.

The activities most strongly related to the set of three
curves include sleep, work, school attendance, meals, watch-
ing television, movies, reading, socializing, child care, and
commuting. Stable biological factors underlie the regularity
of these profiles: factors that operate through sleep/wake
cycles, through work/leisure (activity/rest) cycles within the
waking phase, and through regularly spaced meal times.
Social factors are also at play by means of the institutional
constraints imposed by work and through family responsi-
bilities. Sociologists draw all of these together into ordered
degrees of time constraint: necessary time, contracted time,
committed time, and free time [36]. In relation to the present
study, Figure 2 helps draw attention to the degree that such
constraints—both biological and social—and the resulting
fragmentation of time may limit the potential for behav-
ioural change as it involves daily activity patterns [30].

2.6. Relative Mortality Risks. Relative all-cause mortality
risks associated jointly with the intensity of physical activity
and with time spent sedentary are used in this study to link
activity patterns to mortality outcomes. As is evident from
Figure 3, there are appreciable risks associated with being
sedentary that are not accounted for by peak activity level.

The primary source [12] of age-sex-adjusted relative risks
provided estimates both for time spent sedentary over the
course of a typical day and for a dichotomous, self-reported
activity status (“active”/“inactive”). The activity dichotomy
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Figure 3: Joint relative risks of mortality: peak activities and hours
sedentary. For this study, estimates of relative risk were primarily
derived from the 1981 Canada Fitness Survey (CFS) augmented
with a 12-year mortality followup on 17 013 respondents [12]. Sec-
ondary estimates, based on a 5-year mortality followup on more
than 250,000 participants in the NIH-AARP Diet and Health Study
[35], were used to further differentiate between levels of peak acti-
vity. These estimates have been rescaled so that the baseline hazard is
population average risk, rather than that associated with the lowest
activity category.

was extended using data from the secondary source [35] with
the assumptions: (1) that the secondary estimates of risk
for “vigorous” relative to “moderate” activity levels could be
applied to subdivide the primary “active” category, and (2)
that the secondary estimates of risk for “light” relative to
“sedentary” activity levels could be applied to subdivide the
primary “inactive” category.

The summary indicators used to relate relative risks to
GSS time profiles were (1) peak activity: the peak MET

corresponding to the most intense activity lasting ≥30 min-
utes and (2) hours sedentary: the total nonsleep hours cor-
responding to a MET ≤2. Standard MET cut points were
used to categorize peak activity as: sedentary, light, moderate,
or vigorous. The grouping for hours sedentary was deter-
mined so that the percentages in each category corresponded,
approximately, to those from the CFS question on time spent
sitting [12].

Any discrepancies among activity categories implicitly
defined by self-reporting in the two studies from which
relative risks were taken or as operationalized using imputed
METs will contribute additional bias to the simulations.
However, errors in the imputed values of METs will have less
of a contribution, because the operationalized activity cate-
gories are a coarse classification of METs.

2.7. Baseline Age-Sex-Specific Mortality Hazards. Baseline
age-sex-specific mortality hazards are a key parameter in the
simulations. They were calculated as occurrence-exposure
ratios from Canadian vital statistics data centred on calendar
year 2005 [37]. In combination with the relative risks above,
these hazards determine the approximate absolute risks
associated with physical activity patterns over a complete
range of ages. Since these hazards represent averages for the
Canadian population, multiplication by appropriate relative
risks would produce activity-specific hazards. To obtain
appropriate relative risks, the estimates described were
rescaled so that the baseline hazard is population average
risk, rather than the hazard associated with the lowest activity
category.

The impact that the relative risks have on population
mortality depends on the prevailing distribution of activity
levels. Figure 4 summarises those distributions for the 2005
Canadian population in terms of percentiles of daily average
METs and daily peak METs as a function of age.
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Figure 4: Distributions of activity levels in the 2005 Canadian pop-
ulation. These distributional summaries were calculated from aver-
age and peak METs of individual GSS respondents using local
weights that are a function of age. Average METS represent nonsleep
hours only.

The most salient features of these distributional sum-
maries are as follows.

(1) Only about 50% of the population achieves a peak
MET that would put them at or above the moderately
active level; however, most of the population is, on
average, sedentary over the course of a day.

(2) The most active fraction of the population—as
represented by the 75th percentile of peak METs—
is increasingly active with age (perhaps because of
healthy survivors or because retirement can free up
hours that, at younger ages, might have been taken up
by sedentary work), while declines in average METs
with age indicate increased hours spent sedentary
among the bulk of seniors.

2.8. Monte Carlo Simulation Design. The Monte Carlo simu-
lations were designed to associate observed or hypothetical
patterns of daily activity with implied levels of mortality
risk as determined by total person-days distributed among
relative risk categories. Simulation of hypothetical deaths
within a single year allows both assessment of average age-
sex specific mortality risks associated with aggregate activity
patterns and assessment of the variance in such risks.

A summary of the main steps in each Monte Carlo sim-
ulation is as follows (with a more technical description being
provided in the appendix).

(1) One GSS respondent at a time is selected as a working
case for simulation. (Results reported in this study are
based on 10,000,000 such simulated cases for each
scenario.) Each working case is randomly selected
with replacement and with probability proportional
to survey weights.

(2) In order to specify variant scenarios, working time
profiles of a sample case are altered by reallocating
the time reported for selected activities to alternative
activity categories (e.g., from time spent watching
television to time spent going for a walk).

(3) Regression equations that relate peak activity and
hours sedentary to time profiles are used to adjust
the relative risks simulated for each working case in
accordance with scenario assumptions.

(4) The mortality hazards on which simulation of death
is based are derived using relative risks specific to
the appropriate activity categories. In aggregate, these
hazards will reflect the hypothetical mortality risks
experienced due to the population person-days of
activity-specific exposure implied by the scenario.

(5) Simulated estimates of average age-sex-specific haz-
ards are derived from simulated deaths and simulated
person-years lived. Period life expectancies at age 15
are derived from those average hazards. (A concern
with the validity of applying concepts and methods
developed for adults to children motivated the limi-
tation of the simulations to ages 15 and above.)

2.9. Variance Components. An exceptional feature of this
simulation model is its capability of assessing the variance
of simulated outcomes to decompose that variance into
meaningful components. The variance of simulated outputs
was accounted for by carrying out sets of 40 separate replicate
simulations. Each replicate simulation used a separate boot-
strap sample for estimation of regression parameters and
for weighting respondent activity profiles. (With 10,000,000
total cases being simulated for each scenario, 40 replicates
permits 250,000 cases to be simulated for each replicate.)
Variance estimates based on the replicate simulations reflect
the combined effect of heterogeneity of time use in the popu-
lation, sample variability, and errors in estimation of regres-
sion coefficients. Carefully specified scenarios (described in
the technical appendix) permit the relative contributions of
these different sources of variability to be quantified.

3. Results

3.1. Life Expectancy for Ages 15+ in the Reference Scenario.
The simulated life expectancy estimates at age 15 for Canada
in 2005 were 67.9 ± 0.7 for women and 63.2 ± 0.8 for men.
These values agree closely with corresponding official esti-
mates of period life expectancy for men and women at age 15
in 2001 [36]: 67.6 and 62.5 years, respectively.

3.2. What If Everyone Walked Instead of Their Current Activity

3.2.1. Scenarios Modifying Time Use Patterns. Figure 5 dis-
plays simulation results from a collection of 10 “What If” sce-
narios that assess the life expectancy differences that would
hypothetically result from reallocating all of the time spent
in the selected activity categories to going for a walk or a jog
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Figure 5: “What If” scenarios: simulating “going for a walk” instead of their current activity. Current activities comprise 10 grouped activity
categories that together account for all nonsleep time in each GSS person-day. The error bars represent 95% confidence intervals.

(assuming an average of 4.5 METs). These scenarios collec-
tively account for all nonsleep hours over the course of a day.
As such, they are intended to provide upper bounds on what
might be achieved through time reallocation, rather than as
realistic policy objectives.

Only four of the 10 “what if” scenarios result in statis-
tically significant differences in life expectancy and only two
appear to stand out in terms of effect size: “Personal Care”
and “Media & Communications.” However, each of the latter
includes subcategories that would not be appropriate targets
for time reallocation. Personal care includes family meals,
washing, dressing, and medical care as well as naps and
relaxing; media and communications consists of reading,
telephone conversations, and letter writing/reading as well as
watching television. The only obvious target for a behav-
ioural intervention that is implied by these simulations
might be reduction in the sedentary time involving television
watching and leisure-time computer use (i.e., leisure screen
time). A simulation that reallocated all leisure screen time to
going for a walk implied a life expectancy increase of 2.5 years
(95% CI, 1.4 to 3.8).

Estimates of differences in life expectancy have relatively
large variances. For example, the estimate of the effect of
eliminating leisure screen time has a coefficient of variation
of nearly 25%. The ultimate source of this variance is the
diversity of activity intensity over the course of a day as dis-
played in Figure 1. This conclusion is reinforced by results of
a decomposition of the mean squared error (MSE) of simula-
tion (detailed in the appendix) where the dominant sources
of variability were found to be equally divided between
sampling variability and the underlying heterogeneity of acti-
vity profiles. Variability in parameter estimates—regression
coefficients and mortality relative risks—played a minor role.

3.3. Decomposition of the Mean Squared Error. Table 1
assesses the relative contribution of the five main sources of
variability as identified by the scenario modifications des-
cribed in Table 2.

Table 1: % Mean squared error by source: excess total deaths and
change in life expectancy.

Source
Excess total

deaths
Change in life

expectancy

Sampling variability 48.6 53.1

Regression variance 0.6 0.6

Mortality RR variance 0.1 0.1

Rounded reported ages 0.5 4.5

Heterogeneous activity profiles 50.2 41.8

Evidently, the bulk of the empirically based variance
in the simulation results can be traced back population
heterogeneity or to sampling variability (which is itself a con-
sequence of population heterogeneity). In these simulations,
parameter variance (either regression variance or mortality
RR variance) plays a negligible role. Response error—in the
form of rounded ages—contributes most to outcomes that
are sensitive to the distribution at the oldest ages (i.e., Life
expectancy rather than excess deaths).

4. Discussion

Together Figures 3 and 4 provide a clear indication that not
only is the bulk of the Canadian population exposed to excess
mortality risk as a consequence of their patterns of physical
activity, but that, for most, the situation worsens with age.
This study shows that prevailing patterns of physical activity
are associated with a large loss in potential life expectancy.
Rather than aiming to have the population vigorously active,
important improvements in life expectancy can be gained
by replacing current low or sedentary activity with modest
exertion. For example, an increase of as much as 2.5 years
of life might result if all leisure screen time was replaced by
walking. This is an effect size on par with estimates of the
elimination of obesity or smoking [38, 39]. But, it is not
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Table 2: Sources of variability identified by a sequence of scenario modifications.

Source identified Reference scenario Scenario modification

Reference Reallocate time from watching TV to walking

Independence∗ Watching TV ≥ walking
Respondents from bootstrap sample b, while regressions
from [(b + 1) mod 40]

Sampling variability∗ Independence Respondents drawn using full sample weights

Regression variance∗ Independence Regressions estimated using full sample weights

Combined bootstrap variance Independence Combines the two previous scenarios

Mortality RR variance Combined bootstrap Set relative risk variance to 0.0

Randomized ages Combined bootstrap No perturbation of reported ages

Combined randomization Combined bootstrap Combines the two previous scenarios

Heterogeneous activity profiles Combined randomization Set all reported activity profiles equal to the mean profile
∗Required mean bootstrap variance correction.

a realistic policy objective, since it includes much of the
Canadian populations’ evening leisure time.

An age-by-age examination of simulated improvements
in mortality hazards (not shown) indicates that the simu-
lation results arise from age differences in mortality as well
as activity patterns. Seniors would benefit more in terms of
mortality than other age groups in part because of their
higher baseline mortality. But in addition, seniors spend
more time sedentary (Figure 4) as also evidenced by higher
average hours watching television and so have more scope
for improvement in that regard as well. In contrast, the elim-
ination of all vigorous activity (6+ METs) from each time
profile has virtually no measurable effect on life expectancy,
because vigorous activity is already rare and is concen-
trated in young (low mortality) ages. So, to achieve the gains
promised by the “leisure screen-time” scenario, the behav-
iour of seniors would have to change more than other age
groups.

Thus, reducing the harmful effects of physical inactivity
has to involve both changing current daily activity patterns
and intensity (increasing physical activity and decreasing
sedentary behaviour), while ensuring persistence of those
changes throughout the life course. Success in achieving
those ends will be demonstrated by an active and healthy
population of seniors, since it is at the end of life that the
health benefits will be most pronounced.

Opportunities for behaviour intervention differ by age.
The feasibility of specific interventions is influenced by how
daily lives are structured, while that structure, in turn, is
influenced by institutional constraints related to work or
school and by constraints related to mutual organization of
time among family and friends. These influences may vary
over the life cycle.

Patterns of daily time use are highly variable. This var-
iability is directly observable in these data (Figure 1) and
could pose problems for effective public health policy imple-
mentation. The decomposition of mean squared simulation
error implies that about 50% of the variance in simulated
intervention effects may be attributed to population hetero-
geneity directly. In other words, the confidence intervals on
these intervention effects would likely only be 30% narrower,

if the estimates could be based on a census rather than a sam-
ple. In that circumstance, substituting time spent walking
for most of the broad activity categories shown in Figure 5
would still indicate no significant improvement in mortality.
Thus, with this much variability in the population, there is
a risk that the impact of interventions that are too narrowly
focused or too limited in scope might be dissipated. In fact,
achievement of population physical activity objectives may
not be feasible through reallocation of time alone. Rather, it
may be necessary to find ways to increase the METs associ-
ated with common activities, reversing a long-standing trend
by investing in technology that is less labour saving rather
than more.

Essentially, this study takes relative risks estimated from
published prospective mortality studies [12, 35] and reex-
presses them in terms of life expectancies. However, the
special contribution of the study derives from the direct
links that are established among mortality risks, intensity
of physical activity, and time use patterns. The microdata
foundations of these links and the use of Monte Carlo micro-
simulation techniques permit an evaluation of the variance
of hypothesized effects, as well as offering insights into the
influence that time use constraints and the diversity of time
use might have on the potential success of behavioural inter-
ventions aimed at reducing physical inactivity.

But, this study has important limitations. It depends
on published estimates of relative risks taken from only
two studies [12, 35]. Incorporation of estimates from other
studies would lead to more robust conclusions. However,
despite there being numerous studies testing for an effect of
leisure-time physical activity on mortality, there are fewer
studies that test effects of more broadly defined activities
(including nonleisure time) and fewer still that consider joint
effects of activity and time spent sedentary. Another lim-
itation involves the fact that the risk estimates used were
adjusted for age and sex only. As such, they can only provide
upper bounds on the effect of physical activity on mortality.
Adjusting for potential confounding variables would provide
better measures of the direct causal effect of physical activity
on mortality risk. Even so, the main source [12] of relative
risk estimates used in this study indicated that multivariate
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adjustment including smoking and alcohol consumption did
not result in any marked change in the relative risks to
time spent sitting. Finally, in this study METs are imputed
rather than measured and, as such, some of the underlying
variability in activity patterns remains unobserved.

In summary, this study demonstrates the value of a
novel simulation method that directly relates detailed activity
patterns to expected mortality outcomes and their variance,
in a manner that enhances the value of the data for health
policy purposes.

Appendix

Technical Specification of the
Simulation Model

This appendix provides a rigorous description of the model
by means of an algebraic representation in terms of parame-
ters and outcome measures.

Elements of the model: simulation equations and param-
eters:
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(A.1)

where b is bootstrap replicate sample, j is survey respondent,
i is replicate sequence number (number of times sampled),
i( j(b)) is i’th simulation of respondent j within bootstrap

sample b, S is scenario identifier, a and a∗ are observed and
randomly perturbed ages, g is gender (0 = Female, 1 = Male),
U ′ and U ′′ are independent uniform [0, 1] pseudorandom
numbers, Z is standard normal pseudorandom number,
h0(a∗, g) is baseline hazard specific to age a∗ and gender
g, hSi( j(b))(a

∗, g) is scenario specific, activity adjusted hazard,

PS
i( j(b)) is scenario specific peak activity, HS

i( j(b)) is scenario
specific hours sedentary, I[] is indicator (0 or 1) vector given
Pj and Hj and given cut-points CP and CH , θ is vector of
(log) relative risks, σ2 is approximate (scalar) variance of
(log) relative risks, Xj and XS

j are observed and scenario spe-

cific activity profile vectors, βHb,a∗ is hours sedentary regres-

sion coefficients (bootstrap b, age a∗), βPb,a∗ is peak activity
regression coefficients (bootstrap b, age a∗).

Simulation outcomes: deaths and life expectancy at age
15+ deaths:
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(A.2)

where Ui( j(b)) is a uniform [0, 1] pseudo-random number,
DS

i( j(b)) is the i’th replicate mortality outcome simulated for
respondent j in bootstrap sample b under scenario S, and
DS

+,b is the total number of deaths simulated using bootstrap
sample b under scenario S.

Life expectancy 15+:
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(A.3)

where FS
i( j(b)) is the fraction of the year lived in the simulation

(i.e., 1 if no death was simulated and a fraction otherwise),
ĥSa,g is the simulated empirical hazard at age a and for gender

g, l̂Sa,g is the simulated survival probability from age 15 to age
a for gender g, and êSg is the simulated life expectancy at age
15 for gender g.

The model allows an assessment of outcome variance
components that can be ascribed to model parameters.
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Mean squared error (MSE) of simulated excess total
deaths:
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(A.4)

A similar, but more involved, calculation determines the
MSE of simulated life expectancies.

Variance Components. There are four main sources of vari-
ability in the model, apart from that linking a simulated
mortality hazard to a simulated mortality outcome:

(1) i( j(b)): sampling variability as reflected in bootstrap
replicates,

(2) Var(βHa ) and Var(βPa ): variance of regression coeffi-
cients among bootstrap replicates,

(3) σ2: variance of (log) relative mortality risks, and

(4) a∗: randomly perturbing ages fills in gaps and
smooths the sample age distribution (which exhib-
ited effects of rounding).

These sources of variability are incorporated into the
simulation by

(1) sampling respondents with probability proportional
to bootstrap weights,

(2) using regressions estimated from separate bootstrap
replicate samples,

(3) explicitly perturbing the relative risk parameter
reflecting errors in estimation,

(4) explicitly perturbing the observed age to counter
effects of rounding.

A fifth, more fundamental source of variability is the het-
erogeneity within the population as represented in sampled
person-day activity profiles.

The relative importance of source of variability can be
assessed by comparing a given scenario S to a modified form
of that scenario S′ involving only one change to the sim-
ulation parameters. This is analogous to the determination
of the reduction in residual sums of squares attributable to
a given variable in a regression equation by deleting one
variable at a time and noting the resulting increase in residual
sums of squares. More formally, the variance of the difference

between statistics generated by the modified and unmodified
scenarios can be expressed as

Var(S− S′) = Var(S) + Var(S′)− 2Cov(S, S′). (A.5)

But, if S′ and S differ because S′ has one source of variability
eliminated (and given that all sources are uncorrelated with
each other), then Cov(S, S′) = Var(S′); then,

Var(S− S′) = Var(S)−Var(S′) (A.6)

a direct measure of the variance due to the source of var-
iability that was removed.

However, there are complications: sampling variability
and regression variance are correlated, because they are based
on matched bootstrap samples; variance estimates associated
with bootstrapped sources of variability need correction for
the use of a mean bootstrap algorithm, but other sources do
not. (To produce each set of mean bootstrap weights, sets
of 25 independent, conventional bootstrap weights were
average, so, bootstrapped nominal variances had to be multi-
plied by 25 to produce consistent variance estimates.) Thus,
the decomposition of simulation MSE requires a sequence of
steps in which appropriate reference scenarios are identified
against which to compare scenarios from which specific
sources of variability have been removed.
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Health of the ageing population has the potential to place considerable pressure on future government spending. Further, the
impacts of the obesity epidemic have the potential to place additional pressure on government health budgets. In response to such
fiscal concerns in Australia, a dynamic microsimulation model, APPSIM, has been developed at the National Centre for Social
and Economic Modelling (NATSEM). The health module was developed to allow consideration of health behaviours within the
context of an ageing population and the resultant health profile of the population. Also included in the modelling is the associated
use of health services and their costs. All health variables used were imputed onto the 2001 basefile derived from the 1 percent unit
record file of the 2001 Australian census. Transition equations of these variables were estimated to allow projections over time. In
this paper, the model has been used to look at the impacts of obesity on the Australian population health profile and associated
health expenditure. In the scenario, removal of obesity from the population leads to a simulated population with a better health
profile but showed only marginal changes in relative health expenditure.

1. Introduction

It is well known that the Australian population is ageing and
that across all age groups there is rising levels of obesity.
In 1971, 8 percent of the Australian population was aged
65 years and over: by 2010, this had increased to almost 14
percent [1]. Official projections indicate that by 2050 some
23 percent of the Australian population will be aged 65 years
and over [2]. An ageing population places increased pressure
on government spending through increased demand for
health care, aged care, and pensions. Health care spending
has been steadily growing, from $Au 42 billion in 1996-1997
to $Au 103 billion in 2006-2007 [3]. Projections estimate
continued rises in health expenditure from 3.7 percent of
GDP in 2009/10 to 7.0 percent of GDP in 2046/47 [2].

Beyond the number or proportion of the aged pop-
ulation, the impacts on future health expenditure will be
moderated by the health experience of the aged population.
Possibilities of morbidity compression [4], expansion [5],

dynamic equilibrium [6], or some cyclic effect between com-
pression and expansion of morbidity [7] will impact the pos-
sible demand for health services. The relationship between
health and longevity may be effected by the severity of disease
not being as great due to slower progression of disease [8].
Further, issues such as new technology, medications, and
changes in medical practice will mediate the effects of ageing
on health expenditure [2, 9, 10].

The health of the population is also mediated by be-
havioural risk factors, such as obesity. Obesity has been
increasing in Australia, going from 11 percent in 1995 [11] to
25 percent in 2007/08 [12]. Severe obesity is associated with
chronic disease such as cardiovascular disease, hyperten-
sion, diabetes, some cancers, and arthritis. The relationship
between obesity and mortality is complex, with studies
having varied findings regarding the impacts of obesity on
mortality. Direct impacts of obesity on mortality have not
always been substantiated [13]. However, other studies have
found direct impacts between obesity and mortality [14–17]
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though this may have been influenced by variables controlled
for in the analysis. Indirect impacts between obesity and
mortality via links between obesity and chronic disease have
been found in a range of studies [17–20]. Younger cohorts
have increased weight at younger ages and over a shorter time
frame [21–25]. Potentially the baby boomers will be a fatter,
less healthy cohort than seen at any time previously. Whilst
in Australia public policy debate surrounding the obesity
epidemic amongst children has occurred [26] and adults
generally [27, 28], less consideration of public policy to
address and cope with obesity amongst the older population
has occurred.

This paper will describe the construction of a health
module for an Australian dynamic microsimulation model
and explore the impacts of obesity on government spending.
This modelling allows the consideration of obesity, health
service usage, and expenditure using a bottom-up approach.
The modelling allows long-term projections of obesity based
on individual characteristics, tying the impacts of obesity
to health status and consequent health service usage and
expenditure.

2. Method

The key of this paper is the description of a general pop-
ulation microsimulation model and in particular the health
module that has been developed to date.

2.1. Microsimulation. Microsimulation is a simulation tech-
nique which uses microlevel units as the unit of analysis [29–
31]. It considers the decision-making microunit, usually an
individual or family, within a large complex system. The key
uses for microsimulation have been analysis of government
policy to consider distributional impacts and allowing the
determination of the winners and losers as well as how
much does the individual gain or lose by the policy change.
In particular, this model is a dynamic model. Dynamic
microsimulation moves individuals through time updating
each attribute for individual for each time interval, based on
probabilities determined from appropriate data sources. The
records (which represent the individuals) in the model are
continuously updated, such that the records in the former
time period become the starting point in the latter one. The
changes over time are determined by stochastic Monte Carlo
procedures based on the defined transition probabilities.

Dynamic microsimulation of health has not been at-
tempted for Australia in a large general-purpose dynamic
microsimulation model. Typically, general-purpose dynamic
microsimulation models treat health in a simplistic manner
such as SAGE [32] where health is a binary indicator variable.
Alternately the models are built to explore specific aspects
of health conditions and associated systems. These models
do not consider the wider socioeconomic context (e.g.,
stroke prediction in a population with carotid artery stenosis
[33] and colorectal cancer simulated population model for
incidence and natural history [34]). Two notable exceptions
are POHEM developed by Statistics Canada [35] and SESIM
[36] developed in Sweden. However, these two models take

very different approaches to the modelling process. POHEM
is based on a synthetic basefile, and the equations operate
in continuous time. SESIM is based on an administrative
database and operates in discrete time (annual assessment
of individual states). POHEM has been used primarily to
consider cost-benefit aspects of treatment for specific dis-
eases such as cancer [37–39], cardiovascular disease [40], and
osteoarthritis [41]. SESIM in its 2007 update included for
the first time a health status indicator. In its latest upgrade,
health service and aged care use have been modelled [42].
The health modeling for inclusion in APPSIM is most similar
to that reported in SESIM.

2.2. APPSIM. The dynamic microsimulation model, “Aus-
tralian Population and Policy Simulation Model” (APPSIM)
[43], provided the basis for the development of the health
module that is to be described. APPSIM is a closed,
population-based, dynamic microsimulation model that
operates in discrete time. The model provides snapshots of
the Australian population characteristics and government
programs as at 30 June each year from 2002 to 2050. As
a basefile, it used the publically released confidentialised
1% unit record file from the Australian Bureau of Statistics
(ABS) 2001 Census, which provides approximately 180,000
individuals’ records that can be included in the simulation.

The model functions in one-year time units, using dis-
crete time functions. APPSIM is made up of a series of mod-
ules that are processed sequentially. Starting at time t, it
moves through the modules sequentially starting with disabi-
lity, demographics, household formation, education, labour
force, earnings, housing, other income, household assets and
debt, social security and taxation, health, and aged care
(details of the development of the modelling within each
module are available at the NATSEM website http://www)
.canberra.edu.au/centres/natsem/publications/).

APPSIM is structured such that it has an initial starting
population, a simulation cycle, and output. The output from
the APPSIM model provides both high-level summary statis-
tics and databases similar to survey data files. Consequently,
there is the capacity to do three levels of analysis from
the simulation output: time series, cross-sectional analysis
looking at distribution impacts in certain years, and finally
life-course analysis considering the impacts of changes to
individuals over time periods.

The model has been programmed in c# and the param-
eters of the model are read via excel spreadsheets. For some
outcomes in the model, such as births, unemployment, or
educational retention rates, it is possible to use alignment
so that the outcomes match ABS or treasury projections as
a means of comparison. Alternately, alignment can be used
to consider various counterfactuals.

2.3. Health Module. The primary focus of this paper is the
health module that was developed for APPSIM. Due to the
complexity of the health system, strategic simplification of
the system was required to facilitate the modelling. The
simplification was based on the aims of the model, as well
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as the more practical considerations of human and financial
resources and data availability.

The modelling is focused on adults, that is, persons aged
15 years and over, due to the lack of longitudinal data in
Australia about children’s health. The system included four
health risk behaviours: inadequate physical activity, at-risk
alcohol consumption, smoking status, and obesity. These
interact with each other and also become input parameters
for the modelling of health status. As well, socioeconomic
factors such as education, income, and labour force status
(which are modelled external to the health module) are input
parameters to both the health risk behaviours and health
status. In other modellings, health status becomes an input
parameter to health service usage, which in turn is used in
estimating health expenditure.

2.3.1. Data Source. The development of the health module
involved integration of multiple data sources. The primary
data source for the modelling within the health module was
the HILDA survey [44]. It provided the data to model health
risk behaviours, health status, and private health insurance.
The HILDA survey is a complex sample survey that selected
a panel of Australian households for followup. In the initial
wave (i.e., 2001), approximately 14,000 individuals were
interviewed. By 2008, there were just over 9,000 respondents.
Due to the longitudinal nature of HILDA, it has allowed
modelling of transition probabilities that account for an indi-
vidual’s state change over time. A major modelling restriction
was the late inclusion of obesity within the survey (it has only
been asked since the 2006 survey). Consequently, obesity and
health status are modelled over three time points, whereas
the other health behaviours are modelled over six or seven
time points (with obesity excluded from the set of inputs).

For the modelling of health service usage and health
expenditure, data is less rich, and consequently several
data sources have been combined to achieve the modelling.
A combination of administrative data (supplied by the
Australian Department of Health and Ageing) and survey
data (specifically the ABS National Health Survey) was
used in the allocation of health service usage. Further, for
modelling number of pharmaceutical scripts, information
was also used from the NATSEM microsimulation model,
MediSim [45]. For health expenditure on medical services
and pharmaceutical scripts, administrative data informed
the average costs per age-sex group of a service or script
whilst for hospital admissions a combination of reported
administrative data from the Australian Institute of Health
and Welfare (AIHW) and information from the NATSEM
hospital microsimulation model HospMod [46] was used to
determine who had hospital visits, how many admissions
they had, and for how long each hospital admission lasted.

2.3.2. Variable Definitions. For consistency, a set of defini-
tions surrounding health risk behaviours and health were
developed. The definitions where possible were based on
recommendations and guidelines released within Australia
for achieving good health (see Table 1). The health risk
behaviours were all modelled as dichotomous variables. The

health status indicator was based on a self-reported health
question in HILDA. It is a 5-point indicator where the
individual ranks their health between excellent and poor.

2.3.3. Baseline Imputation. The APPSIM basefile did not
have individual health information, resulting in all the health
risk behaviours and health status having to be initially
imputed. A summary of the statistical methods and explana-
tory variables used for each outcome in the health module is
presented in Table 2. All of the dichotomous variables used
logistic regression to inform the probabilities of individual
characteristics. The general equation for determining prob-
abilities from a logistic regression is presented in Box 1. For
health status, which had five levels, probabilities were calcu-
lated using generalised ordinal logistic regression [47]. The
equations to determine the probabilities from this type of
model are presented in Box 2. Explanatory parameters in all
cases were a variety of socioeconomic variables. In addition,
for health status, the health behaviours were also included
as explanatory parameters within the system. For each of
the health risk behaviours and health status, the statistical
models were developed for males and females separately.

2.3.4. Transition Probabilities. To move the individuals
through time, transition probabilities were determined using
statistical models. The details of the type of model and
explanatory parameters included in the model are presented
in Table 3. The binary variables transition probabilities were
calculated using pooled dynamic logistic regression models.
The models were based on the HILDA data across several
years being combined and treated records as being indepen-
dent. The dynamic aspect is the inclusion of lagged outcome
variables on the right-hand side of the model. In most
cases, a selection of socioeconomic variables was included
as explanatory variables, as well as the lagged dependant
variable. The probability equations for this model are the
same as presented in Box 1 with the inclusion of the lagged
dependant variable. The transition probabilities for health
status were estimated using a dynamic generalised ordinal
logistic regression model with socioeconomic explanatory
variables as well as health risk factors and health status in the
previous time period. For this model, the probability equa-
tions have the same form as presented in Box 2. The detailed
model specification including coefficient values is described
in [49]. Separate models were estimated for men and women.
As with all simulation modelling, there is a tension between
the level of complexity of the statistical model and the
accuracy of fit to the data whilst maintaining the ability to
apply the statistical model within a microsimulation model.

2.4. Counterfactuals. To demonstrate the potential capacity
of the modelling described in the previous sections, a
baseline scenario and counterfactuals changing obesity levels
within the population were run. The primary counterfactual
looked at the impact of removing obesity from the popula-
tion. An alternative with all the population being obese also
was run to allow comparative analysis.
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Table 1: Models for baseline imputation for health module.

Outcome Definition

Inadequate physical activity Less than three sessions of at least 30 minutes moderate activity [60]

At-risk alcohol consumption Over 18 years: more than two standard drinks in a day
Under 18 years: any alcohol consumption [61]

Smoker Any reported volume of smoking

Obese Body mass index greater than 30 [62]

Health status Self-reported health ranked between excellent and poor on a 5-point scale

Private health insurance Any expenditure on private health insurance coverage in the last year

Health service usage

Medical: number of MBS1 services per person per year
Pharmaceutical: number of PBS2 scripts per persons per year
Hospital: number of hospital admissions per person per year, and number of bed
days per hospital admission

Health service costs
Medical: costs per MBS service
Pharmaceutical: cost per PBS script
Hospital: cost per hospital bed day

1MBS refers to the medical benefits scheme which provides government funding for medical practitioner services, optometry, diagnostic imaging, and
pathology tests.
2PBS refers to the pharmaceutical benefits scheme which provides government subsidy to achieve “affordable access to necessary and cost-effective medicines”
[7].

Table 2: Models for baseline imputation for health module.

Outcome Statistical model Explanatory variable

Inadequate physical activity Logistic regression
Age, marital status, education, labour force status, kids
in household, adults in household, and household
income

Smoker Logistic regression
Age, marital status, education, labour force status, kids
in household, adults in household, and household
income

At-risk alcohol consumption Logistic regression
Age, marital status, education, labour force status, kids
in household, adults in household, household income,
and smoking status

Obese Logistic regression
Age, marital status, education, labour force status, kids
in household, adults in household, household income,
and inadequate physical activity

Health status Generalised ordinal
logistic regression

Age, marital status, education, labour force status, kids
in household, adults in household, household income,
inadequate physical activity, smoking status, at-risk
alcohol consumption, and obese

Private health insurance Logistic regression

Age education, labour force status, kids in household,
and household income
Separate models developed for single persons and
couples

The baseline scenario allowed the model to let equations
run as set with obesity increasing in line with the trend seen
over the last 20 to 30 years. The alternative scenario that
removed obesity from the population provided a comparator
to gain an understanding of the maximum level of change
that could potentially be achieved with respect to improved
health profiles and health expenditure.

The baseline scenario was run with a simulation size of
165,000. This large sample removes much of the randomness
generated due to selecting samples from the census sample
file on which to run the simulation. This simulation is used
to gain an understanding of the background socioeconomic

context within which the health module is operating.
The sociodemographic modules operate exogenously to the
health module. These external modules for the purpose of
this exercise are taken as is and are assumed to be a correct
reflection of the socioeconomic profile of Australia in 2011
and a representation of the most likely profile in 2051. The
socioeconomic indicators that are used as inputs in the health
module are presented in Table 4. This shows that over the 40
years between 2011 and 2051, people are more likely not to be
in a marriage or de facto relationship, will have considerable
increases in income, and will have a doubling of persons with
bachelor degree or higher education and less people with
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Specification of a logistic regression model: ln(P(Yi)/P(1− Yi)) = α +
∑K

k=1 βkXi = Z
Probability equation for a logistic regression model: P(Y) = exp(Z)/(1 + exp(Z))
See [48]

Box 1: Logistic regression model.

Model specification:
P(Yi > j) = g(Xβj) = exp(αj + Xiβj)/(1 + [exp(αj + Xiβj)]), j = 1, 2, . . . ,M − 1

Probability equations for the five levels of health status:
P(Yi = Excellent Health) = g(Xiβ1)
P(Yi =Very Good Health) = g(Xiβ1)− g(Xiβ2)
P(Yi =Good Health) = g(Xiβ2)− g(Xiβ3)
P(Yi =Fair Health) = g(Xiβ3)− g(Xiβ4)
P(Yi =Poor Health)= g(Xiβ4)

Cumulative Distribution Function of Health Status:
Cut Point(Excellent health) = P(Yi =Excellent Health)
Cut Point(Very good health) = P(Yi =Excellent Health) + P(Yi =Very Good Health)
Cut Point(Good health) = P(Yi =Excellent Health) + P(Yi =Very Good Health) + P(Yi =Good Health)
Cut Point(Fair health) = P(Yi =Excellent Health) + P(Yi =Very Good Health) + P(Yi =Good Health)+P(Yi =Fair Health)

See [47]

Box 2: Generalised ordinal logistic regression model.

below year 12 education (not completing high school), and
mean age will increase as does the percentage of persons aged
65 years and over.

It is important to emphasise that the results from the
scenarios presented are projections not forecasts. These
outcomes are unlikely to occur, particularly as health expen-
diture by the Australian government is highly influenced by
government policy. But projections do give an indication of
what could happen if certain conditions were to prevail. The
projections obtained for the scenarios are highly dependent
on the underlying assumptions within APPSIM related to the
socioeconomic variables, whose assumed levels are discussed
above.

2.5. Validation. Validation has been an ongoing process that
continues as does the development and refinement of the
model. For the APPSIM model, validation has primarily
focussed on comparative analysis considering the simulation
model outputs against external benchmark data. This has
taken both a cross-sectional perspective (percentage of
population in a given state) and a longitudinal perspective
(looking at the rate of change or frequency of transitions)
[50]. Some of the specific modules have had their validation
described in detail (e.g., [51]).

Comparative validation methods were undertaken for
the health module along with other aspects of validation
[49]. A short description of some of the key comparative
validations follows. Firstly, cross-sectional comparisons have
been done. The simulation runs from 2002 out to 2051.
There is actual data for the years 2001 to 2008 for some
variables, with which the models outputs can be compared.
In the case of obesity, there was only HILDA data for the years

2006 to 2008. In addition, the ABS National Health Surveys
provided estimates of health behaviours and health status for
the years 2001, 2005, and 2008 which can be used for com-
parison. Longitudinal aspects of the model have also been
considered, both from the perspective of the trend of the
data over time and whether this seems reasonable compared
to alternative projections. Further, persistence of health
behaviours and health status between years was calculated
and compared between the actual data and the simulation
model. Each of the comparisons is based on absolute differ-
ences and percentage difference, looking to produce simula-
tion results that are within 5 percent of the benchmark data.

The health module performs well for all four health
behaviours with the simulation proportions closely mirror-
ing the outcomes estimated in HILDA. There is slightly
more discrepancy between the simulation and the National
Health Survey outcomes. This is a reflection of the differences
between the estimates from the two surveys. There is no more
than a 5 percentage point difference between the simulation
outcome and the HILDA outcome for health behaviours.
The average percentage point difference across the health
behaviour comparisons was 1.2, a seemingly reasonable
outcome. The comparative outcomes for the health status
variable were not as good, with the differences ranging from
less than 1 percentage point to 8 percentage points. The
outcomes between the simulation and HILDA became more
closely aligned as time progressed, such that from 2005,
the simulation and the survey estimate were within one
percentage point.

The simulation of health status performs in a manner
similar to that seen for health risk behaviours. The simula-
tion after the first couple of years starts to closely match the
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Table 3: Models for transition probabilities within health module.

Outcome Years Statistical model Explanatory variables

Inadequate physical activity 2001–2007 Pooled dynamic logistic
regression

Age, couple, bachelor degree, employed, kids in
household, adults in household, household income,
smoker in previous year, at-risk alcohol consumption
in previous year, inadequate physical activity in the
previous year, and health status in previous year

Smoker 2002–2007 Pooled dynamic logistic
regression

Age, couple, bachelor degree, employed, kids in
household, adults in household, household income,
at-risk alcohol consumption in previous year,
inadequate physical activity in the previous year, and
health status in previous year

At-risk alcohol consumption 2002–2007 Pooled dynamic logistic
regression

Age, couple, bachelor degree, employed, kids in
household, adults in household, household income,
at-risk alcohol consumption in previous year,
inadequate physical activity in the previous year, and
health status in previous year

Obese 2006–2008 Pooled dynamic logistic
regression

Age, education, current smoker, physical activity,
at-risk alcohol consumption, health status, and obesity
t−1

Health status 2006–2008 Pooled dynamic generalised
ordinal logistic regression

Age, couple, bachelor degree, employed, kids in
household, adults in household, household income,
smoking status, at-risk alcohol consumption, physical
activity, obese, and health status, t−1

Private health insurance 2005–2007 Multinomial logistic regression
Age, gender, and change in status of (education level,
labour force status, income, household structure, and
marital status)

Medical services used 2001–2008 Logistic regression model and
probability tables

Age, sex, education, labour force status, health status,
and private health insurance

Prescriptions used 2001–2008 Logistic regression and negative
binomial regression models

Age, sex, education, labour force status, income, health
status, and age-sex interactions

Hospital admissions Logistic regression and negative
binomial regression models

Age, sex, labour force status, and private health
insurance

Medical costs Tables of costs per service Age and sex

Prescription costs Tables of costs per script Age and sex

Hospital costs Tables of cost per bed day Age

HILDA data. From 2005 there is less than one percentage-
point difference between the simulation and the HILDA data.
However, there is greater discrepancy present between the
simulation and the Australian National Health Survey (see
Figure 1).

The other key outcome considered in this paper is gov-
ernment health expenditure. Validation graphs for the three
key sectors—medical, pharmaceutical, and hospital—that
contribute to health expenditure are presented in Figure 2.
The simulation outcomes are compared to administrative
data supplied by Australian Department of Health and
Ageing and the Australian Institute of Health and Welfare.
The simulation performs adequately with most of the com-
parison points falling within 15 percent of the administrative
data.

Beyond the cross-sectional comparative validation, some
longitudinal comparisons were made for the health behav-
iours and health status. In Table 5, the propensity for an
individual to remain in the same state between years was

considered. The comparison between HILDA and the simu-
lation show very close alignment with the worst performance
being a 5 percentage point difference for inadequate physical
activity. Health status was explored further looking at the
transitions between the five categories. The year-on-year
transitions across all health behaviours and health status are
quite good in their replication of the transitions seen in
HILDA data (see Table 6). In most cases, there is less than
1 percentage point difference in the estimated and simulated
transitions between categories.

From the broader health perspective, mortality, which is
modelled within another module of APPSIM, is presented
as well. Simulated mortality rates track very closely with
the historical data and ABS projections (series B) [53] as
illustrated in Figure 3. However, mortality within APPSIM
is currently not linked to the health module but functions
separately, with deaths based on age-sex characteristics only.
The simulation of mortality implicitly includes issues such
as changing health status and increased life expectancy but
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Table 4: APPSIM assumptions for input variables.

Input variable 2011 2051

Marital status

Registered marriage 47.5 42.5

De facto 7.7

Single 9.8

44.8

47.7

Labour force status

Employed FT 40.2 37.9

Employed PT 20.5 19.4

Unemployed 3.9 3.7

NILF 35.3 38.9

Household income (mean) $84,700 $771,600

Number of children in household (mean) 1.2 1.1

Number of adults in household (mean) 2.2 2.2

Base scenario education levels

Bachelor degree of
higher

21.5 41.1

Diploma 7.6 8.1

Certificate 18.0 16.7

Year 12 14.9 15.3

Less than year 12 38.0 18.8

Age (mean) 37.5 42.5

Proportion aged 65 years and over 13.6 22.6

2002 2007 2012 2017 2022 2027 2032 2037 2042 2047
0

10
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30
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50
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Very good or excellent health (%)

Health-excellent/very good (HILDA) (%)
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Health-excellent/very good (APPSIM) (%)

Figure 1: Health status validation.

Table 5: Percentage of population with status unchanged.

Outcome HILDA Health module Difference

Inadequate physical activity 76 81 5

At-risk alcohol consumption 86 89 3

Current smoker status 95 96 1

Obesity status 92 93 1

Health status 60 60 0

currently does not explicitly model the heterogeneity of
death rates associated with diseases, health behaviours, and
the like. This is a major limitation of the current modelling.

3. Simulation Outcomes: Does the Obesity
Epidemic Make a Difference?

The simulation results presented provided an illustrative
counterfactual. The health module has been built to be
expansive in nature, and the scenarios presented are to
primarily provide insight into the operation of the health
component of the APPSIM model. The results illustrate the
mechanisms operating within the health module of APPSIM
between obesity, health status, and health expenditure.
The simulated trends will be considered first followed by
the distributional analysis comparing the years 2011 and
2051.
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Table 6: Year-on-year percent change for health status levels, 2006–2008.

HILDA (APPSIM) Health status at t−1
Total

Health status at time t Excellent Very good Good Fair Poor

Excellent 6.0 (6.9) 4.2 (4.1) 0.5 (0.7) 0.0 (0.1) 0.0 (0.0) 10.7 (11.8)

Very good 4.2 (4.1) 22.4 (19.8) 8.0 (7.5) 0.6 (0.8) 0.0 (0.1) 35.3 (32.4)

Good 0.6 (0.6) 8.6 (8.3) 22.7 (21.7) 4.4 (4.8) 0.2 (0.2) 36.5 (35.6)

Fair 0.1 (0.1) 0.7 (0.4) 4.8 (5.3) 7.6 (8.5) 1.1 (1.5) 14.3 (15.6)

Poor 0.0 (0.1) 0.1 (0.0) 0.2 (0.2) 1.1 (1.5) 1.8 (2.8) 3.2 (4.6)

Total 10.9 (11.8) 36.0 (32.6) 36.2 (35.4) 13.8 (15.7) 3.1 (4.5) 100
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Figure 4: Projected percentage of the Australian population in fair
or poor health, 2011–2051.

3.1. Time Series: The Big Picture. Within APPSIM, the simu-
lated percentage of persons in fair and poor health is
approximately 17 percent in 2011. This indicator drifts up
to approximately 20 percent by 2030, remaining at this level
for the rest of the simulation (see Figure 4). Compared to
the baseline scenario, the health indicator for the simulation
where no one is obese results in a lower simulated percentage
of people being in fair or poor. Over the time period of
2011 and 2051, there is a slight decrease in the proportion of
people in fair or poor health under the scenario of no obesity
in the population compared to increasing percentage of
poor health in the baseline scenario. The simulation output
commences in 2002, and there are almost 10 years of high
levels of obesity by 2011. The “all of the population obese” in
2011 has already a greater simulated percentage of people in
fair or poor health compared to the other scenarios, and this
is maintained over time. By 2051, the simulated percentage
of people in fair or poor health is very similar between the
baseline scenario and the “everyone obese” scenario. There
is slight decrease in the “everyone obese” scenario in the
later years of the projection due to the underlying impacts of
other health behaviours and socioeconomic characteristics.
A similar level of decline is also seen in the no-obesity
scenario. Across the 2011 to 2051 time period, the simulated
percentage in fair or poor health under the no-obesity
scenario remains less than the other two scenarios.

The impacts on health expenditure by the government
in all scenarios are large increases in health expenditure (see
Figure 5). This is a reflection of the health inflation factor
that is part of the initial modelling. The base scenario and
the “everyone obese” scenario track in a similar manner,
at a similar level, over time, with the “everyone obese”
scenario always being just above the baseline expenditure.
The scenario with no obesity in the population consistently
tracks at lower levels than the other two scenarios. In 2051,
the “no-obesity” scenario produced a simulated costs saving
of almost 20 million dollars ($Aus) compared to the baseline,
whilst the “everyone obese” scenario estimates an additional
6 million dollar spent. Across the years 2011 to 2051, the
“no-obesity” scenario estimates an accumulated saving of
nearly 400 million dollars (an average of nearly 10 million
dollar each year). In contrast, the “everyone obese” scenario
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Figure 5: Projected government health expenditure in Australia,
2011–2051.

estimates an accumulated increase in spending of almost
250 million dollars (an average of approximately 6.5 million
dollars each year).

3.2. Cross-Sectional Comparisons: Impacts on Subpopulations.
The impacts on subpopulations across time were considered
to see if any particular subgroups received additional or
reduced burden of ill health. The subgroups considered
were related to age groups, gender, education, and income.
The age groups considered were the young (20–29 years)
working age (40–49 years) and older ages (65–74 years). For
education, the distribution of health status was contrasted
between those with less than a year 12 education and those
with at least a bachelor degree. Finally, household equivalised
income quintiles were used contrasting the highest and
lowest income quintiles. The modified OECD method [54]
which accounts for household size and mix of adults and
children was used. For this analysis, the baseline scenario and
the “no one obese” scenario were considered as they offered
the most contrast.

The simulation shows that between the scenarios,
a greater proportion of the older cohorts were in excellent
health than seen in the baseline simulation for 2051. In the
baseline between 2011 and 2051, there is a general decrease
in the percentage of the population in excellent health. In
contrast, in the “no-obesity” scenario, there is a marginal
increase in the percentage of the population in excellent
health.

Across the genders, in both the baseline and “no-obesity”
scenario in 2011, a slightly higher percentage of males are
in excellent health compared to females. By 2051, this has
reversed with slightly more females in excellent health (and
slightly less females in poor health). In the “no-obesity”
scenario between 2011 and 2051, both genders were more
likely to be in good health compared to the baseline scenario.

The difference in health profiles is quite distinct between
the education levels as seen in Figure 6. In the baseline
scenario in 2011, those with least education had a lower per-
centage in excellent health. By 2051, this difference remains
but was present to a lesser level. In the “no-obesity” scenario,
by 2051 there were a greater percentage of persons in
excellent health in both education groups, but the difference
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Figure 6: Simulated health profiles by highest educational qualification, 2011 and 2051.

between the groups remained quite large as those with lower
education had less gain in health over the 40-year period.

Health differentials between income groups were similar
to those seen in education; in 2011, those in the highest
income quintile were in better health than those in the lowest
income quintile. By 2051, the differential between the two
income groups had lessened. In the “no-obesity” scenario,
there was virtually no change in the proportion of persons
in excellent health in either income group across the 40-year
time period.

The impact on total government expenditure was con-
sidered to see if large government outlays where seen for any
specific groups. In the baseline scenario, the expenditure on
the oldest age cohort in 2011 is less than the expenditure
on the youngest cohort in 2051. Under the “no-obesity”
scenario, there is a flattening of expenditure levels across
the age groups and also across time. Across both scenarios,
in both time points, there is more health expenditure on
females compared to males. The level of spending is less
in the “no-obesity” scenario and presents less difference
between the two groups across time.

The distribution of health expenditure, by educational
qualification, shows a reversal of spending from 2011 where
the greater levels of expenditure are on those with less
than year 12 education, whilst by 2051 the greater level of
expenditure is on persons with at least a bachelor degree (see
Figure 7). This occurs in both scenarios but is more muted
in the “no-obesity” scenario. The key reason for this reversal
is the decreased numbers of person with less than year 12
education over the next 40 years.

The expenditure on those in the highest income quintile
is less than that for the lowest income quintile in both
scenarios. However, there is a larger differential in the level of
spending between the two groups across time in the baseline
scenario compared to the “no-obesity” scenario.

4. Discussion

The simulation shows that under the modelling assumptions
within APPSIM, there is little additional impact on either
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Figure 7: Simulated government expenditure by highest educa-
tional qualification, 2011 and 2051.

population health status or health expenditure between
extremely high levels of obesity and the baseline scenario,
which had a gradual increase in obesity. With the removal
of obesity from the population, there is both a substantial
increase in population health and some moderation of the
levels of projected health expenditure. However, under each
scenario, the substantial rise in health expenditure continues
due to the greater influence of health cost inflation associated
with expensive new technology and medications.

In all recent projections of health expenditure in
Australia, regardless of the different methodologies used,
there were large increases in health expenditure projected.
The level of increase in health expenditure found in our
simulation at $Au 200 billion spent in 2050 is more modest
than that projected by the Australian Treasury at $Au 250
billion [2]. Treasury estimated this to be approximately 7
percent of GDP. Modelling by the Productivity Commission
had produced estimates that health expenditure will be an
even greater proportion of GDP at 10.3 percent by 2044/45
[9]. Goss in his projections, which included residential aged
care within health expenditure, estimated health expenditure
to have risen to $246 billion by 2033 [10]. This is a much
faster rate than any of the other projections, due in part to
the inclusion of the aged care costs but also the assumptions
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around disease rates, proportion of disease cases that are
treated, and the volume of services provided per disease case.
Both the Treasury and Productivity Commission projections
are sophisticated forms of cell-based modelling that primar-
ily model health expenditure based on age and sex profiles.
The modelling in our simulation has been based on age, sex,
and various socioeconomic characteristics that impact on
health behaviours, health status, and use of health services.
However, our modelling has not pursued the simulation
of diseases at the individual level over time due to lack of
background health data on the basefile.

In Australia, cost impacts of obesity have been estimated
(e.g., [55, 56]) showing that obesity imposed substantial
direct health costs on individuals. These studies did not
extend the analysis to consider the future impacts of these
costs, and whether addressing the prevalence of obesity
would impact the expected increases in Australian health
expenditure. The impacts of obesity on health expenditure
was considered by Stewart et al. [57] narrowly focussing
on the cost related to cardiovascular disease. Their findings
were that excess CV hospitalisations will cost $147 million
per annum over the next 20 years. Our study has looked
more broadly at the impacts of obesity on health status and
overall health expenditure including medical, hospital, and
pharmaceutical. Internationally, Wang et al. [58] looked at
the impacts of obesity on health expenditure in the USA
finding that for each decade out to 2030 health expenditure
attributable to overweight and obesity would double. This
research was extended to consider UK in 2011, showing
similar results of increasing medical costs associated with
obesity and related chronic diseases [59]. Our study did
not consider the costs directly attributable to obesity but
simulated the shift in overall health spending in Australia and
the impact of shifting obesity levels on spending levels.

4.1. Limitations. As with all projections, there are assump-
tions that need to be made. Simulation results need to
be viewed with suitable caution. To produce a functioning
dynamic microsimulation model, some heroic assumptions
needed to be made. The basefile did not readily lend itself
to health modelling, requiring baseline imputation of health,
and the transitional modelling. The need for large amounts
of imputation onto the basefile meant that binary outcome
variables were used. The use of such variables, whilst facilitat-
ing the modelling process, does lead to a loss of information.

Longitudinal data is limited in Australia, meaning that
the development of the transition equations used a short
series of panel data. The panel data used showed relatively
stable health outcomes, meaning time trends needed to be
applied on top of the transition model. Also, cohort effects
that may be present could not be modelled due to the short
data series. The modelling assumed that the relationship
for certain age groups will be the same over time. That
is to say, 20 year olds in 2040 are assumed to have the
same behavioural responses as 20 year olds in 2006. It is
highly likely that different cohorts, who have had different
life experiences, will not behave in exactly the same manner.
However, in the face of no alternative information, it is the
“best” estimate available of what may happen in the future.

A lack of direct links between the health module and
mortality means that impacts of changing health profiles
(and health behaviours) on life expectancy are not modelled
directly, and health expenditure impacts due to changed
health profiles are diluted. In the modelling process for health
behaviours and health status, it was evident that there is a
dominance of the lagged variables in the transition process.
That is, it takes quite large shocks to facilitate changes
to individual behaviour. Consequently, it requires major
changes to population characteristics, such as the complete
removal of obesity from the population to start to evidence
changes in the associated health variables.

Specifically considering obesity, the lack of direct links of
obesity to health expenditure, and indirect links via specific
obesity related diseases, meant that the possible impacts of
changing obesity levels are an underestimation. However,
even with this limitation, the removal of obesity from the
population does result in a slowing of the escalation of health
expenditure in Australia. Further development of the model
will include refinement of the health outcomes considered
and their linkages.

5. Conclusion

This paper has described the current structure of the health
module in APPSIM, some of the validation of the module,
and provided an example of policy application using the
model. Health expenditure in Australia is escalating. There is
potential for this to be slowed through modification of health
risk factors, such as obesity. However, the impacts of ageing
and expensive medical technology are significant resulting in
continued healthy expenditure increases into the future.

The model will require further development of more
detailed health modelling. However, the use of dynamic
microsimulation for health expenditure projections has
allowed the combining of data sources where one data source
has not been able to provide all the information of interest
with respect to the health system. Further, it has allowed
distributional analysis of projections under different scenar-
ios that has not been available in other Australian health
expenditure projections.
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This paper presents a review and evaluation of real data sources relative to their role and applicability in an agent-based model
(ABM) simulating respiratory infection spread a large geographic area. The ABM is a spatial-temporal model inclusive of behavior
and interaction patterns between individual agents. The agent behaviours in the model (movements and interactions) are fed by
census/demographic data, integrated with real data from a telecommunication service provider (cellular records), traffic survey
data, as well as person-person contact data obtained via a custom 3G smartphone application that logs Bluetooth connectivity
between devices. Each source provides data of varying type and granularity, thereby enhancing the robustness of the model. The
work demonstrates opportunities in data mining and fusion and the role of data in calibrating and validating ABMs. The data
become real-world inputs into susceptible-exposed-infected-recovered (SEIR) disease spread models and their variants, thereby
building credible and nonintrusive models to qualitatively model public health interventions at the population level.

1. Introduction

Complex networks underlie the transmission dynamics of
many epidemiological models of disease spread, in particular
agent-based models (ABMs). Network-based epidemiologi-
cal models use a percolation-like principle to simulate disease
spread through the population [1], and there are a large
number of studies on ABMs and network-based epidemio-
logical models. Agent-based models are of increasing interest
due to their potential to capture complex emergent behav-
iours during the course of a simulated epidemic, where these
behaviours arise from the nonlinearities of human-human
contacts [2]. ABMs may employ an explicit or implicit social
contact network defined by structured agent interactions. In
the explicit case, a disease model (e.g., susceptible-exposed-
infected-recovered or SEIR type) can be implemented
directly on the network. In the case of ABM, these resemble
simulation models rather than the steady-state analysis of
network-based models mentioned in [1].

In all cases, though, the fidelity of the agent-based frame-
work (model) relies in part on the credibility of the social
contact network data that feeds it, defining agents’ character-
istics, behaviours, and interactions within the model. Poten-
tial data sources to define agents include census and demo-
graphic data (coarse) and finer-grained data made available
by various means of polling personal electronics such as cell
phones. In related work it was demonstrated that data to
model a social contact network can be collected through
web services or wireless sensor devices or “motes” worn by
individuals in the target population and subsequently used in
an infectious disease spread model [3]. Such an approach has
been previously undertaken to gather data, for example, in an
organization (workplace or school). The resulting estimated
social contact network was used to model an influenza-
like illness (ILI) within the setting [4], based on a standard
SEIR individual type model. In this time-stepped model,
infection spreads between two vertices (individuals) along
the weighted edges of the network which represent the degree
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(frequency and duration, weighted) of social contact between
the two individuals. However, estimating fine-grained social
contact networks in larger populations (metropolitan scale
or larger) through real data sources is an area of research still
in its relative infancy and is the interest which is motivating
this current work.

In cases where precise contact network data is unavail-
able, an alternative is to mine data as done by EpiSims [5]
which uses United States Department of Transportation
information to estimate the schedules of the agents in several
metropolitan areas. This presumes that the choices of loca-
tions at which agents interact are constrained by the trans-
portation network (model), which itself is a complex net-
work. In EpiSims, schedules for the agents are synthesized
from census and USDOT data. A simulation is then run
during which a synthetic contact network is constructed
from the interactions of the agents and their locations. The
resulting dynamic bipartite graph [5] is used to simulate
disease spread in the manner stated earlier, except on a much
larger scale. Both EpiSims and another well-vetted infectious
disease simulator, BioWar [6], initially perform validation on
model components separately. This is an important com-
ponent of plausibly reasoned argument, supporting the
statement that the model as a whole functions as specified.

The overall objective of this work is to advance the devel-
opment of a flexible, accurate, and scalable ABM framework
by which to simulate respiratory infection spread within
communities of all sizes. This paper focuses specifically on
a systematic exploration of five real data sources that have
the potential to be integrated into infection spread models
(ABMs) to define model topographies as well as agent
profiles, behaviours, and interactions to a high degree of
accuracy. In particular, the work explores the potential of real
data sources as a calibration of the ABM relative to agent
behaviour under normal (i.e., nonepidemic) circumstances,
as both input into and check of results of an ABM, and
as part of the process of building ABMs from the ground
up. Thus, this paper situates the exploration of data sources
within an infection spread ABM in which the contagions of
interest are influenza-like illnesses (ILIs) or other respiratory
infections that are primarily contracted through direct or
proximal contact. The long-term goal is to develop an agent-
based model of high spatial resolution when required, as well
as spanning large geographic regions. A further objective is
to validate the evolving ABM framework in varying stages
of development, by comparing extracted contact networks
generated by the ABM to known theoretical or experimental
social contact network models.

While the focus of this paper is on real data sources for
an ABM, a discussion of the ABM itself is also required.
The model developed to date and outlined here is denoted
Simstitution, representing the intent to simulate an institu-
tion or community through a hierarchy eventually encom-
passing a province- or state-wide simulation. In this work,
the province of interest is Manitoba, Canada covering
649,950 square kilometres. The capital city of Winnipeg,
located approximately 100 km from the southern border of
the province, is home to 700,000 of the province’s 1.1 M
residents. Likewise, most of the other 400,000 residents of

Manitoba are also located within 200 km of the southern
border of the province. Modeling on this scale is complicated
by the fact that an ABM needs to account for the state of each
agent as well as their interactions. Although extensive effort is
made to exploit available data sources, there are still consid-
erable assumptions embedded in the current work. In some
cases, the data are used as input into the ABM while in other
cases, real data are analyzed, characterized, and compared
to similar data extracted from the ABM as a means of vali-
dation.

This paper is organized as follows. Five sources of real
data are described, in terms of their applicability as inputs
into an ABM framework. All data sources are oriented
toward the characterization of agents and their behaviours
(movements and interactions) during periods of normal
(nonepidemic) function and thus serve to calibrate the ABM.
These data include (1) fine-grained data from a 76-vehicle
travel study; (2) coarser municipal travel survey data; (3)
a smartphone app developed within our group, denoted
face2face, used to collect personal social network data; (4)
cellular communication service records. Subsequently, the
ABM framework being developed within our group, denoted
Simstitution, is outlined, along with sample simulations. The
observed outcomes, especially validation to data sources, and
implications are then discussed.

2. Materials and Methods

Materials required for these types of models essentially come
down to two entities. The first are data sources and the
second is the ABM framework itself, here denoted Simstitu-
tion. The data sources can act as inputs into the Simstitution
framework, as well as comparative data to validate the output
of an ABM simulation.

2.1. Data Sources. It is becoming widely recognized that
data being generated greatly exceeds our abilities to process
it. This is recognized anecdotally as drowning in a “data
tsunami.” At the same time, the rise of a “data culture” also
affords new and significant opportunities including for
microsimulation and ABMs, as opposed to more monolithic
analytical tools. Data is becoming available for ABMs
oriented to infection spread, including demographics, agent
proximities, and agent movement patterns that can all be
used to define agent profiles within an ABM at both coarse
and fine scales. This section outlines sources that vary in
fidelity, each offering their own unique challenges in pro-
cessing and inferencing. These data sources are representative
rather than exhaustive. They demonstrate the implicit value
of data originally derived for completely separate purposes,
where its applicability to epidemiological modeling is a
secondary but invaluable contribution made possible by the
increasing availability of data.

2.1.1. Traffic Data Sources

76-Person Probe Vehicle Data. Our group is currently work-
ing with two sources of traffic data available for modeling.
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One data set consists of approximately 76 individuals whose
driving patterns were recorded in extremely high resolution
in both space and time for approximately one year. The total
number of data points is approximately 44 million and was
extracted from [7]. This data in its raw form was anonymized
and dereferenced from the city of interest to being located at
the North Pole. This data, and similar sources, was primarily
used to determine typical driving cycles; however, it also finds
application in ABM research. With a few simple heuristics,
the data can be easily converted back to its original GPS
coordinates. A difficulty with this data—although reasonably
voluminous—is that it represents only 0.006 percent of the
population and that of a self-selected proportion of the
population. However, it does cover a significant amount of
time and an opportunity to estimate a person’s schedule
percentage of time a person may spend at work, leisure and
recreation, and so on as well as providing some insight as to
variations in circadian and weekly behaviours. These can
help guide the agent profiles and behaviours in the Simstitu-
tion ABM, as it is essential for any data-driven ABM to have
input of this temporal nature.

Municipal Travel Survey Data. The second source of traffic
data in our group is derived from a traffic survey made
available from the City of Winnipeg Transportation Division
[8]. This data and others like it are collected periodically, pri-
marily as an aid in transportation planning. Once available,
the data has numerous other applications, including tertiary
roles in disease spread models. In this data set, approximately
33,000 users were involved, resulting in over 88,000 trips in
private vehicles. The resolution of the available data is the
GPS coordinates of nearest intersection for the start and stop
timestamps of a trip, and more importantly, labeled with the
purpose of the trip. This data has been aggregated within our
group and by others into traffic districts which are reasonably
close to census districts and, in some cases, very close
approximations to census districts. Like the first set of travel
data, these data also allow estimates of agent movement
patterns into and out of regions. A deficiency of the available
data is that it is limited to Winnipeg and surrounding muni-
cipalities as opposed to being provincewide. While the data
lacks spatial resolution, it carries the benefit of capturing
4.4 percent of the population. Traffic surveys represent an
excellent data source and because many are commissioned
by public entities (e.g., municipal governments), they are
usually readily available in electronic format amenable to
mining and analysis.

2.1.2. Cell Phone Data Sources

Face2face Smartphone Application. Our group is working
with two distinct sources of data related to personal elec-
tronic communications, each with various degrees of fidelity
and volume. The first is a smartphone application developed
within our group, denoted face2face which is an application
developed for Blackberry and Android smartphones that
are Bluetooth enabled. The face2face application is designed
to poll its local environment on regular intervals for other
close-proximity Bluetooth-enabled devices and then record

Smart
phone
Mobile
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free

Figure 1: A sample of data collected via face2face smartphone
application.

the date, time, and MAC of the discovered device. The
application is representative of automated and nonintrusive
proximity data collection methods where it is tacitly assumed
that consumer electronics serve as proxies for their users.
(In this context, “non-intrusive” means that the application
requires no active user interaction.) This assumption has
limitations, including the disproportionate distribution of
cellular devices within a given population to certain demo-
graphic subsets; yet, arguably these techniques have increas-
ing credibility as smartphones, and other Bluetooth-enabled
personal electronics become more ubiquitous. At the end of
2011, cellphone use was reported to be at 72% of the pop-
ulation, with smartphone sales surpassing feature phones for
the first time [9].

A proof-of-concept pilot test has been undertaken with
four individuals collecting data on close-proximity Blue-
tooth-enabled BlackBerry smartphones for just over a three-
month period. During this time approximately 500,000
records were collected, where each record is a contact to
another close-proximity Bluetooth-enabled device in the
general population. Face2face platforms to date include
Blackberry Storm and HTC Hero devices (Android). Data
includes the MAC and any user assigned metaidentity/type
of both the probe device (one of four in the pilot study) and
the polled (probed) device, the timestamp, and a location if
the probe device is GPS enabled or assisted.

Figure 1 illustrates samples of the data collected and
residing on the backend database. Some records provide
more information than others, and, as such, several records
are perhaps more interesting than others. The second high-
lighted row indicates a device called General Motors, scanned
while the Agent 2 probe was on a local highway. Many other
devices are much more easily identified and more easily
associated with actual persons. Culling of Bluetooth devices
that are not obviously a person is possible but has not been
undertaken here at this time. The number of records that
were not phones or personal mobile appliances was small in
comparison to the total number of records.

In addition to the MAC address and personal metadata,
Bluetooth also provides a “class of device/service” (data not
shown here) application programming interface (API) which
can be further used to differentiate the agent scans. For
example, a “class of device/service” entry may take the form
of 0x40020C, which a publicly available Bluetooth standard
identifies as a telephony service and a Smartphone device.
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The face2face contact data is conjectured to be a type of
data that can be described by empirical laws. The distribution
used follows the Pareto law. Pareto’s law is given in terms of
the cumulative distribution function (CDF); that is, in this
case the number of contacts (Nc) with duration larger than
or equal to a duration is an inverse power of the duration as
expressed below:

P[Nc > D] ∼ D−p. (1)

From the Pareto distribution, a power law exponent was
calculated and varied from 1.4 to 1.75 for the four probe
devices used (R2 values were consistently above 0.95). A
power law exponent less than 2 implies that there is no first
moment or mean associated with the distribution. As the
data obtained from the probe devices is finite, a mean can
be calculated, though.

An interesting but not surprising parameter that can be
extracted from the Pareto principle is the 80/20 rule. From
the data collected, the 80/20 rule was applied to indicate the
number of contacts that comprised 80% of the total contact
duration. From this, it was estimated that 80% of a person’s
time is spent with a number of personal contacts that varied
between 7 and 20, for the four probe devices. This was
extracted from the number and duration of contacts with
approximately 5,000 unique Bluetooth devices probed. This
is consistent with intuition that although the total number
of daily contacts may be large, the majority of one’s time is
spent with only a small number of people. Within the ABM,
this information is useful as it represents a parameter that
can be used to generate a person’s cohort group within an
institution or workplace. The Pareto distribution is directly
related to Zipf ’s law which is more easily calculated for this
type of data. An example of a simple ABM using this type of
data for contact distributions is illustrated in sequel.

Cellular Service Data. The second source of cellular data
analyzed consisted of data provided by a cellular service
provider (MTS Allstream). The data consists of all network
requests over four days, including the cell tower GPS and
antenna sector (if applicable) that the mobile device is
associated with, the AAA record (every time the phone
accesses the network excluding voice and SMS), and times-
tamp of the access. These data typically provide service pro-
viders with input for network planning, investments, and
management of evolving needs. These data also have con-
siderable application to public health interests, although at
this time it is difficult to derive its direct benefit in contrast
to more explicit inputs such as those associated with census
and demographic data, due to both technology and policy
issues.

In this work, four consecutive weekdays in November
2010 were extracted from the MTS Allstream dataset. Even
at four days, this represented just over 14 GB of data. These
data were processed, and an hourly record of anonymized
user trajectories was generated. The number of users was
approximately 182,000, representing approximately 15 per-
cent of the population. The trade-off in these data is that
that spatial resolution is at the scale of an antenna sector.

Typically, however, antenna sectors tend to correspond to
community areas where census demographic data is also
readily available from Statistics Canada. The data used here
represent just one of several telecom service providers in the
province of Manitoba, some of which share MTS’ towers as
well as operating their own. For epidemiological modelling,
it would be desirable for providers to share anonymized sub-
scriber trajectory data with epidemiological modelers. In
terms of contact-based infection spread modeling where
movement of (and intersection between) individuals in place
and time is of paramount importance, cell phone trajectories
are likely the best source of data on a large scale and will
remain so for the foreseeable future.

2.1.3. Census Data: Statistics Canada Data Sources. Data
sources available from Statistics Canada are the most obvious
and only mentioned here for completeness. An unprece-
dented amount of detail has accumulated from census par-
ticipation [10]. Within Winnipeg, details are associated with
urban neighborhood clusters, and these clusters are further
refined into neighborhoods with considerable levels of detail
related to households, dwellings, modes of transportation,
and so on. This is absolutely essential information for agent
characterization in an ABM or microsimulation, as the
agents need to have the phenotype of actual persons. Cor-
respondences between traffic districts, neighborhood clus-
ters, and cell tower sectors are not isomorphic but they are
similar, which is fortuitous when combining these data sets.
These province-wide community profiles also exist for Mani-
toba Rural Municipalities, Cities, Towns, Villages, Large Gov-
ernment Districts, Indian Settlements, and Indian Reserves
in Manitoba. The latter is very important for modeling of
respiratory infection spread, as census information provides
information related to overcrowding and conditions that
contribute to an outbreak. It is also recognized that First
Nations people have an incidence of underlying chronic
medical conditions that is higher than the national average,
putting them at increased risk of severe illness from respira-
tory infection [11].

2.2. The Agent-Based Model. While the focus of this paper is
on the potential and applicability of four real data sources,
the data are contextualized within an infection spread ABM,
and thus the discussion includes the ABM itself as the second
element in ABM microsimulation. The model described in
this paper is a project milestone in the process of designing
and implementing an ABM simulation framework geared
towards high-fidelity modeling of human institutions of
varying scales. The framework, inclusive of the four data
sources, is new; individual pieces of the framework and/or
data sources at earlier stages of development have been used
in previous publications. The ABM framework, denoted
Simstitution, has broad design goals based on the collective
experience of the authors while developing context-spe-
cific agent-based models of human institutions. Originally,
models of hospital emergency departments [12] and cities
[13] were implemented upon “one-shot” simulators, that
is, a simulator strongly coupled to the specific modeling
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application [14]. A one-shot simulator is comparatively easy
to implement and gives the modeler fine control over the
simulator processes, enabling them to fulfill their require-
ments. Typically, in order to minimize development effort,
the designer will make assumptions which ease the imple-
mentation of the model at hand, without consideration for
how these assumptions will constrain or complicate repur-
posing the simulator to implement a different model. From
a software engineering perspective, part of the reason that
one-shot models are so easy to produce is that little or no
effort goes into making the software reusable or extendible.
The large number of one-shot simulators observed in the
literature [14] is problematic because by their nature they are
difficult to reuse. The reusability of the simulator in turn
affects the reliability of the simulator. The more researchers
that (re)use a particular simulator, the more chances that
bugs will be identified and fixed. Furthermore, when a num-
ber of models produce reasonable results using a common
simulator, confidence in the simulator is increased. Publish-
ing results from a series of models built upon a common
simulator framework, combined with verification of model
components (or submodels), is a common path for building
confidence in simulator frameworks for epidemiological
modeling [5, 6].

2.2.1. Simstitution Design Goals. Although there are several
frameworks [15–21] which can be used to develop agent
based models, these are dwarfed by the number of one-
shot or otherwise domain-specific simulators, suggesting
that no framework has yet hit upon a “sweet-spot” between
flexibility, specificity, extendibility or scalability, and specific
support classes for human-centric domains [14]. Human-
centrism includes the notion that agents are spatially ori-
ented and situated, since humans are physical entities that
occupy and traverse space, rather than existing in some
abstract information domain. Simulator support for a range
of human time steps on the order of seconds to hours or
days is also desirable. We have used commercial simulators
such as AnyLogic [19] for building ABMs. In this case, a
custom simulator was used as it offered advantages in terms
of exploiting hierarchy, data fusion, and parallelization (grid
or cloud computing).

Other design features include adherence to software
engineering principles to improve reuse and maintainability
of the framework, as well as extendibility especially where
machine learning can be leveraged for automated generation
of agent policy [22].

For rapid model construction, a next generation of ABM
framework should facilitate the incorporation of real-time
data such as from a database, leading to increasingly data-
driven simulation. A tool for visualization and interacting
with the model in a graphical manner (GUI) also facilitates
model development, validation, and debugging. Visualiza-
tion is also key for communicating results with subject
matter experts and stakeholders [23]. Such a visualization
tool can also be extended to serve as a tool for model con-
struction or editing model parameters imported from real
data.

SimRegionSimAgent

SimObject

Figure 2: Class diagram for core Simstitution class hierarchy.

The accessibility of agent behavior development to per-
sons with a nonprogramming background can be improved
by first providing a scripting layer on top of the compiled
code and then perhaps adding a visual or block (e.g., Open-
Blocks [24]) programming (drag and drop) on top of that.
Over time, a library of useful scripted behaviors can be built
up.

The increasing availability of parallel or distributed com-
puting systems also suggests that contemporary or future
agent-based simulator frameworks should support distrib-
uted, parallel, or cluster computing. The increasing avail-
ability of cluster-based computing resources (a consequence
of Moore’s Law), sensitivity to real-time computational
constraints, and medical data privacy issues augur well for
cluster-based computing. As a result, the Simstitution frame-
work design emphasizes scalability with respect to multiple
processors and discrete memory spaces over efficiency in
executing one particular type of model.

Naturally limiting the degree of accessibility of the
environment limits what agents can perceive and interact
within the environment (including other agents). Localizing
agent perception not only fits in well with the agent paradigm
but also limits to what extent information needs to be shared
between processes in a distributed model, which should facil-
itate using spatial decomposition as a guide for distributing
computational load.

These disparate goals will require balance in feature
choice and design.

2.2.2. Simstitution Design Details. Simulated entities within
Simstitution fall into either of two major categories: agents
(SimAgent), which are the autonomous entities that make
decisions and interact with the environment, and instances
of the SimRegion class, which represent spatially partitioned
subdivisions of the environment. Note from Figure 2 that
the SimObject is abstract and exists because SimAgent and
SimRegion have much of their interfaces in common.

One of the core design tenets of Simstitution is that the
spatial division is closely intertwined with the division of
computational work across processors and discrete memory
boundaries. Therefore, SimRegion is unit of spatial decom-
position as well as a convenient unit of computation. In the
latter role, it can be considered as a container for agents that
need to have their next state computed. Figure 3 illustrates
the details of this relationship. A particular instance of
SimRegion can be the parent container of SimAgents or



6 Epidemiology Research International

SimAgent

SimRegion

Parent Parent

Children Children

Constraint

{Children are of type SimAgent XOR

type SimRegion for a parent instance}

SimRegion

∗∗

1 1

Figure 3: Relationships between core class instances, forming a tree.

SimRegions but not both types at the same time. This restric-
tion will in practice result in tree hierarchies of SimRegions,
with SimAgents contained in the leaf SimRegions and the
“top region” at the root of the tree. The SimRegion spatial
decomposition granularity becomes increasingly fine as it
moves away from the root and towards the “leaf regions” of
the tree.

Time advances in the simulation when the simulator
advances the time of the top region (root of the tree) by some
discrete time step. The top region will then advance the time
of its children by the same time step in a recursive fashion
such that the tree is traversed in a depth-first manner, until
all the SimAgents in the leaf regions have been simulated for
that time step. The simulator will restart this process again,
until a certain number of time steps have elapsed.

IndividualPolicy is a modular unit that affects the behav-
ior of the subscribed SimAgent, which may also require the
IndividualPolicy to store encapsulated SimAgent state data
specific to that IndividualPolicy. Examples are a schedule
policy which causes the SimAgent to observe a particular
day/night work/home schedule or, in the case of a hospital
being modeled, a doctor policy which causes the SimAgent
to treat patients within a hospital. Within a SimRegion, each
possible concrete-derived IndividualPolicy class has a corre-
sponding GroupPolicy for that SimRegion. The GroupPolicy
acts as a factory for the corresponding IndividualPolicy and,
if required, facilitates coordination between one or more
derived IndividualPolicy classes (e.g., healthcare worker pol-
icy in a hospital that coordinates interaction between nurse
and doctor IndividualPolicies). Implicit here is the assump-
tion that the properties of the local environment constrain
the behavior of agents (e.g., airport security lineup, swim-
ming pool, hospital, bank, etc.). The associations between
SimRegion, SimAgent, GroupPolicy, and IndividualPolicy
are shown in Figure 4.

Communication or interaction between SimAgents
exclusively uses messages passed between SimAgents. Mes-
sages received by a SimAgent are relayed to its Individu-
alPolicies which can lead to an internal change of state or an

action to be taken which could lead to additional messages
being sent to other IndividualPolicies on the same subscribed
SimAgent or messages sent to other SimAgents. Message
passing fits well with the agent paradigm, since the alternative
implies a direct mapping between external events and
internal agent state which violates the principle of agent
autonomy [25]. It is in the message passing and the Indivi-
dualPolicies that changes in individual agent behaviour are
triggered in response to agent-specific characteristics com-
bined with specific external conditions. This models infec-
tion control and mitigation strategies by modeling individual
behaviour change or behaviour management during infec-
tion outbreaks.

3. Results and Discussion

This section provides visualizations of the data sources and
how they can be applied within the ABM to model agent
behaviours relative to movement patterns and interactions.
The following discussion then demonstrates the ABM using
aspects of the data in microsimulation scenarios.

3.1. Visualizations: Traffic Data

3.1.1. 76-Person Probe Vehicle Data. Within the detailed 76-
person (probe vehicle) traffic data itself and from a summary
report of these data, one is able to discern areas of interest,
such as parking lots frequented. These are typically associated
with airports, malls, places of work, and residences. The
value of these data is the extraction of duty cycles for various
routine activities. This level of detail is required with an
ABM, as each agent is basically operating on a schedule which
may be potentially interrupted depending upon their health
state within each agent’s SEIR (susceptible-exposed-infected-
recovering) stochastic infection model.

An example of a concatenation of two trips is illustrated
in Figure 5, demonstrating the geomapping of the data.
Reverse engineering of one trip indicates that the destina-
tion is a fitness centre and the second trip originates from
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Figure 5: Geomapping of probe vehicle same data: a person visiting
a local commercial facility.

the fitness centre. Automating the inference of activity is
error prone, but an estimate of activity is sufficient for the
ABM as we are not concerned with any specific individual,
but rather a prototypical individual. While the origins and
destinations may be inferenced from the data, the identity
of the person or persons involved remains anonymous and
unknown to the researchers.

From this type of data, an estimate of the most common
parking lots and time durations spent there can be compiled.
Parking lots serve as proxies for the institutions (e.g., work-
places, schools, leisure facilities) with which they are associ-
ated. To some degree, these data have already been similarly
analyzed by others, as one of its original intents was to use
the data to estimate where PHEV recharging stations could
be ideally located. For our ABM purposes, the interest is
in extracting duty cycles associated with an agent’s schedule
of activity in order to add credibility to assumptions made
within the model.

3.1.2. Municipal Travel Survey Data. From the data available
within the Winnipeg Area Travel Survey (WATS) (33,000

Work (usual)

Figure 6: Geomapping of travel survey sample data: origin and
destination.

users), we are able to generate coarser flow maps within the
main urban center (Winnipeg) and its surroundings. Again
for visualization purposes, a limited number of trajectories
are overlayed on Google maps using GPSVisualizer [26] and
illustrated in Figure 6.

Although considerably coarser than data from probe
vehicles, the data in the WATS dataset is labeled in such a
way that one is able to determine the purpose of trip, mode
of transportation, and number of persons in the vehicle. As
the number of trips is approximately 88,000, over time this
provides a reasonable estimate of intracommunity flow from
a macroscopic perspective. This data is relatively easy to
generalize and allows for reasonable models of flow, peak and
nonpeak times. The value of the data relative to the ABM is to
use the data both as an input and as an instrumented output.
The flows within the ABM should ideally resemble those
extracted from the WATS dataset.
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3.2. Visualizations: Smartphone Data

3.2.1. Face2face Smartphone Application. From the face2face
smartphone application, one can analyze data from at least
two perspectives. The first is a measure of rank ordering
of a person’s contacts. In this manner, a Pareto distribution
and/or directly related Zipf ’s law exponent can be extracted.
The results of this analysis are summarized as follows.

Figure 7 illustrates the rank ordering aggregated over all
agents in the pilot study of the face2face app running on four
probe devices. The rank order exponent (Zipf ’s law) is
approximately 1.63. This yields an estimated power law expo-
nent of approximately 1.61. The implication is that an agent’s
contact pattern would follow a power law distribution (heavy
tail) without finite moments. This result is expected from
both the face2face application pilot study as well as intuitive
perceptions of real face-to-face contact patterns. The value
of this type of measure is for credibility checks after-ABM
simulation. As contacts can be easily instrumented within
the ABM, similar contact pattern distributions are to be
expected.

A second application of the face2face application is
simply logging the GPS of cellular-assisted location services.
An example is shown in Figure 8. The left hand side is simply
the uploading of GPS coordinates as a person traverses a local
golf course. Samples were taken every 30 seconds and are
sufficiently fine for most applications. The right hand side
includes a visualization of contacts as well as GPS data. The
contacts are merely represented as being in concentric circles
and do not have any further spatial meaning. This type of
data—although easily collected with Smartphones—would
still require participant buy-in. The face2face application
using Bluetooth tracking has been described in considerably
more detail elsewhere [27]. Furthermore, we are in the
process of extending the face2face application in a manner
that would explicitly facilitate and encourage use and sharing
of the data.

3.2.2. Cellular Service Data. Cellular data made available
from MTS Allstream was analyzed to explore its use in
infection spread modeling. The data consist of timestamps of
anonymized users and associated cell tower sectors. The data

Table 1: Self-entropy estimates.

Time period Average Entropy Towers Visited

00:00:00 to 07:00:00 0.773 1.71

07:00:00 to 18:00:00 1.770 3.41

18:00:00 to 23:59:59 1.393 2.63

was processed to provide a given cellular phone’s most likely
associated cell sector tower, once per hour. This parameter
was input into the ABM and in this manner can provide
a coarse movement pattern (trajectory) of the person for
whom the cellular phone is a proxy. Example trajectories are
illustrated in Figure 9, each representing approximately four
days. For visualization purposes 330 trajectories are illus-
trated.

In Figure 9, the majority of activity is within the main
urban centre, with approximately 10% of the trajectories
in rural and northern regions of the province of Manitoba.
The number of trajectories is approximately 182,000, with
approximately 1/3 of those being more or less complete
(when a phone is off or a person is roaming, there is no local
record of the associated cell tower, and the agent trajectory is
interrupted). This type of data can be directly used within the
ABM, although still only representative of a sample of agents
with a degree of inherent self-selection bias. Analysis of the
data provides meaningful measures in order to parameterize
schedules for prototypical agents within an ABM simulation.
Some preliminary analysis was to treat the trajectories as
antenna sector generators and measure their entropy for
various times of day. Figure 10 illustrates the entropy for
users between 00:00:00 h to 07:00:00 h and from 07:00:00 h to
18:00:00 h. The entropy is calculated as the self-entropy and
is a measure of the number of towers a user would typically
visit during a given period of time. Higher entropy correlates
with greater mobility over a greater geographic area. Self-
entropy is defined here as

Self− enropy = −
∑

celltowers

pilg
(
pi
)
, (2)

where pi is probability that a cell phone user is associated cell
tower/sector i, providing a measure of the number of towers
a user visits and where lg is log2 providing the measurement
in bits.

For Figure 10, 12,000 trajectories were sampled at ran-
dom, and the self-entropy overnight and during weekday
business hours was generated. The 7:00 to 18:00 h time
period captures both early morning and afternoon peak
traffic periods.

An interpretation of the self-entropy measure is as
follows as shown in Table 1.

As expected, the activity measured in terms of cell sector
towers visited during the day is greater than the activity in
the evening, with the least activity occurring overnight. In all
three time periods, there is a pronounced peak at entropy
of zero, that is, one cell tower repeatedly recorded for a
given cell phone, indicating that the person (cell phone)
remained within that specific cell tower sector. The aggregate



Epidemiology Research International 9

(a)

Probe icon

Probed devices route
while in proximity
of probe

(b)

Figure 8: Sample face2face data: agent trajectory (a) and close-proximity discovered contacts (b).

Figure 9: Geomapping of cellular record sample data: 300 cellular
phone trajectories by cell tower.

entropy was also calculated in the manner that included all
cell tower records from all users. For 07:00:00 h to 18:00:00 h,
the aggregate entropy was 6.99. The implication is that the
majority of the records were for approximately 128 sectors
out of just over 450 possible sectors. During the night, fewer
than two towers were recorded while during the peak period,
3.41 towers were visited. Apart from using the data directly to
represent specific agent schedules, this can also be instru-
mented from the ABM and can again be used as a check on
model credibility.

3.3. Geographical Integration: Communities, Cell Towers, and
Traffic Districts. While each data set uses slightly different
descriptions for regional areas, they follow similar patterns
roughly guided by population. Figure 11 illustrates the align-
ment of geographical regions as parameterized from the dif-
ferent types of data available.

A decision was made to standardize on cell tower sector
areas, as they span most of the province and reasonably
closely capture similar areas as the census and traffic sectors.
One challenge is that the density of tower sectors in some
regions (e.g., downtown Winnipeg) greatly exceeds a neigh-
borhood or a traffic district, and some interpolation is
required.

3.3.1. Summary of Data Sets. Table 2 provides a comparison
of the data sets in terms of their coverage, spatial resolution,
potential for real-time acquisition, and their potential for
enhancement through technologies like Bluetooth.

In comparing data, the most promising is that associated
with cell phone trajectories, and in the future an expectation
would be that the % covered would increase and the asso-
ciated spatial resolution decrease. However even in the
present case of low spatial resolution the cell phone trajectory
data tracks data from the municipal travel survey data set (in
a comparison of person trips in and out of the core versus
time of day) [28].

We note that while the size of some of respective data
sets is sufficient to infer statistical representation of the res-
pective populations, such a generalization is nonetheless pre-
mature since not all details of the respective sampling strate-
gies are known. In the case of the 76-person probe vehicle
data set, the sample was very small and further biased by the
use of self-selected volunteers [7]. The municipal travel
survey (WATS) data are reasonably voluminous and were
derived from a telephone survey with associated biases and
constraints of availability and willingness to participate [8].
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Table 2: Data comparisons.

Data set % of Population Spatial resolution Real-time potential Bluetooth potential

Probe vehicles 0.006 (Province) 0.01 (city) Very high (m) Somewhat Yes
Municipal travel survey 2.75 (Province) 4.4 (city) Medium (100 m) No No
Face2face smartphone
application

Negligible for pilot study; potential is ubiquitous Very high (m) Yes Yes

Cell phone trajectories 15 Low (km) Yes Yes

Table 3: SEIR modeL health state transition diagram parameters estimates.

Parameter Value
ΔE Duration of incubation period (e.g., 24 hours avg)
ΔIW Duration of infectious period (at work), for example, 2–5 days avg
ΔIH Duration of infectious period (at home), for example, 3 days avg
ΔR Duration of recovered (immune) period, for example, 200 days avg
α, p Contact graph transmission probability from home contacts
β, p Contact graph transmission probability from work contacts

The face2face Smartphone application data are the least rep-
resentative but hold considerable promise for scalability and
illustrate how fine grained contact resolution is technolog-
ically feasible. The cellular service data cover a substantial
fraction of the population but also carry inherent bias. While
the cellular service data used in this work were anonymized,
market studies [29] provide typical demographic profiles of
Smartphone users that could be incorporated into subse-
quent ABM simulations.

3.4. ABM Simulations. Simulations were carried out to
explore the potential of the data sets as constituent compo-
nents of an ABM and as a means of calibrating normal agent
movement patterns in normal, nonepidemic periods.

3.4.1. Simulation 1: 5000-Agent, Isolated Community. Initial
ABM simulations within the Simstitution framework began
with a consideration of integrating the face2face application
data. The model developed is, in essence, an individual-
based model. Using notions of the 80/20 rule extracted
from the data collected, an SEIR infection spread model was
built and run, simulating the dynamics of an influenza type
illness (ILI) similar to pH1N1 of 2009/2010. In the case of
Manitoba, isolated northern communities were particularly
hard hit during the first wave of the pH1N1 outbreak, and,
hence, a community in relative isolation is of interest for
simulation. Although the work is not attempting to replicate
any specific community, the population considered was a
model with 5000 people in relative isolation. This also pro-
vides a closed system for modeling purposes.

The model used as a base was a simple SEIR agent-based
or discrete model. It is a phase-type model where an indi-
vidual can be in one of a number of health states, typically
denoted susceptible, exposed, infected, and recovered. This
is a minimal type phase space and is illustrated in Figure 12.
Parameters associated with the model are shown in Table 3.

In this work, the infected state consists of two phases
(work and home). In general, a person may be infected and

infectious at work prior to a period where they may be ill
and at home (immobile with probability q). Each person has
essentially two contact lists: one associated with their day-
to-day business activities with parameters governed by the
80/20 rule and their home contact list consisting of more
direct family members. Using data collected from the four
face2face application probe devices, each person (agent) had
a contact list of approximately 10 close contacts, reflecting
the 80/20 rule found from the Pareto distribution associated
with contacts. The simulation—although coarse—includes a
circadian rhythm where each individual was also provided
with a contact list of a small number of persons during
the night (every second 12 h cycle), in addition to their
daytime contacts. The probability of becoming infected was
P = 0.005. This was implemented as a 0.005 probability of
becoming infected if one of your close contacts was infected,
per hour of contact with that agent. This measure of infection
probability is an adjustable parameter within the simulation
but is consistent with considerably larger models.

Figure 13 illustrates the spread of an infection through a
population of 5000 persons, with curves typical of compart-
mental susceptible-infected-recovered (SIR) models. The
only significant difference here is that these simulations are
the result of individual stochastic models with contact lists
governed by the observation of the 80/20 rule arising from
the Pareto distribution of inferred contacts from an auto-
mated proximity contact pattern generator. In epidemiology,
Ro is denoted the basic reproduction number of the infection
and is the number of secondary infections a single infected
case will cause. In the case of an influenza strain (e.g., 1918)
Ro has been estimated to be between 2 and 3. In the data of
Figure 13, Ro is approximately 1.9.

To further explore conditions that may be representative
of remote northern communities, which also tend to have
lower average personal income levels, the number of close
proximity contacts during the “at home” cycle was varied
from 2 to 5, as illustrated in Figure 14. This represents a tend-
ency towards overcrowding in homes. Qualitatively, the sim-
ulations indicate that overcrowding is a major contributing
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Figure 10: Self-Entropy of users for various times of day.

factor in the spread of an ILI. The overcrowding exacerbates
the infection spread as a consequence of increased exposure
due to increased agent-agent contact [30]. This finding
makes one common public health intervention inappropriate
in that context—that being the recommendation for an
infected individual to stay home. In environments with
severe overcrowding in homes, this recommendation may in
fact be deleterious. In these scenarios, it may be worth inves-
tigating the impact on overall community infection rates, if
temporary mobile facilities are established to house and treat
infected individuals.

3.4.2. Simulation 2: “Morden Simulation” of 16,500 Agents in
Adjacent Communities. Towards continued evolution of the
ABM under the Simstitution framework, the next iteration

saw the development of a model approximating a small com-
munity, inclusive of census data and cellular service records,
as well as a degree of spatial behavioral modeling. Toward the
development of a provincewide simulation, our work devel-
oped a small-scale ABM of two adjacent communities in the
Rural Municipality of Stanley, Manitoba with a combined
population of approximately 16,500 residents: Winkler,
Manitoba at 10,000 residents and Morden, Manitoba at 6500
residents. This is a spatial temporal model with demographic
data from Statistics Canada [10]. From this perspective,
agents are provided with schedules, and a model of disease
spread is run. Figure 15 illustrates the topography of the
region of interest.

The towns of Morden and Winker are roughly seven
miles apart in southwest Manitoba. One of the reasons for
selecting this geographical area is that it is representative of
many North American rural municipalities. Figure 15 also
illustrates the location of three cellular service towers with
MTS Allstream as the service provider. The ABM is discussed
in terms of model validation using data that is mined from
anonymized cell phone use records. In addition to cell phone
usage, the model is also improved using the face2face Smart-
phone application to provide high-fidelity contact patterns.

This simulation incorporated the ABM framework fea-
tures outlined earlier, as well as visualization capabilities to
observe emergent model behavior during execution. In this
model, the SimRegion tree only consists of two layers: the
root or top SimRegion (Morden) and the leaf SimRegions
which represent the home, school, and work locations that
agents occupy. The leaf SimRegions are arranged in a grid
with empty spaces between structures to allow for SimAgent
travel. Agents are assigned work, school, and home locations
based on demographic data [10].

Figure 16 shows a screenshot of the Morden simulation
at a particular time step. On the left side, the entire city is
shown. On the right side is a detailed view of six classrooms
in a school in the center of town in which individual
SimAgent details can be seen. Details include the gender and
age of the SimAgent, as well as disease status. Disease status
is the most interesting and is indicated by the color of the
SimAgent icon. The icon changes color, with green indicating
a susceptible state. Once the agent is infected, it turns yellow,
orange, and red depending on how long they have spent in
the infected state. Finally, recovered SimAgents turn blue.
The leaf SimRegions are depicted as colored squares. Sim-
Regions with no SimAgents contained inside are white. Sim-
Regions with one or more SimAgents display a blended color
tile based on the aggregated disease state of the SimAgents
inside. For example, the green tiles (Figure 16) indicate that
most of the agents within that tile are in a susceptible state.
Further, the purple tile is due to the large number of recov-
ered agents present at that location. This type of visualiza-
tion is very useful to allow a user to watch a time sequence of
the simulation and observe movement and infection spread.
In effect, this becomes part of the debugging process.

Four concrete IndividualPolicy subclasses were used to
generate the SimAgent behavior in the Morden model. The
SchedulePolicy determines whether a particular agent wants
to be at its assigned work, school, or home, depending on
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Figure 11: Traffic districts (top left), census regions (top right), and dell tower locations (bottom) for Winnipeg, Canada.

the demographic profile of the particular SimAgent and the
current time which advances in increments of one hour.
The SchedulePolicy sends messages containing the desired
destination to the SimAgent’s MovementPolicy which han-
dles the actual movement. The InfluenzaPolicy maintains
the particular SimAgent’s disease state and, if in the infected
state, sends “infection” messages to other SimAgents in the
same SimRegion, which is how disease spreads between Sim-
Agents. Finally, the BluetoothTrackingPolicy emulates the

face2face Smartphone app and is the source of the synthetic
contact data. Currently, the corresponding GroupPolicies
were used to facilitate aggregation of data in a spatially
explicit manner to achieve the tiling effect in Figure 16.

Thus, the data sources in this simulation include demo-
graphic data, coarse grained data from anonymized cellular
records, and the finer grained face2face Smartphone appli-
cation programmed to log close-proximity Bluetooth device
contacts. In this simulation, the face2face Smartphone app
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Figure 13: Infection spread simulation using contact data extrapo-
lated from Table 3 P = 0.005 and population of 5000.

data was used as a verification check. In essence, the ABM was
instrumented with tracking capabilities and contact distribu-
tions generated for comparison with those measured.

Once processed for the connections with the towers of
interest (Figure 15), this amounted to just under 500,000
records of the overall four-day dataset from MTS Allstream.
Although statistical in nature, the data can be further
processed to estimate flux of persons between the two neigh-
boring towns. Within an infection spread model, this helps
in estimating patterns of movement that contribute to infec-
tion spread. Once stored in a database, queries allowed for
extracting anonymized device activities. Figure 17 illustrates
the breakdown of mobile cellular devices accessing the cell
towers in Morden and/or Winkler. For an individual, a duty
cycle can be estimated, illustrating the percentage of time a
person is likely to be in one region or another. The timestamp
can also be used to infer primary community of residence.
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Figure 14: Infection spread simulation assessing the impact of over-
crowding.

User counts here indicate that approximately 2650 users
remained in Morden, approximately 485 users remained in
Winkler, while 2285 users spent time in both Morden as well
as Winkler over the four-day data collection period.

This data can be refined further based upon those with
cellular network access records in both Morden and Winkler.
Figure 18 illustrates the breakdown of users who accessed cell
towers in both communities over the duration of a single
connection of their cellular device to the network, implying
travel from one community to the other community during
the time period of the device’s network connection. The
actual device accesses between the two communities break
down as approximately 65/35, reflecting durations more
accurately.

3.5. Validating and Evolving the ABM Based on the Outcomes
of the Morden Simulation. In addition to their role as inputs



14 Epidemiology Research International

Figure 15: ABM model topography of adjacent small communities:
Winkler, Manitoba and Morden, Manitoba.

Figure 16: Screenshot of running simulation. Morden (left), close-
up of 6 classrooms (right).

governing and calibrating agent behaviour in ABMs, real data
sets can also validate models, in this case the Simstitution
ABM framework. The first and most obvious would be using
as accurate demographic data as possible. The Morden sim-
ulation relied on data obtained through the federal census by
Statistics Canada, and the Simstitution framework in general
is designed for the inclusion of these federal census data. In
addition, models of schools in the Morden simulation were
refined to provide for reasonable class sizes, data which are
estimated here but would benefit from using real data. With
this model, a disease spread simulation was run and provided
a baseline for modeling the spread of a respiratory infection
or ILI. Figure 19 illustrates the infection spread within the
Morden simulation.

In the first effort to improve the basic ABM within the
Morden simulation, it was instrumented in terms of agent
contacts and durations which should be validated by reflect-
ing the patterns in data extracted from the Bluetooth probe
devices. The objective was to see how well the model reflected
real person-person networks. For the baseline simulations in
the Morden simulation, contact patterns for all agents were
instrumented. From these simulations and the aggregated
rank orderings, an 80/20 rule can also be estimated. In this
case, 80% of the contact durations are spent with approxi-
mately 4% of a person’s contacts (25/670). This again is con-
sistent with data extracted from the face2face Smartphone
pilot study. Figure 20 illustrates the rank ordering of contact
parameterized by demographics. Intuitively these profiles
appear reasonable. School age children spend considerable
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Figure 17: Morden and/or Winkler cellular user aggregates.
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Figure 18: Breakdown of users with cellular records in both com-
munities.

Table 4: Zipf exponents for various demographics.

Age Zipf exponent R2

2 1.85 0.85
6 1.91 0.82
12 2.23 0.81
16 1.89 0.87
20 2.28 0.86
30 2.26 0.91
40 2.16 0.91
50 1.97 0.91
70 1.35 0.90

time with three groups, household members, school class-
mates, and friends. The knee in the curve of school age
children is between 20 and 32. For samples of age groups, the
exponents associated with Zipf ’s law are presented in Table 4.
Perhaps it is also intuitive that a 2-year old and a 70-year-
old person have similar—and somewhat limited—contact
patterns.

The consequence of the rank ordering implies that the
coefficient associated with the corresponding Pareto distri-
bution would be between 0 and 1. The lack of a finite mean in
the corresponding contact PDF approximation would imply
that a few long duration contacts are a significant vector of
infection spread.

Other means of validating the data from a simulation
includes its relation to other types of published data. For
example, in [31] contact patterns are analyzed as derived
from a large population survey that indicated that for their
preliminary modeling “5- to 19-year-olds are expected to
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simulation.
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suffer the highest incidence during the initial epidemic phase
of an emerging infection transmitted through social contacts
measured here when the population is completely suscep-
tible.” These expectations are consistent with the contact
patterns generated by our ABM.

In the second instance of enhancing the ABM based on
the observed outcomes of the Morden simulation, it was rec-
ognized that Morden does not exist in isolation, and, as such,
flux of persons into and out of the area is required. This is not
unlike large-scale efforts where simulations are based upon
data extracted from airline travel, for example. In this case
the data—albeit voluminous—is reasonably extractable. It is
more difficult to obtain inter-community travel in rural
settings as one cell tower may cover the entire town. In this
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Figure 21: Temporal sequence diagram of three users accessing
cellular towers in Morden and Winkler.

environment, there are few (if any) directly available data
sets; however, there are opportunities for inferencing from
more disparate data sources. Although an ABM running a
bounded topography may be applicable to geographically
isolated communities, in semirural settings there is consid-
erable interaction with surrounding towns that need to be
accounted for. From Figures 17 and 18, an indication of inter-
actions between Morden and Winkler can potentially be
inferred from cellular tower access. The data suggests that of
the cell-phone-carrying persons (approximately 4000) with
primary residence in Morden, approximately 34% are seen to
have records in both Winkler and Morden, with that person
spending on average 65% of their time in Morden and 35% in
Winkler. Similarly of the approximately 1400 phone-carrying
persons with primary residence in Winker, approximately
65% are seen to have records in both Winkler and Morden,
with that person spending on average 65% of their time in
Winkler and 35% in Morden. These very coarse estimates
nonetheless allow one to begin modeling multiple commu-
nities and their interactions.

One can burrow deeper into the data and determine
periods of time a representative individual would spend in
each community. Figure 21 illustrates a typical daily duty
cycle associated with randomly selected users and their access
to cellular towers in Morden and Winkler. The first two user
data duty cycle plots reinforce routine activity theory as users
are primarily seen in Morden during the night with inter-
town tower records primarily during the day. The third user’s
behavior is considerably more erratic. In either case, these
types of trajectories are required in improving interacting
ABMs and improving the specificity and accuracy of agent
behaviours and interactions within an ABM framework.
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Ongoing ABM framework evolution is depicted in
Figure 22 where external sources are integrated as they
become available. At present, these are done in a manual
fashion but are amenable to automation and/or machine
learning, and thereby further adapting the model to the real
world.

A benefit to developing an ABM framework in this fash-
ion is that it provides opportunities for increasing levels of
computational efficiencies by exploiting parallel computing
paradigms, since many communities tend to be autonomous
with limited interaction between communities. The next
significant milestone in the development of a provincewide
simulation using the Simstitution ABM framework will be to
decompose major urban areas, utilizing the municipal travel
survey data for gross flows and generating trajectories for
all agents based on generalized but detailed profiles extracted
from the cellular record data. Cohort groups will be cor-
related to that of the face2face Smartphone app data, and
schedules of activities will be guided by detailed trip data.

4. Limitations and Opportunity

There are a number of limitations in attempting to incor-
porate real data from somewhat disparate sources into an
ABM framework, including two primary challenges in fusing
data to a model, regardless of data source. The first challenge
is the collection of the data, with assurances that the data
collected is meaningful and accurate, and then mining or
interpreting the data for parameters or characteristics useful
to the model. The second challenge relates to integrating the
data into the model itself, running simulations, and then
attempting to qualify (and ideally quantify) the outputs.
In many instances, the results of the simulations may be
self-fulfilling and somewhat self-evident, as vercrowding in
isolated and impoverished communities leads to increased
infection spread. The infection spread interventions that one
could model may provide guidance for policies that may
then be considered. For example, an intervention associated
with reducing infection spread may be a recommendation to
stay home while ill; in overcrowded settings, a more effective
intervention may be quarantine or a modified quarantine
policy whereby an infected person may be advised to seek
temporary housing in a facility set up specifically for that
purpose. This may also not be unobvious, but modeling with
real data may help to elucidate and verify these options and
interventions [32].

Ideally one would like to compare the output of a disease
spread model with major outbreaks. For a number of reasons
this is not always possible. The purposes of models are to aid
in understanding how effective the anticipated public health
interventions will be in the event of future outbreaks. As
such, when using ABMs, an objective is to make the models
as accurate as possible using real data to the greatest degree
possible. This is one of the major advantages of using ABM,
in that they lend themselves to inclusion of real data which is
correspondingly becoming increasingly available. Although
not modeled here, there is also a significant medical facility
intermediate between Morden and Winkler in the Morden
simulation, providing an effective vector for infection spread
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Figure 22: SEIR disease spread simulation.

as both patients and health care workers largely come from
both Morden and Winkler. These low-level details and data
are required as one attempts to generate a comprehensive
disease spread ABM on the scale of a province or state.

The opportunities for using real data within an ABM and
related microsimulations are considerable. There are obvious
challenges in dealing and interpreting data but the access and
availability and the availability of computer power to mine
and analyze data have never been greater. The ABMs under
development in our group are not limited to ILIs but are
also amenable to other contact-based infections such as STIs.
In that case, modifications would include extensions to the
stochastic health state process associated with each individ-
ual, as asymptomatic states would need inclusion. It could
be that to simulate STI transmission, an ABM would be par-
ticularly suitable, as it would have to attempt to account for
infection predispositions within various demographic pro-
files; this is something that would be difficult within a more
general modeling method. A related project in our group
is to build a hybrid ABM combining behaviors and move-
ments extracted from real data sources such as those des-
cribed here, in conjunction with the interaction with elec-
tronic social networks at particular sites, with the express
objective of finding real-life social connections. An advantage
of ABM microsimulation in this application would be the
ability to apply mock infection interventions and estimate
their efficacy.

Work in progress includes developing the simulation
of SEIR model of infection spread within the Simstitution
ABM framework based on agent contact data extracted from
cellphone trajectories in a provincewide simulation scenario
(188,000 agent trajectories interpolated to 1.1 M agents).
Each antenna sector GPS coordinate represents a location
where persons can come into contact with one another,
given their cellphone trajectory. Limitations to this model are
somewhat self-evident, as the cellular data have biases not yet
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taken into consideration, as well as the rather obvious fact
that even though agents may be within the same antenna
sector range, it is unlikely that all agents are in proximate
contact. Cohort profiles extracted from the face2face Smart-
phone application data can be used to generalize the contact
profiles. Another challenge within the pending simulation
is associated with agent susceptibility, which is a con-
sequence of many factors including economic and envi-
ronmental conditions such as overcrowding. However, in
model building—much like many design problem solving
initiatives—a divide-and-conquer paradigm is often a rea-
sonable approach. Our longer term-goals are to acquire
real-time trajectory data feeds and integrate these into the
Simstitution ABM framework in a way that may also facilitate
prediction and simulation of infection mitigation policies.

The value of this type of data fusion within an ABM is
closely related to Stein’s phenomena, which implies that as
more data is added, the estimators tend—on average—to be
more accurate.

5. Summary

This work has explored the potential of real yet disparate
data sources in an agent-based modeling framework for
simulation of infection spread within populations. The
data serve as calibration for agent profiles (behaviours and
interactions) during normal, nonepidemic periods, and the
use and cross-references of multiple data sets improve the
credibility and validity of the model. The data sources
included a Smartphone application (face2face) that esti-
mated proximate contacts and durations to similar devices,
cellular service records that allow one to estimate a person’s
trajectory, municipal travel survey data, and fine-grained trip
data from a pilot study of 76 vehicles over one year. The
unique contribution of the work is the integration of tech-
nologies that generate real contact data with existing sources
of real contact data into the ABM framework, then applied
to govern infectious disease spread models.
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