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This paper presents the necessary steps to modify the implementation of the SPARCV8 architecture to enhance it with multimedia-
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a few weeks. We implemented 12 new instructions and use some of them to optimize the computation of a demanding step of the
MPEG encoding. The result is a performance increase of 67% in the execution of a part of this algorithm, allowing us to expect a
30% speedup in the execution of an MPEG video compression. The area increase of the integer unit is about 18% and the clock
frequency is not significantly modified in an LEON-2 implementing 6 among 12 of the new instructions.
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1. INTRODUCTION

The consumer electronic market is pushing towards very
high-performance and low-cost devices capable of coding
or rendering pictures, video, voice, and music. The mul-
timedia formats required by these appliances make use of
very computationally hungry compression and coding algo-
rithms, that must be achieved in real time either by the use of
high-end processors, dedicated hardware, or processors that
embed application domain specific instructions.

High-end processors are not viable in the consumer mar-
ket, because of their size, cost, and power consumption. Ded-
icated hardware is certainly a possibility, because it provides
the best MIPS per Watt ratio. However, the mask cost makes
this solution suitable only for very wide markets and its hard-
wired nature tunes it for a single application. The last solu-
tion can be further divided into two cases: application spe-
cific processors, that is, DSP, or application domain specific
instructions added in a low-cost general purpose proces-
sor core. This is the solution investigated in this paper. The
emergence of MPSoCs based on low-cost processors on the
same chip tends to make this approach interesting in prac-
tice.

All multimedia streaming applications share a common
characteristic, they compute a big amount of independent
small sized data. Providing single instructions multiple data

(SIMD) instructions is a good way for improving perfor-
mance in case of generic purpose processors. This may be
implemented in a coprocessor or, when it is possible, in the
processor data-path itself.

In a general manner, we intend to show that optimizing a
precise algorithm with some new dedicated instructions can
be done by simply adding them to the execution flow of a
standard general purpose processor. We aim to show that
tuning a standard processor can be achieved at low cost in
a short time. Therefore, our contribution is an implemen-
tation feasibility study of the addition of SIMD instructions
within a classical RISC processor.

In this work, we introduce new instructions in the SPARC
V8 instruction set architecture (ISA) to optimize video en-
coding algorithms for low-cost, possibly multiprocessor, em-
bedded platforms. The hardware implementation is per-
formed using the LEON-2 open source V8 compliant pro-
cessor, “open source” being a requirement in our academic
environment. The paper is organized as follows. Section 2
presents an overview of the different works in the field.
Section 3 introduces the constraints on the architecture and
design. Section 4 details the key points of adding new in-
structions. Section 5 presents the experimental setup to op-
timize the sum of absolute differences (SAD) algorithm, and
Section 6 presents the results of our experimentation. Finally,
we conclude.
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2. RELATED WORKS

In the area of processors that embed application domain spe-
cific instructions, there are a lot of existing works. We can
find two kinds of extended instruction sets architectures: the
first one is the domain oriented (e.g., multimedia) exten-
sions and the other is more application tailored extensions.
We present these two categories hereafter.

2.1. Generic or domain specific instruction set
extensions (ISE)

Almost each widespread high-performance architecture has
now been extended with domain-oriented instructions.
Some common examples are the ISA extensions MMX [1],
sse, sse2, altivec, 3dnow, or VIS [2]. A performance compar-
ison of such extensions for high-end processors is given in
[3].

These extensions are suitable to optimize applications in
the instruction set scope. However, to the best of our knowl-
edge at the beginning of this work, there is no available
RTL description of a processor with extended instruction set.
Moreover, optimizing a specific application on a heteroge-
neous platform may require some highly tailored instruc-
tions that are not present in the available ISEs.

2.2. Application specific instruction sets architectures

There exist some commercial solutions to customize a
generic processor with some added hardware allowing it to
execute application specific instructions. This can be done
using an instruction-set description language like the Tensil-
ica instruction extension (TIE) [4, 5] that allows to extend a
Tensilica processor [6] with application specific instructions.
In studies done by the HP labs [7, 8], an application-directed
configuration of nonprogrammable, VLIW-based processor
accelerators was investigated.

The major drawback of such solutions is that the tailored
processor remains an IP, hence some aspects cannot be tuned
to fit specific requirements. Other works were made tailor-
ing open source processors. In [9] a modified LEON core in-
cluding new instructions and registers was defined. This was
done to allow optimized communication and synchroniza-
tion with a coarse-grained reconfigurable architecture called
XPP. The integration of these modifications did not show
major instruction execution flow issues and therefore it did
not demonstrate the general tailoring potential of such pro-
cessor. In [10], an approach to optimize a specific cryptog-
raphy algorithm was demonstrated. However, the processor
modifications were very simple and did not show the pos-
sibilities provided by the enhancement of such architectures
with complex instructions.

Compared to the previous works, we present a solution
that allows to optimize the runtime of a specific algorithm
by adding new instructions to a general purpose processor
(LEON-2). We also show that this is feasible in a short time
even when the instructions are complex and require fine
grained comprehension of the pipeline flow, bypass mech-
anisms, and multicycles execution. This solution is not ex-

clusive with coprocessor design or ad hoc IP’s integration. In
fact, in the ever growing MPSoCs field, there exists heteroge-
neous architecture that may combine application specific IPs
with general purpose processors and several DSPs. For ex-
ample, the Nomadik [11] platform includes ARM processors
with IP- and DSP-based audio and video accelerators.

Even though the RT level synthesizable code of the pro-
cessor is required to add new instructions, the proposed so-
lution is not restricted to the LEON processor. In fact, there
are several processors which have their full description code
published under GPL/LGPL like licences. To name a few, we
have the openSPARC T1 [12], the openrisc [13], the LEON
SPARC V8/V9 [14]. The microblaze source code is available
with licence fees [15] and the POWERPC 405 [16] processor
code is licenced for free for educational purposes. These free
descriptions have an ever growing place in the research and
industry, specially the LEON processor [17–19].

3. CONSTRAINTS

3.1. Use of the SPARC V8

We choose to work on the SPARC V8 processor for two rea-
sons. The first one is that the ISA is free of patents and thus
implementations of the ISA do not need licences. The second
reason is that there exists an implementation of the SPARC
V8 architecture called LEON-2, which VHDL source code is
available under the GPL/LGPL licences. Due to the open na-
ture of this licence, we are able to base our work on a well
known implementation.

The LEON-2 processor is an industry level, complete sys-
tem on-chip since it includes caches, I/O controllers for Eth-
ernet and PCI port, local embedded memory, and an AMBA
AHB bus. The core contains a five-stage pipelined integer
unit, described in Figure 1, separate instruction and data
caches and has a communication port with a coprocessor and
a floating point unit. We work exclusively on the integer unit,
hence our work only focus on this component and its issues.
The source code is fully synthesizable using commercial logic
synthesis tools, allowing accurate performance and area esti-
mations.

3.2. Other constraints

This experimental study was made in a strongly constrained
framework. Before starting the experimentation by itself, we
chose a number of restrictions. They are presented and ex-
plained hereafter.

(i) Our new SPARC must be compatible with Version 8
specifications [20]. All the instructions of V8 remain
implemented.

(ii) We use the fact that in this V8 some binary instruction
encodings are not valid. When executed, they generate
an illegal instruction trap. As a consequence, a correct
program must not use these illegal instructions to per-
form system calls. System calls must be done via a ticc
instruction like ta. The new instructions added to the



P. Guironnet de Massas et al. 3

I-cache
data address

+1

Call/branch address

add′0′ jmpa tbr

f pc

Fetch

d inst d pc

Decode
imm, tbr, wim, psr

e inst e pc rs1 Operand 2

alu/shift
mul/div

Y
Execute

32 ex pc

30
jmpl address

m inst m pc Result Ytmp
32 Address/data out

data in32
D-cache

Memory

w inst w pc wres Y
Write

30

tbr, wim, psr

rd

Regfile

rs1 rs2

Figure 1: Integer unit data path of LEON-2 core.

instruction set will only use these previously nonvalid
operation codes.

(iii) We do not suppress the smac, umac instructions
present in the LEON-2 to remain compliant with spe-
cific programs which use them.

(iv) We do not want to implement the new capabilities
using a dedicated coprocessor. Our new instructions
are put at work in the processor itself, without any
communication overhead between the processor and
a coprocessor.

(v) We do not modify the flow of the other instructions.
Obviously LEON is the result of a long (and good)
work. No changes are necessary. The pipeline is not
modified, and all the existing V8 instructions remain
with the same number of execution cycles. However,
we allow our new instructions to execute in several cy-
cles if necessary.

(vi) The modifications are to be made in the VHDL de-
scription and must be in the same writing style

(vii) Our simulations of the new instructions and the per-
formance evaluation will be done at the register trans-
fer Level, on the synthesizable VHDL. Obviously, com-
parative studies of instruction sets efficiency should be

done with instruction set simulators at a higher level
of abstraction.

(viii) We do not intend to write compilers taking our in-
structions into account, but optimized techniques to
do so exist [21].

These constraints imply that the target application must
be optimized with only a few new instructions. For example,
there are only 8 nonimplemented opcodes in the arithmetic
and logic instructions family.

4. KEY POINTS OF THE IMPLEMENTATION PROCESS

As our work is not about how to optimize the instruction
set itself but about implementing new instructions, we as-
sume that the application was profiled and a subset of new in-
structions was defined to be implemented. The following key
points concerns the implementation difficulties and charac-
teristics of possible new instructions.

4.1. Map new instructions onto the available opcodes

In the V8 ISA, there are 6 instruction categories. Control
transfer, load/store, and arithmetic/logic/shift instructions
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op3 [5:4]

0 1 2 3

0 ADD ADDcc TADDcc WRASR
WRY

1 AND TSUBcc ANDcc WRPSR

2 OR ORcc TADDccTV WRWIM

3 XOR XORcc TSUBccTV WRTBR

4 SUB SUBcc MULScc FPop1

5 ANDN ANDNcc SLL FPop2

6 ORN ORNcc SRL CPop1

7 XNOR XNORcc SRA CPop2

op3
[3:0] 8 ADDX ADDXcc

RDASR
RDY

STBAR
JMPL

9 RDPSR RETT

A UMUL UMULcc RDWIM Ticc

B SMUL SMULcc RDTBR FLUSH

C SUBX SUBXcc SAVE

D RESTORE

E UDIV UDIVcc SMAC

F SDIV SDIVcc UMAC

Figure 2: Table of arithmetic and logic opcodes of LEON ISA.

are example of categories. Firstly, we classify the new instruc-
tions in these subsets. Secondly, for a given subset, each new
instruction must be mapped on an unimplemented opcode
(see Figure 2). This step is mandatory to minimize the area
and path overhead of the decoding stage.

4.2. Take care of pipeline structure and provided logic

The pipeline execution flow allows (or can be modified in or-
der to) multicycles instructions. For example, in the V8 ISA,
the instruction that load a double word takes 2 apparent exe-
cution cycles. It is easy to modify the execution flow in order
to create any kind of multicycles instructions. Since the exe-
cution is generally sequential, implementing a 500 cycles in-
struction may not be a good idea. It can surely be done more
efficiently by implementing a hardware IP or coprocessor. As
said before, these two solutions are not exclusive, and tak-
ing the best of both worlds can allow designers to create very
powerful architectures like in [9].

The pipeline execution flow implements data bypass
from stage to stage. Hence, multicycles instructions can work
incrementally on the result of a previous iteration. It is up
to the designer imagination to take advantage of this char-
acteristic. For example, we can imagine an instruction that
performs indirect load on a traditional RISC architecture. A
loaded word on the memory stage of the pipeline (Figure 1)
can be bypassed to the execute stage to process a new address
and indirectly load a data.

4.3. Instruction set characteristics

To avoid excessive overhead when adding new instructions,
we must take care of the instruction set characteristics. For

example, typical RISC instructions use 3 operands (two ar-
guments and a result). This implies that the scope of possi-
ble new instructions is limited. Implementing an instruction
that process on a register set must be implemented as a mul-
ticycles instruction since typically in RISC architectures only
two registers can be read at the same time (and only one can
be written). Example of instructions that load or store a set
of registers can be found in the POWERPC (lmw: load multi-
ple word, and stmw: store multiple word) or ARM (ldm and
stm), but not in the SPARC ISA.

4.4. New processing modules

Adding new processing modules allows us to design more
complex instructions. However, we must take care of the crit-
ical path and logic overhead at implementation time. It may
be a good idea to combine parallel execution in new modules
and in the already available ones. The new modules must in-
teract with other ones using existing temporal registers and
control logic, allowing a minimal logic overhead and design
simplicity.

In spite of the presented limitations and constraints,
combining all the processing elements and pipeline charac-
teristic allows us to define a large scope for the instructions
that can be implemented in a short time. The instructions
that cannot be implemented in the pipeline itself can be in-
tegrated in a hardware IP, coprocessor, or another modified
processor. We can also imagine multiprocessor architectures
built using only low-cost general purpose processors, each
one being tuned for a specific class of algorithms or even a
specific task.
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5. EXPERIMENTATIONS

5.1. Experimental setup

The experiments are performed using a processor, its caches
and a local memory. Our goal is to enhance the processor
performances in an MPEG-like video encoding algorithm.
Consequently, we start with a summary on SIMD instruc-
tions and multimedia-oriented algorithm specificities. Then,
we present a subset of new instructions and their implemen-
tation in order to enhance video encoding performances of
the LEON-2 processor with a low area overhead. In this work,
we focus on the optimization made to a given task of a video
encoding algorithm which use only 4 of the 12 defined in-
structions. The other ones can be used in other steps of the
encoding algorithm.

5.2. Application characteristics

5.2.1. SIMD instructions

Most data streams are composed by 8- or 16-bit coded val-
ues. In general purpose processors, the typical size of the
registers is 32 or 64 bits. Instead of dealing with 32-bit vec-
tors, the SIMD instructions deal with the 48-bit vectors in-
dependently. The idea is thus to use the 32-bit registers to
store 4 vectors of 8-bit data and implement new instructions
to perform computations on these 8-bit data vectors inde-
pendently. Figure 3 shows an example SIMD instruction: the
sum.

5.2.2. Characteristics of multimedia-oriented applications

In video and multimedia applications, we handle huge quan-
tities of small-sized independent data. The use of SIMD in-
structions is well adapted to this characteristic, allowing huge
improvement in computation speed.

In the motion estimation stage of a video encoding algo-
rithm, the kernel often contains a sum of absolute differences
(SAD). The main idea of this algorithm is to compare two
frame blocks (8-bit data vectors) by accumulating their dif-
ferences (Figure 4). This stage is very time consuming, hence
we focus our work on this SAD algorithm in order to im-
prove the LEON-2 processor video encoding performances.
Since there are no data dependencies in this computation, a
big improvement may be obtained by performing several ab-
solute differences at the same time.

5.3. Our new instructions and their implementation

5.3.1. The instructions and their functional description

We have defined 12 new instructions. Almost all of them exist
in the others extensions sets like MMX or VIS. These instruc-
tions can be classified into 4 categories:

(i) 9 adder-based arithmetic instructions (1 cycle execu-
tion time): diffabs, addp8, subp8, addp16, subp16,
addp8Sat, subp8Sat, addp8SatS, and subp8SatS;

(ii) 1 packing instruction (1 cycle execution time): pack;
(iii) 1 instruction for accumulation (3 cycles execution

time): addac;
(iv) 1 load/store instruction (3 cycles execution time):

ldwna.

To give the functional description of the instructions, we
use the common notation: regd is the destination register and
regs1, regs2 are the two source registers. We also use little-
endian notation for the registers content. In Figure 5, there
are execution examples of the instructions presented here-
after.

addp8/subp8/addp8Sat/subp8Sat/addp8SatS/
subp8SatS: perform, respectively, the sum and difference
byte per byte. The carry of a byte sum is not propagated
to the next one. The instruction was implemented in both
saturated and nonsaturated modes:

regd[31, 24] ←− regs1[31, 24] + regs2[31, 24],

regd[23, 16] ←− regs1[23, 16] + regs2[23, 16], . . .

Sat and SatS stand for saturated and signed saturated oper-
ations.

addp16/supb16: same operation as above but between
16-bit data.

diffabs: this operation computes the absolute differ-
ence of the 4 bytes in two 32-bit registers. regd[8(i + 1) −
1, 8i] ← abs(regs1[8(i + 1) − 1, 8i] − regs2[8(i + 1) − 1, 8i])
with 0 ≤ i < 4.

pack: this instruction allows to rearrange the 8-bit and
16-bit data contained in a general purpose register (32 bits)
using a mask contained in another one. Defining sel(i) =
regs1[8(i + 1) − 1, 8i] with 0 ≤ i < 4, the pack instruction
performs

regd
[
8(i + 1)− 1, 8i

]

=
⎧
⎨

⎩
regs2

[
8
(

sel(i) + 1
)− 1, 8 sel(i)

]
if 0 ≤ sel(i) < 4,

0.

(1)

The second case of the rule allows us to copy only a part of
a register in another one, and hence to easily translate ma-
trixes, rearrange vectors, split, and reorganize data. The data
are considered unsigned, hence translating a 16-bit data to a
32-bit register will not perform sign-bit propagation.

ldwna: this instruction loads a word with a nonaligned
address from the memory. This instruction is very useful in
frame computation, as it allows to load contiguous pixels and
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Figure 5: Execution examples of the implemented new instruc-
tions.

work on them even if they are not aligned in memory (a very
common case).

addac: sum the four bytes of a register with the half word
contained in another. The result is a halfword (16 bits):

regd[15, 0] ←− regs1[15, 0] + regs2[31, 24] + regs2[23, 16]

+ regs2[15, 8] + regs2[7, 0].

This instruction is used to optimize byte sum accumulations.

5.3.2. The circuit implementation

We present hereafter the main common elements that can be
seen in Figure 6.

(i) The component mm adder is a modified 32-bit adder
which controls the carry propagation between each
byte. Therefore, we have only one 32-bit adder in
the processor because it is substituted to the orig-
inal adder. It can be implemented with a modified
Sklansky adder [22]. This component was inserted di-
rectly in the execution flow without major modifica-
tions,

(ii) The component mm mixer is used by the instruction
ldwna. It has a 3-cycle execution flow. The execu-
tion of the instruction ldwna implies the load of two
aligned words and the selection of the needed bytes
owned by each loaded word. This action is made in two
cycles overlapped with the load of the second word,
hence the execution time of 3 cycles. With this com-

ponent, we have to deal with the multicycle pipeline
controls and with all the data control problems like by-
passes and interlocks. A possible optimization for this
module is to store the previous memory address and
the loaded bytes in order to achieve load bursts in a
roughly 2-cycle per word rate,

(iii) The component mm packer is used by the instruction
pack to demux and mux the desired bytes using the
mask provided as an operand,

(iv) The component mm acc is used in the execution of the
instruction addac. The execution of this instruction
takes 3 cycles because we have to guarantee that this
component will not increase the critical path of the ex-
ecution stage. To compute the different sums, we use
two 8-bit adders contained in this module in parallel
with the adder of the IU (with control signals to make
a 16-bit sum). Like mm mixer, we have to deal with
bypasses and multicycles controls.

Difficulties. With these categories of instructions, we had
to explore different execution flows inside the integer unit.
With the single cycle instructions, no major difficulties were
encountered and the modifications of the IU were simple.
However, with the multicycles instructions we had to deal
with pipeline multicycles control, bypass and interlocks in-
cluding data caches access. Since the LEON has a data cache
and an instruction cache, the load or store instructions do
not insert extra cycles unless there is a data dependency. Let
us give two examples of execution flows.

Example of execution flow: ldwna

As said before, the ldwna instruction allows us to load a non-
aligned word in 3 cycles. In Figure 7, we can see all the exe-
cution steps.

Step 1: instruction fetch;
Step 2: load registers contents;
Step 3: compute the address of the first word;
Step 4: compute the address of the second word in the exe-

cution stage, the memory stage receive the first word
and sets the offset parameter of the mixer module;

Step 5: bypass from writeback stage the first loaded word to
the mixer module, operate the needed shift on it and
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Figure 6: The modified 5 stage pipeline of LEON-2 with the new components in bold.

put the result in the y pipeline register (temporary
mul/div result register not used at this time), the sec-
ond word is loaded into the memory stage;

Step 6: bypass the y register and the second word to the
mixer module and compute the result;

Step 7: write the result into the regd register.

Example of execution flow: addac

The addac sums up the bytes of a word. Its execution steps
are as follows.

Step 1: instruction fetch;

Step 2: load registers contents;

Step 3: compute data1[31, 24]+data1[23, 16] and data1[15,
8] + data1[7, 0];

Step 4: data2[15, 0] is forwarded in the decode/execute tran-
sition register and data1[15, 0] + data2[15, 0] is com-
puted in the alu;

Step 5: compute result = data1 + data2 with result[31, 16] =
0, at this step as shown in Figure 8 the accumulation
is finished and the result will be stored into the regd
register two steps later in the writeback stage, but the
value is available as usual for forwarding.

6. RESULTS AND COMMENTS

Comparison of programs for the SAD algorithm computation

Now, we will present a simple implementation of an SAD al-
gorithm using three of our new instructions (ldwna, addac,
and diffabs). The main code snippets, both without and
with our new instructions, are presented in Figure 9.

The optimized version is more efficient in several points.

(1) We load the four bytes in two cycles with the ldwna in-
struction, in contrast with the four cycles needed when
loading byte per byte. This assumes a cache hit for the
first byte, otherwise the miss penalty are the same in
both executions and the ratio of cache miss are the
same.

(2) We perform the accumulation in 3 cycles with the in-
struction addac versus the 4 cycles needed by the four
add instructions.

(3) In our case, for one byte, we compute the absolute dif-
ference in one cycle instead of three. In addition, since
the operations are done in parallel on the 4 bytes, we
need only 3 cycles instead of the original 12.

(4) We have a shorter code; consequently, we improve in-
struction cache issues in a global way, along with mem-
ory usage.
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We perform a simulation of the synthesizable RTL view
of the LEON-2 enhanced with new instructions and run a
SAD loop on a 4×4 frame block. We obtain an improvement
of 67% in clock cycles requirement. The results are presented
in Table 1.

Analysis of synthesis results

We have synthesized a modified LEON-2 used to optimize
the SAD algorithm with these characteristics.

(i) It includes 7 new instructions: addp8, subp8, addp16,
subp16, ldwna, diffabs, and addac.

(ii) It does not include the packaging instruction as it is
not used.

(iii) The mm adder module is a second version without the
instructions with saturation addp8sat/subp8sat. It
is not based on a Sklansky adder, and is made of two
simples 4× 8-bit carry save adders. As a consequence,
the modules are smaller but with a higher propagation
time. However, this is not a problem because it does
not modify the critical path of the IU.

(iv) The target technology is AMS C35 0.35 μm.
(v) The processor was configured with 8 register windows,

neither multiplier nor divider.
(vi) The instruction and data caches are both 16 kb direct

mapped.
(vii) Area is given for a core without I/O pads.

After synthesis, the modified IU reports an area of
532 000 μm2 to be compared with the 452 000 μm2 of the
original one. The complete processor without I/O pads re-
ports 1 125 270 μm2 versus 1 045 390 for the original one. The
80 000 μm2 overhead is due to

mm adderV2: 30 000 μm2, 3 000 μm2 per 8- bit adder, and
6 000 for muxes and internal logic,

mm mixer: 17 800 μm2. It includes a 32- bit register, and
logic to make shifts (muxes).

mm acc: 19 000 μm2, it contains two 8- bit adders, a 16-
bit register, and a few muxes.

The remaining 13 200 μm2 are due to the added control
logic inside de IU. It is important to remember that the in-
crease of 18% of the IU represents less than 8% percent for
the global processor without I/O pads. If we intend to in-
clude multiplier, divider, and other peripherals like Ethernet
and PCI ports, the increase in area is marginal.

The maximum clock rates reported by the synthesis tools
are 36.1 MHz for the original processor and 35.4 MHz for the
modified one. The difference is marginal and the overall im-
plementation can be optimized.

7. CONCLUSIONS

The scope of this work was to show that it is possible to
obtain better performances for a precise algorithm or an
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Execution cycle number
Instruction n1 is stall for 2 cycles

Cycle 1 Cycle 2 Cycle 3 Cycle 4 Cycle 5 Cycle 6 Cycle 7

Fetch

inst n0
addac

inst n1 inst n1 inst n1 inst n2

Decode
Registers

rs1 rs2

data 1 data 2

data1[31, 24]
+

data1[23, 16]

data1[15, 8]
+

data1[7, 0]

data2[15, 0]

inst n1 inst n2

data 1 data 2

Execute
mm acc

mm acc

ADD 16 ADD 16

Result
Result

Result

inst n1

inst n1 inst n2

Memory

Write Registers
rd := result

P
ip

el
in

e
st

ag
es

Figure 8: Execution flow of the addac instruction.

Standard SAD Optimized SAD
@@ Code processing 1 byte @@ Code processing 4 bytes

· · · · · ·
ldub [%o2], %i0 · · ·
ldub [%o3], %i1 ldwna [%o5], %g3

sub %i1, %i0, %i1 ldwna [%o1], %g2

sra %i1, 31, %i5 diffabs %g3, %g2, %o4

xor %i5, %i1, %i1 addac %o4, %o0, %o0

add %o1, %i1, %o1 · · ·
· · · · · ·
One absolute difference and the The computation of 4 absolute
result accumulation takes 6 cycles differences and result accumulation
assuming no cache misses, thus takes 10 cycles assuming no cache
24 cycles are needed to make misses, thus 10 cycles are needed
the computation on 4 bytes. to make the computation on 4 bytes.

Figure 9: The source codes with and without SIMD optimization.

Table 1: Cycle count for standard and optimized SAD algorithms.

Standard SAD Optimized SAD Improvement

Execution
cycles

1885 628 1−
(

628× 100
1885

)
≈ 67%
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application implementation by adding very few new instruc-
tions to the instruction set of an existing architecture. This
has some importance when the goal is to obtain better per-
formances without choosing a more expensive technology or
making a hardwired coprocessor that would perform orders
of magnitude faster at a corresponding cost. We evaluated the
feasibility of the improvement and the silicon area necessary
for this approach.

An obvious limitation of our approach is the possibility
to add only a small number of instructions. Our rule of us-
ing only the holes in the instruction set opcodes is however
well suited for application specific instructions as opposed to
domain specific extensions. The approach has been demon-
strated on the opensource LEON-2 processor using the win-
dow search algorithm of the MPEG encoding algorithm. The
results are very good, since for a marginal increase in area
and clock cycle time, a 67% performance improvement has
been measured.

However, the main contribution of this work is to show
that instruction set extensions can be implemented with rea-
sonable effort on a typical RISC processor.
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