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The growing complexity and higher time-to-market pressure make the functional verification of modern large scale hardware
systemsmore challenging.These challenges bring the requirement of a high quality testbench that is capable of thoroughly verifying
the design. To reveal a bug, the testbench needs to activate it by stimulus, propagate the erroneous behaviors to some checked points,
and detect it at these checked points by checkers. However, current dominant verification approaches focus only on the activation
aspect using a coverage model which is not qualified and ignore the propagation and detection aspects. Using a new metric, this
paper qualifies the testbench by mutation analysis technique with the consideration of the quality of the stimulus, the coverage
model, and the checkers. Then the testbench is iteratively refined according to the qualification feedback. We have conducted
experiments on two designs of different scales to demonstrate the effectiveness of the proposed method in improving the quality
of the testbench.

1. Introduction

Functional verification of modern hardware systems always
requires the largest amount of resources and human efforts
during the design cycle [1]. Simulation based verification
is the predominant approach in hardware verification [1],
which uses a testbench to verify the design under verification
(DUV). There are three main components in a testbench as
shown in Figure 1: (1) stimulus to activate the DUV; (2) a
set of coverpoints to observe the behavior of the DUV and
collect coverage information; and (3) a set of checkers to
check internal states and outputs of the DUV. To reveal a
bug, the corresponding circuits must be activated first, and
then the erroneous results must be propagated to some ports
which are properly checked by checkers. To thoroughly verify
a hardware system, we need sufficient stimulus to activate all
corners of the DUV, a sufficient coverage model to ensure
that all important functions of the DUV are executed, and
a sufficient set of checkers to guarantee that all results of
the executed functions are adequately checked. All the three
components should be considered to build a high quality
testbench [2–4].

A coverage model, built according to coverage metrics
such as code coverage and user defined functional coverage
[5, 6], is the main way to evaluate the thoroughness of
verification. Unfortunately, these coverage metrics focus only
on the quantity of the activated coverpoints and ignore
the propagation and the sufficiency of the checkers [4].
Meanwhile, the quality of the functional coverage model and
the checkers heavily depends on the experience of verification
engineers. It is easy to omit some corner scenarios in the
coverage model, and it is practically impossible to encode all
correct behaviors in the checkers. It is even harder to build a
good checker, for some modern hardware systems that may
exhibit a degree of indeterminism, and the golden output is
not always known [7, 8]. Therefore, building a high quality
functional coveragemodel and a set of high quality functional
checkers is a challenging task.

Mutation analysis is originally used to design new test
data and evaluate the quality of existing test data in software
testing [9]. It modifies a program syntactically, for example,
by using a wrong operator. Each mutated program is a
mutant. Mutants are created from well-defined mutation
operators that mimic typical programming errors. Tests kill
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Figure 1: Simulation based verification testbench.

mutants by capturing the behavior of the original version
that is different from that of the mutant. Error detecting
ability of test suites is measured by the percentage of killed
mutants. Note thatmutation analysis assumes that the quality
of the checkers is sufficient which usually is not real. The
effectiveness of mutation analysis in hardware verification
has been confirmed by recent works in diverse fields and
levels of abstraction, such as RTL [10–12], SystemC [13–19],
and embedded C software [20]. Commercial EDA tool for
hardware description languages (HDL)mutation analysis has
already been available [21].

To address aforementioned weaknesses of existing func-
tional verification techniques, this paper presents a method
to qualify the three components in the testbench bymutation
analysis. The main contributions of our work include three
aspects: (1) assessing both the integrity and quality of the
coverage model and the set of checkers, (2) proposing a
testbench quality metric which quantifies the quality of the
testbench, and (3) proposing a simulation mechanism to
accelerate the process of testbench qualification.

The rest of this paper is organized as follows. Section 2
reviews the existing related work. Section 3 explains the
testbench qualification technique in detail. Section 4 presents
experimental results to demonstrate the usefulness of the
proposed technique. Section 5 concludes the paper.

2. Related Work

Mutation analysis has been actively studied for over three
decades in software testing community and it has been
applied to various software programming languages [9].

In recent years, mutation analysis has been applied to
languages for system-level hardware modeling and verifica-
tion, such as SystemC [13–19]. Several works have applied
fault models for SystemC, such as perturbing SystemC TLM
descriptions in [16, 17], introducing mutation operators for
concurrent SystemC designs [18]. Other works have looked
into error injection and fault localization in SystemC. For
example, SCEMIT injects errors automatically into SystemC
models [14]. Le et al. introduce an automatic fault localization
approach forTLMdesigns based onboundedmodel checking
[15]. Verification quality on SystemC is also investigated. The
work in [13] develops mutation analysis based coverage met-
rics to attack the verification quality problem for concurrent
SystemC programs. Functional qualification is introduced to
measure the quality of functional verification of TLMmodels
[19].

Additional to the application in system-level modeling
and verification, mutation analysis has been applied also

to HDL, such as Verilog and VHDL [10–12, 22]. The work
in [10] qualifies the error detecting ability of test cases
by mutation analysis and automatically improves validation
data. Mutation analysis performed at TLM is reused at RTL
to help designers in optimizing the time spent for simulation
at RTL and improving the RTL testbench quality [11]. Liu
and Vasudevan measure branch coverage through mutated
guard in the symbolic expression during symbolic simulation
[12]. HIFSuite [22] provides a framework that supports many
fundamental activities including mutation analysis.

Recently, mutation analysis is applied to guide the process
of stimulus generation for hardware verification to efficiently
kill more mutants [23, 24]. Xie et al. propose a search
based approach and defined an objective cost function to
solve the problem of automatic simulation data generation
targeting HDL mutants [23]. They extend the work in [23]
by representing a simulation flow with two phases towards
an enhanced mutation analysis score [24].

Coverage discounting technique [2–4] maps survived
mutants to deficiently covered coverpoints and removes these
coverpoints from coverage results, which leads to a decreased
but better quality coverage results. One of the shortcomings
of this technique is that it concerns the quality of testbench
but focuses only on the quality of the existing coverage results
and ignores the integrity of the coveragemodel, which will be
addressed in this paper.

Observability-based coverage is first introduced in [25] to
address the activation-only nature of other coverage metrics.
Since then, attempts have been tried to generalize or extend
the technique [26, 27]. Observability-based coverage metrics
are a form of implicit metric which introduces data-flow eval-
uation. We consider statements to be covered only if they are
executed and the result of that execution has a dynamic data
flow to the output. However, it is always an assumption that
the output is properly checked, and the presence and quality
of the checker are never actually evaluated. Observability-
based coverage metrics require specialized simulation tools
with extensive instrumentation to record dynamic data-flows
that are not available in most cases. As the observability
concept only works with implicit metrics, it cannot be
combined with arbitrary functional coverpoints.

3. Testbench Qualification

This section is organized as follows. The first subsection
presents the basic idea of testbench qualification.The second
and the third subsections describe refinement of the coverage
model and the checkers, respectively. Then we propose a
testbench quality metric by considering all three components
in the testbench. The last subsection presents a simulation
mechanism to accelerate the process of testbench qualifica-
tion.

3.1. The Basic Idea. Verification engineers (VE) build the
testbench manually according to the test plan and design
specification,which is error prone andmay lead to lowquality
elements in the testbench. According to the types of faults,
we can divide a coverage model (resp., a set of checkers)
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Figure 2: Fault classification of the coverage model and the
checkers.

into four parts, as shown in Figure 2 (some dotted lines
are not depicted for clarity): (1) the missing part (some
relevant features of the design are skipped by the verification
engineers because of careless), (2) the deficient part (some
features of the design are poorly considered by the verification
engineers), (3) the sufficient part (features of the design those
are adequately handled by the verification engineers), and
(4) the dead part (some features of the design can be dead
codes which will never be executed). Although the partitions
of the coveragemodel and the checkers are identical, a specific
partition of the coverage model and the checkers can base
on different parts of the design which usually overlap with
each other, as shown in Figure 2. Because the coverage model
and the checkers are possibly built by different engineers who
can treat the design differently, or by the same engineer at
different time, it is almost impossible to consider the design
exactly the same at different time.The testbench qualification
method aims at improving the testbench by eliminating the
missing part and refining the deficient part.

Injecting error into the design may corrupt some combi-
national logics or/and sequential logics in the design. In the
simulation results of themutant, comparing to the simulation
results of the original design, someunactivated functionsmay
activate and some activated functions may be suppressed.
With a well-built coverage model, all relevant functions are
monitored by coverpoints. Therefore, with the error, some
unfired coverpoints may fire and some fired coverpoints may
not fire, which results in changes in the coverage results.
In more detail, these changes can be one fired coverpoint
being suppressed, or several unfired coverpoints being fired,
or the former two events happen together. While with a
deficient coverage model, it monitors only a subset of the
relevant functions, which possibly not include the corrupted
functions. In this situation, the coverage results may remain
unchanged. For convenience, we use two terms, fluctuation
and stable, in the rest of this paper. We define fluctuation as
changes in the coverage results. If the coverage results remain
identical, we define this is a stable coverage results.

Table 1: Reactions from the coverage model and checkers to the
injected error.

Reactions from a
coverage model

Reactions from
checkers Possible reasons

Fluctuated Killed Sufficient part
Fluctuated Survived Deficient checkers
Stable Killed Missing coverpoints
Stable Survived Several possible reasons

In a well-built testbench, there should be a corresponding
relationship between the features of a design, the set of
coverpoints in the coverage model, and the set of checkers.
That is, for every feature in the design, there should be some
coverpoints to ensure that it is actually implemented and
executed and some checkers to ensure that the behavior of
the feature is correct. Therefore, if some errors are injected
into a design and the injection disturbs some functions of the
design, these disturbed functions should result in fluctuation
in the coverage results and be detected by the checkers. In
other words, the design, the coverage model, and the set of
checkers should behave consistently. If the expected result is
not observed, either the coverage model or the checkers may
be inadequate. Therefore, the quality of the coverage model
and the checkers can be analyzed according to their reaction
to the error injection during mutation analysis.

We summarize four possible combinations of reactions
from the coverage model and the checkers when simulating
a mutant. In Table 1, the first column lists possible reactions
from a coveragemodel, whichmay lead to either fluctuated or
stable coverage results. The second column presents possible
reactions from checkers, which may either kill the mutant or
let it survive. The last column provides possible reasons of
each combination. In the first row, when a mutant is killed
and the coverage results fluctuate, the related coverpoints
and checkers are sufficient because they behave consistently.
In the last row, when the mutant is alive and the coverage
results remain stable, there are several possible reasons: (1)
the mutant is not activated, (2) the coverage model and
the set of checkers are both deficient, and (3) the error is
injected into meaningless dead code. Complete analysis of
this situation is quite heavy and left as a future work. We will
mainly investigate the combinations of the two situations in
the second and third rows, for example, missing coverpoints
and deficient checkers, to refine the coverage model and the
set of checkers.

3.2. Coverage Model Refinement. When a mutant is killed
by the checkers but coverage results remain stable, some
coverpoints are missing in the coverage model. As shown
in Figure 3, only two coverpoints (CP1 and CP2) are used
while there are more functions that need coverpoints to
monitor. The coverage results before and after the injection
of the error may always record CP1 and CP2 being covered,
since the functions monitored by CP1 and CP2 are possibly
not infected by the error. However, the checkers kill the
mutant. A killed mutant means some functions of the
design are indeed corrupted by the injected error, as the
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Figure 3: Insufficient coverage model.

(1) input 𝑥; output 𝑦;
(2) always @ (𝑥) begin
(3) if (𝑥 > 0) //the mutant replaces the > by <
(4) 𝑦 = 1 + 𝑥; //coverpoint2 is added here
(5) else if (𝑥 == 0)
(6) 𝑦 = 2; //monitored by coverpoint1
(7) else
(8) 𝑦 = 1 − 𝑥; //coverpoint3 is added here
(9) end
(10) assertion: 𝑦 > 1; //the checker
(11) //test vectors: 𝑥1 = 0; 𝑥2 = 1; 𝑥3 = 2;
(12) //original outputs: 𝑦1 = 2; 𝑦2 = 2; 𝑦3 = 3;
(13) //mutant outputs: 𝑦1 = 2; 𝑦2 = 0; 𝑦3 = −1;

Listing 1: Coverage model qualification example.

checkers have detected it. The stable coverage results from
the corrupted functions come from the missing coverpoints
to monitor these corrupted functions. The coverage model
can be qualified and improved by finding out and eliminating
these missing coverpoints.

A well-built coverage model is constructed by a set of
coverpoints which encode the entire features of the design
at a certain level of abstraction that is determined by the
verification requirement. The set of coverpoints should be
able to monitor all behaviors of the design and be sensitive
enough to the injected errors which cause wrong behaviors at
that certain level of abstraction. For instance, the nontrivial
functions that we plan to verify are a set {𝐹1, 𝐹2, . . . , 𝐹𝑛}.
Accordingly, the coverage model should consist of a set
of coverpoints {𝐶1, 𝐶2, . . . , 𝐶𝑛} to monitor and ensure that
all functions in {𝐹1, 𝐹2, . . . , 𝐹𝑛} are implemented and exer-
cised. The coverage model refinement is a repetitive process
of qualification and improvement of the existing coverage
model, involving the following steps: (1) simulating the
original design and producing the original coverage results,
(2) simulating mutants and producing coverage results from
the mutants, (3) adding missing coverpoints if a mutant is
killed but coverage results remain stable, and (4) repeating
previous steps until the quality of the testbench satisfies the
predefined threshold.

Consider Listing 1 as an example, which is a code block
of the DUV with one checker (line 10), and the coverage
model only contains coverpoint1 to monitor line (6). After
simulation of the test vector (𝑥1 = 0; 𝑥2 = 1; 𝑥3 = 2) against
the original design, the output is 𝑦1 = 2; 𝑦2 = 2; 𝑦3 = 3. The
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Figure 4: An insufficient checker.

coverage model records that coverpoint1 is covered and the
checker does not fire.

Then an error is injected into line (3) which replaces “>”
by “<”. After simulation of the test vectors (𝑥1 = 0; 𝑥2 =
1; 𝑥3 = 2) against the mutant, the output is 𝑦1 = 2; 𝑦2 =
0; 𝑦3 = −1. The coverage model records that coverpoint1 is
covered just the same as the original design. But the checker
does fire when 𝑥2 = 1 and 𝑦2 = 0. Therefore, this mutant
is killed. In this example, the coverage results remain stable,
but the checker fires and kills the mutant. The discrepancy
between reaction of the coverage model and reaction of
the checkers indicates that some coverpoints are missing.
Because the code is simple, it is straightforward to know
that coverpoints should be added to line (4) and line (8).
After improving the coverage model by adding coverpoint2
and coverpoint3 to line (4) and line (8), respectively, the
firing of the checker is consistent with the fluctuation of
coverage results. That is, the original coverage results record
that coverpoint1 and coverpoint2 are covered, but the mutant
coverage results record that coverpoint1 and coverpoint3 are
covered.

3.3. Checker Refinement. The features of the design, the
coverpoints in the coverage model, and the set of checkers
are tightly related. Anything happened in one component
can either trace back to some reasons or result in some
consequences in other components. Being at the later stage
in the testbench, a perfect set of checkers should be capable
of reflecting any activity happened in the design and the
coverage model.

When a mutant survives but the coverage results fluc-
tuate, the set of checkers is insufficient. More precisely, the
fluctuated coverage results reflect that some functions of
the design are corrupted by the injected errors, but the
checkers are incapable of detecting the wrong behavior. The
possible reasons can be eithermissing checkers or low quality
checkers. As shown in Figure 4, three coverpoints (CP1, CP2,
and CP3) are used to monitor the functions that are tightly
related to the injected error. With the original design, the
coverage results may recode that CP1 and CP2 are covered.
However, the injection of the error can cause misbehavior
of the design and lead to a fluctuated coverage results that
recode CP1 and CP3 being covered. While the coverage
results fluctuated, the mutant is alive, because the checker is
either missing or unqualified.

As it is impractical to encode all functions of a design
into a perfect set of checkers at the beginning, we also
need an iterative improvement process to deliver adequate
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(1) input 𝑥; output 𝑦;
(2) always @ (𝑥) begin
(3) if (𝑥 > 0) //mutant1 replaces the > by <
(4) 𝑦 = 1 + 𝑥; //monitored by coverpoint1
(5) else if (𝑥 == 0)//mutant2 replaces the condition by true
(6) 𝑦 = 2; //monitored by coverpoint2
(7) else
(8) 𝑦 = 1 − 𝑥; //monitored by coverpoint3
(9) end
(10) Original assertion: none;
(11) The first added assertion: 𝑦 > 1;
(12) The final assertion: (𝑥 == 0)? 𝑦 == 2: 𝑦 == 1 + abs(𝑥);
(13) //test vectors: 𝑥1 = −2; 𝑥2 = 0;
(14) //original outputs: 𝑦1 = 3; 𝑦2 = 2;
(15) //mutant1 outputs: 𝑦1 = −1; 𝑦2 = 2;
(16) //mutant2 outputs: 𝑦1 = 2; 𝑦2 = 2;

Listing 2: Checker qualification example.

checking ability. Sometimes, the link between checkers and
features of the design can be missing or weak that they can
only check partial properties of a function rather than the
entire function.Thesemissing checkers should be added, and
weak checkers should be refined until they can reveal both
functional and performance bugs.

A set of well-built checkers should be as sensitive as
a well-built coverage model to the injected errors. The
checkers refinement process is as follows: (1) simulating the
original design and producing the original coverage results,
(2) simulating mutants and producing coverage results from
the mutants, (3) adding the missing checkers or improving
the deficient checkers if a mutant is alive but coverage results
fluctuate, and (4) repeating previous steps until the quality of
the testbench satisfies the predefined threshold.

Listing 2 is another example to explain the checker
refinement technique.The code block in Listing 2 is the same
as that in Listing 1 except that there are more coverpoints and
without any checkers at the beginning, after simulation of the
test vector (𝑥1 = −2; 𝑥2 = 0) against the original design, the
coveragemodel records that coverpoint2 and coverpoint3 are
covered.

Inmutant1, an error is injected into line (3)which replaces
“>” by “<”. After simulation of the test vector (𝑥1 = −2; 𝑥2 =
0) against mutant1, the output is 𝑦1 = −1; 𝑦2 = 2. The
coverage results are changed to coverpoint1 and coverpoint2
which are covered. But the mutant is survived because there
is no checker to kill it. Therefore, some checkers are missing,
and we add a checker (𝑦 > 1) as line (11) in Listing 2 to kill
mutant1.

In mutant2, instead of the error injected in line (3),
another error is injected into line (5), which replaces the
condition express (in==0) with true. After simulation of the
test vector (𝑥1 = −2; 𝑥2 = 0) against mutant2, the output
is 𝑦1 = 2; 𝑦2 = 2. The checker in line (11) (𝑦 > 1) cannot
kill this mutant, which needs refinement. A more elaborate
checker in line (12) can kill this mutant. After the refinement,
the checker encodes the entire function of the design and
deliveries good error detecting ability.

3.4. Testbench Quality Metric. After refining the coverage
model and the set of checkers, we propose a testbench quality
metric to qualify the whole testbench. A metric that qualifies
the whole testbench should consider (1) the stimulus, (2)
the coverage model, and (3) the set of checkers. The metric
is defined in (1), where qualitytb, qualitysti, qualitycov, and
qualityche are quality of testbench, stimulus, coverage model,
and the set of checkers, respectively, and 𝑤sti, 𝑤cov, and
𝑤che are weights that reflect different importance of various
components with the constraint 𝑤sti + 𝑤cov + 𝑤che = 1. The
weights are selected feasibly to meet the current verification
requirement. A lower weight is set for a component when you
are confident about its quality. Otherwise, a higher weight is
set

qualitytb = 𝑤sti × qualitysti + 𝑤cov × qualitycov + 𝑤che

× qualityche,
(1)

qualitysti = compact factorsti × integrity factorsti, (2)

qualitycov =
sufficient factor

base
, (3)

qualityche = compact factorche × integrity factorche. (4)

The qualitysti is defined as the product of compact factorsti
and integrity factorsti as in (2). Being the ratio of the number
of tests having activated different coverpoints over the total
number of tests, compact factorsti reflects the compactness
of the stimulus. integrity factorsti is the ratio of the number
of covered coverpoints over the total number of coverpoints,
which represents the completeness of the stimulus.The range
of qualitysti lies between 0 and 1.When it approaches 0, all the
tests are useless and none of them can active any coverpoints.
When it approaches 1, the test suit is compact and complete.

The qualitycov is defined as the ratio of the sufficient
factor over the base as in (3). sufficient factor is the number of
coverpointswhose coverage results fluctuatewhen simulating
killed mutants. It reflects the size of the sufficient part of
the coverage model that is properly checked. base is the total
number of coverpoints.The range of qualitycov is also between
0 and 1.When it approaches 0, all the existing coverpoints are
useless and none of relevant functions are monitored. When
it approaches 1, all the existing coverpoints are useful and
monitoring some relevant functions.

The qualityche is defined as the product of compact
factorche and integrity factorche as in (4). The former, being
the ratio of number of the fired checkers over the total
number of checkers, reflects the compactness of the set of
checkers. And its value lies between 0 and 1, where 0 means
that all the checkers have not taken effect, and 1 means
that all the checkers have indeed taken effect and there is
no redundant checkers at all. The latter is the ratio of the
number of killed mutants with fluctuated coverage results
over the total number of mutants with fluctuated coverage
results. integrity factorche reflects the completeness of the set
of checkers and the value lies between 0 and 1, where 0means
that all the existing checkers are useless, and 1 means that all
the existing checkers are useful.
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As the sum of weighted qualitysti, qualitycov, and
qualityche, the range of qualitytb is also between 0 and 1, where
0 means that the testbench is of low quality, and 1 means that
the testbench is of high quality.

3.5. Simulation Mechanism. The overall work flow of the
proposed method is depicted in Figure 5. First, normal
simulation of the original design is conducted, and the
qualitysti can be determined by the collected coverage results.
Then errors are injected and mutants are simulated during
mutation analysis, and the qualityche can be determined by
mutation score and coverage results of mutant simulation.
In this stage, we check the simulation results of the mutants
to determine the possibility of coverage model refinement
and checks refinement. If any one of the two refinements
is possible, we record the type of the refinement, the test
case, and the mutant, which will be used in the testbench
refinement stage. Subsequently, we calculate the qualitycov
to determine the qualitytb. Finally, the process terminates if
the quality of the testbench satisfies the predefined threshold.
Otherwise, we refine the testbench and repeat the previous
steps. In the testbench refinement stage, we investigate the
possible refinements recorded in the mutation analysis stage.
We refine the coveragemodel as discussed in Section 3.2 if the
coverage results remain stable while the mutant is killed or
refine the checkers as discussed in Section 3.3 if the coverage
results fluctuated while the mutant is alive. There can be one
or more possible refinements which may lead to addition
of one or more coverpoints or checkers. But the adding
is not always happening, since the refinement is manually
done. In the iterative work flow, with the refined checkers
produced in the previous iteration, we can further refine the
coverage model in the current iteration. Because a better
checker can possibly kill more mutants, which can result
in more instances that the coverage results remain stable
while the mutant is killed. Similarly, we can further refine
the checkers with the better coverage model given by the
previous iteration. So the coverage model and the checkers
are incrementally refined iteration by iteration.

Usually, a quality threshold is predefined and the test-
bench qualification process can stop if it is achieved. Instead
of calculating the exact qualitycov, approximating it as fast
as possible can achieve the threshold earlier and accelerate
the testbench qualification process. We provide two criteria
to accelerate the calculation of an approximated qualitycov.
(1) Criterion to select stimulus: select the one covering the
most coverpoints. This criterion provides high probability
to increase the numerator of qualitycov as fast as possible.
(2) Criterion to select mutant: select the one that is killed
and activated by the least stimulus. Such a mutant usually is
related to some corner features, and they can lead to higher
qualitycov when the coverage results reach the ceiling.

4. Experimental Results

4.1. Experimental Setup. We use two designs with different
scales to show the effectiveness and scalability of the proposed
method. The first is an interconnection module (ICM) that
connects four cores and maintains cache coherence opera-
tions in a multicore processor. The second is a commercial
RISC CPU. The fault injection and mutation analysis are
performed with self-built scripts. We select a set of mutation
operators to limit the population of mutants. According to
the mutation operators, the fault injection script parses the
design files to locate syntaxes to inject errors first and then
inject errors at these located syntaxes to produce mutants.
The mutation analysis script simulates every test case in the
test suit on each mutant first and then checks the simulation
results against the simulation results from the original design
to determine whether the refinement of the coverage model
or the checkers is possible. If possible, we record the type of
refinement (the coveragemodel or the checkers), the test case,
and the mutant in a text file which is used in the testbench
refinement stage. Finally, according to the flow given in
Figure 5, we build a top level script, which is responsible
for calculating qualitysti, qualitycov, qualityche, and qualitytb,
based on the fault injection script and the mutation analysis
script. The weights 𝑤sti, 𝑤cov, and 𝑤che are assigned with 0.2,
0.4, and 0.4, respectively. The values of 𝑤cov and 𝑤che are set
higher than that of 𝑤sti, because this paper focuses on the
qualification of the coverage model and the checkers. The
threshold of the testbench quality is 0.9. We carry out the
experiments on a computer with an Intel i5 dual-core CPU
at 1.8 GHZ and 8G RAM.

4.2. Constrained Random Stimulus on the ICM. In this
experiment, we have used 20 constrained random test cases.
Each random test case consists of 100 memory accessing
instructions in every thread. There are 400 instructions in
a test case, for the setup with 4 threads for 4 cores. All
instructions in these test cases access a limited range of
address space to increase the probability of cache coherence
interaction between different cores. The testbench aims at
verifying all kinds of cache coherence operations supported
by the ICM. A well-built coverage model that satisfies the
verification requirements should consist of coverpoints (bins
or sequences in system Verilog) to monitor all possible cache
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Table 2: Results under random stimulus.

Iteration 0 1 2 3 4 5 6 7 8 9
Coverpoints 12 17 23 30 33 41 48 53 58 60
Checkers 4 5 7 8 9 11 12 13 15 16
Testbench quality 0.51 0.55 0.58 0.62 0.69 0.76 0.79 0.82 0.88 0.91

Table 3: Results under directed stimulus.

Iteration 0 1 2 3 4 5 6
Coverpoints 12 23 32 40 49 57 62
Checkers 4 6 7 9 11 14 16
Testbench quality 0.51 0.59 0.65 0.72 0.79 0.86 0.92

coherence operations between every individual core and the
ICM. The total number of coverpoints is 64 in the 4-core
processor. But only a subset of well-built coverage model is
developed at the beginning of the experiments, which will be
subsequently refined during testbench qualification. A well-
built set of checkers should be able to thoroughly check results
of all kinds of cache coherence operations. The total number
of checkers is 16 in the 4-core processor. We develop a subset
of well-built checker set at the beginning of the experiments
for the same reason of the coverage model. There are 623
mutants in total.

During the testbench qualification process, coverpoints
are added when a mutant is killed but the coverage results
remain stable. And checkers are added or refined when a
mutant survives but the coverage results fluctuate. With the
improved testbench,moremutants are killed. Table 2 presents
the experimental results. The first row is the index of each
iteration, and iteration 0 is the initial state. The second and
third rows show the numbers of the coverpoints and checkers,
respectively. The number of coverpoints does not reach 64.
The reason is that some coverpoints are interrelated, and
injected errors can lead to the fluctuation in the coverage
results with a subset or the entire set of coverpoints. Along
with the improvement of the coverage model and the set of
checkers, the quality of the testbench is improved, as shown
in the last row. Finally, we take 9 iterations to satisfy the
testbench quality threshold. The simulation time is a little
more than 5 hours, which excludes the manual refinement
time.

4.3. Directed Stimulus on the ICM. A good quality metric
should be able to distinguish the quality of stimulus. A
stimulus with high quality is elaborately designed to activate,
propagate, and detect bugs in the DUV. Therefore, dedicated
directed stimulus has higher probability to expose the weak-
ness of the testbench than random stimulus. Therefore, we
manually build 20 directed test cases each with 400 instruc-
tions, which are dedicated to test cache coherence operations.
The testbench qualification process is reconducted on the
ICM and we expect that the quality threshold should be
satisfiedwith fewer iterations.The experimental results under
directed stimulus is given in Table 3. The directed stimulus
takes 6 iterations which cost less than 3 hours in simulation
to satisfy the threshold and this confirms the expectation.

Proposed mechanism
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Figure 6: Comparisons of different simulation mechanisms.

4.4. Comparison of Different Simulation Mechanism on the
ICM. We use a random selection mechanism as the com-
parison, which randomly selects test cases andmutants when
calculating the quality of the coverage model. The difference
between the speeds of the testbench quality improvement
with different simulation mechanism will demonstrate the
efficiency of the proposed simulation mechanism.

This experiment uses 50 random test cases to stimulate
the ICM, and each test case consists of 100 instructions for
each thread. We present the trends of the testbench quality
under different simulation mechanism with 50 random test
cases in Figure 6. The testbench quality under the proposed
simulation mechanism increases much faster at the begin-
ning stage than that under the random selection mecha-
nism, meaning that the proposed simulation mechanism can
achieve the quality threshold with fewer simulation runs.

4.5. Experiments on a Commercial CPU. To show that the
proposed method is feasible for larger scale design, we adopt
a commercial RISC CPU whose instruction set architecture
consists of more than 150 instructions. We intend to use
20 constrained random test cases to thoroughly verify all
kinds of instruction types, and each test case consists of
100 instructions. Operands of instruction are constrained as
some rare values to incur interesting corner scenarios, for
example, the address ofmemory accessing instruction is close
to page boundary.

In this case, a sufficient coverage model should have
coverpoints to monitor each individual instruction type, and
a sufficient set of checkers should properly investigate outputs
of all execution units. Only a subset of the sufficient one is
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Table 4: Results from the commercial CPU.

Iteration 0 1 2 3 4 5 6 7 8 9 10
Coverpoints 30 39 52 61 74 81 91 105 123 131 143
Checkers 10 13 15 16 18 20 22 24 26 29 32
Testbench quality 0.48 0.55 0.60 0.63 0.68 0.71 0.75 0.79 0.83 0.86 0.91

constructed in the initial stage of the experiment to show
the effect of the qualification. The improving progresses of
the coverpoints, the checkers, and the quality of testbench
are provided in Table 4. We can see that when the proposed
method is applied to the CPU, it is as effective as the case to
the ICM. Simulation in this experiment consumes almost 7
hours.

5. Conclusion

The growing complexity of modern hardware systems and
time-to-market pressure require more efficient and high
quality functional verification. These requirements necessi-
tate a high quality testbench that can thoroughly verify the
DUV in limited time. Currently, the thoroughness of function
verification is dominantly measured by structural code cov-
erage and user defined functional coverage. However, all of
these coveragemetrics concentrate on activation of the design
but ignore the propagation and detection aspects that are
indispensable to expose bugs. This paper qualifies the whole
testbench by considering activation, propagation, and detec-
tion process. In particular, we have (1) improved the integrity
and quality of the coverage model and the set of checkers
throughmutation analysis, (2) presented a metric to measure
the quality of the testbench, and (3) proposed a simulation
mechanism to satisfy the metric faster. Experimental results
demonstrate the effectiveness of the proposed method. The
future work can be extended in the following directions: (1)
detail discussion about the situation that a mutant is survived
and the coverage results remain stable and (2) formalizing the
relationship between the design, the coverage model, and the
set of checkers.
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