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1 Data

Our new dataset goes beyond the group-level resolution of Ref. 12 of the
main paper, by logging the detailed pathways of all individuals who join one
or more of the 188 pro-ISIS groups appearing on VKontakte during the recent
peak in pro-ISIS activity during 2015 from Jan 1 onwards. This was before
their mass migration to more secretive, non-open-source platforms such as
Telegram. These individuals may not as yet have carried out any illegal act
related to terrorism in the real world. VKontakte (www.vk.com) is the largest
European online social networking service with more than 350,000,000 indi-
vidual users; it is based in Russia, and has a high concentration of users of
Chechen origin focused in the North Caucasus region near ISIS’ main area of
influence in the Levant; it allows multiple languages and is used worldwide;
and it is used by ISIS to spread propaganda. Our hybrid data collection
system involves combined manual and automated processes as described in
Ref. 12 of the main paper. It was carried out continuously in real time until
no new pro-ISIS groups or users were found, with data resolution available
within a single day. Since these groups wish to attract new recruits, they
leave open their content and membership details, while their member pages
often report geographic location. An individual (which we refer to inter-
changeably as a ‘user’) joins a group g1 at timestep t and then g2 at some
other timestep ti(ti > t). Such group-joining events can repeat many times.
There are many factors that might influence a user’s decision of which group
to join. We collected group membership information from all groups that
expressed support for ISIS’ cause through the online social network VKon-
takte (www.vk.com). The content of the group was analyzed by our subject
matter experts who were also multilingual, to assess the nature of the discus-
sions and hence classify the group as more news-orientated or spiritual. We
also recorded group joining events; the sizes of the groups; and information
about when groups were banned by moderators. VKontakte moderators ban
an individual or group when they start to express extremist content and nar-
ratives portraying high levels of aggression and violence. Pertinent additional
details can be obtained by contacting the authors.

Joining (i.e. becoming a member of) an online group is very di↵erent from
just casually visiting their website, since it gives the individual direct access
to new contacts as well as continually updated information, know-how and
propaganda, and also pulls him/her into ongoing discussions. Online group
content often has relevance to upcoming real-world operations, e.g. the 8
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March 2015 posting that we found in several groups saying ‘[translation]
ISIS are preparing to attack the city of Karbala, 500 tons of explosives are
ready’ was followed several months later by the discovery of booby-trapped
vehicles and ISIS members in a small town 80 km west of Karbala.

Our methodology for identifying these pro-ISIS online groups was as fol-
lows. We started by manually identifying relevant narratives using hashtags
in multiple languages, e.g. #isn #khilafah #fisyria, and traced these to un-
derlying online groups. The specific criterion for inclusion in the list was that
the group explicitly expressed its support for ISIS, publishing ISIS-related
news or propaganda and/or calling for jihad in the name of ISIS. This list
was fed into software Application Programming Interfaces (APIs) that ex-
panded it by means of automated search snowballing. The expanded online
group list was then cross-checked manually to eliminate false identifications.
New embedded links were manually searched to identify more online groups
and hashtags. We then iterated this process until closure of the online group
list (i.e. the search led back to online groups that were already in the list).
Although labor intensive, we were able to find closure on a daily basis in real
time. The manual list of online groups for each day was assembled to include
only those appearing to express a strong allegiance to ISIS. We updated this
manual list every day by logging into VK.com on a daily basis at the same
time of the day, and manually searching for newly created online groups by a)
analyzing posts and reposts within the known online groups; b) following se-
lected profiles that actively publish ISIS news as well as analyzing the online
groups they followed, if any. Whenever a new online group name was found,
it was analyzed to establish the relevance of its narrative content and then
– if appearing to be relevant as judged by the subject-matter experts to the
best of their abilities that online group was included in the database. Once
the online groups supporting ISIS were identified in this way, an additional
search using their followers and online groups to whom they linked was per-
formed on that same day. Thus, the manual content analysis helped identify
new online groups created – and also those that had been shutdown. An
example of this manual list of online groups is available on request from the
authors. Though this list is subject to human error as with any human task,
the initial manual approach in our methodology using subject matter ex-
perts was crucial since online groups are a commonly occurring phenomenon
on sites like VKontakte, but the vast majority of these online groups have
nothing to do with pro-ISIS activity and so the pro-ISIS ones can be lost in
the sea of otherwise innocuous online groups. For example, when an account
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page is created on VKontakte etc., there is an option to choose a ‘group’ as
the category. Often these are used for informal organizations or communities
of people discussing a particular sport event or concert. Unless the pro-
ISIS online groups are noticed, and the finding agent (predator) shuts them
down, they will continue to live within this sea of other online groups. Face-
book almost immediately shuts down online groups if their content includes
keywords linked to illegal activities, including terrorism. Online groups are
technically distinct from the conventional network science definition of hubs
where a particular node (e.g. person) has a large number of links. For an
online group, by contrast, a number of followers actually aggregated together
without any one of them necessarily having many more links than the others.

Our analysis therefore goes beyond existing approaches to mining online
data, by uncovering a new collective human behavior in the online world com-
prising self-organized online groups under pressure. Faloustos et al. focus
on pattern discovery (e.g. fractals) in time-evolving multi-aspect data while
Leskovec et al. look at information flow and antisocial behavior in online
communities and Tweets. Vespignani et al. have analyzed the evolution and
di↵usion in networks and sub-networks, including Twitter. Shakarian and
co-workers are working toward measurement and analytic technologies for de-
tecting information cascades and understanding the ideological orientations
of participating communities, while a separate work of theirs analyzes ISIS
activity on the ground using an incident dataset. Our analysis is distinct in
its analysis and findings concerning collective online group dynamics among
ISIS supporters, and in its methodology which combines (i) automated data-
mining with (ii) subject-matter expert analysis, together with (iii) generative
model building drawn from the physical and mathematical science commu-
nity. It is this triple combination of tools that enables us to discover, unravel
and quantify the self-organized entity of online pro-ISIS support lying beyond
any background buzz. A detailed primer video showing how online groups can
be set up in general (i.e. for any purpose) on the generic interfaces used by
Facebook, VKontakte etc. is provided at: https://youtu.be/pcxu8yHdBUM.
Such pages may be labeled as an organization, or community or just a generic
group, and are usually used by followers with some common everyday interest
such as a sports team or a performing artist. An advantage of this setup for
supporters of an entity such as ISIS, is that the online group name need reveal
nothing about individuals’ identities. The online user platform of VKontakte
is very similar to that of Facebook and other social media sites. An example
of a screenshot of an online group on VKontakte is available on request from
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the authors. Given that pro-ISIS sites may be shut-down on VKontakte, our
collection scripts not only allowed us to pool information about ISIS online
groups from vk.com but also find previously disabled groups that may have
re-emerged under a di↵erent name. All the data for the pro-ISIS activity
were from VKontakte. If not provably complete, we believe that our list was
at least highly representative of the full ecology of relevant online groups,
subject of course to the limitation that it is impossible to establish 100%
the true intent of an online group and hence judgments needed to be made
by the human subject-matter experts regarding exclusion or inclusion. At
no stage did we go beyond accessing open-source information – nor did we
employ any technology or software that is beyond the level of that currently
used routinely in the academic field of web and social media analysis.

The following examples are illustrative of the content of the pro-ISIS
online groups that we identified. Specific web-links are available from the
authors for each:
1) Evidence of fundraising: Multiple incidents of collecting funds for poten-
tial fighters who want to travel to Syria but cannot a↵ord it. Also transfer
of funds for fighters who are already in Syria.
2) Evidence of real-time operational information stream: Some online groups
resemble an alternative news outlet where they stream information directly
from their territory. Operational updates from battlefield, e.g. the specifics
of the Kobane radio tower in real-time. One example image that we uncov-
ered, which is available from the authors, says “...ISIS took control over the
Kobane’s radio tower; Mujahedeen advanced 500 meters into Kobane”.
3) Evidence of mobilizing support: Images available from the authors, in-
clude text such as: “Brothers! Yesterday, in a German town of Celle,
a 100-people mob of Yazidi Kurds beat up 5 Chechens in retaliation for
Chechens fighting within ISIS in Iraq and Syria where they kill Kurds. Since
Celle has the largest Yezidi Kurds community (about 5000 people), our
local brothers’ lives are under threat. This is a call to all brothers from
nearby locations to send groups of 30-40 people to protect our brothers in
distress!” By comparison, a real news report of the events appears at the fol-
lowing link: https://jamestown.org/program/the-conflict-in-syria-and-iraq-
spills-over-into-europe-with-chechen-participation-2/ This news report shows
that the online group had not invented the story, i.e. the online group is in-
deed operationally relevant. The article provides evidence of a real social
mobilization through social media/online activity. Another screenshot says:
“Urgent! Those who are travelling to Celle for the fight, do NOT go! The
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Kurds have apologized and there will be a peaceful settlement. German
border authorities are not allowing Chechens enter from Austria, France and
other countries. All German cities are full of police patrols.” It was published
a day after the previous one.
4) Teaching survival skills: Some pro-ISIS online groups include advice on
cellphone and Internet use during an operation in order to avoid being de-
tected by security services; and also ways to prevent or repel a drone attack
during an operation. Figure S1 shows an example of content of the pro-ISIS
online groups concerning survival skills in the presence of drones.
5) Recruitment: Evidence that the online groups serve as a platform to spread
recruitment messages, is illustrated by an example available from the authors,
that states: “IS fighters in Dagestan call other Caucasus mujahedeen enter
their ranks”. Indeed many Caucasus guerrilla groups joined ISIS later.

2 Technical details regarding Fig. 2 in the main paper

Among all future-ban individuals whose event-time lifetime is a given value of
Lban, the probability of an individual to join n future-ban groups is denoted
as P (nB|Lban). The empirical P (nB|Lban) for di↵erent Lban are obtained
straightforwardly; hence, we primarily discuss about how to obtain the best
model-fittings from simulation. The memory model is as follows. For each
step a user with probability q joins a group of the same type of that of a day
randomly chosen from the previous m days, while with probability (1� q)p
joins a future-ban group, or with probability (1�q)(1�p) joins an no-future-
ban group. Here m is the length of memory, q is the probability of making
decision according to memory, and p determines individuals’ tendency to-
ward a given group type. When doing the simulation for a given Lban, we
do a separate stochastic simulation of 10,000 individuals. Since there is no
history in the first step, we randomly assign the initial memory for each indi-
vidual. The stochastic simulations show that increasing m would strengthen
the memory e↵ect significantly only when q is su�ciently large (e.g., above
⇠ 0.7 ), otherwise, the profile of the distribution P (nB|Lban) is primarily
determined by q. Figure S3 shows how m influences P (nB|L), supporting
the claim that the influence due to m is significant only for su�ciently large
q values.

Given that m is much less influential than q for most possible values of
q, we let m = 1 for simplicity, and estimate q and p for each value of Lban
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Fig. 1: Example of content of the pro-ISIS online groups, concerning survival
skills in the presence of drones.
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Fig. 2: This figure provides more cases showing how m influences P (nB|L),
supporting the claim that the influence due to m is significant only
for su�ciently large q values.
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from the empirical data using maximum likelihood estimate (MLE), and do a
model fitting to the empirical results by simulation. For the memory model
with m = 1, the likelihood for a user i to have a path Si = {Si[t]|Si[t] 2
{0, 1}, t = 0, 1, 2, ..., Lban � 1} (Si[t] = 0 corresponds to joining a banned
group, and Si[t] = 1 corresponds to joining an alive group) is given by

Li =
L�2Y

t=0

{p+q�Si[t+1]q+2Si[t+1]Si[t]q�pq+Si[t](1�2p�2q+2pq)} (1)

Therefore, p and q are given by

argmax
(q, p)

⇥
L ⌘ 1

N

NX

i=1

Li

⇤
:= {(q, p)|0  q, p  1} (2)

Since we would like to see how the model deviates from a Binomial distri-
bution (corresponding to the memoryless walk, i.e., q = 0), we also tried to
fit the empirical distribution by a Binomial distribution, B(Lban, r), where
r = n̄/Lban is the maximum likelihood value or r.

The clock-time lifetime Tban until individuals are banned (i.e. future-ban
individuals) is the time interval between the individual first joining a pro-
ISIS group and their account being banned. Since this account banning is a
definite event at a particular time, we model the moment of banning as the
individual hitting an absorbing barrier at xabs in a one-dimensional walk x(t),
where x(t) represents the level of pro-ISIS support that they express. For all
prior times, x(t) < xabs. To account for human heterogeneity, we allow the
initial b-value to be randomly chosen. Though an obvious over-generalization,
such a single scalar parameter has already been adopted in other contexts
within the social science literature in order to mimic an aspect of human
personality. Since we have no information about the initial x value of each
user, we assume it follows a uniform distribution between the threshold and
certain upper bound, above which the user’s vitality may never reach the
boundary during our observational period. With respect to the initial time
distribution (i.e. day when a user is observed for the first time) we adopt
it directly from the empirical data. With these simple settings, it turns out
that our stochastic simulations agree well with the empirical observations for
the banned users (Fig. 2B in the main paper).

More careful scrutiny shows that there is a gap between the empirical
clock-time lifetime distribution and the model for the short clock-time life-
time region for banned users (Fig. 2B in the main paper). We hypothesize
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0 future-ban small news
1 no-future-ban large spiritual

Tab. 1: Encoding for single states.

that this could be due to the fact that we didn’t consider any memory e↵ect
in the x(t) dynamics. In order to check our hypothesis, we added the same
memory e↵ect as mentioned in the former section to the random-walk model,
i.e., with certain probability q, a user changes its vitality today according to
the change occurred yesterday (m = 1), which indeed yields a better fitting
to the empirical result (Fig. 2B in the main paper). For the memoryless
model case, it is straightforward to solve numerically.

3 Demonstration that event-time lifetimes act as an
approximate lower bound for the corresponding
clock-time lifetimes

This is shown explicitly in Fig. 3

4 Encoding of groups in Figure 3

Based on our observations of size and content, it is a reasonable approxi-
mation to take the state of each group as remaining unchanged during the
whole period of study. Most groups change slowly in size, and therefore their
size status is almost unchanged during the period of study, as is their status
as either news or not. For size, we first calculate the time-averaged group
size by averaging over the days when the group size is not zero; next we take
the median of all time-averaged group sizes as the global median group size.
We then compare each (time-average) group size to this global median group
size. If it is smaller than the global median group size, we classify the group
size as small. Otherwise it is large.

In order to simplify our study of how these multiple attributes influence
users’ decisions of which group to join, we encode the two possible states of
each attribute by 0 and 1 as shown in Table 1. Thus groups with m = 3
attributes have 2m = 8 possible states as shown in Table 2.
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Fig. 3: Justification of claim in main paper that event-time lifetimes (hori-
zontal axis) act as an approximate lower bound for the corresponding
clock-time lifetimes (vertical axis).
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state
future-ban (B)

small
news

future-ban (B)
small

spiritual

future-ban (B)
large
news

future-ban (B)
large

spiritual
binary 000 001 010 011
decimal 0 1 2 3

state
no-future-ban (A)

small
news

no-future-ban (A)
small

spiritual

no-future-ban (A)
large
news

no-future-ban (A)
large

spiritual
binary 100 101 110 111
decimal 4 5 6 7

Tab. 2: Encoding for combined states.

In what follows here in this SI document, we use the term ‘state’ instead of
‘class’ or ‘type’ to refer to objects with the same attributes. The term ‘class’ is
used in the main paper. We switch terminology here for convenience because
the term ‘state’ reflects the common usage in the mathematical literature
when referring to transitions. Meanwhile, the term ‘class’ is more akin to the
terminology in the social sciences, and so is preferable for the main paper
since it avoids any unwanted confusion with a political state.

5 Development and definition of quantities in Fig. 3

Definition 5.1 (Jump). If a user joins group (or state) i at t0, and then

joins group (or state) j consecutively at later time t0 +�t (i and j could be

the same since the user may leave the group (or state) and then rejoin it),

these two consecutive joining events form a jump from group (or state) i to

j.

Definition 5.2 (Group transition matrix). A group transition matrix
M [t0, t] is a g ⇥ g (where g is the number of groups) matrix whose element

Mi,j = ni,j, where ni,j represents total number of jumps from group i to t

performed by the users during t0 and t. We can then divide Mi,j by the size

of group i to make the jump quantity Mi,j per individual in i. This yields

M
0
i,j

= ni,j/si, where si is the (average) size of group i during t0 and t. M
0
i,j

therefore has the meaning of average number of jumps by a user from group

i to j. For convenience, we will call here M
0
the transition matrix with
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s-PA e↵ect which is shorthand for ‘size-preferential attachment’, since it

is renormalized by the size of group i but not by the possible size of the target

of the jump (j). A ’size-preferential attachment e↵ect’ is to be expected.

To exclude this size e↵ect, we renormalize in the following way: divide M
0
i,j

further by sj to obtain the transition matrix without s-PA e↵ect, M 00
.

That is, M
00 = ni,j/(sisj). Note that M has the property that M [t0, t] =

M [t0, t0+�t] +M [t0+�t, t] for any �t satisfying 0 < t0+�t < t. M
0
, and

M
00
also have this same property.

Definition 5.3 (State array). A state array S is a s⇥g (where s is number

of states and g is number of groups) array whose element Si,j = 1 if group

j is in state i, otherwise 0. We may further divide Si,j by gi to get the

renormalized state array, S 0
, where gi is number of groups in state i.

Definition 5.4 (State transition matrix). A state transition matrix
H[t0, t] is a s ⇥ s (where s is number of states) matrix given by H[t0, t] =
SM [t0, t]ST

whose element Hi,j represents total number of jumps from state

i to j during t0 and t. However, it can be expected that there are more

jumps from and to a state if there are more groups and users in the state.

In order to study the behavior of each user, a more useful quantity would be

H
0[t0, t] = S

0
M

0[t0, t]S 0T
, which removes any unwanted bias arising because of

the di↵erent numbers and sizes of groups within each state (i.e. each class).

We call H
0
the state transition matrix with s-PA e↵ect since it doesn’t

exclude the s-PA e↵ect.

If we are not interested in the s-PA e↵ect, we may instead calculate the

state transition matrix without s-PA e↵ect: H 00[t0, t] = S
0
M

00[t0, t]S 0T
,

which has been renormalized by the size of both i and j.

We can also define H
000
such that H

000 = S
0
M

0
S
T
, which has the meaning

of being the average number of jumps into a state j by a user from state i.

If we then normalize the state transition matrix row by row to make it
sum up to 100% and hence probability 1, we obtain the corresponding heat
maps of the type shown in Fig. 3 (see Section 5.2 for more details).

5.1 Simulated model

Here we introduce the simulated model used in Fig. 3 of the main paper that
takes into account the s-PA e↵ect. All the parameters of the simulated model
are set to be the same as the empirical dataset, except that we assumed
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a user chooses which group to join with a probability proportional to the
size of the group. To be more specific, the simulation is done as follows:
For each user, if he/she joined m[t] groups at timestep t in the empirical
data, in our simulation this user also joins m[t] groups at that timestep, but
selecting m[t] groups out of the set of groups accessible at that timestep in
the empirical data, G[t]. For instance, if a group was banned before t, it
would not be accessible at that timestep. To be more exact, when selecting
the m[t] groups, we used weighted random sampling with replacement (here
the weights are the group sizes): the probability of a group being chosen from
G[t] is proportional to its size. We did the same simulation for all the users.
By doing this, we included the s-PA e↵ect. When dealing with real data
resolution of one day, the sequence of joining events for an individual who
joined multiple groups on that day is indistinguishable from the empirical
dataset. In that case we randomly shu✏ed the sequence 30 times for both the
empirical data and the simulation; and for the simulation, we also repeated
the whole runs 30 times to get the average heat maps, ratios, as well as their
uncertainties.

5.2 The heat maps

5.2.1 Calculation of the heat maps

We calculated 4 versions of these heat maps in order to explore the behaviour
of these various quantities having di↵erent choices of renormalization. The
4 versions of the heat maps are H, H 0, H 00, and H

000. To demonstrate how
exactly we calculated the heat maps, we now present a toy case consisting
of 2 group states (S1 and S2), 3 groups (G1, G2, and G3), and 6 users (G1

has one member; G2 has 2; and G3 has 3). Suppose G1 and G2 are in S1

and G3 in S2; and there is one jump in total between any two of the groups
(Fig. 4a). If we don’t consider any renormalization, the number of jumps
from one state to another can be represented by a matrix shown as Fig. 4b,
where element (i,j) represents the number of jumps from group state i to j.

Next, we need a state array, S, so that we can use SMS
T to get the

number of jumps from one state to another. This S is given in Fig. 4c,
where element (i,j) is one if group j is in the i

th state (otherwise it is zero).
Without any renormalization, SMS

T leads to a matrix H whose element Hi,j

represents the total number of jumps from one state to another (Fig. 4e).
Normalizing the number of jumps from group i to j by the size of group i,
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results in the renormalized transition matrix, M 0 (Fig. 4g). All other things
being equal, one might expect that if there are more groups in a state then
there would be more connections from and to this state. Thus, we may also
renormalize both S and S

T by the number of groups available in each state
(the renormalized S is shown in Fig. 4d). After proper renormalization of S
and M the state transition matrix with s-PA e↵ect, H 0, is given by Fig. 4h.

Since we haven’t yet renormalized the transition matrix by the size of
group j, there is still a possible s-PA e↵ect in the heat map of transitions, as
discussed earlier. If we want to explore group-joining influences beyond pure
size and preferential attachment (as in Figs. 3b-c) we can suppress the s-PA
e↵ect by further renormalizing M

0
i,j

by the number of members in group j

to obtain M
00 (Fig. 4i) and eventually H

00 (Fig. 4j). In addition, if we are
interested in the average number of jumps into a state j by a user from state
i, we may also calculate H

000 (Fig. 4f) by H
000 = S

0
M

0
S
T .

Finally, we will normalize each of the state transition matrices (H, H 0,
H

00, and H
000) row by row to make it sum up to 100% and hence a probability

of 1, so that each row of the matrix provides an estimate of the conditional
probability of joining a group in state j when the user(s) had just joined
a group in state i. If we are going to eliminate all the bias, including the
skewness introduced by the non-uniform group survival time, the simplest
scheme would be to make a ratio of the empirical heat map to its simulation
before normalizing each row to 100%.

This same procedure was carried out for the empirical data and the data
from the simulation. Concerning the stochastic simulation, we again wanted
a stringent null model test and so we set all parameters to be the same as
the empirical data. The only di↵erence between the actual empirical data
and the simulation used in the null comparison, is that a user’s decision of
which group to join is purely according to the size of the group in the latter
case.

5.2.2 Error analysis of the heat maps

�
2 test

We did �
2 test for each empirical heat map. The null hypothesis for �2 test

here is that the simulation heat map can describe the empirical heat map.
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Fig. 4: The toy model: a. a graph whose nodes are the groups, the edges
are the jumps, and the box formed by dashed lines (as well as the
colors of the nodes) gives the group states; b. M ; c. S; d. S

0; e. H

(=SMS
T ); f. H

000 (=S
0
M

0
S
T ); g. M

0; h. H
0 (=S

0
M

0
S
0T ); i. M

00; j.
H

00 (=S
0
M

00
S
0T ).
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The �
2 value is calculated as

�
2 =

X

i,j

(
H

E

i,j
�H

S

i,j

�H
S
i,j

)2, (3)

where H
E

i,j
is the value at (i,j) of the empirical heat map, HS

i,j
is that of

the simulation one, and �H
S
i,j

is the standard deviation of HS

i,j
obtained by

repeating the simulation 30 times. Since we have in total 8 states (which
means we have in total 64 elements in the heat map) and each row is summed
up to 100%, the degree of freedom for the �

2 test is therefore 56.
z-test
The �

2 test tells us whether the empirical heat map deviates globally from
the simulated model case, but doesn’t tell us the deviation for each element
of the heat map. In order to make sure that the observed attractors are
not due to stochastic fluctuation, we performed an element-wise upper-tailed
z-test for each version of the empirical heat maps. The z-score for the value
at (i,j), zi,j, is given by

zi,j =
H

E

i,j
�H

S

i,j

�H
S
i,j

, (4)

where H
E

i,j
is the value at (i,j) of the empirical heat map, HS

i,j
is that of

the simulated model, and �H
S
i,j

is the standard deviation of HS

i,j
obtained by

repeating the simulation 30 times. Finally, we obtain the p-value for each
element: pi,j = �(�zi,j), where �(z) is the cumulative probability function
of the standard normal distribution. If an observed feature (e.g. attractor
state) is significant, its p-value should be small.

5.3 Activity vs. group states

For completeness, we show in Fig. 5 the daily activity per individual member
of a particular class of group, renormalized in order to remove the e↵ect of
di↵erent numbers and sizes of groups in each class. An individual in a future-
ban (B), small, news group is more likely to actively post at a given instance
on average, followed by an individual in a future-ban, small, spiritual group
and an individual in a future-ban, large, news group. This is consistent
with the notion that groups in the class ‘future-ban ’ have a more extreme
narrative and hence individuals may on average become more embroiled and
hence active. It also suggests that individuals may feel safer speaking out
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Figure	4

Online	progress	of	user	1549171532 XX	Shishani	(56	followers)		

11	Jan	

26	Jan 4 March
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B
future-ban group

A
no-future-ban 
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Fig. 5: Daily activity per individual member of a particular class of group,
renormalized in order to remove the e↵ect of di↵erent numbers and
sizes of groups in each class.

about their extreme beliefs in smaller groups. Interestingly the activity in
an no-future-ban, small, spiritual group is also relatively high. Our content
analysis suggests that this class of group tends to nurture nascent pro-ISIS
support that can later flourish into highly aggressive narratives in these other
‘future-ban’ groups. The activity for a group state (As) is defined as the
average number of new posts per individual follower per day. It is calculated
as follows:

As =

P
g,t

max{ng[t+ 1]� ng[t], 0}
Tg

P
g
Sg

, (5)

where ng[t] is the number of posts for group g on day t, Sg is the time-
averaged size (number of follows) of group g, the summation over g is for
all groups in group state s, and the summation for t is for all t values for
which both the value of ng[t + 1] and ng[t] are available. This total number
is denoted as Tg for each group g.
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6 Technical details regarding Fig. 4 in the main paper

We obtained the real-world trajectories of individuals as follows. We recorded
the information from user profiles during the period of study, and these
include an attribute ‘country’. By tracking the changes of this attribute
entry, we could get a trajectory of each individual for which location was
reported. Next we drew a network using Gephi and projected it onto a world
map. The colored nodes are countries; the size of the nodes is proportional to
the weighted degrees of the nodes; a directed edge is drawn from one country
(the originating node) to another (the destination node); the color of the
edge is the same as that of the originating country node, and its width is
proportional to the total flux. Since we also have information about the user
states, we can also draw the trajectory network separately for individuals of
di↵erent types (see Fig. 1c). For all versions of the world maps in Fig.1 of
the main paper, we used the same color scheme for the countries and edges,
but the edge widths are normalized separately for each map.

7 Example demonstrating that pro-ISIS supporters are
not simply casual observers

The following figure illustrates the claim that the individuals that we identify
are indeed pro-ISIS supporters and not simply casual observers.

It shows the online progress of a randomly chosen individual showing
some of his visual postings. He appeared to have no particular special status
or importance in ISIS. His group-joining chain given in Fig. 1A of the main
paper, shows repeated selections of banned groups. He was not reported
as initially being present in Syria. His postings and activity show that he
progressed within a matter of months from an initial broad pro-ISIS rhetoric
which included an image of a killed fighter (11 January, 2015) to a focus on
weaponry (26 January, 2015) and then operational details such as building
smoke-screens and the mechanics of a gun (4 March, 2015) with the net result
being an individual whose profile photo presents an extremist pose in clothing
consistent with a country in U.S. or northern Europe. The first part of his
posted name (not shown) has Anglo-Saxon and German roots, while the other
part ‘Shishani’ is a common family name among the Chechen diaspora in the
Arab world and the United States. He only has 56 followers online, which is
consistent with the idea that this person was not a leader in any sense, but


