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Entity linking involves mapping ambiguous mentions in documents to the correct entities in a given knowledge base. Most
existing methods failed to link when a mention appears multiple times in a document, since the conflict of its contexts in different
locations may lead to difficult linking. Sentence representation, which has been studied based on deep learning approaches
recently, can be used to resolve the above issue. In this paper, an effective entity linking model is proposed to capture the semantic
meaning of the sentences and reduce the noise introduced by different contexts of the same mention in a document. )is model
first uses the symmetry of the Siamese network to learn the sentence similarity. )en, the attention mechanism is added to
improve the interaction between input sentences. To show the effectiveness of our sentence representation model combined with
attention mechanism, named ELSR, extensive experiments are conducted on two public datasets. Results illustrate that our model
outperforms the baselines and achieves the superior performance.

1. Introduction

With the development of big data, a large number of un-
structured texts have appeared on the Internet, and almost
all of the mentions in the texts are ambiguous. For example,
Figure 1 gives a snippet “Spain and U.S. teams are very
competitive. )is year’s Fed Cup finalists—defending
champion Spain and the United States—will hit the road to
open the 1997 women’s international team competition,” in
which the mention “Spain” may refer to Spain, the Spain
national football team, the Spanish Empire, or the Spain Fed
Cup team. When the context of the mention is different, it
may refer to different entities.)ere are thousands of entities
in a knowledge base (KB), which are the basis of many
research studies [1]. )erefore, KB is regarded as surrogates
for real-world entities. )e main purpose of entity linking
focuses on linking mentions in text to corresponding entities
in a KB such as Freebase. Entity linking is beneficial to fully
understanding these texts [2–4], and it also can boost the
development of question answering, machine reading, and
knowledge base population.

)e task of entity linking is challenging because of in-
herent ambiguity of natural language. Previous studies

commonly rank entities based on a measure of similarity
between the mention and the entity to determine the best
candidate. Various types of features have been designed,
including entity popularity, entity type, and entity co-oc-
currence. For entity popularity, Milne and Witten [5]
achieved 90% accuracy on the Wikipedia test articles using
the prior probability. For entity type, Nie et al. [6] used type
information to improve the co-attention effect. Chen et al.
and Gupta et al. [7, 8] captured latent entity type infor-
mation through pretrained entity embedding. For entity co-
occurrence, graph-based methods are explored to improve
the impact of coherence. Guo and Barbosa [9] obtained the
indirect connections of entities through random walks on
the disambiguation graph. )ere is some useful information
in these statistics and features, which makes the entity
linking problem easier. In most cases, these statistics and
features are provided by KB.)e separate entity records only
have description information when the incomplete KB is
sparse and simple [10]. )erefore, the above methods may
not perform well. It will be expensive and time consuming to
inject structural features and statistics into entities manually.
So, only the entity description, which is the most common
information in KB, is considered in this paper. In addition,
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when a mention appears multiple times in a document, the
conflict of its contexts in different locations may lead to
difficult linking. As shown in Figure 1, the first and second
occurrences of mention “Spain” may link to an entity of
“Spain” and an entity of “Spain Fed Cup team,” respectively.
It is necessary to take information from a sentence where a
mention appears.

)erefore, ELSR is proposed at a sentence level. )is
model uses the symmetry of Siamese network to derive the
dependencies between the mention context and entity de-
scription, which also alleviates the issue caused by the in-
complete knowledge base. )e main contributions of this
paper are listed as follows:

(i) A novel symmetrical neural model is proposed for
entity linking, which not only captures the semantic
meaning of the sentences but also reduces the noise
introduced by different contexts of the same
mention in a document.

(ii) )e key information extracted only from the
mention context and entity description are suitable
for the incomplete knowledge base, which can make
up the sparseness and the simplicity. Besides, the
attention mechanism can improve the interactive
effects between two sentences.

(iii) To validate the performance of the model, experi-
ments are conducted over two corpora. )e results
illustrate that our model is powerful in most cases.

)e structure of the rest of this paper is organized as
follows. Section 2 presents related work. )e entity linking
model is detailed in Section 3, and experimental results are
described in Section 4. Section 5 gives conclusions and
suggestions for future work.

2. Related Work

Entity linking is a well-studied task in KB population. It is
also a key step for the question answering, content analysis,
and information retrieval. )e early works applied extensive
hand-designed features and require intensive manual efforts,
including prior popularity, name string similarity, Wiki-
pedia’s category information, and so on. A representative

work attempted to develop sophisticated features to rank the
entities [11].)e results showed that the context features and
the special features perform well. )en, the hidden infor-
mation generated by the entity-topic model was used to
enhance the context feature [12]. Besides, link information
in KB was leveraged to construct the graph, which was
combined with four confidence scores [13]. Lexical and
statistical features were added into the unified semantic
representation for documents and entities to solve the all-
against-all matching problem [9].

To reduce time and alleviate manual work, recent neural
network-based models have been investigated to capture
semantic features of mentions and entities, which achieved
the state-of-the-art performance. In [14], a denoising
autoencoder was first applied to encode documents and
entities. Francislandau et al. [15] combined sparse feature
with multiple granularity information learned by convolu-
tional neural networks (CNNs). Sun et al. [16] utilized
memory network to automatically find key information for a
mention from surrounding contexts to facilitate entity
linking. Ganea and Hofmann [17] combined entity em-
beddings with the contextual attention for local linking.
)en, the loopy belief propagation was used for global in-
ference and achieved competitive results. RLEL [18]
regarded entity linking as a sequence decision problem and
gave the result based on a reinforcement learning model.
Unfortunately, their model only used the previously referred
entities and failed to find the consistency of subsequent
entities. Because of the flexibility and efficiency of the graph
neural networks, they can capture better graph represen-
tations and pay attention to find the relatedness between
entities. Cao et al. [19] utilized graph convolutional network
to encode entity graphs. However, this model only focused
on target entities, which generated lots of noisy data. Wu
et al. [20] added some local and global features into an entity
dependency graph and utilized the graph convolutional
networks to capture the structural information among en-
tities. Fang et al. [21] generated high recall candidate sets and
introduced a sequential graph attention network to obtain
the topical coherence of mentions. However, the con-
struction of graphs is very time consuming, and the com-
plexity of these models is relatively high.

Spain and U.S. teams are very competitive. This year’s 
Fed Cup finalists—defending champion Spain and 
the United States—will hit the road to open the 1997 
women’s international team competition.

Spain :
officially the Kingdom of Spain, is a sovereign state located 
on the Iberian Peninsula in southwestern Europe.

Spain national football team :
represents Spain in International association football and 
is controlled by the Royal Spanish Football Federation, the 
governing body for football in Spain.

:

Spanish Empire:
was one of the largest empires in world history and one of 
the first of global extent. 

Spain Fed Cup team :
represents Spain in Fed Cup tennis competition and are 
governed by the Real Federación Española de Tenis.

Figure 1: Illustration of mentions in the snippet and their candidate entities in the knowledge base. Solid lines point to the correct target
entities corresponding to the mentions and to the descriptions of these correct target entities.
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Following the burgeoning popularity of embedding
methods on knowledge graphs, some studies tried to apply
embedding algorithms on entity linking. Yamada et al. [22]
easily measured the similarities between mentions and en-
tities by constructing a novel embedding, in which words
and entities were placed into the same vector space. When
jointly learning representations of texts and entities, NTEE
[23] could easily predict entities for the text in the KB.
However, the above two studies neglected the relatedness
among word senses. FCSE [24] proposed multiprototype
word embedding model by extending senses of a word based
on the global and local information. Results showed that
FCSE outperformed other embedding models. SA-ESF [25]
combined the prior probability and the similarities between
mentions and entities to rank the entities. Besides, it utilized
structural features, context features, and entity ID feature to
represent entity embeddings. )e average F1 score was up to
86.6%, which showed that the symmetrical Bi-LSTM neural
network is effective. )e emergence of bidirectional encoder
representation from transformers (BERT) has attracted the
attention of researchers [26]. PEL-BERT created a protocol
knowledge base and fine-tuned BERTon the protocol corpus
to link entities [27]. )is model achieved the highest ac-
curacy of 72.9% and provided a guideline for domain-
specific entity linking. )e BERT-based entity similarity
score was integrated into the local context model to find
latent entity type information, which improved the F1 score
by 1.32% on AIDA-CoNLL test set when compared with
baselines [28].

However, most models incorporate multiple features,
which are extracted from KB. When facing closed domains,
KB is too simple to get statistics and structural features. Few
models perform well on the incomplete knowledge base.
Besides, when a mention appears multiple times in a docu-
ment, the conflict of its contexts in different locations may
lead to difficult linking. It is necessary to link entity at a
sentence level. )erefore, sentence similarity can be used to
predict the relationships between mentions and entities. Most
existing approaches are based on the Siamese network, which
has two branches [29]. Each branch shares the same set of
weights and the same architecture. )e advantage of the
Siamese network is that it is easy to train. Despite great success
in these methods, the interaction between the two sentences is
often ignored and has not been fully utilized. In this paper, a
general entity linking model is proposed. )is model is
symmetrical, which only considers the mention context and
entity description. Meanwhile, the Siamese network is used to
represent sentences and the attention mechanism can im-
prove the interaction between input sentences.

3. The Proposed Model

)e Siamese network can encode the two sentences into the
embedding vectors in the same space and make the model
smaller and easier to train by sharing parameters. Mean-
while, adding attention mechanisms for Siamese network
not only capture vital information but improve the inter-
action between input sentences. According to the above

advantages, our proposed model consists of four main
components, including embedding, fine-tuning BERT, in-
teraction, and prediction. )e overall architecture of the
model is illustrated in Figure 2. )e embedding layer can
convert tokens into word embeddings. )e fine-tuned BERT
layer generates sentence embeddings. )e interaction layer
attempts to improve sentence representation with consid-
eration of the interactive effects from the other sentence.)e
final layer gives the label prediction by a two-layer multilayer
perceptron. As shown in Figure 2, the only input of our
model is mention context and entity description. )e
mention context is the sentence where the mention appears,
and the entity description is the first sentence selected from
its corresponding Freebase article. Firstly, the mention text
and entity description are converted into word embeddings
through the embedding mechanism proposed in BERT.
After fine-tuning, the sentence representations will be im-
proved. Secondly, attention mechanism is used to obtain the
rich interactions both for the mention context and the entity
description. Finally, two vectors are compared through
elementwise operations and aggregated into a fixed-length
vector. And a two-layer multilayer perceptron is used to
estimate similarity score between themention and the entity.
)e model is symmetric. In the following sections, we de-
scribe each of these modules in detail.

3.1. Embedding. BERT facilitates pretraining deep bidirec-
tional representations on unlabeled text by fusing the left
and the right context in all layers, including two steps:
pretraining and fine-tuning [26]. During pretraining, the
input sequence will be tokenized when they are fed directly
into ELSR. Special token [CLS] indicates the start of every
input sequence, and [SEP] is inserted after each sentence.
)en, each example of sentence pairs can be represented as a
triple (C, D, l), where C � (c1, c2, . . . , cN) is a sentence
containing the mention, D � (d1, d2, . . . , dM) is another
sentence containing the corresponding entity to be link, and
y ∈ Y is the label indicating whether the entity is correct.
Here, Y � 0, 1{ }, where y � 1 means the correct entity for a
mention and y � 0 otherwise. N andM represent the length
of the pair sentences. )erefore, as shown in Figure 3, the
input representation is constructed by joining the corre-
sponding token, segment, and position embeddings.

3.2. Fine-Tuning BERT. )e word embeddings for mention
contexts and entity descriptions are denoted as
Ec � (Ec

1, Ec
2, . . . Ec

N−1, Ec
N, ) and E d � (Ed

1 , Ed
2 , . . . Ed

M−1,

Ed
N, ) respectively, where Ec

i or Ed
j is a k-dimensional vector.

When feeding them into BERT, the important features are
learned parallelly through several transformer blocks. )en,
the output of the i-th word is converted to Hc

i over the
mention contexts embeddings Ec. )e generation method of
Hd

j is similar to Hc
i .

H
c
i � BERT E

c
i( , ∀i ∈ [1, 2, . . . , N − 1, N], (1)

H
d
i � BERT E

d
j , ∀i ∈ [1, 2, . . . , M − 1, M], (2)
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Different semantic information is contained in different
layers of a neural network. To adapt BERTto the entity linking
task, themost effective layer should be set. Intuitively, different
learning rates can be used to fine-tune the layer of the BERTto
generate more general information. In addition, since longer
sequences are disproportionately expensive, it is necessary to
select an appropriate length to balance the effect and the speed.

3.3. Interaction. )is layer allows for rich interactions be-
tween the mention contexts and entity descriptions, which
only contain a part of useful information for EL. )erefore,
attention mechanism is used to select the important words
and reduce the noise. Concretely, there are two steps for
enhancing the mutual influence between two sentences. First,
the soft attention alignment [30] is leveraged to connect the
two sentences based on the relevant information. Let Sij

denote the attention weight, H
c

i represent a weighted sum-
mation of Hd

j 
M

j�1, and
H

d

j stand for a weighted summation

of Hc
i 

N

i�1, respectively, as shown in equations (3)–(5).

Sij � H
c
i(  · H

d
j , (3)

H
c

i � 
M

j�1

exp Sij 


M
k�1 exp Sik( 

H
d
j , ∀i ∈ [1, . . . , N], (4)

H
d

j � 
M

i�1

exp Sij 


N
k�1 exp Skj 

H
c
i , ∀j ∈ [1, . . . , M]. (5)

)e above formulas mean that the content in Hd
j 

M

j�1,
which is closely related to Hc

i , is selected to represent H
c

i .
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Figure 2: Architecture for entity linking based on sentence representation, where and denote multiple operations between two vectors.
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Figure 3: )e input representation.
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Similarly, we choose the content related to Hd
j from Hc

i 
N
i�1

to create H
d

j . )ere are multiple matching operations be-
tween two sentence vectors to measure the “similarity” or
“closeness.” )e operations mainly include the elementwise
difference and product of the tuple 〈Hc, H

c
〉 and 〈Hd, H

d
〉,

which can be used to capture the interactive semantic in-
formation. Finally, those fine-grained features are concat-
enated to enhance the sentence representation, as given in
equations (6) and (7).

O
c

� H
c

− H
c
; H

c ⊙ H
c
; H

c
; H

c
 , (6)

O
d

� H
d

− H
d
; H

d ⊙ H
d
; H

d
; H

d
 . (7)

3.4. Prediction. )e information contained in the context
representation Oc and the description representation Od

should be combined based on a heuristic matching trick,
which was proposed by Mou et al. [31]. represents the
matching operations, including elementwise difference,
elementwise product, and concatenation. Concretely, ele-
mentwise difference and product can measure the “simi-
larity” and “closeness” between two sentences.
Concatenation represents the standard characteristics of the
“Siamese” network. )e complete matching procedure is
given in the following equation:

k � O
c
; O

d
; O

c
− O

d
; O

c ∘Od
 , (8)

where “O” represents elementwise product and k denotes the
matching features stacked together. Finally, kwill be put into
a two-layer multilayer perceptron to predict the probabilities
of each label.)e probability indicates the similarity between
mention contexts and entity descriptions. )e closest one is
selected as the final result.

During training, the network aims to minimize the
cross-entropy loss illustrated in equation (9). )e idea be-
hind this is that the output probability of a correct entity
would be larger than the probability of the corrupted entity
by a margin of 1 [32].

L � 
(m,e∈T)

max 0, 1 − ψ m, e
+

(  + ψ m, e
−

( )( , (9)

where T denotes the dataset of sentence pair, m is the
sentence which represents the mention to be linked, e+ is the
gold standard entity, e− is a corrupted entity, and ψ(m, e)

represents the probability, which indicates the compre-
hensive correlation between m and e.

4. Experiment

)is section details the implementation of ELSR, including
experiment, experimental results, and model analysis. First,
general setting of ELSR is introduced in Section 4.1. )en,
Section 4.2 not only explores the properties of ELSR but also
compares it with the state-of-the-art methods. Finally, the
model analysis is conducted in Section 4.3. Our model is

implemented in the Tensorflow framework on the hardware
with Intel(R) Xeon(R) CPU E5-2620 v4 @ 2.10GHz and
GeForce GTX 1080 Ti.

4.1. Experiment

4.1.1. Dataset and Metric. ELSR is evaluated on two stan-
dard datasets: AIDA and KBP. Moreover, KB is important
for the entity linking task. Most existing methods are based
onWikipedia, which is the most popular encyclopedia in the
world. However, data in Wikipedia are not structured.
Freebase can solve this problem. Freebase is a large col-
laborative knowledge base, which has more than 43 million
entities and 2.4 billion related facts about entities. )erefore,
Freebase is taken as our reference knowledge base. Con-
cretely, AIDA dataset [33] has been manually annotated and
split into AIDA-Train, AIDA-A, and AIDA-B. We train our
model on AIDA-Train, valid it on AIDA-A, and report
performance on AIDA-B. KBP 2016 and 2017 is from Text
Analysis Conference-Knowledge Base Population (TAC-
KBP) [34], in which each document only contains one
mention and extracted from Newswire (NW) or Discussion
Forum (DF). We train and valid our model on the 2016
English dataset and test the performance on 2017 English
dataset. Owing to previous work [35], all the mentions have
been annotated in the documents. Table 1 gives the de-
scriptions of the two datasets. Here, we extract more than ten
thousand entities and their descriptions for the task of entity
linking.

According to the experiment protocols proposed in [6],
only non-NIL mentions which have target entities in KB are
considered. Furthermore, precision� recall� F1 � accuracy.
)erefore, accuracy is selected as our evaluation metric,
which can be calculated as the number of correctly linked
mentions divided by the total number of all mentions. As
shown in equation (10), accuracy also indicates whether a
top-ranked entity is the ground truth or not:

accuracy �
| correctly linkedmentions |

|total number of allmentions|
. (10)

4.1.2. Parameter Settings. Following the existing work [35],
the mentions are annotated in the same way, and candidate
generation becomes the first step. Elasticsearch is utilized to
construct index on Freebase. Given a mention with type,
hundreds of candidate entities may be generated. To im-
prove the efficiency of EL, the number of candidate entities is
reduced to 15. As descripted in Section 3, the only input of
ELSR is mention context and entity description. )e
mention context is the sentence where the mention appears
rather than a fixed slice around the mention. Since the
important information is concentrated at beginning, the
entity description is the first sentence selected from its
corresponding Freebase article. ELSR is first initialized based
on the BERTBASE, which has 768 hidden units, 12 trans-
former blocks, and 12 self-attention heads [26, 36]. )en, we
apply the learning rate of 2e−5 and the batch size of 16 to
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fine-tune the model. )e number of MLP layers is 2. When
the epoch is set as 2, better performances can be obtained.

Since ELSR focuses on the sentence-level EK task, the
length of the sentence will affect the results (too long will
introduce noise, and too short will lose key information).
)erefore, the effect of different max sentence length is
explored on KBP2017 dataset. As given in Figure 4, accuracy
reaches its peak when the max sentence length is 105. Be-
sides, each layer of BERT provides different features.
Commonly, the lower layers capture surface information,
the middle layers give syntactic information, and the higher
layers contain semantic information. )en, ELSR is fine-
tuned with different layers. As given in Table 2, the feature
from the eleventh layer of BERT obtains the best perfor-
mance. Correspondingly, the mean of multiple layers, such
as the first 4 layers, the last 4 layers, and all layers, provide
poor results. )erefore, the following experiments are based
on the eleventh layer.

4.2. Experimental Results. )is section gives the empirical
results of ELSR as well as baselines on two datasets from
AIDA-B and KBP2017. Section 3.4 introduces three
matching operations, including elementwise difference,
elementwise product, and concatenation. Suppose “cat”
represents concatenation and “O” and “−” refer to ele-
mentwise difference and product, respectively. In addition to
the combining method described in equation (8), there are
six other ways to combine two vectors. )erefore, it will
generate some variants of ELSR. )e first block of Table 3
gives the comparison of those baselines, which are on the
basis of different matching operations. Here, all the baselines
capture meaningful information over the Siamese network
and BERT, abbreviated to SIABERT. When SIABERT is
combined with separate matching operation, elementwise
product obtains the highest accuracy of 90.33% on AIDA-B
and elementwise difference yields the best performance with
81.40% accuracy on KBP2017. When the matching opera-
tions are combined in pairs, combining elementwise dif-
ference and elementwise product improves the accuracy to
91.29% and 83.62%.

Besides, in the second block of Table 3, ELSR is first
compared with other Siamese frameworks, including Sia-
mese-LSTM and Siamese-CNN. Two sentences can be
encoded into sentence vectors to compute cosine similarity
through both of the above models. We can see that Siamese-
LSTM is superior to the Siamese-CNN, which implies that
LSTM ismore effective for encoding the sentence. In addition,

Table 1: Dataset statistics.

Dataset Doc Men Men/Doc
AIDA-Train 946 18448 19.5
AIDA-A 216 4791 22.1
AIDA-B 231 4485 19.4
KBP2016 168 5618 33.4
KBP2017 167 3683 22.0
Doc, Men, and Men/Doc denote number of documents, number of
mentions, and average number of mentions per document, respectively.

30 60 90 120 1500
Max sentence length

0.80
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cu
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Figure 4: Results with different max sentence length on KBP2017
dataset.

Table 2: Fine-tuning BERT with different layers on KBP2017
dataset.

Layer Accuracy (%)
Layer 1 77.21
Layer 2 79.00
Layer 3 77.98
Layer 4 81.53
Layer 5 82.08
Layer 6 79.12
Layer 7 76.18
Layer 8 80.93
Layer 9 81.59
Layer 10 82.67
Layer 11 84.17
Layer 12 77.65
First 4 layers 79.22
Last 4 layers 81.37
All layers 82.40
Best results are highlighted in bold.

Table 3: )e accuracy results of all methods on the 2 public
datasets.

Model
Accuracy (%)

AIDA-B KBP2017
SIABERT+ cat 87.50 78.52
SIABERT+− 90.26 81.40
SIABERT+ ∘ 90.33 78.00
SIABERT+ cat, ∘ 89.84 81.86
SIABERT+ cat,− 89.86 79.66
SIA BERT+−, ∘ 91.29 83.62
Siamese-BiLSTM [37] 78.10 68.48
Siamese-CNN [38] 77.75 65.14
BiMPM [20] 78.32 69.10
SSAMN [16] 88.20 83.70
TypeCoAtt + sparse (pretrain) [5] 89.80 —
Encoder + co-attention + decoder [21] 82.30 —
ELSR 92.09 84.17
Best results are highlighted in bold.
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BiMPM is also a typical sentence similarity method [39].
BiMPM uses multiple perspectives to match sentences from
two directions, and then the matching results are aggregated
into a vector to make a decision. )e above three approaches
work worse than all the variants of ELSR, which indicates
SIABERTis effective. SSAMNuses self-attention andmemory
network to link entity [35]. Both TypeCoAtt + sparse and
encoder + co-attention+ decoder employ co-attention
mechanism to find important information from noisy text
[6, 40]. Our ELSR not only outperforms TypeCoAtt + sparse
and encoder + co-attention +decoder but also achieves
slightly better performance than SSAMN on the base of the
Siamese network, which indicates that our proposed model
can improve the interaction between sentences from multiple
levels of granularity. )e final accuracy of ELSR on AIDA-B
and KBP2017 reaches 92.09% and 84.17%, respectively.
)erefore, ELSR is superior to all other methods.

4.3. Model Analysis

4.3.1. Analysis of Interaction. )is part will explore the
influence of interaction layer in our model. )e interaction

layer uses attention mechanism to learn some vital infor-
mation and capture interactive information from the other
sentence. To investigate effect of the interaction layer, the
hidden state CLS and mean pooling of the eleventh layer are
used to represent the sentence, respectively. As shown in
Table 4, using mean pooling strategy hurts the performance
for about 8% and 7% and using CLS hurts the performance
for about 6% and 4%, respectively. Obviously, interaction
layer can improve the sentence representation.

4.3.2. Analysis of Test Loss. )e stochastic gradient descent is
used to optimize the loss of ELSR with projection over
sampled pairs (e+, e− ). ELSR is fine-tuned using different
learning rates. As observed from Figure 5, when the learning
rate is small, the model begins to converge with the increase
of datasets. However, for the learning rate of 4e−4, the model
fails to converge. )erefore, the learning rate is set to 2e−5.

4.3.3. Error Analysis. )is part gives the error analysis made
by ELSR on the KBP2017 dataset. On the one hand, the
mention which is expressed by its abbreviations or part of

Table 4: )e accuracy results based on different sentence representation strategies.

Strategy
Accuracy (%)

AIDA-B KBP2017
Mean pooling 83.79 77.14
CLS 85.98 80.64
Interaction 92.09 84.17

0.6
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0.2

0.0

Lo
ss
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Ir = 2e – 5
Ir = 4e – 4

(a)

0.6

0.4

0.2

0.0

Lo
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0 1 k 2 k 3 k 4 k 5 k

Ir = 2e – 5
Ir = 4e – 4

(b)

Figure 5: Test loss of ELSR using two different datasets. (a) Size of AIDA-B. (b) Size of KBP2017.
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full names is more likely to refer to the wrong entity. For
example, if the context is “Which is why I think the switch to
Intel has a little more to do with Steve Jobs himself than
IBM’s roadmap,” the mention “IBM” refers to the entity
“IBM” rather than the entity “IBM Global Services.” )e
incomplete expression of the mention may weaken the
contextual information and lead to an incorrect prediction.
On the other hand, the misleading or missing context can
also cause the wrong reference, e.g., a sentence heavily
discussing about football will favor resolving the mention
“Japan” to the entity “Japan national football team” instead
of the gold entity “Japan.”

5. Conclusions

When a mention appears multiple times in a document, the
conflict of its contexts in different locations may lead to
difficult linking. In this paper, ELSR is proposed to capture
the semantic meaning of the sentences and reduce the noise
introduced by different contexts of the same mention in a
document. Compared to the traditional models, ELSR,
which can generate the fixed-size vectors for input sentences,
is efficient for measuring sentence similarity. Besides, adding
attention mechanisms for the Siamese network not only
captures vital information but also improves the interaction
between input sentences. )e difference and similarity be-
tween two sentences can be better captured.)erefore, ELSR
outperforms in learning sentence similarity, and extensive
experiments demonstrate our competitiveness based on the
traditional Siamese network.

Although some key problems have been studied in this
paper, there are still many limitations to overcome. )e
relations between textual mentions are ignored. In the fu-
ture, we would like to combine our method with collective
approach to explore the relatedness between entities.
Meanwhile, mention recognition and entity generation leave
some improvement space, which can be incorporated into
the first step of entity linking. Due to the convincing per-
formance of graph neural networks, we will also explore how
to improve the entity linking based on them.
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