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Popcount computations are widely used in such areas as combinatorial search, data processing, statistical analysis, and bio- and
chemical informatics. In many practical problems the size of initial data is very large and increase in throughput is important.
The paper suggests two types of hardware accelerators that are (1) designed in FPGAs and (2) implemented in Zynq-7000
all programmable systems-on-chip with partitioning of algorithms that use popcounts between software of ARM Cortex-A9
processing system and advanced programmable logic. A three-level system architecture that includes a general-purpose computer,
the problem-specific ARM, and reconfigurable hardware is then proposed. The results of experiments and comparisons with
existing benchmarks demonstrate that although throughput of popcount computations is increased in FPGA-based designs
interacting with general-purpose computers, communication overheads (in experiments with PCI express) are significant and
actual advantages can be gained if not only popcount but also other types of relevant computations are implemented in
hardware. The comparison of software/hardware designs for Zynq-7000 all programmable systems-on-chip with pure software
implementations in the same Zynq-7000 devices demonstrates increase in performance by a factor ranging from 5 to 19 (taking
into account all the involved communication overheads between the programmable logic and the processing systems).

1. Introduction
Popcount (which is a short for “population count,” also called
Hamming weight) 𝑃(𝐴) of a binary vector 𝐴 is the number
of ones in the vector 𝐴 = {𝑎0 , . . . , 𝑎𝑁−1 }. It is also defined
for any vector (not obligatory binary) as the number of the
vector’s nonzero elements. In many practical applications, the
execution time for popcount computations over vectors has a
significant impact on overall performance of systems that use
the results of such computations. They are widely requested
in different areas and we will show below just a few examples.
Let us consider the covering problem which can be
formulated on sets [1, 2] or matrices [1]. Let Θ = (𝜃𝑖𝑗 )
be a 0-1 incidence matrix. The subset Θ𝑖 = {𝑗 | 𝜃𝑖𝑗 =
1} contains all columns covered by a row 𝑖 (i.e., the row
𝑖 has the value 1 in all columns of the subset Θ𝑖 ). The
minimal row cover is composed of the minimal number of
the subsets Θ𝑖 that cover all the matrix columns. Clearly, for
such subsets there is at least one value 1 in each column of
the matrix. Different algorithms have been proposed to solve

the covering problem, such as greedy heuristics [1, 2] and
a very similar method [3]. Highly parallel algorithms are
described in [4]. It is suggested that the given matrix (set)
be unrolled in such a way that all its rows and columns are
saved in the FPGA registers. Note that more than a hundred
of thousands of such registers are available in recent even lowcost devices. This technique permits all rows and columns to
be accessed and processed concurrently counting HW for all
the rows and columns in parallel.
In recent years genetic data analysis has become a very
important research area and the size of data to be processed
has been increased significantly. For example, to represent
genotypes of 1000 individuals 37 GB array is created [5].
To store such large arrays a huge memory is required.
The compression of genotype data can be done in succinct
structures [6] with further analysis in such applications as
BOOST [7] and BiForce [8]. Succeeding advances in the use
of succinct data structures for genomic encoding are provided
in [5]. The methods proposed in [5] intensively compute
popcounts for very large data sets and it is underlined that
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further performance increase can be possible in hardware
accelerators of popcount algorithms. Similar problems arise
in numerous bioinformatics applications such as [5–12]. For
instance, in [9], Hamming distance filter for oligonucleotide
probe candidate generation is built to select candidates below
the given threshold. The Hamming distance 𝑑(𝐴, 𝐵) between
two vectors 𝐴 and 𝐵 is the number of positions they differ
in. Since 𝑑(𝐴, 𝐵) = 𝑃(𝐴 XOR 𝐵), the distance can easily be
found.
Similarity search is widely used in chemical informatics
to predict and optimize properties of existing compounds
[13, 14]. A fundamental problem is to find all the molecules
whose fingerprints have Tanimoto similarity no less than a
given value. It is shown in [15] that solving this problem can be
transformed to Hamming distance query. Many processing
cores have the relevant instructions; for instance, POPCNT
(population count) [16] and VCNT (Vector Count Set Bits)
[17] are available for Intel and ARM Cortex microchips,
respectively. Operations (like POPCNT and VCNT) are
needed in numerous applications and can be applied to very
large sets of data (see, e.g., [14]).
Popcount computations are widely requested in many
other areas. Let us give a few examples. To recognize identical
web pages, Google uses SimHash to get a 64-dimension
vector for each web page. Two web pages are considered as
near-duplicate if their vectors are within Hamming distance
3 [18, 19]. Examples of other applications are digital filtering
[20], matrix analyzers [21], piecewise multivariate functions
[22], pattern matching/recognition [23, 24], cryptography
(finding the matching records) [25], and many others.
The paper proves that popcount computations can be
done in FPGA significantly faster than in software. The
following new contributions are provided:
(i) Highly parallel methods in FPGA-based systems
which are faster than existing alternatives.
(ii) A hardware/software codesign technique implemented and tested in recent all programmable
systems-on-chip from the Xilinx Zynq-7000 family.
(iii) Data exchange between software and hardware modules through high-performance interfaces in such a
way that the implemented burst mode enables runtime popcounts computations to be combined with
data transfer avoiding any additional delay.
(iv) The result of experiments and comparisons demonstrating increase of throughput comparing to the best
known hardware and software alternatives.
The remainder of the paper contains 6 sections. Section 2
presents a brief overview of related work and analyzes
highly parallel circuits for popcount computations. Section 3
suggests system architectures for the two proposed design
techniques. Particular solutions with experiments and comparisons are presented in Sections 4 and 5. Section 4 is dedicated to FPGA-based designs and Section 5 to the designs
based on all programmable systems-on-chip from the Xilinx
Zynq-7000 family. Section 6 discusses the results. Section 7
concludes the paper.

2. Related Work
State-of-the-art hardware implementations of popcount
computations have been exhaustively analyzed in [26–30].
The results were presented in form of charts in [26, 28, 30] that
compare the cost and the latency of four selected methods.
The basic ideas of these methods are summarized below:
(1) Parallel counters from [26] are tree-based circuits that
are built from full-adders.
(2) The designs from [27] are based on sorting networks,
which have known limitations; in particular, when
the number of source data items grows, the occupied
resources are increased considerably.
(3) Counting networks [28] eliminate propagation delays
in carry chains that appear in [26] and give very
good results especially for pipelined implementations.
However, they occupy many general-purpose logical
slices which are very extensively employed for the
majority of practical applications frequently running
parallel with popcount computations.
(4) The designs [30] are based on embedded to FPGA
digital signal processing (DSP) slices that either use a
very small number of logical slices or do not use them
at all.
Different software implementations in general-purpose
computers and application-specific processors are also very
broadly discussed [14, 29, 31]. A number of benchmarks
are given in [14] which will be later used for comparisons.
Since hardware circuits allow high-level parallelism to be
provided they are faster and we will prove it in Sections 45. Besides, popcount computations for long vectors, required
for a number of applications, involve multiple data exchange
with memory that can be avoided in FPGA-based solutions
where the implemented circuits can easily be customized for
any size of vectors.
We suggest here novel designs for popcount computations giving better performance than the best known
alternatives. All the results will thoroughly be evaluated and
compared with existing solutions on available benchmarks
(such as [14]).
FPGAs operate on a lower clock frequency than nonconfigurable application-specific integrated circuits and broad
parallelism is evidently required to compete with potential
alternatives. Let us use such circuits that enable to process in
parallel as many bits of a given binary vector as possible.
One feasible approach is based on the frequently
researched networks for sorting [27, 31]. However, they are
very resource consuming [32]. In [28] a similar technique
was used for parallel vector processing with noncomparison
operations. The proposed circuits are targeted mainly towards
various counting operations and they are called counting
networks. In contrast to competitive designs based on parallel
counters [26], counting networks do not involve a carry propagation chain needed for adders in [26]. Thus, the delays are
reduced and this is clearly shown in [28]. The networks [28]
are easily parameterizable and scalable allowing thousands
of bits to be processed in combinational circuits. Besides,
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a pipeline can easily be created. A competitive circuit can
be built directly from FPGA look-up tables (LUTs) using
the methods [33]. A LUT(𝑛, 𝑚) with 𝑛 inputs and 𝑚 outputs
can be configured to implement arbitrary Boolean functions
𝑓0 , . . . , 𝑓𝑚−1 of 𝑛 variables 𝑥0 , . . . , 𝑥𝑛−1 . In recent FPGAs (e.g.,
the Xilinx 7th series and the Altera Stratix V family), most
often 𝑛 is 6 and 𝑚 is either 1 or 2. If we consider the FPGA
generations during the last decade, we can see that these
values (𝑛, in particular) have been periodically increased.
Clearly, ℎ elements LUT(𝑛, 𝑚) can be configured to calculate
the popcount 𝑃(𝐴) of 𝐴 = {𝑎0 , . . . , 𝑎𝑛−1 }, where the number
of LUTs ℎ = ⌈(log2 (𝑛 + 1))/𝑚⌉. It is important to note that the
delay is very small (e.g., in the Xilinx 7th family FPGAs it is
less than 1 ns). The idea is to build a network from LUTs(𝑛, 𝑚)
that can calculate the popcount for an arbitrary vector 𝐴 of
size 𝑁. For filtering problems that appear, in particular, in
genetic data analysis this weight is compared with either a
fixed threshold 𝜅 or the popcount 𝑃(𝐵) of another binary
vector 𝐵 to be found similarly.
From experiments in [28, 30, 33] we can see that counting
networks and LUT- and DSP-based circuits are the fastest
comparing to other alternative methods and we will base
popcount computations on a combination of them.
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FPGA
Solving other problems referenced
in Section 1 either autonomously or
as a coprocessor of the host PC
Interface with the host PC such as PCI express
Host PC

Figure 1: FPGA-based accelerator for a general-purpose computer.

3. System Architectures

(2) APSoC responsible for solving a relatively independent problem and potentially interacting with a
general-purpose computer as it is shown in Figure 2.

Programmable logic (PL)

Popcount

Large input vector

Popcount computations

(1) FPGA-based accelerators for general-purpose computers with architecture shown in Figure 1. The complexity of recent FPGAs permits the complete system
(or large subsystem of the system) to be entirely
implemented in hardware and accelerators (like those
computing popcounts) are the system components.

↙
Processing system (PS)

Data that have to be processed are kept in memories with
capacity of up to tens of GB [4, 5]. Thus, we need to transmit
very large volumes of data to the counter (computing popcounts) and this process involves communication time that
can exceed the processing time. We suggest the following two
design techniques targeted to FPGA and to all programmable
systems-on-chip (APSoCs) [34]:

Solving other problems referenced
in Section 1 either autonomously or
as a coprocessor of the host PC
Interface such as
USB or PCI express

APSoC

Host PC

The first design (see Figure 1) contains an FPGA-based
system that solves either a complete problem (such as exemplified in Section 1) or is dedicated to subproblems involving
popcount computations. In the last case, the FPGA is used as
a hardware accelerator for general-purpose software running
in the host PC. Since the paper is dedicated to popcount
computations, only one block from Figure 1 (pointed to by
the arrow ↙) will be analyzed. Large input vectors are built
inside the FPGA and they are saved either in internal registers
or in built-in block RAM. Note that even low-cost FPGAs
(such as Artix-7 xc7a100t-1csg324c available on the Nexys4 prototyping board [35]) contain more than 100 thousands
flip-flops and the most advanced FPGAs include millions of
flip-flops. Available 140 36 Kb Block RAMs in the FPGA of
the Nexys-4 board [35] can be configured to be up to 72 bits in

Figure 2: APSoC-based accelerator for a general-purpose computer.

width and thus 72 × 140 = 10,080 bits can be read or written in
parallel. More advanced FPGAs possess almost 2000 of such
blocks.
The second design (see Figure 2) contains an FPGA-based
accelerator that either solves complete problems indicated
in Section 1 or is dedicated to subproblems. We target our
designs to Zynq-7000 family of APSoCs [34] which embed
a dual-core ARM Cortex-A9 MPCore-based processing
system (PS) and the Xilinx 7th family programmable logic
(PL) from either Artix-7 or Kintex-7 FPGAs.
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Figure 3: Interactions between the basic functional components in the Zynq-7000 APSoC.

In contrast to Figure 1 we will discuss a three-level
processing system including the following components [36]:
(1) A general-purpose computer (such as PC) running
application-specific software.
(2) The PS running application-specific software.
(3) The PL implementing application-specific hardware.
On-chip interactions between the PS and PL are shown in
Figure 3 (additional details can be found in [34]).
There are 9 Advanced eXtensible Interface (AXI) ports
between the PS and PL that involve over a thousand of onchip signals [34]. Large size vectors for popcount computations will be received by the PL from memories (double data
rate, DDR, on-chip memory, OCM, or cache) through up to
5 AXI ports that are as follows:
(i) One 64-bit accelerator coherency port (ACP) indicated by letter A in Figure 3 which allows to get
data from the ARM cache, OCM, or external DDR
memory.
(ii) Four 32/64-bit high-performance (HP) ports
(marked with letter B in Figure 3) allowing to get
data from either external DDR memory or OCM.
According to [34], the theoretical bandwidth for read
operations through any port listed above is 1200 MB/s (in
case of OCM it is 1779 MB/s) and we will evaluate the actual
performance for the chosen APSoC later on in the paper.
The resulting popcount will be sent to the PS through
one 32-bit general-purpose (GP) port indicated by letter C in

Figure 3. One 32-bit port enables popcounts for 𝑁 = 232 − 1
to be transmitted in one transaction. Since the theoretical
bandwidth is 600 MB/s [34] we can neglect the relevant
delay. Popcounts will be computed in the PL using logical
slices, block RAM, and DSP slices. A combination of the
methods [28, 30, 33] will be used and acceleration comparing
to software will be measured and reported.
Data exchange between the APSoC and a host PC (see
Figures 1 and 2) is not the main target of the paper and it can
be organized through a high-performance PCI express bus or
USB. In the experiments below data for analysis are created in
the host PC and supplied to the FPGA/APSoC through the
following:
(1) On-chip memories using projects from [36].
(2) Files copied to large DDR memory (see Figure 3)
using projects from [36].
(3) PCI express (in projects with the FPGA available on
the VC707 prototyping board [37] that are based on
Xilinx IP cores).

4. Design and Evaluation of
FPGA-Based Accelerators
Figure 4 depicts the evaluated architecture for popcount
computations in an FPGA-based accelerator.
We found that the fastest result could be obtained in a
composition of pre- and postprocessing blocks because of
the following reasons. It is shown that LUT-based circuits
[33] and counting networks [28] are the fastest solutions

..
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.

P(s8 )

P(s6 )
P(s5 )
P(s4 )
P(s3 )
P(s2 )

S4
S2
S1
S5
S6

N/𝜂 sums P(s1 ), . . . , P(sN/𝜂 )
of bits in segments

Figure 4: The proposed architecture for popcount computations in
an FPGA-based accelerator.

comparing to the existing alternatives for small subvectors
with such sizes 𝜂 that are 32, 64, or 128 bits. For example, the
designs from [33] enable popcounts for 𝑁 = 32 to be found
in about 3.5 ns (in the low-cost FPGA xc7a100t-1csg324c
available on the Nexys-4 board [35]). Similar computations
can be organized as a tree of DSP adders [30]. To compute
popcounts for 𝑁 = 32, five sequential DSP adder tree levels
are needed [30] involving five DSP delays that are greater than
the delays for networks [33].
The resources occupied by the networks from [33] are
insignificant for small values of 𝜂 (such as 32, 64, or 128) and
they are rapidly increased for larger values of 𝜂. We will show
below that DSP-based circuits [30] are more economical for
postprocessing. Numerous experiments have demonstrated
that a compromise between the number of logical and DSP
slices can be found dependently on the following:
(1) Utilization of logical/DSP slices for other circuits
implemented on the same FPGA (i.e., the unneeded
for other circuits FPGA resources can be employed
for popcount computations).
(2) Optimal use of available resources in such a way
that allows the largest vectors to be processed in a
chosen microchip. For example, we found that for
the xc7a100t-1csg324c FPGA available on the Nexys-4
board [35] the largest vector (with the size exceeding
40,000 bits) can be handled for 𝜂 = 32. For a Virtex7 FPGA available on the board [37] hundreds of
thousands of bits can be handled concurrently.
Let us consider an example for 𝑁 = 256 and 𝜂 = 32 that
is shown in Figure 5.
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S2

S1

P(s1 )
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P(s1 )
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P(s7 )
DSP48E1 slice [38]

8 6‐bit sums of ones in segments
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256‐bit input vector
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..
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..
.

5

DSP48E1 slice [38]

..
.

𝜂-bit segment s1

..
.

..
.
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.
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S6
Popcount
(for 256‐bit vector)

Figure 5: An example of popcount computations for 𝑁 = 256 and
𝜂 = 32.

Single instruction, multiple data (SIMD) feature allows
the 48-bit logic unit in the DSP slice [38] to be split into four
smaller 12-bit segments (with carry out signal per segment)
performing the same function. The internal carry propagation between the segments is blocked to ensure independent
operations. The described above feature enables only two
DSP slices to be used (from 240 DSP slices available in the
low-cost FPGA xc7a100t-1csg324c [35]) and preprocessing is
done with only 112 logical slices (from 15,850 logical slices
available). Similarly, more complicated designs for popcount
computations can be developed.
We synthesized, implemented, and tested circuits for
popcounts and compared them with benchmarks from [14]
where general-purpose computers with multicore processors
were used for similar computations in software. Table 1
presents the results of synthesis, implementation, and test,
where 𝑁 is the size of vectors in bits, 𝑁DSP is the number of the
occupied DSP slices, 𝑁𝑠 is the number of the required logical
slices, LUTs is the number of LUTs, FFs is the number of flipflops, and 𝐿 is the number of levels in the DSP-based tree from
adders. The percentage of the used resources is also shown
near the relevant numbers. Please note that the percentage
was calculated for different microchips which have different
available resources. The clock frequency was set to only
50 MHz. All the design steps were done in Xilinx Vivado
2014.4. The number of slices was calculated as the number
of LUTs from Vivado reports divided by 4. Experiments were
done for three different prototyping boards that are explicitly
indicated (Nexys, Nexys-4 [35], Zed, ZedBoard [39], and Zy,
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Table 1: The results of experiments (𝜂 = 32).

𝑁
𝑁DSP
𝑁𝑠
LUTs
FFs
𝐿
Board

8,192
44 (55%)
3,438
13,752 (78%)
8,439 (24%)
8
Zy

10,416
55 (69%)
4,056
16,221 (92%)
10,597 (30%)
9
Zy

ZyBo [40]). Clearly, the board [37] permits significantly more
complicated designs to be developed.
To reduce the delay, output registers in the DSP48E1 slices
[38] are synchronized by clock and the result is computed in
𝐿 clocks cycles. Thus, the delay from getting an 𝑁-bit vector
on the circuit inputs to producing the result is 20 × 𝐿 ns (we
remind that clock frequency is set to 50 MHz and the clock
period is 20 ns). It means that popcounts are computed as fast
as from 160 ns (for 𝐿 = 8) to 220 ns (for 𝐿 = 11).
Let us compare the results with [14], where the fastest
popcounts for 8 MB vectors are computed in 242,884 𝜇s.
Thus, for sizes 𝑁 in Table 1, our popcount computations are
faster by a factor ranging from 185 to 685 (provided the source
data are available in FPGA built-in memory). Note that such
acceleration can be achievable only in FPGAs with larger
built-in memories that have to be at least 8 MB; otherwise
communication overheads with external memories need to
be taken into account. To process large vectors (such as that
are taken for the experiments in [14]) the circuits in Figure 4
need to be reused for vector segments (of size 𝑁 given in
Table 1) with accumulating the results. The latter can also be
done in one DSP slice [38]. This gives an additional delay
(20 ns for our case). Therefore, the acceleration is slightly
reduced. However, accumulating the results can be done in
pipeline (i.e., described in [28, 33]). Thus, the acceleration
will in fact be increased because only the first segment will be
handled in 𝐷max × (𝐿 + 1) ns (1 is added for the last DSP-based
accumulator) and all the subsequent segments will be added
to the accumulator in 𝐷max ns, where 𝐷max is the maximum
delay of circuits between the pipeline registers (e.g., 20 ns
for our example). So, the proposed circuits significantly
outperform the functionally equivalent software running in
multicore general-purpose processors [14].
Additional experiments were done with the prototyping
board VC707 [37] with the advanced Virtex-7 XC7VX485T2FFG1761C FPGA. The largest circuit from Table 1 occupies
215 DSP slices (from 2800 available slices, i.e., less than
8%), 14,300 logical slices (from 75,900 available slices, i.e.,
less than 19%), and 43,300 flip-flops (from 607,200 available
flip-flops, i.e., less than 8%). Thus, the FPGA has sufficient
remaining resources for solving additional problems such
as [4]. In real applications, the indicated above theoretical
speedup (ranging from 185 to 685) is not attainable when
we include communication circuits which decrease the acceleration. However, the complexity of reconfigurable devices
is dramatically increased and this tendency will undoubtedly be maintained in the future. Thus, complete systems

20,832
109 (50%)
7,920
31,679 (60%)
21,158 (20%)
10
Zed

31,248
162 (74%)
10,859
43,434 (82%)
21,158 (20%)
10
Zed

41,664
215 (90%)
14,266
57,063 (90%)
43,211 (34%)
11
Nexys

implemented in FPGA with embedded high-performance
multicore processors can be expected in future. For such
future systems the results of the paper relevant to popcount
computations in FPGA-only circuits are very helpful and
important. They prove experimentally that acceleration can
be very significant.
To avoid any confusion we provided real experiments
and measured throughputs for the VC707 prototyping board
[37] connected to a host PC (i7-4770 CPU 3.4 GHz), working
under Linux operating system, through a PCI express. The
circuits from Table 1 were taken for the experiments. The
throughput for PC-FPGA system was slightly increased comparing to the best multicore program from [14] executed on
the same PC. However, the bottleneck is in communication
overheads. We found that the throughput could be increased
additionally by parallelizing the computations between the
PC and FPGA-based circuits. However, it is still relatively
small. The main conclusion is the following. An FPGA has
to implement additional circuits that need the results of
popcount computations. For example, using the methods
[4], a large binary matrix is transferred and the FPGA
executes a very large number of popcount computations
for the rows/columns of the matrix to find out either the
maximum or the minimum values. Then some rows and
columns are masked and the same operations are applied to
the remaining part of the matrix. Thus, large volume data
need to be transferred through the PCI only ones and then are
handled repeatedly gaining advantages of high-performance
parallel computations in hardware.

5. Design and Evaluation of
APSoC-Based Accelerators
We describe here the following two types of popcount
computations in the Xilinx Zynq-7000 APSoCs:
(1) Software programs running in the PS (i.e., in the
Cortex-A9 MPCore).
(2) Software/hardware codesign where popcounts are
computed in hardware and used in software.
The maximum clock frequency for ARM (the PS) in different Zynq-7000 APSoCs microchips ranges from 667 MHz
to 1 GHz [34]; we used a microchip with 667 MHz. The clock
frequency for the PL was set to 150 MHz. Popcounts for long
binary vectors (such as that used in [14]) are computed as
follows (see Figure 6):

Activating popcount
computations in the
PL and getting the
result on interrupt

Measuring and comparison
of the results

Competitive programs
running in software

Preparing binary
vectors in software
Saving the vectors
in DDR memory

Binary
vector

Start
Interrupt when
popcount is ready

Hardware in the PL

Software in the PS
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Reading popcount
through GP port
Popcount is
computed when
the input vector is
read from memory
and there is no
additional delay
Data transfer
through AXI burst
interface and
popcount
computations in
parallel

Long vector

DDR memory

Size N of each vector varies from 𝜂 to tens of millions of bits

Figure 6: General structure of the project.

(1) The source vector 𝐴 is built in the PS and saved in the
external DDR memory (512 MB external memory is
available on the used prototyping boards [39, 40]).
(2) On Start signal from the PS, the PL reads segments
of the vector (through high-performance ports) for
subsequent popcount computations.
(3) The vector is split into 𝑈 segments 𝑆0 (𝐴), . . . , 𝑆𝑈−1 (𝐴)
with equal number of bits 𝜂 and popcounts for each
segment 𝑆𝑢 (0 ≤ 𝑢 ≤ 𝑈 − 1) are found as shown
in Figure 7. The fastest known circuits (referenced
above) are chosen to compute the popcount for 𝜂
bits and to accumulate popcounts (i.e., to add the
currently computed popcount to the sum of all the
previously received and computed popcounts for
𝜂-bit subvectors). It is important to note that the
indicated above operations are executed in parallel
with reading 𝜂 bits in the fastest burst mode; that is,
no additional time is required. Control of burst read
is done by a dedicated module in a hierarchical finite
state machine [41]. This module can be reused in any
similar application. We assume that 𝜂 is equal to the
bus size or to the sum of bus sizes if many ports are
involved in parallel.
(4) The final result is produced as a combinational sum
of the accumulated popcounts from all the ports (see
Figure 7) that can be done either in DSP slices shown
in Figure 7 or in a circuit built from logical slices. Any
way can be chosen and it depends on availability of
either DSP or logical slices and their need for other
circuits.
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(5) Since popcounts are incrementally accumulated with
the speed of burst transactions
(a) millions of bits can easily be processed;
(b) there is no faster way because the speed of
data transfer in burst mode is predefined by the
APSoC characteristics.
(6) As soon as the popcount is computed, the PL generates an interrupt that forces the PS to read the
popcount through a GP port (see Figure 6) and then
the popcount can be used for further processing.
(7) The PS also executes similar operations in software
only with the aid of the following functions:
(a) A naive function popcount software naive that
sequentially selects bits of the given vector and
adds them.
(b) The best parallel function from [42].
(c) A function popcount software table that uses
look-up tables with 8 entries [42].
(d) A function popcount software builtin that calls
the built-in function builtin popcount [14].
(8) Finally, the comparison of the best software and
hardware results is done in the PS and shown.
Experiments that were carried out with two APSoC-based
prototyping boards [39, 40] permit to conclude the following:
(1) Although the maximum acceleration is achieved with
5 parallel high-performance ports (4 AXI HP ports
and 1 AXI ACP port), it is not significant comparing
to processing through a smaller number of ports. We
think that the bottleneck is in a shared access to the
common DDR memory that is used by built-in Zynq7000 memory controllers.
(2) We found that the 64-bit AXI ACP port does allow
significant additional acceleration comparing to a 32bit AXI ACP port mainly for 𝑁 ≤ 64 × 215 .
We studied also multicore (dual-core) implementations
in the PS and found that they might be advantageous if
one core supports hardware computations of popcounts and
another core executes the remaining tasks for different types
of data analysis (such as that were overviewed in Section 1).
Tables 2–7 present the results that include all the involved
communication overheads. The row 𝑁64 indicates the number of bits in the input vector divided by 64. For example, the
column 220 presents the results for popcount computations
over 64 × 220 -bit vectors that are the same as in benchmarks
[14]. The row Acc indicates acceleration of hardware popcount computations relatively to the best software popcount
computations (implemented in the PS).
Tables 2 and 3 allow communication overheads for
the ACP port to be evaluated. The first table uses 32-bit
burst transactions (from the available 64 bits). The second
table uses full 64-bit burst transactions. As you can see,
acceleration is increased up to 64 × 215 -bit vectors and then
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Figure 7: Popcount computations in the PL reading data through 4 high-performance ports in burst mode.

Table 2: The results of experiments (data are transferred through
one 32-bit ACP high-performance port and 𝜂 = 32).
𝑁64
Acc

210 = 1024
12.11

215
14.30

218
6.83

220
6.04

223
5.84

225
5.81

Table 3: The results of experiments (data are transferred through
one 64-bit ACP high performance port and 𝜂 = 64).
𝑁64
Acc

210 = 1024
16.95

215
19.65

218
7.13

220
6.16

223
5.93

225
5.90

Table 4: The results of experiments (data are transmitted through
four 32-bit high-performance ports and 𝜂 = 32).
𝑁64
Acc

210 = 1024
5.56

215
6.23

218
6.83

220
6.96

223
6.99

225
7.01

Table 5: The results of experiments (data are transmitted through
four 64-bit high-performance ports and 𝜂 = 64).
𝑁64
Acc

210 = 1024
5.69

215
6.25

218
7.05

220
7.29

223
7.37

225
7.37

Table 6: The results of experiments (data are transmitted through
four 32-bit high-performance ports and one 64-bit ACP).
𝑁64
Acc

210 = 1024
5.14

215
6.47

218
7.08

220
7.18

223
7.21

225
7.21

Table 7: The results of experiments (data are transmitted through
four 64-bit high-performance ports and one 64-bit ACP).
𝑁64
Acc

210 = 1024
5.16

215
6.66

218
7.31

220
7.42

223
7.44

225
7.45

decreased. It is easy to explain such results. The ACP port can
use cache memory that is fast [34]. As soon as the requested

size of the cache is not available, other memories are used
that are slower. There is another interesting feature. The 64bit ACP port is faster if cache memory is involved; otherwise,
the acceleration is negligible comparing to 32-bit mode.
Tables 4 and 5 demonstrate that using four highperformance AXI ports permits better acceleration to be
achieved comparing to one AXI ACP port for 𝑁64 > 218 .
Although 64-bit AXI ports are faster (than 32-bit ports)
accelerations are not very significant.
The fastest popcount computations for 𝑁64 ≥ 218 are done
in the hardware/software system with four 64-bit AXI HP
ports and one 64-bit AXI ACP port (see Table 7). Using 32-bit
AXI ports (see Table 6) is a bit slower but acceleration is also
valuable.
The columns marked with 220 permit the results to
be compared with benchmarks from [14]. For experiments
in Table 6 the computation was done in 7,514,703 units
measured by the function XTime GetTime [43]. Each unit
returned by this function corresponds to 2 clock cycles of the
PS [43]. The PS clock frequency is 667 MHz. Thus, the clock
period is 1.5 ns and 7,514,703 × 2 = 15,029,406 clock cycles or
22,544,109 ns = 22,544 𝜇s are required to produce the result.
The fastest program from [14] computes the result for similar
data in 242,884 𝜇s. Thus, the proposed hardware/software
popcount computations are faster by a factor of more than
10 and this acceleration includes all the required communication overheads. Note that the comparison is done between
a general-purpose computer with a multicore Intel processor
running with clock frequency 3.46 GHz [14] and the simplest
microchip from the Zynq-7000 family available on ZyBo [40].
Besides, even for such APSoC the used resources are small
allowing additional circuits to be accommodated on the same
microchip. Table 8 resumes the utilized postimplementation
hardware resources from the report in Vivado 2014.4. Only
LUTs were chosen. If DSP slices are used for the circuit in
Figure 7 then the number of LUTs is reduced.
Two types of popcount computations are used to get the
results for Tables 2–7.
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The maximum popcount is 64

Figure 8: Popcount computations for using 5 AXI ports in burst mode.

Table 8: Postimplementation resources for Table 6 from the Vivado
2014.4 report.
Resource
Flip-flops
Look-up tables (LUTs)
Memory LUTs
BUFG-Xilinx buffers

Utilization
7,420
6,398
392
1

Available
35,200
17,600
6,000
32

Utilization%
21
36
7
3

In the first type, popcounts for all 32-bit ports are
computed as shown in Figure 7. Popcounts for 64-bit ports
port are computed similarly and the only difference is in an
additional popcount circuit that was taken from [33] for 𝜂 =
64. In the second type, popcounts for five ports are computed
as shown in Figure 8.
Accumulating the weights is done in the DSP slice [38].
The values 𝑃1 and 𝑃2 are added and accumulated in one
clock cycle which can be done thanks to the ALU with three
operands in the DSP48E1 slice.
Note that all the results were obtained in physical tests
running in prototyping boards with the aid of methods and
Zynq-7000 projects from [36].

6. Discussion of the Results
We described above two architectures and design techniques
targeted to FPGAs and Zynq-7000 APSoCs (see Section 3).
The first technique is very efficient when the complete system
(or large part of the system, such as that is described in
[4]) is implemented in FPGA. Acceleration of popcount
computations that are used in the system can be very
significant. Examples in Section 4 demonstrate speedup by a
factor ranging from 185 to 685 comparing to the functionally
equivalent software running in multicore general-purpose

computers. However, such an acceleration is considerably
reduced if an exchange of large volume data is involved
just for popcount computations. This is currently true even
for very high-speed interfaces, such as PCI express. Thus,
FPGA has to implement more extensive computations that
need popcounts (see the final part of Section 4). Advances
in high-level synthesis from general-purpose languages (such
as C/C++) [44] would undoubtedly permit to simplify the
complexity of the design process making it widely acceptable
not only by hardware but also by software engineers. Thus,
we can expect that systems like [4] can be developed more
easily. Some design examples from high-level specifications
are given in [36] for Zynq-7000 APSoCs.
The second technique permits a very precise comparison
of software and hardware to be done. Although the achieved
acceleration is not as significant as for the first technique,
all supplementary factors (such as communication overheads
and particularities of APSoC controllers) were taken into
account and concrete time delays were measured. So, we can
talk about the exact comparison that is done for the same
microchip. The achieved acceleration in hardware comparing
to the best implementations in software ranges from 5.14
to 19.65. Besides, we believe that this acceleration is the
maximum possible for particular microchips because no
additional time is involved comparing to just data transfer
from memory in the fastest burst mode. Thus, to improve
the results in hardware it is necessary to provide support
for better bandwidth for high-performance ports. Additional
acceleration can be achieved if data (that are partially ready)
are copied to hardware while other software parts are involved
in solving parallel tasks that, in particular, have to prepare the
complete set of data for the PL. This problem is outside of
the scope of the paper. Besides, popcount computations for
very large vectors can be partially implemented in software
running in the dual-core PS and partially in hardware in
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such a way that the cores and hardware accelerators operate
concurrently. This approach permits to reduce the volume of
transferred data and additional speedup will undoubtedly be
achieved.

7. Conclusion
The main contribution of the presented work is the novel
technique for the design of hardware accelerators for popcount computations that are widely used in a broad area
of practical applications reviewed in the paper. Two types
of highly parallel designs for FPGAs and all programmable
systems-on-chips are proposed. The results of experiments
with these designs implemented and tested in hardware
demonstrate the significant speedup comparing to the functionally equivalent software programs running in multicore
processors.
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