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Containers are considered an optimized fine-grain alternative to virtual machines in cloud-based systems. Some of the approaches
which have adopted the use of containers are the MapReduce frameworks. This paper makes an analysis of the use of containers in
MapReduce-based systems, concluding that the resource utilization of these systems in terms of containers is suboptimal. In order
to solve this, the paper describes AdaptCont, a proposal for optimizing the containers allocation inMapReduce systems. AdaptCont
is based on the foundations of feedback systems. Two different selection approaches, Dynamic AdaptCont and Pool AdaptCont,
are defined. Whereas Dynamic AdaptCont calculates the exact amount of resources per each container, Pool AdaptCont chooses a
predefined container from a pool of available configurations. AdaptCont is evaluated for a particular case, the application master
container of Hadoop YARN. As we can see in the evaluation, AdaptCont behaves much better than the default resource allocation
mechanism of Hadoop YARN.

1. Introduction

One of the most relevant features of cloud is virtualization.
Many cloud infrastructures, such as Amazon EC2, offer
virtual machines (VMs) to their clients with the aim of
providing an isolated environment for running their pro-
cesses. MapReduce systems [1] are also important cloud
frameworks that can benefit from the power of virtualization.
Nevertheless, VMs are extremely complex and heavyweight,
since they are intended to emulate a complete computer
system. This capability is not needed in MapReduce sys-
tems, since they only have to isolate the map and reduce
processes, among other daemons. For this reason, con-
tainers, a much more lightweight virtualization abstraction,
are more appropriate. Containers support the virtualiza-
tion of a single application or process, and this is enough
for MapReduce systems. Due to their nature, mainly by
sharing a unique operating system kernel in a host, and
being infrastructure independent, containers can start and

terminate faster, which makes the container virtualization
very efficient.

A container represents a simple unit of a box-like packed
collection (or encapsulation) of resources, placed on a single
node of a cluster. Whereas it shares many similarities with
a VM, it also differs in some essential aspects. First, the
container can represent a subset of a VM; conceptually,
the VM could also be subset of a large container, but the
practice suggests that it is better to avoid this scenario.
The virtualization level is another crucial difference. VMs
are designed to emulate virtual hardware through a full
operating system and its proper additional add-ons, at the
expense of more overhead. On the other hand, containers
can easily use and share the host operating system, because
they are envisioned to run a single application or a single
process. Similarities between a container andVMare strongly
linked in the manner of how they use resources. As in
any VM, the main resources of a container are the main
memory (RAM) and the computing processing unit (CPU).
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The data storage and the data bandwidth are left in a second
place.

Due to the less overhead of containers, a considerable
number of cloud solutions, not only MapReduce-based
clouds, are using currently these abstractions as resource
allocation facility. Indeed, many experts are seeing containers
as a natural replacement for VMs in order to allocate
resources efficiently, although they are far from providing
all the features needed for virtualizing operating systems or
kernels. However, the coexistence between both abstractions,
containers and VMs, is not only a feasible future but indeed
now a reality.

According to our analysis made in Hadoop YARN [2],
its containers allocation is not efficient. The current form of
resource allocation at container level inHadoopYARNmakes
it impossible to enforce a higher level of cloud elasticity.
Elasticity can be defined as the degree to which a cloud
infrastructure is capable of adapting its capacity to different
workloads over time [3]. Usually, the number of containers
allocated is bigger than needed, decreasing the performance
of the system. However, occasionally, containers do not have
sufficient resources for addressing the request requirements.
This could lead to unreliable situations, jeopardizing the
correct working of the applications. For the sake of simplicity,
we only consider the main computing resources, the main
memory (RAM), and the computing processing unit (CPU).

We present a novel approach for optimizing the resource
allocation at the container level in MapReduce systems. This
approach, called AdaptCont, is based on feedback systems
[4], due to its dynamism and adaptation capabilities. When
a user submits a request, this framework is able to choose
the amount of resources needed, depending on several
parameters, such as the real-time request input, the number
of requests, the number of users, and the dynamic constraints
of the system infrastructure, such as the set of resources avail-
able.The dynamic reaction behind the framework is achieved
thanks to the real-time input provided from each user input
and the dynamic constraints of the system infrastructure. We
define two different selection approaches: Dynamic Adapt-
Cont and Pool AdaptCont. Whereas Dynamic AdaptCont
calculates the exact amount of resources per each container,
Pool AdaptCont chooses a predefined container from a pool
of available configurations.

In order to validate our approach, we use AdaptCont for
a particular case study on a particular MapReduce system,
the Hadoop YARN.We have chosen the applicationmaster of
Hadoop YARN instead of the YARN workers, because of the
importance of this daemon and because it involves the most
complex use of containers. The application master container
is required in every application. Additionally, the master
orchestrates its proper job, but its reliability can jeopardize
the work of the job workers. On the other hand, a particular
worker usually does not have impact on the reliability of the
overall job, although it may contribute to the delay of the
completion time. The experiments show that our approach
brings about substantial benefits compared to the default
mechanism of YARN, in terms of use of RAM and CPU. Our
evaluation shows improvements in the use of these resources,
which range from 15% to 75%.

In summary, this paper has the following main contribu-
tions:

(1) Definition of a general-purpose framework called
AdaptCont, for the resource allocation at the con-
tainer level in MapReduce systems.

(2) Instantiation of AdaptCont for a particular case study
on Hadoop YARN, that is, the application master
container.

(3) Evaluation of AdaptCont and comparison with the
default behavior of Hadoop YARN.

The rest of the paper is organized as follows. In Section 2,
we introduce AdaptCont as a general framework based
on feedback systems for allocating container resources. We
introduce a case study of the framework in Section 3. We
evaluate AdaptCont in Section 4. In Section 5, we discuss the
related work. Finally, we summarize the main contributions
and outline the future work in Section 6.

2. AdaptCont Framework

According to [4], feedback systems refer to two or more
dynamical systems, which are interconnected in such a way
that each system affects the behavior of others. Feedback
systems may be open or closed. Assuming a feedback system
𝐹, composed of two systems 𝐴 and 𝐵, 𝐹 is closed if their
components form a cycle, with the output of system 𝐴
being the input of system 𝐵 and the output of system 𝐵 the
input of system 𝐴. On the contrary, 𝐹 is open when the
interconnection between systems 𝐵 and 𝐴 is broken.

Feedback systems are based on a basic principle: correct-
ing actions should always be performed on the difference
between the desired and the actual performance. Feedback
allows us to (i) provide robustness to the systems, (ii) modify
the dynamics of a system by means of these correcting
actions, and (iii) provide a higher level of automation. When
a feedback system is not properly designed, a well known
drawback is the possibility of instability.

An example of a dynamic system that can benefit from
the feedback theory nowadays is a production cloud [5].
In this scenario, users, applications, and infrastructure are
clearly interconnected and the behaviors of any of these
systems influence each other. Our approach, AdaptCont, is a
feedback system, whose main goal is to optimize the resource
allocation at the container level in clouds and specifically in
MapReduce-based systems.

Before designing the feedback system, it is necessary to
define the features of a cloud:

(i) A cloud has a limited set of nodes 𝑛
1
, 𝑛
2
, . . . , 𝑛

𝑚
.

(ii) Each node 𝑛
𝑖
has a limited set of containers

𝑐
𝑖
1, 𝑐
𝑖
2, . . . , 𝑐

𝑖
𝑙.

(iii) The system can receive a limited set of job requests
𝑗
1
, 𝑗
2
, . . . , 𝑗

𝑟
.

(iv) Every job request has its workload input. These jobs
are part of applications.

(v) The same workload can be used as an input for
different applications.
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Figure 1: A generalized framework for self-adaptive containers, based on the feedback theory.

(vi) Applications could divide a large workload into small
input partitions called splits, each split being a work-
load of a particular container.

(vii) Depending on the cluster size and scheduler limita-
tions, simultaneous containers could run in single or
multiple sequential groups called waves.

(viii) By default, all the containers should finish before the
application submits the final output to the user.

(ix) Applications may introduce different job completion
time, though under the same user, input, and allo-
cated resources.

In a dynamic cloud, these parameters may change in real
time. Detecting these changes is strongly dependent on the
monitoring system, which should be particularly focused on
the infrastructure [6].

At a generic level, we can follow a feedback-based
approach based on three stages: input generation, constraint
filtering, and decision-making. The general pattern is shown
in Figure 1. This approach is closed. In real time, the
input generation module could receive several constraints in
sequence. After generating the initial parameters (by taking
into account the initial constraints), an additional follow-up
constraintmay require another parameters calculation before
being sent to the decision-making module. Consequently,
the number of runs of the input generation module is
proportional to the modifications (constraints) identified
from the system.

2.1. Input Generation. The input generation module of
AdaptCont collects or generates the required parameters for
making decisions about efficient resource allocation. These
parameters are as follows:

(i) The input workload size.
(ii) The input split size enforced by the application.
(iii) The total number of available containers per each

user.
(iv) The wave size in which these containers may be run.
(v) The constraints introduced by users.
Some of these parameters are collected directly from the

application. For instance, the input workload size comes in
every job request. Other parameters are more complex to be
generated. For instance, the number of waves 𝑤 depends on
the number of input splits 𝑛

𝑠
and the number of available

containers per user 𝑛
𝑐
, being calculated as 𝑤 = 𝑛

𝑠
/𝑛
𝑐
.

2.2. Constraint Filtering. This stage is needed because clouds
have a limited number of costly resources. Constraints may
be imposed by the infrastructure, application, and/or users.

Infrastructure constraints are those constraints related to
the limitation of the cloud provider, since not always the
number of resources is enough for fulfilling the resource
requests of all the applications and users.

Some constraints are enforced by applications. For in-
stance, some applications require a certain type of sequential
container. This is the case of MapReduce systems, where, by
default, containers of the first phase (map) need to finish
before the containers of the second phase (reduce) start [7, 8].

Finally, other constraints are defined by users. For
instance, some users have a limited capability for buying
resources.

2.3. Decision-Making. Based on the parameters coming from
the previous modules, the decision-making module outputs
the final resource allocation. In particular, this module
decides the minimum recommended container memory
𝑐RAM and CPU power 𝑐CPU per every container. This decision
depends on the particular problem addressed by these con-
tainers.

Once this module has decided these values for a specific
application of a user, the rest of the process is automatic, since
all the containers of an application are equal.This process has
to be called for different applications or different users.

2.4. Predefined Containers. A possible improvement of
AdaptCont is enabling the use of predefined containers with
different configurations (e.g., small, medium, and large).This
means that a cloud has a pool of static containers that can
be used for different user request. In this way, it will not be
necessary to trigger a new container, but a predefined one
ready to be used. This reduces the overhead of the resource
allocation process during the job submission. This feature
should be part of the decision-making module.

How can the framework define this pool of containers?
First, it should be able to identify the typical user requests in
the system.These requestsmay be evaluated from (i) previous
(stored) monitoring values or from (ii) other monitoring
variables measured at the same time, according to [9].

What happens if the container does not have the exact
configuration we need? In this case, the decision-making
module establishes a threshold. If the difference between the
required and existing configurations is below this threshold,
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Figure 2: Job flow messages in Hadoop YARN: a sequence diagram.

the system uses the already existing container. Otherwise, the
system triggers a new container.

3. AdaptCont Applied to YARN

We have chosen as a case of study the analysis of a relevant
type of a container in a specific kind of cloud systems, that
is, MapReduce-based clouds. Namely, the chosen container
is the application master in the next-generation MapReduce
system called YARN [2].

3.1. Background. YARN constitutes the new version of
Apache Hadoop. This new implementation was built with
the aim of solving some of the problems shown by the old
Hadoop version. Basically, YARN is a resource management
platform that, unlike the former Hadoop release, provides
greater scalability and higher efficiency and enables different
frameworks to efficiently share a cluster. YARN offers, among
others, MapReduce capabilities.

Thebasic idea behindYARN is the separation between the
two main operations of the classic Hadoop master, resource
management and job scheduling/monitoring, into separate
entities or daemons. The resource manager consists of two
main components: the scheduler and the applicationmanager.
While the scheduler’s duty is resource allocation, the applica-
tion manager accepts job submissions and initiates the first
job container for the application master. After this, the job is
managed by the application master, which starts negotiating
resources with the resource manager and collaborates with
the node managers to run and monitor its tasks. Finally,
it informs the resource manager that has been completed
and releases its container. The resource manager delivers the
results to the client. A simple sequence of these steps is given
in Figure 2.

For each job submission, the application master configu-
ration is static and does not change for different scenarios.

According to the state-of-the-art literature [10–14], most
large-scale MapReduce clusters run small jobs. As we will
show in Section 4, even the smallest resource configuration
of the application master exceeds the requirements of these
workloads. This implies a waste of resources, which could
be alleviated if the configuration is adapted to the workload
size and the infrastructure resources. Moreover, some big
workloads could fail if the container size is not enough
for managing them. At large-scale level, this would have a
higher impact.Therefore, our goal is to choose an appropriate
container for the application master.

3.2. Design. In order to optimize containers for the applica-
tion master, we will follow the same pattern of the general
framework, that is, AdaptCont.

The input generation module divides the workload input
size into splits. The YARN scheduler provides containers to
users, according to the number of available containers of
the infrastructure each instant of time. As we mentioned
above, the input generation module calculates the number
of waves from the number of input splits and the number
of available containers per user. Figure 3 shows how the
application master manages these waves.

Many constraints can be raised from the scheduler. An
example of this is the phase priority. It is well known that
the map phase input is by default bigger than or equal to the
reduce phase input [15]. This is one of the reasons why the
number of mappers is higher than the number of reducers.
Due to this, as a reasonable constraint, the constraint filtering
module prioritizes the number of mappers with regard to the
number of reducers.

Decision-making module considers mainly two param-
eters, total workload and wave sizes. Contrary to what
it may seem at first sight, the type of application does
not affect the resource allocation decision of our use case.
Some applications could have more memory, CPU, or I/O



Scientific Programming 5

A
pp

lic
at

io
n 

m
as

te
r

Memory

CPU

Wave 1 Wave 2 Wave m
Master

Workers

Job

· · · · · · · · · · · ·

Containern
Containern Containern

Container3

Container2

Container1

Container3

Container2

Container1

Container3

Container2

Container1

Figure 3: Workers containers monitored in waves by the application master container.

requirements, influencing the number and types of needed
containers. However, this would only determine the size of
the worker containers, and, in this case study, our scope
is focused only on the master containers, which contribute
largely to the reliability of the application executions.

Decision-making module uses two parameters:Ω andΨ.
The first parameter represents the minimum recommended
memory size for an application master container that man-
ages one unit wave, 𝑤unit. Our goal is to calculate 𝑐RAM
from the value of Ω, with 𝑐RAM being the recommended
memory size for the application master. In the same way,
we aim to calculate 𝑐CPU as the recommended CPU power
for the application master, from Ψ, which is the minimum
recommended CPU power for an application master that
manages 𝑤unit.

To calculate the memory, if the actual wave 𝑤 is bigger
than what could be handled by Ω, that is, bigger than
𝑤unit, then we declare a variable 𝜆 that measures this wave
magnitude: 𝜆 = 𝑤/𝑤unit. Now, it is easy to find 𝑐RAM:

𝑐RAM = 𝜆 ∗ Ω + 𝑆𝑡𝑑𝑒V, 𝑆𝑡𝑑𝑒V ∈ [0;
Ω

2
] . (1)

Regarding the CPU power, the formula for 𝑐CPU is

𝑐CPU = 𝜆 ∗ Ψ + 𝑆𝑡𝑑𝑒V, 𝑆𝑡𝑑𝑒V ∈ [0;
Ψ

2
] . (2)

Figure 4 represents the AdaptCont modules, which are
executed in the context of different YARNdaemons.Whereas
the input generation and the decision-making modules are
part of the application manager, the constraint filtering
module is part of the scheduler. The combination of both

daemons forms the resource manager. The resource manager
has a complete knowledge about each user through the
application manager and the available resources through the
scheduler daemon. When the application manager receives
a user request, the resource manager is informed about
the workload input. The scheduler informs the application
manager of every important modification regarding the
monitored cluster. According to this, the applicationmanager
reacts upon the user request, by optimizing the container for
its application master.

4. Experimental Evaluation

We have performed a set of experiments to validate our
approach and compare it withYARN.These experiments have
been made by means of simulations. In order to make this
evaluation, we have followed the methodology of Section 4.1.
Results of the evaluation are described in Section 4.2. Finally,
the discussion about these results is shown in Section 4.3.

4.1. Methodology. To evaluate AdaptCont, we have consid-
ered three different schedulers and three different application
master configurations, as is shown in Table 1. Below we give
details for all of them.
Scheduler. We have taken into account three important
schedulers, already implemented in YARN:

(i) FIFO Scheduler. This was the first scheduling algo-
rithm that was implemented forMapReduce. It works
on the principle that the master has a queue of jobs,
and it simply pulls the oldest job first.
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Figure 4: AdaptCont model applied to the Hadoop YARN application master.

Table 1: Methodology description, taking into account different
schedulers and masters.

Scheduler Master
YARN Dynamic Pool

FIFO FIFO-YARN FIFO-Dynamic FIFO-Pool
Fair Fair-YARN Fair-Dynamic Fair-Pool
Capacity Capacity-YARN Capacity-Dynamic Capacity-Pool
FIFO: FIFO scheduler. Fair: Fair scheduler. Capacity: Capacity sched-
uler. YARN: YARN master. Dynamic: Dynamic master. Pool: Predefined
containers-based master.

(ii) Fair Scheduler. It assigns the same amount of
resources (containers) to all the workloads, so that on
average every job gets an equal share of containers
during its lifetime.

(iii) Capacity Scheduler. It gives different amount of
resources (containers) to different workloads. The
bigger the workload is, the more the resources are
allocated to it.

Master. To compare YARN with AdaptCont, we use the
following application master configurations:

(i) YARN Application Master (YARN). This is the default
implementation of the application master in YARN.

(ii) Dynamic Master (Dynamic AdaptCont). This master
container is adjusted in accordance with AdaptCont.
Namely, it calculates thememory andCPU, according
to the decision-making module and only after this
does it initiate the master.

(iii) Predefined Containers-Based Master (Pool Adapt-
Cont). As defined in Section 2.4, the resource man-
ager has a pool of master containers, which can be
allocated depending on the workload size. This is an
optional optimization of AdaptCont.

Workload. According to the job arrival time, we consider two
additional sets of experiments:

(i) Set-All. In this scenario, all the jobs are already in
the queue of the scheduler. We are going to combine
this scenario with all the values of Table 1, since it is
important to evaluate the approach under pressure,
that is, when the load reaches high values.

(ii) Set-Random. This is a more realistic scenario, where
jobs arrive at random times. Again, this scenario
is evaluated in combination with all the values of
Table 1, in order to simulate the behavior of a common
MapReduce cluster.

An important parameter to take into account is the
workload size. We introduce two additional scenarios:
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(i) Workload-Mixed. In this case, the workload size will
be variable, ranging from 500MB to 105GB, taking
(1) 500MB, (2) 3.5 GB, (3) 7GB, (4) 15GB, (5) 30GB,
(6) 45GB, (7) 60GB, (8) 75GB, (9) 90GB, and (10)
105GB as workload size inputs. We have used these
boundaries, because of the average workload sizes of
important production clusters. For instance, around
90% of workload inputs in Facebook [12] are below
100GB.

(ii) Workload-Same. In this case, every input (10 work-
loads) is the same: 10GB. We have used this value,
since, on average, the input workloads at Yahoo and
Microsoft [12] are under 14GB.

Therefore, we evaluate AdaptCont with the values of
Table 1 and the 4 combinations from previous scenarios:
Set All-Workload Mix, Set All-Workload Same, Set Random-
Workload Mix, and Set Random-Workload Same.
Constraints. In MapReduce, the application master has to
manage both map and reduce workers. The map phase input
is always bigger than or equal to the reduce phase input [15].
This is one of the reasons why the number of mappers is
bigger than the number of reducers. On the other hand, both
phases are run sequentially.Thus,we can assume as constraint
that the master container resources depend on the number of
mappers and not on the number of reducers.

In order to simulate a realistic scenario, we have intro-
duced in our experiments a partition failure that will impact
around 10% of the cluster size. We assume that this failure
appears in the fifth iteration (wave). This constraint forces
AdaptCont to react in real time and adapt itself to a new
execution environment, having to make decisions about
future resource allocations.
Setup. In our experiments, 250 containers are used for worker
tasks (mappers and reducers). This number of containers is
sufficient to evaluate the approach, considering 25 containers
per workload. We consider that every map and reduce
container is the same and can execute a particular portion
(split) of the workload. Each task runs on a container that
has 1024MB RAM and 1 virtual core. According to [16–18], a
physical CPU core is capable of giving optimal performance
of the container, if it simultaneously processes 2 containers at
most.Therefore, we take 1CPU core as equivalent to 2 virtual
cores.

Our goal is to evaluate the resource utilization of the
application masters, in terms of CPU and RAM. To get this,
we consider an isolated set of resources oriented only to
application masters. In this way, it will be easier to measure
the impact of AdaptCont on saving resources.

4.2. Results. In this section, we compare the CPU and
memory efficiency of YARN versus Dynamic AdaptCont and
Pool AdaptCont. Before that, we analyze the wave behavior of
the 10 workloads.
Wave Behavior. Figure 5 represents the resource allocation
(maximum number of containers or wave sizes) for the
combination we have mentioned before: Set All-Workload

Mix, Set All-Workload Same, Set Random-Workload Mix, and
Set Random-Workload Same.

Figure 5(a) shows different workload sizes with the same
arrival time (already in the scheduler queue). The experi-
ments demonstrate that a maximum wave is dependent on
the workload size and the scheduler. Regarding the FIFO
scheduler, since the queue order is formed by the smallest
workload first, for these small workloads, the maximum
wave is represented by the needed containers. For instance,
the first workload needs only 8 containers. This number of
containers is calculated dividing the workload size by the
split size (64MB). These 8 containers are provided by the
infrastructure, and this is the case of the second workload
(56 containers) and the third workload (112 containers).
For the fourth workload, the infrastructure is not capable
of providing the needed containers, which only has 74
containers in the first wave, that is, 250 − (8 + 56 + 112).
The fourth workload needs 240 containers in total. Thus, the
remaining containers (240−74 = 166) will be provided in the
next wave.

In the second wave, since the first three workloads have
finished, the scheduler will provide 166 containers to the
fourth workload and the rest (250 − 166 = 84) to the fifth
workload. This process is repeated until all the workloads
are given the necessary containers and every job has termi-
nated. As we can notice, the maximum wave for the latest
workloads reaches higher amount of allocated containers,
since the workload is bigger, and in most of the cases the
scheduler is busy with a unique job. Although initially the
infrastructure has 250 containers, from the fifth wave, there
is a slight decrease (225), due to the partition failure (10%
of the resources). This only affects the workloads not having
finished before this wave (in this case, the fifth).

The main drawback of the FIFO scheduler is that it may
delay the completion time of the smallest jobs, especially if
they arrive late to the queue. In general, this scheduler is not
fair in the resource allocation and depends exclusively on the
arrival time.

Regarding the fair scheduler, this scheduler allocates
the same number of containers to all the workloads and
consequently to all the users, that is, 250/10 = 25. The
partition failure forces the fair scheduler to decrease the
number of containers to 22 (225/10) from the fifth wave.

With regard to the capacity scheduler, this scheduler
takes advantage of available resources once some jobs have
finished. At the beginning, it behaves like the fair scheduler.
However, when some small jobs have terminated, the avail-
able resources can be reallocated to the rest of the workloads.
This is the reason why the biggest workloads in the queue get
a higher number of containers. As in the previous case, the
partition failure also implies a slight decrease in the number
of containers from the fifth wave.

Figure 5(b) represents the same mixed workloads but
when they arrive randomly to the scheduler queue. Clearly,
themain differences are noted in the FIFO scheduler, because
the arrival time of the workloads is different and now one of
the biggest workloads (9) appears in first place.

The other subplots of Figure 5 show the experimental
results of the same workloads with an input of 10GB. This
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Figure 5: Wave behavior: wave size according to the scheduler and the workload type.

input requires a static number of containers (in this case, 160
containers).

In Figure 5(c), all the jobs have arrived to the queue.
In this scenario, the FIFO allocation oscillates between the
maximum wave of 160 containers and the smallest wave of
90 containers (250 − 160). This oscillation is caused by the
allocation of resources to the previous workload, which does
not leave enough resources for the next one, and then the
cycle is repeated again.

In this case, the fair and capacity schedulers have the same
behavior, since all the workloads are equal.

Figure 5(d) shows the number of containers for the same
workload with random arrival.The difference of this scenario
versus the scenario shown in Figure 5(c) is twofold:

(1) The arrival of these jobs is consecutive. In every wave,
a job arrives. Due to this, the FIFO scheduler is forced
to wait after each round for a new workload, even
though at every round there are available resources

(250 − 160 = 90), not allocated to any job. Thus,
the FIFO scheduler always allocates 160 containers in
every wave.

(2) Whereas, in the previous scenario, the fair and capac-
ity schedulers behave the same, in this case, the capac-
ity scheduler acts similarly to the FIFO scheduler.This
is because the capacity scheduler adapts its decisions
to the number of available resources, which is enough
in every moment for addressing the requirements of
the jobs (160 containers).Thus, the capacity scheduler
achieves a better completion time, compared to the
fair scheduler.

According to this analysis, we can conclude that the
wave behavior and size are decisive in the application master
configuration.
Memory Usage. Figure 6 shows for the 4 scenarios the total
memory used by the three approaches: YARN, Dynamic
AdaptCont, and Pool AdaptCont.
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Figure 6: Memory usage and master type versus scheduler.

In the case of YARN, we have deployed the default
configuration, choosing theminimummemory allocation for
the application master (1024MB).

TheDynamicAdaptCont-based applicationmastermem-
ory is dependent on the waves size. If the wave size is
under 100, the decision-makingmodule allocates aminimum
recommended memory of 256MB. For each increase of 100
in the wave size, the memory is doubled. The reasons behind
this are as follows:

(1) A normal Hadoop task does not need more than
200MB [12], and this is even clearer in the case of the
application master.

(2) As most of the jobs are small [12–14], consequently,
the maximum number of mappers is also small
and, therefore, the application master requires less
memory.

(3) The minimum recommended memory by Horton-
works [17] is 256MB.

The Pool AdaptCont-based application master works in a
different way, constituting an alternative between the YARN
master and the Dynamic master. This application master has
three default configurations: small, medium, and big. The
small master has 512MB of memory, for all small jobs that
need a maximum of 250 containers. The medium master
has 1024MB, as it is the default minimum YARN setting.
In order to deal with big waves, the big configuration has
2048MB.

As we can see in Figure 6, YARN is outperformed by
both AdaptCont approaches. YARN always consumes 10GB,
not depending on the different use cases. For instance,
in Figure 6(a), Dynamic AdaptCont has memory usage of
6144MB versus 10GB in YARN, achieving 40% memory
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improvement. In this case, Pool AdaptCont only uses
5120MB, that is, 50% improvement compared to YARN.This
difference betweenDynamicAdaptCont andPoolAdaptCont
for the FIFO scheduler is due to theway of providingmemory
in both approaches. If the workload needs 250 containers,
Dynamic AdaptCont provides 256⌈(250/100)⌉MB, that is,
256 ∗ 3 = 768MB. In the same scenario, Pool AdaptCont
provides 512MB, corresponding to the small size configura-
tion.

In general, Dynamic AdaptCont is the best approach
in terms of memory usage, except in the case of the FIFO
scheduler, where the performance is close to and slightly
worse than the performance of Pool AdaptCont. In the
case of fair and capacity schedulers, Dynamic AdaptCont is
the best alternative, achieving on average 75% and 67.5%
improvement compared to YARN, versus 50% improvement
provided by Pool AdaptCont.

CPU Usage. The CPU usage is another relevant parameter to
take into account. In order to measure it, we have correlated
memory and CPU, considering that we need higher CPU
power to process a larger amount of data, stored in memory.

In YARN, you can assign a value ranging from 1 up to 32
of virtual cores for the applicationmaster.This is also the pos-
sible interval allocation for every other container. According
to [16], 32 is the maximum value. In our experiments, we use
the minimum value for the YARN master (1 virtual core for
its container) per 1024MB.

For the Dynamic AdaptCont, the decision-making mod-
ule increases the number of virtual cores after two successive
increments of 256MB of memory. This decision is based
on the abovementioned methodology, which states that a
physical CPU core is capable of giving optimal performance
of the container, if it simultaneously processes 2 containers
at most [16–18]. To be conservative, we address the smallest
container, that is, a container of 256MB. For instance, if the
memory usage is 768MB, the chosen number of virtual cores
is 2.

The same strategy is valid for the Pool AdaptCont, assum-
ing 1 virtual core for small containers, 2 virtual cores for
medium containers, and 3 virtual cores for large containers.

Due to this policy, the CPU does not change so abruptly
as the memory for Dynamic and Pool AdaptCont. Thus, as is
shown in Figure 7, both approaches behave similarly, except
in the case of FIFO with Workload Mix. This was previously
justified in the memory usage evaluation. As the CPU is
proportional to the memory usage, the behavior of Dynamic
AdaptCont with FIFO for Workload Mix is again repeated in
the case of CPU.

In most of the cases, the improvement of both Dynamic
and Pool AdaptCont against YARN reaches 50%.

4.3. Discussion. In this section, we discuss what combination
of approaches and schedulers can be beneficial in common
scenarios.

As a result of the experiments, we can conclude that
YARN used by default is not appropriate for optimizing
the use of MapReduce-based clouds, due to the waste of
resources.

In the presence of heavy and known advanced workloads
(this is the usual case of scientific workloads), according to
our results, the best recommended strategy is to use Dynamic
AdaptCont combined with FIFO scheduler.

However, if we have limited resources per user, a better
choice could be Dynamic AdaptCont combined with fair
scheduler. This scheduler allocates a small set of resources to
every workload, improving the overall performance.

In a scenario where we have a mixture of large and small
workloads, the choice should be Dynamic AdaptCont com-
bined with capacity scheduler. This is due to the adaptability
of this scheduler with regard to the input workload and
available resources.

Finally, as shown in the experiments, if our focus is
on CPU and not on memory, we can decide to use Pool
AdaptCont (combined with any schedulers) instead of the
dynamic approach.

5. Related Work

As far as we know, this paper is the first contribution
that proposes a MapReduce optimization through container
management. In particular, linked to our use case, it is the first
contribution that aims to create reliable masters, by means of
the allocation of sufficient resources to their containers.

There are many contributions on MapReduce whose
goal is optimizing the framework from different viewpoints.
An automatic optimization of the MapReduce programs
has been proposed in [19]. In this work, authors provide
out-of-the-box performance for MapReduce programs that
need to be run using as input large datasets. In [20], an
optimization system called Manimal was introduced, which
analyzesMapReduce programs by applying appropriate data-
aware optimizations. The benefit of this best-effort system
is that it speeds up these programs in an autonomic way,
without human intervention. In [21], a new classifications
algorithm is introduced with the aim of improving the data
locality of mappers and the task execution time. All these
contributions differ from our contribution since they are only
software-oriented optimizations for theMapReduce pipeline,
and they do not take into account the resource allocation or
the CPU and memory efficiency.

FlexSlot [22] is an approach that resizes map slots and
changes the number of slots of Hadoop in order to accelerate
the job execution.With the same aim, DynamicMR [23] tries
to relax the slot allocation constraint between mappers and
reducers. Unlike our approach, FlexSlot is only focused on
the map stage and both FlexSlot and DynamicMR do not
consider the containers as resource allocation facility.

In [24], authors introduce MRONLINE, which is able to
configure relevant parameters of MapReduce online, by col-
lecting previous statistics and predicting the task configura-
tion in fine-grain level. Unlike MRONLINE, AdaptCont uses
a feedback-control approach that also enables its application
to single points of failure.

Cura [25] automatically creates an optimal cluster con-
figuration for MapReduce jobs, by means of the framework
profiling, reaching global resource optimization. In addition,
Cura introduces a secure instant VM allocation to reduce
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Figure 7: CPU usage and master type versus scheduler.

the response time for the short jobs. Finally, it applies
other resource management techniques such as cost-aware
resource provisioning, VM-aware scheduling, and online
VM reconfiguration. Overall, these techniques lead to the
enhancement of the response time and reduce the resource
cost.This proposal differs from our work, because it is mostly
concentrated in particular workloads excluding others. Fur-
thermore, it is focused on VMs management and not on
containers, as AdaptCont.

Other proposals aim to improve the reliability of the
MapReduce framework, depending on the executional envi-
ronment. The work proposed in [26] is a wider review that
includes byzantine failures in Hadoop. The main properties
upon which the UpRight library is based are safety and
eventual liveliness. The contribution of this paper is to
establish byzantine fault tolerance as a viable alternative to
crash fault tolerance for at least some cluster services rather
than any individual technique.

The work presented in [27] represents a byzantine fault-
tolerant (BFT) MapReduce runtime system that tolerates
faults that corrupt the results of computation of tasks, such as
the cases of DRAM and CPU errors/faults. The BFT MapRe-
duce follows the approach of executing each task more than
once, but in particular circumstances. This implementation
uses several mechanisms to minimize both the number of
copies of tasks executed and the time needed to execute them.
This approach has been adapted to multicloud environments
in [28].

In [29], authors propose another solution for intentional
failures called Accountable MapReduce. This proposal forces
each machine in the cluster to be responsible for its behavior,
by means of setting a group of auditors that perform an
accountability test that checks the live nodes. This is done in
real time, with the aim of detecting the malicious nodes.

In order to improve master reliability, [30] proposes to
use a clone master. All the worker nodes should report their



12 Scientific Programming

activity to this clonemaster. For unstable environments, some
other works [31–33] introduce dedicated nodes for the main
daemons, including the master daemon.

Unlike our approach, these contributions related to relia-
bility do not deal with the resource utilization.

6. Conclusions

The classic Apache Hadoop (MapReduce 1.0) has evolved
for a long time by means of the release of several versions.
However, the scalability limitations of Hadoop have only
been solved partially with Hadoop YARN (MapReduce 2.0).
Nevertheless, YARN does not provide an optimum solution
to resource allocation, specifically at container level, causing
both performance degradation and unreliable scenarios.

This paper proposes AdaptCont, a novel optimization
framework for resource allocation at the container level,
based on feedback systems. This approach can use two
different selection algorithms, Dynamic AdaptCont and Pool
AdaptCont. On the one hand, Dynamic AdaptCont figures
out the exact amount of resources per each container. On the
other hand, Pool AdaptCont chooses a predefined container
from a pool of available configurations. The experimental
evaluation demonstrates that AdaptCont outperforms the
default resource allocation mechanism of YARN in terms of
RAM and CPU usage, by a range of improvement from 40%
to 75% for memory usage and from 15% to 50% for CPU
utilization.

As far as we know, this is the first approach to improve the
resource utilization at container level in MapReduce systems.
In particular, we have optimized the performance of the
YARN applicationmaster. As future work, we will explore the
adaptation of AdaptCont for other containers of MapReduce
worker tasks and deploy AdaptCont on real distributed
infrastructures. We also expect to explore AdaptCont for
VMs, in particular for allocating raw VMs to different user
requests. We believe that fine-tuning a VM can be optimized,
driven by requirements coming from an intersection between
performance, reliability, and energy efficiency.
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