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The seventh edition of the International Conference on
Reconfigurable Computing and FPGAs (ReConFig 2011) was
held in Cancun, Mexico, from November 30 to December
2, 2011. This special issue covers actual and future trends
on reconfigurable computing and FPGA technology given
by academic and industrial specialists from all over the
world. All papers in this special issue are extended versions
of selected papers presented at ReConFig 2011, for final
publication they were peer-reviewed to ensure that they are
presented with the breadth and depth expected from this
high-quality journal.

There are a total of 11 papers in this issue. The fol-
lowing 4 papers correspond to the track titled General
sessions. In “Analysis of fast radix-10 digit recurrence algo-
rithms for fixed-point and floating-point dividers on FPGAs,”
M. Baesler and S. O. Voigt present five different radix-10
digit recurrence dividers for FPGA architectures. All five
architectures apply a radix-10 digit recurrence algorithm
but differ in the quotient digit selection (QDS) function.
In “Runtime scheduling, allocation and execution of real-
time hardware tasks onto Xilinx FPGAs subject to fault
occurrence,” Iturbe et al. present describes a novel way to
exploit the computation capabilities delivered by modern
field-programmable gate Arrays (FPGAs), not only towards a
higher performance, but also towards an improved reliability.
Computation-specific pieces of circuitry are dynamically
scheduled and allocated to different resources on the chip
based on a set of novel algorithms which are described in
detail. In “Object recognition and pose estimation on embedded

hardware: SURF-based system designs accelerated by FPGA
Logic,” Schaeferling et al. describe two embedded systems
for object detection and pose estimation using sophisticated
point features. The feature detection step of the Speeded-
Up Robust Features (SURF) algorithm is accelerated by a
special IP core. The first system performs object detection
and is completely implemented in a single medium-size
Virtex-5 FPGA. The second system is an augmented reality
platform, which consists of an ARM-based microcontroller
and intelligent FPGA-based cameras which support the main
system. In “Adaptive multiclient network-on-chip memory
core: hardware architecture, software abstraction layer and
application exploration,” D. Göhringer et al. present the
hardware architecture and the software abstraction layer of
an adaptive multiclient Network-on-Chip (NoC) memory
core. The advantages of the novel memory core in terms
of performance, flexibility, and user-friendliness are shown
using a real-world image processing application.

One paper is within the area of security and cryptography.
In “A hardware-accelerated ECDLP with high-performance
modular multiplication,” Judge et al. demonstrate a successful
attack on ECC over prime field using the Pollard rho
algorithm implemented on a hardware-software cointegrated
platform. They propose a high-performance architecture for
multiplication over prime field using specialized DSP blocks
in the FPGA.

One paper is within the area of productivity environments
and high-level languages. In “HwPMI: An extensible per-
formance monitoring infrastructure for improving hardware
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design and productivity on FPGAs,” A. G. Schmidt et al.
present the hardware performancemonitoring infrastructure
(HwPMI), which includes a collection of software tools
and hardware cores that can be used to profile the current
design, recommend/insert performance monitors directly
into the HDL or netlist, and retrieve the monitored data with
minimal invasion to the design. Three applications are used
to demonstrate and evaluate HwPMI’s capabilities.

Two papers are within the area of digital signal pro-
cessing. In “high-level design space and flexibility exploration
for adaptive, energy-efficient WCDMA channel estimation
architectures,” Z. E. Rákossy et al. conduct a case study for
representatives of two complexity classes of WCDMA chan-
nel estimation algorithms and explore the effect of flexibility
on energy efficiency using different implementation options.
They also propose new design guidelines for both highly spe-
cialized architectures and highly flexible architectures using
high-level synthesis, to enable the required performance and
flexibility to support multiple applications. In “Configurable
transmitter and systolic channel estimator architectures for
data-dependent superimposed training communications sys-
tems,” E. Romero et al. present a configurable ST/DDST
transmitter and architecture based on array processors (AP)
for DDST channel estimation. The high performance and
reduced hardware of the proposed architectures leads to the
conclusion that the DDST concept can be applied in current
communications standards.

Two papers deal with comparison between FPGAs and
GPUs. In “Novel dynamic partial reconfiguration implementa-
tion of K-means clustering on FPGAs: comparative results with
GPPs and GPUs,” H. M. Hussain et al. describe a parameter-
ized implementation of the K-means clustering algorithm in
field programmable gate array (FPGA) is presented and com-
pared with previous FPGA implementation as well as recent
implementations on graphics processing units (GPUs) and
GPPs. The proposed FPGA has higher performance in terms
of speed-up over previousGPP andGPU implementations. In
“Multidimensional Costas arrays and their enumeration using
GPUs and FPGAs,” R. A. Arce-Nazario and J. Ortiz-Ubarri
present the first proposed implementations for enumerating
these multidimensional arrays in GPUs and FPGAs, as well
as the first discussion of techniques to prune the search space
and reduce enumeration run time. Both GPU and FPGA
implementations rely on Costas array symmetries to reduce
the search space and perform concurrent explorations over
the remaining candidate solutions.

Finally, one paper is within the area of reconfiguration
techniques. In “Transparent runtime migration of loop-based
traces of processor instructions to reconfigurable processing
units,” J. Bispo et al. focus on the mapping of loop-based
instruction traces (called Megablocks) to RPUs. The pro-
posed approach considers offline partitioning and mapping
stages without ignoring their future runtime applicability.
They present a toolchain that automatically extracts spe-
cific trace-based loops, called megablocks, from MicroBlaze
instruction traces and generates an RPU for executing those
loops. The hardware infrastructure is able to move loop
execution from themicroprocessor to the RPU transparently,
at runtime, and without changing the executable binaries.

Acknowledgments

It is our pleasure to express our sincere gratitude to all who
contributed in any way to produce this Special Issue. We
would like to thank all the reviewers for their valuable time
and effort in the review process, and to provide constructive
feedbacks to authors. We thank all the authors who con-
tributed to this special issue for submitting their papers and
sharing their latest research results.Wehope that youwill find
in this special issue a valuable source of information to your
future research.

René Cumplido
Peter Athanas
Jürgen Becker



Hindawi Publishing Corporation
International Journal of Reconfigurable Computing
Volume 2013, Article ID 905057, 32 pages
http://dx.doi.org/10.1155/2013/905057

Research Article
Runtime Scheduling, Allocation, and Execution of Real-Time
Hardware Tasks onto Xilinx FPGAs Subject to Fault Occurrence

Xabier Iturbe,1,2 Khaled Benkrid,2 Chuan Hong,2 Ali Ebrahim,2

Tughrul Arslan,2 and Imanol Martinez1

1 Embedded System-on-Chip Group, IKERLAN-IK4 Research Alliance, 20500 Mondragón, Spain
2 System Level Integration Group, The University of Edinburgh, Edinburgh EH9 3JL, UK

Correspondence should be addressed to Xabier Iturbe; xiturbe@ikerlan.es

Received 3 May 2012; Revised 2 October 2012; Accepted 3 October 2012

Academic Editor: René Cumplido
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This paper describes a novel way to exploit the computation capabilities delivered by modern Field-Programmable Gate Arrays
(FPGAs), not only towards a higher performance, but also towards an improved reliability. Computation-specific pieces of circuitry
are dynamically scheduled and allocated to different resources on the chip based on a set of novel algorithms which are described
in detail in this article.These algorithms consider most of the technological constraints existing in modern partially reconfigurable
FPGAs as well as spontaneously occurring faults and emerging permanent damage in the silicon substrate of the chip. In addition,
the algorithms target other important aspects such as communications and synchronization among the different computations that
are carried out, either concurrently or at different times. The effectiveness of the proposed algorithms is tested by means of a wide
range of synthetic simulations, and, notably, a proof-of-concept implementation of them using real FPGA hardware is outlined.

1. Introduction

Dynamic Partial Reconfiguration (DPR) permits to adjust
some logic resources on FPGA chips at runtime, whilst the
rest are still performing active computations. During the last
few years, DPR has become a hot research topic with the
objective of building more reliable, efficient, and powerful
electronic systems. Indeed, DPR is the enabling technology
for a new computing paradigmwhich combines computation
in time and space [1–3]. In Reconfigurable Computing (RC),
a battery of computation-specific circuits (“hardware tasks”)
is swapped in and out of the FPGA on demand to hold
a continuous stream of input operands, computation, and
output results. Multitasking, adaptation, and specialization
are key properties in RC, as multiple swappable tasks can run
concurrently at different positions on chip, each with custom
data paths for efficient execution of specific computations.

Besides task switching, DPR makes it possible to deal
with the increasing fault rate currently observed in advanced
electronic devices [4] in a more reliable way than ASICs
do. While the latter, traditionally, simply tolerates the fault

effect by using redundancy, FPGAs permit to route around
damaged resources on-the-fly, keeping the system fault-free
at all times [5].

However, DPR penetration in the commercial market is
still testimonial, mainly due to the lack of suitable high-level
design tools to exploit this technology. Indeed, currently, spe-
cial skills are required to successfully develop a dynamically
reconfigurable application.

In light of the above, we aim at bridging the gap between
high-level application and low level DPR technology by
developing Operating System-(OS-) like support for high-
level software-centric application developers. Our solution
is named as R3TOS, which stands for Reliable Reconfig-
urable Real-Time Operating System. R3TOS defines a flex-
ible infrastructure for coordinately and reliably executing
RC applications under real-time constraints using partially
reconfigurable Xilinx FPGAs [6].

In this article we first describe a novel way to harness
the internal reconfiguration mechanism of modern FPGAs
to perform intertask communications and synchronization
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regardless of the physical location of tasks on chip. Specif-
ically for this scenario, we propose a novel EDF-based
scheduling algorithm, two novel task allocation heuristics
(EAC and EVC), and a novel task allocation strategy (called
Snake). A preliminary description of EACandEVCallocation
heuristics has been presented in [7], while the Snake task
allocation strategy has been firstly proposed in [8]. This
article provides an extended explanation of these approaches
as well as new experimental results in order to gain a
better understanding of them. Furthermore, the article briefly
describes how our algorithms have been implemented in a
real Xilinx Virtex-4 FPGA.

The remainder of this article is organized as follows. After
stating the reconfigurable scenario defined by DPR-enabled
Xilinx FPGAs in Section 2, Section 3 explains the related
state-of-the-art. Then, an overview on the R3TOS approach
is provided in Section 4, followed by a description of the
used scheduling and allocation heuristics and algorithms in
Sections 5 and 6, respectively. In Section 7, the obtained
simulation results are outlined, while Section 8 outlines a
real implementation of these algorithms using real FPGA
hardware. Finally, conclusion remarks are summarized in
Section 9.

2. Xilinx FPGAs-Defining
Reconfigurable Scenario

An FPGA can bemodelled as an architecture with two layers:
the functional layer, which contains the physical resources
used to perform computation, and the configuration layer,
which controls the configuration of the functional layer.

Although the work described in this paper is focussed
on Xilinx Virtex-4FPGAs, we plan to target modern Virtex-6
and Virtex-7 FPGAs in the future, whose architecture is not
fundamentally different fromVirtex-4, for the purpose of our
study.

The functional layer of Virtex-4 devices includes a regular
array of Configurable Logic Blocks (CLBs), Input-Output
Blocks (IOBs), clock resources, and some special resources
such as BRAM memories and DSP48s. CLBs, organized in
a regular array, are the most abundant resources and provide
logic, arithmetic, data storage, and data shifting functions.On
the other hand, IOBs, DSP48s, and BRAMs can be seen as
the heterogeneous resources embedded in the middle of the
homogeneous CLB array, being organized in columns which
span thewhole height of the device. Newer devices accentuate
the trend for including more columns of heterogeneous
resources. All FPGA resources are one-to-one connected by
means of a vast amount of programmable wires, allowing for
an incredible capability of data movement among registers
and memory elements.

The configuration layer consists in a memory, which
stores the bitstream defining the functionality implemented
by the physical resources in the functional layer as well
as their interconnections. The configuration memory is
organized in configuration frames of 1312 bits each, and
the frame addressing scheme includes information related
to the position of the physical resources they configure.

Specifically, each frame configures a resource column span-
ning the whole height of a fabric clock region within the
chip. For Virtex-4 devices, each clock region is 16 CLBs,
4 BRAMs, 8DSP48s, or 32 IOBs high. The CLB, DSP48, and
IOB frames include configuration information related to
both the resources themselves and the associated routing
wires to these resources. BRAMs however include separate
configuration frames for the memory content data and the
associated wires; that is, while 64 frames are necessary for
configuring the 72Kb memory content data of 4 BRAMs,
only 20 frames are used for configuring their associated
routing resources. Each BRAM content frame stores 256 bits
of information and 32 bits of parity of each of the 4 memories
mapped to that frame.

The use of SRAM technology in the configuration mem-
ory of Xilinx FPGAs permits to download new configuration
data at runtime, which is the key for DPR. Modern Xilinx
FPGAs ease the access to this memory by including an
Internal Configuration Access Port (ICAP), which makes up
the interface between both layers of the FPGA. However, the
existence of a single ICAPmakes the reconfiguration process
sequential, although the circuitry previously configured on
the FPGA works simultaneously. Virtex-4 ICAP is 32-bit
width and is able to operate up to 100MHz, allowing a
theoretical bandwidth of 400MB/s.

In summary, an FPGA can be seen as a two-layered
device, with the capability of performing on-demand compu-
tation, true multitasking, and huge internal bandwidth in its
functional layer, yet sequential and limited communication
bandwidth with its underlying configuration layer.Therefore,
the efficacy of RC depends on the capability for masking
sequential transfers to the FPGA-based “computation cache”
with the advanced parallel computation of its functional layer.

3. Related Work

In [9], the authors propose two preemptive scheduling
algorithms for periodic tasks: EDF Next Fit (EDF-NF) and
Merge-Server Distributed Load (MSDL). In EDF-NF, the task
with the closest deadline that fits in the FPGA is scheduled
first, while, in MSDL, tasks are successively merged into
servers, which are then scheduled sequentially using EDF.

In [10], the authors propose two nonpreemptive schedul-
ing algorithms for sporadic hardware tasks: horizon and
stuffing.These algorithms keep track of future releases of area
when the executing tasks finish, and, upon a new task arrival,
they simulate the future state of the FPGA to check whether
there will be sufficient adjacent free area to allocate the task
before its deadline expires. If not, the task is rejected. In [11],
the authors propose a remedy to solve a limitation detected in
stuffing; namely, it always allocates tasks on the leftmost edge
of the free area, achieving better results. In classified stuffing,
the tasks with a high ratio between area and execution time
are placed starting from the leftmost edge of the free area,
while the tasks with a low ratio are allocated on the opposite
way. Even better results are reported when applying stuffing
over a time window [12]. Based on this, the same authors
propose the Compact Reservation (CR) algorithm which is
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aimed at reducing the complexity of window-based stuffing
[13]. A similar approach is presented in [14], where the
authors propose a nonpreemptive algorithm, called one level
look ahead, which delays the allocation of hardware taskswith
the objective of reducing the fragmentation on the device.

All of the algorithms presented above neglect the recon-
figuration port exclusiveness and latency of current FPGAs;
that is, they assume that reconfiguration does not take time,
and, therefore, they are not suitable to be implemented using
real hardware. The next generation of scheduling algorithms
does consider this restriction.

In [15], the authors propose to schedule access to the
reconfiguration port of the FPGA based on the alloca-
tion deadlines of the tasks. They port traditional real-time
scheduling algorithms for monoprocessors to reconfigurable
hardware, that is, preemptive EDF and DM.

In [16], the authors propose to schedule the reconfigura-
tion port access with the objective of optimizing the FPGA
utilization, but they do not consider any real-time constraints
for the tasks. An interesting idea proposed in this work is
the possibility of reusing the already configured tasks on the
device, even when they implement only a part of the total
functionality required: computation can start in these tasks,
while the task that implements the complete functionality is
being configured, and once the latter is ready, the partially
processed data can be transferred to it. In [17], the same
authors propose the so-called 3D Total Contiguous Surface
(3DTCS) heuristic that is intended to avoid task placements
that will be an obstacle for other incoming tasks in the
future. 3DCTS computes the total contiguous surface of the
computation volume defined by a given task, that is, the
occupied area in time, with the computation volumes of other
executing tasks and with the device’s boundaries. Therefore,
higher 3DTCS value will result in more compaction in space
and time.

A third generation of more advanced scheduling algo-
rithms, which are aware of task dependencies and data com-
munications, is currently being developed. A example can be
found in [18], where the authors specifically consider data
communications between the hardware tasks and external
devices. In [19], the scheduling decisions are made using
static priorities that are assigned based on the amount of
communicating tasks. Finally, in [20], a reconfiguration-
aware heuristic scheduler is proposed, which is aimed at
exploiting configuration prefetching, task reuse, and anti-
fragmentation techniques.

Most of the research efforts carried out up to date in the
task allocation field assume a 2-dimensional area model and
consider the tasks to be relocatable rectangles that can be
placed anywhere on the FPGA device.

The pioneering work described in [21] proposes to Keep
track of All the Maximal Empty Rectangles (KAMER) or
only of the Non-overlapping Empty Rectangles (KNER) in
the device. Note that tasks can be allocated on these empty
rectangles without overlapping other tasks already allocated.
When allocating a new task in an empty rectangle, some area-
fitting heuristics (e.g., Best-Fit, First-Fit) are used to decide
whether the rectangle has to be split vertically or horizontally.

In [22], the authors propose to use a hashmatrix in which
every entry consists of a pointer to a list of the MERs of the
corresponding size. Again, area fitting heuristics are used to
select in which MER to allocate a task. In light of achieving a
better performance, they propose to update the hash matrix
while the task is allocated.

In [23], the authors propose to keep track of the occupied
area instead of the free area, arguing that the amount of
empty rectangles grows much faster than the number of
occupied rectangles. Besides, they explain how to simplify
the allocation problem by shrinking the area of the chip and
simultaneously blowing up the placed tasks by half the width
and half the height of the task to be allocated. In this work, the
Nearest Possible Position (NPP) algorithm is also presented,
which is aimed at minimising the routing cost between the
tasks that communicate with each other. The latter routing
cost is computed based on the Euclidean distance.

In [24], the authors aimed at constructing staircases with
the empty area and, finally, use these structures for finding the
MERs. Likewise, in [14], the authors propose the Scan Line
Algorithm (SLA) for finding MERs.

In [25] a binary tree is proposed, in which each node
represents an occupied location of the device and each leaf
represents an MER. This means that, when looking for a
suitable location to allocate a task, only leaves have to be
explored.Moreover, the authors introduce the RoutingAware
Linear Placer (RALP) algorithm, which is aimed at allocating
the tasks that communicate together on the empty rectangles
with the shortest Manhattan distance to minimize routing
costs. In [26], the authors propose to use the boundaries of
already placed tasks as routing channels.

A completely different approach is described in [27, 28].
In these works the authors propose to manage the empty area
perimeter instead of MERs. In [28], a Vertex List Set (VLS)
is used to keep the contour information of each free area
fragment in the FPGA. In this context, the authors propose
the 2-Dimensional Adjacency (2DA) heuristic, whose objec-
tive is to allocate the tasks in the positions with the higher
contact perimeter with other running tasks or with the FPGA
boundaries. The authors state that these positions are the
vertices of already running tasks, which are indeed included
in the VLS.

This idea is further developed in [29], where the 3Dimen-
sional Adjacency (3DA) heuristic is proposed. The objective
of 3DA is to allocate the tasks in the positions with the
highest contact surfaces which are formed when prolonging
in time the aforementioned contact perimeter; that is, the
execution time of the running tasks is also considered. As
a result of including the time domain in the analysis, 3DA
outperformed 2DA. In fact, 3DA is currently one of the
most effective heuristics for efficiently allocating hardware
tasks onto reconfigurable devices, being used or serving as
inspiration for other approaches in the field (e.g., 3DCTS
[17]).

In [30], the authors propose a heuristic to evaluate the
fragmentation on the device based on the amount of existing
free area fragments and their shape. This heuristic is used
to select the best allocation for incoming tasks in order to
minimize the overall fragmentation on the device.
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In [31], the Multi-Objective Hardware Placement
(MOHP) algorithm is presented, which combines some of
the previously proposed ideas. In order to allocate the tasks
with close deadlines and no communication requirements
the First-Fit heuristic is used; that is, tasks are allocated
in the first-found location where they fit. Tasks with slack
deadlines and no communication requirements are allocated
according to [28, 29], and tasks that need to communicate
with other tasks are allocated according to [23].

Finally, a number of authors propose to compact the
allocated tasks on the FPGA from time to time in a similar
way that the hard drive of a computer is defragmented
[32–36]. However, defragmentation techniques incur high
reconfiguration overhead provoked by extra task relocations.

We note that most of the approaches described herein
use a very abstract device model, which, indeed, can be
considered incomplete as it does not account for some
physical constraints of FPGAs, for example, granularity of
reconfiguration. References [37, 38] are some of the only
works which consider these issues. In the former work, the
authors propose the Least-Interference Fit (LIF) heuristic
with the criteria of interfering running tasks as least as
possible when allocating new incoming tasks. However, they
exclusively address column-based reconfigurable FPGAs, for
example, Virtex-II. In the latter work the authors target mod-
ern tile-based reconfigurable devices, for example, Virtex-4.

4. The R3TOS Approach

In R3TOS, hardware tasks are scheduled in order to meet
their computation deadlines and allocated to nondamaged
FPGA resources. In short, R3TOS selects at every kernel-tick
𝑡KT the most suitable ready task to be executed according to
both time and area criteria. In addition, R3TOS envisages a
computing framework whereby both hardware and software
tasks coexist in a seamless manner, allowing the user to
access the advanced computation capabilities of the modern
reconfigurable hardware from a software “look and feel”
environment.The software tasks are executed on amainCPU,
which can be either built-in on the chip (i.e., hard-core) or
implemented using standard FPGA resources (i.e., soft-core).

In R3TOS, the control logic to drive the hardware tasks is
attached to their own circuitry, making them self-contained
and closed structures which are fully relocatable within the
FPGA. This is a completely different approach when com-
pared to related state-of-the-art, where the hardware tasks
are executed in predefined reconfigurable slots coupled with
fixed control logic and connected to a static communication
infrastructure to exchange data among them. Therefore, in
R3TOS, the FPGA area is kept free of nonnecessary obstacles
at all times, for example, static routes, resulting in higher
flexibility to allocate the tasks around the damaged resources
(improved fault tolerance) and to increase the computation
density by compacting the tasks in the chip (improved
efficiency). Furthermore, the complexity of the allocation
algorithms is simplified as they do not need to be aware of
any underlying implementation-related irregularities in the
reconfigurable area. Note that a traditional reconfigurable

systemmust preserve the static routes, resulting in additional
difficulties which penalize the performance. In addition,
since R3TOS relocates the circuitry along the entire device,
the switching activity naturally tends to be distributed among
all the resources in the chip; that is, it is not concentrated in
some specific regions. This makes the device age uniformly,
delaying the occurrence of damage [39]. Note that this does
not happen in traditional systems where some resources
are prone to fail earlier due to intensive use, for example,
the resources used to implement the static communication
infrastructure.

The Task Control Logic (TCL) includes an Input Data
Buffer (IDB), an Output Data Buffer (ODB), and a Hardware
Semaphore (HWS) to enable/disable computation [40]. TCLs
provide a means to virtually lock physical data and control
inputs/outputs of the hardware tasks to logical positions in
the configuration memory of the FPGA. Since the TCLs
are accessible through the configuration interface whichever
memory positions they aremapped to, the allocatability of the
tasks is not constrained by the position of the communication
interfaces decided at design time anymore. Furthermore, this
scheme improves the multitasking capabilities as the number
of tasks that can be concurrently executed on FPGA is not
limited by the amount of communication interfaces defined
at design time.

In R3TOS, the RC application is modelled as a Directed
Acyclic Graph (DAG) where vertices represent tasks, and
edges represent intertask communication channels. Vertices
produce and consume data from edges, which in turn buffer
the data in a FIFO (first-in, first-out) fashion. Note that
buffering capability is mandatory as the tasks can be executed
at different slots of time. Besides this, synchronization is
mandatory in order to coordinate data producers and con-
sumers when accessing the communication channels.

We distinguish between two types of tasks based on their
communication requirements.High-Bandwidth Communica-
tion (HBC) tasks refer to tasks which process a relatively
significant amount of data within a relatively short amount
of time. On the other hand, Low-Bandwidth Communication
(LBC) tasks refer to tasks which process a relatively reduced
amount of data within a relatively long amount of time.

The TCLs provide support for communications, synchro-
nization, and data buffering. Namely, the TCL delivers the
data to be processed from its internal IDB to the associated
task and stores the subsequent results computed by the latter
in the ODB. Hence, the data buffers of the TCL are function-
ally equivalent to the FIFO queues commonly inserted in-
between data-processing pipeline stages or to the local caches
used in traditional processors. A glue logic adapts data from
the way it is stored in the buffers to the needs of the tasks and
vice versa (e.g., data rate, word length). It is important to note
that each hardware task has dedicated access to its data buffer
without interfering with the rest of the tasks running on
the device, that is, without constraining multitasking. While
the data buffers of HBC tasks are implemented using high-
density storage resources (e.g., BRAMs), the buffers of LBC
tasks are implemented using low-density storage resources
(e.g., distributed memory: LUT-RAMs).



International Journal of Reconfigurable Computing 5

In this context, data is transmitted from a producer task𝑃
to a consumer task𝐶 by copying the content of P’s ODB toC’s
IDB. If possible, the ODB of the producer task𝑃 is configured
to be the IDB of the consumer task 𝐶 so that there is no
need to relocate any data; that is, data is in the position the
consumer task expects to be. Otherwise, R3TOS harnesses
the ICAP to establish on-demand “virtual” channels among
the hardware tasks through the configuration layer (see
Figure 1).

Additionally, in order to speed up the relocation of high
amounts of data in HBC tasks, R3TOS can use physical
routes to connect BRAMs when there are no obstacles
between them, that is, other tasks. The physical routes and
the logic to drive the BRAMs, while data is relocated, are
grouped together to form Data Relocation Tasks (DRTs).
These are always configured before the computing tasks to
which they give support with the objective of parallelizing
both the subsequent data relocation, which occurs through
the functional layer of the FPGA and the computing task
allocation, which occurs through the configuration layer.
The physical routes offer higher bandwidth than ICAP-based
“virtual” channels, not only because the data is read and
written at once, but also because the usable clock frequency
can be made higher than that of the ICAP.

Therefore, as shown in Figure 1, in R3TOS the tasks
perform computation in the functional layer of the FPGA,
and intertask communications are carried out, or at least ini-
tiated, through the configuration layer. The synchronization
needed to coordinate access to data buffers from both layers
is provided by the HWS included in the TCL. The HWS
acts as the internal reset signal for the task; that is, the task
starts computing only when the HWS is enabled, and once it
completes the computation, the task itself disables its HWS.
Therefore, theHWS is active onlywhile the task is performing
active computation, and, hence, it is also used to implement
the exclusive access to FPGA resources.

R3TOS targets an event-triggered data-dependant com-
putationmodelwhere data exchanges among tasks are carried
out only prior to task execution, with the computation
thereafter performed atomically. The tasks are triggered
when all their input operands are ready to be processed.
This functioning enables temporal isolation among hardware
tasks execution, avoiding most of communication-related
problems in RC, such as deadlocks or race conditions. As a
result, the system is predictable enough to approach real-time
performance.

In order to achieve higher reliability levels, R3TOS can
execute redundant instances of the same (critical) hardware
tasks in parallel at distinct positions within the FPGA (i.e.,
spatial redundancy).The resources assigned to a task instance
that has computed an erroneous result are kept in quarantine
while an exhaustive diagnostic test is carried out on them.The
objective of this test is to detect damaged resources, if any.

4.1. Real-Time Hardware Task Model in R3TOS. In the area
domain, a task 𝜃𝑖 is considered to occupy an arbitrarily sized
rectangular region on the FPGA,which is defined by its width
and height, ℎ𝑥,𝑖 and ℎ𝑦,𝑖, respectively. The type and amount

of resources used by a task depend on the computation it
performs; for example, a signal processing task will need to
use a large amount of DSP48s.The internal architecture of the
task, which depends on the location where it was originally
synthesized in the FPGA, is described as the succession of the
resources it uses column by column, from the leftmost to the
rightmost column.

In the time domain, a task 𝜃𝑖 requires five different phases
to complete a computation (see Figure 2).

(1) During the set up phase, the task is configured in
the FPGA. Previously existing tasks in overlapping
positions are deallocated, if any, and a suitable clock
signal is routed to the task. This phase requires 𝑡𝐴,𝑖
units of time to be completed.

(2) During the input data delivery phase, the IDB of
the task is filled with actual data to be processed.
In a general way, the time required to do so, 𝑡𝐷,𝑖,
is proportional to the amount of data to be loaded.
When all input data are copied into the IDB, theHWS
of the task is enabled.

(3) During the execution phase, the input data is trans-
formed into results by the task’s circuitry. The com-
bination of temporally isolated tasks and hardware-
based deterministic computation leads to predictable
timing behaviour. Indeed, a task uninterruptedly
completes its computation 𝑡𝐸,𝑖 units of time after it
started, regardless of system workload. However, 𝑡𝐸,𝑖
is not always fixed and known, for example, iterative
calculations with variable number of iterations. In
order to deal with these situations the tasks auto-
matically signal their HWS to acknowledge when the
results are ready in their ODB.

(4) The synchronization phase refers to the polling on the
tasks’ HWS to detect a computation completion and
spans 𝑡𝑆,𝑖 units of time. While 𝑡𝑆,𝑖 is fixed and known
for tasks with known 𝑡𝐸,𝑖, that is, equal to the time
needed to access the HWS once, the synchronization
overhead for tasks with unknown 𝑡𝐸,𝑖 varies depend-
ing on the amount of HWS accesses carried out until
the tasks eventually complete their computations.

(5) During the output result retrieval phase, which spans
𝑡𝑅,𝑖 units of time, the results computed by the tasks are
finally read from the ODB. Note that this phase may
be delayed until the results are required by another
task.

R3TOS keeps track of the state of the tasks at runtime,
by grouping them into different task queues: ready, executing
and allocated. Note that there is no need for a Setting-up queue
as only one task can be at this state at a time.

When two hardware tasks communicate each other, data
must be read from the producer’s ODB prior to being copied
to the consumer’s IDB.That is, the output data retrieval phase
of the producer task 𝜃𝑗 is immediately followed by the input
data delivery phase of the consumer task 𝜃𝑖. Furthermore, the
latter two phases are to be preceded by the set up phase of
the data consumer task. When merging these three phases
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Figure 2: Execution phases of a hardware task in R3TOS.

with the synchronization phase of the data producer task 𝜃𝑗,
a single ICAP access period is formed for each task 𝜃𝑖 which
spans 𝑡ICAP,𝑖 = 𝑡𝐴,𝑖 + 𝑡𝑆,𝑗 + 𝑡𝑅,𝑗 + 𝑡𝐷,𝑖 consecutive units of time
(see Figure 3). During this time, the task is effectively set up in
the FPGA. The fact of grouping together the task phases that
need to access the ICAP is beneficial to schedule this limited
resource in amore predictable way. However, note that 𝑡ICAP,𝑖
can vary depending onwhich task precedes 𝜃𝑖, and, therefore,
it must be dynamically computed with each task release.

As previously introduced, R3TOS uses several ways to
reduce 𝑡ICAP,𝑖 towards a higher performance. First, the direct
access from a data consumer task to producer task’s ODB
results in 𝑡𝐷,𝑖 and 𝑡𝑅,𝑗 circumvention. Second, the use of
DRTs to quickly relocate data between data buffers results
in reduced 𝑡𝐷,𝑖 and 𝑡𝑅,𝑗. Finally, the reuse of previously
configured tasks results in 𝑡𝐴,𝑖 circumvention. In addition, 𝑡𝐸,𝑖
can also be reduced by feeding the task with the highest clock

rate. Furthermore, the configuration memory of the FPGA is
used as a cache for both tasks and data. In fact, hardware tasks
are deallocated from the FPGA only when their resources
are required by other coming tasks, and the partial results
computed by them are retrieved only when they are required
by a software task.

The real-time constraint of R3TOS involves the existence
of a relative execution deadline for each task, 𝐷𝑖, which
is defined by the application programmer and represents
the maximum acceptable delay for that task to finish its
execution.The absolute execution deadline for each new task
instance, 𝑑𝑖, is computed by adding the task release time, 𝑟𝑖,
to its relative execution deadline, 𝑑𝑖 = 𝐷𝑖 + 𝑟𝑖. Even more
important are the relative and absolute set up deadlines, 𝐷∗𝑖
and 𝑑∗𝑖 , which represent the maximum acceptable delay for a
task to start the computation in order to meet its execution
deadline. A task is considered to be ready to start computing,



International Journal of Reconfigurable Computing 7

DAG: SW(task k) θj

θj

θi

HW

SW

Di

tE,i + tS,i + 2tR,i

tS,i + 2tR,i

t

t

t

di

tE,j

tE,j
tICAP,j

ICAP occupied

ICAP occupied

ICAP occupied

tA, j

tA,j

tS, j tR, j tD, j tE, j

d∗j
ri d j

Read data from
CPU’s ODB

CPU’s IDB

tICAP,COMP

Copy data to 

tS,i 2 · tR,i

tR,k tD, j

𝜃COMP
𝑡SP,comm

𝑡ICAP,COMP

𝑟COMP

𝑟comm

𝑑
∗
COMP 𝑑COMP

𝜃comm
𝑑comm = 𝑑

∗
comm

Figure 3: Consecutive execution of hardware tasks in R3TOS.

when it is completely configured in the device and the data
to be processed is already loaded in its IDB. To achieve the
predictability required by real-time behaviour, it is always
considered the worst case that any of the aforementioned
performance enhancements cannot be exploited.

As can be seen in Figure 3, the set up deadlines are
different for hardware tasks which communicate with other
hardware tasks and for those which deliver data to software
tasks. This is because the data retrieval phase is included in
themodel of the data consumer hardware tasks, but it is not in
the model of data consumer software tasks. Indeed, the data
retrieval operation of a data consumer software task must be
invoked from the data producer hardware task itself, which
could interfere with the real-time behaviour.

The absolute set up deadline of a “standard task” which
communicates with other hardware tasks, or which receives
data from a software task, is equal to 𝑑∗𝑖 = 𝑑𝑖 − 𝑡𝐸,𝑖. This is
the case of 𝜃𝑗 in the aforementioned Figure 3. On the other
hand, hardware tasks that deliver data to the main CPU,
for example, 𝜃𝑖 in the figure, are modelled as two separate
standard tasks in order to harmonize their management.

(i) An exclusively computing task 𝜃COMP with ℎ𝑥,COMP =
ℎ𝑥,𝑖, ℎ𝑦,COMP = ℎ𝑦,𝑖, 𝑟COMP = 𝑟𝑖, 𝑡𝐸,COMP = 𝑡𝐸,𝑖, and
𝑡ICAP,COMP = 𝑡𝐴,𝑖 + 𝑡𝑅,𝑗 + 𝑡𝑆,𝑗 + 𝑡𝐷,𝑖, where 𝜃𝑗 is the data
producer of 𝜃𝑖, 𝑑COMP = 𝑑𝑖 − 𝑡𝑆,𝑖 −2 ⋅ 𝑡𝑅,𝑖 and 𝑑

∗
COMP =

𝑑∗𝑖 − 𝑡𝐸,𝑖 − 𝑡𝑆,𝑖 − 2 ⋅ 𝑡𝑅,𝑖. Note that the multiplication by
two of 𝑡𝑅,𝑖 accounts for the dual operation of reading
data from task’s ODB and copying it to CPU’s IDB.

(ii) An exclusively communicating task 𝜃comm with
ℎ𝑥,comm = ℎ𝑦,comm = 0, 𝑡ICAP,comm = 𝑡𝑆,𝑖 + 2 ⋅ 𝑡𝑅,𝑖,
𝑡𝐸,comm = 0, 𝑟comm = 𝑡SP,COMP + 𝑡ICAP,COMP + 𝑡𝐸,𝑖, and
𝑑comm = 𝑑

∗
comm = 𝑑𝑖.

To achieve the predictability required by real-time
behaviour, it is always considered the worst case execution

time 𝑡𝐸,𝑖 for the tasks. As a result, the HWS must be accessed
only once, and, thus, 𝑡𝑆,𝑖 = 𝑡𝑆 for all 𝜃𝑖, where 𝑡𝑆 is equal to
the time needed to read back a single frame from the FPGA
device. Note that in this situation HWSs are checked only to
confirm the correct ending of tasks’ execution.With the same
objective of achieving the highest predictability, the worst
case 𝑡𝐷,𝑖 and 𝑡𝑅,𝑖 are considered as well, that is, the largest
amount of data to exchange.

Without any loss of generality, it is assumed that there
is no a priori knowledge of task release times, which,
indeed,may depend on previous computations, that is, event-
triggered data-dependant computing. Therefore, tasks are
considered sporadic and aperiodic.

5. Real-Time Scheduling Algorithms

A nonpreemptive EDF algorithm suited to be used in the
reconfigurable scenario we target in R3TOS is shown in
Algorithm 1. This includes the capability to discard the tasks
with greater area than available in the device early (see
line 3), which is an easy but effective way to account for
external fragmentation in the scheduler. This is the basis
for the scheduling algorithm presented herein, the Finishing
Aware EDF (FAEDF), which includes the capability to “look
ahead” to find future releases of adjacent pieces of area, when
executing tasks finish. This capability is designed to replace
task preemption in the cases when preemption would be
beneficial.

5.1. Finishing Aware Earliest Deadline First (FAEDF). When
using FAEDF, a ready task 𝜃𝑖 which cannot be allocated on
the FPGA at a given scheduling point 𝑡SP is only discarded
if there are not any sufficiently large tasks finishing before
its deadline expires. If any, the allocation of 𝜃𝑖 is delayed
until the executing task(s) finishes and there are enough free
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input: (a) List of 𝑅 ready tasks, sorted by increasing 𝑑∗𝑖 − 𝑡ICAP,𝑖, and (b)MER, given by the
allocator

output: Scheduled Task
1 𝑖 ← First Task in Ready Queue sorted based on Time;
2 while 𝑖 ≤ 𝑅 do
3 if MER ≥ ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖 then
4 if Allocate (i) /= 0 then
5 return 𝑖;
6 end if
7 end if
8 𝑖 ← Next Task in Ready Queue;
9 end while
10 return 0;

Algorithm 1: Schedule EDF ().

resources in the device. The time left until then is used to
schedule other ready tasks which can be completely set up
before the deadline of 𝜃𝑖 expires. Note that despite these tasks
that are also selected based on EDF, the scheduling policy
is altered as tasks with farther deadlines can be scheduled
before otherswith closer deadlines, butwhich donotmeet the
aforementioned set up time requirement. In case there are no
ready tasks which meet the set up time requirement, FAEDF
does not schedule any task; that is, it produces a “blank
schedule,” assuming the expected finish of the executing tasks
is close enough.

The fact of wasting ICAP time when scheduling blank
times may seem contradictory. However, this occurs only
when the real-time constraints of the ready tasks are loose,
that is, when ∑∀𝑘∈Ready Queue(𝑡ICAP,𝑘/𝑑

∗
𝑘 − 𝑡) is low, with

𝑡 referring to the actual time in the system. Otherwise,
it is assumed that the fact of altering the EDF policy to
give a “second chance” to a specific ready task to meet its
deadline may lead to miss more deadlines, and, thus, it is
discarded. That is, FAEDF proceeds as standard EDF when
the real-time constraints of the ready tasks are tight, that is,
when ∑∀𝑘∈Ready Queue(𝑡ICAP,𝑘/𝑑

∗
𝑘 − 𝑡) is high. Furthermore,

note that during the scheduled blank times other R3TOS
services which need to access the ICAP could be executed;
for example, the configuration state of the HWuK could be
checked in the configuration memory. Finally, not occupying
the ICAP when the real-time constraints are loose allows to
rapidly allocate any incoming task with very tight deadline.

The task set shown in Table 1 is used to illustrate
the improvement brought about by FAEDF’s “look ahead”
capability with regard to nonpreemptive EDF. As shown
in Figure 4(a), scheduling 𝜃3 at 𝑡SP,𝐵 delays the subsequent
allocation of 𝜃2 too long, and, as a result, the latter misses
its deadline. Note that 𝜃2 cannot be allocated at 𝑡SP,𝐵 because
there is no enough adjacent area in the FPGA. On the other
hand, as shown in Figure 4(b), at 𝑡SP,𝐵, FAEDF finds out
that 𝜃2 can be allocated later using the resources that will be
released by 𝜃1.The time until then is used to allocate 𝜃4. After
having allocated 𝜃4, a blank schedule is produced because
𝜃3 cannot be completely set up in the remaining time until
𝑑∗2 − 𝑡ICAP,2. Note that if 𝑑∗3 , which is met just in time in

Table 1: Task-set used in Figure 4.

ℎ𝑥,𝑖 ℎ𝑦,𝑖 𝑡ICAP,𝑖 𝑡𝐸,𝑖 𝐷∗𝑖
𝜃1 4 4 6 ⋅ 𝑡KT 3 ⋅ 𝑡KT 11 ⋅ 𝑡KT
𝜃2 4 2 4 ⋅ 𝑡KT 9 ⋅ 𝑡KT 13 ⋅ 𝑡KT
𝜃3 2 3 4 ⋅ 𝑡KT 8 ⋅ 𝑡KT 17 ⋅ 𝑡KT
𝜃4 2 2 2 ⋅ 𝑡KT 9 ⋅ 𝑡KT 19 ⋅ 𝑡KT

Figure 4(b), had been tighter, FAEDF would have functioned
as standard EDF; that is, it would have scheduled 𝜃3 at 𝑡SP,𝐵,
assuming that it is impossible to meet at the same time both
𝑑∗2 and 𝑑

∗
3 .

Algorithm 2 shows FAEDF’s pseudocode. Lines 2 to 8 are
exactly the same EDF algorithm presented in Algorithm 1,
and lines 9 to 34 are the “looking ahead” extension to it. This
extension is enabled only when the real-time constraints are
slacker than a predefined threshold (see line 9).The executing
queue is searched at lines 12 to 17 to find an executing task 𝜃𝑗
which would release sufficiently a large amount of resources
when it finishes allocating the ready task 𝜃𝑖 (ℎ𝑥,𝑗 ≥ ℎ𝑥,𝑖 and
ℎ𝑦,𝑗 ≥ ℎ𝑦,𝑖). If any, the ready queue is then scanned at lines
20 to 31 to find a ready task 𝜃𝑚 which can be completely
allocated before the deadline of 𝜃𝑖 expires (𝑡KT + 𝑡ICAP,𝑚 ≤
𝑑∗𝑖 −𝑡ICAP,𝑖).The scheduler produces a blank schedulingwhen
it is possible to allocate 𝜃𝑖 using the resources to be released
by an executing task 𝜃𝑗, but there are no 𝜃𝑚 ready tasks that
can be completely set up before 𝑑∗𝑖 (line 31). Finally, with
the objective of speeding up the execution of the scheduling
algorithm, an array (tried) is used to keep track of the ready
tasks that have been unsuccessfully tried to be placed (lines
4, 22, and 26).

The worst case complexity of FAEDF algorithm is 𝑂(𝑅 ⋅
(𝑅 + 𝐸)) when the “look ahead” is enabled and 𝑂(𝑅)
if it is not enabled. In any case, as previously explained,
FAEDF includes several ways to effectively reduce the time
overheads, for example, discard the ready tasks which are
larger than the largest free rectangle on FPGA early or use
the aforementioned tried array.

Finally, we note that our FAEDF algorithm does not con-
sider the overheads introduced when making the scheduling
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Figure 4: EDF and FAEDF scheduling.

and allocation decisions. These should be considered in a
real-world application; for example, a guard increase of the
ICAP access period of the tasks should be allowed.

6. Allocation Algorithms

As presented in Section 3, several research efforts can be
found in the technical literature to improve the computa-
tion density when allocating hardware tasks onto an FPGA
device. These approaches mainly include bin packing-based
algorithms (e.g., [21, 22]) and adjacency-based heuristics
(e.g., [17, 28, 29]). However, bin-packing algorithms do
not consider the effect that placing a task into the “bin
box” involves in allocating future tasks, and adjacency-based
heuristics have a vision of only one resource row/column
beyond the boundaries of already placed tasks. To tackle
these limitations, the novel Empty Area/Volume Compaction
heuristics (EAC and EVC) and, as a natural improvement to
them, the Snake task allocation strategy are proposed in this
article.

Before outlining these, it is important to note that all of
the allocation algorithms presented in this section, including

the ones we are proposing, manage the FPGA at a very high-
level of abstraction. This is only possible because the FPGA
area is kept void of static routes and other implementation-
related obstacles at all times, as R3TOS is able to do. Indeed,
the FPGA is modelled as a grid, named as FPGA state,
where each position represents an FPGA resource or a set of
resources. Due to the existing reconfiguration granularity in
currentXilinx partially reconfigurable FPGAs (see Section 2),
all of the resources included within the same column of
a clock region are mapped to the same position in the
grid; that is, the vertical granularity must be a minimum
number of clock regions. On the other hand, the horizontal
granularity can be arbitrarily chosen based on the required
efficiency in the use of system resources and admissible
computational burden. The finest granularity and the best
achievable exploitation of FPGA resources, that is, the exact
number of resources required by the tasks, can be assigned to
them, but with the highest computational burden.

6.1. Empty Area/Volume Heuristics Compaction (EAC/EVC).
EAC andEVCheuristics are aimed at preserving theMaximal
Empty Rectangle (MER) intact for future use as long as
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input: (a) List of R ready tasks, sorted by increasing 𝑑∗𝑖 − 𝑡ICAP,𝑖
(b) List of E executing tasks, sorted by increasing 𝑡SP,𝑖 + 𝑡ICAP,𝑖 + 𝑡𝐸,𝑖
(c) MER, given by the allocator

(d) Real-time deadline tightness, ∑∀𝑘∈Ready Queue
𝑡ICAP,𝑘
𝑑∗
𝑘
− 𝑡

(e) current time 𝑡KT
output: Scheduled Task

1 Reset tried array (set all positions equal to false);
2 𝑖 ← First Task in Ready Queue;
3 while 𝑖 ≤ 𝑅 do
4 if MER ≥ ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖 and 𝑡𝑟𝑖𝑒𝑑[𝑖] = false then
5 if Allocate(i) /= Ø then
6 return 𝑖;
7 end if
8 end if
9 if ∑∀𝑘∈Ready Queue

𝑡ICAP,𝑘
𝑑∗
𝑘
− 𝑡

<Threshold then

10 𝑗 ← First Task in Executing Queue;
11 𝐹 ← false;
12 while 𝑗 ≤ 𝐸 and 𝑡SP,𝑗 + 𝑡ICAP,𝑗 + 𝑡𝐸,𝑗 ≤ 𝑑

∗
𝑖 − 𝑡ICAP,𝑖 and !𝐹 do

13 if ℎ𝑥,𝑗 ≥ ℎ𝑥,𝑖 and ℎ𝑦,𝑗 ≥ ℎ𝑦,𝑖 then
14 𝐹 ← true;
15 end if
16 𝑗 ← Next Task in Executing Queue;
17 end while
18 if 𝐹 then
19 𝑚 ← Next Task in Ready Queue after 𝑖;
20 while 𝑚 ≤ 𝑅 do
21 if 𝑡KT + 𝑡ICAP,𝑚 ≤ 𝑑∗𝑖 − 𝑡ICAP,𝑖 then
22 if MER ≥ ℎ𝑥,𝑚 ⋅ ℎ𝑦,𝑚 and tried[𝑚] = false then
23 if Allocate(𝑚) /= Ø then
24 return 𝑚;
25 else
26 tried[𝑚]← true;
27 end if
28 end if
29 end if
30 𝑚 ← Next Task in Ready Queue;
31 end while
32 return Ø;
33 end if
34 end if
35 𝑖 ← Next Task in Ready Queue;
36 end while
37 return Ø;

Algorithm 2: Schedule FAEDF().

possible, trying to place small tasks in the smallest pieces of
empty area where they fit, including the areas between the
damaged resources. As a result, these heuristics are suitable
to be used in R3TOS. In fact, in the presence of faults it is not
true that the best position to place a task is always in a vertex
of a previously allocated task, as adjacency-based heuristics
assume (e.g., 2DA or 3DA).

Another benefit of EAC and EVCheuristics is their ability
to manage the FPGA device as a single resource instead
of splitting it into nonrealistic independent pieces of area,
as bin packing-based algorithms do (e.g., KAMER). Indeed,
these heuristics thoroughly analyze the state of the whole

reconfigurable area of the FPGA, giving rise to an Empty
Area Descriptor (EAD), which is later consulted when a new
task comes. By using the precomputed information included
in the EAD, nonfeasible allocations can be early discarded
and the quality of the feasible allocations can be determined
very quickly. As a result, more placement candidates can be
evaluated in less time, and, eventually, better results can be
achieved.

The main difference between EAC and EVC is that the
latter also analyzes the time domain to prevent future frag-
mentation in the device and to achieve higher computation
densities.
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Algorithms 3 to 7 show the most important pseudocode
fragments to compute the EAC and EVC heuristics, and
Algorithm 8 shows the pseudocode to make the allocation
decisions based on these heuristics. Moreover, the example
depicted in Figure 7 is used to illustrate the computation of
these heuristics. All intermediate calculations related to this
example are depicted in Figure 8.

6.1.1. EAC/EVC: 1D Analysis. The area of the FPGA is firstly
analyzed in the horizontal direction, from right to left and
from left to right (see Algorithm 3). Every time the resources
associated to the cell in the next column of the FPGA state
grid are available to be used, a counter (named as lenght
in Algorithm 3) is incremented (line 5), and in case the
resources are not available, the counter is reset (lines 8 and 9).
It is assumed that a resource is not available when it is already
assigned to another executing task or when it is damaged,
but it is considered available when assigned to a task that
remains allocated but not performing active computation.
Likewise, active data traces (i.e., those which are still required
by other consumer tasks) are also represented bymeans of not
available (BRAM) cells in the FPGA state grid. Hence, the
set of the counter values at each grid position makes up the
Right/Left Adjacency Matrices (RAM and LAM) and represents
the amount of adjacent free resources in each direction (right
or left).

6.1.2. EAC/EVC: 2D Analysis. In a second phase, the 2D
analysis is carried out (see Algorithm 4).The objective of this
analysis is to find the greatest empty rectangle that can be
formed at each position in up-right, up-left, down-right, and
down-left directions and results in the four newmatrices: Up-
Right Adjacency Matrix (URAM), Up-Left Adjacency Matrix
(ULAM), Down-Right Adjacency Matrix (ULAM), and Down-
Left Adjacency Matrix (DLAM). These rectangles are depicted
in Figure 5. The 2D analysis is based on the geometrical
meaning of the RAM/LAM matrices. Indeed, the product of
the RAM/LAM value stored in each position (named as width
in Algorithm 4) multiplied by the number of consecutive
neighbor locations, in up or down directions, with the same
or greater value is equal to the area of the widest empty
rectangle that can be formed at that position.Analogously, the
area of the highest empty rectangle that can be formed at each
position is equal to the product of the number of consecutive
neighbor locations, in up or down directions, with a nonzero
RAM/LAM value multiplied by the lowest among these values.
In a general way, the area of all empty rectangles that can
be formed at each position can be iteratively computed as
the product of the successive decrements of the RAM/LAM
value stored in that position (until 0) multiplied by the the
number of consecutive neighbor locations, in up or down
directions, with the same or greater RAM/LAM value. Note
that this multiplication is computed by the repeated addition
of the actual width value in line 9 of Algorithm 4. In this
algorithm the value of width is decremented in line 15, and
the 𝑘 index is used to go through up or down directions. The
area of the greatest empty rectangle at each position and in

each direction is finally written in the URAM, ULAM, DRAM, and
DLAMmatrices (lines 12, 13, and 19).

For instance, in Figure 8, the value of URAM (5, 9)
corresponds to the area of 4 × 7 (widest) empty rectangle
which can be formed in up-right direction. Note that this is
the only rectangle that can be formed at that position. On the
other hand, the value of URAM (5, 2) is equal to the area of
3 × 4 (highest) empty rectangle which can be formed in that
direction. Note that at that position the widest rectangle that
can be formed is 1×7. Finally, the value of URAM (7, 6) is equal
to the area of either 5 × 3 (neither widest nor highest) empty
rectangle or 3 × 5 (widest) empty rectangle. At that position
the highest empty rectangle that can be formed is 7 × 2.

6.1.3. EAC: Area Adjacency Analysis. As shown in
Algorithm 5, the third and last phase of EAC heuristic
computation consists in adding the aforementioned four
matrices URAM, ULAM, DRAM, and DLAM to give rise to the 2D
Adjacency Matrix (2DAM). Conceptually, the values stored
in each position of 2DAM represent in what measure that
position contributes to form adjacent pieces of empty area.

6.1.4. EVC: Time and Area Adjacency Analysis. As previously
mentioned, EVC extends the area analysis to include the time
domain. Although it is inspired by the 3DA heuristic, some
changes are introduced with the objective of reducing the
computational burden when making the allocation decisions
(see Algorithm 6). In order to create a task-independent set
of data which could be used at runtime for any coming task,
a time window 𝑇𝑊 equal to the greatest execution time in
the task set is chosen (𝑇𝑊 = max{𝑡𝐸,𝑖}). For instance, in the
example shown in Figure 7, 𝑇𝑊 = max{5, 8, 6} = 8.

For each position, the temporal adjacencywithin the time
window with device’s boundaries (lines 11, 20, 29, and 38),
with other executing tasks (lines 8, 17, 26, and 37), and with
damaged resources in the four directions (lines 6, 15, 24, and
33) is computed. As a result the Temporal Adjacency Matrix
(TAM) is obtained. The value stored in each position of the
TAM represents in what measure that position contributes
to increasing the computation density. More specifically, a
high temporal adjacency valuemeans that the adjacent FPGA
resources will remain occupied for a long time, while a low
temporal adjacency value means that the adjacent resources
will be released soon. For instance, in Figure 8, the top-left
position has a temporal adjacency with device’s boundaries
equal to 8+0+0+8 = 16, the same as for position (10, 2), but
for the latter the adjacency is with a damaged resource and an
executing task.

The temporal adjacency information (TAM) is then com-
bined with the area adjacency information (2DAM) to create
the 3D Adjacency Matrix (3DAM), as shown in Algorithm 7.
The operation used to combine both time and area domains
is the division (see line 3). Therefore, when the 2DAM value is
high (i.e., that location is part of a great adjacent free area) and
the TAM value is low (i.e., that location does not contribute to
keeping the tasks compacted), the resulting 3DAM value is very
high (i.e., disadvantageous); on the contrary, when the 2DAM
value is low and theTAM value is high, the resulting3DAM value
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input: FPGA state (i.e. for each FPGA position Available or Not Available)
output: RAM and LAM

1 for
𝑖 = 0 ⋅ ⋅ ⋅ 𝐻𝑥 − 1 /∗ when computing RAM or ∗/
𝑖 = 𝐻𝑥 − 1 ⋅ ⋅ ⋅ 0 /∗ when computing LAM ∗/
do

2 lenght← 1;
3 for 𝑗 = 0 ⋅ ⋅ ⋅ 𝐻𝑦 − 1 do
4 if FPGA state[𝑖][𝑗] is Available then
5 lenght← lenght + 1;
6 RAM[i][j]← lenght; /∗ when computing RAM or ∗/
6 LAM[i][j]← lenght; /∗ when computing LAM ∗/
7 else
8 lenght← 1;
9 RAM[i][j]← 0; /∗ when computing RAM or ∗/
9 LAM[i][j]← 0; /∗ when computing LAM ∗/
10 end if
11 end for
12 end for

Algorithm 3: EAC heuristic: Compute RAM() and Compute LAM().

is very low (i.e., advantageous). For the rest of the cases, the
resulting 3DAM value is medium.

6.1.5. The Empty Area Descriptor (EAD). As the tasks are
placed relatively to their upper-left vertex, DRAM and RAM
matrices are especially useful to describe the state of the
FPGA reconfigurable area, being the central elements in the
EAD. Each value stored in the DRAM matrix indicates the
biggest empty rectangle available in the down-right direction.
Therefore, a task can be placed in a given position only if its
area is less than or equal to the actual DRAM value stored at that
position. To account for shape aspects, the RAMmatrix is used.
A task can be placed in a given position only if its width is less
than or equal to the actual RAM value stored at that position.
In order to accelerate the search of feasible allocations for the
tasks, the highest value in each column of the DRAM (named as
column MER) is also saved in the EAD. column MERs permit
to discard all the positions of a column without having to
individually analyze each of these positions. The last element
in the EAD is theMER, which is equal to themaximum value
in the DRAM. As previously introduced, this value is given to
the scheduler to discard unfeasible to place tasks early. The
hierarchical structure of the EAD is shown in Figure 6.

6.1.6. EAC/EVC-Based Allocation Decision Making. At run-
time, when a new task comes, the set of feasible allocations
for it are evaluated based on the precomputed values stored in
the 2DAM, when using the EACheuristic, or in the 3DAM, when
using the EVC heuristic. As shown in Algorithm 8, an EAC
and an EVC score is assigned to each feasible allocation (𝑥, 𝑦)
of a task 𝜃𝑖. Note that unfeasible allocations are discarded
early based on the EAD (see lines 3 and 5). The EAC and
EVC scores are computed as the sum of the 2DAM or 3DAM
values corresponding to the resources to be assigned to 𝜃𝑖
in the allocation being evaluated (line 9). The placement

quality is inversely proportional to the EAC and EVC scores.
Conceptually, a low score means that the adjacent empty area
in the device is not significantly fragmented when allocating
the task in that position. In the case of EVC, a low score
also ensures a good compactness of the tasks. Therefore,
the final placement decision consists in selecting the feasible
allocation with the lowest EAC or EVC score (lines 12, 13, and
14). Note that this way of functioning allows for dealing with
different task shapes, that is, nonrectangular tasks.

The benefit of EAC and EVC when coping with perma-
nent damage is illustrated in Figure 7. According to both 2DA
and 3DA heuristics and considering the adjacency with the
damage as well, 𝜃𝑖 would have been allocated at the bottom-
left vertex of the FPGA (candidate B) with a 2DA score equal
to 14 and a 3DA score equal to 74. The 2DA score for the
candidate A is only 10, and the 3DA score for this candidate is
only 56. On the other hand, the lowest EAC and EVC scores
are obtained for candidate A; that is, EAC = 947 and EVC =
614. The scores for candidate B are EAC = 65 ⋅ 20 = 1300
and EVC = 623. Therefore, according to both EAC and EVC
heuristics 𝜃𝑖 is placed at candidate allocation A. Hence, as
shown in Figure 7, both 2DA and 3DA heuristics lead to a
reduction of the MER from 48 (when placing the task at
position A using either EAC or EVC) to 30, making it more
difficult to allocate greater area tasks coming in the future.

Furthermore, by using the precomputed 2DAM and 3DAM
matrices, the evaluation of each placement candidate for
a task 𝜃𝑖 can be done very quickly, involving only ℎ𝑥,𝑖 ⋅
ℎ𝑦,𝑖 additions. Note that the required time for making the
allocation decisions of large and small tasks tends to balance:
while there are more feasible candidate allocations for a small
task rather than for a large task, the quality of each candidate
is evaluated faster for small tasks as the number of additions
to be done is lower.

On the other hand, the EAD updating is a time-
consuming process which is performed in parallel with the
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input: RAM (for URAM and DRAM computation) and
LAM (for ULAM and DLAM computation)

output: URAM, ULAM, DRAM and DLAM

1 for 𝑖 = 0 ⋅ ⋅ ⋅ 𝐻𝑥 − 1 do
2 for 𝑗 = 0 ⋅ ⋅ ⋅ 𝐻𝑦 − 1 do
3 width←RAM[x][y]; /∗ when computing URAM/DRAM or ∗/
3 width←LAM[x][y]; /∗ when computing ULAM/DLAM ∗/
4 areamax ← width;
5 𝑘 ← 𝑗;
6 while width > 0 do
7 area← 0;
8 while 𝑘 < 𝐻𝑦 and 𝑘 ≥ 0 and

RAM[i][k] ≥ width /∗ when computing URAM/DRAM or ∗/
LAM[i][k] ≥ width /∗ when computing ULAM/DLAM ∗/

do
9 area← area + width;
10 𝑘 ← 𝑘 + 1; /∗ when computing URAM/ULAM or ∗/
10 𝑘 ← 𝑘 − 1; /∗ when computing DRAM/DLAM ∗/
11 end while
12 if area > areamax then
13 areamax ← area;
14 end if
15 width← width − 1;
16 end while
17 end for
18 end for
19 URAM[x][y]← areamax; /∗ when computing URAM or ∗/
19 ULAM[x][y]← areamax; /∗ when computing ULAM or ∗/
19 DRAM[x][y]← areamax; /∗ when computing DRAM or ∗/
19 DLAM[x][y]← areamax; /∗ when computing DLAM ∗/

Algorithm 4: EAC heuristic: Compute URAM(), Compute ULAM(), Compute DRAM() and Compute DLAM().

Allocation under evaluation

Down-left
(96)

Down-right
(48)

Up-left
(40)

Up-right
(56)

Figure 5: Greatest empty rectangles in up-right, up-left, down-right, and down-left directions.

setting-up of the last allocated task in order to improve system
performance. Indeed, as the scheduling algorithm is not
preemptive, the next scheduling point 𝑡SP will not be before
the task is completely set up in the device. The 2DAM and
3DAM matrices are thus updated with the area state expected
by then: the resources assigned to the task being set up are
marked as not available, and the resources assigned to the
executing tasks which are expected to finish by then are
marked as available.

Overall, the worst case complexity of EAD updating is
𝑂(3⋅𝐻𝑥 ⋅𝐻𝑦+4⋅𝐻𝑥 ⋅∑

𝑖=𝐻𝑦
𝑖=1 𝑖), whereas the runtime allocation

decision making has a worst case complexity of 𝑂(ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖 ⋅
(𝐻𝑥 − ℎ𝑥,𝑖 + 1) ⋅ (𝐻𝑦 − ℎ𝑦,𝑖 + 1)). Unlike most of allocation
algorithms, whose complexity depends on the number of
allocated tasks, the complexity of EAC and EVC heuristics
depends on the size of the FPGA. The benefit comes from
the fact that not feasible candidates can be discarded early
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input: URAM, ULAM, DRAM and DLAM

output: 2DAM
1 for 𝑖 = 0 ⋅ ⋅ ⋅ 𝐻𝑥 − 1 do
2 for 𝑗 = 0 ⋅ ⋅ ⋅ 𝐻𝑦 − 1 do
3 2DAM←ULAM[i][j] + URAM[i][j] + DLAM[i][j] + DRAM[i][j];
4 end for
5 end for

Algorithm 5: EAC heuristic: Compute 2DAM().

by consulting the EAD, significantly reducing the effective
amount of time needed to make the allocation decisions.

With the amount of time available to update the EAD
limited by the shortest ICAP access period of the tasks, that
is, min{𝑡ICAP, 𝑖}, an effective way to speed up this process
is to increase the used granularity at the expenses of losing
efficiency in the management of FPGA resources. Note that
efficiency is of outmost importance when using small FPGAs,
where EAD updating time is not so critical, but it is less
important when using large FPGAs which involve longer
updating times. Based on this and also arguing that the type
of computation necessary to update the EAD is suitable to
be accelerated by hardware (e.g., Algorithms 3 to 7 have
regular data dependencies, and, as shown in Figure 8, the
URAM, ULAM, DRAM, and DLAM matrices can be concurrently
computed), we posit that the amount of time needed to
complete the updating can be kept within reasonable bounds,
enabling the use of the proposed heuristics in future FPGA
devices, with presumably faster reconfiguration speed and
more logic resources. A hardware implementation of an EAD
updater is described in Section 7.

6.2. Snake Task Allocation Strategy. While EAC and EVC
reduce at maximum the negative effect provoked by external
fragmentation, they donot directly consider some key aspects
in RC, such as intertask communications (i.e., hardware tasks
are assumed to be independent), usable clock frequency, and
FPGA resource heterogeneity.Hence, the allocation decisions
may result in low performance due to intensive use of ICAP
to exchange data among tasks or due to the fact that tasks are
not executed at their highest clock rate. To tackle these issues
the Snake allocation strategy is proposed.

Besides promoting the reuse of previously configured
circuitry, Snake also tries to reuse intermediate partial results
between different computation stages when dealing with
noncritical HBC tasks. Note that when a task is noncritical
a single instance of it is executed on the FPGA and there is
no need to check the correctness of its results by accessing
them through the ICAP. On the other hand, EAC and EVC
heuristics continue to be useful for allocating redundant
critical tasks and noncritical LBC tasks. That is, noncritical
HBC tasks (which need long time to exchange data through
the ICAP) are allocated with the objective of reducing the
ICAP occupation, at the expense of increasing external
fragmentation on the device, and LBC tasks (which need

short time to exchange data through the ICAP) are efficiently
allocated on the resulting FPGA, area fragments.

With the objective of speeding up the computation,
Snake tries to execute each task at its highest allowed clock
frequency, especially LBC tasks. However, this must be
carefully treated to avoid allocation problems due to the
fact that each FPGA clock region can allocate a maximum
of two tasks running at different clock frequencies; that is,
there are only two regional clock nets to distribute the clock
signals in a clock region. In order to deal with this limitation
Snake promotes the allocation of tasks with similar clock rates
together in the same or adjacent rows, while it tries to allocate
the tasks with radically different clock frequencies in separate
rows. This permits to make up large regions with the same
clock domain where future (large) tasks could be allocated.

Summing up, while reusing circuitry and partial results
speeds up the set up phase of the tasks (better use of ICAP:
time), an optimal management of clocking resources accel-
erates their execution phase (better use of FPGA resources:
area). However, usually it is impossible to simultaneously take
advantage of both improvements. When the execution time
of a task is significantly longer than its set up time (i.e., LBC
tasks), it is preferable to feed the task with the highest clock
rate although this results in longer ICAP occupation. On the
other hand, when the set up time of a task is in the same
range of its execution time (i.e., HBC tasks), circuitry and/or
data reuse is promoted. Indeed, note that HBC tasks usually
complete their computation within a relatively short amount
of time, and hence the occupation of the clocking resources
is not a major problem.

In order to increase the allocatability of the tasks that
include more scarce BRAM-based data buffers (typically
HBC tasks), several versions of the same task are provided.
As shown in Figure 9, each of the task versions uses different
IDB and ODB locations and defines a different direction
of the computation; that is, data flow from the IDB to the
ODB. By using the appropriate task version at each time,
the task can leave its results in the easiest accessible BRAM
memories to be accessed by the subsequent data consumer
tasks. In Figure 9, thewhite arrows represent the computation
direction, which is vertical for task versions from 𝑎 to 𝑑 and
horizontal for versions from 𝑒 to 𝑖. Aiming at best exploiting
the FPGA resources, the tasks must always span a minimum
number of clock regions in height, and, given the granularity
of FPGA’s configuration memory, the size of the IDB and
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input: FPGA state and the state of the tasks
output: TAM

1 for 𝑖 = 0 ⋅ ⋅ ⋅ 𝐻𝑥 − 1 do
2 for 𝑗 = 0 ⋅ ⋅ ⋅ 𝐻𝑦 − 1 do
3 TAM[i][j]← 1;

// Bottom
4 if 𝑗 − 1 ≥ 0 then
5 if FPGA state[i][𝑗 − 1] is Damaged then
6 TAM[i][j]←TAM[i][j] + 𝑇𝑊;
7 else if Task @ (𝑖, 𝑗 − 1) is Executing then
8 TAM[i][j]←TAM[i][j] + Remaining 𝑡𝑒 of Task @ (𝑖, 𝑗 − 1);
9 end if
10 else
11 TAM[i][j]←TAM[i][j]+𝑇𝑊;
12 end if

// Left
13 if 𝑖 − 1 ≥ 0 then
14 if FPGA state[𝑖 − 1][𝑗] is Damaged then
15 TAM[i][j]←TAM[i][j] + 𝑇𝑊;
16 else if Task @ (𝑖 − 1, 𝑗) is Executing then
17 TAM[i][j]←TAM[i][j] + Remaining 𝑡𝑒 of Task @ (𝑖 − 1, 𝑗);
18 end if
19 else
20 TAM[i][j]←TAM[i][j] + 𝑇𝑊;
21 end if

// Top
22 if 𝑗 + 1 < 𝐻𝑦 then
23 if FPGA state[𝑖][𝑗 + 1] is Damaged then
24 TAM[i][j]←TAM[i][j] + 𝑇𝑊;
25 else if Task @ (i, j + 1) is Executing then
26 TAM[i][j]←TAM[i][j] + Remaining 𝑡𝑒 of Task @ (𝑖, 𝑗 + 1);
27 end if
28 else
29 TAM[i][j]←TAM[i][j] + 𝑇𝑊;
30 end if

// Right
31 if 𝑖 + 1 < 𝐻𝑥 then
32 if FPGA state[𝑖 + 1][𝑗] is Damaged then
33 TAM[i][j]←TAM[i][j] + 𝑇𝑊;
34 else if Task @ (𝑖 + 1, 𝑗) is Executing then
35 TAM[i][j]←TAM[i][j] + Remaining 𝑡𝑒 of Task @ (𝑖 + 1, 𝑗);
36 end if
37 else
38 TAM[i][j]←TAM[i][j] + 𝑇𝑊;
39 end if
40 end for
41 end for

Algorithm 6: EVC heuristic: Compute TAM().

ODB should be an integer multiple of 4 BRAMs (72Kb).
However, for efficiency reasons, note that both IDB and
ODB could be mapped to the same BRAM column, that
is, each buffer using 2 BRAMs. In the horizontal direction
the criterion changes. Tasks with horizontal computation
direction must lie between two columns of BRAMs, and the
width of tasks with vertical computation direction is chosen
with the only constraint of fitting the necessary amount of
resources. This means that a pair a-c, a-d, b-c, or b-d task
versions can flexibly exploit the FPGA resources between two

BRAM columns. We acknowledge a memory requirement
increase to store the bitstreams associated to each version
of the tasks. However, the memory overhead is admissible
considering the benefit this method allows.

Figure 10 shows the allocation decision-making diagram
of Snake. When a task 𝜃𝑖 is scheduled, Snake checks whether
it is critical or noncritical andHBC or LBC. If 𝜃𝑖 is noncritical
and HBC, Snake checks whether it is preferable to reuse
circuitry (i.e., circumvent 𝑡𝐴,𝑖) or reuse partial results (i.e.,
circumvent 𝑡𝑅,𝑗 and 𝑡𝐷,𝑖, where 𝜃𝑗 is the data producer task
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input: URAM, ULAM, DRAM, DLAM and TAM

output: 3DAM
1 for 𝑖 = 0 ⋅ ⋅ ⋅ 𝐻𝑥 − 1 do
2 for 𝑗 = 0 ⋅ ⋅ ⋅ 𝐻𝑦 − 1 do
3 3DAM←2DAM[i][j]/TAM[i][j];
4 end for
5 end for

Algorithm 7: EVC heuristic: Compute 3DAM().

input: 2DAM (when using EAC), 3DAM (when using EVC) and 𝜃𝑖
output: Allocation (x,y)

1 EACmin ← 4 ⋅ 𝐻𝑥 ⋅ 𝐻𝑦; /∗ when using EAC or ∗/
1 EVCmin ← 4 ⋅ 𝑇𝑊 ⋅ 𝐻𝑥 ⋅ 𝐻𝑦; /∗ when using EVC ∗/
2 for 𝑖 = 0 ⋅ ⋅ ⋅ 𝐻𝑥 − 1 do
3 if column MER[𝑖] ≥ ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖 then
4 for 𝑗 = 0 ⋅ ⋅ ⋅ 𝐻𝑦 − 1 do
5 if DRAM[𝑖][𝑗] ≥ ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖 and RAM[𝑖][𝑗] ≥ ℎ𝑥,𝑖 then
6 EAC← 0; /∗ when using EAC or ∗/
6 EVC← 0; /∗ when using EVC ∗/
7 for 𝑚 = 𝑖 ⋅ ⋅ ⋅ 𝑖 + ℎ𝑥,𝑖 − 1 do
8 for 𝑛 = 𝑗 ⋅ ⋅ ⋅ 𝑗 + ℎ𝑦,𝑖 − 1 do
9 EAC← EAC + 2DAM[m][n]; /∗ when using EAC or ∗/
9 EVC← EVC + 3DAM[m][n]; /∗ when using EVC ∗/
10 end for
11 end for
12 if EAC < EACmin /∗ when using EAC or ∗/

EVC < EVCmin /∗ when using EVC ∗/
then

13 𝑥 ← 𝑖;
14 𝑦 ← 𝑗;
15 end if
16 end if
17 end for
18 end if
19 end for
20 if

EACmin /= 4 ⋅ 𝐻𝑥 ⋅ 𝐻𝑦 /∗ when using EAC or ∗/
EVCmin /= 4 ⋅ 𝑇𝑊 ⋅ 𝐻𝑥 ⋅ 𝐻𝑦 /∗ when using EVC ∗/
then

21 return (𝑥, 𝑦);
22 else
23 return Ø;
24 end if

Algorithm 8: Allocation selection based on the EAC and EVC heuristics: Allocate EAC() and Allocate EVC().

of 𝜃𝑖). Note that while circuitry can be reused only if the
task remains still configured on the FPGA, partial results can
always be potentially reused as the data traces of HBC tasks
are stored in BRAMs. Reusing an already configured task is
immediate, and no allocation decisions must be made; that
is, the task is simply executed on the same position where
it was last time. However, when reusing the partial results,
some allocation decisions are to be made. The best case is
when 𝜃𝑖 can directly access its input data from 𝜃𝑗’s ODB

(i.e., 𝜃𝑗’s ODB is used as 𝜃𝑖’s IDB), but this requires there are
sufficiently large amount of contiguous resources to allocate
𝜃𝑖 next to 𝜃𝑗’s ODB. Preferably, consumer tasks are allocated
opposite to producer tasks, to keep the latter allocated on
the FPGA, promoting future circuitry reuse. However, if
strictly necessary producer tasks are deallocated and their
resources assigned to consumer tasks. If there are several
versions of 𝜃𝑖 which fit in the free area next to 𝜃𝑗’s ODB,
EAC/EVCheuristics are used to select the one thatminimizes



International Journal of Reconfigurable Computing 17

Used by

Used by

scheduler

allocator

Feasibility Quality Feasibility Quality Feasibility Quality Feasibility Quality

Column MER Column MER Column MER Column MER

MER

x = 0 x = 1 x = 2 · · ·

· · ·

· · ·

· · ·

· · ·

· · ·

· · ·

· · ·· · ·· · ·

2/3DAM (2, 0)
2/3DAM 

2/3DAM 

2/3DAM 

2/3DAM 

2/3DAM 

2/3DAM (2, 1)

2/3DAM (2, 2)

2/3DAM (2, 3)

2/3DAM (1, 0)2/3DAM (0, 0)

2/3DAM (1, 1)2/3DAM (0, 1)

2/3DAM (1, 2)2/3DAM (0, 2)

2/3DAM (1, 3)2/3DAM (0, 3)

2/3DAM (0, Hy−1) 2/3DAM (2, Hy−1)2/3DAM (1, Hy−1)
DRAM (0, Hy−1)

RAM (0, 0)

DRAM (0, 0)

RAM (1, 0)

DRAM (1, 0)

RAM (0, 2)

DRAM (0, 2)

RAM (1, 2)

DRAM (1, 2)

RAM (0, 1)

DRAM (0, 1)

RAM (1, 1)

DRAM (1, 1)

RAM (0, 3)

DRAM (0, 3)

RAM (2, 0)

DRAM (2, 0)

RAM (2, 2)

DRAM (2, 2)

RAM (2, 1)

DRAM (2, 1)

RAM (2, 3)

DRAM (2, 3)

RAM (1, 3)

DRAM (1, 3)

RAM (0, Hy−1)

DRAM (1, Hy−1)

RAM (1, Hy−1)

DRAM (2, Hy−1)

RAM (2, Hy−1)

(Hx−1, 0)

(Hx−1, 1)

(Hx−1, 2)

(Hx−1, 3)

RAM (Hx−1, 0)

DRAM (Hx−1, 0)

RAM (Hx−1, 1)

DRAM (Hx−1, 1)

RAM (Hx−1, 2)

DRAM (Hx−1, 2)

RAM (Hx−1, 3)

DRAM (Hx−1, 3)

RAM (Hx−1,Hy−1)

DRAM (Hx−1,Hy−1)(Hx−1,Hy−1)

x = Hx−1

Figure 6: EAD structure.

the fragmentation on the device. On the other hand, if there is
no sufficiently large free area to allocate any implementation
version of 𝜃𝑖 next to 𝜃𝑗’s ODB, the feasibility of using a Data
Relocation Task (DRT) is evaluated. By using a DRT the
set of data can be rapidly moved (through the functional
layer) from its current location to a new position where it is
accessible by the consumer task. If no DRT can be used, the
allocation decisions are made using the EAC/EVC heuristics,
and the data is delivered to the consumer task through the
configuration layer. Summing up, for noncritical HBC tasks,
Snake starts evaluating the feasible allocations near the data
producer task and continues evaluating the FPGA allocations
which are reachable by means of DRTs, and finally it switches
to analyze the whole FPGA locations seeking for the lowest
EAC/EVC score, that is, minimal fragmentation.

As shown in Figure 11, the linking together of the hard-
ware tasks by means of the memory elements where the data
traces are temporarily stored leads to computation chains on
the FPGA. Indeed, this gives Snake its name. The task chains
are initiated in themain CPU’s ODBs (Heads), and the results
computed by the last task in the chain are copied through
the configuration layer of the FPGA to the main CPU’s IDBs
(Tails), where they are accessible by the software program. As
shown in Figure 11(b), Snake is an efficacious way to deal with
the heterogenous resource columns embedded in modern

FPGAs as well as to circumvent the damaged resources in the
chip.

7. Simulation Results

This section presents the obtained results when simulating
our scheduling and allocation algorithms. The simulation
experiments cover a wide range of task parameters and dif-
ferent damage situations in the chip. Finally, an estimation of
the performance improvement brought about by Snake using
a realistic heterogeneous FPGA device model is provided.

7.1. Simulation Set up . Adiscrete-time simulation framework
was built to evaluate the performance of the proposed
scheduling and allocating algorithms. The framework ran
under Windows XP OS on an Intel Core Duo CPU @ 3GHz.

The framework simulated a Virtex-4 XC4VLX160 device
with up to 12 clock regions, 3 BRAM columns, 1 DSP48
column, and a sandbox of 28CLB columns width. Based on
the layout of this FPGA, shown in Figure 12(a), the vertical
granularity was set to be a clock region, that is,𝐻𝑦 = 12, while
the horizontal granularity was set to be either 4 CLB columns
or a single heterogeneous resource column, that is,𝐻𝑥 = 15.
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Figure 8: EAC and EVC heuristics computation.

Due to the lack of a common benchmark for RC systems,
we resorted to creating our own synthetic hardware tasks.
Different task sets, each containing up to 60 hardware
tasks, were randomly generated. The execution deadlines,
execution times, and sizes of the tasks were appropriately
chosen, starting from random values, in order to simulate

different 𝑈ICAP and 𝑈COMP situations. For simplicity, the
allocation time of the tasks was considered to be equal to
their size 𝑡𝐴,𝑖 = ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖. We also considered that successive
instances of the tasks were released with the shortest allowed
time between them.
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Figure 9: Different implementation versions for the hardware tasks.
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Figure 10: Snake task allocation strategy.

Due to the lack of a common benchmark for RC systems,
we resorted to creating our own synthetic hardware tasks.
Different task sets, each containing up to 60 hardware
tasks, were randomly generated. We considered that succes-
sive instances of the tasks were released with the shortest
allowed time between them. Note that with this worst case
assumption, aperiodic tasks can be considered periodic. The
execution deadlines, execution times, and sizes of the tasks
were appropriately chosen, starting from random values, in

order to simulate different real-time constraints and FPGA
resource requirements.These are represented with𝑈ICAP and
𝑈COMP parameters, where 𝑈ICAP = ∑∀𝜃𝑖(𝑡ICAP,𝑖/𝐷

∗
𝑖 ) and

𝑈COMP = (1/𝐻𝑥 ⋅ 𝐻𝑦) ⋅ ∑∀𝜃𝑖((𝑡ICAP,𝑖 + 𝑡𝐸,𝑖) ⋅ ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖/𝐷𝑖).
For simplicity, the allocation time of the tasks was considered
to be equal to their size 𝑡𝐴,𝑖 = ℎ𝑥,𝑖 ⋅ ℎ𝑦,𝑖.

Up to 10,000 experiments were performed for each
𝑈ICAP and 𝑈COMP situations, and the obtained results were
averaged. All tasks were set ready at time 0 (i.e., critical
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Figure 11: Reusing partial results with Snake.

instant), and each experiment was considered to be finished
when every task in the task set had either met or missed its
execution deadline at least once.

In a first instance, we did not consider intertask depen-
dencies, intertask communication overheads, or resource
heterogeneity, and we focussed exclusively on the sandbox of
the simulated FPGA. Furthermore, all tasks were considered
to run at the same clock frequency. We note that this is
the most commonly simulated scenario in related work.
Since our scheduling and allocation algorithms are soft real-
time, nonpreemptive and designed for 2D area model, they

were only compared with equivalent nonpreemptive EDF
scheduling, working with 2DA/3DA allocation heuristics.
Indeed, EDF is one of the most consolidated soft real-
time scheduling algorithms, and adjacency-based heuristics
show the best allocation results in the current state-of-the-
art, being used or serving as inspiration, in some of the
latest research efforts in the field (see Section 3). In order
to complete the characterisation of our EAC/EVC heuristics,
up to 25 CLBs within the sandbox were marked as damaged
(approximately 0.5% of the total CLBs in the sandbox). For
fair comparison, we provided 2DA and 3DA heuristics with a
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Figure 12: Left half part of the simulated XC4VLX160 part.

mechanism for dealing with faults namely, the damaged CLB
positions were added as additional vertexes in the Virtex List
Set (VLS).

Four metrics were used to evaluate the performance of
our algorithms.

(1) Missed Deadlines (MD) is the percentage of missed
execution deadlines.

(2) Scheduling Feasibility (SF) refers to the percentage
of feasible schedules produced, that is, percentage of
schedules that do not miss any deadline.

(3) Exploited Computation Volume (ECV) refers to the
use of the 3D computing space delivered by the FPGA
(i.e., area time) to execute hardware tasks which meet
their deadlines. Note that the set up phase of the tasks
is not considered.

(4) Algorithm’s Execution Time (AET) refers to the
amount of time needed for making the scheduling
and allocation decisions per executed task, as well as
the time needed for updating the EAD.

In a second instance, all of the previously neglected RC-
related issues were included in the simulation to evaluate our
realistic Snake task allocation strategy. Hence, this simulation
considered the whole FPGA device, that is, sandbox and het-
erogeneous resource columns. Intertask dependencies were

randomly generated, with a maximum of 3 dependencies
per task, and the amount of time needed to exchange data
among tasks was also considered, that is, 𝑡𝐷,𝑖 and 𝑡𝑅,𝑖. The
data delivery/retrieval time was uniformly distributed in
(90% ⋅ ⋅ ⋅ 110%) of the execution time for HBC tasks and in
(30% ⋅ ⋅ ⋅ 50%) for LBC tasks. HBC tasks and LBC tasks were
randomly generated with a similar proportion of BRAM to
CLB columns in the device, that is, 15 to 1. It was assumed that
four implementation versions were available for each task,
with vertical and horizontal computation direction, and for
each computation direction with the IDB and ODB located
in reverse positions. The data buffers of HBC tasks were
considered to be implemented using 4 BRAMs. When DRTs
could be used, it was assumed an acceleration factor of 1.5x
in intertask communications. Furthermore, clocking aspects
were envisaged: the execution time of the tasks depended on
the used clock frequency, and the amount of tasks running at
different clock frequencies in a row was limited to two. The
highest clock frequency at which each task could run was
randomly selected, ranging from 1x (i.e., base clock rate) to
5x.

7.2. No Damage in the Device. Figure 13 shows the collected
results in three representative situations with no damaged in
the simulated FPGA device: (a) when the FPGA resources are
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Figure 13: Performance with no damage in the FPGA device. EAT(U) refers to the EAD updating time, EAT(A) refers to the time needed
for making the allocation decisions, and EAT(S) is the time needed for making the scheduling decisions.

highly utilized (𝑈COMP = 0.9) and the real-time constraints
are tight (𝑈ICAP = 0.9), (b) when the FPGA resources are
highly utilized and the real-time constraints are moderate
(𝑈ICAP = 0.75), and (c) when the FPGAutilization ismedium
(𝑈COMP = 0.75) and the real-time constraints are tight. Note
that the results shown in this figure are normalized to the
highest value.

As expected, the results are better when either time
aspects were considered when making the allocation deci-
sions or when area aspects were considered when making
the scheduling decisions; that is, EVC outperforms EAC, and
FAEDF outperforms EDF. The improvement is more notice-
able when the extra dimension was considered only once;
that is, the benefit of including time aspects when making
the allocation decisions is greater with EDF, which does not
account for area aspects, than with FAEDF, which already
considers area aspects. Specifically, in all of the simulated

situations FAEDF-EVC shows the best results, that is, less
amount ofmissed deadlines, higher rate of feasible schedules,
and better exploitation of computation volume, while EDF-
2DA shows the worst results. Moreover, the experiments
conducted confirm that FAEDF-EAC produces slightly better
results than EDF-3DA.

Including area aspects whenmaking scheduling decisions
FAEDF results in approximately double execution time,
while EAC and EVC heuristics result in time overheads for
updating the EAD. While the penalty for using FAEDF is
admissible; that is, the scheduling decisions can always be
made in less than 8 microseconds, the average time needed
for updating the EAD is about 100 microseconds. Although
this timemight seem excessive, it is important to note that the
conducted simulation does not account for the acceleration
brought about by custom hardware implementation and
parallelism in the area matrices computation. In contrast
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Figure 14: Low utilization of the FPGA and loose real-time constraints: 𝑈ICAP = 0.5 and 𝑈COMP = 0.5.

with the long time required to update the EAD, we note the
remarkable achievable acceleration for making the allocation
decisions when using our allocation heuristics. Indeed, the
average time elapsed for making the allocation decisions is
around 35 microseconds when using 2DA/3DA heuristics,
and it is less than 10 microseconds when using our EAC/EVC
heuristics (around 25% speed-up).

Summing up, when using FAEDF-EAC/EVC, the
scheduling and allocation decisions can be made online
in less than 20 microseconds (this time is approximately
doubled when using EDF-2DA/3DA), but there is an
overhead due to EAD updating process, which is in the
range of 100 microseconds in our simulation framework.
Therefore, the efficacy of our algorithms highly depends on
the success in speeding up the EAD updating process. Note
that some overhead is still admissible as the EAD updating
can be parallelized with the task set up phase.

7.3. Damage in theDevice. Figures 14 to 17 show themeasured
performance for various FPGA utilization situations and
different real-time constraints in the presence of permanent

damage on the FPGA device. As can be seen in the figures,
most of the performance metrics (e.g., MD, SF, and EVC)
show an exponential variation with the number of simulated
faults in the FPGA.

The most important conclusion obtained from these
results is the capability of EAC/EVC heuristics to deal
with permanent damage in the FPGA. For instance, unlike
2DA/3DA, EAC/EVC heuristics are able to produce feasible
schedules (i.e., no missed deadlines) for all of the simulated
fault situations when the FPGA utilization is low (𝑈COMP =
0.5, see Figures 14 and 16). Although it is not possible
to produce feasible schedules in the rest of the cases, the
differences between the results obtained by both heuristics
are still appreciable. Namely, when using EAC/EVC, between
5% and 20%, fewer deadlines are missed, and a similar
improvement is measured in the exploitation of FPGA’s
computation volume. The difference is greater when the
FPGA is highly utilized, that is, 20% improvement when
𝑈COMP = 0.9 (see Figure 17), while 5% improvement when
𝑈COMP = 0.75 (see Figure 15). In addition, it is interesting
to check that EAC/EVC heuristics show better results with
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Figure 15: Medium utilization of the FPGA and moderate real-time requirements: 𝑈ICAP = 0.75 and 𝑈COMP = 0.75.

regard to 2DA/3DA as the FPGA gets more damage for
most of the range of simulated faults. Finally, note that the
performance of ECV and EAC is similar, with the former
producing slightly better results.

Unlike MD, SF, and EVC, the execution time of the
allocation algorithms, AET, shows a nearly linear increase
with the number of simulated faults when using EAC/EVC
heuristics. Indeed, the time needed to update the EAD in the
worst situation is measured around 160microseconds. Again,
although the amount of time needed to make the scheduling
decisions is always greater when using FAEDF than when
using EDF, it is admissible (i.e., less than 3 microseconds).
On the other hand, the time needed to allocate the tasks
when using 2DA/3DAheuristics increases exponentially with
the number of damaged resources in the chip, reaching up
to 250 microseconds when the FPGA is highly utilized and
significantly damaged (see Figure 17). Notably, this is even
longer than the time needed to update the EAD in that
situation. Hence, it cannot be claimed the online allocation
capability for the 2DA/3DA heuristics when dealing with
partially damaged FPGAs. Under the same conditions, note

that the time needed to make the allocation decisions when
using EAC/EVC heuristics is only 24 microseconds, which
is an admissible overhead to target online task allocation.
This important improvement is the result of the capability to
discard unfeasible to allocate tasks early by both the scheduler
(based on the MER size) and by the allocator (based on the
column MERs in the EAD). Finally, as expected, the execution
time of ECV is slightly longer than that of EAC.

7.4. Snake. Figure 18 shows the results obtained when sim-
ulating the Snake approach on the realistic RC scenario
described in Section 7.1. The results are normalised to the
highest value, and in all of the cases FAEDF scheduling
algorithm was used. We note that the fact of simulating
most of the RC issues results in lower performance when
using FAEDF-EAC and FAEDF-EVC than shown in previous
simulations. For instance, the ECV was significantly smaller
as a significant part of the sandbox could not be used to
allocate HBC tasks due to fact that BRAMs are located in one
edge. The sandbox is thus mainly used to allocate LBC tasks,
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Figure 16: Low utilization of the FPGA and tight real-time requirements: 𝑈ICAP = 0.9 and 𝑈COMP = 0.5.

which represent a small fraction of the total amount of tasks
generated.

Based on the obtained results, we conclude that Snake
improves the performance shown when exclusively using
EAC/EVC heuristics. This is reasonable as it is, indeed,
especially conceived to extend these heuristics to deal with
the simulated RC particularities and issues in this experiment
(e.g., intertask dependencies and communications).

An important aspect to note is that the average time
spent when making the allocation decisions in Snake is
considerably reduced, as there is no need to evaluate all of the
feasible allocations on the FPGA. When the tasks are reused
no allocation, decisions must be made, and when the partial
results are reused, only one allocation must be evaluated (for
each version of the task). Moreover, using DRTs involves
evaluating only a few more allocations, namely, those where
DRTs are able to move input data from the data producer’s
ODB. In our simulations a maximum of 26 target allocations

are considered when using DRTs: up to 4 clock regions above
and below theODBwhere the data is held, in the same BRAM
column as well as in the neighbor right and left columns.

8. Implementation Details

A proof-of-concept R3TOS implementation has been devel-
oped on a Xilinx XC4VLX160 FPGA. As shown in Figure 19,
the system comprises threemain components: (1) a scheduler,
(2) an allocator, and (3) a configuration manager to translate
the high-level operations dictated by the scheduler and
allocator into reconfiguration commands for the FPGA.

Each component is separately implemented to enable
parallelism in the execution of the R3TOS processes. The
parallel cooperation of simple components does not only
result in low runtime overhead but also result in acceptable
area overhead; that is, themain core of all R3TOS components
is a tiny Xilinx PicoBlaze, which requires only 96 FPGA
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Figure 17: High utilization of the FPGA and loose real-time requirements: 𝑈ICAP = 0.5 and 𝑈COMP = 0.9.

slices. Note that this architecture promotes upgradability, for
example, the allocator and scheduler can be updated to run
more efficient algorithms which might be designed in the
future without having to modify the rest of components, and
scalability, for example, multiple instances of the allocator
can be used to speed up the allocation process in very large
FPGAs. The cooperation among the R3TOS components
is mastered by the scheduler, with the allocator and the
configuration manager acting as slaves.

The internal architecture of the R3TOS components is
structured around the PicoBlaze core. The PicoBlaze exe-
cutes an optimized assembly program which is based on
interruptions to reduce the response time, relying on an
interrupt controller to handle the interruptions. Further-
more, each PicoBlaze uses a dedicated data BRAM to store
the information associated with the corresponding R3TOS
process(es) it executes. Hence, the scheduler manages the
task queues in the task BRAM, the allocator keeps track of
the available resources on an FPGA BRAM (state BRAM),
where all of the area matrices presented in Section 6 are

held in separate segments, and the configuration manager
executes predefined sequences of configuration commands
from a bitstream BRAM.

The configuration manager interacts with the
configuration-related built-in logic included in the FPGA.
Notably, it is equipped with specific hardware to drive the
ICAP at the highest allowed clock frequency, achieving up to
390MB/s reconfiguration throughput.

Specific for the scheduler is a timer to generate the kernel
ticks 𝑡KT. Additionally, the kernel timer supervises the correct
functioning of the scheduler; that is, it acts as watchdog timer.
The scheduler’s PicoBlaze must generate at least one alive
pulse within a maximum number of kernel ticks. Indeed, it is
crucial for the reliability of the system to monitor the state of
the scheduler as it is the master.

Specific for the allocator are three coprocessors, which
are explained in the subsequent sections: (1) an Architecture
Checker (AC) to speed up the search of feasible allocations
where the FPGA layout is compatible with the internal
architecture of the tasks, (2) an Empty Area Descriptor
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Updater (EADU) to accelerate the intermediate compu-
tations required by the allocation algorithm, and (3) an
Allocation Quality Evaluator (AQE) to accelerate the making
of the allocation decisions. We resort to using the EAC
heuristic as we believe it is simpler to implement than EVC
and still produces good quality results.

Empty Area Descriptor Updater (EADU). As previously intro-
duced, the amount of time available to update the EAD
without degrading the performance is limited by the duration
of the set up phase of the tasks; that is, EAD is to be updated
in parallel with task setting-up through the ICAP. In order
to speed up the EAD updating, R3TOS includes a specific
logic (EAD updater) that is coupled to the two ports of the
FPGA State BRAM. This logic is very easy to control with
only two interface signals: input start updating and output
endupdating. Both signals are driven by allocator’s PicoBlaze,
which also controls access to the FPGA State BRAM. Indeed,

the latter BRAM is shared between the PicoBlaze, EADU,
AQE, and configuration manager, which provides the list
of detected damaged resources in the chip upon request by
the allocator’s Picoblaze. Prior to toggling the EADU, the
FPGA state is renewed by the allocator’s PicoBlaze.

TheEADUproceeds in four phases as shown in Figure 20.
In the first phase, the RAM and LAM matrices are computed
using the information included in the FPGA state memory
segment. These matrices are computed in parallel using the
double port of the BRAM. As the only difference when
computing the RAM and LAMmatrices is that the FPGA state
is scanned in opposite directions, that is, right to left or
left to right, the amount of time needed to compute both
matrices is the same. Afterwards, the four area matrices
ULAM, DLAM, URAM, and DRAM are computed in pairs using
the two ports of the BRAM and the information included
in the RAM and LAM memory segments. Namely, while the
ULAM matrix is computed through the port A, the URAM
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Figure 19: Overview of R3TOS implementation.

matrix is computed through the port B, and, then, DLAM and
DRAM matrices are simultaneously computed through each
BRAM port. Note that when computing the DRAMmatrix, the
column MERs are also updated. In the fourth and last phase,
the 2DAMmatrix is updated using the areamatrices computed
during the previous three phases. Notably, this computation
is speeded up by 2, as the values of two area matrices can be
simultaneously accessed through the two ports of the FPGA
State BRAM.

The EADU consumes 284 slices in the FPGA, and, in the
situation described in Section 7, that is, 𝐻𝑥 = 15 and 𝐻𝑦 =
12, it allows for up to 34x speed improvement with regard to
the solely PicoBlaze-based software implementation reported
in [41].

Architecture Checker (AC). Figure 21 shows the structure of
the AC, whose main objective is to rapidly check whether it is
feasible to allocate a task on a given FPGA location in terms
of types of resources, saving much computational cost to
the allocator’s PicoBlaze. The latter controls the AC block by
means of two signals: shift and match. Note that this block
ismainly used to find feasible allocations when systematically
evaluating all of the candidate positions. On the other hand,
when using Snake, the compatibility of FPGA’s layout and
task’s internal architecture is checked by the PicoBlaze as the
number of allocations to evaluate is reduced.

The central part of the AC module is a shift register (ad)
of depth equal to 𝐻𝑥, that is, amount of columns in the
FPGA. Another register (AD) is used to store the architecture
descriptor of the FPGA device itself. Each cell in these
registers accounts thus for a resource column, being the type
of resource coded using 2 bits: “00” forCLBs, “01” forDSP48s,
“10” for BRAMs, and “11” for other resources (e.g., PowerPC

and IOBs). The architecture descriptor of the task to check 𝜃𝑖
is loaded in the ad register and shifted cell by cell to cover
all of the possible allocations for it, that is, until the task
descriptor reaches the deepest 𝐻𝑥 cell in the shift register.
To check whether the type of resources required by the task
matches with the FPGA resources actually available in each
position, both ad and AD cells are XORed, where “0” means
that the type of all of the resources is the same. The cells are
individually enabled to take part in the XOR operation in
order to exclude the resources which are not actually used by
the task in each checked position. To do this a shift register
(EN) with the same depth of ad and AD is used.This register is
initially loaded with all zeros, except for the cells occupied by
the task descriptor, which are loaded with “1”; that is, EN(𝑖) =
“1” for all ≤ ℎ𝑥,𝑖, and EN(𝑖) = “0” for all 𝑖 > ℎ𝑥,𝑖. The sequence
of “1”s is shifted in the EN register when the task descriptor
is shifted in the ad register to reflect which columns are to
be used by the task in the checked position at any time.
Therefore, the PicoBlaze is only responsible for controlling
the shift in the registers and checking the feasibility of the
placement. The latter is given by the match signal, where
match = “1” means that allocation is feasible.

The AC requires about half of the slices required by
a PicoBlaze, namely, 46 slices. The upper bound speed
improvement brought about by this module when checking
the allocatability of a task 𝜃𝑖 compared to a solely PicoBlaze-
based software implementation can be roughly estimated to
be around 2 ⋅ ℎ𝑥,𝑖x. Indeed, without using the AC, 6 PicoBlaze
instructions are needed to check the resource compatibility
in each FPGA column: 2 instructions for accessing the
FPGAdescriptor, another 2 instructions for accessing the task
descriptor, 1 instruction to compare both values, and another
instruction to update the next column to be checked. On the
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other hand, when using the AC, only 3 PicoBlaze instructions
are required to perform this check: 2 instructions to enable
and disable the shift signal and another instruction to
input the match value. Assuming the worst case where all
resource columns are compatible, the achieved 2x speed-up
factor brought about by the AC when checking the resource
compatibility of one column is extended to the ℎ𝑥,𝑖 columns
the task spans.

Allocation Quality Evaluator (AQE). When toggled by the
allocator’s PicoBlaze, the AQE takes over access to the FPGA
State BRAM to quickly compute the quality of candidate
allocations. This is done by adding the EAC scores stored
in the 2DAM segment that correspond to the FPGA positions
to be assigned to the task in each evaluated allocation. The
latter computation is automatically performed by the AQE
based on the allocation and task information passed by the
PicoBlaze, that is, ℎ𝑥,𝑖, ℎ𝑦,𝑖, 𝑋allo, and 𝑌allo. Besides, the
AQE keeps track of the quality of the checked allocations,
indicating to the PicoBlaze which is the one that produces the
least fragmentation on the FPGA bymeans of the best signal
(i.e., the lowest sum of EAC scores). It is important to note
that the AQE does not check the feasibility of the allocations.
This is done by the allocator’s PicoBlaze by consulting the
EAD and using the AC.

The interface of the AQE consists of 4 control signals
(rst, start, end, and best) as well as an 8-bit input to
receive the allocation and task parameters.

The AQE consumes 33 slices in the FPGA and allows for
a significant speed improvement when making the allocation
decisions with regard to the solely PicoBlaze-based software
implementation reported in [41]. The achievable acceleration
increases with the size of the task to allocate until it reaches a
high bound of about 9x.This behaviour is due to two reasons.
First, when dealing with big tasks, the communication over-
head between PicoBlaze andAQE is smaller because there are
fewer candidate allocations to check. Second, evaluating the
allocation quality of a big task requires more computations
(i.e., additions) to be done, which are indeed accelerated by
the AQE.

Table 2: Measured performance figures.

Min. Max.

Scheduling
Scheduling algorithm execution <1 𝜇s 100𝜇s
Queues and task state updating <1 𝜇s 300𝜇s

Allocation
Allocation algorithm execution <1 𝜇s 100𝜇s
Empty Area Descriptor updating 10𝜇s 200 𝜇s

Inter-task communications
Transfer LUT data buffer (ICAP) 3.7 𝜇s 3.7 𝜇s
Transfer BRAM data buffer (ICAP) 60.18 𝜇s 60.18𝜇s
Transfer BRAM data buffer (DRTS):
configuration layer 36.18 𝜇s 39.9 𝜇s

Transfer BRAM data buffer (DRTS):
functional layer 81.92𝜇s 81.92 𝜇s

Switching brams between neighbor tasks 10.03𝜇s 10.03 𝜇s
Inter-task synchronization

Polling of a HWS 1.6𝜇s 1.6𝜇s
Activation of a HWS 3.7 𝜇s 3.7 𝜇s

8.1. Performance Evaluation. Table 2 shows the most signifi-
cant performance figures measured in the developed proof-
of-concept R3TOS implementation when it runs with a
100 MHz clock. Notably, the amount of time needed by
the scheduler and allocator to update the task queues and
EAD is slightly shorter (i.e. hundreds of microseconds) of
that needed to set-up a typical hardware task using the
ICAP (usually several hundreds of microseconds or few
milliseconds [42]), making it possible to reduce the time
overheads introduced by R3TOS as these three processes
can be concurrently carried out in most of the cases. The
obtained results are promising in light of enabling the use
of our solution with newer reconfigurable technology with
presumably faster reconfiguration capabilities and larger
sizes.
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Figure 21: Simplified structure of the Architecture Checker (AC).

We acknowledge the existence of a time overhead which
is introduced by R3TOS when making the scheduling and
allocation decisions. Since these decisions aremostlymade by
software routines in the allocator and scheduler PicoBlazes,
the overhead can reach up to tens of microseconds per each
task allocation attempt. Note that although the allocator
PicoBlaze relies on the AQE to accelerate the allocation
process, it is still responsible for exploring the EAD to find
feasible allocation candidates to be evaluated, thus limiting
the achievable acceleration. As for the allocator, it would be
convenient to use a hardware accelerator in the scheduler
when dealing with a large number of tasks in order to keep
the task management overheads within reasonable bounds.

Table 2 also shows the achievable acceleration when
exchanging data among tasks using DRTs or directly access-
ing the data the data in producer task’s ODB. While the
time needed to transfer the content of a BRAM-based data

buffer using the ICAP is about 60 microseconds, the access
to the BRAM can be switched from the producer to the
consumer task in only 10.03 microseconds (around 6x speed-
up). In addition, 36.18 microseconds are needed to configure
a DRT (around 1.6x speed-up), which then requires 81.92
microseconds to complete the data transfer through the
functional layer. Note that the latter time does not constrain
the performance as it can be parallelized with the task set-up
phase.

9. Conclusions

In this article a novel scheduling algorithm and two novel
allocation heuristics have been presented in the scope of our
R3TOS project. First, the Finishing Aware EDF (FAEDF)
scheduling algorithm improves nonpreemptive EDF by
delaying the execution of tasks which cannot be allocated in
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the first instance until enough adjacent free area is released
on the FPGA. Second, the Empty Area/Volume Compaction
(EAC/EVC) heuristics outperform related work in the field,
especially when the FPGA is partially damaged. Finally, the
Snake task allocation strategy has been introduced.This novel
approach promotes the concatenation of tasks, as the input
edge of one task can be placed next to the output edge of
the previously executed task in the pipeline in such a way
that memory elements where data to be exchanged is kept are
switched between both tasks. The proposed algorithms and
strategies are proven to be efficacious by means of synthetic
simulations, and their runtime execution overheadmeasured
in a real hardware implementation is proven to be admissible.
The latter hardware implementation, which also includes
specific circuitry to drive the ICAP at its highest rate, has a
relatively small footprint: 2,003 slices and 6 BRAMs (around
5% of the logic resources and 2% of the storage resources of
an XC4VLX160 FPGA). Future work targets the evaluation of
these approaches in a real-world application.
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Decimal floating point operations are important for applications that cannot tolerate errors from conversions between binary and
decimal formats, for instance, commercial, financial, and insurance applications. In this paper we present five different radix-10
digit recurrence dividers for FPGA architectures.The first one implements a simple restoring shift-and-subtract algorithm, whereas
each of the other four implementations performs a nonrestoring digit recurrence algorithm with signed-digit redundant quotient
calculation and carry-save representation of the residuals. More precisely, the quotient digit selection function of the second divider
is implemented fully by means of a ROM, the quotient digit selection function of the third and fourth dividers are based on carry-
propagate adders, and the fifth divider decomposes each digit into three components and requires neither a ROMnor amultiplexer.
Furthermore, the fixed-point divider is extended to support IEEE 754-2008 compliant decimal floating-point division for decimal64
data format. Finally, the algorithms have been synthesized on a Xilinx Virtex-5 FPGA, and implementation results are given.

1. Introduction

Many applications, particularly commercial and financial
applications, require decimal floating-point operations to
avoid errors from conversions between binary and decimal
formats. This paper presents five different decimal fixed-
point dividers and analyzes their performances and resource
requirements on FPGA platforms. All five architectures apply
a radix-10 digit recurrence algorithmbut differ in the quotient
digit selection (QDS) function.

The first fixed-point divider (type1) implements a sim-
ple shift-and-subtract algorithm. It is characterized by an
unsigned and nonredundant quotient digit calculation. Nine
divisor multiples are precomputed, and in each iteration
step nine carry-propagate subtractions are performed on
the residual. Finally, the smallest, nonnegative difference is
selected by a large fan-in multiplexer. This type1 implemen-
tation is characterized by a high area use.

The second divider (type2) uses a signed-digit quotient
calculation with a redundancy of 𝜌 = 8/9 and operands
scaling to get a normalized divisor in the range of 0.4 ≤
divisor < 1.0. The quotient digit selection (QDS) function

can be implemented fully by a ROM because it depends only
on the two most significant digits (MSDs) of the residual
as well as the divisor. The residual uses a redundant carry-
save representation but, because of performance issues, the
two MSDs are implemented by a nonredundant radix-2
representation.

The quotient digit selection (QDS) functions of the
third and fourth divider (type3.a and type3.b) are based
on comparators for the two most significand digits. The
comparators consist of short binary carry-propagate adders
(CPA), which can be implemented very efficiently in the
FPGA’s slice structure.The corresponding comparative values
depend on the divisor’s value and are precomputed and stored
in a small ROM. The redundancy is 𝜌 = 8/9; thus, 17 binary
CPAs are required. Similar to the type2 divider, the type3.a
and type3.b dividers use prescaling of the divisor 0.4 ≤
divisor < 1.0, a redundant carry-save representation of the
residual, and a nonredundant radix-2 representation of the
two MSDs. The dividers type3.a and type3.b differ only in
the implementation of large fan-in multiplexers in the digit
recurrence step.The type3.a divider implements multiplexers
thatminimize the LUT usage but have long latencies, whereas
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the type3.b divider implements a faster dedicatedmultiplexer
that exploits the FPGA’s internal carry chains.

The quotient digit selection function of the last divider
(type4) requires neither a ROM nor a multiplexer. It is
characterized by divisor scaling (0.4 ≤ divisor < 0.8)
and a signed-digit redundant quotient calculation with a
redundancy of 𝜌 = 8/9. The quotient digit is decomposed
into three components having values {−5, 0, 5}, {−2, 0, 2},
and {−1, 0, 1}. The components are computed one by one,
whereby the digit selection function is constant; that is, the
selection constants do not depend on the divisor’s value.
Similar to the type2, type3.a, and type3.b dividers, the type4
divider uses a carry-save representation for the residual with
a nonredundant radix-2 representation of the two MSDs.

The fixed-point division algorithms are implemented and
analyzed on a Virtex-5 FPGA. Finally, the type2 divider,
which shows the best tradeoff in area and delay, is extended to
a floating-point divider that is fully IEEE 754-2008 compliant
for decimal64 data format, including gradual underflow
handling and all required rounding modes.

The architectures of the type1, type2, and type4 dividers
have already been published in [1]. However, this paper
gives a more detailed description of the previous research
and introduces two new dividers, which fill the design
gap between the type1 and type2 dividers because they are
based on two extreme examples of algorithms: the type1
divider implements a restoring quotient digit selection (QDS)
function that requires nine decimal carry-propagate adders
(CPAs) of full precision, whereas the nonrestoring QDS
function of the type2 divider is implemented fully by means
of a ROM with limited precision. In comparison, the new
dividers implement nonrestoring QDS functions that are
based on fast binary CPAs with limited precision.

The outline of this paper is given as follows: Section 2
motivates the use of decimal floating-point arithmetic and
its advantage compared to binary floating-point arithmetic.
The underlying decimal floating-point standard IEEE 754-
2008 is introduced in Section 3.The digit recurrence division
algorithms as well as the five different architectures of fixed-
point dividers are presented in Section 4. These fixed-point
dividers are extended to a decimal floating-point divider
in Section 5. Postplace and route results are presented in
Section 6, and finally in Section 7 the main contributions of
this paper are summarized.

2. Decimal Arithmetic

Since its approval in 1985, the binary floating-point standard
IEEE 754-1985 [2] is the most widely used implementation
of floating-point arithmetic and the dominant floating-point
standard for all computers. In contrast to binary arithmetic,
decimal units are more complex, require more area, and
are more expensive, and the simple binary coded decimal
(BCD) data format has a storage overhead of approximately
20%. Thus, at that time of approval the use of binary in
preference to decimal floating-point arithmetic was justified
by the better efficiency.

Most people in the world think in decimal arithmetic.
These decimal numbersmust be converted to binary numbers

when using a computer. However, some common finite
numbers can only be approximated by binary floating-point
numbers. The decimal number 0.1, for example, has a peri-
odical continued fraction 0.110 = 0.00011002. It cannot be
represented exactly in a binary floating-point arithmetic with
finite precision, and the conversion causes rounding errors.

As a consequence, binary floating-point arithmetic can-
not be used for any calculations which do not tolerate
conversion errors between decimal and binary numbers.
These are, for instance, financial and business applications
that even require decimal arithmetic by law [3]. Therefore,
commercial application often use nonstandardized software
to perform decimal floating-point arithmetic. However, these
software implementations are usually from 100 to 1000 times
slower than equivalent binary floating-point operations in
hardware [3].

Because of the increasing importance, specifications for
decimal floating-point arithmetic have been added to the
IEEE 754-2008 standard for floating-point arithmetic [4]
that has been approved in 2008 and offers a more profound
specification than the former radix-independent floating-
point arithmetic IEEE 854-1987 [5]. Therefore, new efficient
algorithms have to be investigated, and providing hardware
support for decimal arithmetic is becoming more andmore a
topic of interest.

IBM has responded to this market demand and inte-
grates decimal floating-point arithmetic in recent processor
architectures such as z9 [6], z10 [7], Power6 [8], and Power7
[9]. The Power6 is the first microprocessor that implements
IEEE 754-2008 decimal floating-point format fully in hard-
ware, while the earlier released z9 already supports decimal
floating-point operations but implements them mainly in
millicode. Nevertheless, the Power6 decimal floating-point
unit is as small as possible and is optimized to low cost.
It reuses registers from the binary floating-point unit, and
the computing unit mainly consists of a wide decimal adder.
Thus, its performance is rather low. Other floating-point
operations such as multiplication and division are based
on this adder and are performed sequentially. The decimal
floating-point units of z10 and Power7 are designed similarly
to those of the Power6 [7, 9].

3. IEEE 754-2008

The floating-point standard IEEE 754-2008 [4] has revised
and merged the IEEE 754-1985 standard for binary floating-
point arithmetic [2] and IEEE 854-1987 standard for radix-
independent floating-point arithmetic [5]. As a consequence,
the choice of radices has been focused on two formats: binary
and decimal. In this paper we consider only the decimal data
format. A decimal number is defined by the triple consisting
of the sign (𝑠), significand (𝑐), and exponent (𝑞):

𝑥 = (−1)𝑠 ⋅ 𝑐 ⋅ 10𝑞, (1)

with 𝑠 ∈ {0, 1}, 𝑐 ∈ [0, 10𝑝 − 1] ∩ N, and 𝑞 ∈ [𝑞min, 𝑞max] ∩
Z. IEEE 754-2008 uses two different designators for the
exponent (𝑞 and 𝑒) as well as for the significand (𝑐 and𝑚).The
exponent 𝑒 is applied when the significand is regarded as an
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Figure 1: Decimal interchange formats [4].

Table 1: Interchange format parameters [4].

Parameter dec32 dec64 dec128
𝑘 : storage width (bits) 32 64 128
𝑝: precision (digits) 7 16 34
𝑞min: min. exponent −101 −398 −6176
𝑞max: max. exponent 90 369 6111
Bias = 𝐸 − 𝑞 101 398 6176
𝑠: sign bit 1 1 1
𝑤 + 5: combination field (bits) 11 13 17
𝑡: trailing significand field (bits) 20 50 110

integer digit and fraction field, denoted by 𝑚. The exponent
𝑞 is applied when the significand is regarded as an integer,
denoted by 𝑐. The relation is given through

𝑒 = 𝑞 + 𝑝 − 1, 𝑚 = 𝑐 ⋅ 𝑏−𝑝+1. (2)

In this paper we exclusively use the integer representation 𝑐
with the exponent 𝑞.

Unlike binary floating-point format, the decimal floating-
point number is not necessarily normalized. This leads to
a redundancy, and a decimal number might have multiple
representations. The set of representations is called the
floating-point number’s cohort. For example, the numbers
123 ⋅ 100, 1230 ⋅ 10−1, and 12300 ⋅ 10−2 are all members of the
same cohort.More precisely, if a number has 𝑛 ≤ 𝑝 significant
digits, the number of representations is 𝑝 − 𝑛 + 1.

IEEE 754-2008 defines three decimal interchange formats
(decimal32, decimal64, and decimal128) of fixed width 32, 64,
and 128 bits. As depicted in Figure 1, a floating-point number
is encoded by three fields: the sign bit 𝑠, the combination
field 𝐺, and the trailing significand field. The combination
field encodes whether the number is finite, infinite, or not a
number (NaN). Furthermore, in case of finite numbers the
combination field comprises the biased exponent (𝐸 = 𝑞 +
bias) and the most significant digit (MSD) of the significand.
The remaining 3 ⋅ 𝐽 digits are encoded in the trailing
significand field of width 𝑡 = 𝐽 ⋅ 10. The trailing significand
can either be implemented as a binary integer or as a densely
packed decimal (DPD) number [4]. Binary encoding makes
software implementations easier, whereas DPD encoding is
favored by hardware implementations, as it is the case in this
paper.

The encoding parameters for the three fixed-width inter-
change formats are summarized in Table 1.This paper focuses
on the data format decimal64 with DPD coded significand.
DPD encodes three decimal digits (four bits each) into a
declet (10 bits) and vice versa [4]. It results in an storage
overhead of only 0.343% per digit.

IEEE 754-2008 defines five rounding modes. These are
two modes to the nearest (round ties to even and round

ties to away) and three directed rounding modes (round
toward positive, round toward negative, and round toward
zero) [4]. As floating-point operations are obtained by first
performing the exact operation in the set of real numbers
and then mapping the exact result onto a floating-point
number, rounding is required whenever all significant digits
cannot be placed in a single word of length 𝑝. Moreover,
inexact, underflow, or overflow exceptions are signaled when
necessary.

4. Decimal Fixed-Point Division

Oberman and Flynn [10] distinguish five different classes
of division algorithms: digit recurrence, functional iteration,
very high radix, table look-up, and variable latency, whereby
many practical algorithms are combinations of multiple
classes. Compared to binary arithmetic, decimal division is
more complex. Currently, there are only a few publications
concerning radix-10 division.

Wang and Schulte [11] describe a decimal divider based
on the Newton-Raphson approximation of the reciprocal.
The latency of a decimal Newton-Raphson approximation
directly depends on the latency of the decimal multiplier.
A pipelined multiplier has the advantage that more than
one division operation can be processed in parallel; oth-
erwise the efficiency is poor. However, the algorithm lacks
remainder calculation, and the rounding is more complex.
The first FPGA-based decimal Newton-Raphson dividers are
presented in [12]. The dividers as well as the underlying
multipliers are sequential; hence, these dividers have a high
latency.

Digit recurrence division is themost widely implemented
class of division algorithms. It is an iterative algorithm with
linear convergence; that is, a fixed number of quotient digits is
retired every iteration step. Compared to radix-2 arithmetic,
radix-10 digit recurrence division is more complex because,
on the one hand, decimal logic is less efficient by itself and,
on the other hand, the range of the quotient digit selection
(QDS) function comprises a larger digit set. Therefore, the
performance of the digit recurrence divider depends on
the choice of the QDS function and the implementation of
decimal logic.

Nikmehr et al. [13] select quotient digits by comparing
the truncated residual with limited precision multiples of
the divisor. Lang and Nannarelli [14] replace the divisor’s
multiples by comparative values obtained by a look-up table
and decompose the quotient digit into a radix-2 digit and
a radix-5 digit in such a way that only five and two times
the divisor are required. Vázquez et al. [15] take a different
approach: the selection constants in the QDS function are
obtained of truncated multiples of the divisor, avoiding look-
up tables. Therefore, the multiples are computed on-the-
fly. Moreover, the digit recurrence iteration implements a
slow carry-propagate adder, but an estimation of the residual
is computed to make the determination of the quotient
digits independent of this carry-propagate adder.Thedecimal
divider of the Power6 microprocessor [16] uses extensive
prescaling to bound the divisor to be greater than or equal
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to 1.0 but lower than 1.1112 in order to simplify the digit
selection function. However, this prescaling is very costly, it
requires a 2-digit multiply, and it needs overall six cycles on
each operand. Furthermore, the digit selection function still
requires a look-up table.

The first decimal fixed-point divider designed for FPGAs
applies digit recurrence algorithm and is proposed by Ercego-
vac andMcIlhenny [17, 18]. However, it has a poor cycle time,
because it does not fit well on the slice structure of FPGAs
but would probably fit well into ASIC designs with dedicated
routing.

4.1. Digit Recurrence Division. In the following, we use
different decimal number representations. A decimal number
B is called BCD-𝛽0𝛽1𝛽2𝛽3 coded when B can be expressed by

𝐵 =
𝑝−1

∑
𝑖=0

𝐵𝑖 ⋅ 10
𝑖

with 𝐵𝑖 =
3

∑
𝑘=0

𝐵𝑖𝑘 ⋅ 𝛽𝑘, 𝐵𝑖𝑘 ∈ {0, 1} .

(3)

A number representation is called redundant if one or more
digits have multiple representations.

Moreover, we consider a division 𝑧 = 𝑥/𝑑 in which the
decimal dividend 𝑥 and the decimal divisor 𝑑 are positive
and normalized fractional numbers of precision 𝑝, that is,
0.1 ≤ 𝑥, 𝑑 < 1. The quotient 𝑧 and the remainder rem are
calculated as follows:

𝑥 = 𝑧 ⋅ 𝑑 + rem, rem ≤ 𝑑 ⋅ ulp, ulp = 10−𝑝. (4)

Then the radix-10 digit recurrence is implemented by

𝑤 [𝑗 + 1] = 10𝑤 [𝑗] − 𝑧𝑗+1 ⋅ 𝑑, 𝑗 = 0, 1, . . . , 𝑝 (5)

with the initial residual 𝑤[0] = 𝑥/10 and with the quotient
digit calculated by the selection function

𝑧𝑗+1 = SEL (10𝑤 [𝑗] , 𝑑)

with 𝑧 = 𝑧1.𝑧2𝑧3 ⋅ ⋅ ⋅ 𝑧𝑝 =
𝑝−1

∑
𝑗=0

𝑧𝑗+1 ⋅ 10
−𝑗.

(6)

Digit recurrence division is subdivided into the classes of
restoring and nonrestoring algorithms, that differ in the
quotient digit selection (QDS) function and the dynamical
range of the residual. A restoring divider selects the next
positive quotient digit 0 ≤ 𝑧𝑗+1 ≤ 9 such that the next partial
residual is as small as possible but still positive. The IBM
z900 architecture, for instance, implements such a decimal
restoring divider [19]. By contrast, the QDS function of a
decimal nonrestoring divider uses a digit set that is positive
as well as negative −𝑎 ≤ 𝑧𝑗+1 ≤ 𝑎, and the partial residual
𝑤[𝑗 + 1]might also be negative.

One advantage of restoring division is the enhanced
performance since estimates of limited precision (𝑤[𝑗] ≈

𝑤[𝑗] and 𝑑 ≈ 𝑑) might be used in the QDS function

SEL (10𝑤[𝑗], 𝑑).This performance gain is achieved by using a
redundant digit set, −𝑎 ≤ 𝑧𝑗 ≤ 𝑎, which defines a redundancy
factor

𝜌 =
𝑎

10 − 1
=
𝑎

9
. (7)

Then, in each iteration step the quotient digit 𝑧𝑗+1 should be
selected such that the next residual 𝑤[𝑗 + 1] is bounded by

−𝜌𝑑 ≤ 𝑤 [𝑗 + 1] ≤ 𝜌𝑑, (8)
which is called the convergence condition [20].

This paper presents five different decimal fixed-point
dividers that are described in the following. The first divider
(type1) is a restoring divider whereas the four others (type2,
type3.a, type3.b, and type4) are nonrestoring dividers.

4.2. Type1 QDS Function. The QDS function of the type1
algorithm is very simple. Nine multiples of the divisor
(1𝑑, . . . , 9𝑑) are subtracted in parallel from the residual by
carry-propagate adders (CPAs), and the smallest positive
result is selected. The CPAs exploit the FPGA’s internal fast
carry logic, as described in [21].

The nine multiples are precomputed and are composed
of the multiples 1𝑑, 2𝑑, 5𝑑, 10𝑑 and their negatives (10’s
complement), which require at most one additional CPA per
multiple. The multiples 2𝑑 and 5𝑑 can be easily computed by
digit recoding and constant shift operations

(𝑋)BCD-5421 ≪ 1 ≡ (𝑋 ⋅ 2)BCD-8421, (9)

(𝑋)BCD-8421 ≪ 3 ≡ (𝑋 ⋅ 5)BCD-5421, (10)
where (9) is read as follows. A BCD-5421 coded number
X left-shifted by one bit is equivalent to the corresponding
BCD-8421-coded number multiplied by two. In a similar
fashion we obtain a multiplication by five using (10).

The implementation of the type1 digit recurrence divider
is characterized by a high area use, due to the utilization of
nine parallel CPAs.The corresponding algorithm of the type1
digit recurrence is shown in Algorithm 1.

4.3. Type2 QDS Function. The approach of the type2 division
algorithm is based on the implementation of the QDS
function fully by a ROM.This ROM is addressed by estimates
of the residual and divisor. The use of estimates is feasible
because a signed digit set together with a redundancy greater
than 1/2 is used. The estimates 1̂0𝑤[𝑗] and 𝑑 are obtained
by truncation; that is, only a limited number of MSDs of
the residual 10𝑤[𝑗] and divisor 𝑑 are regarded. Further-
more, the residual is implemented in BCD-4221 carry-save
representation such that the maximum error introduced by
an estimation with precision 𝑡 (one integer digit and 𝑡 − 1
fractional digits) is bounded by 𝜖 = 2 ⋅ 10−𝑡+1. Negative
residuals are represented by their 10’s complement.

The divisor is subdivided into subranges [𝑑𝑖, 𝑑𝑖+1) of
equal width 𝑑𝑖+1 − 𝑑𝑖 = 10−𝛿. For each subrange 𝑖, the QDS
function 𝑧𝑗+1 = SELROM (1̂0𝑤[𝑗], 𝑑) is defined by selection
constants𝑚𝑘(𝑖):

𝑧𝑗+1 = 𝑘 ⇐⇒ 𝑚𝑘 (𝑖) ≤ 1̂0𝑤 [𝑗] < 𝑚𝑘+1 (𝑖) . (11)
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(1) Compute 𝛿1 = 10𝑤 [𝑗] − 𝑑
...
𝛿9 = 10𝑤 [𝑗] − 9𝑑

(2) if 𝛿1 < 0 then
𝑧𝑗+1 = 0 and 𝑤 [𝑗 + 1] = 10 ⋅ 𝑤 [𝑗]

else if 𝛿2 < 0 then
𝑧𝑗+1 = 1 and 𝑤 [𝑗 + 1] = 𝛿1
...

else if 𝛿9 < 0 then
𝑧𝑗+1 = 8 and 𝑤 [𝑗 + 1] = 𝛿8

else
𝑧𝑗+1 = 9 and 𝑤 [𝑗 + 1] = 𝛿9

Algorithm 1: Pseudocode for type1 digit recurrence division.

These selection constants are bounded by selection intervals
𝑚𝑘(𝑖) ∈ [𝐿𝑘, 𝑈𝑘−1], with the containment condition [20]

𝐿𝑘 (𝑑𝑖) = (𝑘 − 𝜌) 𝑑𝑖, (12a)

𝑈𝑘 (𝑑𝑖) = (𝑘 + 𝜌) 𝑑𝑖. (12b)

Furthermore, the continuity condition states that every
value 10𝑤[𝑗] must belong at least to one selection interval
[20]. Considering the maximum error due to truncation, the
continuity condition can be expressed by

𝑈𝑘−1 (𝑑𝑖) − 𝐿𝑘 (𝑑𝑖+1) ≥ 𝜖 = 2 ⋅ 10−𝑡+1. (13)

If we suppose the subrange width to be constant (𝑑𝑖+1 − 𝑑𝑖 =

10−𝛿) and consider that the minimum overlapping occurs for
minimum 𝑑min and maximum 𝑘max, then we obtain the term

𝑥 := (𝑘max − 1 + 𝜌) 𝑑min

− (𝑘max − 𝜌) (𝑑min + 10−𝛿) ≥ 2 ⋅ 10−𝑡+1.
(14)

We choose 𝜌 = 8/9 (𝑘max = 8) and𝑑min = 0.4 that leads to 𝛿 =

2 and 𝑡 = 2. Thus, for the divisors’s estimation 𝑑 is required
an accuracy of two fractional digits, and for the residual’s
estimation 1̂0𝑤 is required an accuracy of one integer and one
fractional digit. Furthermore, the divisor must be pre-scaled
such that 0.4 ≤ 𝑑 < 1.0.

The P-D diagram is a visualization technique for design-
ing a quotient digit selection function and for computing the
decision boundaries𝑚𝑘(𝑖). It plots the shifted residual versus
the divisor. The P-D diagram for the type2 quotient digit
selection functionwith the selection constants𝑚𝑘(𝑖) is shown
in Figure 2.

The two MSDs of the dividend and residual address the
ROM in order to obtain the signed quotient digit, which
comprises 5 bits. In order to reduce the ROM’s size, the two
MSDs of the divisor and the residual are implemented by
using a nonredundant radix-2 representation. This leads to
an address that is composed of 15 bits: seven bits from the
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Figure 2: P-D diagram for the type2 QDS function.

(1) compute 𝐿𝑘(𝑑𝑖) and 𝑈𝑘(𝑑𝑖) for each 𝑑𝑖 ∈
{0.40, 0.41, . . . , 0.99} and 𝑘 ∈ {−8, . . . , +8} according
to (12a) and (12b)

(2) for all 10 ⋅ 𝑤𝑛 ∈ {−8.8, −8.7, . . . , +8.8} with |𝑤| ≤

𝜌 ⋅ 𝑑max = 0.88 compute the quotient digits 𝑧 as
follows:
if 10 ⋅ 𝑤𝑛 ≥ 𝑈7 − 𝜖 = 𝑈7 − 0.2 then 𝑧 = 8
else if 10 ⋅ 𝑤𝑛 ≥ 𝑈6 − 0.2 then 𝑧 = 7
...

else if 10 ⋅ 𝑤𝑛 ≥ 𝑈0 − 0.2 then 𝑧 = 1
else if 10 ⋅ 𝑤𝑛 ≥ 𝐿0 then 𝑧 = 0
...

else if 10 ⋅ 𝑤𝑛 ≥ 𝐿−8 then 𝑧 = −8

Algorithm 2: Algorithm for the calculation of the type2 ROM
entries.

unsigned radix-2 representation of the divisor’s two MSDs
and eight bits from the signed radix-2 representation of the
residual’s twoMSDs.Hence, the size of theROM is 215× 5 bits.
Unfortunately, the use of radix-2 representation complicates
the multiplication by 10, which is required according to (5).
Therefore, an additional binary adder is needed:

10 ⋅ 𝑤 [𝑗] = 8 ⋅ 𝑤 [𝑗] + 2 ⋅ 𝑤 [𝑗] = 𝑤 [𝑗] ≪ 3 + 𝑤 [𝑗] ≪ 1.
(15)

The corresponding algorithm for the calculation of the
ROM entries can be derived from the P-D diagram and is
depicted in Algorithm 2. It should be noted that the radix-
2 representations of 𝑑 and 𝑤 are truncations of 𝑑 and 𝑤; that
is, 𝑑 ≤ 𝑑 and 𝑤 ≤ 𝑤.

Once the quotient digit 𝑧𝑗+1 has been determined, the
multiple 𝑧𝑗+1 ⋅ 𝑑 is subtracted from the current residual to
compute the next residual, as stated in (5). The subtracter
is a fast redundant BCD-4221 carry-save adder (CSA), as
described in [21], except for the two MSDs in wich we apply



6 International Journal of Reconfigurable Computing

7

8
8

ROM

MUX

MUX

Sign
Inv Inv

Bi
na

ry
CP

A
BC

D
-4

22
1

CS
A

L1
 sh

ift
er

𝑐out

𝑐in

𝑑

𝑑.bin
𝑧𝑗+1

×
(2
+
8
)

𝑤 . bin

𝑥 . bin/10
𝑥 . dec/10

𝑤 . dec𝑠
𝑤 . dec𝑐

𝑤
 . bin

𝑤
 . dec𝑠
𝑤
 . dec𝑐

16 · 4

16 · 4

×1 ×2 ×5 ×10

Figure 3: Block diagram of type2 digit recurrence.

(1) Select 𝑧𝑗+1 = SELROM(1̂0𝑤 [𝑗], 𝑑)

(2) Compute (𝑤𝑠[𝑗 + 1] + 𝑤𝑐[𝑗 + 1]) =
10 (𝑤𝑠 [𝑗] + 𝑤𝑐 [𝑗]) − 𝑧𝑗+1 ⋅ 𝑑

Algorithm 3: Pseudocode for the type2 digit recurrence.

radix-2 CPAs. Thus, the multiple 𝑧𝑗+1 ⋅ 𝑑 is composed of two
summands:

𝑧𝑗+1 ⋅ 𝑑 = 𝑑1𝑗+1 + 𝑑2𝑗+1, (16)

where 𝑑1,2 ∈ {0, ±1𝑑, ±2𝑑, ±5𝑑, ±10𝑑} are precomputed. The
multiplies 2𝑑 and 5𝑑 can be easily and fast computed by digit
recoding and constant shift operation as shown in (9) and
(10). The 10’s and 2’s complements are applied for 𝑑1,2 < 0.
For both, radix-2 and BCD-4221 radix-10 representation, the
complements can be computed by inverting each bit and
adding one. In summary, the subtraction uses a (3 : 1) radix-2
CPA for the two MSDs and a redundant radix-10 (4 : 2) CSA
for the remaining digits. The digit recurrence algorithm of
the type2 divider is summarized in Algorithm 3, and its block
diagram is depicted in Figure 3.

4.4. Type3QDS Function. The frequency limiting component
of the type2 divider is the digit recurrence step, which
comprises the ROM (BRAM) to calculate the next quotient
digit. This BRAM is slower compared to common FPGA
logic. Hence, it appears to be beneficial to remove the slow
BRAM from the critical path and use fast FPGA logic instead.
To analyze this impact of the BRAM delays, we implement
two dividers (type3.a and type3.b), which can also be realized
without BRAM in the critical path.

Lang and Nannarelli [14] propose a divider that imple-
ments a quotient digit selection function based on CPAs
and sign detection. These CPAs subtract fixed values from
the current residual with limited precision. These fixed
values depend on the estimates of the divisor and are pre-
computed and stored in a ROM. Furthermore, the quotient
digit is divided into two parts, which further simplifies the
quotient digit selection function and reduces the critical path.
Unfortunately, this divider cannot be implemented efficiently

on FPGAs because the required carry-save adder with small
error estimation shows a poor performance on the FPGA’s
slice structure. Nevertheless, to investigate the impact of
BRAM delays in the type2 divider, we implement another
two dividers (type3.a and type3.b) that have no BRAM in
the critical path but a CPA-based quotient digit selection
function instead.

The type3 dividers are modifications of the type2 divider.
The common architectural features are

(i) the multiples of the divisor are compos of two
components: 𝑧𝑗+1 ⋅ 𝑑 = 𝑑1𝑗+1 + 𝑑2𝑗+1, where 𝑑1,2 ∈

{0, ±1𝑑, ±2𝑑, ±5𝑑, ±10𝑑},
(ii) the fast redundant BCD-4221 carry-save adders for

the digit recurrence step as stated in (5),
(iii) the radix-2 implementation of the two MSDs, and
(iv) the 10’s and 2’s complements for 𝑑1,2 < 0.

Furthermore, since the architectures of the type2 and type3
dividers are similar, with the exception of the quotient digit
selection function, most of the dividers’ characteristics are
also identical, including the

(i) the P-D diagram,
(ii) the redundancy factor 𝜌 = 8/9, 𝑘max = 8,
(iii) the need of prescaling the divisor 0.4 ≤ 𝑑 < 1.0,
(iv) the accuracy of the divisor’s estimation 𝛿 = 2, and
(v) the accuracy of the residual’s estimation 𝑡 = 2.

Contrary to the type2 divider, the QDS functions of the
type3 dividers are implemented by 16 carry-propagate adders
with sign detection. These adders subtract fixed selection
constants from the estimation of the current residual. The
selection constants are dependent on the current divisor and
are stored in a ROM, which is then no more part of the
critical path.The selection constants are computed according
to Algorithm 4. The common digit recurrence algorithm of
the type3.a and type3.b dividers is shown in Algorithm 5, and
the corresponding block diagram is depicted in Figure 4.

The sign signals of the binary carry-propagate adders are
used to determine the corresponding quotient digit and to
select the multiples of the divisor in the digit recurrence
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Figure 4: Block diagram of type3 digit recurrence.

(1) compute 𝐿𝑘(𝑑𝑖) and 𝑈𝑘(𝑑𝑖) for each 𝑑𝑖 ∈
{0.40, 0.41, . . . , 0.99} and 𝑘 ∈ {−8, . . . , +8} according
to (12a) and (12b)

(2) compute the selection constants𝑚𝑘(𝑑𝑖):
𝑚8 (𝑑𝑖) = 𝑈7 (𝑑𝑖) − 𝜖 = 𝑈7 (𝑑𝑖) − 0.2

𝑚7 (𝑑𝑖) = 𝑈6 (𝑑𝑖) − 0.2
...

𝑚1 (𝑑𝑖) = 𝑈0 (𝑑𝑖) − 0.2

𝑚0 (𝑑𝑖) = 𝐿0 (𝑑𝑖)
...

𝑚−7 (𝑑𝑖) = 𝐿−7 (𝑑𝑖)

Algorithm 4: Algorithm for the calculation of the type3 selection
constants.

(1) if𝑚8 (𝑑𝑖) − 1̂0𝑤 [𝑗] < 0 then 𝑧𝑗+1 = 8

else if𝑚7 (𝑑𝑖) − 1̂0𝑤 [𝑗] < 0 then 𝑧𝑗+1 = 7
...

else if𝑚−7 (𝑑𝑖) − 1̂0𝑤 [𝑗] < 0 then 𝑧𝑗+1 = −7

else 𝑧𝑗+1 = −8
(2) Compute (𝑤𝑠[𝑗 + 1] + 𝑤𝑐[𝑗 + 1]) =

10 (𝑤𝑠 [𝑗] + 𝑤𝑐 [𝑗]) − 𝑧𝑗+1 ⋅ 𝑑

Algorithm 5: Pseudocode for the type3 digit recurrence.

iteration step. The advantage of the type3 QDS function
is its short critical path, which comprises only one 8-bit
binary carry-propagate adder. However, this short critical
path is bought at a high price because the complexity is
moved to the selection of the divisors multiples. Hence,

large fan-in multiplexers with poor latencies are required.
In order to minimize the impact of these multiplexers, we
designed a new dedicated (17 : 1) multiplexer that exploits the
FPGA’s fast carry chains and has a delay of only one LUT
instance. In the following we name the divider with improved
fast multiplexers type3.b and with traditional multiplexers
type3.a.Thenewdedicated (17 : 1)multiplexer uses the 16-sign
bits as select lines and is coded as follows:

if sel = 1111.1111.1111.1111 then 𝑦 = 𝑥 (16)

if sel = 0111.1111.1111.1111 then 𝑦 = 𝑥 (15)

...

if sel = 0000.0000.0000.0001 then 𝑦 = 𝑥 (1)

if sel = 0000.0000.0000.0000 then 𝑦 = 𝑥 (0) ,

(17)

with sel(−1) := 1 and sel(16) := 0. In other words, bit 𝑥(𝑖)
is selected when sel(𝑖) = 0 and sel(𝑖 − 1) = 1. The selection
of two input signals is implemented in one (5 : 1) LUT, and all
signals are combined by a long OR gate that is implemented
exploiting the FPGA’s fast carry chain. Therefore, one (17 : 1)
multiplexer requires nine LUTs, and the type3.b divider with
fast multiplexers uses much more LUTs than the type3.a
divider (see Section 6). The block diagram of such a (17 : 1)
multiplexer is depicted in Figure 5.

4.5. Type4 QDS Function. The type4 divider applies a new
algorithm as proposed by us in a previous paper [22]. It
is based on the decomposition of the signed quotient digit
into three components having values {−5, 0, 5}, {−2, 0, 2}, and
{−1, 0, 1} as well as a fast constant digit selection function. In
this implementation, neither a ROM for the QDS function
nor a multiplexer to select the multiple 𝑧𝑗 ⋅ 𝑑 in the digit
recurrence iteration step is required. The divider is intended
to utilize less resources than other implementations. As
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Figure 5: Fast multiplexer.

the type2, type3.a, and type3.b dividers, the type4 divider
uses signed-digit redundant quotient calculation, carry-save
representation of the residual, fast BCD-4221 CSAs for the
digit recurrence, and a radix-2 implementation of the MSDs.

Quotient digits are decomposed into three components
𝑧𝑗+1 = 5 ⋅ 𝑧3𝑗+1 + 2 ⋅ 𝑧2𝑗+1 + 𝑧1𝑗+1, and each component 𝑧𝑖 is
computed by a distinct selection function.These components
can hold three values 𝑧𝑖 ∈ {−1, 0, 1} so that only two
comparators per component are required to distinguish
between these values. Since −8 ≤ 𝑧𝑗+1 ≤ 8, we get a
redundancy factor of 𝜌 = 8/9. Furthermore, the selection
functions become very simple due to prescaling of the divisor
(0.4 ≤ 𝑑 < 0.8); that is, they are constant functions SEL𝑖 that
do not depend on the divisor anymore:

𝑧3𝑗+1 = SEL3 (10𝑤 [𝑗]) , (18a)

𝑧2𝑗+1 = SEL2 (𝑣1 [𝑗]) , (18b)

𝑧1𝑗+1 = SEL1 (𝑣2 [𝑗]) . (18c)

The recurrence is then defined as follows:

𝑣1 [𝑗] = 10𝑤 [𝑗] − 𝑧3𝑗+1 ⋅ 5𝑑, (19a)

𝑣2 [𝑗] = 𝑣1 [𝑗] − 𝑧2𝑗+1 ⋅ 2𝑑, (19b)

𝑤 [𝑗 + 1] = 𝑣2 [𝑗] − 𝑧1𝑗+1 ⋅ 𝑑. (19c)

The multiples 2𝑑 and 5𝑑 can be easily and fast com-
puted according to (9) and (10). Each selection function
requires two comparators implemented as carry-save adders
that subtract constant values from the residuals’ estimations
(𝑤[𝑗], 𝑣1[𝑗], and 𝑣2[𝑗]). As we will show in the following,
these estimations require only the two most significant digits
(MSDs) of the corresponding exact values.

First, the selection intervals [𝐿𝑖𝑘, 𝑈
𝑖
𝑘] for 𝑧

𝑖
𝑗+1 = 𝑘 with

𝑘 ∈ {−1, 0, 1} and 𝑖 ∈ {1, 2, 3} have to be determined, where
𝐿𝑖𝑘 is the smallest and 𝑈𝑖𝑘 is the greatest value of the selection
constant 𝑚𝑘(𝑖) such that the next residual is still bounded.
Applying the convergence condition (8), the digit recurrence
(19a), (19b), and (19c), and the redundancy factor 𝜌 = 8/9, we
obtain

𝑤 [𝑗]
 ≤ 𝜌𝑑 =

8

9
𝑑, (20a)

𝑣
2 [𝑗]

 ≤ (𝜌 + 1) 𝑑 =
17

9
𝑑, (20b)

𝑣
1 [𝑗]

 ≤ (𝜌 + 1 + 2) 𝑑 =
35

9
𝑑. (20c)

From the recurrence 𝑣1[𝑗] = 10𝑤[𝑗] − 𝑧3𝑗+1 ⋅ 5𝑑, 𝑣
1[𝑗] ≤

(35/9)𝑑, 𝑧3𝑗+1 ∈ {−1, 0, 1}, and replacing 10𝑤[𝑗] by the upper
limit 𝑈3𝑘 , we get

𝑈3𝑘 = (5𝑘 + 𝜌 + 3) 𝑑 = (5𝑘 +
35

9
) 𝑑. (21a)

Similarly, we obtain the upper limits 𝑈2𝑘 and 𝑈1𝑘 from the
recurrence (19b) and (19c), respectively,

𝑈2𝑘 = (2𝑘 + 𝜌 + 1) 𝑑 = (2𝑘 +
17

9
) 𝑑, (21b)

𝑈1𝑘 = (𝑘 + 𝜌) 𝑑 = (𝑘 +
8

9
𝑑) . (21c)

Likewise, the lower limits 𝐿𝑖𝑘 can be computed

𝐿3𝑘 = (5𝑘 − 𝜌 − 3) 𝑑 = (5𝑘 −
35

9
) 𝑑, (22a)

𝐿2𝑘 = (2𝑘 − 𝜌 − 1) 𝑑 = (2𝑘 −
17

9
) 𝑑, (22b)

𝐿1𝑘 = (𝑘 − 𝜌) 𝑑 = (𝑘 −
8

9
𝑑) . (22c)
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Figure 6: P-D diagram for the type4 QDS function.

Due to the redundancy factor 𝜌 = 8/9 > 1/2we have overlap-
ping regions [𝐿𝑖𝑘+1, 𝑈

𝑖
𝑘], where more than one quotient digit

component 𝑧𝑖𝑗+1 may be selected. The decision boundary of a
selection function should lie inside this overlapping regions.
Figure 6 shows the P-D diagram for 𝑧3. The figures for 𝑧2
and 𝑧1 look similar. As 𝑧3 can hold three different values,
the selection function requires two decision boundaries.
Generally, it is implemented by a staircase function (see
Figure 2), but for the bounded divisor 𝑑 ∈ [0.4, 0.8) it
is independent of the divisor and is reduced to a constant
function (see Figure 6). Fortunately, the selection functions
for 𝑧2 and 𝑧1 are also independent of the divisor and can also
be implemented by constant functions in a similar fashion.

We now determine the required number of fractional
digits for the estimates 1̂0𝑤, 𝑣1, and 𝑣2. Moreover, we choose
suitable selection constants 𝑚𝑖pos and 𝑚𝑖neg. These constants
depend on the maximum error due to the estimates and on
the minimum overlapping width, which is given by𝑈𝑖0(0.4) −
𝐿𝑖1(0.8) as well as 𝑈

𝑖
−1(0.8) − 𝐿𝑖0(0.4). Since we use BCD-4221

carry-save redundant digit representation, for a precision of 𝑡
digits (one integer digit and 𝑡 − 1 fractional digits), we have a
maximum error of 𝜖 = 2 ⋅ 10−(𝑡−1). Moreover, the estimations
𝑤 are computed by truncations (𝑤 − 𝑤 ≤ 𝜖). This means, for
given positive and negative selection constants𝑚𝑖pos > 0 and
𝑚𝑖neg < 0, the following expressions must be true:

𝑈𝑖0 (0.4) − 𝑚𝑖pos ≥ 𝜖, 𝐿𝑖1 (0.8) ≤ 𝑚𝑖pos, (23)

𝐿𝑖0 (0.4) ≤ 𝑚𝑖neq, 𝑈𝑖−1 (0.8) − 𝑚𝑖neg ≥ 𝜖. (24)

If we choose the selection constants as listed in Table 2,
all conditions are fulfilled for a precision of 𝑡 = 2 digits,
and each selection function is reduced to two simple 2-digit
comparators.

As soon as one component 𝑧𝑖 of the quotient digit is
computed, the corresponding multiple of the divisor must
be subtracted from the partial residual. Each component 𝑧𝑖
can hold three different values 𝑧𝑖 ∈ {−1, 0, +1} that are
multiplied with the corresponding weighted divisor 𝑛 ⋅𝑑with
𝑛 ∈ {5, 2, 1}. In other words, 𝑛 ⋅ 𝑑 is either passed, negated,

Table 2: Constants for type4 quotient digit selection function.

𝑚𝑖pos 𝑚𝑖neg 𝑈𝑖0(0.4) −𝑚
𝑖
pos 𝑈𝑖−1(0.8) − 𝑚𝑖neg

𝑧3 0.9 −1.5 0.656 0.611
𝑧2 0.1 −0.7 0.656 0.611
𝑧1 0.1 −0.3 0.255 0.211

or reset. Passing and resetting the multiple of the divisor is
performed at no extra cost. Negation is accomplished by bit
inversion and adding +1 through the carry inputs of the carry-
save adders in (19a), (19b), and (19c). In summary, this is a
very fast operation and requires only two LUTs per digit.

Similar to type2 and type3 division, we implement the
two MSDs of the type4 residual by using a nonredundant
radix-2 representation, which requires less LUTs and results
in faster quotient digit selection function.Thepseudocode for
the digit recurrence iteration is shown in Algorithm 6, and
the corresponding block diagram is depicted in Figure 7.

4.6. Proposed Decimal Fixed-Point Divider. For each type
of division algorithms presented in the preceding sections
we have implemented a corresponding fixed-point divider,
which is described in the following. For all fixed-point
dividers we expect the input operands to be normalized.

The block diagram of the type1 divider is depicted in
Figure 8. First, the divisor multiples {2𝑑, . . . , 9𝑑} are precom-
puted. In the following cycles 𝑝 = 16 quotient digits (16+ 1 if
the first digit is zero) are computed one by one, followed by an
additional rounding digit. The quotient (Z) and the quotient
+1 (ZP1) are computed on-the-fly by using two registers that
are updated every cycle. The algorithm has the advantage
that no additional slow decimal CPA is required to compute
the incremented quotient. It is described more precisely in
Section 5. The normalization of the result is also performed
on-the-fly by locking the conversion when 16 + 1 quotient
digits for the significand and the rounding digit have been
computed; that is, in the worst case, when the first quotient
digit is zero, 16+1+1 = 18 cycles are required. Furthermore,
the sticky bit is calculated, which is required for rounding. It
is set to one whenever the final remainder is unequal to zero.

The architectures of the type2, type3.a, type3.b, and type4
are similar in their structure but differ in their digit recur-
rence algorithm and scaling. The common block diagram is
shown in Figure 9. First, the dividend and the divisor are re-
scaled

𝑑 ∈ [0.1, 1.0)

⇒ 𝑑 ∈ {
[0.4, 1.0) for type2, type3.a/b
[0.4, 0.8) for type4

(25)

and five as well as two times the divisor are precomputed
according to (9) and (10). Then, the operands are recoded
because the digit recurrence iteration uses a redundant digit
representation with BCD-4221 carry-save adders.

The digit recurrence retires in each iteration one signed
quotient digit 𝑧𝑘. The on-the-fly-conversion algorithm con-
verts this signed-digit representation to the BCD-8421-coded
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Figure 7: Block diagram of type4 digit recurrence.

Normalized dividend Normalized divisor

Compute divisor multiples

Compute 16 + 1 + 1 digit recurrence steps

Compute the quotient
on-the-fly Determine sticky bit

Z ZP1 sb

𝑧𝑘 𝑤[𝑘]

{2 · 𝑑, 3 · 𝑑, . . . 9 · 𝑑}

Figure 8: Block diagram of the normalized type1 division.

(1) select

𝑧3𝑗+1 =
{{
{{
{

1 if 0.9 ≤ 1̂0𝑤 [𝑗]

0 if −1.5 ≤ 1̂0𝑤 [𝑗] < 0.9

−1 if 1̂0𝑤 [𝑗] < −1.5
and compute
(𝑣1𝑠 [𝑗] + 𝑣1𝑐 [𝑗]) = 10 (𝑤𝑠 [𝑗] + 𝑤𝑐 [𝑗]) − 𝑧3𝑗+1 ⋅ 5𝑑

(2) select

𝑧3𝑗+1 =
{{
{{
{

1 if 0.1 ≤ 𝑣1 [𝑗]

0 if − 0.7 ≤ 𝑣1 [𝑗] < 0.1

−1 if 𝑣1 [𝑗] < −0.7
and compute

(𝑣2𝑠 [𝑗] + 𝑣2𝑐 [𝑗]) = (𝑣1𝑠 [𝑗] + 𝑣1𝑐 [𝑗]) − 𝑧2𝑗+1 ⋅ 2𝑑

(3) select

𝑧1𝑗+1 =
{{
{{
{

1 if 0.1 ≤ 𝑣2 [𝑗]

0 if −0.3 ≤ 𝑣2 [𝑗] < 0.1

−1 if 𝑣2 [𝑗] < −0.3
and compute (𝑤𝑠 [𝑗 + 1] + 𝑤𝑐 [𝑗 + 1]) =

(𝑣2𝑠 [𝑗] + 𝑣2𝑐 [𝑗]) − 𝑧1𝑗+1𝑑

Algorithm 6: Pseudo code for the type 4 digit recurrence.

Compute the quotient
on-the-fly

sb

Compute divisor multiples

BCD-8421 to BCD-4221 BCD-8421 to BCD-4221

Determine sticky bit and
sign of the remainder

Normalized dividend Normalized divisor

for type2
for type3

sign rem

Scale divisor 𝑑 ∈ [0.1, 1) → 𝑑 ∈ {
[0.4, 1)

[0.4, 0.8)

Compute 16+ 1+ 1 digit recurrence steps

𝑧𝑘 𝑤[𝑘]

Z ZP1

MUX

ZM1 Z ZP1

𝑅

2 · 𝑑 and 5 · 𝑑

Figure 9: Block diagram of the normalized type2, type3.a, type3.b,
and type4 divisions.

result [20] and computes the quotient (Z), the quotient +1
(ZP1), and quotient −1 (ZM1). This conversion is accom-
plished every iteration step and does not need a slow CPA.
The incremented and decremented quotients are required for
rounding. Moreover, the quotient is also normalized on-the-
fly by locking the conversion when 16 + 1 quotient digits
(including the rounding digit) have been computed. The
algorithm is described explicitly in Section 5 because it is
accomplished together with the gradual underflow handling
of the floating-point divider.
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if (qNaN𝑋 ∧ sNaN𝑋) ∧ (qNaN𝐷 ∨ sNaN𝐷) then
𝐶𝑋 = 𝐶𝐷, 𝐶𝐷 = 0 . . . 01
𝑞𝑋 = 𝑞𝐷, 𝑞𝐷 = 0 + bias = 398

else if (qNaN𝑋 ∨ sNaN𝑋) then
𝐶𝑋 = 𝐶𝑋, 𝐶𝐷 = 0 . . . 01
𝑞𝑋 = 𝑞𝑋, 𝑞𝐷 = 0 + bias = 398

else // no changes
𝐶𝑋 = 𝐶𝑋, 𝐶𝐷 = 𝐶𝐷
𝑞𝑋 = 𝑞𝑋, 𝑞𝐷 = 𝑞𝐷

Algorithm 7: Algorithm of NaN handling.

Furthermore, the sticky bit is calculated,which is required
for rounding. It is set to one whenever the final remainder
is unequal to zero. Moreover, when the final remainder is
negative, the quotient of the type2, type3.a, type3.b, and type4
dividers has to be adjusted by subtracting one LSD. This
subtraction does not need another slow CPA because the
quotient −1 (ZM1) has already been computed on-the-fly.
The calculations of both, the sticky and sign bit, require the
reduction of the redundant remainder by a CPA. This CPA
might be subdivided into multiple smaller CPAs to keep the
latency low.

5. IEEE 754-2008 Floating-Point Division

The IEEE 754-2008 compliant decimal floating-point divider
is an extension of the normalized fixed-point divider. The
divider presented in this paper supports the interchange
format IEEE 754-2008 decimal64 with DPD encoding, but
it can be easily adapted to any other precision and exponent
range.

The block diagram of the divider is depicted in Figure 10.
TheDFP division begins with decoding of the dividendX and
divisor D and the extraction of their signs, significands, and
exponents. In the following, the significands of the operands
X (𝑐𝑋) and D (𝑐𝐷) are regarded as integers. Therefore, the
corresponding exponents are 𝑞𝑋 and 𝑞𝐷.

According to [4], if one of the operands is a signalingNaN
(sNAN) or quiet NaN (qNAN), then the result is also a quiet
NaN with the payload of the original NaN. Hence, in order
to preserve the payload while using an unmodified divider,
the NaN handling unit sets the NaN holding operand as the
dividend and resets the divisor to 1.0 ⋅ 100, as depicted in
Algorithm 7.

The fixed-point dividers presented in Section 4 require
normalized operands. Therefore, the number of leading
zeros for both operands is counted, and the significands are
normalized by barrel shifters. Due to performance issues, the
leading zeros counter exploit the FPGA’s fast carry chains, as
proposed in [23].

The exponent of a floating-point division is first estimated
by the normalized quotient in fractional representation
(QNF) and is updated iteratively in each digit recurrence step.
Since most of the decimal floating-point numbers specified
by IEEE 754-2008 have multiple representations of the same

value, the result of a division might also have more than one
correct representations that differ in the exponent. However,
to obtain a unique and reproducible result in the case of such
an ambiguity, IEEE 754-2008 defines the exponent of the
result, which is called preferred exponent (QP).

Both exponents, QNF and QP, are positive integers and
are determined as follows:

Δ𝑞 := (𝑞𝑋 − 𝑞𝐷) ,

ΔLZ := (LZ𝑋 − LZ𝐷) ,
(26)

QNF = Δ𝑞 − ΔLZ + offset1,

QP = Δ𝑞 + offset1.
(27)

The offset1 is a bias and assures the quotients to be positive
since unsigned integer calculation is used in this paper. The
bias is composed of

offset1 = 783

= 398 // IEEE754-2008 bias

+ 369 // 𝑞max

+ 15 // conversion fractional to integer

+ 1 // normalization of the result.

(28)

The normalized fixed-point division unit then computes 𝑝 =
16 significand digits and one additional rounding digit. Addi-
tionally, the divider encompasses the on-the-fly conversion
unit that also detects and handles gradual underflow with
zero delay overhead. One signed quotient digit 𝑧𝑗 is retired in
each cycle, and the on-the-fly-conversion algorithm converts
this signed-digit representation into the BCD-8421-coded
partial result [20].The conversion is accomplished every iter-
ation step and does not need a slow CPA (see Algorithm 8).
The partial quotient is stored in a register Z. Moreover,
two additional registers ZM1 and ZP1 are provided. ZM1
is the partial quotient decremented by one least significant
digit (LSD), and ZP1 is the partial quotient incremented
by one LSD. ZM1 is selected when the final residual in
the last iteration is negative, and ZP1 is required by the
following rounding operation. Furthermore, the exponent for
the normalized significand in integer representation (QNI)
is calculated (see (29)), and gradual underflow handling is
performed at no extra cost (see Algorithm 8). The exponent
QNI is computed by decrementing the exponent of the
normalized significand in fractional representation (QNF)
in each iteration step by one. The recurrence iteration
terminates earlier in case of gradual underflow. The gradual
underflow signal (GUF) is asserted high when QNI = 𝑞min,
and the calculated integer quotient is less than 10𝑝:

QNI =
{{
{{
{

𝑞min if GUF = 1

QNF − (𝑝 − 1) if 𝑧1 > 0

QNF − 𝑝 if 𝑧1 = 0.

(29)

The extended quotient (composed of the calculated quotient
and the rounding digit) must be decremented by one if the
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Figure 10: Block diagram of the floating-point divider.

final remainder is less than zero. The sticky bit (sb) is used
for rounding and is asserted high whenever the remainder is
unequal to zero.

Moreover, the number of trailing zeros (TZ) is computed
on-the-fly. This number indicates by how many digits the
computed quotientmight be shifted to the right without loos-
ing accuracy. The number of trailing zeros has to be counted
only for Z because if ZM1 is selected, the residual will be
unequal to zero and TZ = 0 anyway. The number of trailing
zeros is used for the selection between the preferred exponent
(QP) and the normalized exponent for integer representation
(QNI), as described in the following paragraph.

The exponent calculation unit selects either QP or QNI.
The preferred exponent should be selected whenever possi-
ble. This is only feasible when QNI < QP ≤ QNI + TZ;
that is, there is a sufficient number of trailing zeros to shift
the significand to the right. Furthermore, the final exponent
must satisfy the minimum and maximum exponent range.
The algorithm of the exponent calculation is illustrated in
Algorithm 9, where the value

offset2 = 783 − bias = 783 − 398 = 385 (30)

is used to add the IEEE 754-2008 bias and to remove offset1
again (which was introduced in (27)).

QNI = QNF + 1
Z = ZM1 = ZP1 = 0
TZ = 0, 𝑗 = 0
while (Z < 10𝑝) and (QNI ≥ 𝑞min) {

Z = {
10 ⋅ Z + 𝑧𝑗+1 if 𝑧𝑗+1 ≥ 0

10 ⋅ ZM1 + (𝑧𝑗+1 + 10) if 𝑧𝑗+1 < 0

ZM1 = 10 ⋅ Z + (𝑧𝑗+1 − 1)

10 ⋅ ZM1 + (𝑧𝑗+1 + 9)

if 𝑧𝑗+1 > 0
if 𝑧𝑗+1 ≤ 0

ZP1 = {
10 ⋅ Z + (𝑧𝑗+1 + 1) if 𝑧𝑗+1 ≥ −1

10 ⋅ ZM1 + (𝑧𝑗+1 + 11) if 𝑧𝑗+1 < −1

TZ = {
TZ + 1 if 𝑧𝑗+1 = 0

0 else
QNI = QNI− 1
𝑗 = 𝑗 + 1

}
QNI = QNI + 1 // remove the impact of the rounding digit

𝑅 = {
𝑧𝑗+1 − 1 if remainder < 0

𝑧𝑗+1 else
ZM1 = ⌊ZM1 ⋅ 10−1⌋
Z = ⌊Z ⋅ 10−1⌋
ZP = ⌊ZP1 ⋅ 10−1⌋

(Z, ZP1,𝑅) = {
(ZM1,Z, 𝑅 + 10) if 𝑅 < 0

(Z,ZP1, 𝑅) else

sb = {
0 if remainder = 0

1 else

GUF =
{{
{{
{

1 if QNI = 𝑞min and Z < 10𝑝

and (sb = 1 or 𝑅 ̸=0)

0 else
if GUF = 1 then underflow!

TZ = {
0 if sb = 1

TZ else

Algorithm 8: On-the-fly conversion with gradual underflow han-
dling.

Rounding is required when the number of significant
digits of the quotient exceeds the length 𝑝 of a decimal word.
The divider presented in this paper provides the five rounding
modes as requested by [4]. Rounding either selects the integer
quotient Z𝑒 or the incremented quotient ZP1𝑒 = Z𝑒 + 1. As
proven by Theorem A.1 in the appendix, rounding overflow
cannot occur in DFP division. Rounding overflow would
occur, if Z𝑒+1 overflows due to rounding.The selection of the
quotient depends on the rounding mode, the rounding digit
(R), the sticky bit (sb), and the least significant digit (LSD)
of the quotient. The calculation of the round up detection is
summarized in Table 3.

Finally, the result is encoded again, and the exception
unit might assert six exception signals. These are division by
zero, invalid operation, result is infinite, inexact, overflow,
and underflow. Division by zero is asserted when the divisor
equals zero but the dividend is unequal to zero.The operation
is called invalid when both operands are zero, both operands
are infinity, or any of the operands is either a signaling
or a quiet NaN. The inexact flag is asserted when the
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Table 3: Round-up detection.

Rounding mode Round-up detection

Round Ties To Even (𝑅 > 5) + (𝑅 ≡ 5) ⋅ sb
+(𝑅 ≡ 5) ⋅ sb ⋅ LSD(0)

Round Ties To Away (𝑅 ≥ 5)

Round Toward Positive sign ⋅ ((𝑅 > 0) + sb)
Round Toward Negative sign ⋅((𝑅 > 0) + sb)
Round Toward Zero 0
Legend: “+”: logical OR, “⋅”: logical AND.

offset2 = 783 − 398 = 385
if (QP ≤ QNI) or (QNI + TZ < QP)

or (QP > 𝑞max) then
(a) QNI > 𝑞max ⇒ overflow!
(b) 𝑞min ≤ QNI ≤ 𝑞max ⇒

𝑞𝑍 = QNI − offset2
Z𝑒 = Z
ZP1e = ZP1

(c) QNI < 𝑞min ⇒ underflow!
else

(a) 𝑞min ≤ QP ≤ 𝑞max ⇒
𝑞𝑍 = QP − offset2
Z𝑒 = Z≫ (QP − QNI)
ZP1𝑒 = ZP1≫ (QP − QNI)

(b) QNI < 𝑞min ⇒ underflow!

Algorithm 9: Exponent calculation.

rounding digit or the sticky bit is unequal to zero. Overflow
and underflow are computed as described in the exponent
calculation unit and are listed in Algorithms 8 and 9. The
infinity exception is asserted when the result is greater than
the largest number, that is, when either overflow or division
by zero exception is asserted, or when the dividend is infinity
while the divisor is a finite number.

6. Implementation Results

All dividers are modeled using VHDL and are implemented
for Xilinx Virtex-5 devices with speed grade −2 using Xilinx
ISE 10.1. The postplace and route results of the fixed-point
dividers are listed in Table 4.

All five types of fixed-point dividers require 19 cycles to
perform a division. This includes 17 cycles to determine the
quotient digits and the rounding digit, one additional cycle
to normalize the result (when the first quotient digit is zero),
and one cycle latency to perform on-the-fly conversion and
sticky bit determination. As expected, the type1 divider uses
themost resources in terms of look-up tables (LUTs) and flip-
flops (FFs).The type2, type3.a, and type3.b divider consumes
less LUTs but require, further five (type2) or two (type3.a
and type3.b) BRAMs. However, comparing the delay of the
three dividers leads to an unexpected result. Contrary to
decimal divider implementations in ASIC designs, on FPGA
platforms the shift-and-subtract algorithm is the fastest. The

reason is that the signal propagation on the FPGA’s internal
fast carry chains is faster than interconnections between
slices over the FPGA’s general routing matrix. The type1
divider exploits this fast carry chains, whereas type2, type3.a,
type3.b, and type4 dividers only use the normal, slow slice
interconnection resources. In ASIC implementations, for
instance, the longest paths of the type4 divider would be
much shorter than the longest path of the type1 divider, but
on FPGA architectures the situation is the opposite.

One of the fastest decimal fixed-point divider on ASICs
is the design of Lang and Nannarelli [14]. They minimize the
critical path in the digit recurrence by using a fast quotient
digit selection function based on binary carry-propagate
adders that subtract fixed values from the estimation of
the current residual. These fixed values are dependent on
estimations of the divisor and are precomputed and stored
in a ROM. Therefore, the latency of the ROM does not
contribute to the critical path of the digit recurrence. The
implementation of such a divider on FPGAs would have
a poor performance because the required carry-save adder
with small error estimation cannot be implemented effi-
ciently on the FPGA’s slice structure. However, the concept
of removing the ROM from the critical path is applied to
the type3.a and type3.b dividers, and the corresponding
postplace and route results are shown in Table 4. These
results point out that the type3.a utilizes a similar amount
of LUTs as the type2 divider but the cycle time is much
higher. The reason for this increased cycle time can be
explained by the raised complexity of the multiplexers for
the selection of the divisor’s multiples in the digit recurrence
step. These multiplexers show a poor performance in terms
of propagation delay because they are implemented as a
tree with slow slice interconnections. On the contrary, the
type3.b divider applies dedicated fast multiplexers, which
have a propagation delay of only one LUT instance and eight
fast carry chains. This dedicated fast multiplexer speeds up
the divider and reduces the maximum cycle time by one
nanosecond. Unfortunately, the number of used LUTs is
increased dramatically by approximately 1000 LUTs.

The comparison of the type2, type3.a, type3.b, and type4
dividers in terms of speed and area (number of occupied
LUTs and FFs combined) shows that the type2 algorithm is
the fastest and requires the least number of slices. Hence,
there is no benefit in removing the ROM’s latency from
the critical path because the complexity is moved to the
selection of the divisor’s multiples. The type1 divider is only
5% faster than the type2 divider, but the speed is bought at
a high price because the number of occupied slices is 75%
higher. Therefore, the type2 divider shows a good tradeoff in
terms of area and latency and is used for the floating-point
divider presented in this paper. In the following paragraph
we compare the type2 implementation with other published
fixed-point dividers.

Four other FPGA-based dividers are presented by Ercego-
vac andMcIlhenny [17, 18], Deschamp and Sutter [24], Zhang
et al. [25], and Véstias and Neto [12]. These implementations
are compared to our type2 divider in the following. The
divider presented in [17, 18] is based on a digit recurrence
algorithm that only requires limited-precision multipliers,



14 International Journal of Reconfigurable Computing

Table 4: Results for normalized decimal fixed-point dividers, 𝑝 = 16 + 1.

Type1 Type2 Type3.a Type3.b Type4
Number of LUTs 3595 1704 1749 2751 1846
Number of FFs 1234 1126 1262 1262 1031
Number of LUTs and FFs combined 3868 2210 2304 3240 2203
Number of 36 k BRAM 0 5 2 2 0
Number of LUTs normalized to the type2 divider 2.11 1.00 1.03 1.61 1.08
Number of FFs normalized to the type2 divider 1.10 1.00 1.12 1.12 0.92
Number of LUTs and FFs combined normalized to the type2 divider 1.75 1,00 1.04 1.47 1.00
Cycle time (ns) 8.1 8.5 10.1 9.1 12.1
Overall latency (ns) (19 × cycle time) 154 162 192 173 230
Max. frequency (MHz) 123 118 99 110 83
Max. frequency normalized to the type2 divider 1.05 1.00 0.84 0.93 0.70

Table 5: Performance comparison of fixed-point dividers.

Occupied area Cycle time (ns) Latency (ns)
Ercegovac and McIlhenny [17] (𝑝 = 14, Virtex-5) 1263 (6 : 2) LUTs 13.1 197
Type2 divider, equalized to 𝑝 = 14 1692 (6 : 2) LUTs 8.5 136
Deschamps and Sutter [24] (𝑝 = 16, Virtex-4)

(i) Nonrestoring algorithm 2974 (4 : 1) LUTs 21.4 386
(ii) SRT-like algorithm 3799 (4 : 1) LUTs 16.6 300

Zhang et al. [25] (𝑝 = 16, Virtex-II Pro) 3976 slices 20.0 420
Véstias and Neto [12] (𝑝 = 16, Virtex-4, Newton-Raphson)

(i) Type A3 (0 DSPs, 118 cycles) 2756 (4 : 1) LUTs 3.4 394
(ii) Type A4 (0 DSPs, 90 cycles) 3768 (4 : 1) LUTs 3.4 306
(iii) Type A5 (7 DSPs, 112 cycles) 2091 (4 : 1) LUTs 3.4 380
(iv) Type A6 (10 DSPs, 86 cycles) 2718 (4 : 1) LUTs 3.4 292

Type2 divider, equalized to 𝑝 = 16 1704 (6 : 2) LUTs 8.5 153

adders, and LUTs. Furthermore, a compensation term is
computed in the digit recurrence that compensates the error
caused by this limited precision. The design is optimized for
Virtex-5 FPGAs and has a good area characteristic (a 14-
digit divider requires 1263 LUTs) but suffers from a high cycle
time of 13.1 ns, which is more than 50% higher compared
to the type1 or type2 design proposed in this paper. The
reason for that high cycle time is (similar to the type4
divider) the long critical paths across many LUTs that cannot
exploit the FPGA’s fast carry chains. Therefore, the design
would probably fit better on ASICs with dedicated routing.
The dividers implemented in [24] apply two different digit
recurrence algorithms with a redundancy of 𝜌 = 1. The
quotient digit selection function is very complex because
it requires three MSDs of the divisor and four MSDs of
the residual. The cycle times are high but it must be taken
into account that these designs are optimized for Virtex-
4 FPGAs. Nevertheless, the number of used LUTs is very
high. The divider presented in [25] applies a radix-100 digit
recurrence algorithm with comprehensive prescaling of the
dividend and divisor. It is optimized for Virtex-II Pro devices;
hence, it is hard to compare it with the dividers presented
in this paper. However, the critical path includes a decimal
carry-save adder tree, two carry-propagate adder stages, and
three multiplexer stages. It can therefore be assumed that this

algorithm would also have a poor performance on Virtex-
5 devices, although two quotient digits are retired in each
iteration step. Véstias and Neto [12] propose four different
decimal dividers optimized for different speed and area
tradeoffs. Contrary to the circuits presented in this paper,
the dividers apply the Newton-Raphson algorithm. The used
multiplier is sequential; therefore, many cycles per division
are required. However, each divider has a higher delay and a
greater LUT usage compared to our type2 implementation.

Table 5 lists the results of the dividers presented in [17, 24,
25] together with the results of the type2 divider. However,
for a fair performance comparison the precision of the type2
divider is equalized to match the number of calculated
quotient digits of the corresponding divider. Furthermore it
should be noted that the dividers presented in [12, 17, 24, 25]
do not provide rounding support.

For the floating-point implementation, the fixed-point
divider of type2 is used because type1 and type3.b consume
too many resources, and type3.a and type4 are too slow.
However, five additional BRAMs are required, but these are
available in sufficient quantities on Virtex-5 devices. The
corresponding postplace and route results for two config-
urations with different numbers of serialization stages are
listed in Table 6. A comparisonwith other implementations is
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Table 6: Postplace and route result of the floating-point divider
based on type2.

Config. 1 Config. 2
Number of cycles per float division 23 21
Number of LUTs 3231 3205
Number of FFs 1630 1377
Number of LUTs and FFs combined 3571 3566
Cycle time (ns) 8.5 9.1
Overall latency (ns) 195.5 191
Max. frequency (MHz) 118 110

Table 7: Postplace and route result of a 64-bit binary floating-point
divider (Core Gen).

Cycles per division
1 10 20 55

No. of LUTs 3161 592 425 394
No. of FFs 196 518 469 542
No. of LUTs and FFs comb. 3232 917 675 675
Cycle time (ns) 153.7 20.8 8.9 6.8
Overall latency (ns) 153.7 208 178 374
Max. frequency (MHz) 6.5 48 112 147

complicated because there are no other FPGA-based imple-
mentations of decimal floating-point dividers published yet.
Therefore, we can only compare the decimal divider with
binary dividers implemented on the same FPGA. In Table 7
postplace and route results of binary floating-point dividers
for the double data format on a Virtex-5 provided by the
Xilinx Core Generator [26] are listed. The dividers also
provide exception signals overflow, underflow, invalid opera-
tion, and divide-by-zero. Unfortunately, the binary floating-
point divider does not support gradual underflow because
this feature increases the complexity. The divider with one
cycle per division is an unpipelined and fully parallel design,
and the divider that requires 55 cycles per division is a
fully sequential design. The binary floating-point divider
with 20 cycles per division is best suited for a comparison
with the decimal floating-point divider because it requires a
comparable number of cycles for one operation. Obviously,
decimal arithmetic has a great overhead regarding the total
number of used LUTs, but the cycle time and latency are
similar. This resource overhead can be explained, on the one
hand, by the inefficient representation of decimal values on
binary logic and, on the other hand by the more complex
specification of the decimal standard IEEE 754-2008. For
instance, decimal floating-point division requires additional
encoders, decoders, and a normalization stage.

7. Conclusion

In this paper we have presented five different radix-10 digit
recurrence division algorithms.The type1 divider implements
the simple shift-and-subtract algorithm. The type2 divider is
based on a nonrestoring algorithmwith ROM-based quotient
digit selection function. The type3.a and type3.b dividers are

both similar to type2 but use fast binary carry-propagate
adders in the quotient digit selection function. However,
the type3.a divider uses LUT-based multiplexers whereas the
type3.b uses fast carry chain-based multiplexers. The type4
divider applies a new algorithm with constant digit selection
functions. This type4 divider requires neither a ROM nor
multiplexers to select multiples of the divisor.

Wehave shown that the subtract-and-shift algorithmwith
theworst latency inASIC architectures is the fastest design on
FPGAs, but uses the most FPGA resources in terms of LUTs.
A good tradeoff between latency and area is the architecture
type2with a redundant carry-save representation of the resid-
ual, a radix-2 representation of the twoMSDs, and a quotient
digit selection function implemented in ROM. Furthermore,
we have extended thisfixed-point to a fully IEEE 754-2008
compliant decimal floating-point divider for decimal64 data
format, and, finally, we have shown implementation results of
all dividers.

Appendix

Proofs

Theorem A.1 (rounding overflow). Let us consider a decimal
floating-point division 𝑄 = 𝑋/𝐷 with the signs 𝑠𝑖, the
significands 𝑐𝑖, the exponents 𝑞𝑖, and the precision p

(−1sQ ⋅ cQ ⋅ 10qQ) =
(−1sX ⋅ cX ⋅ 10qX)

(−1sD ⋅ cD ⋅ 10qD)
. (A.1)

Then, rounding overflow, that is, an overflow that arises due to
adding +1 to the least significant digit of the final result, cannot
occur.

Proof. Assume to the contrary that there are a floating-point
dividendX, a floating-point divisorD, and a proper rounding
mode, where the decimal floating-point division produces a
rounding overflow. Without loss of generality we consider
in the following only positive operands (𝑠𝑋 = 𝑠𝐷 = 0),
normalized significands (𝑐𝑋, 𝑐𝐷 ≥ 10𝑝−1), and the exponents
to be zero (𝑞𝑋 = 𝑞𝐷 = 0). In the case of rounding overflow, the
𝑝 digits of the quotient must be all nines, and the remainder
must be unequal to zero, that is,

𝑐𝑋⏟⏟⏟⏟⏟⏟⏟
𝑝 digits

= 𝑐𝑄 ⋅ 𝑐𝐷 + rem = 9.9 ⋅ ⋅ ⋅ 9⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
𝑝 digits

⋅ 𝑐𝐷⏟⏟⏟⏟⏟⏟⏟
𝑝 digits

+ rem⏟⏟⏟⏟⏟⏟⏟
𝑝 digits

, (A.2)

with 0 < rem < 𝑐𝐷 ⋅ 10
−𝑝+1. (A.3)

Condition (A.2) is fulfilled for

𝑐𝐷 = 10𝑝−1, 𝑐𝑋 = 9.9 ⋅ ⋅ ⋅ 9⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
𝑝 digits

, (A.4)

but this violates condition (A.3) because the remainder is zero
(rem = 0); that is, the result is exact, no round-up is applied,
and hence no rounding overflow occurs.
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Otherwise, if the divisor is greater than 10𝑝−1 it follows
that

𝑐𝑋⏟⏟⏟⏟⏟⏟⏟
𝑝 digits

= (9.9 ⋅ ⋅ ⋅ 9) ⋅ 𝑐𝐷 + rem

= (10 − 10−𝑝+1) ⋅ 𝑐𝐷 + rem

= 10 ⋅ 𝑐𝐷 + (−10−𝑝+1 ⋅ 𝑐𝐷 + rem)⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
<0

= 10 ⋅ 𝑐𝐷 + 𝜇⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
⩾𝑝+1 digits

(A.5)

with −10 < 𝜇 < 0. The left term of the equation has,
by definition, a precision of 𝑝 digits while the right term
of the equation has a precision of more than 𝑝 digits. This
contradiction, finally, proves that no rounding overflow can
occur.
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e ability to map instructions running in a microprocessor to a recon�gurable processing unit (RPU), acting as a coprocessor,
enables the runtime acceleration of applications and ensures code and possibly performance portability. In this work, we focus on
the mapping of loop-based instruction traces (called Megablocks) to RPUs. e proposed approach considers offline partitioning
and mapping stages without ignoring their future runtime applicability. We present a toolchain that automatically extracts speci�c
trace-based loops, called Megablocks, from MicroBlaze instruction traces and generates an RPU for executing those loops. Our
hardware infrastructure is able to move loop execution from the microprocessor to the RPU transparently, at runtime, and without
changing the executable binaries. e toolchain and the system are fully operational. ree FPGA implementations of the system,
differing in the hardware interfaces used, were tested and evaluated with a set of 15 application kernels. Speedups ranging from
1.26× to 3.69× were achieved for the best alternative using a MicroBlaze processor with local memory.

1. Introduction

e performance of an embedded application running on
a general-purpose processor (GPP) can be enhanced by
moving the computationally intensive parts to specialized
hardware units and/or to Recon�gurable Processing Units
(RPUs) acting as acceleration coprocessors of the GPP [1,
2]. is is a common practice in embedded systems. How-
ever, doing so, manually or automatically, usually implies
a hardware/soware partitioning step over the input source
code [3]. is step is static, requires the source code of
the application, and does not promote code and perfor-
mance portability as the hardware/soware components are
obtained for a speci�c target architecture. Dynamic partition-
ing and mapping of computations (hereaer simply referred
as dynamic partitioning) [4–6] is a promising technique able
to move computations from an GPP to the coprocessor in a
transparent and �exible way, and may become an important

contribution for the future recon�gurable embedded com-
puting systems.

In this paper, we present a system which can automati-
callymap loops, detected by running aMicroBlaze executable
binary, to an RPU. We focus on a special kind of trace-based
loop, named Megablock [7], and transform Megablocks
into graph representations which are then used to generate
Megablock-tailored RPUs.Megablocks are repeating patterns
of elementary units of the trace (e.g., basic blocks) in the
instruction stream of the program being executed. e RPU
is runtime recon�gurable and can use several con�gurations
during program execution.

In our current implementation, Megablocks are detected
offline through cycle-accurate simulation of running appli-
cations [8, 9]. e synthesis of the RPU is also done
offline, while recon�guration of the RPU is done online. e
migration of the application execution between hardware and
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soware is done online, without changes in the binary code
of the application to be executed.

is paper makes the following main contributions:

(i) with respect to our previous work [8, 9], it proposes
a more efficient use of an RPU for transparent
binary acceleration by using lower-overhead interface
schemes between RPU and GPP.

(ii) It presents implementations of three distinct system
architectures and their system components to allow
transparent migration of sections of GPP execution
traces to the RPU, which includes recon�guration of
the RPU and runtime insertion of communication
primitives.

(iii) It analyses the runtime overhead of the partitioning
and mapping stages (currently performed by offline
tools) and it presents a dedicated hardware detec-
tor circuit to accelerate the runtime identi�cation
of Megablocks bearing in mind a future runtime
implementation.

(iv) It includes an extensive experimental evaluation of
the proposed approaches with a set of 17 benchmarks
(15 kernels and 2 examples of multiple executions of
kernels in the same RPU).

e rest of this paper is organized as follows. Section
2 introduces the Megablock, the type of loop considered
for mapping to the RPU. Sections 3 and 4 describe the
proposed hardware/soware system and the RPU architec-
tures used, respectively. Section 5 explains the toolchain of
our current approach, and Section 6 presents experimental
results obtained for the three prototyped hardware/soware
implementations using an RPU coupled to a microprocessor.
Section 7 presents related work, and Section 8 concludes the
paper.

2. Megablocks

e architecture of the RPU was heavily in�uenced by the
kind of repetitive patterns we are mapping, the Megablocks
[7]. A Megablock is a pattern of instructions in the execution
trace of a program and is extracted from execution instruc-
tion traces. Figure 1 shows a portion of the trace of a count
kernel. In this case, when the kernel enters a loop, the trace
repeats the same sequence of six instructions until the loop is
�nished.

e Megablock concept [7] was proposed in the con-
text of dynamic partitioning, that is, deciding at runtime
which instruction sequences executing on an GPP should
be moved to dedicated hardware. We consider four steps for
dynamic partitioning: detection, translation, identi�cation,
and migration. Detection determines which sections of the
application instruction traces are candidates for dedicated
hardware execution; translation transforms the detected
instruction traces into equivalent hardware representations
(i.e., RPU resources and corresponding con�gurations); iden-
ti�cation �nds, during program execution, the sections that
were previously detected; migration is the mechanism that
shis the execution between the GPP and the RPU.
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F 1: Example of a repeating pattern of instructions in the trace
of a 8-bit count kernel.

In a full online approach, all the above steps would be
executed online. In the current prototypes, detection and
translation are done offline (Section 5), while identi�cation
and migration are done online (Section 3.4). is approach
has been also used by Faes et al. [16], which manually
partitions code at themethod level and proposes a framework
which can, at runtime, intercept arbitrary method calls and
pass control to previously designed hardware modules.

A Megablock represents a single, recurring path of a
loop across several basic blocks. For every instruction which
can change the control �ow (e.g., branches), the Megablock
considers a new exit point which can end the loop if the path
of the Megablock is not followed. Since we are considering
only a single path, the control-�ow of a Megablock is very
simple and we do not need to use decompilation techniques
which extract higher-level constructions such as loops and
if structures. And unlike other instruction blocks (e.g.,
Superblock and Hyperblock [17]), a Megablock speci�cally
represents a loop.

For Megablocks to be useful, they must represent a
signi�cant part of the execution of a program. Previous work
[7] shows that for many benchmarks, Megablocks can have
coverage similar or greater than other runtime detection
methods, such as monitoring short backward branches (the
approach used by Warp [10]).

Megablocks are found by detecting a pattern in the
instruction addresses being accessed. For instance, Figure
1 shows a pattern of size 6 (0x174, 0x178, 0x17C, 0x180,
0x184, and 0x188). In [7], it is shown how the detection of
Megablocks can be done in an efficient way.

In the mapping approach described in this paper, each
Megablock is �rst transformed into a graph representation.
Because of the repetitive nature of the Megablock, we can
select any of the addresses in the Megablock to be the
start address. However, the start address can in�uence opti-
mizations which use only a single pass. e start address
is also used in our system architecture as the identi�er
of the Megablock during the identi�cation step and must
de�ne the start of the Megablock unambiguously. We use the
following heuristic to choose the start address: choose the
lowest address of the Megablock which appears only once.
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For the example in Figure 1, the start address according
to this heuristic is 0x174. Since two or more Megablocks
can start at the same memory address, but the current
identi�cation procedure only supports one Megablock for
each start address, we synthesize the Megablock which has
the highest coverage as determined in the detection phase.

2.1. Detecting Megablocks. ere are several parameters we
need to take into account when detecting Megablocks. For
instance, the unit of the pattern can be coarser than a single
instruction (e.g., a basic block). We impose an upper limit on
the size of the patterns that can be detected (e.g., patterns
can have at most 32 units). We de�ne a threshold for the
minimumnumber of instructions executed by theMegablock
(i.e., only consider Megablocks which execute at least a given
number of instructions). We can detect only inner loops, or
decide to unroll them, creating larger Megablocks.

e values chosen for these parameters are dependent on
the size and kind of Megablocks we want to detect.

2.2. Hardware for Megablock Detection. e problem of
detecting aMegablock is similar to an instance of the problem
of detecting repeated substrings, for example, 𝑥𝑥𝑥𝑥, with 𝑥𝑥
being a substring containing one or more elements. is
is also known as squares, or tandem repeats [18]. In our
case, substring 𝑥𝑥 is equivalent to the previous sequence
of instructions and represents a single iteration of a loop.
Although we want to �nd patterns with many repetitions (a
square strictly represents only two repetitions), we observed
that if a sequence of instructions forms a square, it is
likely that more 𝑥𝑥 elements will follow (e.g., 𝑥𝑥𝑥𝑥𝑥𝑥𝑥𝑥𝑥). e
detection method considers that two repetitions are enough
to signal the detection of a Megablock.

Figure 2 presents a hardware solution for Megablock
detection when using basic blocks as the detection unit. It
has three main modules: the Basic Block Detector reads the
instructions executed by the processor and detects which
instructions correspond to the beginning of basic blocks.
It outputs the instruction addresses corresponding to the
beginning of basic blocks (BB_address), and a �ag which
indicates if the current instruction is the beginning of the
basic block (is_BB_address).

eMegablock Detector receives pattern elements, which
in this case are the �rst addresses of basic blocks. It outputs
the size of the current pattern, or zero if no pattern is detected
(pattern_size), and a control signal indicating the current
state of the detector (pattern_state).

e module Trace Buffer is a memory that, when
Megablock detection is active (i.e., the module is currently
looking forMegablocks), stores the last instructions executed
by the processor, their corresponding addresses, and a �ag
which indicates if the instruction corresponds to a pattern
element of the Megablock (e.g., the start of a basic block).
Aer a Megablock is detected, the Trace Buffer stops storing
executed instructions and can be used to retrieve the detected
Megablock.

Figure 3 presents the general diagram for the Megablock
Detector. e Squares Detector �nds patterns of squares. It
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Is address
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F 2: Hardware solution for Megablock detection.

receives pattern elements and detects squares of size one up
to a maximum and outputs one �ag per detected square size
(pattern_of_size_X).

A pattern element can trigger one or more square sizes.
e module Pattern Size Arbiter & Encoder receives the
individual pattern_of_size_X �ags, chooses which pattern
size should be given priority, and encodes the chosen size
into a binary string. For instance, when detecting only
inner loops, this module can be implemented as a priority
encoder. e module Pattern State is a state machine which
indicates the current state of the pattern, and can have
one of �ve values: Pattern_Started, Pattern_Stopped, Pat-
tern_Changed_Sizes, Pattern_Unchanged, and No_Pattern.

Figure 4 presents the block diagram for a hardware
implementation of the Squares Detector. It shows the �rst
threemodules, which correspond to detectors for sizes 1 up to
3.e additional modules follow the same structure.e pat-
tern_element signal corresponds to a basic block start address.
�ach detector for a speci�c square size (with exception of the
detector for size one) uses an FIFO.When FIFOs have a reset
signal they are usually implemented in hardware using Flip-
Flops (FFs), becoming relatively expensive. However, if it is
not necessary to access the intermediate values of FIFOs, they
can be implemented with considerably less resources (e.g., if
an FPGA has primitives for shi registers available). When
using such FIFOs, the reduction factor in resources can be
as high as 16× and 32× [19] (e.g., when using the primitives
SRL16 and SLR32 in Xilinx FPGAs, resp.).

3. Target System Architectures

We consider three prototype implementations of the target
system: DDR-PLB (Arch. 1, illustrated in Figure 5), LMB-
PLB (Arch. 2, presented in Figure 6), and LMB-FSL (Arch.
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3, illustrated in Figure 7). All three implementations consist
of an GPP executing a target application, an RPU used to
accelerate execution of Megablocks, and additional hardware
(the Injector) to support online identi�cation and migration
of Megablocks. e three system architectures share similar
hardware modules, the main difference being their interfaces
and arrangements. e prototypes were designed for an
FPGA environment: instead of proposing a single all-purpose
RPU, we developed a toolchain which generates the HDL
(hardware description language) �les of an RPU tailored for a
set ofMegablocks detected in the application to be run on the

system.is step is done offline and automatically, as detailed
in Section 5.

All versions use the same RPU architecture. is module
is recon�gured in runtime to execute any of the supported
Megablocks. To identify Megablock start addresses an aux-
iliary system module, named Injector (e.g., Processor Local
Bus (PLB) Injector in Figure 5), is placed on the instruction
bus between the GPP and its instruction memory. e
Injector monitors the program execution and determines
when to switch to/from execution on the RPU, by comparing
the current Program Counter (PC) to a table containing the
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start addresses of the Megablocks previously detected from
the instruction traces. �nce a Megablock is identi�ed, the
Injector executes the migration step.

e Injector is capable of controlling the execution of the
GPP, by modifying the contents of the instruction bus and
injecting arbitrary instructions. us, the Injector changes
the behavior of the program running on the GPP in a

transparent way, avoidingmodi�cations to theGPP hardware
and to the program binary stored in the memory.

All three architectures use a similar Injector module,
adapted to the memory and RPU interfaces. Speci�c details
on the different interfaces and behavior of the system are
given in the following sections.

3.1. Architecture 1: External Memory and Processor Bus.
Figure 5 shows the �rst system architecture, the DDR-PLB
variant (Arch.1). e program code is located in external
DDR memory and the interface between the GPP and the
RPU is done via the Processor Local Bus (PLB).

Arch.1 consists of the GPP, a loosely coupled RPU, the
PLB version of the Injector module, and an auxiliary recon-
�guration module (RM), currently implemented as a second
MicroBlaze. In addition to the program to be executed on the
main GPP, the external memory also contains automatically
generated communication routines (CRs), which are later
explained in detail in Section 5.

e system operates as follows: during boot, the GPP
copies the program code from �ash (not shown in Figure
5) to the DDR, while the RM copies the instructions of the
CRs, which are initially within its own local memories (not
shown in Figure 5), to prede�ned DDR positions, so they can
be later accessed by the GPP. During execution, the Injector
monitors the PC of the GPP and stalls the system (by placing
a branch to PC + 0 on its instruction bus) if the current
PC matches any entry in an internal table of Megablock
start addresses. en, the Injector indicates to the RM, via
its point-to-point Fast Simplex Link (FSL) [20] connection,
which Megablock was identi�ed. e RM recon�gures the
RPU for the detected Megablock (this step is skipped if the
RPU is already con�gured for that Megablock). �hen done,
the RM responds to the Injector with a memory address,
which is the start address of an CR stored in DDR memory,
speci�c for the detected Megablock.e Injector then inserts
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a branch operation to that address in the GPP’s instruction
bus.

From this point on, the Injector and the RM no longer
interfere, and the GPP executes the CR, which contains
microprocessor instructions to load operands to the RPU
from its register �le, to start computation, to wait for com-
pletion (by polling an RPU status register), and to retrieve
results, as well as a branch back to original program code.
Once the GPP returns to program code, the Megablock code
executed on theRPU is skipped in soware, and the execution
continues normally. If the PC of the GPP reaches another
address known to the Injector, the process is repeated and the
RPU is recon�gured if necessary.

Currently, the RM is used to recon�gure the RPU and
to return the address of the corresponding CR. In the case
of a fully online approach, the RM can be used to perform
Megablock detection and generation of new con�gurations
for the RPU, that is, translation, at runtime. Section 6.4
presents execution times for the partitioning tools running
on an ARM processor, considering mapping to a general-
purpose RPU architecture [15].

In our current mixed offline/online approach, the RM
and the loosely coupled interfaces are super�uous, and the
remaining two architectures were developed with this in
mind. e DDR-PLB case is still being used to analyze the
viability for a later expansion for fully online operation.

3.2. Architecture 2-Local Memory and Peripheral Bus. Using
external memory introduces a large communication over-
head, due to the access latency, both when accessing the
original code and the CRs which have to be executed in order
to use the RPU. e alternative system (Arch. 2), shown
in Figure 6, reduces this latency by having the program
code in local memories. In this case, the PLB Injector is
replaced by the Local Memory Bus (LMB) Injector.e LMB
is used by the GPP to access local, low-latency memories
(Block RAMs—BRAMs). e use of these memories reduces
execution time for both the CRs and the regions of program
not mapped to the RPU, thus reducing global execution time.
In this architecture, the RPU structure and interface are the
same as the ones presented in the previous section. Also, as
the GPP to RPU interface is the same, the CRs do not change.

In this approach, we removed the RM and moved its
functionality to the Injector.e Injector now includes a table
that maps Megablock addresses to CR start addresses (where
one Megablock start address corresponds to one target CR
address). e method to recon�gure the RPU was also
changed: in addition to CRs there are also recon�guration
routines (RCRs) which load immediate 32-bit values to the
RPUs con�guration registers (explained later). RCRs are also
placed in the same local memories and the LMB Injector
keeps an additional table with their start addresses. us,
when a Megablock address is identi�ed, the Injector causes
the GPP to branch to either an RCR or an CR, based on
whether or not the RPU is already con�gured for the detected
Megablock. If an RCR is executed, its last instruction is a
branch to its corresponding CR. For the GPP, there is no
distinction between the two situations (the only difference

is the overhead introduced in the communication with the
RPU).

3.3. Architecture 3: LocalMemory and Point-to-Point. Despite
the reduction in overhead due to the use of local memories,
the PLB access latency still introduces a signi�cant overhead
when sending/retrieving operands/results to/from the RPU.
In the architecture shown in Figure 7 (Arch. 3), both the
Injector and the GPP communicate with the RPU via FSL.
In the previous scenarios, RCRs and CRs containMicroBlaze
load/store instructions that place con�guration values or
inputs on the RPU through the PLB. In this case, these
instructions (whose latency was measured to be as high as
9 to 12 bus clock cycles in some cases, depending on bus
arbitration) are replaced by one-cycle put/get instructions
[21] per value sent/received.

In this case, the RPU recon�guration is handled by the
Injector itself. Con�gurations are held in a dedicatedmemory
for the Injector (not shown in Figure 7), whose contents are
de�ned at synthesis time.When aMegablock is identi�ed, the
Injector performs two tasks: it causes the GPP to branch to
the corresponding CR and sends con�guration data to the
RPU via an FSL connection. While this last task is being
done, the GPP is sending the operands to the RPU. e CRs
mostly consist of get and put instructions. e GPP executes
put instructions to load operands and then, since the get
instructions are performed blocking, the GPP automatically
stalls until data are placed on the RPU’s output FSL (i.e., until
the computation is �nished).

e RPU only starts computing when it receives a start
signal from the Injector, which indicates that all con�gura-
tions have beenwritten, and that theGPP is now stalled by the
blocking get. e latter situation is detected by the Injector,
which in this setup monitors both the instruction opcode and
the instruction address.

3.4. Injector Architecture. Figure 8 shows the architecture
of the PLB Injector, which is responsible for interfacing
the GPP with the rest of the system in Arch.1 (Figure
5), as well as for starting the recon�guration process by
identifying Megablocks. e PLB, LMB, and FSL variants of
the LMB Injector vary slightly in structure due to the buses
they interface with. e LMB version does not implement
communication with other modules. With respect to the
DDR version, both PLB-LMB and FSL-LMB versions (Figure
7) require different control logic due to different latencies
at which instructions can be fetched by the GPP (1 clock
cycle for the LMB bus and as many as 23 clock cycles for
the external DDR memory, as measured using ChipScope
Analyzer [22], a runtime bus monitor).

e Injector monitors the instruction address bus of the
GPP. It reacts to instruction addresses which correspond to
the start of Megablocks and acts as a passthrough for all
other instructions. If the PC matches a table of addresses,
the Injector stalls the GPP and execution is switched from
soware to hardware, as already explained. is means
the system can be enabled or disabled through a single
modi�cation of the instruction bus.e current PLB Injector
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for the DDR-PLB system does not allow the use of cache.
When using external memories with cache, the MicroBlaze
uses a dedicated cache bus to the external memory, and an
enhanced PLB Injector would be required to interface with
that bus. is will be addressed in our future work.

Although the Injectors alter the instruction stream in
order to modify runtime behavior, they cannot do so indis-
criminately. e Injector can only interfere in order to keep
the GPP from executing code that can now be executed on
the RPU, but the possibility of false positives exists, due
to the instruction fetch behavior of processor pipelines: the
processor is performing a fetch during the execute stage of
a previous instruction. If a Megablock start address comes
aer a branch instruction and the branch is taken, then the
GPP will still fetch the instruction from the Megablock’s
start address, even though it will not be executed. To solve
this problem, the Injector inserts a single stall (branch to
PC � �) aer a Megablock address is identi�ed, replacing
the �rst instruction of the Megablock. If the next requested
address is different from the address following theMegablock
start address, it means that the initial branch was taken. In
this case, the inserted branch is discarded by the GPP, and
execution continues normally; otherwise the initial branch
was not taken and the GPP would actually enter the corre-
sponding region of code. e inserted branch will cause the
Megablock address to repeat, and on this second occurrence,
the Injector can safely cause the GPP to branch to the CR.
is veri�cation introduces a short delay equivalent to eight
processor instructions. For the PLB case, this corresponds
to approximately 184 clock cycles (considering an average
external memory access latency of 23 clock cycles, through
the PLB). For the LMB case, 8 clock cycles are required since
BRAM latency is 1 clock cycle.

Another issue is caused by the fact that some instruction
sequences must execute atomically in the MicroBlaze ISA.
For instance, the IMM instruction loads a special register
with a 16 bit immediate value. e following instruction
combines these upper 16 bits with its own lower 16 bits to
generate a 32 bit immediate operand. An instruction must
not be injected aer an IMMinstruction. As expected, the
identi�ed Megablocks do not start aer IMM instructions.

4. RPU Architecture

e RPU is generated offline and is based on a parameter-
ized HDL description. Modifying the parameterization at
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synthesis time produces a single RPU which can execute a
particular set of Megablocks, with the required layout and
number of functional units (FUs). e RPU speci�cation
is generated automatically by our toolchain, based on the
Megablocks found in the detection step. Interfaces and con-
trol logic remain the same regardless of the supported set of
Megablocks. According to a particular online con�guration,
the RPU performs calculations equivalent to one of the
Megablocks it was tailored for.

4.1. FU Array. Figure 9 illustrates a possible array of FUs for
an RPU.e array is organized in rows with variable number
of single-operation FUs. e number and width of rows are
variable according to parameterization.e �rst row receives
inputs from the input registers, which are written to by the
GPP by executing a CR. e values placed in these registers
originate from the GPP’s register �le. Likewise, values read
from the output registers of the RPU are placed in the GPP’s
register �le.

Some Megablocks produce the same result onto two
or more GPP registers. Instead of having a duplicated
output register, we handle this by adding equivalent value
assignment instructions in CRs. Other Megablocks always
produce one or more constants values onto the register
�le. In this case, since the Megablock detection tool opti-
mizes the Megablock graph representation and removes such
operations, we also add these constant value attributions to
registers as CR instructions.

Each row contains operations that have no data depen-
dencies and can execute in parallel, and results are then
propagated to following rows. Each row of FUs is registered
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and data propagates at one row per clock cycle. If an
operation has a constant input, the RPU generation process
tailors the FU to that input (e.g., bra FU in Figure 9).
e current implementation supports arithmetic and logic
operations with integers, as well as comparison operations
and operations producing or receiving carry. Carry can be
retrieved by the GPP in both PLB and FSL scenarios. FUs
on the array may have different number of inputs/outputs
amongst themselves. e carry from additions is an example
of a second output of an FU.Another is the upper 32-bit result
of a multiplication. Any output of an FU can be used as an
input of FUs in the following row. One or more inputs of an
FU may be constant, synthesis-time-speci�ed values.

Crossbar-type connections (switchboxes in Figure 9)
are used between adjacent rows to perform this operand
routing, and are runtime recon�gurable. e switchboxes
automatically adapt to the width of the associated row during
synthesis and can direct any of their inputs to any number
of outputs. Connections spanning more than one row are
established by passthrough FUs (pass FUs in Figure 9).

e RPU architecture was speci�cally designed to run
loops with one path and multiple exits, and does not need
logic for multiple paths (e.g., predicated hardware). e
number of iterations of the loop does not need to be known
before execution: the RPU keeps track of the possible exits
(e.g., bne FU in Figure 9) of the loop and signals when an exit
occurs (via a status register). If the number of iterations is
constant in soware, this is built into the array as a constant
value operator. In order to terminate execution, the RPU
always has at least one exit condition.

Only atomic Megablock iterations are supported. at
is, either a Megablock iteration completes or is discarded.
Support for nonatomic iterations would require discriminat-
ing which exit condition triggered, recovering the correct set
of outputs and returning to a particular soware address.
us, when an exit occurs, the current iteration is discarded,
and execution resumes in the GPP at the beginning of
the Megablock. is means that the last iteration will be
performed in soware, allowing the GPP to follow whichever
branch operation triggered an exit, maintaining the integrity
of the control �ow. In the current version of the RPU, all
operations complete within one clock cycle and each iteration
takes as many clock cycles as the number of rows (depth) of
the RPU.

In the �rst iteration, the array is input with values from
the input registers. Aer the �rst iteration is completed,
control logic enables the �rst switchbox, and results from
the previous iteration(s) are used to compute the subsequent
one(s). is means that, although rows are registered, the
execution is not pipelined. e RPU can keep the output
values of the previous iteration and these values can be routed
back to the output registers so as to change positions in
order to mimic the soware behavior of register assignments
present in some loops.is feature is used when aMegablock
includes code that places into a GPP register the value of
another GPP register in a previous iteration. Along with
the values produced in the current iteration, these previous
values can also be routed back into the �rst row to be reused.
us, the input switching mux takes 𝑁𝑁 𝑁 𝑁𝑁𝑁 values and

PLB

PLB slave interface

Context

Results
Exit conditions

Iteration control

Mask Start Status

Reconfigurable processing unit 

(b) Output switching 
(a) Input switching 

Output (a) (b)

Array

FUs

inputs routing

Write only Read only R/W

of 

�� �

F 10: RPU architecture overview, with PLB interface.

produces𝑁𝑁 values. Since some input values are constant for
all iterations of a call of the RPU, each of the𝑁𝑁 outputs either
maintains its initial value found in the input register, or they
are assigned one of the 𝑁𝑁𝑁 values produced.is is followed
by another switchbox that can route any of these𝑁𝑁 values to
any number of FU inputs in the �rst row (the sequence of 2
multiplexers was kept for simplicity of implementation).

4.2. RPU Interface. RPU con�guration is performed by
writing to con�guration registers. ese registers control
the routing of the operands through the switchboxes and
indicate which exit conditions should be active. Figure 10
presents the main components of the RPU, detailing the PLB
interface. e PLB interface RPU uses the bus interface to
feed operands and retrieve results through 32-bit, memory-
mapped registers. e FSL interface is composed simply of
three FSL ports, two being inputs (for con�guration and
operands) and one output (for results). Apart from these
interface level differences, the array of FUs and other internal
aspects of the RPU remain the same in all three architectures.

�epending on the speci�cation of the RPU, the number
of input (𝑁𝑁), output (𝐿𝐿), and con�guration (𝑁𝑁) registersmay
vary. e remaining registers are implementation indepen-
dent. Values written at runtime to the routing, input/output
switching, andmask registers are generated offline.

Input and output registers contain operands/results of
computations, and there are as many input/output registers
as the maximum number of operands/results found in the
set of Megablocks implemented by the RPU. e routing,
input switching, and output switching registers con�gure the
switchbox connections between rows, the routing of results
back to the �rst row (i.e., feedback) and the routing of output
register values to different positions of said output register
bank (i.e.,managing results from the previous iteration). Both
the input and output switching are handled by a single 32-
bit register. is was done for simplicity of design and limits
the number of input and output registers of the RPU. For
instance, if there are 4 output registers, a total of 9 values
(current and previous results plus one initial value from
the input register) can be chosen. is requires 4 bits to
represent this selection range, which limits the number of
input registers to 8 in order to use a maximum of 32 bits.



International �ournal of Recon�gurable Computing 9

e number of routing registers is a function of the
width and depth of the RPU. In our implementation, the
largest number of outputs between all rows determines the
minimum number of bits used to perform a selection and a
single register may hold routing information for more than
one row. For instance, in Figure 9 (where𝑁𝑁 𝑁 𝑁 and𝑀𝑀 𝑁 𝑀),
the maximum width is 5 (row 1). ree bits are required to
represent this range, and since the total number of inputs is
18 (input to FUs and number of output registers), a total of
54 routing bits are required (2 registers). e synthesis time
parameterization selects and wires the proper number and
groups of bits from the registers into the switchboxes of the
array.

e mask register determines which exit conditions can
trigger the end of computation. If more than one Megablock
is mapped to the RPU, different exit conditions may exist
on the array. Since data propagates through all the FUs
during execution, even though FUs that are not part of the
Megablock the RPU is con�gured for, an exit condition
may trigger incorrectly unless disabled. e mask register
performs a bit masking of the exit conditions. is limits
the number of exits allowed on the RPU to 32. However,
no observed combination of Megablocks in our benchmarks
exceeded this value. In the FSL case, these con�guration
registers have the same function, but they have to be written
to in a speci�c sequence.

e start register signals the RPU to initiate compu-
tations, and is written to by the GPP as part of the CRs,
aer all operands have been loaded. In the FSL scenario,
the start signal is directly sent by the Injector. e status
register contains information on the current status of the
RPU. A busy bit on this register is the value the GPP polls
for completion. A �rst fail bit indicates if the execution
terminated during the �rst iteration. is is a special case
in which no results need to be recovered from the RPU.
e two context registers are used as scratchpad memories
during the execution of Recon�guration Routines (RCRs)
and Communication Routines (CRs). During execution of
these routines, one or two GPP registers must be used as
auxiliary registers to load/store values. In the case of a �rst
fail the used GPP registers recover their original values from
the context registers.

e iteration control enables the propagation of data to
output registers aer a number of clock cycles equal to the
depth of the RPU, monitors the exit conditions according to
the applied mask, and sets the status register.

5. Toolchain for OfflineMegablock
Detection and Translation

5.1. Tool Flow Overview. We developed a tool suite to detect
Megablocks and generate an RPU and its con�guration bits.
e tool �ow is summarized in Figure 11. We feed the
executable �le (i.e., ELF �le) to the Megablock Extractor tool
[8] which detects the Megablocks. is tool uses a cycle-
accurate MicroBlaze simulator to monitor execution traces.
Although this step is performed offline, it is not a typical static
code analysis.

ELF file

Megablock extractor

HDL descriptions
     

Communication routine 
            generation

RPU Injector GPP

Hardware
  module

Final bitstream w/RPU

Tool

and routing generation

F 11: �ool �ow.

For translation, Megablocks are processed by two tools:
one generates the HDL (Verilog) descriptions for the RPU
and the Injector, and the other generates the CRs for the
GPP.e HDL description generation tool parses Megablock
information, determines FU sharing across Megablock graph
representations, assigns FUs to rows, adds passthrough units,
and generate a �le containing the placement of FUs. FUs
are shared between different Megablocks, since at any given
time there is only one Megablock executing in the RPU. e
tool also generates routing information to be used at runtime
(con�guration of the interrow switches), as well as the data
required for Megablock identi�cation.

5.2. Generating the RPU Description. e RPU description
generation tool produces an HDL header �le that speci�es
the number of input/output and routing registers, the number
of rows and columns of the RPU, the placement of FUs,
constant value operators of the FUs, if any, and other auxiliary
parameters that enable the use of the Verilog based generate
constructs that instantiate the RPU. Inputs to this tool are
Extractor outputs regarding the sequence of operations in
the Megablock, their scheduling on the equivalent graph
representation and connections between them. Figure 12
shows an excerpt of a generated HDL header that fully
characterizes the RPU, along with the input Megablock
information. e parameter array ROW_OPS speci�es the
layout of the RPU. e INPUT_TYPES array con�gures the
A_BRA (arithmetic barrel shi right) to have its second input
as a constant value, while all other accept 2 variable inputs.

In order to generate a combined RPU description for
several Megablocks, the tool maintains information between
calls. Each call treats a single Megablock. e Extractor
transforms the MicroBlaze ISA into an abstract instruction
set. Each operation in the Megablock is then mapped to
a single FU. Different instructions can be mapped to the
same FU type. For instance, a distinction between an add
and addi exists only in the context of the MicroBlaze ISA.
is decoupling means the toolchain and RPU could easily
be expanded to any other processor ISA. Supporting new



10 International �ournal of Recon�gurable Computing

Extractor input:

( · · · )
OP:1
operation:bsrli
level:1
numInputs:2
inputType:livein
inputValue:r5
inputType:constant
inputValue:13

OP:2
operation:andi
level:2
numInputs:2
inputType:internalValue
inputValue:3, 0
inputType:internalValue
inputValue:4, 0
( · · · )

HDL output:

parameter NUM IREGS
parameter NUM OREGS
parameter NUM COLS
parameter NUM ROWS
parameter NUM ROUTEREGS

parameter [0 : (32 ∗ NUM ROWS ∗ NUM COLS)-1]

parameter [0 : (32 ∗ NUM ROWS ∗ NUM COLS)-1]

ROW OPS = {

INPUT TYPES = {

= 32'd1;
= 32'd5;

= 32'd3;
= 32'd3;
= 32'd2;

ADD, BRA,

ADD,

SUB, NEQ,

ADD,

`INPUT, `INPUT,
`INPUT,
`INPUT,`INPUT,

`INPUT, `INPUT,
`NULL};

`NULL};

`CONSTB,

`A `A `A

`L

`L `B

`PASS, `PASS,

F 12: RPU HDL header excerpt.

types of FUs would be equally straightforward, as each is an
individual hardware module.

Aer this mapping, FU placement is performed. Since
connections between rows are crossbar-like, horizontal place-
ment is unrestricted, and rows are �lled from le to right.
During this placement phase, the arrays current status is
checked to reuse already mapped FUs, if possible, to reduce
resources (this also reduces the number of required routing
bits). Only operations, from two distinct Megablocks, that
occur on the same row and map to the same type of FU
may reuse the same FU between them. Aer placement of
operation FUs, passthroughs are placed. Rows are checked
bottom to top so as to propagate passthroughs upwards. If
an FU requires as an input, an output originating from an
FU that spans more than one row, a passthrough is inserted.
If two FUs require the same operand that originates several
rows above, the same chain of passthroughs is used. is
repeats until all connection spans equal 1.Due to the nature of
theMegablock graphs, passes tend to be created in an inverted
pyramid fashion. As this behavior repeats fromMegablock to
Megablock, passthroughs are heavily reused between them.

�alues for routing and con�guration registers are then
generated and saved to �les. As explained, routing infor-
mation is concatenated across all routing registers, and
selection values depend on the width of the RPU rows. As
a consequence, already generated routing information must
be regenerated if the depth and/or width of the RPU vary.
If the depth increases, passthroughs need to be inserted for
Megablocks of smaller depth. is implies that Megablocks
of a smaller depth will suffer a delay (in clock cycles per
iteration) equal to the difference between their depth and the
maximum depth of the RPU.

5.3. Generating the Communication Routines. Megablock
Extractor outputs also detail which GPP registers contain
RPU inputs and which are destinations of RPU outputs.
An additional �le provided by the RPU generation tool
(aer translating the Megablock) includes the routing and
con�guration register values and associations between each
GPP register in the Megablock and an RPU register. e
Communication Routine generation tool either generates a
PLB CR or an FSL CR, along with a HDL header containing
theMegablock addresses.is �le also contains the addresses
of communication routines if generated for Arch. 2 (RCRs
and CRs) or Arch. 3 (CRs).

For all three architectures, the routines are executed
by the GPP, and they are located in the GPP’s program
memory, along with the program itself. e generated RCRs
and CRs are placed in 𝐶𝐶-code structures (arrays), which are
then compiled together with the application. is does not
imply altering application code.ese instructions aremerely
linked to tool prede�ned memory positions (de�ned in the
linker script), which are known by the Injector.

Figure 13 shows the PLB and FSL CRs for the reverse
benchmark. Not only is the FSL CR shorter, the instruction
latencies are also smaller than those of the PLB case. e
tool attempts to optimize CRs by using relative load/stores
and immediate value assignments to registers (which occur
in the RCRs). Relative instructions may shorten the length of
the CR, depending on the number of values to send/receive.
If such instructions are used, the RPUs scratchpad registers
are used to store the original values of the GPP registers used
by the instructions at the start of the routine.

For the PLB, CR operands are loaded (one is automati-
cally saved into one context register when writing to the �rst
input register), a start signal is written and the RPU is polled



International �ournal of Recon�gurable Computing 11

PLB CR

Load live-ins:

0×1d40: imm -15136

0×1d44: swi r5, r0, 0

0×1d48: imm -15136

0×1d4c:  swi r4, r0, 8

0×1d50: imm -15136

0×1d54: 

Send start signal:

0×1d58: addi r5, r0, −1

0×1d5c:  imm -15136

0×1d60: swi r5, r0, 36

Wait for fabric:

0×1d64: imm -15136

0×1d68:   lwi r5, r0, 64

0×1d6c: 

0×1d70: bnei r5, −12

Check for exit status:

0×1d74: imm -15136

0×1d78: lwi r5, r0, 64

0×1d7c: andi r5, r5, 32

0×1d80: beqi r5, 16

Return if  First fail true:

0×1d84: imm -15136

0×1d88: lwi r5, r0, 68
0×1d8c: brki r0, 440

Restore live-outs:

Set address offset:

0×1d90: imm -15136

0×1d94: addi  r6, r0, 0

0×1d98: lwi  r18, r6, 40

0×1d9c: lwi  r3, r6, 52

0×1da0: lwi  r4, r6, 56

0×1da4: lwi  r5, r6, 60

Recovering carry:

0×1da8: imm -15136

0×1dac: 

0×1db0: 

0×1db4: 

0×1db8: 

0×1dbc: 

Recovering last live-out:

0×1dc0: imm -15136

0×1dc4: lwi r6, r0, 48

Return Jump:

0×1dc8: brki r0, 440

FSL CR

Putting live-ins:

0×1e00: nput r4, rfsl0

0×1e04: nput r6, rfsl0

0×1e08: nput r5, rfsl0

Getting control:

0×1e0c: get r5, rfsl0

0×1e10:  

0×1e14: get r5, rfsl0

0×1e18: brki r0, 440

Getting live-outs:

0×1e1c:  

Getting carry:

0×1e20: msrclr r6, 4

0×1e24: get r6, rfsl0

0×1e28: beqi r6, 8

0×1e2c: msrset r6, 4

Remaining live-outs:

0×1e30: get r6, rfsl0

0×1e34: get r3, rfsl0

0×1e38: get r4, rfsl0

0×1e3c: get r5, rfsl0

Return Jump:

0×1e40: brki r0, 440

 andi r5, r5, 4

swi r6, r0, 4 beqi r5, 12

msrset  r6, 4

bri 8

msrclr r6, 4

bnei r6, 12

lwi  r6, r0, 44

get r18, rfsl0

F 13: Comparison between PLB- and FSL-based CRs for the reverse benchmark.

for a done signal; once done, the status register is checked for
the �rst �a�l bit. If set, values are recovered from the context
registers, and execution immediately returns to soware. If
not, results are retrieved (in this case using relative loads),
including the set/clear of the GPP carry bit according to the
respective RPU result and execution returns to soware. For
the FSL CR, each operand is sent with a nonblocking put
instruction.e get instructions are blocking until the output
FSL contains data; the �rst output sent by the RPU is the
status register. If a �rst �a�l occurs, the GPP reads another
value.is value restores the content of the GPP register used
to perform the �rst �a�l check. If this situation does not occur,
results are recovered, including carry, and a branch back to
soware is taken.

For the benchmarks used in this paper, PLB-based CRs
consist of 32 instructions on average. Arch. 2 (see Figure 6)
also uses RCRs to recon�gure de RPU. eir average length
is 28 instructions. For the case of Arch. 2, amaximumaverage
length of 61 instructions for communication may occur if
recon�guration of the RPU is required at every call. For the
FSL case, the average number of instructions is only 16, with
recon�guration occurring in parallel, if required.

5.4. Example. Figure 14 exempli�es the behavior of the
system for the reverse benchmark. e outlined addresses

(1b8 to 1d0, where 1b8 is the start address) constitute the
Megablock, which iterates 32 times. is totals 255 clock
cycles to execute this kernel. Considering the latency of
each instruction (labeled on the right) and the number of
instructions, the IPC (number of instructions per clock cycle)
of this kernel is 0.89. When the Injector triggers at address
1b8, the execution of these instructions is replaced with the
steps outlined in Figure 14. e �rst part of the CR (sending
operands) takes place. en execution proceeds on the RPU,
and since the array depth is 3 and the number of iterations is
32, a total of 107 cycles are required. e RPU executes eight
instructions in 3 clock cycles and achieves an IPC of 2.67.e
last iteration must be performed in soware for 7 cycles (the
bneid branch is not taken, reducing its latency to 1). Results
are then retrieved during 15 cycles. e resulting reduction
in cycles provides an execution speedup of 1.97.

6. Experimental Results

e proposed architectures and tools were tested and evalu-
ated with 15 code kernels. All kernels work on 32-bit values.
Each individual benchmark calls the corresponding kernel N
times. e reported results were obtained for𝑁𝑁 𝑁 𝑁𝑁𝑁.

Two additional tests (merge1 andmerge2) group together
six kernels in order to evaluate the case where an RPU is
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Original program: Megablock execution in RPU + CR:
⟨reverse⟩: ⟨reversecycles ⟩:
1b0: addk r6, r0 , r0
1b4: addk r4, r6, r0
1b8: andi r3, r5, 1
1bc: or r3, r3, r6
1c0: addik r4, r4, 1
1c4: addk r6, r3, r3
1c8: xori r18, r4, 32
1cc: bneid r18, − 20
1d0: sra r5, r5
1d4: rtsd r15, 8
1d8: addk r3, r6, r0

1
1
1
1
1
2
1

Total cycles per iteration: 8
Total cycles: 8 ∗ 32 − 1 = 255

1b0: addk r6, r0, r0
1b4: addk r4, r6, r0
1b8: Replaced by:

+ 3 CR cycles = 11
+ 3 cycles per iteration:
11 +3 ∗ 32 = 107
+ 15 CR cycles = 122
+ last iteration in software
122 + (8 − 1) = 129
1d4: rtsd 15, 8
1d8: addk r3, r6, r0

delta = 255 − 129 = 126 → Speedup

Injector delay: = 8

F 14: Cycle reduction for the reverse kernel, for a LMB-FSL system.

generated from several Megablocks. e RPUs generated
for these cases have six possible con�gurations. e merge1
benchmark contains count, even�ones, �bonacci, �amming,
popcount32, and reverse. Benchmark merge2 includes com-
press1, divlu, expand, gcd2, isqrt2, and maxstr. For these
cases, we evaluate the scenario where the calls to each kernel
are alternated (for 𝑁𝑁 𝑁 𝑁𝑁𝑁, the total number of RPU
con�guration changes during kernel execution is equal to 500
× 6 = 3,000). is is the worst-case scenario, which requires
RPU recon�guration between each kernel execution.We also
consider an additional scenario where each kernel is called
𝑁𝑁 times in sequence without intermediate recon�guration
(merge1/2 n/s).

e loops of most kernels have a constant number of
iterations (16 or 32). Five kernels iterate a variable number
of times per call, according to the inputs. e number of iter-
ations of �bonacci, for instance, is an arithmetic progression
of the input value. In all benchmarks, the current iteration
count (between 0 and𝑁𝑁 𝑁 𝑁) is used as an input.

6.1. Setup. We used the Megablock Extractor tool to do an
offline detection of the Megablocks from execution traces.
For the detection we disabled inner loop unrolling (except
in the popcount3 case, where we map the Megablock of an
unrolled inner loop), used basic blocks as the elementary
pattern unit, set themaximumpattern size to 32, and rejected
anyMegablockwhich executed less than 100 instructions. For
each kernel (except formerge1/2), we implemented only one
Megablock.emajority of the computation was spent in the
selectedMegablock, the average coverage being 91.59% of the
executed instructions.

Each kernel was compiled with mb-gcc 4.1.2 using the
𝑁�2 �ag and additional �ags which enable speci�c units
of the MicroBlaze processor (e.g., -mxl-barrel-shi for bar-
rel shier instructions). e MicroBlaze version used was
v8.00a.

eprototypewas implemented on aDigilent Atlys board
with a Xilinx Spartan-6 LX45 FPGA and DDR2 memory.
We used Xilinx EDK 12.3 for system synthesis and bitstream
generation. All benchmarks run at 66MHz except merge1/2
and usqrt, which run at 33MHz. In most cases, the RPU

achieved higher operating clock frequencies than the 66MHz
used for the MicroBlaze processor. Since we use the same
clock signal for all the modules of the system, including the
RPU, speedups can be computed from measurements given
in number of clock cycles, and are therefore, independent of
the actual system frequency. To count clock cycles, we used a
timer peripheral attached to the PLB.

6.2. Megablocks and RPUs. Table 1 summarizes the char-
acteristics of the Megablocks used in the evaluation. e
average number of instructions per call of the Megablock is
a product of the number of instructions per iteration and
the average number of iterations. Table 1 includes values
for maximum instruction level parallelism (ILP), percentage
of instructions covered by the Megablocks versus the total
executed instructions, and instructions per cycle achieved
in soware (SW IPC). IPC was computed considering the
number of clock cycles required to complete one iteration
over the number of instructions. As all Megablocks include
branch operations, which have a 2 cycle latency, the SW IPC
is always below 1 instruction per clock cycle. e SW IPC
values shown assume a latency of 1 clock cycle for instruction
fetch, which is not the case for theDDR-PLB architecture, but
is valid for LMB-based architectures. Since all implemented
operations in the tested benchmarks have one clock cycle of
latency, the critical path length (CPL) has a value equal to the
depth of the RPU (see Table 2, RPU characteristics). For the
merge1/2 cases, the values presented are the averages of the
values of the individual kernels implemented in each case.

Table 2 summarizes the characteristics of the RPU for
each kernel. e #OP. FUs column presents the number of
FUs used as operations (i.e., not passthroughs). Due to the
interconnection scheme used, passthroughs oen outnumber
operation FUs. However, the resulting RPUs were relatively
small. Due to FU sharing, the merge1/2 cases use about
35.44% and 50.43% of the total number of FUs for the indi-
vidualMegablocks.is is equivalent to 51 and 58 reused FUs
between kernels (including operations and passthroughs).
Since passthroughs occur frequently in all kernels, they are
reused more oen; merge1 reuses passthrough FUs 41 times
and merge2 104 times. is is equivalent to reducing a total
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T 1: Detected Megablock characteristics.

Kernels
Megablock characteristics

Avg. Inst.
Executed p/call Max. ILP Coverage (%) SW IPC

count 192 2 94.9 0.857
even_ones 192 3 94.0 0.857
��onacci 1,497 2 99.4 0.857
ham_dist 192 3 94.0 0.857
pop_cnt32 256 3 97.2 0.889
reverse 224 3 95.6 0.875
compress 138 3 89.7 0.889
divlu 155 2 90.5 0.833
expand 138 3 89.7 0.889
gcd 330 2 98.8 0.889
isqrt 96 3 84.0 0.857
maxstr 120 2 88.1 0.800
popcount3 15500 3 85.4 0.912
mpegcrc 465 4 87.6 0.934
usqrt 288 6 84.9 0.947
merge1 444 2.7 N/A 0.865
merge2 166 2.5 N/A 0.860

T 2: RPU characteristics.

Kernels
RPU characteristics

#OP. FUs # Pass. FUs Max. row
depth Depth HW

IPC
count 6 6 5 3 2.00
even_ones 5 4 7 3 1.67
��onacci 4 6 4 3 1.33
ham_dist 6 11 6 3 2.00
pop_cnt32 8 7 8 3 2.67
reverse 7 9 7 3 2.33
compress 8 21 8 4 2.00
divlu 5 4 5 3 1.67
expand 8 21 8 4 2.00
gcd 8 17 8 6 1.33
isqrt 6 9 6 3 2.00
maxstr 4 6 4 3 1.33
popcount3 18 33 18 9 2.00
mpegcrc 14 32 14 7 2.00
usqrt 17 42 17 8 2.13
merge1 16 12 16 3 1.65
merge2 24 35 24 6 1.07

of 43 passthroughs to 12, for merge1, and reducing a total of
78 pass–throughs to 35, formerge2.

e maximum ILP achieved by each RPU is the same as
the maximum ILP shown for each Megablock in Table 1. e
average ILP is 2.93 (merge1/2 excluded) and the highest value
occurs for usqrt (6 instructions in parallel).e IPC achieved
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F 15: FPGA resources, synthesis frequency, and required
con�guration bits for each RPU with a PLB interface (LUTs and FFs
shown on the le axis).

by an RPU depends on the total number of operations it
performs per iteration and its depth. Each RPU contains, at
most, as many operations as the Megablock it implements.
Due to graph-level optimizations such as register assignment
simpli�cation and constant propagation, the actual number
of operations can be lower (e.g., popcount3, requires only
18 operations to implement its original 31 assembly instruc-
tions). IMM instructions [23] are an example of instructions
that do not need an additional FU. If ILP is high and depth
of the RPU is low, this results in a higher IPC. Ignoring any
overheads, speedups are obtainedwhen the RPU IPC is larger
than soware IPC.

Figure 15 shows the implementation characteristics of
the individual RPUs for the PLB interface case (it is very
similar to the FSL case). e reported synthesis maximum
clock frequencies of the RPUs ranged from 52 MHz to 154
MHz. Except for the minimum case (which occurs for usqrt),
all RPU frequencies are higher than the clock frequency of
the MicroBlaze. e largest RPU uses 34.57% (9,433) of the
LUTs and 4.91% (2,680) of the FFs. e average usage for
these resources is 12.62% and 2.32%, respectively. Due to the
reuse of FUs performed by the tools, the RPUs for merge1/2
require a number of LUTs and FFs that is smaller than the
sum of LUTs and FFs of the RPUs for the individual kernels
they implement.emerge1RPUuses about 47% of the LUTs
and 27% of the FFs. For themerge2RPU, these values are 68%
and 40%. In both cases, the RPU frequency is above the GPP
frequency, being 94 MHz and 102.6 MHz, respectively. Since
the RPU only recon�gures interconnections and not FUs, the
number of con�guration bits for each RPU is relatively low,
with an average of 133 bits for the RPUs of individual kernels
(i.e., excludingmerge1/2).

6.3. Speedups. Figure 16 presents speedups for all architec-
tures. In the DDR-PLB scenario, the MicroBlaze has a 23-
cycle penalty for each instruction (note that this scenario does
not use caches), while execution of a single row of the RPU
takes 1 clock cycle. So, most of the achieved speedup comes
from executing operations on the RPU instead of executing
the original instructions in the GPP. However, for each call
to the RPU, the GPP executes an CR and since the CRs are in
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T 3: Communication overhead.

Kernels

Communication overhead
#Inst. of
PLB CR

#Inst. of
FSL CR

DDR-PLB
(%)

LMB-PLB
(%)

LMB-FSL
(%)

count 27 12 92.4 56.39 26.22
even_ones 34 18 92.1 62.25 30.49
��onacci 27 14 63.2 15.58 4.22
ham_dist 35 17 91.8 61.18 29.98
pop_cnt32 35 17 92.1 61.34 30.49
reverse 35 17 92.3 61.34 30.49
compress 35 19 95.0 71.82 39.97
divlu 25 10 92.2 53.79 26.83
expand 35 19 95.0 71.76 40.75
gcd 32 15 77.3 34.51 12.81
isqrt 34 16 96.2 74.77 45.52
maxstr 25 10 92.5 55.25 26.89
popcount3 37 18 46.97 8.16 2.77
mpegcrc 36 20 85.5 47.00 21.69
usqrt 31 18 89.9 59.56 28.93
merge1 56.3 22.5 87.0 58.14 17.07
merge1 (n/s) 32.17 15.8 N/A 41.94 16.13
merge2 57 22.0 89.6 70.32 24.43
merge2 (n/s) 31 14.8 N/A 48.04 21.26

DDR, they also suffer of the DDR access latency. In fact, the
DDR access latency is the main contributor to the very high
overhead of this scenario (Table 3). e situation is aggra-
vated by the relatively low number of instructions executed
per call (Table 1). e overhead includes the detection of the
Megablock, con�guration of the RPU, and execution of the
CR. Since the RM fetches instructions from local memories,
a large part of the overhead comes from executing the CRs
aerwards. It is noticeable that, for a greater number of
iterations, the overhead becomes less signi�cant, as is the case
of ��onacci and popcount3. e speedups measured for the
DDR scenario include all overheads and range from 2.25×
(isqrt) to 43.37× (popcount3). Speedups in this no-cache
scenario do not show the best case for sequential soware
execution. However, it demonstrates the architecture concept
and is a starting point for future work on cache support.

For the LMB-PLB case, slowdowns still occur frequently
since the number of iterations and operations found in
many of the kernels is still relatively small, and the possible
parallelism is not enough to compensate for the overhead.
Since program code is now in local memories, GPP execution
is not hindered by high memory latencies due to the lack
of cache support. However, access to the RPU still suffers
from PLB latency, which in this case results in an average
overhead of 52.98%. For merge1/2, the overhead introduced
by recon�guration is noticeable in the resulting speedup.
In these benchmarks, the kernels are executed alternately:
every time the RPU is called, it has to be recon�gured. e
speedup ofmerge1/2 is lower than that ofmerge1/2 n/s due to
recon�guration overhead. Speedups formerge1/2 are equal to

57% and 72% of the speedups for merge1/2 n/s, respectively.
is is equivalent to recon�guration overheads of 27.8% and
42.9%, respectively.

For the LMB-FSL case, the average overhead for individ-
ual kernels is 26.54%. Performing the RPU recon�guration in
parallel with the transfer of input operands reduces the effect
of recon�guration overhead. For merge1, recon�guring the
RPU at every call introduces negligible additional overhead
when compared tomerge1 n/s, since the number of operands
is close, on average, to the number of recon�guration values.
is is not the case for merge2, which requires over twice
as much con�guration values. is means compact RPUs
with many con�gurations and implementing Megablocks
with many inputs can be done by switching between con-
�gurations within the operand transfer time, that is, without
suffering from additional overhead.e overhead introduced
by recon�guration in this case is near zero for merge1 and
4.03% formerge2.

e effect of different overheads is visible in Figure 16,
where the speedup trend across benchmarks is consistent,
and where the LMB-FSL case is the one closest to the
maximum possible speedups. is maximum was computed
assuming a soware instruction fetch latency of 1 clock cycle
(implying IPC = 1), which does not hold true for the DDR
case. Table 3 shows the overhead for each scenario along with
the number of instructions in the communication routines
(CRs) for each interface type. e average number of cycles
for an FSLCR, for these kernels, is 17, and the average number
of instructions is 16. Since recon�guration occurs in parallel
in this architecture, if necessary, the time required to start
computation depends on the maximum between the number
of operands to send and the number of con�guration values
to send. Considering this, the average number of cycles for a
complete communication with the RPU in this architecture
can be as high as 23.5, formerge1, and 31, formerge2.

For PLB-basedCRs, the averages are 129.2 cycles and 32.2
instructions. For recon�guration routines (RCRs), which are
used in the LMB-PLB architecture, these averages are 110.9
and 28.73, respectively. In the worst-case scenario for this
architecture, in which recon�guration has to be performed
at every call, the sequence of RCR and CR takes an average
of 239.47 cycles and totals an average of 60.93 instructions.
Since generating an RPU for several kernels will increase
the number of con�guration registers, the RCRs for each
kernel in a combined RPU will differ (as the structure of the
RPU differs). For merge1, the average number of cycles in
an RCR is 138.83 and the average number of instructions is
32.8. Formerge2, the averages are 223.2 and 52.2, respectively.
Since the RPU formerge2 is larger (higher depth and width),
it requires more con�guration information and the RCRs
increase in size.

e gain, in cycles, of using the RPU, as shown in the
example of Figure 14, must exceed these communication
cycles, in order for a speedup to still be possible. Speedup
is a direct function of the ratio between SW IPC and HW
IPC, as shown in (1), and is valid for all three architectures
(the fetch latency of the DDR-PLB case is accounted for
in the IPCSW factor). In (1), 𝑁𝑁rSW represents the number
of assembly instructions per iteration of a Megablock in
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relative to the le axis) are estimations calculated using (1), assuming an instruction fetch latency of 1 cycle. A trend can be observed for all
three cases. e different overheads dictate the relative scales of the attained speedups.

soware, 𝑁𝑁rHW represents the number of operations per
iteration in the RPU (these values are not necessarily the same
since some operations can be optimized during translation),
OHc represents the number of clock cycles due to overhead
(in which the communication routine, injector delay and last
iteration cycles are accounted for), and𝑁𝑁it is the number of
iterations of the Megablock:

Speedup ≅
𝑁𝑁rSW
𝑁𝑁rHW

×
IPC−1

SW

IPC−1
HW +OHc/ 𝑁𝑁it × 𝑁𝑁rHW

. (1)

ere is a 2.0% difference for the LMB-FSL case and
1.5% for the LMB-PLB between the values given by (1)
and actual measured speedup values; deviations occur due
to additional clock cycles. ese correspond to instructions
that are executed between the activation and deactivation of
the timer and are not part of the Megablock. e speedup
estimates have been corrected for these effects. e FSL case
is less precise because measurement errors become more
signi�cant as the measurements become �ner (i.e., smaller
number of cycles).

e maximum speedup would be the direct ratio of
both IPCs, if there were no overhead cycles. e overhead
effect can be reduced when there are many iterations and/or
instructions mapped on the RPU. See for example the
following equation for the reverse kernel in the LMB-FSL
architecture:

Speedup ≅ 7
7
×

1.143
0.429 + 38/ (32 × 7)

= 1.91. (2)

6.4. Hardware Module for Megablock Detection. We devel-
oped a proof-of-concept HDL generator which outputs

VHDL for a Megablock Detection hardware module, as
depicted in Figure 3 in Section 2. Figure 17 presents the
resources needed to implement the module when varying
some of the parameters accepted by the generator (maximum
pattern size and the bit width of the pattern element).

For the explored parameter ranges, the number of LUTs
and FFs increases linearly with the increase of the maximum
pattern size. Higher bit widths generally represent a higher
number of used resources, although the increase is more
signi�cant for FFs than for LUTs. e shape of the LUT
resources used is more irregular than the shape of the FFs.
We attribute this to the way the synthesis tool maps certain
FPGA primitives (e.g., SRLs), used in the HDL code.

For the base case with a maximum pattern size of 24
elements, and considering an address space for instructions
of 20 bits, the module needs 455 LUTs and 636 FFs, which
represent around 1% of the targeted FPGA (a Xilinx Spartan-
6 LX45). ese values include the encoder and the state
machine for determining the current state of the detector.e
decrease of the maximum clock frequency with the increase
of the maximum pattern size was expected, as higher values
for the maximum pattern size implies more complex logic
paths in some parts of theMegablock Detectionmodule (e.g.,
the comparison between the current pattern element and all
the positions in the FIFO).

However, the current implementation working frequen-
cies are sufficient for the considered scenarios. For instance,
considering the base case of a maximum pattern size of
24 elements, the maximum estimated clock frequency is
between 134MHz and 147MHz (depending on the bit width
of the elements), which is enough tomeet the clock frequency
of the MicroBlaze socore for the targeted FPGA. Higher bit
widths generally produce designs with lower clock frequen-
cies, although the impact is relatively small. e maximum
impact of the bit width on the clock frequency is on average
14% for the cases studied.
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F 17: LUTs, FFs, and estimated maximum frequencies for Megablock Detector hardware designs.

T 4: Execution times for several implementations of the pattern
detector for megablocks.

# Addrs
Execution times (ms)

HM@50
MHz

MB@50
MHz

Cortex-
A8@1GHz

Speedup
(HM versus

MB/HM versus A8)
12 0.0002 2.7 0.6 11,251/2,500
24 0.0005 5.7 1.3 11,963/2,708
48 0.0010 14.0 2.8 14,594/2,917
96 0.0019 30.8 5.9 16,036/3,073
192 0.0038 64.3 12.5 16,757/3,255
384 0.0077 131.5 24.8 17,118/3,229
768 0.0154 265.7 78.7 17,298/5,124

Table 4 contains execution times for three implementa-
tions of the pattern detector used to detect Megablocks, exe-
cuting on different targets. e execution times represent the
time each implementation needed to process the given num-
ber of addresses (column #Addresses).e given addresses are
repetitions of the 6 address sequence of the �r Megablock.
e values in the column HM@50MHz correspond to an
implementation of the architecture described in Section 2.2,
clocked at 50MHz. It can process one address every clock
cycle.e columnMM@50MHz represents a C implementa-
tion of the equivalent detection functionality running directly
on a MicroBlaze processor clocked at 50MHz. Column
Cortex-A8@1GHz corresponds to an implementation in Java,
running on a Cortex-A8 clocked at 1GHz, over the Android
2.2 platform.

Generally, the execution times grow linearly with the
input (doubling the size of the input doubles the execution
time). ere is an exception in the Cortex case, where going
from 384 addresses to 768 addresses tripled the execution
time, instead of doubling. We think this is due to calls from
the system to the garbage collector, during execution of the
detector.

When comparing execution speeds, the hardwaremodule
for Megablock detection is much faster than the soware
implementations of the same functionality: around 3,000x
faster than the Cortex case and around 16,000x faster than
the MicroBlaze case. is difference can be explained by
the highly parallel design of the hardware module, and by
the soware version not being fully optimized for the target
platforms.

Table 5 shows average execution times for the several
phases needed to perform the translation step, when running
their Java implementation on theCortex-A8, and considering
a Megablock of the �r loop. e translation step took, on
average, about 79ms to transform the assembly code of the
Megablock into a mapping con�guration for a general pur-
pose RPU architecture [15]. e most expensive operation is
the conversion from assembly code to the graph intermediate
representation, which needs 58% of the execution time.
e following most expensive operations are Placement
and Transform, which take 20% and 12% of the execution
time, respectively. e most light-weight steps are Routing
and Normalization, each one with 6% and 4% of the total
execution time, respectively.

From the values of Table 4, we expect soware execution
times for the Translation phase below 1s (possibly around
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T 5: Average execution times in milliseconds of the translation
step.

Normalize Graph
generation Transform Mapping Total

Placement Routing
3.03 46.00 9.71 15.45 4.89 79.09

400ms) when executed in a MicroBlaze at 50MHz. Our
future work will consider a complete soware implementa-
tion of the tools in order to achieve a fully runtime mapping
system. We will then consider the need to accelerate by
hardware the most computationally intensive stages of the
mapping process.

7. RelatedWork

ere have been a number of research efforts to map com-
putations to RPUs during runtime. Typically, those efforts
focused on schemes to execute in the RPU one or more
iterative segments of code, that is, loops, in order to reduce
execution time.

ese systems can be classi�ed based on the level of
coupling between the RPU and the GPP, the granularity
of the RPU, the capability to support memory operations,
and on the type of approach: online or offline. Although
there have been many authors focusing on partitioning and
compilation of applications to systems consisting of an GPP
and an RPU (see, e.g., [24]), we focus here on the approaches
that consider runtime efforts. Related to our work are the
approaches proposed byWarp [4, 10], AMBER [12, 13], CCA
[5, 11], and DIM [6, 14].

e Warp Processor [4, 10] is a runtime recon�gurable
system which uses a custom FPGA as a hardware accelerator
for a GPP. e system performs all steps at runtime, from
binary decompilation to FPGA placement and routing. e
running binary code is decompiled into high-level structures,
which are then mapped to a custom FPGA fabric with
tools developed by the authors. Warp attains good speedups
for benchmarks with bit-level operations and is completely
transparent. It relies on backward branches to identify small
loops in the program.

AMBER [12, 13] uses a pro�ler alongside a sequencer.
e sequencer compares the current Program Counter (PC)
with previously stored PC values. If there is a match, it
con�gures the proposed accelerator to execute computations
starting at that PC. e accelerator consists of a recon�g-
urable functional unit (RFU), composed by several levels of
homogeneous functional units (FUs) placed in an inverted
pyramid shape, with a rich interconnection scheme between
the FUs. e RFU is con�gured whenever a basic block
is executed more times than a certain threshold. Further
work considered a heterogeneous RFU [12], and introduced
a coarser-grained architecture to reduce the con�guration
overhead. e AMBER approach is intrusive as the RFU is
coupled to the GPP’s pipeline stages.

e CCA [5, 11] is composed of a recon�gurable array
of FUs in an inverted pyramid shape, coupled to an ARM
processor. e work addresses the detection of computations

suitable to bemapped to a given CCA, as well as discovering a
CCA architecture that best suits a set of detected control-data
�ow graphs (CDFGs). Initially, the detection was performed
during runtime, by using the rePLay framework [25], which
identi�es large clusters of sequential instructions as atomic
frames. e detection was later moved to an offline phase,
during compilation [11]. Suitable CCA CDFGs are discov-
ered by trace analysis, and the original binary ismodi�edwith
custom instructions and rearranged to enable the use of the
CCA at runtime.

e DIM recon�gurable system [6, 14] proposes a recon-
�gurable array of FUs in a multiple-row topology and uses
a dynamic binary translation mechanism. e DIM array
is composed of uniform columns, each with FUs of the
same type. DIM transparently maps single basic blocks
from a MIPS processor to the array. DIM also introduced
a speculation mechanism which enables the mapping of
units composed by up to 3 basic blocks. e system is
tightly coupled to the processor, having direct access to the
processor’s register �le.

Table 6 presents the main characteristics of the
approaches previously described and of our approach
(Megablock column). e main difference between our
approach and previous ones is the use of repetitive patterns
of machine instructions (Megablocks, in this case) as the
partitioning unit [7, 8, 15]. To the best of our knowledge,
we have presented the �rst automated toolchain capable
of transparently moving repetitive instruction traces from
an GPP to an RPU at runtime without changing the
executable binary. Our system is fully operational and all
evaluations presented in this paper were actually based on
real measurements using an FPGA board. We have shown in
greater detail how the hardware system works. Although we
previously presented the main concepts, this paper extends
them by presenting details for three architectures (two of
them implemented for the �rst time) and an evaluation using
a more representative set of benchmarks. Furthermore, three
architecture prototypes were implemented and tested on a
current commercial FPGA.

8. Conclusion

is paper presented an automated approach to transparently
move computations from GPP instruction traces to recon-
�gurable hardware, without changing the executable binary
of the application being run on the GPP. e computations
of interest are represented by Megablocks which are patterns
of machine instructions that repeat contiguously. ose
Megablocks are then mapped to a recon�gurable processing
unit implemented with an FPGA.

Using an FPGA board, we evaluated three system archi-
tectures that are fully operational. We implemented the
detection and translation steps offline to generate RPU
descriptions and we introduced an architecture which allows
for very fast identi�cation and replacement of Megablocks
at runtime. Preparing for a full online approach, we also
introduced a hardware module for Megablock detection at
runtime.



18 International Journal of Recon�gurable Computing

T


6:
Su
m
m
ar
y
of

ch
ar
ac
te
ris

tic
sf
or

th
em

or
er

ele
va
nt

ap
pr
oa
ch
es
.

Ch
ar
ac
te
ris

tic
s

Ap
pr
oa
ch
es

W
ar
p
[4
,1
0]

CC
A
[5
,1
1]

A
m
be
r[
12
,1
3]

D
IM

[6
,1
4]

M
eg
ab
lo
ck

[7
,1
5]

Pa
rt
iti
on

in
g

ap
pr
oa
ch

D
et
ec
ta
nd

de
co
m
pi
le
in
ne
r

lo
op

s,
dy
na
m
ic
al
ly
tr
an
sla

te
th
os
el
oo

ps
in
to

co
n�

gu
ra
tio

ns
fo
ra

cu
sto

m
FP

G
A

D
et
ec
ts
eg
m
en
ts
of

in
str

uc
tio

ns
w
hi
ch

ar
et
ra
ns
fo
rm

ed
in
to

su
bg
ra
ph

sa
nd

ex
ec
ut
ed

as
m
ac
ro
in
str

uc
tio

ns
on

th
eC

CA
.

M
ig
ra
tio

n
by

m
od

ify
in
g
th
e

in
str

uc
tio

n
str

ea
m

D
et
ec
tio

n
of

ho
tb

as
ic
bl
oc
ks

by
tr
ac
ea

na
ly
sis
,w

hi
ch

ar
e

tr
an
sla

te
d
to

D
FG

sa
nd

m
ap
pe
d

to
m
es
h-
ty
pe

RP
U

co
n�

gu
ra
tio

ns

Id
en
tif
y
as

m
an
y
in
str

uc
tio

ns
as

po
ss
ib
le,

in
sid

eo
ne

or
m
or
e

ba
sic

bl
oc
ks
,t
o
be

m
ap
pe
d
to

D
IM

D
et
ec
tr
ep
ea
tin

g
pa
tte

rn
so

f
in
str

uc
tio

ns
in

th
ee

xe
cu
tio

n
tr
ac
ea

nd
m
ig
ra
te
th
os
el
oo

ps
to

an
RP

U

C
ou

pl
in
g

Lo
os
eR

PU
/G

PP
co
up

lin
g,

sh
ar
ed

in
str

uc
tio

n
an
d
da
ta

m
em

or
y

Ti
gh
tR

PU
co
up

lin
g
to

th
eG

PP
pi
pe
lin

e
Ti
gh
tR

PU
co
up

lin
g
to

th
eG

PP
pi
pe
lin

e
Ti
gh
tR

PU
co
up

lin
g
to

th
eG

PP
pi
pe
lin

e

Lo
os
eR

PU
/G

PP
co
up

lin
g

th
ro
ug

h
bu

so
rd

ed
ic
at
ed

co
nn

ec
tio

ns

G
ra
nu

la
rit
y

Fi
ne
-g
ra
in
ed

RP
U
(L
U
Ts
,

M
AC

)
C
oa
rs
e-
gr
ai
ne
d
RP

U
(A

LU
s)

C
oa
rs
e-
gr
ai
ne
d
RP

U
(A

LU
s)

C
oa
rs
e-
gr
ai
ne
d
RP

U
(A

LU
s)

C
oa
rs
e-
gr
ai
ne
d
RP

U
(A

LU
s)

Si
ze

of
th
es

eg
m
en
t

of
co
de

to
be

m
ap
pe
d
in

a
co
n�

gu
ra
tio

n

In
ne
rl
oo

ps
w
ith

up
to

te
ns

of
lin

es
of

co
de

Fr
om

ac
ou

pl
et
o
ad

oz
en

of
in
str

uc
tio

ns
ac
ro
ss
ba
sic

bl
oc
ks

U
p
to

1
ba
sic

bl
oc
k

(1
)A

co
up

le
to

ad
oz
en

of
in
str

uc
tio

ns
in
sid

ea
ba
sic

bl
oc
k

or (2
)a

cr
os
su

p
to

th
re
eb

as
ic

bl
oc
ks

w
ith

sp
ec
ul
at
io
n

In
ne
ra

nd
ou

te
rl
oo

ps
w
ith

up
to

hu
nd

re
ds

of
lin

es
of

co
de

Be
nc
hm

ar
ks

N
et
Be

nc
h,
M
ed
ia
Be

nc
h,

EE
M
BC

,P
ow

er
sto

ne
,a
nd

in
-h
ou

se
to
ol
RO

CM

M
ed
ia
Be

nc
h,
SP

EC
in
t,
an
d

en
cr
yp
tio

n
al
go
rit
hm

s
M
iB
en
ch

su
ite

M
iB
en
ch

su
ite

Te
xa
sD

SP
LI
B
an
d
IM

G
LI
B

Ta
rg
et
do

m
ai
n

G
en
er
al
Em

be
dd

ed
sy
ste

m
s

G
en
er
al
Em

be
dd

ed
an
d

G
en
er
al
-P
ur
po

se
Sy
ste

m
s

G
en
er
al
Em

be
dd

ed
an
d

G
en
er
al
-P
ur
po

se
Sy
ste

m
s

G
en
er
al
Em

be
dd

ed
an
d

G
en
er
al
-P
ur
po

se
Sy
ste

m
s

G
en
er
al
Em

be
dd

ed
Sy
ste

m
s

G
PP

(1
)A

RM
7
at
10
0M

H
z

(2
)M

ic
ro
Bl
az
ea

t8
5M

H
z

(1
)4

-is
su
es

up
er
sc
al
ar

A
RM

(2
)I
n-
or
de
r5

-s
ta
ge

pi
pe
lin

ed
A
RM

(A
RM

-9
26
EJ
)

4-
iss
ue

in
-o
rd
er

M
IP
S-
ba
se
d

RI
SC

M
in
im

ip
ss
o

co
re

ba
se
d
on

th
e

M
IP
S
R3

00
0

M
ic
ro
Bl
az
e

Si
ze

of
th
eR

PU
14
.2
2m

m
2
w
ith

18
0
nm

lib
ra
ry

(∼
85
2,
00
0
ga
te
s)

0.
61

m
m

2
w
ith

13
0n

m
lib

ra
ry

n.
a.

>1
m
ill
io
n
ga
te
s

n.
a.

Av
er
ag
es

pe
ed
up

(1
)6

.3
x

(2
)5

.9
x

(1
)1

.2
x

(2
)2

.3
x

1.
25
x

(1
)2

.0
x

(2
)2

.5
x

2.
0x

Av
er
ag
ee

ne
rg
y

re
du

ct
io
n

(1
)6

6%
(2
)2

4%
–5

5%
n.
a.

n.
a.

.7
x

n.
a.



International Journal of Recon�gurable Computing 19

Our current system is runtime recon�gurable, both in
terms of the resources of the RPU and in terms of the
insertion of communication and synchronization primitives.
e hardware infrastructure for migration is easily adaptable
to other GPPs. For the small benchmark kernels used in
the evaluation, the speedups are very dependent on commu-
nication latencies. In the most favorable scenario for GPP
performance (program code in local memory), the present
approach achieved speedups in the range from1.26× to 3.69×.
Furthermore, we have shown that the runtime detection
and translation of Megablocks on FPGA-based embedded
systems is feasible when assisted by a dedicated hardware
detector. However, to consider a fully online partition,
mapping, and synthesis approach, one needs to consider
the migration to speci�c hardware of the most execution
time demanding tasks. Our future work will be focused on
providing full support for the dynamic identi�cation and
mapping of Megablocks.

Although the results presented in this paper are encour-
aging, further work is required to process larger kernels, and
in particular kernels which contain memory accesses. Future
work will also address the support for caches.
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In this paper, a configurable superimposed training (ST)/data-dependent ST (DDST) transmitter and architecture based on
array processors (APs) for DDST channel estimation are presented. Both architectures, designed under full-hardware paradigm,
were described using Verilog HDL, targeted in Xilinx Virtex-5 and they were compared with existent approaches. The synthesis
results showed a FPGA slice consumption of 1% for the transmitter and 3% for the estimator with 160 and 115 MHz operating
frequencies, respectively. The signal-to-quantization-noise ratio (SQNR) performance of the transmitter is about 82 dB to support
4/16/64-QAM modulation. A Monte Carlo simulation demonstrates that the mean square error (MSE) of the channel estimator
implemented in hardware is practically the same as the one obtained with the floating-point golden model. The high performance
and reduced hardware of the proposed architectures lead to the conclusion that the DDST concept can be applied in current
communications standards.

1. Introduction

Presently, there is need to develop communications systems
capable of transmitting/receiving various types of informa-
tion (data, voice, video, etc.) at high speed. Nevertheless,
designing these systems is always an extremely difficult task,
and, therefore, the system must be broken down into several
stages each with a specific task. The complexity of each stage
is higher when the system operates in a wireless environment
because the additional challenges that should be facing due
to the complex nature of the channel and its susceptibility to
several types of interference.

As it is not possible to avoid the influence of the channel
on a transmitted data sent through it, an option is to chara-
cterize the channel parameters with enough precision so that
their effects can be reverted in the receiver. For that reason,
channel estimation stage is a key part of any reliable wireless
system because a correct channel estimation leads to a reduc-
tion of the bit error rate (BER). The channel estimator must

deal with multiple phenomenas, such as multipath propa-
gation and frequency Doppler (due to the mobility of the
users). In order to deal with these problems, current commu-
nication standards specify the transmission of pilot signals
which are known in the receiver, allowing an ease estimation
of the communication channel. The way of transmitting
such pilot signals can be classified in to two major branches:
pilot-assisted transmission (PAT)—where pilot and data
signals are multiplexed in time, frequency, code, space, or
in a combination of the mentioned domains—and implicit
training (IT), a technique proposed recently where the pilot
signal is hidden in the data transmitted. PAT is the technique
implemented in actual standards, such as WiMAX, WiFi,
and Bluetooth. It presents the advantage that pilots and data
relies on orthogonal subspaces allowing a simple separation
of them in the receiver; however, it is necessary to decrease
the available bandwidth for data in order to transmit the
pilot signal. On the other hand, IT overcomes this problem
because all the time, data and pilot signal are transmitted;
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nevertheless, it leads to a transmission of such signals into
nonorthogonal subspaces. Despite the aforementioned, IT
has been recognized as a feasible alternative for future
communication standards [1].

The simplest form to carry out IT is to add (superim-
pose) the pilot signal to the data. This approach is known
as superimposed training (ST), first proposed in [2] and
enhanced by diverse authors whose results are summarized
in [3, Ch. 6]. In [4–8] was presented a refinement of ST
known as data-dependent superimpose training (DDST),
this technique makes it possible to null the interference of
data during the estimation process via the addition of a new
training sequence, which depends on the transmitted data,
together with the data and the ST sequence.

Because of the benefits that ST/DDST offer, it is necessary
to develop efficient implementations of these algorithms.
Although these techniques have been widely studied, to this
point, there exist few reported practical implementations
in the literature. In fact, almost all of them are approxi-
mations based on floating point and software. In [9],
the algorithms are programmed in a digital signal pro-
cessor (DSP) for a low-rate communication system, while
in [10] the proposed implementation is developed into
an embedded microprocessor with hardware accelerators
inside of a FPGA. At ReConFig 2011, we have presented
a full-hardware architecture—with high throughput, low
hardware consumption, and high degree of reusability—
for the channel estimation stage of an ST/DDST receiver
[11]. Its novelty consisted in that a systolic array processors
(AP) was used for performing the entire estimation process
instead of two separated signal processing modules. In this
paper, we present a extended version of that paper, where
a hardware-efficient architecture for configurable ST/DDST
transmitter that supports 4/16/64-QAM constellations is
used to complement the results presented in [11], because
now, all transmitted data—in each Monte Carlo trial—are
generated by the proposed transmitter hardware instead of
the transmitter simulation model programmed in Matlab.

The rest of the paper is organized as follows. Section 2
presents the system model being considered, the ST/DDST
transmitter structure, the channel estimation algorithm, and
the cyclic mean reformulation onto systolic APs. Section 3
describes in detail the full-hardware architectures for the
configurable ST/DDST transmitter. Section 4 proposes an
architecture based on SA processor for the DDST channel
estimator. In Section 5, the performance evaluation of the
proposed architectures is carried out. Conclusions are set
down in Section 6.

Notation 1. Lowercase (uppercase) bold letters denote col-
umn vectors (matrices). Operators (A)H , (A)T , and (A)−1,
denote the Hermitian, transpose, and inverse operations of
matrix A. 1n represents a column vector of length n with
all its elements equal to one; similarly, 0n represents an all-
zeros column vector of length n. In is the identity matrix
of size n × n. [a]k denotes the kth element of vector a.
[a]m:n denotes a vector conformed with the elements of a
as follows: [[a]m, [a]m+1, . . . , [a]n]T . ⊗ represents Kronecker
product. Finally, E(·) represents the expectation operator.

+

Data

Superimposed 
training sequence

Data-dependent 
training sequence

Transmitter

+
Received 
sequence

Gaussian noise

Channel
b(k)

c(k)

e(k)

s(k)

n(k)

x(k)
h(k)

Figure 1: Digital communication system model considered.

2. System Model

This section is devoted to introduce the DDST algorithm
mentioned previously. Suppose a single carrier, baseband
communication system based on DDST as the one presented
in Figure 1. The transmitted signal x(k) conformed to the
sum of the data sequence b(k), the training sequence c(k)
and the data-dependent training sequence e(k). The index
k helps to enumerate the samples of such signals which are
transmitted at a rate equal to 1/T . c(k), is a periodic sequence
with period equal to P and power equal to σ2

c [12]. It is
assumed that the data sequence is a zero-mean, stationary
stochastic process with power equal to σ2

b , where the symbols
of such process come from a equiprobable alphabet. The
sequence e(k) is constructed as mentioned in [5]. s(k) is
propagated through the communication channel h(k) whose
time impulse response conformed to the convolution of
the system filters and the propagation medium impulse
responses (all of them assumed to be time-invariant). Such
channel can be modeled as a finite impulse response (FIR)
filter with L time-invariant coefficients as much. Finally, the
distorted signal by the channel is contaminated with the
noise n(k) for conforming the received signal x(k). n(k) is
a zero-mean white Gaussian noise, which possess variance
equal to σ2

n . The transmission of blocks of N symbols, which
is preceded by a cyclic prefix of length CP ≥ L is assumed.
Perfect block synchronization, which allows to fix P = L it is
also assumed. For ease of implementation, it is assumed that
N is a multiple of P and P is a power of two.

Thus, the received signal after removing the cyclic prefix
can be expressed in a matrix form as follows:

x = H(b + c + e) + n, (1)

where H is a circulant matrix whose first row is given by
[hT , 0TN−L], where h is a vector containing the coefficients
of the channel impulse response (CIR). Similarly, x, b, c,
e, and n are vectors equal to [x]k = x(k), [b]k = b(k),
[c]k = c(k), [e]k = e(k), and [n]k = n(k), respectively, with
0 ≤ k ≤ N − 1.

2.1. Digital Transmitter with ST/DDST Included. Figure 2
depicts the discrete-time baseband block diagram of the
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Figure 2: Block diagram of the digital baseband (data-dependent) superimposed training transmitter.

(data-dependent) superimposed training transmitter. This is
a modified version of the IT transmitter presented in [3].
From Figure 2, it can be noted that the key component of the
transmitter is the sequence transformation block. It serves to
implicitly embed the training sequences onto data sequence
b by the affine transformation expressed as

s = Ab + c, (2)

where s represent the complex baseband discrete-time
transmitted signal, A is a precoding matrix, and c refers to
vector obtained by replicating NP times one period of the
training signal cOCI of size P, that is,

c = 1NP ⊗ cOCI , (3)

where NP = N/P, [cOCI]n = cOCI(n) and such sequence is
given by [12]:

cOCI(n) = σce
j(π/P)(n(n+v)) (4)

with v = 1 when P is odd, v = 2 if P is even, and n =
0, . . . ,P − 1.

The precoding matrix allows to modify the training
technique according to

Training =
{

A = IN , c /= 0 for ST,

A = IN −G, c /= 0 for DDST
(5)

with

G = 1
Np

(
1NP×1 ⊗ K

)
, (6a)

K = 11×NP ⊗ IP , (6b)

where G and K are matrices of sizes N × N and P × N ,
respectively.

In the DDST case, the N-length vector e containing the
data-dependent sequence (DDS) can be obtained from (2)
and using (5)–(6b) as follows:

e = Gb. (7)

2.2. Channel Estimation Using DDST. It is possible to
observe that due to the periodicity of c(k), s(k) will have a
periodic signal embedded with a period equal to P. Taking
advantage of this characteristic, an estimated of the cyclic
mean of the received signal is utilized for performing the

estimate of the channel. Such cyclic mean estimator can be
defined as:

y = Jx, (8)

where y is a column vector of length P whose elements are
the estimated coefficients of the cyclic mean of x and J given
by

J = 1
NP

(
1TNP
⊗ IP

)
. (9)

According to [4], the estimation of the CIR is given by

ĥ = Γy, (10)

where ĥ is a vector containing the estimated CIR coefficients,
Γ is a matrix formed by the first L rows of C−1, and
C is a circulant matrix of size P × P formed by vector
[c(0), c(1), . . . , c(P − 1)]T .

2.3. Cyclic Mean Algorithm Using Array Processors and Parti-
tioning. The next analysis describes how the cyclic mean is
obtained using a systolic array that computes a matrix-vector
multiplication (MVM). Consider (8), where it is not possible
to perform directly the MVM operation due to the Kronecker
product involved. To avoid this cumbersome operator, the
same equation can be reformulated as follows:

y = 1
NP

(ℵ1NP

)
, (11)

where ℵ is a matrix of size P×NP which is defined as follows:

ℵ =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

[x]0 [x]P [x]2P · · · [x](NP−1)P

[x]1 [x]P+1 [x]2P+1 · · · [x](NP−1)P+1

[x]2 [x]P+2 [x]2P+2 · · · [x](NP−1)P+2

...
...

...
...

[x]P−1 [x]2P−1 [x]3P−1 · · · [x]NPP−1

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦
. (12)

An architecture based on AP for computing (11) would be
impractical from the point of view of hardware consumption
because it will need NP processor elements (PEs). This
problem is known as problem-size-dependent array where
the algorithm requires a systolic AP whose size depends on
the complexity of the problem to be solved. However, it is
possible to map the cyclic mean algorithm to a systolic AP
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of a smaller size using the partitioning method [13, Ch. 12].
Considers ℵ to be partitioned in blocks of size chosen to
match a systolic array size P then (12) becomes

ℵ = [B0 | B1 | · · · | B(NP/P)−1
]
, (13)

where

Bi =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

[x]iP2 [x]iP2+P · · · [x]iP2+(P−1)P

[x]iP2+1 [x]iP2+P+1 · · · [x]iP2+(P−1)P+1

[x]iP2+2 [x]iP2+P+2 · · · [x]iP2+(P−1)P+2

...
...

...
[x]iP2+P−1 [x]iP2+2P−1 · · · [x]iP2+P2−1

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

,

for i = 0, . . . ,
NP

P
− 1.

(14)

In similar way, 1NP is partitioned in NP/P unitary vectors 1P .
Substituting (13) in (11), the cyclic mean with partitioning is
concisely expressed as

y = 1
NP

(
B01P + B11P + · · · + BNP/P−11P

)
. (15)

Therefore, the array of PEs will process one pair of B and
1P blocks after another in a sequential manner together with
partial results.

3. A Configurable ST/DDST
Transmitter Architecture

Considering the explained in Section 2.1, the architecture
shown in Figure 3 is proposed for the transmitter. It is
composed of the five hardware modules: the symbol ade-
cuator, the mapper, the data sequence transformer, the
Tx control, and the Tx AGU. The reconfigurability feature
of the architecture allows to switch between two operating
modes: ST or DDST, in order to send data blocks with a cyclic
prefix attached. In both modes, the transmitter hardware
supports 4/16/64-QAM constellations.

In the next subsections, additional details about the main
transmitter modules will be described.

3.1. Symbol Adecuator. The design of this module is widely
conditioned by the features of the mapper. By early account,
a key aspect exploited in the mapper design, it consists of
the fact that the 4-QAM and 16-QAM constellations are
contained in Grey-coded 64-QAM one, as shown in Figure 4.
For that reason, the symbol adecuator is necessary because
not all the same point-numbers in the three constellations are
mapped to the same complex symbol output. For example,
while the point number 2 of the 4-QAM constellation is
mapped to −1 + j symbol, 16-QAM will map this point
number to 3− 3 j and 64-QAM will map to 3 + 5 j.

3.2. Mapper. As stated in Section 3.1, in the mapper design
is only required the 64-QAM constellation. In this work,

a memory-efficient scheme is proposed to build that constel-
lation, whose eight possible values (1, 3, 5, 7, −1, −3, −5,
and −7) of the I and Q axes are stored in the constellation
LUT. Additionally, the mapper has to normalize the complex
symbols based on two criteria: the constellation order and
power assigned to each of the sequences involved. Thus, a
normalization constant Norm Mapp Cte that combines the
two criteria is given by

Norm Mapp Cte = σb ×Norm QAM Cte, (16)

where

Norm QAM Cte =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

1√
2

, for 4-QAM,

1√
10

, for 16-QAM,

1√
42

, for 64-QAM,

(17)

with

σ2
b + σ2

c = 1 for ST, (18a)

σ2
b+e + σ2

c = 1 for DDST. (18b)

The mapper architecture designed is depicted in Figure 5.
The constellation LUT was implemented with a dual-port
ROM with eight memory locations, depth. On the contrary,
in the normalization LUT, the ROM depth was 16 locations.

3.3. Data Sequence Transformer. The data sequence trans-
former is the greater complexity module of the transmitter.
Thus, its design was broken down into three submodules,
whose individual architectures are described in the following
paragraphs.

3.3.1. Training Sequence Generator. Analyzing (4), it can be
noticed that the parameters σ2

c , N , and P, needed to generate
the training sequence, are known in advance and they remain
constants during the transmitter operating. Hence, the P
values of the training sequence can be calculated off-line,
quantized, and stored in an LUT. This LUT is read NP times
in order to expand the training sequence length, as indicated
in (3), and it can be superimposed, element by element, with
the data sequence by the complex adder.

3.3.2. ST Cyclic Prefix Insertion Submodule. There are several
problems to arise because of the way in which the prefix cyclic
is generated and its position where it is attached in the ST
sequence.

(i) Since the prefix cyclic conformed to the last P data of
the sequence ST, it can only be generated from this
sequence until it has been completely processed.

(ii) Given that, in all the N + P data to be transmitted,
the first P data correspond to the cyclic prefix, it is
necessary to use a memory buffer in order to store the
remaining N data (ST sequence) and, thus, prevent
data loss.
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A dual-port RAM (RAM CP) of depth N was used
for the ST cyclic prefix insertion submodule designing.
The RAM CP have two independent address buses one
for data reading (addr rd st cp) and one for data writing
(addr wr st cp). This feature allows to read and write
data simultaneously to/from the RAM CP. The process for
generating and attaching a cyclic prefix in the ST sequence
can be summarized in the following steps (Figure 6).

(I) When the (N −P + 1)th datum is stored in RAM CP,
the previous datum stored is addressed by addr rd st
bus.

(II) During P clock cycles, the ST sequence storing and
reading take place in the RAM CP.

(III) The ST sequence storing in the RAM CP is stopped.
However, the data reading will continue for N cycles.

3.3.3. Data-Dependent Sequence Generator. The operation
of this submodule is based on (6a)–(7), which implies to
compute two high-demand processing operations: an MVM
and the Kronecker product. Moreover, similar to the cyclic
prefix insertion case, the DDS can only be generated from
data sequence b(k) until it has been completely processed.
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Figure 6: ST cyclic prefix generation and insertion process.

In consequence, the following adaptations should be made
to the original equations in order to ease its mapping-to-
hardware process.

(I) The b(k) sequence is rearranged into a matrix of size
P ×NP , according to[

BT
]
i, j
= [b]iP+ j = b

(
iP + j

)
for i = 0, . . . ,NP − 1, j = 0, 1, . . . ,P − 1.

(19)

(II) The mean of the each rows of the matrix B is
obtained.

(III) The P mean results are replicatedNP+1 times in order
to obtain the e vector and P data for DDST cyclic
prefix purposes.

Figure 7 shows the hardware architecture of DDS gener-
ator. Its novel design avoids the b(k) sequence rearranging
by the loop-back shift register lb delay dds. This register
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Figure 7: Data-dependent sequence generator submodule. (a) Simplified architecture; (b) pictorial representation of the e(k) sequence
generation.

generates a P symbol delay in order to align the data for each
B matrix row. So, the data rows can be added “on the fly” by
the complex adder without the data input stream is stopped.
The sum results are stored in the RAM DDS, after its entire
contents are read NP + 1 times and each datum is divided by
NP in the shifter block. Finally, the results are sent to the DDS
generator outputs.

4. Systolic Channel Estimator Architecture

This section introduces an architecture for the DDST-based
channel estimation process. Its design is based on MVM
operation, which is carried out in a systolic way into AP. The
main idea in the system design is to reuse the same systolic
array for computing the cyclic mean of the received data. The
proposed architecture, called in this paper “systolic DDST
channel estimator” (SYSDCE) is depicted in Figure 8(a).
Four functional units can be identified: a modified systolic
matrix-vector multiplier (MSYSMVM), a data input feeder
(DATINF), an inverse C look-up table (ICLUT), and a
control unit (CU). Broadly speaking, the SYSDCE operation
can be divided into three phases: input sequence storage,
cyclic mean compute, and CIR estimate.

As soon as the start signal is asserted, an N + P data sam-
ples (vector x and cyclic prefix, resp.) can be read from the
input port IN . After excluding the samples corresponding
to the cyclic prefix, the rest of samples are rearranged and
stored in the memory bank of DATINF. When this process is
finished, the CU configures the MSYSMVM unit and during
NP cycles it reads P parallel data per cycle from DATINF
and computes the cyclic mean y. Once this phase is finished,
the obtained vector y together with ICLUT data are fed to
the MSYSMVM again for performing the product expressed
in (10). Finally, after P + 1 cycles, the done flag is asserted
and one by one the coefficients of the channel estimated

ĥ are sent to the bus H OUT. It is worth mentioning that
the SYSDCE can be configured to compute only the cyclic
mean if mode input control signal has been set to zero. In
this case, the cm flag out is asserted to indicate that valid

results are available in CM OUT bus. Thus, the channel
estimator is prepared for another data sequence processing.
A deeper explanation about each component of the SYSDCE
architecture will be given in the subsections.

4.1. Modified Systolic Matrix-Vector Multiplier (MSYSMVM).
The fundamental operation to perform by SYSDCE is a
matrix-vector multiplication which is high time-processing
demanding. The hardware design for solving this operation
is the most critical part in the architecture. The obvious
strategy for accelerating MVM consists in computing as
many operations as possible, with the penalty of a great
consumption of FPGA resources. Therefore, this paper
proposes a modification of the systolic MVM presented in
[14, Ch. 3] in order to obtain a good performance with
reasonable resources consumption. This modification allows
to compute the cyclic mean using partitioning method with
the same systolic array reported. Figure 8(b) shows the
processor element (PE), which is the atomic digital signal
processing module in MSYSMVM. It processes three flows:
the data flow from the ICLUT or DATINF, the input registers
values, and the data produced by the previous adjacent PE.

In the MSYSMVM design was considered that the
number of PEs needed (AP size) is P, which matches with
the dimensions of matrix Γ and vector y, respectively. The
projection vector d = [1 0]T (see details in [14]) was used
with a vector schedule s = [1 1]T . The pipelining period for
this design is equal to 1 and the computing time for the full
MVM is 2P − 1 clock periods.

For computing the cyclic mean using the MSYSMVM
module, the original structure of PE was modified with an
additional multiplexer. For that reason, the PE can perform
all trivial multiplications by bypassing the data from the
input of the complex multiplier directly to the complex
adder.

4.2. Data Input Feeder (DATINF). Similar to almost any
systolic array, the MSYSMVM needs the data, which will be
fed to each of its PEs to be given in a defined order before
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Figure 8: Systolic channel estimator for DDST receiver. (a) Simplified architecture; (b) the PE module.

processing it. In the proposed approach, the module DATINF
is responsible for performing this task. It is made up of an
array of P memories, each with a depth of NP , organized as
a memory bank as shown in Figure 9. DATINF reads N + P
data from IN bus; it identifies and removes the first P data
corresponding to CP. Subsequently, this module rearranges
this sequence (correspondence to x(k)) in NP/P blocks of
size P × P in order to form B0, B1, . . . , BNP/P . Therefore, the
N stored data can be viewed as a NP × P matrix, where
each individual memory in the bank stores one column of
each block and the blocks are stored consecutively one after
another, as depicted in Figure 9.

Each datum of the input sequence x has associated three
addresses that define its location inside the memory bank:

block number (blk num), memory number (mem num), and
memory address (mem addr). The DATINF must generate
these addresses using the following expressions:

blk num =
⌊
k ×NP

N × P
⌋

, k = 0, 1, . . . ,N − 1, (20a)

mem num =
⌊
k ×NP − blk num×N × P

N

⌋
, (20b)

mem addr = (k mod P) + (P × blk num), (20c)

where k is the kth element of x and �·� denotes the floor
operator.
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In order to minimize the hardware consumption, a
“hard-wired” addressing approach was built for the memory
bank. As shown in Figure 10, the log2(N) bits corresponding
to the DATINF address bus are split into three parts. The
first log2(N/NP) most significant bits (MSB) are used for
block selecting, the next log2(NP/P) MSB are used to select
a particular memory in the bank and the remaining log2(P)
bits are used to individually address each of the locations in
the selected memory.

4.3. Inverse C Look-Up Table (ICLUT). The values of the
circulant matrix C−1 are constants that can be precomputed
once off-line and stored in a LUT. Only the values of the first
column are necessary because the remaining columns are
shifted versions of the first one. Consequently, the ROM loca-
tion’s number required for the LUT is just P. If traditional
design is used, then the LUT will be designed with a multi-
port ROM of P locations, but it will be synthesized by the
employed compiler tool as an array of P single-port ROMs.
Therefore, the number of memory locations is increased to
P2. A novel solution was designed with an array of P registers
operating as a circular buffer. This is called “inverse C look-
up table” (ICLUT) and it saves P(P − 1) memory locations.
The first row values of C−1 are stored in the registers. Next,
one rotation is applied in each tick of the clock to change the
register’s outputs, as indicated in Figure 11.

5. Results

In this section, the proposed architectures are evaluated.
First, the hardware utilization and throughput of the

ST/DDST transmitter implementation are presented. After,
its functional performance from the point of the signal-
to-quantization-noise ratio (SQNR) is analyzed. Next, the
FPGA resources consumption and throughput of the SYS-
DCE implementation are obtained. Finally, the SYSDCE
functional results specified in terms of the MSE of the
channel estimated and SQNR performance are carried out by
Monte Carlo simulations and using the transmitter hardware
in DDST mode.

5.1. Implementation and Simulation of the Transmitter. The
configurable ST/DDST transmitter architecture was imple-
mented in RTL level using Verilog hardware description
hardware. It is able to transmits ST or DDST data blocks
of length N with CP = P. The power of training sequence
is set to 0.2σ2

s with a period P = 8. The configurable
transmitter was synthesized and targeted in Xilinx Virtex-
5 XC5VLX110T FPGA. Default settings and no “user con-
straints” were selected in the EDA tool Xilinx ISE v11. No
IP core o predesigned component were used. All signals are
represented in signed fixed-point two’s complement, and
nonrounding scheme was considered.

Table 1 summarizes the synthesis results for the proposed
ST/DDT transmitter. Analyzing this table, it can be noted
a operating frequency of 160 MHz with a symbolic FPGA
resource utilization. So, it is clear that excellent area-
frequency balance is achieved.

On the other hand, it is difficult to compare directly the
proposed transmitter and channel estimator with the others
previously presented in [9, 10] because of the differences
in technology, paradigms used, and testing conditions. In
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Figure 12: Discrete Fourier transform of the s(k) sequence generated by the transmitter architecture. (a) ST mode; (b) DDST mode.

Table 1: Synthesis results of the ST/DDST transmitter.

FPGA resource Used Available Utilization

Frequency 160.12 MHz —

Slice registers 141 69120 <1%

Slice LUTs 437 69120 <1%

Fully used LUT-FF
pairs

134 444 30%

IOBs 46 640 7%

BRAMs 4 148 2%

[9], DDST communication system was implemented under
full-software philosophy in TMS320C6713 DSP with a
300 MHz external clock. A hybrid software-hardware FPGA
implementation of the DDST receiver is described in [10].
In both DDST implementations mentioned, the comparison
against our transmitter was not possible. In the former
because the transmitter was full-software based and the latter
only the DDST receiver was implemented.

The transmitter operating validity is presented in
Figure 12. The first graph (Figure 12(a)) shows clearly
that the transmitter hardware has embedded the training
sequence c(k) into b(k). It can be noted that the data
sequence energy is spread in all frequency components. In
contrast, the training sequence energy are only concentrated
in P equispaced frequency components. Similar behavior
occurs in the DDST mode (Figure 12(b)), but now the pilots
signals also have the same energy. This is unequivocal proof
that the transmitter architecture is properly superimposing
c(k) and e(k) into b(k).

The SQNR obtained for 100 Monte Carlo trials is mon-
itored, in order to quantify the difference between the s(k)
sequence obtained with the hardware transmitter compared
with the floating-point transmitter golden model. Thus, the
histogram of Figure 13 represents concisely the results of this
test. The most of the occurrence are concentrated in 84 dB.

5.2. Implementation and Simulation of the Channel Estimator.
The SYSDCE architecture was implemented using the same
considerations and design parameters of the transmitter.
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Figure 13: SQNR performance histogram of the ST/DDST architecture for 100 Monte Carlo trials.

Table 2: Synthesis results of the SYSDCE.

Input length (without CP) (N) 512

Frequency (MHz) 115.247

Slice registers (69120) 1370 (1%)

Slice LUTs (69120) 2587 (3%)

Fully used LUT-FF pairs (3348) 609 (18%)

Block RAMs (148) 8 (5%)

DSP48Es (64) 32 (50%)

Also, the systolic channel estimator was synthesized and
targeted in the same FPGA.

Table 2 summarizes the synthesis results for the proposed
estimator. The values in the parenthesis in each feature
indicate the total of corresponding available resources in
the FPGA. The results in Table 1 reveal a frequency opera-
tion of 115.247 MHz with a minimal consumption (except
DSP48Es) with respect to the total resources of the FPGA.

Againly, it was not possible to compare the SYSDCE
against the existent approaches. In [10], the module cor-
responding to the channel estimation, only the arithmetic
mean was accelerated by a dedicated coprocessor. In this
work, the input sequence length was assumed (but it did not
explicitly mentioned) to be N = 512 symbols. The MVM
operation described in (9) was implemented in software.
Also, no results—from the point of view of the mean square
error (MSE) in the channel estimated or SQNR perfor-
mance—are presented.

Other important parameter of the proposed estimator
is the number of cycles required for performing the tasks
estimation. Particularly, the cyclic mean requires

cyclesŷ = (N + P) + (NP + P − 1). (21)

The first term in (21) corresponds to the input storage phase
and the second to the NP/P MVM operations involved in the

cyclic mean task. Furthermore, the number of cycles required
for the CIR estimator is

cyclesĥ = cyclesŷ + 2P − 1. (22)

Consider the set of metrics listed in Table 3 to compare the
performance of the SYSDCE system. The processing time
(PT) is the time elapsed from the beginning of cyclic
mean or channel estimation process until its computing has
finished. The throughput (TP) per area is another useful
metric, a higher value of this ratio indicates that the system
implementation is better. As can be seen from Table 3,
the proposed architecture provides a better performance
compared to the arithmetic mean coprocessor used in
[10].

The validity of the provided architectures is granted by
comparing their results with the floating-point simulation
golden model programmed in Matlab, in terms of channel
estimation error versus signal-to-noise ratio (SNR). Thereby,
the following scenario (similar to that used in [6]) was
considered. The hardware transmitter was configured in
DDST mode, in order to send data blocks of N = 512
symbols obtained from a 4 QAM constellation. The channel
is randomly generated at each Monte Carlo trial and it is
assumed to be Rayleigh with length L = 8. The power of
training sequence is set to 0.2σ2

s with a period P equal to L.

Figure 14 shows the MSE of channel estimated, which is
averaged over 300 Monte Carlo simulations for each value
of SNR. Note that the MSE of the hardware estimator is too
close to the theoretical line [4] and almost indistinguishable
with respect to the golden model. On the other hand,
Figure 15 presents the probability density function (PDF) of
the SYSDCE hardware, obtained for the same Monte Carlo
trials. Analyzing such PDF, it can be noted that the fixed-
point performance in average is about 68 dB in terms of
SQNR.
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Table 3: Channel estimator throughputs comparison.

Channel estimator Input length Cycles/estimation CT (us) TP (MS/s) TP/area (MS/s/slices)

SYSDCE (cyclic mean mode) 512 591 5.128 101.40 25.625e3

SYSDCE (channel estimator mode) 512 606 5.258 98.91 24.996e3

Arithmetic mean coprocessor in [10] 512 2238 20 26.39 NA
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Figure 14: MSE performance of the SYSDCE hardware for 300
Monte Carlo trials.

6. Conclusions

In this paper, digital architectures for transmitter and
channel estimation stages of the ST/DDST communications
systems have been presented. These architectures represent
the first implementations under the full-hardware phi-
losophy for a wireless systems based on ST/DDST. Both
architectures present high throughput and reduced FPGA
resources consumption, achieving a good trade-off between
performance and area utilization. The proposed transmitter
architecture is configurable enough to generate two types
of training using three constellation orders. In the SYSDCE
hardware, it is possible to observe a great flexibility and
reusability because the same systolic array is used for
two different tasks (operations): cyclic mean and channel
estimation. Also, the SYSDCE design can be easily modified
(by means of partitioning strategy) for processing channels
of different lengths. The validity and performance of these
approaches have been verified by Monte Carlo simulations,
where an SQNR of 82 dB and 68 dB in average are achieved
for the transmitter and the SYSDCE, respectively. At the same
time both architectures present a insignificant differences
in the performance results when they are compared with
their respective floating-point golden models. The provided
results show that ST/DDST concepts can be effectively
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Figure 15: SQNR probability density function of SYSDCE architec-
ture for 300 Monte Carlo trials.

utilized in current and future wireless communications
standards.
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Due to the fast changing wireless communication standards coupled with strict performance constraints, the demand for flexible
yet high-performance architectures is increasing. To tackle the flexibility requirement, software-defined radio (SDR) is emerging
as an obvious solution, where the underlying hardware implementation is tuned via software layers to the varied standards
depending on power-performance and quality requirements leading to adaptable, cognitive radio. In this paper, we conduct
a case study for representatives of two complexity classes of WCDMA channel estimation algorithms and explore the effect of
flexibility on energy efficiency using different implementation options. Furthermore, we propose new design guidelines for both
highly specialized architectures and highly flexible architectures using high-level synthesis, to enable the required performance
and flexibility to support multiple applications. Our experiments with various design points show that the resulting architectures
meet the performance constraints of WCDMA and a wide range of options are offered for tuning such architectures depending on
power/performance/area constraints of SDR.

1. Introduction

In a scenario of fast changing standards and process technol-
ogies, mobile devices increasingly rely on the software-
defined radio (SDR) and cognitive radio [1, 2] concepts to
achieve adaptability, flexibility, and spectral and energy effi-
ciency. SDR implementation presents an interesting chal-
lenge for the architecture designers, namely, to develop an
underlying hardware platform for SDR with fine balance of
performance and flexibility. This demanding problem led to
major research activity in recent years [3–12].

One of the key ingredients in the SDR architecture design
is to determine the algorithmic kernels across various stan-
dards. While the kernel can be implemented in the most
efficient manner, it can be retargeted according to different
standards by means of tunable parameters or weak pro-
grammability. To that effect, the final architecture can be an
ASIC, a reconfigurable platform or an application-specific
processor. The complete system is often built by combining
such accelerators, targeted for different blocks of a wireless

standard [7]. Often it is of great importance how such
a system can adapt to changes in the algorithms or standards,
saving some of the engineering and development costs when
standards change.

In this paper, we explore how flexibility can influence en-
ergy efficiency, area, and timing within the architectural
design space of two wide-band code division multiple access
(WCDMA) channel estimation algorithms. Channel estima-
tion is an important basic block of advanced wireless stan-
dards, where hard deadlines must be ensured [13]. There are
a wide range of proposed algorithms with significant per-
formance/complexity differences which allow us to consider
a scenario, where architectural flexibility can strongly influ-
ence the results: when less performance is acceptable during
operation, switching to an inferior algorithm could save
energy, since algorithm performance translates into com-
plexity which directly influences energy consumption.

How much energy could be saved and what kind of
flexibility is required in hardware for such adaptability is
what we strive to answer in this paper. This triggers though
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an interesting design challenge as well, since design space
exploration using traditional methods is often time-con-
suming and complex and is not desirable in today’s short
time-to-market.

Given the complexity of modern designs, various high
level synthesis methodologies for quick architectural explo-
ration are employed in industry and academia. These can be
categorized into the following:

(i) methodologies of direct translation of high-level C lan-
guage to hardware description like Calypto Catapult-
C [14], GAUT [15] and Bluespec [16], yielding cus-
tom ASICs;

(ii) customizable processor design such as Tensilica [17]
and ARC [18], using highly optimized blocks as com-
ponents;

(iii) architecture-description-language- (ADL-) based pro-
cessor design, creating fully flexible and custom pro-
cessors, such as nML [19] and LISA [20, 21].

As one of our prime design goals is to explore flexibility,
the above options fall short of our expectations. C-based HLS
techniques offer no easy way to specify flexibility and custom
processor designs often bring a lot of additional overhead
in terms of fine-grained instruction execution. The inherent
flexibility of ADL-based design flow would cover the required
range, but great care must be employed when exploring its
limitations.

As one of the prominent design flows, we adopt the com-
mercially available and mature design flow of Synopsys
Processor Designer [21] and propose additional modeling
guidelines on how these tools can be exploited to tune the
amount of flexibility in the design, from just-enough flexibil-
ity to employing coarse-grained reconfigurability. We present
and evaluate these modifications at both flexibility grades
by implementing and comparing the energy-saving scenario
using two WCDMA channel estimation algorithms as target.

2. Organization of the Paper

The core content of this paper is structured as follows.
In Section 3 we describe and analyze the targeted applica-

tion domain. Two algorithms for WCDMA channel estima-
tion with differing complexity and performance are detailed
and the complexity is exposed.

Section 4 mentions related work and existing implemen-
tation of WCDMA channel estimation in the literature.

Section 5 deals with our design methodology and ex-
plains the design flow. High level synthesis with LISA ADL
is presented and improvements on the design flow are
discussed.

Using the guidelines described, design space exploration
at the two flexibility levels is performed in Section 6, yielding
two classes of architectures.

Experimental results and comparison within architec-
tural variants and across architectural classes are shown in
Section 7, while discussing advantages and disadvantages of
each.

Finally, Section 8 concludes the paper.

3. Target Applications

A critical part of wireless communication is maintaining a
good level of signal-to-noise ratio (SNR) on the link. This is
influenced negatively by multipath fading, mobile terminal
speed relative to the base transmitter, scattering, shadowing,
and so forth. To counter this, channel estimation (CE) is
performed so that corrections can be done by considering
dynamically altering channel conditions. CE constitutes an
important building block for SDR, as this is used across
multiple wireless standards.

There are 3 large classes in which one can categorize CE
algorithms: (1) low-complexity, low-performance algori-
thms; (2) high-complexity, good-performance algorithms;
and (3) extremely complex, iterative algorithms with near-
optimal performance. While (1) deals with simple (linear)
interpolation algorithms and improvements on those (typ-
ically O(n) complexity), (2) is the class where still tractable
O(n2),O(n3) complexity yields high gains in performance,
typically in orders of magnitude. Class (3) employs iterative
(data-aided) expectation-maximization algorithms with ≥
O(n3) complexity, which are typically unfeasible for imple-
mentation when considering the performance improvements
that they yield and have a more theoretical value. We analyze
and implement two multiuser WCDMA pilot-aided CE algo-
rithms: polynomial interpolation (PI) (class 2) proposed by
Yue et al. in [22], and weighted multislot averaging (WMSA)
(class 1) proposed by Abeta et al. in [23].

Yue included comparisons between these in [22], show-
ing that these two algorithms differ significantly in terms
of performance, under multipath fading scenario. For single
user single antenna systems, the bit error rate (BER) of PI is
lower than that of WMSA over the whole. When considering
bit energy to noise energy ratio (Eb/N0) for single user
antenna systems, the bit error rate (BER) of PI is lower
than that of WMSA over the complete range, the difference
exceeding an order of magnitude less when Eb/N0 is greater
than 6 dB. In case of multiple antenna, WMSA is outper-
formed by more than 2 orders of magnitude. The algorithm
performance of PI stays superior for normalized Doppler
frequencies in the range of 0.005 < fdT < 0.013 for both
single and multiple antenna cases at an SNR of 8 dB. For
multiuser systems, the performance of PI in RAKE receivers
stays superior over that of WMSA over the whole range with
the difference reaching 2 orders of magnitude when iterative
interference cancellation is employed in medium to high
SNR (>7 dB).

The rationale for this selection is the following: in the
context of cognitive radio, wireless link state not always
requires a class (2) algorithm performance, hence selecting a
lower complexity class (1) algorithm could yield significant
efficiency increase. Starting with an algorithm from classes
(1) and (2) each, with major difference in their BER perfor-
mance as well as in their complexity, we show that by expos-
ing and exploiting the structural similarity, it is possible to
design a flexible architecture which can adaptively switch
among the two, without having the area overhead of two sep-
arate dedicated circuits. The architectural details are handled
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Figure 1: WMSA details and complexity.

in later sections, after briefly describing computational traits
of each of these algorithms.

3.1. Channel Estimation with WMSA. WMSA [23] is based
on linear interpolation of known pilot symbols and has
low computational complexity. For every kth user’s lth path
several Np pilot symbols of slot m of the slot window are
averaged first from received signal rkl and initial estimate bk:

η̂kl = 1
Np

Np∑
n=1

rkl(mNs + n)bk(mNs + n), (1)

where l = {1, . . . ,L}; k = {1, . . . ,K}; n = {1, . . . ,Ns − Np}.
The averaged values of several pilot symbols in a slot are
weighted with precomputed coefficients α according to (2),
to generate the estimates ĝkl for each data symbol Nd, as Yue
summarized it in [22]. The values of the coefficients α are
thoroughly deduced and analyzed in [23]:

ĝkl
(
mNs +Np + n

)
=

J∑
j=−J+1

αj(n)η̂kl
(
m + j

)
. (2)

In Figure 1 the complexity of each of the subtasks of the
algorithm is shown. The task for computing the α coefficients
is executed once. The coefficient set can be changed based on
WMSA algorithm parameterization and partially depends on
the estimated symbol position. Averaging has to be done
once per slot, in case there are several pilots in a slot. Then,
for each data symbol, the estimate is calculated by summing
the products between the averaged pilot value and the corre-
sponding α coefficients of the symbol and slot. The dominant
parameters of this algorithm from the complexity point of
view are the size of the slot window 2J and the coefficients
α. The larger the analyzed window, the greater the amount
of needed storage. For the same J , storage needed for WMSA
does not exceed that of polynomial estimation.

3.2. Channel Estimation with Polynomial Interpolation. The
second algorithm is based on polynomial interpolation (PI)
of the pilot symbols’ channel values to approximate fading.

As described in [22], the channel values are fit with a poly-
nomial model of order q over 2J slots (3). Approximation is
done by minimizing the mean-square error α based on the
pilot symbols Np in (4), Ns being the sum of Np pilot and Nd

data symbols. This translates to a Lagrangian interpolation
problem, solved with (5) in (6), where ηkl represents the
transpose of the pilot symbol vector constructed from 2J
slots:

ĝkl
((
m + j

)
Ns
) = q∑

i=0

αiψi
(
jNs
)
,

j = −J + 1, . . . , 0, . . . , J ,

ψi(n) � ni; i = 0, 1, . . . q,

(3)

α = arg min
α

J∑
j=−J+1

[
η̂kl
(
m + j

)− ĝkl
((
m + j

)
Ns+

Np

2

)]2

,

where α =
[
α0,α1, . . . ,αq

]T
,

(4)

Ψ �

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 (−J + 1)Ns · · · ((−J + 1)Ns)
q

...
...

. . .
...

1 0 · · · 0
...

...
. . .

...
1 JNs · · · (JNs)

q

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

2J×(q+1)

, (5)

α =
(
ΨTΨ

)−1
ΨT η̂kl(m). (6)

Finally, we calculate the channel coefficients for data
symbol n by using (7), the part of α not depending on slot
index m staying constant over the slot:

ĝkl(mNs + n) = ψ(n)Tα

n = Np + 1, . . . ,Ns

ψ(n) �
[
ψ0(n), . . . ,ψ2J−1(n)

]T
.

(7)



4 International Journal of Reconfigurable Computing

Subtasks/slot

Inversion subtask 1

Inversion subtask 2

Inversion in (5)

Calculate α (5)

Get estimate (6)

CalcΨ(n) in (7)

Calc Ψ (4)

ΨTΨ in (5)

(ΨTΨ)−1ΨT in (5)

Complexity order Storage Execution

q× 2J mult; 2J add/sub (Q + 1)× 2J

Once/slotMatrix mult:

(q + 1)× 2J
(Q + 1)× 2J

(Q + 1)× 2J

2J div, (q + 1)× 2J
mul/sub

+2J

1 div, (q + 1)× 2J
div/sub, (q + 1)× 2J

mat·mult
+2J +2J

times/slot

Matrix mult:
(q + 1)× 2J

(Q + 1)× 2J Once/slot

q2× J mult Q + 1
Once every
data symbolMatrix with vector

mult: (q + 1)× 2J
(Q + 1)

Vector mult: (q + 1) 1

Figure 2: PI details and complexity.

The performance and computational complexity of this
algorithm depend on the polynomial order q and the ana-
lyzed window of 2J slots. Figure 2 shows the subtasks of this
algorithm, their complexity, and storage requirements. The
computational hot-spot contains matrix inversion and mul-
tiplication; therefore, the complexity rises steeply with the
two main tunable parameters of the algorithm, q and J .
Other parameters, such as number of pilots in a slot Np,
number of total symbols Ns, add additional flexibility to the
algorithm. Most of the subtasks need to be recalculated for
each slot and some simpler tasks (e.g., multiply-accumulates)
are recalculated for every symbol. Having to multiply several
matrices and performing matrix inversion for each slot
makes this algorithm computationally very demanding. The
trade-off range of parameters for the polynomial order is
between 1 and 3, while the analyzed slot window 2J ranges
from J equal to 1 to 4. Data dependency within the algorithm
allows some of the storage to be reused, thus decreasing the
demand on memory.

4. Related Work

This section is divided into two parts: the architectural back-
ground of SDR and existing implementations for WCDMA
channel estimation.

4.1. Architectural Background. Over the years there have been
several approaches to SDR architectures based on different
architectural approaches. However, with the ever increasing
complexity of new wireless standards a migration from
flexible solutions towards clusters of inflexible ASICs can be
observed.

Processors are flexible enough to implement complete
standards. Architectures like SODA [3], EVP [4], and
Imagine [24] tackle performance and power demands by

employing high-speed vector processing or stream pro-
cessing. In these architectures data parallelism is explicitly
exploited. In SODA, a single instruction multiple data
(SIMD) architecture is employed, where one ARM processor
is coupled with 4 parallel processing elements. Tight control
of bit width and bandwidth fulfilled power and performance
requirements of two wireless standards. EVP takes a very
long instruction word (VLIW) front-end to control several
optimized SIMD units for specific SDR tasks, capable of
handling multiple standards. Imagine is a media stream pro-
cessor which has been retargeted for baseband processing in
works like [25], exploiting clusters of parallel processing ele-
ments controlled by a host processor.

Application specific instruction-set processors (ASIPs) sac-
rifice flexibility in order to gain enough performance to
tackle the more demanding applications from more recent
algorithms. The FlexiChaP architecture [5, 9] customizes the
pipeline, execution units, and data flow of a processor to
accommodate convolutional, turbo, and LDPC decoding
families, yielding an order of magnitude of speed-up com-
pared with fully flexible processors like SODA.

Coarse-grained reconfigurable architectures like ADRES
[26], RaPID [27], MorphoSys [28], RAW [29], Montium
[11], and IMEC coarse-grained accelerator [6] employ arrays
of data word level reconfigurable processing elements linked
by a reconfigurable network, which can be tailored to a wider
family of applications. Such coarse grained cores can cover a
wide flexibility/performance range between ASIC and ASIP,
like the application-specific FlexDet [10] or an ASIP-coupled
rASIP [30]. Although this class promises SDR implemen-
tation capability [31], the difficulty in programming and
exploring the design space of such architectures discourages
wide-spread adoption.

System-on-chip solutions like Sandbridge [7] are increas-
ingly popular, especially when high-performance scalable
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ASIC cores [8] are employed to construct SDR components.
Even hybrid approaches using accelerators and reconfig-
urable units are advocated [12, 32].

Field-programmable-gate-array- (FPGA-) based designs
for SDR, like the WARP board, are extensively used for pro-
totyping and research of new wireless standards and opti-
mizations [33, 34], but power requirements make it pro-
hibitive for end-products.

All these solutions except the ASIP/rASIP approach need
“manual design” on either the hardware or the programming
side or both. In this paper, our goal is to exploit off-shelf high
level synthesis tool flow to generate (a) architectures with
just-enough flexibility and (b) architectures with a coarse
grained configurable core for greater flexibility. The fast
exploration of flexibility and its effects on area and power
from a commercially available tool flow differentiates our
work from the existing approaches. Moreover, the proposed
guidelines show that with minor extensions the tool flow can
be exploited to generate also nonprocessor architectures.

4.2. WCDMA Implementations. Extensive research has been
conducted by Rajagopal et al. to implement channel estima-
tion and detection on stream processors and compare it with
traditional DSP implementations [25, 35, 36] and also a VLSI
implementation is conducted in [37], where area- and time-
driven implementations are explored.

In case of the implementation on DSP, it is shown that the
time required for computing channel estimation is 600 ms in
case of 32 users [35], which is far too slow for real-time
requirements. A dual-DSP and FPGA hybrid is shown to
reach the real-time requirements for up to 7 users; however,
the implementation also contains detection [36].

The implementation on the Imagine stream processor
simulator shows major improvement over the DSP, but only
the number of cycles could be extracted [25] which are
at least an order of magnitude higher than the number of
cycles reported in our work. Also, it is worth noting that the
stream processor architecture uses 8 clusters of 3 adders and
3 multipliers which not only implies large area but also great
power consumption. The computational hot-spots of ma-
trix-matrix multiplication are implemented as a series of
matrix-vector iterations which require a large number of
cycles in the stream processor also due to data load/stores
and movement.

For the VLSI implementation [37], the algorithm was
analyzed and redesigned for efficiency, considering fixed/
floating point representation trade-offs (up to 16 bits) and

their effect on bit error rate; however, no direct comparison
with our work could be made for several reasons: the design
has not been synthesized, operating frequency is assumed,
and area is expressed in terms of full adders, with no mention
of storage. Additionally, no power consumption data has
been reported.

5. High Level Design Methodology

In this section we present first the standard high-level synthe-
sis tool flow of Synopsys Processor Designer, followed by the
proposed guidelines and modifications for flexibility explo-
ration.

5.1. High Level Synthesis and the LISA Language. The lan-
guage for instruction-set architectures (LISA) is an architec-
ture description language (ADL) which is used for modeling
processors [20, 21]. This language is a high-level language
with C-like constructs and is part of the commercially
available Processor Designer tool-set from Synopsys. As
shown in Figure 3, the design flow with LISA ADL allows
generation of a synthesizable RTL description coupled with
automatic generation of a set of tools such as C/C++ com-
piler, architectural simulator, assembler, and linker.

The flow starts with an application described in C, which
is profiled to expose computational hot-spots and give
insight about what kind of structures would be needed in the
architecture. Usually, starting from a skeleton template pro-
cessor, the architecture is described using the LISA ADL,
which represents the main input to Processor Designer. This
generates the tool-suite specially tailored to the architecture,
like the simulator (step-by-step debugger), the compiler,
assembler, and linker to run the application on the simulator.

Iterative design based on the performance evaluation
allows incremental improvement on the LISA description,
finishing with the synthesizable RTL generation once condi-
tions are satisfied. If gate-level results are not satisfactory, the
design exploration iterations can continue.

The LISA language is built upon a C-like syntax, with
special structures to model timing and behavior of a proces-
sor; an example is shown in Listing 1. The OPERATION is the
key element to describe the instruction set, timing, opcode,
and behavior of the processor. This is a hierarchical con-
struct, where several OPERATIONs can describe one instruc-
tion partially, or mutually exclusive instructions within a tree
(e.g., alu32 instructions). For example, OPERATIONalu32
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RESOURCE {
REGISTER TClocked<int32> alu in1, alu in2, alu out;

PIPELINE pipe = {FETCH; DECODE; EXECUTE; WRITEBACK};
/∗...other resources ∗/

}
OPERATION alu32 IN pipe.DECODE {

DECLARE {
GROUP opcode= { add || sub || and || or || xor };
/∗... other declarations of operands∗/

}
CODING { 0b001 opcode source operands }
SYNTAX { opcode ∼" " destination "," source operands }
BEHAVIOR {
/∗ configure data path ∗/
OUT.dp mode = opcode;

}
/∗ activate operand selection and datapath execution ∗/
ACTIVATION { source operands, datapath }

}
//...other operations

OPERATION add IN pipe.EXECUTE {
//... declarations of operand types, etc

CODING { 0b00001 }
SYNTAX { "add" }
BEHAVIOR {

alu out = alu in1 + alu in2;

}
}

Listing 1: Example LISA code.

can contain child operations like add or sub, which in turn
can be parents to special cases like adding an immediate or
a register. Parent OPERATIONs can activate its children via
the ACTIVATION section. which assures correct timing across
pipeline stages. Within this construct, arbitrary assembler
syntax can be defined with SYNTAX, instruction encoding
with CODING, and instruction behavior with BEHAVIOR,
respectively. In the BEHAVIOR section, plain C code specifies
the arbitrary functionality of the instruction and supports
special data types such as bit [width] to allow close-to-
hardware specification. The RESOURCE section is where
global processor resources are defined such as memories,
registers, and signals, along with pipelines, and pipeline reg-
isters. With these constructs, a processor can be fully
described. For more information, please refer to [20].

5.2. Modeling Nonprocessor-Like Structures with LISA. LISA
is a powerful and flexible tool of modeling processors; how-
ever, due to the fine-grained instruction-based execution
there is far more flexibility available in the design than
required, which results in a performance decrease and energy
inefficiency. We propose to reduce flexibility inherent in
processors with architectures based on the following:

(i) weakly programmable, barely flexible structures, where
processor data path is replaced by individual custom
paths representing the data flow of the application,

mimicking ASIC-like structures with exact amount of
flexibility required;

(ii) coarse-grained reconfigurable structures which employ
an array of word-size granularity, parallel, reconfig-
urable execution units with configurable intercon-
nects for a greater amount of flexibility.

These two directions require no modification on the tra-
ditional LISA-based design flow, but they need a shift in
how the data path is viewed, structured, and modeled. We
propose modeling the application by use of algorithmic state
machine (ASM) charts and single qualifier double address
(SQDA) assembly, which expose the necessary information
to model ASIC-like structures, as well as coarse-grained
reconfigurable arrays. The proposed modeling steps replace
profiling in the traditional LISA tool flow (Figure 4). The
ASM chart exposes necessary hardware structures to the
designer from which the hardware description can be de-
duced, while the SQDA assembly captures application behav-
ior and translates it into executable binary with the help of
the automatically generated assembler and linker.

5.2.1. Modeling the Application with ASM Charts. Algorith-
mic state machine charts are commonly used for specifying
digital circuits. They have been proposed for use in HLS
earlier [38, 39] and also an ASM specification language
has been proposed [39], along with extensions, such as



International Journal of Reconfigurable Computing 7

Software
tool suite 
generation

special partitioning

Verification,
performance

evaluation

Simulation
on the

tool-set

RTL
synthesis

High level
description (ADL)

Application
(C)

SQDA translation

ASM chart-based

Gate-level
verification,

area-timing-power

Figure 4: LISA design flow with the proposed enhancements.

None

D

Q

T

F

T

T
F

F

T

T

F

T

F

D1

D2

D3

D4

D5 D6

D8

D7

Q1

Q2

Q3

qNode

Figure 5: Example of ASM chart with partitions, and the 3-tuple called qNode.

communication channels and user-defined operators. ASM
charts provide options both at algorithm and architectural
level for adding or removing flexibility to gain the needed
amount of weak programmability to accommodate the
application.

The ASM graph isolates the parts of the application
which are executed conditionally, shows the range of loop
iterations, and identifies possible parallel execution. The
graph can be constructed from the C implementation of the
application in a straightforward way, which in itself prepar-
titions the application (functions, loops, if-else statements,
etc). It is structured in a 3-tuple (D, Q, E) in which the source
statements can be grouped into data path nodes (D), qualifier
nodes (Q), and edges (E) connecting them. Figure 5 shows a
part of such a coarse graph and shows further possibilities for
finer partitioning.

When targeting ASIC-like behavior, the ASM chart is
divided into two groups: control and data execution. The con-
trol group contains all the qualifier nodes (Q-nodes), which
represent conditional execution statements, branching, and
(un)conditional jumps within the application. The data exe-
cution groups contain all the data computation nodes (D-
nodes) exposing parallelism and the actual required compu-
tation type and complexity.

The designer can choose to group Q and D nodes into
a larger group, which specializes the data path or can reduce
group size down to elementary operations to allow more
commonalities between groups, which adds flexibility of

implementation, resulting in trade-offs of speed, area and
power for flexibility. Parameterization of larger groups allows
a finer degree of flexibility control, specifying exactly what
parts are shared and which need custom data paths in hard-
ware. Each group of D-nodes can be directly coded in LISA
for custom ASIC-like execution paths. When combining
the Q-nodes, a finite state machine results, each Q group
representing a state, effectively controlling which D group is
activated at what time.

For instance, in Figure 5, node Q1 represents a state in
which the data group made of D2, an empty Q-node, and D4
is repeatedly executed until a condition is fulfilled, then D3
will be activated. The succession of D2 and D4 can be
implemented as one custom data path (less flexible) or two
separate data paths (more flexible allowing reuse of D2 or
D4).

The proposed use of ASM charts as an intermediate layer
in the design flow not only enhances the designer’s insight
to what hardware will be needed for the application, but also
helps mapping the application to the hardware.

Our experiments show that this process can be auto-
mated. The ASM chart is used as an intermediate repre-
sentation between the C source code and LISA description
allowing generation of all necessary intermediate files like
program assembly, ADL description. The automation of this
process completes the flow to provide a customizable C-to-
RTL flow completely under the control of the designer. For
details on the automatic generation and optimization of
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ASM charts and the generation of respective LISA descrip-
tions for ASIC synthesis we would kindly refer the reader to
our recent paper [40].

5.2.2. The SQDA Assembly. The single qualifier double
address (SQDA) assembly is used to abstract the Q and D
node pairs into a form that can be interpreted by an assem-
bler. SQDA needs to convey which Q-node activates which
D-nodes and what happens when the Q-node evaluates to
true or false, effectively encoding the edges (E) of the ASM
chart. SQDA is composed of 4 fields: the qualifier field
encodes the ID of the current Q-node, while the executed
path represents the D-nodes linked to the Q-node and the
two addresses pointing to the next qualifier in the execution
path, just like the edges E.

The example in Figure 6 shows the C code of a nested
loop, its SQDA translation, and the execution chart. SQDA
statement 1 has no “false” data path and goes directly to state-
ment 2 when false and exits the loop when true, executing

a conditional jump. Statement 2 keeps the state, repeatedly
firing transpose data path as long as cond mat width
evaluates to false then exits the inner iteration by going to
statement 1. The true and false jumps are addresses in the
program memory and can contain a self-reference, effectively
creating a state or can represent (un)conditional jumps to
other addresses implementing control flow. Using such a
construct, the complete application can be written in a
compact form, but also it can be parsed by the assembler
generated from the LISA description.

5.2.3. Extending ASM and SQDA for Coarse-Grained Recon-
figurability. With minor modifications, description of recon-
figurable structures is also possible using ASM and SQDA.
The additional flexibility gained from using coarse-grained
reconfigurable structures enhances resource share, execution
concurrency, and resource repurposing with a finer control
on how different applications map to hardware; however,
it is often difficult to describe and deduce the necessary
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configuration bits. Especially, mapping of a given application
to a reconfigurable structure poses a difficult challenge.

To easily code reconfigurability in LISA and keep track of
necessary configurations, we propose extending the ASM and
SQDA of the qNode tuple (Q, D, E) with a configuration node
(or C node), which is strongly coupled with a D-node in the
chart, as shown in Figure 7. The C nodes must contain the
configurations required to recreate the D-node and Q-node
equivalence in the reconfigurable structure. This process is
straightforward, because the D node contains the necessary
information about execution type that can be mapped to
one or more coarse-grained elements, along with the source
and destination routing information based on data locality
information of the edges E from/to that D node.

Similarly, the SQDA assembly must also contain the con-
figuration term (Figure 7) so that D and C nodes are activated
simultaneously with one assembly instruction. This allows
controlling of all configurable parts just by entering the
necessary configuration word in the application assembly
code, bringing the configuration information to assembly
level.

The standard LISA language has enough flexibility to
describe reconfigurable structures by exploiting the template
constructs for similar resources and operations. These con-
structs are similar to C++ templates, with the restriction that
template variables have to be constant at compile time. For
instance, when describing 8 identical processing elements,
only one element needs to be described in a templated form
(e.g., element〈0〉 and element〈7〉 are different (and static)
instances of the template OPERATIONelement〈id〉). Simi-
larly, routing interconnect can be described.

These steps enable simulation and debugging of the
reconfigurable core using the LISA design flow: assembler for
SQDA is generated automatically and the LISA debugger can
be used to simulate execution of the complete architecture.

Moreover, since the configuration data in the C nodes is
closely related to the D node contents, the configuration bits
can be generated internally by the D node, without exposing
the configuration bits to assembly level. Essentially using the
ASM chart information, a CGRA can be constructed which
self-generates its configuration bits just by taking one short
instruction. This reduces complexity of the assembly code
and the SQDA assembly of the application can remain
unmodified; however, flexibility is lost because certain con-
figuration combinations are available only when the instruc-
tion corresponding to the D node which generates them
is activated. In this work, full flexibility was exploited and
configuration words were provided via assembly code.

6. Architectural Exploration

From the architectural point of view, implementing the tar-
get algorithms is challenging because of the mixed internal
computational components: matrix inversion is a sequential
process where control flow dominates (partial pivoting and
backward substitution), while matrix multiplication is a
task where much parallelism is available. An architecture
that executes both very efficiently must be considered.

Two architectural classes are explored based on using the
methodology described in previous sections.

(i) Architecture 1. Just-enough flexibility is embedded to
support the control-flow dominant part and several
execution units are used to execute the parallel parts
of the algorithms efficiently.

(ii) Architecture 2. A coarse-grained reconfigurable core is
employed, which enhances parallel execution and
flexibility but keeps the flexible SQDA control-flow
front-end for the sequential parts.

Both architectures are implemented using fixed-point
arithmetic in the Q-format for 32 and 64-bits (Q16.15,
Q33.30).

6.1. Arch. 1: ASM-Based Design with Minimal Flexibility. In
order to find the minimum flexibility required to support
both algorithms in an efficient manner, a minimalistic step-
by-step construction approach of the architecture is per-
formed, starting from the ASM chart of both target algo-
rithms.

Partitioning. For the data path partitioning, first the basic
data path nodes from the ASM chart need to be identified.
Shared data path nodes and those that require flexibility are
individually modeled in LISA. Otherwise, the data path
nodes are merged with the preceding/succeeding data path
node. Once the complete algorithms are described individu-
ally using ASM charts, identification of common resources
and paths can be done. The aim is to reuse as many
resources as possible across the two algorithms. An example
partitioning is shown in Figure 8, taking a piece of the ASM
charts of both algorithms, partitioning the nodes and iden-
tifying common points. This step is essential for sharing
resources and creating parameterized custom D-node paths
which can support both algorithms.

Control Flow. The control flow essentially requires support
for if-else statement and loop statements. From the ASM
chart description, the control statements are identified which
require independent tuning. Otherwise, the if-else state-
ments are merged within a larger data path. Various step sizes
for the loop iterators are supported, allowing shared struc-
tures across different loops. In the control-flow implemen-
tation via SQDA, the program counter always jumps to the
new instruction address for both true and false outcomes of
the conditional checks. Program counter jumps should not
incur delay penalties; therefore, the condition check and
instruction fetch are part of the first pipeline stage. To allow a
direct coupling between the Q-node and D-nodes, they have
to be part of the same assembly instruction word. Due to a
limited number of assembly instructions required to pro-
gram the architecture, the program memory is quite small
in size (640 bits). Therefore, the instructions can be conve-
niently stored in register files constructed out of standard cell
memories (SCMs) offering fast asynchronous access.
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Figure 8: Partitioning of a piece of the ASM chart of the applications, reusing common points across applications and exploiting parallelism.

Load/Store and Pre-/Postprocessing. Analyzing the amounts
of data needed by the subtasks and usage patterns, optimal
load operations become coarse-grained operations com-
posed of multiple memory accesses, shuffling and selection
of data. This is problematic for an efficient implementation
with SRAMs with limited number of ports. We considered an
SCM-based implementation, which offers asynchronous
read and synchronous writes. This takes a heavy toll on area
but reveals the maximum possible runtime performance.
Therefore, data access addresses can be hard-coded for
each load/store pattern of an execution node, bundling the
complete load/store processes in sets of patterns tuned for the
respective data path. This not only renders data fetch address
computation unnecessary, but also avoids memory opera-
tions like matrix transpose.

Execution. Looking closer at the flexibility requirements,
that is, what kind of parameters the applications have and
how they influence the amount of processing, we can link
the complexity to the required execution resources. For PI,
the width of the matrix depends on the polynomial order +1,
while the height depends on 2J slots considered as observa-
tion window. A typical value for the polynomial order is 3
and for the slot window J is 2 and can change by factors of
2, yielding matrix operations of matrix size of 4 × 2, 4 × 4,
4×8. A flexible number of multiply-accumulate (MAC) units
allow flexibility exploration, so the design is easily adaptable
to energy, area, and timing needs. Thus, when using 4 MACs,
a 4 × 4 matrix multiplication can be done in 16 cycles.
Parameter changes result in a different number of iterations,
which translates in different counter increments in the con-
trol path. These units can be shared among subtasks which
use matrix multiplication and can accommodate other
multiplications and additions as needed. In matrix inversion,

division is also needed, so one divider completes the mini-
mum set of execution units. It must be noted that these MAC
units and the divider are executing all operations in Q-format
calculus, meaning that each multiplication or division is a
concatenation of operations packed into one unit. While
simplifying architectural description and programming, this
causes a very long critical path in the design.

The Resulting A1 Architecture. Managing to partition the
application into the qualifier (Q node), load (D node
preprocessing), execute (D-node computation), and store
(D-node postprocessing) the architecture became inherently
pipeline-able through 4 stages (SA, LD, EX, ST), shown in
Figure 9. Pipelines are inherently supported by LISA, gener-
ating control and pipeline registers automatically.

The SA stage takes care of instruction fetch, qualifier
evaluation and activates the respective data-path in the next
cycle. The data path associated with this instruction is acti-
vated in the next stage (next cycle). The LD/ST stages contain
memory access pattern sets, activated by the SA stage and
properly timed, thus loading/storing relevant operands to/
from execution unit input/output registers. Some LD/ST pat-
terns are parameterized, yielding different data for qualifiers
in different states. Compared with the control logic and
LD/ST pattern sets, execution units are much larger, even
for fixed point arithmetic. To reduce the area impact, these
units are shared across a large number of ASM D-nodes by
statically linking the units to the input and output pipeline
registers. By that, area consumption is increased in form of
multiplexing the data from register files to the input/output
points of MAC/DIV units. Data dependency is avoided by
performing data forwarding between EX, ST, and LD stages.
With most structures shared among the algorithm, few
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algorithm-specific structures remain in the form of specific
LD and ST operations, which translate in little area overhead.

6.2. Arch. 2: Coarse-Grained Reconfigurable Core

Considerations. To explore the effect of a flexible design,
allowing a finer control of efficient execution, the MAC units
are replaced by a reconfigurable core. The reason for explor-
ing such a structure is the fact that the Q-format MAC units
and DIV unit are extremely large and have long critical path,
as noted in the results section. Some operations, especially in
WMSA, use the large MAC unit although only plain addition
or subtraction is needed. Also, in the LD/ST pre- and
postprocessing stage some data paths included additional
adders and shifters, to accommodate required processing,
which resulted in increased energy needed per symbol. By
using a reconfigurable core, we aim to split the critical path of
the MAC units, while making pre- and postprocessing tasks
more efficient by using structures more suited for the task,
configuring each D-node with exactly the required structures
for its processing requirements. Therefore, the processing
element (PE) configuration is tailored to execute Q-format
arithmetic efficiently.

Partitioning. Except for the execution part, the considera-
tions for partitioning, control-flow and load/store processing
from the previous subsection apply also for such an archi-
tecture. The configurable core is defined using the extended
ASM modeling from the previous section.

The Resulting A2 Architecture. As shown in Figure 10, the
pipeline structure is heavily modified; now only 2 pipeline

stages remain, one for control (SA) and one for execution
(EX). The structure of the core in (EX) is based on expanding
the large Q-format MAC units from the previous architecture
giving a heterogeneous structure (Figure 10): the first col-
umn (PE0, 4, 8, 12) contains also multipliers beside adders
and shifters, the second and third columns contain adders
and shifters of double bit width (2 × Q, Q = 32, 64) while
the last column contains Q bit width adders and shifters. The
divider is added with a direct connection to the outputs of
elements 5 and 9, which are the endpoints when computing
the shifting and adding from Q-format division. A mesh
structure is sufficient to link these structures together and
link to the load/store patterns from/to memory. It must be
noted that, due to the way Q-format arithmetic works,
intermediate results within a multiplication or division are of
double bit width (2×Q), hence when forwarding results from
columns 0 to 1, 1 to 2, the interconnect must accommodate
double bit width 2×Q.

Reconfigurability and Interconnect. One processing element
can take input data from 12 sources, 6 for each input, as
shown in Figure 10. Besides the 4 neighboring PEs (north,
south, east, west), one PE can also take its own output register
as the source or take data from memory. The wires for each
are directly connected to the output registers of the respective
neighboring nodes (essentially creating a 2D pipeline within
the array), or a certain load pattern in case of the memory
links. PEs on the border of the array take the load pattern as
a source, when a neighbor in that direction does not exist
(e.g., PE0 north and west links are the same with the memory
link). The output registers are also directly connected to
certain store patterns. Depending on the application, the
load/store patterns may or may not connect to each PE, as
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core with mesh interconnect, and a zoom-in to one of the elements of the core.

the data can be processed by a PE chain before being ready
for storage.

There are 3 configuration bits for each source multi-
plexer, and 3 bits for the opcode selector. In LISA this
is described as a template OPERATION〈〉 for each element,
which takes the data on input wires in A and in B and
outputs to the output register, considering the opcode for
the execution. The 6 interconnect links for each source
are modeled also with template OPERATION〈〉s which are
activated based on the configuration bits. Thus, to com-
pletely configure one element, 9 configuration bits are
needed, resulting in 144 configuration bits for the entire
reconfigurable core of 4 × 4 elements. These bits are stored
directly in the pipeline register by the SA stage, right after
reading the instruction word.

Programming View and Mapping. The instruction word con-
tains also the decoding bits of the load/store patterns
(instructions), 6 bits for each, enabling a maximum of 128
load and store patterns. The SA qualifiers are replaced by
five timers, essentially configurable counters which decide for
how many cycles one SQDA instruction word holds true. The
complete SQDA instruction word holds thus qualifier encod-
ing (4 bits) immediate true and false addresses (2 × 8 bits),
the load and store encoding (2×6 bits) and the configuration
word (144 bits) resulting in a 176-bit instruction word,
closely following the modified SQDA specified in the ASM-
based flow.

Mapping the application from the ASM chart is done in
the most efficient way allowed by the core’s flexibility. The C
node of one data path is translated into the source A and B
configuration bits, and the D node contents into the opcode.
When one D node was created by merging smaller D nodes,

it will be mapped to several PEs spatially and/or temporally
based on input/output locations, dependencies, or avail-
able PEs. This will create SQDA instruction words with
a combination of qualifier/no qualifier, load/no load, store/
no store, configuration word or empty configuration (NOP,
the array is not used). The load/store patterns are now
exclusively signal assignments from/to storage to/from input/
output, without any data processing, as all data process-
ing happens inside the array. Some of these can con-
trol qualifier status (reset/set the timers).

7. Evaluation

We synthesized the generated RTL descriptions of 18 differ-
ent design points for Architecture 1 (A1), 9 design points
for Architecture 2 (A2) using Synopsys DC D-2010-SP3. For
all designs, Faraday 90 nm standard cell technology library
was targeted, with clock-gating and operand isolation power
optimizations enabled and annotating RTL switching activity
for Power Compiler. Since synthesizable RTL code is gen-
erated by the tool flow, FPGA-based implementations may
also be targeted; however, standard cell library was chosen to
provide a clearer comparison for area and power.

A1 template required 2 k lines of code in LISA for 61
operations and has 40 k lines of generated Verilog code. A2
has a larger LISA description of 4.4 k lines for a total of
98 operation instances (expanding the templates), which
generates 51 k lines of Verilog code.

In A1, partitioning of PI with J = 2 and q = 3 yielded 12
qualifiers and 34 data access patterns, requiring 39 SQDA
instructions. WMSA partitioning with Np = 2 and J = 2
resulted in 1 extra qualifier and 17 data access patterns, coded
in 13 SQDA instructions.
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Figure 11: 32-bit: dedicated A1 versus hybrid A1 energy consumption normalized to worst case. WMSA (a) and PI (b).
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Figure 12: 64-bit: dedicated A1 versus hybrid A1 energy consumption normalized to worst case. WMSA (a) and PI (b).

In the case of A2, with the same algorithmic parameters,
polynomial mapping yielded 36 access patterns, 7 qualifiers
and has an assembly program of 102 instructions. WMSA
yielded 16 access patterns with the same qualifiers (reconfig-
ured) and 50 SQDA instructions.

First, design points across an architectural class are
compared, then cross-class comparisons are presented with
the following convention for the graphs:

arch.class “:”algorithm “ ”designpointspecialty

For instance, A1 : wmsa 1mac means first architecture
class (“just-enough” flexibility), supporting only WMSA and
having only one MAC unit, while A2 : both 25 means sec-
ond architecture class (coarse-grained core) supporting both
algorithms, running at 25 MHz.

All results are for a complete algorithm execution for a
slot of 10 symbols for the respective application. Slot

structure was comprised of 2 pilot symbols and 8 data
symbols, while J = 2 for both algorithms, q = 3 for poly-
nomial.

7.1. Intra-Architecture Class Design Point Comparison

7.1.1. Architecture 1. A1 design points resulted from combin-
ing 1, 2, or 4 MAC units, and 32/64-bit versions for ded-
icated structures for one algorithm, then for the hybrid
architecture to explore the design for low power or low
energy, while maintaining minimum flexibility. Comparing
the dedicated design points for one algorithm with the ones
supporting both, it can be noted that for A1, when running
PI, the combined flexible architecture supporting both algo-
rithms comes close (≤5%) to the energy per symbol of the
respective dedicated architecture as shown in Figures 11 and
12. When the combined architecture is running WMSA, it
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Figure 13: Energy savings in percent for hybrid A1, during adaptive switching (32-bit (a), 64-bit (b)).

uses comparable or less energy (−5 ∼ 8%) compared to the
dedicated WMSA architecture, explained by the fact that
with some partitioning, WMSA may be executed more
efficiently on the structures for PI, leading to energy saving
without much overhead. For all design points, the Q-format
divider was the timing bottleneck, limiting frequency to
25 MHz. It must be noted that in the implementation, one
can easily switch between these design points in order to
seamlessly trade off performance against energy, power, or
runtime.

The architectural flexibility can be utilized within one
algorithm or across algorithms depending on performance
constraints. Varying execution unit count yields up to 20%
energy and up to 50% power savings for PI, while for WMSA
up to 14% energy and up to 38% power can be saved.
Figures 11 and 12 show the relative energy per symbol dif-
ference across design points for one application. For WMSA
the values are within 12%; however, the dedicated 2 MAC
architecture is most efficient. For polynomial, both the
dedicated and the combined ones have similar values.

The execution time per slot ranges between 31–78 μsec
for PI and 7–11 μsec for WMSA, while WCDMA hard dead-
line is 670 μsec, allowing extra savings by frequency scaling,
and so forth.

Figure 13 illustrates how much energy is saved when
adapting to better signal conditions by switching between
the two algorithms: 10–41% power and 81–88% energy. The
savings stay consistent across design points. For switching
between the algorithms, one only needs to load the respective
instructions from the program memory. On top of this, the
algorithms can be adapted further internally by fine-tuning
the points typical of WMSA and PI.

For area critical situations, the architecture template can
be easily retargeted, for example, the 1 MAC unit design
executes in double number of execution cycles of the 4 MAC
design, but saves 36% area. The area difference between the

dedicated PI architecture and the combined one over the
design points is between 5.69% and 12.8%, which is negli-
gible when compared with the joint area overhead of two
dedicated structures (205%–212%), even more so when con-
sidering the energy savings.

Unfortunately, we could not compare our results with the
existing implementation in [37] due to the reasons stated in
Section 4.

7.1.2. Architecture 2. A2 design points have been constructed
from 32/64-bit versions of the architecture tailored for each
algorithm and the hybrid version. To further analyze how
the coarse-grained core affects energy, we synthesized for
different frequencies, showing that frequency closely affects
the energy per symbol value. When the frequency is low,
the algorithms take longer time to finish, even if they have
lower total power; consequently, the resulting energy value
is high. Near critical-path operation severely impacts power
consumption and area. This is especially the case in the 64-bit
design (Figure 15).

Different mapping choices did not affect the power
values, since the employed mapping strategy was to use the
closest element which matches the needed operation. During
mapping, no congestion was observed, for two reasons:
(1) ASM chart-based mapping separates the execution in
independent, parallel threads and not many threads are com-
peting for the same processing element (except the divider
in WMSA for the filter coefficient calculus); (2) the matrix
inversion processing is sequential, the data dependencies of
the inner loops limit parallelization in a natural way, while
matrix multiplication exploits 100% array usage in a well-
defined manner.

We have compared the results in a similar way as for A1,
shown in Figures 14 and 15 detailed as follows:

(i) 32-bit WMSA (Figure 14(a)): as frequency increases,
the energy reductions scale linearly with throughput;
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Figure 14: 32-bit: dedicated A2 versus hybrid A2 energy consumption normalized to worst case. WMSA (a) and PI (b).
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Figure 15: 64-bit: dedicated A2 versus hybrid A2 energy consumption normalized to worst case. WMSA (a) and PI (b).

however, the combined architecture has around 10%
lower energy savings compared with the dedicated
structure,

(ii) 32-bit PI (Figure 14(b)): energy reductions are simi-
lar; the difference is only around 5%,

(iii) 64-bit WMSA (Figure 15(a)): due to the high power
consumption as frequency increases, the increased
throughput cannot compensate enough, and the
energy saving hits a limit as maximum frequency is
reached. Also the combined architecture fares 10%
worse when compared with the dedicated architec-
ture when it comes to energy savings,

(iv) 64-bit PI (Figure 15(b)): when scaling frequency
there is an inflexion point, where best energy savings
are attained and for which similar savings of the ded-
icated structure can be reached (within 5%). Similar

to WMSA, near maximum operating frequency the
savings diminish (10% difference).

For the scenario that A2 adapts to better signal condi-
tions, 20–44% power reduction and more than 93–97%
energy reduction can be attained, as shown in Figure 16.
Adaptation is similar to A1: only the respective assembly
program needs to be executed for a switch from PI to WMSA.
However, a higher flexibility allows for a finer control and
usage of the structures, improving energy save.

7.2. Inter-Architecture Class Comparison and Discussion.
When comparing across architectures the first point to note
is the significant difference in area (Figures 20 and 21). Due
to the use of the coarse-grained core, A2 has almost always a
larger area than A1 at comparable design points. This can be
explained by the fact that due to the Q-format arithmetic, the
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Figure 16: Energy savings in percent for A2, during adaptive switching at different operating frequencies (32-bit (a), 64-bit (b)).
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Figure 17: 32-bit: Energy savings in percent for A1 versus A2, normalized to worst case. WMSA (a), PI (b).
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Figure 18: 64-bit WMSA: Energy savings in percent for A1 versus A2, normalized to worst case.
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Figure 19: 64-bit PI: energy savings in percent for A1 versus A2, normalized to worst case.
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Figure 20: Area across all A1 and A2 design points for 32-bit designs.
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Figure 21: Area across all A1 and A2 design points for 64-bit designs.
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coarse-grained core is forced to use interconnect structures of
double bit width, incurring not only a greater area use, but
also limiting operating frequency. Additionally, the bloated
interconnect incurs extra power consumption, which cannot
be neglected at higher bit widths.

The second observation to note is the large difference
between the energy values for WMSA, A2 having a far better
efficiency (Figures 17(a) and 18). This is due to having
WMSA processing done on the smallest processing elements
in A2, and not using the big MAC unit for plain additions, as
is the case in A1.

Energy per symbol comparison of the two classes is as
follows:

(i) for 32-bit WMSA (Figure 17(a)), A2 running at
100 MHz has much better energy values (≥ 3× less)
than all design points of A1,

(ii) for 32-bit PI (Figure 17(b)), A2 performance is
comparable with that of A1 (≤ 3% difference),

(iii) for 64-bit WMSA (Figure 18), A2 has much better
energy (up to 4× less than A1),

(iv) for 64-bit PI (Figure 19), A2 has much worse energy
values (80% increase over A1). In this case, the power
overhead of the large bit widths of the interconnect
structure and the elements itself cannot be covered by
an increase in throughput any more.

For small bit widths, A2 would be best for implementa-
tion, as the energy saves for the adaptive switching are much
greater than in the case of A1. A1 must be chosen when
predominantly bad signal conditions are expected and high
precision hardware is needed.

Area evaluation is shown in Figures 20 and 21 and dis-
cussed as follows:

(i) due to area values spiking at higher frequencies, con-
sidering the energy values, the best frequency for A2
32-bits is 100 MHz and A2 64-bits is 35 MHz,

(ii) 32-bit, 64-bit WMSA, PI: A1 has much less area than
A2 for dedicated structures,

(iii) 32-bit, 64-bit combined structures: area becomes
comparable, with a difference of only 18.07 kGE for
32-bits and a smaller area (by 0.02 kGE) for 64-bits.
At very low operating frequencies A2 area values are
getting below the ones for A1 in case of PI, but energy
efficiency is much worse than that of A1 at those
points.

From the flexibility point of view, both A1 and A2 offer
the necessary adaptiveness to accommodate the useful range
of parameters of both algorithms. Both architectures can
be directly tuned from assembly program level (configuring
qualifiers, size of the sliding window, polynomial order,
number of pilots, etc).

A2, however, due to its coarse grained core, has more
flexibility and resources than those strictly needed for the
two algorithms; hence, it can allow a more efficient execution
by better tailoring the hardware to the application. Also, A2

can also be programmed to perform other external com-
putations, on the idle elements during channel estimation
processing. Given the fact that only a fraction of the hard
deadline imposed by the WCDMA standard is needed to
complete processing, it may be even possible to use the same
structure for processing other blocks in the WCDMA receiver
chain with some extensions to the load/store patterns from a
new ASM chart for the new block. This would just create a
new assembly program of the new block, which can be loaded
after channel estimation processing is done, or a new hybrid
one can be created.

Such flexibility can be a great advantage when aiming
SDR blocks.

8. Conclusion and Outlook

In the context of software defined radio, an analysis on how
flexibility can influence area and power consumption has
been conducted, using two WCDMA channel estimation
algorithms with sufficient performance and complexity dif-
ference. Within a scenario of saving energy when switching
from a complex high-performance algorithm to an inferior
less complex algorithm during operation in favorable chan-
nel conditions, we have shown that a higher degree of
flexibility can yield significant energy savings (up to 97%);
however, considerable savings (of up to 88%) can still be
attained when carefully designing for the exact amount of
flexibility required to support both algorithms. The evalu-
ation across 25 design points and two architectural classes of
different flexibility experimentally supports our findings.

Furthermore, we have proposed design guidelines to
adapt and exploit a commercially available high-level syn-
thesis tool, encouraging designers to explore flexibility of
different architectural classes for SDR implementations.

For future work, we intend to apply the insights gained
for designing blocks for newest LTE wireless standards.
Design methodology and architectures using coarse-grained
reconfigurable cores must be further explored, to open the
door towards architectures which provide enough adaptabil-
ity and flexibility to realize building blocks for a true SDR
system.

Acknowledgment

The authors kindly acknowledge the support of Ultra High-
Speed Mobile Information and Communication (UMIC)
research cluster within the German Federal and State Gov-
ernment Excellence Initiative for funding this project.

References

[1] J. Mitola III, “Cognitive radio for flexible mobile multimedia
communications,” in Proceedings of the IEEE International
Workshop on Mobile Multimedia Communications (MoMuC
’99), San Diego, Calif, USA, 1999.

[2] J. Mitola, “Cognitive radio architecture evolution,” Proceedings
of the IEEE, vol. 97, no. 4, pp. 626–641, 2009.

[3] Y. Lin, H. Lee, M. Woh et al., “SODA: a low-power architecture
for software radio,” in Proceedings of ACM SIGARCH Com-
puter Architecture News, vol. 34, IEEE Computer Society, 2006.



International Journal of Reconfigurable Computing 19

[4] K. Van Berkel, F. Heinle, P. P. E. Meuwissen, K. Moerman, and
M. Weiss, “Vector processing as an enabler for software-
defined radio in handheld devices,” Eurasip Journal on Applied
Signal Processing, vol. 2005, no. 16, pp. 2613–2625, 2005.

[5] M. Alles, T. Vogt, and N. Wehn, “FlexiChaP: a reconfigurable
ASIP for convolutional, turbo, and LDPC code decoding,” in
Proceedings of the 5th International Symposium on Turbo Codes
and Related Topics (TURBOCODING ’08), pp. 84–89, Septem-
ber 2008.

[6] B. Bougard, B. De Sutter, D. Verkest, L. Van der Perre, and R.
Lauwereins, “A coarse-grained array accelerator for software-
defined radio baseband processing,” IEEE Micro, vol. 28, no. 4,
pp. 41–50, 2008.

[7] J. Glossner, D. Iancu, M. Moudgill et al., “The sandbridge
SB3011 platform,” Eurasip Journal on Embedded Systems, vol.
2007, Article ID 56467, 2007.

[8] E. M. Witte, F. Borlenghi, G. Ascheid, R. Leupers, and H. Meyr,
“A scalable VLSI architecture for soft-input soft-output single
tree-search sphere decoding,” IEEE Transactions on Circuits
and Systems II, vol. 57, no. 9, pp. 706–710, 2010.

[9] T. Vogt and N. Wehn, “A reconfigurable ASIP for convolu-
tional and turbo decoding in an SDR environment,” IEEE
Transactions on Very Large Scale Integration (VLSI) Systems,
vol. 16, no. 10, pp. 1309–1320, 2008.

[10] X. Chen, A. Minwegen, Y. Hassan et al., “FLEXDET: flexible,
efficient multi-mode MIMO detection using reconfigurable
ASIP,” in Proceedings of IEEE 20th International Symposium on
Field-Programmable Custom Computing Machines, pp. 69–76,
IEEE, 2012.

[11] G. K. Rauwerda, P. M. Heysters, and G. J. M. Smit, “Towards
software defined radios using coarse-grained reconfigurable
hardware,” IEEE Transactions on Very Large Scale Integration
(VLSI) Systems, vol. 16, no. 1, pp. 3–12, 2008.

[12] V. Derudder, B. Bougard, A. Couvreur et al., “A 200 Mbps +
2.14 nJ/b digital baseband multi processor system-on-chip for
SDRs,” in Proceedings of the Symposium on VLSI Circuits, pp.
292–293, June 2009.

[13] H. Holma and A. Toskala, WCDMA for UMTS, vol. 4, Wiley
Online Library, 2000.

[14] Calypto, http://calypto.com/en/products/catapult/overview.
[15] GAUT High Level Synthesis, http://www-labsticc.univ-ubs.fr/

www-gaut/.
[16] Bluespec, http://www.bluespec.com/.
[17] Tensilica, http://www.tensilica.com/.
[18] Synopsys Designware ARC, http://www.arc.com/.
[19] A. Fauth, J. Van Praet, and M. Freericks, “Describing instruc-

tion set processors using nML,” in Proceedings of the European
Conference on Design and Test, IEEE Computer Society, 1995.

[20] A. Chattopadhyay, H. Meyr, and R. Leupers, LISA: A Uniform
ADL for Embedded Processor Modelling, Implementation and
Software Toolsuite Generation, Morgan Kaufmann, 2008.

[21] Synopsys, http://www.synopsys.com/Systems/BlockDesign/
processorDev.

[22] G. Yue, X. Zhou, and X. Wang, “Performance comparisons of
channel estimation techniques in multipath fading CDMA,”
IEEE Transactions on Wireless Communications, vol. 3, no. 3,
pp. 716–724, 2004.

[23] S. Abeta, M. Sawahashi, and F. Adachi, “Performance compari-
son between time-multiplexed pilot channel and parallel pilot
channel for coherent Rake combining in DS-CDMA mobile
radio,” IEICE Transactions on Communications, vol. E81-B, no.
7, pp. 1417–1425, 1998.

[24] U. J. Kapasi, W. J. Dally, S. Rixner, J. D. Owens, and B. Khail-
any, “The imagine stream processor,” in Proceedings of the

International Conference on Computer Design: VLSI in Com-
puter & Processors (ICCD ’92), pp. 282–288, September 2002.

[25] S. Rajagopal, S. Rixner, and J. R. Cavallaro, “A programmable
baseband processor design for software defined radios,” in
Proceedings of the 45th Midwest Symposium on Circuits and
Systems, vol. 3, pp. III413–III416, August 2002.

[26] B. Mei, A. Lambrechts, D. Verkest, J. Y. Mignolet, and R.
Lauwereins, “Architecture exploration for a reconfigurable
architecture template,” IEEE Design and Test of Computers, vol.
22, no. 2, pp. 90–101, 2005.

[27] C. Ebeling, D. Cronquist, and P. Franklin, “Rapid reconfig-
urable pipelined datapath,” in Proceedings of the 6th Interna-
tional Workshop on Field-Programmable Logic, Smart Applica-
tions, New Paradigms and Compilers, pp. 126–135, 1996.

[28] H. Singh, M. H. Lee, G. Lu, F. J. Kurdahi, N. Bagherzadeh, and
E. M. Chaves Filho, “MorphoSys: an integrated reconfigurable
system for data-parallel and computation-intensive applica-
tions,” IEEE Transactions on Computers, vol. 49, no. 5, pp. 465–
481, 2000.

[29] E. Waingold, M. Taylor, D. Srikrishna et al., “Computer baring
it all to software: raw machines,” Computer, vol. 30, no. 9, pp.
86–93, 1997.

[30] K. Karuri, A. Chattopadhyay, X. Chen et al., “A design flow
for architecture exploration and implementation of partially
reconfigurable processors,” IEEE Transactions on Very Large
Scale Integration (VLSI) Systems, vol. 16, no. 10, pp. 1281–
1294, 2008.

[31] A. DeHon, “Density advantage of configurable computing,”
Computer, vol. 33, no. 4, pp. 41–49, 2000.

[32] H. Fujisawa, M. Saito, S. Nishijima et al., “Flexible signal pro-
cessing platform chip for software defined radio with 103
GOPS dynamic reconfigurable logic cores,” in Proceedings of
IEEE Asian Solid-State Circuits Conference (ASSCC ’06), pp.
67–70, November 2006.

[33] O. Gustafsson, K. Amiri, D. Andersson et al., “Architectures
for cognitive radio testbeds and demonstrators—an overview,”
in Proceedings of the 5th International Conference on Cogni-
tive Radio Oriented Wireless Networks and Communications
(CROWNCom ’10), pp. 1–6, June 2010.

[34] P. D. Sutton, J. Lotze, H. Lahlou et al., “Iris: an architecture for
cognitive radio networking testbeds,” IEEE Communications
Magazine, vol. 48, no. 9, pp. 114–122, 2010.

[35] S. Rajagopal, S. Bhashyam, J. R. Cavallaro, and B. Aazhang,
“Real-time algorithms and architectures for multiuser channel
estimation and detection in wireless base-station receivers,”
IEEE Transactions on Wireless Communications, vol. 1, no. 3,
pp. 468–479, 2002.

[36] S. Rajagopal, B. Jones, J. Cavallaro et al., “Task partitioning
wireless base-station receiver algorithms on multiple dsps and
fpgas,” in Proceedings of the International Conference on Signal
Processing, Applications, and Technology (ICSPAT ’00), Dallas,
Tex, USA, 2000.

[37] S. Rajagopal, S. Bhashyam, J. R. Cavallaro, and B. Aazhang,
“Efficient VLSI architectures for multiuser channel estimation
in wireless base-station receivers,” Journal of VLSI Signal Pro-
cessing Systems for Signal, Image, and Video Technology, vol. 31,
no. 2, pp. 143–156, 2002.

[38] A. Kuehlmann and R. A. Bergamaschi, “High-level state
machine specification and synthesis,” in Proceedings of the
International Conference on Computer Design: VLSI in Com-
puter & Processors (ICCD ’92), pp. 536–539, 1992.

[39] J. David and E. Bergeron, “An intermediate level HDL for sys-
tem level design,” in Proceedings of the Forum on specification
& Design Languages (FDL ’04), pp. 526–536, 2004.



20 International Journal of Reconfigurable Computing

[40] Z. Wang, Z. Rakosi, X. Wang, and A. Chattopadhyay, “ASIC
synthesis using architecture description language,” in Proceed-
ings of the International Symposium on VLSI Design, Automa-
tion and Test (VLSI-DAT ’12), 2012.



Hindawi Publishing Corporation
International Journal of Reconfigurable Computing
Volume 2012, Article ID 368351, 16 pages
doi:10.1155/2012/368351

Research Article

Object Recognition and Pose Estimation on Embedded Hardware:
SURF-Based System Designs Accelerated by FPGA Logic

Michael Schaeferling, Ulrich Hornung, and Gundolf Kiefer

Department of Computer Science, Augsburg University of Applied Sciences, An der Hochschule 1, 86161 Augsburg, Germany

Correspondence should be addressed to Michael Schaeferling, michael.schaeferling@hs-augsburg.de
and Gundolf Kiefer, gundolf.kiefer@hs-augsburg.de

Received 4 May 2012; Revised 17 September 2012; Accepted 17 September 2012

Academic Editor: René Cumplido
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State-of-the-art object recognition and pose estimation systems often utilize point feature algorithms, which in turn usually require
the computing power of conventional PC hardware. In this paper, we describe two embedded systems for object detection and pose
estimation using sophisticated point features. The feature detection step of the “Speeded-up Robust Features (SURF)” algorithm
is accelerated by a special IP core. The first system performs object detection and is completely implemented in a single medium-
size Virtex-5 FPGA. The second system is an augmented reality platform, which consists of an ARM-based microcontroller and
intelligent FPGA-based cameras which support the main system.

1. Introduction

Computer vision (CV) and augmented reality (AR) are grow-
ing areas of research with many applications. For example,
automotive industry makes use of passive optical sensors in
the field of offboard traffic observation and management
[1–3]. Onboard systems often utilize CV techniques for
driver assistance and traffic sign detection [4, 5]. Turning
CV to account, AR enhances real environments by virtual
elements and allows manifold applications such as guided
order picking or maintenance tasks [6, 7].

Optical object detection and pose estimation are very
challenging tasks since they have to deal with problems such
as different views of an object, various light conditions, sur-
face reflections, and noise caused by image sensors. Presently
available algorithms such as SIFT or SURF can to some
extent solve these problems as they compute so-called point
features, which are invariant towards scaling and rotation [8–
11]. However, these algorithms are computationally complex
and require powerful hardware in order to operate in real
time. In automotive applications and generally in the field
of mobile devices, limited processing power and the demand
for low battery power consumption play an important role.
Hence, adopting those sophisticated point feature algorithms

to mobile hardware is an ambitious, but also necessary com-
puter engineering task.

This paper describes two embedded systems for SURF-
based object recognition and pose estimation. The first sys-
tem performs feature-based object recognition and has been
implemented as a SoC on a single FPGA (Virtex-5 FX70). It
can process images at a frame rate of up to five frames per
second and (in our experiments) recognize and distinguish
9 different objects at a sensitivity of 91% and a specificity of
100% (no false positives). The second system determines the
3D pose of one or more objects. It features an ARM micro-
controller board and is equipped with two FPGA-based cam-
eras which support the main system in the stage of feature
detection. As this system is very power efficient, it may be
used as a mobile AR system, for example, for educational or
training applications.

Among the existing feature detection and description
algorithms, SURF is considered to be both robust and
efficient [8, 12]. However, it is still very demanding in terms
of computational effort and memory bandwidth, especially
within the detector stage. One of the core parts of the
presented systems is Flex-SURF+, a configurable hardware
module which accelerates the time-critical part of the SURF
detector [13, 14]. It contains an array of Difference Elements
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(DEs) in order to overcome the irregular memory access
behavior exposed by SURF during the computation of image
filter responses. A special computing pipeline processes these
filter responses and determines the final detection results.
Due to its customizable and flexible structure, Flex-SURF+
allows a tradeoff between area and speed. This flexibility
allows to efficiently implement this IP core within high-
end FPGAs as well as low-end ones, depending on the
application requirements. Besides accelerating the SURF
algorithm by means of configurable hardware, lightweight
object recognition and pose estimation algorithms have been
designed to minimize the computational effort and memory
requirements of the software part.

Section 2 gives an overview on related work concerning
different implementations of SURF, object recognition, and
pose estimation. Section 3 summarizes the SURF algorithm
and describes the Flex-SURF+ hardware module which
is used to accelerate the feature detection step of SURF.
Section 4 presents the one-chip object recognition system,
followed by the pose estimation system in Section 5. The
main hardware components and developed software frame-
works are disclosed, providing an overview on the algorithms
and some implementation details. A conclusion to this work
is provided in Section 6.

2. Related Work

With increasing processing power of conventional PC hard-
ware, object recognition nowadays is often based on natural
features. These may be global or local features, where global
features evaluate the whole image space (e.g., by compris-
ing the image histogram) and local (point) features solely use
significant areas of the image to gain scene information [15].
Many application fields greatly benefit from feature recog-
nition techniques. Especially autonomous robot systems as
well as automotive systems are popular fields where optical
image processing is used to solve manifold problems [16].
Recent publications even deal with safety-related topics such
as car recognition, collision avoidance, or traffic and danger
sign recognition [1–3, 17, 18]. The impact of very difficult
light conditions may be weakened, for example, by applying
point feature algorithms to infrared images for pedestrian or
vehicle detection [19].

Common algorithms for detecting and describing point
features are the Harris Corner Detector [10], SIFT [11], and
SURF [9]. Providing local features, both SIFT and SURF
actually outperform global features whereby in terms of
speed SURF is considered to be ahead of SIFT [8, 12]. These
algorithms have been developed with high distinctiveness of
features in combination with scale and rotation invariance in
mind. As such, they are very demanding in terms of compu-
tational power and in their original form need to be imple-
mented on powerful, PC-like hardware [16].

For this reason, it is desirable to speed up these algo-
rithms. This may, for example, be achieved by the use of
modern GPU hardware [20, 21]. Other proposals focus on
reducing the algorithmic complexity, for example, by com-
bining different approaches in feature recognition and des-
cription [22] or software optimizations [23].

An important technique to accelerate feature detection is
the use of programmable logic (FPGAs). Application-specific
logic allows to implement specific functionality at low power
consumption compared to conventional PC and GPU hard-
ware, making it an attractive candidate especially for mobile
applications. An overview of several implementations of the
SIFT algorithm is given in [24]. FPGA implementations of
SURF have been proposed independently in [13, 25, 26].
In contrast to the other two approaches, the architecture of
[13] is scalable and does not need any block RAM resources
of the FPGA, thus it has been chosen to be integrated in
both the object recognition system and the augmented reality
framework.

3. Hardware-Accelerated Feature Extraction

The most time-critical components of the presented object
recognition and pose estimation systems are the detection
and the description of SURF feature points.

In the following subsections, we give a short overview
on the SURF algorithm and present an outline of the Flex-
SURF+ module. This module gains speedup by improving
memory access behavior and parallelizing arithmetic opera-
tions where it is adequate.

3.1. Overview on the SURF Algorithm. Flex-SURF+ is based
on the OpenSURF implementation of the original SURF
algorithm. (Open)SURF operates in two main stages, namely
the detector and the descriptor stage. The detector analyzes
the image and returns a list of center points for prominent
features. For each point, the descriptor stage computes a
vector characterizing the appearance of the feature. Both
stages require an integral image to be computed in advance.
Figure 1 shows the overall flow of the SURF algorithm.

Integral images can be used to efficiently calculate the
sum of pixel values of upright rectangular image areas. Given
the original image I , each pixel (x, y) of the integral image IΣ
contains the sum of all image pixel values above and to the
left of (x, y):

IΣ
(
x, y

) = i≤x∑
i=0

j≤y∑
j=0

I
(
i, j
)
. (1)

After calculating the integral image once, the summation of
any rectangular area of the original image can be determined
with a constantly low effort by adding/subtracting the four
integral image values enclosing the desired rectangle as
depicted in Figure 2. In SURF, integral images are used to
minimize the incurring memory bandwidth and computa-
tional effort when calculating box filter responses in the
detector and descriptor stage.

In the detector stage, SURF first filters the entire image
using 3 box filter kernels, which are depicted in Figure 3.
White, gray, and black pixels refer to a weighting of the
corresponding pixel value by 1, 0, and −2 for Dxx and Dyy

filters and 1, 0, and −1 for Dxy , respectively. In order to
achieve scale invariance, the image is filtered multiple times
for different scale levels σ , where the kernel sizes increase
with σ (see [9] for details). With the concept of integral
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Figure 2: Summation calculation of a rectangular image area using an integral image.

images, the number of memory accesses is independent of σ ,
as only those few pixels marked with a dot in Figure 3 need
to be accessed. Figure 4 depicts the combination of all these
pixels for two different kernel sizes.

Box filter responses Dxx, Dyy and Dxy represent the
entries of the Hessian Matrix H , which are determined for
each point coordinate (x, y) and scale level σ . As the used
filter kernels are actually approximations of Gaussian filters, a
weight factor ω is used to compensate the occurring approxi-
mation error:

H
(
x, y, σ

) =
[
Dxx

(
x, y, σ

)
ωDxy

(
x, y, σ

)
ωDxy

(
x, y, σ

)
Dyy

(
x, y, σ

)
]
. (2)

In Flex-SURF+, a value ofω2 = 0.875 is used as proposed
in [18]. The determinant det(H) is an indicator for the
quality of a feature point candidate:

det(H) = DxxDxy − ω2Dxy
2. (3)

Determinants that fall below a given threshold T or
which are not the local maximum within their 3 × 3 × 3
neighborhood around (x, y, σ) are suppressed.

The descriptor stage of SURF calculates a descriptor
vector for each feature found by the detector. To this end,
Haar wavelets are applied to the pixels within a square win-
dow which is centered around the feature point and whose
size depends on the features scale σ . To achieve rotation
invariance, it optionally can be rotated according to a feature
direction. The final result is a 64-dimensional floating point
descriptor vector which is commonly used in a subsequent
feature matching stage. To speed up the matching process,

feature candidates are partitioned with the help of the sign of
the Laplacian lap(H):

lap(H) = sgn
(
Dxx +Dyy

)
. (4)

More details on SURF and OpenSURF can be found in
[9, 27], respectively.

3.2. Overview of the Flex-SURF+ Module. The design of Flex-
SURF+ uses the concept of tile-based processing, as it is intro-
duced in [13] and further developed in [14]. Its main idea is
to minimize repeated memory accesses to the same pixels.

During image filtering in the detector stage of SURF,
scattered memory accesses at multiple filter sizes according
to Figure 4 are needed for the calculation of the filter res-
ponses. However, memory footprints for neighboring points
overlap. Figure 5 shows the combined footprint which results
from applying 9 × 9 filter kernels to a group of 4 × 4
neighboring points. The darkness of a cell indicates how
often the respective memory location is accessed. A tile is
defined by the minimum rectangle enclosing the overlap-
ping memory footprints for a group of points. The whole
image is divided into such point groups, whose filter
responses are now calculated in parallel. The Flex-SURF+
module contains an array of small worker units called
Difference Elements (DE), whereby the size of the array
corresponds to the arrangement of the point groups. Each
DE is responsible for the calculation of the filter responses
Dxx, Dyy , and Dxy for one particular point of the group.
A central instance performs the memory accesses and effi-
ciently reads the required tile data in a linear way. Each
worker unit autonomously picks the relevant image data
from the memory data stream. After completing the filter
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Figure 3: Dxx , Dyy , and Dxy filters of size 9× 9.

Figure 4: Joint memory footprint of Dxx , Dyy , and Dxy filter kernels of size 9× 9 (left) and 15× 15 (right).

response calculations, the worker units pass their results to
a central unit which calculates determinants and Laplacians.

The main building blocks of Flex-SURF+ are depicted
in Figure 6. The Memory Access Module (MAM) contains
the main controller logic which performs linear memory
accesses over the system bus. After issuing burst read accesses
to this bus, incoming pixel values are distributed to a
configurable and arbitrarily large array of Difference Elements
(DEs) over the Image Data Bus (IDB). Simultaneously with
the incoming Image Data Enable signal from the MAM, an
Enable Unit (EU) generates enable signals, depending on the
recent filter kernel size as illustrated in Figure 4. According
to these enable signals, each DE picks the relevant pixel data
from the IDB and calculates its filter responses.

In order to save area, multiple DEs may share one EU,
together forming a DE line. Over the Filter Response Chain
(FRC), the filter responses are passed to the proximate
Determinant Calculation Pipeline (DCP) which then calcu-
lates determinants and Laplacians. Finally, determinants and
Laplacians are written back into system memory by the MAM
which consecutively are used in the descriptor calculation
step.

Unlike the work presented in [25] or [26], this whole
system does not need any internal memory arrays and can
therefore be implemented without using any valuable block
RAM resources.

3.3. Array of Difference Elements. The efficiency of Flex-
SURF+ highly depends on the number of filter operations

which can be performed in parallel. To allow large arrays of
DEs, it is essential to minimize the size of an individual DE.

One DE merely consists of two 26 bit adders, three 26 bit
registers to hold intermediate results, and one 21 bit register
for result propagation as depicted in Figure 7.

Each DE receives the image data stream, broadcasted via
the IDB. According to the EU’s enable signal, each DE picks
relevant image data from the IDB and immediately accu-
mulates this value to the corresponding Dxx, Dyy or Dxy

filter value. As soon as all of the three filter responses are
fully computed by a DE, they are passed to the DCP. To
avoid large multiplexer structures, we decided to daisy-chain
(FRC) the DEs for the result propagation towards the DCP.
As the DEs provide filter responses one after another anyway,
this propagation structure does not introduce any significant
delay to the overall system.

3.4. Determinant Calculation Pipeline. The DCP can process
incoming data at every clock cycle and sequentially receives
the DE’s filter responses. Filter values are additionally marked
and recognized by a “valid” flag as they may arrive irregularly,
for example, due to possible delays during memory access
operations over the system bus when reading tile data.
Determinants and Laplacians are calculated according to (3)
and (4) and finally written back to system memory.

The DCP contains six 18 bit multipliers (e.g., 32 bit mul-
tiplications are broken down to four 18 bit multiplications),
a small set of adders and some registers to hold intermediate
results. The DCPs structure is shown in Figure 8, where
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inv area is a precomputed constant required to normalize
determinants according to the current filter size.

4. Object Recognition on a Single FPGA

The first system which makes use of the Flex-SURF+ hard-
ware module performs the task of object recognition. It
searches for known objects within a live video stream, and
labels them with their name in the output image. This sys-
tem is completely integrated on a single FPGA chip. The fol-
lowing paragraphs give an overview on the overall system
design, how object recognition is performed with help of
the Flex-SURF+ module, and the results which have been
achieved in experiments.

4.1. System Overview. The entire hardware system for object
recognition, covering all components to process the relevant
image data, is depicted in Figure 9. It is integrated as a

System-on-Chip (SoC) which is implemented in a single
medium-size FPGA (Xilinx Virtex-5 FX70T). Xilinx Plat-
form Studio 11.5 was used for system synthesis.

The SoC consists of several custom IP soft cores, a hard-
wired PowerPC CPU core (400 MHz), and a DDR2-SDRAM
controller. All these modules are connected via a CoreCon-
nect bus system. It may be noted that this system is not
constrained to the presence of a PowerPC processor, which
may easily be replaced by another hard or soft core pro-
cessor (as can be seen in Section 5). The custom IP cores are
controlled by the main program running on the CPU and
primarily handle image processing tasks.

The VDEC module fetches image data from a camera
source and writes it into system RAM. It is parametrizable
at operating time in terms of the desired resolution, the
destination memory, and the operating modes “continuous
stream” or “triggered single frame”.
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Table 1: Parameters of the first experiment.

Flex-SURF+ configuration

DE lines 8

DEs per DE line 8

Database

Image resolution 320 × 240

Number of images 16

Number of objects 9

Number of features 856

Live images

Image resolution 320 × 240

Number of images 76

Number of object instances 73

Average live features 50

The Flex-SURF+ module is used to accelerate the object
recognition algorithm. It is clocked at the system bus clock
rate of 100 MHz and was implemented at different configura-
tions (varying number of DEs) in the Virtex-5 FX70T FPGA.

The VEARS (“Visualization for Embedded Augmented
Reality Systems”) module finally outputs augmented image
data to a monitor. The live image data stream is read from
memory and overlayed by information gained from the
object recognition algorithm. Augmentation thereby is done
by labeling all found objects in the video output stream.

4.2. Database Creation. The object recognition system iden-
tifies objects by comparing live image descriptors with a data-
base, which is created in advance by a PC tool. As input it
takes a few images covering views of each object to be recog-
nized. These images do not need to be specially prepared, and
typically only one or very few snapshots depicting the object
are sufficient.

Database creation plays a very important role in achiev-
ing good detection rates at high performance. Due to the
limited resources in the live system, the database should be
as small as possible, while still allowing a high recognition
rate. This has been addressed by the following optimizations.

First, the database tool does not store all, but only a
small number of “strong” descriptor vectors for each object.
The “strength” of a feature is determined by the determinant
det(H).

Second, the tool avoids to keep descriptors for features
which may similarly be found on another object already
stored in the database. Such descriptors may be liable for
mismatches and detecting objects incorrectly. To achieve this
goal, the tool continuously matches new descriptors against
existing ones and, in case of similarity (low Euclidian dist-
ance), marks them and discards all of the corresponding des-
criptors at the end of database creation.

Keeping only few and strong descriptor vectors helps to
reduce the computational complexity of the live system in
two ways. First, fewer comparisons of live image features
with database features have to be performed in the matching
stage. Second, since the determinant value det(H) is already

known after the detector stage, time-consuming calculations
of descriptors for “weak” features can be omitted.

The database itself is stored in a binary format, favoring
short loading times and reducing data overhead. An object
entry consists of the assigned object name and a small set of
unique descriptors.

4.3. Matching and Recognition in the Live System. In the
object recognition system, live images are continuously
acquired from the video source. For each live image, the
detector and descriptor stages are applied successively. Both
stages may be applied either to the whole image or to one or
more regions of interest (ROI). When ROIs are used in the
object recognition system, they are set to the detected objects
center positions of the preceding frame and cover a square
area with a fixed edge length of 100 pixels. The advantage of
using ROIs is the expected large speedup compared to full
image space search, but it also entails that new objects, which
may appear outside the ROI, would not be found until a full
image space search is applied.

After the execution of the SURF algorithm, the resulting
descriptors are matched against the database. For each
database descriptor, the two live image descriptors with the
lowest Euclidian distance are determined. The ratio of the
first and the second best match is an indicator for the uni-
queness of the best match. Thus, ambiguous matches are
discarded to avoid false matches [11]. If the algorithm has
attained a minimum number of unique matches for one
specific database object (three in our implementation), the
object is considered to be recognized.

4.4. Experiments and Results. For the experiments, we chose
9 different objects to be recognized by our system. In a first
step, we took between 1 and 3 grayscale pictures of each
object at a resolution of 320× 240 pixels. The final database,
which was used in all of our experiments, incorporated 16
images of 9 objects, which are all depicted in Figure 10, and
contains a total of 856 SURF feature descriptors.

To evaluate the live system, a total of 76 test images
(grayscale, 320 × 240 pixels), each showing 0, 1, or 2
known objects, were taken at various distances and angles.
We used diffuse daylight as we decided not to lighten the
scene specifically. Among the 76 test images, 12 contain
extremely distracting background, but none of the known
objects (see Figure 11(c) for an example), and one image
contains a known object in front of distracting background
(see Figure 11(b)). The remaining images show 1 or 2 of the
known objects (see Figure 11(a) for an example). For ROI
evaluation, the test image set contains a series of 23 images
with the cup horizontally sliding through these images. If
visible, the test objects covered between 8% and 98% of the
image area. In three images, test objects were concealed by
approximately 50% while in the other images they were fully
visible.

Experiment 1 uses parameters as summarized in Table 1.
Experiments 2 through 5 were performed to evaluate the
impact of various parameters on the detection rate and per-
formance of the system. Unless stated otherwise, the experi-
mental setup was the same as in the first experiment.
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Figure 10: Reference images for creating the database.

In the first test run, the full image space was inspected by
the detector and the descriptor stage (no ROI optimization).
In all test images, 68 instances of known objects are found.
Thus, 7 out of 73 object instances were not recognized,
resulting in a sensitivity rate of 91%. The specificity was

100%, there were no false-positives in any of the 76 test
images. Figure 12 shows the minimum, average and maxi-
mum execution times of the detector, descriptor, and match-
ing stage. By the use of Flex-SURF+, the SURF detectors
determinant calculation step requires just 70 ms per frame.
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Figure 12: Time consumption of the object recognitions main tasks for 320× 240 pixel images.

The minimum total execution time per frame was 120 ms.
The maximum execution time was raised by an image com-
prising much distracting background, which demanded
1019 ms with 141 features found. On average, processing
time took 418 ms with an average of 50 features found. Total
execution time varies, as descriptor calculation and matching
times are proportional to the number of features found in an
image by the detector.

In the second test run we measured execution time for
images with a resolution of 640 × 480 pixels in order to
evaluate the impact of the image resolution on the execution
time. Therefore we scaled the 76 test images up in order
to maintain comparability to the previous results. Figure 13
shows the average resulting execution times. As expected, the
feature detection task lasts four times longer as the image area
also quadrupled. However, the durations of the descriptor
and the matching stages varied to a smaller extent, and an
amount of 138 features found in average contributes to the
increasing general execution time.

In the third experiment, the use of ROIs was activated
for the detector and descriptor stage in order to speed up
the recognition system. This test covered the sliding cup
image set (320 × 240 pixel images), and like in the test run
on full image search, the cup was detected in 22 of 23 test
images. This resulted in 2 full image searches as the ROI
has not been set in the starting image and in the image

succeeding the one where the cup was not recognized. Within
the remaining 21 images, a ROI was used and average and
minimum execution times decreased significantly. Notably,
the SURF detectors determinant calculation step was 5 times
faster when using the ROI: instead of 70 ms it required only
13 ms per frame. The average execution times for all stages of
the SURF algorithm are depicted in Figure 14.

In order to evaluate the performance of the matching
stage, we varied the number of objects within the database in
a fourth experiment. We performed the test run on databases
which contained 1 object up to 9 objects. This variation
had no observable influence on the detection rate. Figure 15
shows the resulting average execution times.

To explore the tradeoff between slice logic usage and
speed of the Flex-SURF+ module, we also varied the amount
of implemented DEs. Experimental results such as detection
rate remained all the same (see first test run), except cal-
culation time for determinants. Table 2 gives an overview
on the implemented configurations and time consump-
tion.

5. Pose Estimation Using Two
Intelligent FPGA Cameras

Our second system which utilizes the FlexSURF+ module is
an embedded platform for augmented reality systems. The
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Table 2: Different Flex-SURF+ configurations.

Number of DEs DE lines DEs Per DEline Virtex-5 Slices Determinant calc. time (ms)

16 4 4 2243 134

32 4 8 4269 91

64 8 8 7577 70

system can recognize objects by natural features and deter-
mine their 3D pose, that is, their position and orientation.
The platform contains a dual-core ARM microcontroller and
is equipped with two FPGA-based cameras. The FPGAs in
these cameras are smaller than in the system of the previous
section and so the Flex-SURF+ module’s configuration is just
half as big (4 × 8 DEs). The two cameras are connected to
the dual-core ARM evaluation board via USB. Each FPGA of
the cameras contains a system-on-chip with the Flex-SURF+
module as a part of it. In this way the FPGAs are used to
relieve the ARM platform from the time-consuming task of
feature point detection.

An essential part of an AR system is an optical tracking
component. Optical tracking is usually performed in two
phases [28]. In the initialization phase, objects are detected
and their 3D pose (6 degrees of freedom (DOF)) is cal-
culated. The subsequent tracking phase keeps track of the
objects from frame to frame. Each iteration of the tracking
phase relies on the information from the initialization and
from previous frames and can therefore be implemented
efficiently (i.e., with interactive frame rates). However, the
initialization phase cannot use any knowledge from previous
frames and is considered to be very time-consuming in
general (i.e., no interactive frame rates) [28]. The purpose of
this work is to particularly accelerate the critical initialization
phase as a basis for an efficient embedded real-time tracking
system.

5.1. System Overview. The system consists of few hardware
components which in combination are suited to be used
in mobile devices, especially due to their low power

consumption. An overview of the system’s components is
given in Figure 16.

First, the system captures image data with two cameras.
They are each equipped with a grayscale image sensor
(640×480 pixels), a Xilinx Spartan-3E-1600 FPGA, 64 MB of
SDRAM, and a USB interface. Both camera FPGAs contain a
Flex-SURF+ module and perform the detector stage of the
SURF algorithm for the respective image of the captured
stereo pair. Hence, along with the captured image data,
each FPGA camera module delivers a list of detected feature
points, relieving the ARM CPUs from this task. The Flex-
SURF+ module is configured to contain 32 DEs (4 DE lines
with 8 DEs each) and is clocked at the system bus clock rate of
50 MHz. An overview of the FPGA cameras SoC is depicted
in Figure 17.

The SURF descriptor calculation stage, the subsequent
feature matching and finally the 3D pose calculation stage
are implemented in software, running on a PandaBoard
evaluation platform. Its central component is a Texas
Instruments OMAP4430 SoC, featuring two ARM Cortex-
A9 CPU cores (1 GHz each). Furthermore, we use the
available DDR2-SDRAM (1 GB), the SD card interface, and
two USB interfaces, connecting the FPGA cameras to the
board. For visualization we use a touch screen display with a
resolution of 800× 480 pixels which is directly connected to
the board. As operating system we use Linux, which supports
all involved peripherals.

5.2. Pose Calculation Algorithm. The algorithm starts with
acquiring the image data from the cameras and then calcu-
lates the SURF algorithm. The most time-consuming part of
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Figure 14: ROI-based average time consumption of the object recognition main tasks.
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Figure 15: Average time consumption of the object recognitions main tasks for 320× 240 pixel images at varying database sizes.

the SURF algorithm’s feature detector is done on the FPGA
of the camera, which is determinant calculation for the four
filter stages at the highest image resolution. Subsequently the
main system only needs to do the remaining part of SURF,
which is basically the descriptor step. This is done in parallel
on both ARM CPUs, each for one camera image.

After this, the recognition and pose calculation is done.
The system uses a database of known objects assigned with a
name, some meta data and a list of SURF descriptors, known
to be on the surface of the object. For each descriptor, the
3D position in relation to the object-specific origin is also
stored in this database. This 3D position is required for pose
calculation after the matching step.

The software performs the following steps for each object
stored in the database. In order to utilize the two ARM cores,
the code is parallelized with OpenMP such that each CPU
processes a part of the database.

(a) Matching of the Database Object against the Live Images.
For each descriptor of the database object, the two descrip-
tors of camera frame 1 with the lowest Euclidian distance
are determined. As done in the object recognition system in
Section 4.3, the ratio of the first and second best distance is
used as an indicator for the uniqueness of the best match. For
each unique matching pair, the index of the feature point in
the database and a reference to the feature point in the live
image are stored in a correspondence list, called the db-cam1
list. For camera 2, the same matching procedure is applied,
but instead of comparing to all database features, only the
ones from the results of camera 1 are used. The matching
results of camera 2 are stored in a separate list, the db-cam2
list. The matching in this step is accelerated using an average
nearest-neighbor algorithm based on randomized k-d trees
as described in [29]. This algorithm allows the system to skip
most of the feature comparisons. However, a tree structure
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has to be built before matching can be done, but this is a very
small overhead compared to the time cut down achieved by
faster matching.

(b) Determination of Correspondences. In this step, the two
lists, db-cam1 list and db-cam2 list, are merged. The algo-
rithm searches for entries with identical database indices and
stores them in a new list, the db-cam1-cam2 list.

(c) Reconstruction of 3D Points. For each element in the db-
cam1-cam2 list, the two 2D elements of camera 1 and camera
2 are used to triangulate their respective 3D point in the
world. Together with the 3D point from the database, a db-
world list is created. Each of the pairs in this list is used as
a support point for the final pose calculation. For the pose
calculation, by theory, three such support points (which are

not coliniar) are enough to calculate the pose. But, there
can be outliers in this list. So, just to be sure, only objects
which got four or more support points are processed in the
following step, the others are considered as not present in the
camera image.

(d) Pose Calculation and Elimination of Outliers. As the set
of support points, acquired in the previous step, may include
outliers, the RANSAC algorithm is used as a coarse filter [30].
This algorithm basically tries different subsets (three random
selected support points, in this case) and determines which
of the tried subset’s result would match the whole dataset
best. With the cleaned set of support points the final pose
is calculated with the method of least squares as described
in [31]. The pose of the object in the world is returned as a
3× 4 transformation matrix, which transforms the points in



International Journal of Reconfigurable Computing 13

Spartan-3A evaluation board

(327 feature points)

Spartan-3E evaluation board

(259 feature points)

Virtex-5 evaluation board

(428 feature points)

Graphics board

(426 feature points)

Multimeter

(293 feature points)

DVD

(480 feature points)

Telephone

(240 feature points)

Figure 18: Samples of images used for the database creation. The chessboard defines the 3D pose of the object and at the same time the
origin of the object-related coordinate system. It is required in database creation step to filter and transform the detected 3D features.

the database onto the points in the world as good as possible.
The position of the object and its three rotation parameters
can be extracted from the matrix easily.

5.3. Database Creation. The creation of the database is done
with a tool which is able to record the SURF feature points of
an object together with its 3D coordinates. Just like the live
system, it uses two cameras watching the object. By matching
the SURF feature points between the two camera pictures,
the tool generates a list of corresponding 2D points and
by triangulation calculates the related 3D points in world
coordinates. Since not all of these calculated points belong to
the new database object, they have to be filtered before they
can be saved in the database.

The filtration is done automatically based on the 3D
coordinate of each point. As shown in the example screen-
shots in Figure 18, a chessboard pattern is used for (and only
for) database creation. The enclosing chessboard pattern

defines the exact position of the new object in the world.
Since we know which size the object has, it is possible to
filter the matched feature points automatically by means of
their 3D position in the world. All feature points with 3D
positions outside the bounding cuboid (also called bounding
box) are discarded, and the remaining features are assigned to
the object and saved in the database file. The 3D points have
to be translated into the object-related coordinate system
before storing to the database. Here, the chessboard pattern
is needed again since it defines the origin of the object’s
coordinate system.

Also, it is possible to make an arbitrary number of stereo
picture pairs per object in order to train different views of the
object.

5.4. Experiments and Results. The database for the experi-
ments was created with four image pairs per object, each with
another light exposure direction. This is important, since
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Figure 19: Screenshots of the test parcours: the pose of the estimated objects is drawn as bounding box into the images of the cameras.
Additionally some smaller parts of the objects are marked as well.

the surfaces of our objects are not plain, so they look slightly
different with other light exposure directions. The database
consists of seven objects which are all shown on the example
screenshots from the database creation in Figure 18.

To test the stability of the system, a parcours was created:
a desk was filled with objects (trained and unknown) in
random pose. Then the system was started and the cameras
were moved slowly in random route over the desk. The
route also covered different distances to the objects, so
the objects appear in different sizes on the camera images.
While the cameras were watching the objects, the system
had to recognize the trained objects and calculate their
pose autonomously. The results were recorded and evaluated
afterwards. Example screenshots of the parcours are shown
in Figure 19.

In the evaluation of the results, only objects which are
fully visible were considered. An object is only considered

successfully detected if its pose, position, and rotation in
3D space were determined correctly. The results are checked
visually through the augmented bounding box and the other
displayed elements of the object in the camera image (for
examples see Figure 19). The criterion for a correct pose was
a maximum deviation of 10 pixels for all observable reference
points. So if just one of the reference points deviated more
than 10 pixels, the pose was considered as uncorrect. This
criterion is considered to be sufficient for our envisioned AR
applications.

The results of the evaluation are shown in Figure 20. The
objects were assigned into different categories (big, middle
and small size) according to their current visual appearance
on the camera picture (measured by their covered relative
area, wich is an indicator for the distance to the camera).
In the category big size, the objects covered between 26%
and 50% of the image. In this group, 97% of object poses
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Figure 20: Detection rate of the pose of objects according to their distance (by covered area in image).

were determined correctly. This value means that the pose for
most objects in this experiment is calculated correctly when
the object distance to the camera is small enough. In category
middle size, where objects covered 12% to 25% of the image,
95% were calculated correctly. This category contains objects
which aren’t directly in front of the camera, there is always
space for a second object of same size left in the pictures.
Also here, most of the objects were detected. In category
small size, the correct pose calculation rate drops to 55%, but
this is kind of expected behaviour here because each object
covered only 4% to 11% of the image area. To reach a better
result with the current system in this category, one could
use cameras with higher image resolution, at the expense of
higher hardware costs and longer computation times.

Altogether, there were 378 completely visible instances of
known objects at 216 stereo image pairs. There were only
12 outliers at the pose estimation (correct object, but wrong
pose) on fully visible objects. Most of the errors occurred
at objects positioned close to the image border. And in all
discovered cases, the outliers had a wrong rotation, but the
position of the object center was near the expected one. There
was only one case of false recognition, where a Spartan-3E
board (see Figure 18) was detected at the position of the very
similar Spartan-3A board (in addition to the correct one).

On average, 628 SURF feature points were calculated for
each camera image. The utilization of the camera systems
and the ARM CPU cores is quite the same. Using a pipeline
concept enables the cameras to work in parallel to the main
system on the next frame, so nearly all of the available
processing power is used. The average computing time for
each stereo image pair on the main system with the ARM
CPUs was 1069 ms. Most of this time, around 70%, is spent to
calculate the remaining part of the SURF algorithm. Around
20% is used to transfer data from the cameras to the main
system and only 10% of the time is needed for matching and
pose calculation with all database objects. The SoCs in the
FPGAs of the cameras work in parallel with the ARM CPUs
and need a constant time of 1014 ms per frame, including the
time spent for the data transfer to the main system.

In further work, we plan to implement an additional
tracking phase in our system, for example, by utilizing sparse
optical flow algorithms as suggested in [28]. This way we
expect to reach a performance that allows interactive frame
rates.

6. Conclusion

We presented the Flex-SURF+ hardware module which
supports the feature detection stage of the SURF algorithm.
It is highly customizable and allows a tradeoff between area

and speed, depending on the application requirements. As
application scenarios, we implemented two embedded sys-
tems for object recognition and pose estimation. The first
system performs the task of object recognition in a single
FPGA, with the Flex-SURF+ module directly implemented
in the system-on-chip within the FPGA. The second system is
an embedded augmented reality platform which is equipped
with two FPGA-based cameras. In this system, the Flex-
SURF+ modules relieve the ARM hardware from the time-
consuming task of feature detection. Experimental results
show that robust object recognition and pose estimation can
be efficiently performed on mobile embedded hardware.
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Designing hardware cores for FPGAs can quickly become a complicated task, difficult even for experienced engineers. With the
addition of more sophisticated development tools and maturing high-level language-to-gates techniques, designs can be rapidly
assembled; however, when the design is evaluated on the FPGA, the performance may not be what was expected. Therefore, an
engineer may need to augment the design to include performance monitors to better understand the bottlenecks in the system
or to aid in the debugging of the design. Unfortunately, identifying what to monitor and adding the infrastructure to retrieve
the monitored data can be a challenging and time-consuming task. Our work alleviates this effort. We present the Hardware
Performance Monitoring Infrastructure (HwPMI), which includes a collection of software tools and hardware cores that can be
used to profile the current design, recommend and insert performance monitors directly into the HDL or netlist, and retrieve
the monitored data with minimal invasiveness to the design. Three applications are used to demonstrate and evaluate HwPMI’s
capabilities. The results are highly encouraging as the infrastructure adds numerous capabilities while requiring minimal effort by
the designer and low resource overhead to the existing design.

1. Introduction

As hardware designers develop custom cores and assemble
Systems-on-Chip (SoCs) targeting FPGAs, the challenge of
the design meeting timing, fitting within the resource
constraints, and balancing bandwidth and latency can lead
to significant increases in development time. When a design
does not meet a specific performance requirement, the
designer typically must go back and manually add more cus-
tom logic to monitor the behavior of several components in
the design. While this performance information can be used
to better understand the inner workings of the system, as well
as the interfaces between the subcomponents of the system,
identifying and inserting infrastructure can quickly become
a daunting task. Furthermore, the addition of the monitors
may change the original behavior of the system, potentially
obfuscating the identified performance bottleneck or design
bug.

In this work, we focus on an extensible set of tools and
hardware cores to enable a hardware designer to insert a

minimally invasive performance monitoring infrastructure
into an existing design, with little effort. The monitors
are used in an introspective capacity, providing feedback
about the design’s performance under real workloads, while
running on real devices. This paper presents our Hardware
Performance Monitoring Infrastructure (HwPMI), which is
designed to ease the identification, insertion, and retrieval of
performance monitors and their associated data in developed
systems.

The motivation for the creation and evaluation of this
infrastructure stems from the inherent need to insert mon-
itors into existing designs and to retrieve the data with
minimal invasiveness to the system. Over the last several
years we have been assembling a repository of performance
monitors as new designs are built and tested. To increase
a designer’s productivity, we have put together a suite
of software tools aimed at profiling existing designs and
recommending and/or inserting performance monitors and
the necessary hardware and software infrastructure. This
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work also leverages existing open-source work by including
Torc (Tools for Open Reconfigurable Computing) to provide
an efficient backend for reading, writing, and manipulating
designs in EDIF format [1].

Included in HwPMI are the specific monitors, such as
timers, state-machine trackers, component utilization, and
so forth, along with a sophisticated monitoring network to
retrieve each monitor’s data all while requiring little user
intervention. To evaluate HwPMI, three use cases show how
existing designs can utilize HwPMI to quickly integrate and
retrieve monitoring data on running systems. Moreover,
HwPMI is flexible enough to support both high performance
reconfigurable computing (HPRC), running on the Spirit
cluster as part of the Reconfigurable Computing Cluster
(RCC) [2] project at the University of North Carolina at
Charlotte, and embedded reconfigurable systems running
on a single board with limited compute resources. Several
interesting results are discussed which support the impor-
tance of such a monitoring infrastructure. Finally, the tools
and hardware cores presented here are being prepared
for an open-source release in the hope of increasing and
diversifying the types of monitors and the systems that will
be able to utilize HwPMI.

The remainder of this paper is organized into the follow-
ing sections: in Section 2 the background and related works
are discussed. Section 3 details HwPMI’s design and imple-
mentation, while the results and experiences of integrating
the system into three applications are discussed in Section 4.
Finally, in Section 5 the conclusion and future work are
presented.

2. Background and Related Work

As FPGA resources increase in number and diversity with
each device generation, researchers are exploring archi-
tectures to outperform previous implementations and to
investigate new designs that were previously limited by the
technology. Unfortunately, a designer trying to exploit the
inherent parallelism of FPGAs is often faced with the non-
trivial task of identifying system bottlenecks, performance
drains, and design bugs in the system. The result is often the
inclusion of custom hardware cores tasked with monitoring
key locations in the system, such as interfaces to the network,
memory, finite-state machines, and other resources such as
FIFOs or custom pipelines.

This is especially true in the rapidly growing field of High
Performance Reconfigurable Computing (HPRC). There are
several research projects underway that investigate the use of
multiple FPGAs in a high-performance computing context:
RAMP, Maxwell, Axel, and Novo-G [3–6]. These projects
and others, like the RCC Spirit cluster, seek to use many
networked FPGAs to exploit the FPGA’s potential on-chip
parallelism, in order to solve complex problems faster than
before.

2.1. Productivity and Monitoring Tools. Tools of some form
are needed to help the designer manage the complexities
associated with hardware design, such as timing require-
ments, resource limitations, routing, and so forth. FPGA

vendors provide many tools beyond synthesis and imple-
mentation that reduce development time, including com-
ponent generators [7] that build mildly complex hardware
cores, that is, single-precision floating point units and FIFOs.
System generator tools like the Xilinx Base System Builder
(BSB) Wizard [8] and the Altera System-on-Programmable-
Chip (SoPC) Builder [9] help the designer construct a cus-
tomizable base system with processors, memory interfaces,
buses, and even some peripherals like UARTs and interrupt
controllers. There are even tools that can help a designer
debug running hardware in the same manner as with logic
analyzers in a microelectronics lab [10, 11]. However, these
virtual logic analyzers do not provide runtime feedback
on the system’s performance, and furthermore require
specialized external equipment. In the case of ChipScope,
each FPGA must be connected to a computer through JTAG.
This limits its use in large scale designs, where debugging
hundreds to thousands of FPGAs is a daunting task. While
JTAG can support multiple devices in a single chain, there
is additional latency as the number of devices in the chain
increases. Of course, if JTAG were the only option, HwPMI
could be inserted into the JTAG chain; at this time no such
integration has been performed.

There are also several projects investigating ways to mon-
itor FPGA systems. The Owl system monitoring framework
presented in [12] uses hardware monitors in the FPGA fabric
to snoop system transactions on memory, cache, buses, and
so forth. This is done to avoid the performance penalty and
intrusiveness of software-based monitoring schemes. Along
similar lines [13] presents a performance analysis framework
for FPGA-based systems that automates application-specific
run-time measurements to provide a more complete view of
the application core’s performance to the designer. Source
level (HDL) instrumentation is used to parse code and insert
logic to extract desired data at runtime. The University of
Florida proposed CARMA [14] as a framework to integrate
hardware monitoring probes in designs at both the hardware
and software layer. TimeTrial [15, 16] explores performance
monitoring for streaming applications at the block level,
which keeps it language agnostic and suitable for dealing with
different platforms and clocks. FPGAs have also been used to
emulate and speed up netlist level fault injection and fault
monitoring frameworks to build resilient SoCs [17].

2.2. Tools for Open Reconfigurable Computing. Torc (Tools
for Open Reconfigurable Computing) is a C++ open-source
framework designed to simplify custom tool development
and enable new research [18]. Torc’s capabilities are built
upon industry standard file formats, including EDIF and
XDL, and come with support for a broad range of Xilinx
devices. Research into reconfiguration or CAD tools with
Torc can be validated in hardware or compared to main-
stream tool performance. Developing and debugging these
capabilities from scratch would take a significant amount of
effort, but Torc provides them for free. Furthermore, the user
can pick and choose the parts of Torc that are of interest
to them, and ignore the rest. In fact, Torc was developed
for precisely the kinds of research purposes that HwPMI is
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aimed at addressing—situations in which the mainstream
tools could not provide the required functionality.

Torc consists of four core Application Programming
Interfaces (APIs) and a collection of CAD tools built upon
them. The APIs are the Generic Netlist API, the Physical
Netlist API, the Device Architecture API, and the Bitstream
Frames API. The main CAD tools are the router and placer.
For HwPMI, the appeal of Torc’s generic netlist is that it
allows us to insert performance monitors without having to
modify the design’s HDL source. The Generic Netlist API
supports netlists that are not mapped to physical hardware
and provides full EDIF 2.0.0 reading, writing, and editing
capability. The internal object model is flexible enough to
support other netlist formats, if parsers and exporters are
provided. Because the Generic Netlist API supports generic
EDIF, it is usable for Xilinx FPGAs, non-Xilinx FPGAs,
ASICs, or even circuit boards.

Early versions of HwPMI interacted with VHDL source
to identify and insert performance monitors and the neces-
sary infrastructure into existing designs. Torc is being added
to expand beyond VHDL and to ensure that the original
source remains unmodified after it has been profiled and
evaluated—only the resulting synthesized netlists are mod-
ified. Another reason for migrating to Torc is its efficiency
and scalability: a plot of EDIF read and write performance
is provided in Figure 1. Using Torc to interact with EDIF has
been shown to be far more efficient than using VHDL parsing
and insertion tools.

Another well-established CAD tool for reconfigurable
computing is VPR [19, 20], a place-and-route tool that
remains widely used more than a decade after its incep-
tion, and now forms the base of the broader VTR [21].
However, VPR has traditionally not supported EDIF, XDL,
or actual device architectures. Some of those pieces—EDIF
in particular—are available from Brigham Young University
(BYU), albeit in Java rather than C++. More recently, BYU
developed an open-source Java tool named RapidSmith that
fully supports XDL and Xilinx device databases [22].

3. Design

The performance monitoring infrastructure assembled as
part of this work builds upon our previous research in
the area of resilient high-performance reconfigurable com-
puting. In [23] a System Monitoring Infrastructure was
developed and a proof-of-concept was presented to address
the question: “how do we know when a node has failed?”
In [24] the System Monitor functionality was significantly
improved, adding a Context Interface (CIF) along with
dedicated hardware cores for checkpoint/restart capability of
both the processor and hardware core’s state. In addition,
a framework for performance monitoring was presented in
[25], which this work extends to provide a designer with the
capability of inserting specific performance monitors into an
existing hardware design. Specifically, this article extends our
previous works with a more thorough design and evaluation
of HwPMI and further discusses how Torc is incorporated
for efficient netlist manipulations.

Unlike conventional approaches where a designer must
manually create and insert monitors into their design,
including the mechanisms to extract the monitored results,
this work analyzes existing designs and generates the nec-
essary infrastructure automatically. The result is a large
repository of predesigned monitors, interfaces, and tools
to aid the designer in rapidly integrating the monitoring
infrastructure into existing designs. This work also provides
the designer with the necessary software infrastructure to
retrieve the performance data at user defined intervals during
the execution of the system.

3.1. Hardware Performance Monitor Infrastructure. The
HwPMI tool flow, which will be discussed within this
section, consists of several stages, as depicted in Figure 2. In
addition to the tools, the monitoring infrastructure consists
of several hardware cores that, for the high-performance
reconfigurable computing (HPRC) system, spans a variety
of elements both in the system and across the cluster. The
infrastructure to support the HPRC monitoring system is
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Figure 3: Block diagram of Spirit cluster’s HwPMI.

comprised of three types of nodes and two networks, as
illustrated in Figure 3. Node types include a server node, a
head node, and many worker nodes. With the exception of
the server, all nodes are Xilinx ML410 development boards
with Virtex4 FX60 devices. 64 FPGAs are connected via six
direct-connect links to configure the Spirit cluster’s primary
network as a custom high-speed 3-dimensional torus [26].
Two more links on the custom network board are used to
form the sideband network, which is used by the HwPMI
to send and receive performance monitoring commands and
data. More details regarding the networks are presented in
[24].

Each worker node is running an application-specific SoC
which includes the HwPMI hardware cores. These cores can

be seen in Figure 4 as the System Monitor Hub, HwPMI
Interfaces, Context Interface, Performance Monitor Hub,
and Performance Monitor Cores. The System Monitor Hub
acts as an intermediary to decode incoming requests for
performance data. Each hardware core connects to the Sys-
tem Monitor Hub via a software-generated Context Interface
(CIF). The CIF connects to the Performance Monitor Hub
which in turn aggregates all of the performance monitor core
data within the hardware core.

Initial HwPMI development was targeted to support
high-performance reconfigurable computing systems, such
as Spirit. However, the tools and techniques are also easily
adapted to support more traditional embedded system devel-
opment with FPGAs. In fact, the sideband network can be
replaced with a bus interface to give an embedded system
access to its own performance monitoring data. While this
introspective monitoring does add to the runtime overhead
of the system, designers can now specify the interface
mechanism to HwPMI. PowerPC 405, PowerPC 440, and
MicroBlaze systems are supported through interfaces with
the Processor Local Bus. An embedded system example is
shown in Figure 5, where a separate SoC provides indepen-
dent monitoring of hardware cores. In this case, resources are
required for the extra soft-processor, buses, and peripheral
IP cores, in addition to the monitoring infrastructure.
The benefit of this approach is that no modifications are
necessary in the original Device Under Test (DUT)—no
changes to the software running on the DUT’s processor—
so the performance overhead is minimized.

3.2. Static HDL Profiling. The process of identifying per-
formance monitors to be inserted into an existing design
begins with Static HDL Profiling, shown in Figure 2. To start,
HwPMI parses the existing hardware design’s HDL files in
order to collect information pertaining to the construction
of the system. This includes not only the design’s modular
hierarchy, but also the specific interfaces between compo-
nents. For example, a hardware core may consist of several
FIFOs, BRAMs, and finite-state machines, as well as a slave
interface to the system bus. The Static HDL Profiler identifies
these components and interfaces in order to assemble a
list of recommended performance monitors to be inserted.
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Static HDL profiling is similar in principle to software
profiling (i.e., gprof) in that all of the critical information
is collected in advance, and the system runtime performance
information is captured during execution.

The Static HDL Profiler is comprised of three software
tools written in Python, to more autonomously profile

the original design. Presently, HwPMI supports the Xilinx
Synthesis Tool (XST) and designs written in VHDL; however,
work is underway to extend beyond XST and VHDL through
the use of Torc. The first tool, HwPMI Core Parser, provides
parsing capabilities for VHDL files. The designer invokes
the parser on the specific design through the command
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Collatz core 0 wrapper:
Interfaces:

(1) plb slave
Components:

(1) plb slave attachment
(2) user logic
(3) collatz kernel

Registers (collatz kernel):
64-bit register for signal <n>
32-bit register for signal <steps i>

FSMs:
<FSM0> for signal<fsm cs >

Signals:
(1) PLB IPIC Signals

Figure 6: Sample output of HwPMI System Analyzer tool on the
Collatz Design, identifying the components, registers, statements,
and interfaces to the core.

line and can specify a specific VHDL source to evaluate.
The parser identifies the entity’s structure in terms of ports,
signals, finite-state machines, and instantiated components.
The parser works by analyzing the VHDL source file and uses
pattern matching to decompose the component into its basic
blocks. The parser is only responsible for the identification
of the VHDL component’s structure. The results are then
passed into a Python Pickle for rapid integration with the
remaining tools.

Next, the HwPMI System Analyzer tool iteratively parses
the design to identify the different interfaces, such as bus
slaves, bus masters, direct memory access, and Xilinx LocalL-
ink. This is done at a higher level than the HwPMI Core
Parser which more specifically analyzes individual IP Cores.
Figure 6 shows the output of the HwPMI System Analyzer for
one of the systems evaluated in this work, the Collatz Design.
More commonly a designer would use the System Analyzer
because it can support iterating through an entire design,
once given a list of all of the source files. On the command
line the designer invokes the tool with a project file that lists
all of the VHDL source file locations. The user also specifies
the top-level entity for the design.

To support Xilinx Platform Studio (XPS) IP core devel-
opment, the HwPMI Parse PCORE tool is used to parse
Xilinx PCORE directory files: The Microprocessor Descrip-
tion (MPD), Peripheral Analysis Order (PAO), and Black
Box Description (BBD) files, along with any Xilinx CoreGen
(XCO) project files. This enables a designer to migrate
profiled cores to other XPS systems with minimal effort.
Furthermore, monitors can be written based on the Xilinx
CoreGen project files to provide monitoring of components
such as generated FIFOs, memory controllers, or floating
point units, if so desired.

3.3. Component Synthesis. The next stage is Component
Synthesis where the original hardware design is synthesized
prior to any insertion of performance monitors. The purpose
of synthesizing the design at this point is to retrieve

Recommended Performance Monitors:
Top-Level Entity: collatz core
collatz core:

plb46 slave single i
NONE

user logic
Utilization Monitor
Interrupt Timer Monitor
PLB SLV IPIF Monitor

collatz kernel
Finite State Machine Profiler

Figure 7: Sample output of performance monitor recommendation
tool.

additional design details from the synthesis reports including
subcomponents, resource utilization, timing requirements,
and behavior. This leverages the synthesis tool output to
supplement the Static HDL Profiling stage by more readily
identifying finite state machines and flip-flops in the design.
All of the configuration information and synthesis results
are available for performance monitor recommendation/
insertion.

Three tools have been developed to specifically support
the designer in the Component Synthesis stage. These tools
automatically synthesize, parse, and aggregate the individual
component utilization, resource utilization, and timing
information data for the designer. The first tool is the
Iterative Component Synthesis tool which runs the synthesis
scripts for each of the components in the design. The
second tool is the Parse Component Synthesis Reports
tool: it runs after all of the system components have been
synthesized, and collects a wealth of information about
each component from the associated synthesis report file
(SRP). This information includes the registers, FIFOs, Block
RAMs, and finite-state machines (FSM), in addition to all
subcomponents. The third tool is the Aggregate System
Synthesis Data tool which is used to aggregate all of the
data collected as part of the Parse Component Synthesis
Reports tool. These tools collectively identify the system’s
interconnects, processors, memory controllers, and network
interfaces, in addition to the designer’s custom compute
cores.

3.4. Insertion of Performance Monitors. At this point the
design has been analyzed in order to recommend specific per-
formance monitors for insertion. The designer can choose
to accept any number of these recommendations, from a
report like that shown in Figure 7 The monitors are stored
in a central repository which can be augmented by the
designer if a specific monitoring capability is not available.
The monitors all are encapsulated by a Performance Monitor
Interface, shown in Figure 8, which connects the monitor
to the Performance Monitor Hub and includes a finite-state
machine to retrieve the specific performance monitor data
and forward it to the hub. To aid in the insertion of HwPMI
into existing hardware designs, a software tool has been
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developed, the HwPMI System Insertion tool. The purpose
of this tool is to insert the System Monitor Hub and Sideband
Network Interface cores into the top-level design. The tool
inserts the monitors directly into the VHDL source, prior to
synthesis, MAP, and PAR.

It is important to emphasize that the HwPMI flow does
not intelligently insert a subset of monitors when the avail-
able resources are depleted. Future work is looking into ways
to weight monitors such that HwPMI can insert more impor-
tant monitors; however, presently HwPMI recommends the
available monitors that can be inserted into the design and
it is up to the designer to choose the subset that will provide
the best feedback versus resource availability trade-off.

When a performance monitor is created there is a set
of criteria that must also be included to allow the recom-
mendation to take place. For example, there is a PLB Slave
Interface performance monitor which specifically monitors
reads and writes to the hardware core’s slave registers. All
signals are identified during profiling, but until these signals
are matched against a list of predetermined signals, there
is no specific way to identify when those signals are being
written to. Another example considers finite-state machines:
once an FSM has been identified by the system, it is trivial for
the respective performance monitor to be recommended for
insertion. The actual insertion of the performance monitors
is done at the HDL level. Each performance monitor’s entity
description and instance are automatically generated and
inserted in the HDL.

3.5. Torc Netlist Modifications. The initial development of
HwPMI focused on parsing designs written in VHDL and
inserting monitors directly into the VHDL source. The
advantage of this approach is the portability of the monitored
design. However, by leveraging tools such as Torc, the

.c.edf

.edf .edf

Xilinx
synthesis,
map, PAR

BitgenFrom
the

existing
HwPMI

HwPMI

flow

System
database

database
Monitors

synthesis

Monitor

monitor HwPMI
monitor

netlists

Design 
netlists

insertion
(Torc)

Monitored
netlists

Perf. monitor
collection source

Figure 9: Insertion of Torc into Hardware Performance Monitoring
Infrastructure’s Tool Flow.

insertion can be performed at the netlist level. The HwPMI
tool flow has now been augmented to support inserting
the monitoring infrastructure into either the VHDL source
or into synthesized netlists, based on a user parameter.
Continued work is underway to perform the netlist profiling
with Torc instead of relying on the HDL parsing tools.
Specifically, Torc inserts the monitors into the EDIF design.
Figure 9 illustrates how Torc is currently used in the HwPMI
flow to avoid modifying the VHDL source. The HwPMI flow
remains identical throughout the initial stages, but once the
monitors have been selected for insertion, Torc is used to
merge them into the synthesized netlists. Torc provides a fast
and efficient mechanism to generate modified design netlists
with the monitoring infrastructure inserted.

3.6. Retrieval of Monitored Data. Once the design is running,
it is necessary to retrieve the performance monitoring data
with minimal invasion to the system. This is accomplished
through the use of the sideband network in the HPRC system
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or the HwPMI SoC in an embedded system. The head node
issues requests to retrieve data from a node, core, or a specific
hardware monitor anytime the application is running. To
aid in the retrieval, the Performance Monitor Collection
tool assembles the entire system’s performance monitoring
data structure for the head node to use for runtime data
collection. This data is stored in a C struct that is generated
for the specific design. Also available are subroutines for the
head node to automatically collect and report each monitor’s
data back to the designer. Presently, the data that is retrieved
must be manually evaluated by the designer to make design
modifications, if deemed necessary. In HPRC systems this
monitoring data can be fed into SDAflow, a tool developed in
[27] to reallocate the resource utilization along with memory
and network interfaces.

4. Results

Three applications are used to demonstrate our HwPMI
tool flow: single precision matrix-matrix multiplication, a
hardware implementation of the Smith/Waterman FLOCAL
ALIGN(), and a hardware implementation of the Collatz
Conjecture core. This section will highlight different use
cases of HwPMI in these applications.

4.1. Matrix-Matrix Multiplication. Matrix-Matrix Multipli-
cation (MMM) is a basic algebraic operation where two
matrices, A and B, are multiplied together to form the
resultant matrix C. This operation is highly parallel but
is very demanding upon the memory hierarchy. During
Static HDL Profiling the MMM hardware core successfully
identified the following subcomponents: plb slave ipif,
user logic, mac array, thirty-two mac units, and
eighteen 32-bit × 512 deep FIFOs. From these components
the static HDL parser correctly identified 25 software-
addressable registers that were connected via the PLB’s

IPIF by tracing from the PLB’s address and data signals to
the core’s registers set and accessed by these signals. These
registers are used partly for control and also for data inputs
and outputs which can be monitored via HwPMI to provide
processor and hardware accelerator interface efficiency.

Three sets of performance monitors were selected and
inserted into the MMM core: Firstly, for the PLB slave
IPIF, to monitor the efficiency of the transfers from the
processor. Secondly, for the eighteen FIFOs to monitor
capacity and determine if more buffer resources should
be allocated in the future to improve performance. And
thirdly, for the utilization of the core itself, to monitor
performance and determine how much time the core spends
on actual computation versus I/O. The results indicate the
largest bottleneck in the current design is the PLB slave IPIF.
The processor spends over 98% of the total execution time
transferring the matrix data and results into and out of the
MMM hardware core. Furthermore, the results for the FIFOs
showed very low overall utilization, which indicates that the
FIFO depth can be reduced.

4.2. Smith/Waterman. The second design evaluated with
HwPMI is a hardware-accelerated implementation of the
Smith/Waterman algorithm, commonly used in protein and
nucleotide sequence alignments [28]. The particular imple-
mentation on the FPGA was developed as a proof of
concept [29] for accelerating the FLOCAL ALIGN() function
of the SSEARCH program—an implementation of the
Smith/Waterman algorithm from the FASTA35 code package
[30].

From the Static HDL Profiling and Component Syn-
thesis stages, six performance monitors were identified for
inclusion into the Smith/Waterman hardware core. Figure 10
shows a high-level block diagram of the performance
monitors in their locations relative to the Smith/Waterman
hardware core.
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Table 1: Performance monitor results for PLB SLV IPIF.

Register Original Modified

name # Reads # Writes # Reads # Writes

Control reg 0 186 0 186

Core status 29540 0 29540 0

aa1 0 2095745 0 2095745

n1 0 2095838 0 93

n0 0 2095838 0 93

GG 0 2095838 0 93

HH 0 2095838 0 93

f str waa s 0 2095838 0 93

score 186 0 186 0

ssj 0 2095838 0 93

Counter idle 186 0 186 0

Counter work 186 0 186 0

ssearch->aa1 = ∗aa1p;
if (only once == 0) {

ssearch->n1 = n1;
ssearch->n0 = n0;
ssearch->GG = GG;
ssearch->HH = HH;
ssearch->f str waa s = PWA BASE;
ssearch->ssj = SS BASE;
/∗ ADDED MISSING GUARD HERE:∗/
only once = 1;

}

Figure 11: Modification made to original dropgsw2.c.

The first performance monitor identifies the number of
writes to the software-addressable registers in the Smith/
Waterman hardware core via the PLB Slave interface (PLB
SLV IPIF), the results of which are listed in Table 1. In
addition to the register name, number of reads and number
of writes, Table 1 also presents these reads and writes when
run in Original and Modified modes. The performance
monitoring data indicated that several software registers
were being written to unnecessarily, and the modified
version of the application eliminates these extra writes. This
demonstrates the benefit of HwPMI for debugging: the
results quickly revealed that the software application was
missing a guard, as shown in Figure 11.

Also identified by HwPMI were additional performance
monitors to evaluate the PLB Master interface (PLB MST
IPIF), which identified that only off-chip memory trans-
actions were performed by the core. Moreoever, the off-
chip memory transactions were 118,144 read-only requests,
which is a significant number of transfers and warrants the
evaluation of a DMA interface. The designer could also adapt
the core to leverage an alternative interface, such as the
Native Port Interface (NPI), to reduce memory access latency,
increase bandwidth, and reduce the PLB contention.
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An FSM profiler performance monitor was added that
provides feedback in the form of a histogram, to identify the
percentage of time each FSM state is active. Figure 12
presents the breakdown of the time in each state. This
shows that BUILD is the longest running state, accounting
for 27.67% of the execution time. The next four states,
BUILD SCORE, READ SSJ, BUILD SWITCH, POP PWAA,
each occupies ∼13.8%. Thirteen of the remaining states
account for less than 1% each, and have been group together
in the OTHERS category. Overall, this profiling data should
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depths.

more quickly focus the designer’s attention on the BUILD
state, to determine if there is a more efficient way to
implement this state.

Another useful feature of HwPMI is its ability to evaluate
designs with different resource utilizations. Designers often
find themselves adding buffers or FIFOs into designs without
knowing a priori how large they should be. In these
cases, HwPMI can collect run-time data as a designer
modifies the FIFO depth. Sometimes these modifications can
reveal interesting design tradeoffs, such as those shown in
Figure 13, where a design utilizing smaller parallel buffers
runs more efficiently than one using fewer larger buffers. In
order to collect this data, a designer simply modifies the FIFO
depth, and HwPMI collects the information at user defined
intervals.

4.3. Collatz Conjecture. The third application used in our
HwPMI evaluation is Collatz. The Collatz Conjecture states
that given a natural number, it is possible reduce that number
to one, by either dividing by two when even, or multiplying
by three and adding one when odd [31]. For even numbers
the resulting calculation reduces the size in half; however, for
odd numbers the new number produced is greater than the
original number. Thus, it is not obvious that it will converge
to one. For example, given a small number such as n = 3,
seven iterations are required to reduce n to one.

The performance monitor data is collected with the
assistance of HwPMI. In addition to the utilization and
interface performance monitors, an additional monitor was
added that yielded a highly beneficial result. This is an
example of supplemental data collection. When a designer
needs to collect additional information, HwPMI offers the
ability to add custom monitors without the need to augment
how the system will retrieve the data. This can be especially
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Figure 14: Collatz core’s histogram of steps.

useful for quick one-off data that might only be useful for
a short period of time. Rather than manually adding the
infrastructure to the original core, only to remove it later—or
retain it and waste resources—HwPMI can collect the data
quickly and efficiently. Figure 14 shows a histogram of the
number of steps taken for each input number to be reduced
to one.

Another interesting monitor is the processor interrupt
monitor. For latency sensitive applications with processor-
to-hardware core communication, an interrupt is often
used. However, configuring the interrupt or optimizing the
interrupt service routines is critical. In the case of Collatz the
time for the processor to respond to a single interrupt was
measured as ≈11.12 µs.

4.4. Resource Utilization. Finally, we present the resource
utilization of HwPMI. Our goal is to be minimally invasive
both in terms of processing overhead and resource utilization
overhead. Listed in Table 2 are some of the performance
monitor cores that have been used in the three applications.
This includes varying sizes of the monitors to show the
overall scalability. While the individual monitor’s utilization
is heavily dependent on the function of the monitor, we
show that with very low overhead HwPMI can be added
to a design. Especially when compared to a design that
requires the addition of a bus interface to a hardware core for
performance data retrieval, HwPMI offers an attractive alter-
native. Furthermore, the overhead of the hardware monitor
interface, which is 34 Slice FFs and 74 4-input LUTs on the
V4FX60 FPGA, makes the standard monitor infrastructure
of HwPMI very appealing compared to custom monitoring
cores.

5. Conclusion

The Hardware Performance Monitoring Infrastructure
(HwPMI) presented in this work expedites the insertion of
a minimally invasive performance monitoring networks into
existing hardware designs. The goal is to increase designer
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Table 2: Example of HwMPI’s resource utilization on V4FX60.

Component Configuration FFs (%) LUTs (%)

Performance monitor hub 1 port 14 (0.03%) 70 (0.14%)

Performance monitor hub 2 ports 17 (0.03%) 78 (0.15%)

Performance monitor hub 4 ports 21 (0.04%) 153 (0.30%)

Performance monitor hub 8 ports 21 (0.04%) 250 (0.49%)

Performance monitor hub 16 ports 23 (0.05%) 419 (0.83%)

Timer monitor 1 32-bit timer 37 (0.07%) 96 (0.19%)

Match counter monitor 1 64-bit counter 67 (0.13%) 109 (0.22%)

Match counter monitor 2 64-bit counters 132 (0.26%) 207 (0.41%)

Match counter monitor 16 64-bit counters 1034 (2.05%) 1593 (3.15%)

FIFO monitor 1 32-bit FIFO 402 (0.80%) 594 (1.17%)

Histogram monitor 512 Bins 20 (0.04%) 3207 (6.34%)

Finite state machine monitor 12 states 775 (1.53%) 1266 (2.50%)

Finite state machine monitor 64 states 4116 (8.14%) 6332 (12.52%)

System monitor hub 1 port (1 Hw Core) 212 (0.42%) 513 (1.01%)

System monitor hub 2 ports (2 Hw Cores) 213 (0.42%) 565 (1.12%)

System monitor hub 4 ports (4 Hw Cores) 216 (0.43%) 691 (1.37%)

System monitor hub 8 ports (8 Hw Cores) 224 (0.44%) 911 (1.80%)

System monitor hub 16 port (16 Hw Cores) 230 (0.45%) 1369 (2.71%)

productivity by analyzing the existing design and automat-
ically inserting monitors with the necessary infrastructure
to retrieve the monitored data from the system. As a result
of HwPMI the designer can focus on the development of
the hardware core rather than trying to include front-end
application support to monitor performance. Toward this
goal, a collection of hardware cores have been assembled,
and a series of software tools have been written to parse
the existing design and recommend and/or insert hardware
monitors directly into the source HDL.

HwPMI also integrates with an existing sideband net-
work to retrieve the performance monitor results in High
Performance Reconfigurable Computing without requiring
modifications to the original application. Embedded systems
can leverage HwPMI through a dedicated System-on-Chip
controller which reduces run-time overhead on existing
processors in the system. This work demonstrated HwPMI’s
capabilities across three applications, highlighting several
unique features of the infrastructure.

This work also leverages Torc to provide netlist manipu-
lations quickly and efficiently, in place of the original HDL
modifications [25] which were limited to VHDL and were
less efficient. Future work will integrate Torc more fully into
the tool flow, replacing the static HDL analysis in favor
of netlist analysis. In addition, HwPMI is being prepared
for an open-source release which includes the tool flow
and hardware IP core repository of both the monitoring
infrastructure and performance monitor cores.
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Elliptic curve cryptography (ECC) has become a popular public key cryptography standard. The security of ECC is due to
the difficulty of solving the elliptic curve discrete logarithm problem (ECDLP). In this paper, we demonstrate a successful
attack on ECC over prime field using the Pollard rho algorithm implemented on a hardware-software cointegrated platform.
We propose a high-performance architecture for multiplication over prime field using specialized DSP blocks in the FPGA. We
characterize this architecture by exploring the design space to determine the optimal integer basis for polynomial representation
and we demonstrate an efficient mapping of this design to multiple standard prime field elliptic curves. We use the resulting
modular multiplier to demonstrate low-latency multiplications for curves secp112r1 and P-192. We apply our modular multiplier
to implement a complete attack on secp112r1 using a Nallatech FSB-Compute platform with Virtex-5 FPGA. The measured
performance of the resulting design is 114 cycles per Pollard rho step at 100 MHz, which gives 878 K iterations per second per
ECC core. We extend this design to a multicore ECDLP implementation that achieves 14.05 M iterations per second with 16
parallel point addition cores.

1. Introduction

Elliptic curve cryptosystems (ECC), independently intro-
duced by Miller [1] and Koblitz [2], have now found signif-
icant place in the academic literature, practical applications,
and security standards. Their popularity is mainly because
their shorter key sizes offer high levels of security relative to
other public key cryptosystems, such as RSA. The security
of ECC relies on the difficulty of elliptic curve discrete
logarithmic problem (ECDLP) [3]. By definition, ECDLP is
to find an integer n for two points P and Q on an elliptic
curve E defined over a finite field Fq such that

Q = [n]P. (1)

Here, [n] denotes the scalar multiplication with n.
The Pollard rho method [4] is the strongest known attack

against ECC today. This method solves ECDLP by generating
points on the curve iteratively using a pseudorandom
iteration function f : 〈S〉 → 〈S〉 such that Xi+1 = f (Xi).

Since the elliptic curve is defined over a finite field, 〈S〉
is finite and the walk will eventually encounter the same
point twice resulting in a collision. When a collision occurs,
the ECDLP is solved (for well-chosen form of Xc; see
Section 3). Several optimizations to the Pollard rho method
have been proposed to allow independent parallel walks [5],
better iteration functions [6, 7], and more efficient collision
detection [8].

There have been several different approaches to imple-
ment Pollard rho algorithm on software and hardware
platforms. Most of the solutions are implemented on
software platforms using general purpose workstations, such
as clusters of PlayStation3 [9], Cell CPUs [10], and GPUs
[11, 12]. These software approaches are inherently limited by
the sequential nature of software on the target platform.

Programmable hardware platforms are an attractive
alternative to the above because they efficiently support
parallelization. However, most of the FPGA-based solutions
that have been proposed do not deal well with the control
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complexity of ECDLP. Instead, they focus on the efficient
implementation of datapath operations and ignore the
system integration aspect of the solution.

There has been little work in the area of supporting or
accelerating a full Pollard rho algorithm on a hardware-
software platform. Our solution, therefore, goes one step
further as we demonstrate the parallelized Pollard rho
algorithm on FPGA along with its integration to a software
driver. We start from a reference software implementation,
and demonstrate an efficient, parallel implementation of the
prime field arithmetic for primes of the form (2n − m)/k.
We also present a novel high-performance architecture for
modular multiplication that can be applied to a variety of
standard prime field elliptic curves specified by the National
Institute of Standards and Technology (NIST) [13] and
Standards for Efficient Cryptography Group (SECG) [14].

Most existing ECDLP solutions for hardware platforms
target curves over binary fields because the arithmetic is
more hardware friendly. However, our work shows that
implementation of prime field arithmetic on hardware can
be as feasible as binary field arithmetic.

We use a computing platform by Nallatech, which
consists of a quad-core Xeon core (E7310, 1.6 GHz) with a
tightly coupled Virtex-5 (xq5vsx240t) FPGA. The hardware
runs at 100MHz and uses 5229 slices per ECC core.

2. Related Work

The software solution proposed by Bernstein on Cell CPUs
is the fastest existing software solution to the ECDLP
for secp112r1 curve [15]. It uses the negation map and
noninteger polynomial-basis arithmetic to report speedup
over a similar solution by Bos et al. [9]. Both of these
software solutions use prime field arithmetic in an affine
coordinate system, and they exploit the SIMD architecture
and rich instruction set of the Cell CPU. Another software
solution by Bos [10] describes the implementation of parallel
Pollard rho algorithm on synergistic processor units of cell
broadband engine architecture to approach the ECC2K-130
Certicom challenge. High-performance ECDLP solutions for
GPUs platforms have also been proposed in [12].

Fan et al. propose the use of a normal-basis, binary field
multiplication to implement a high-speed attack on ECC2K-
130 [16] using Spartan-3 FPGAs. Fan’s solution outperforms
attacks on the same curve using GPUs [12] and Cell CPUs
[10], demonstrating the suitability of FPGA platforms for
solving large ECDLPs in binary fields. Another binary field
solution, for the COPACOBANA [17] FPGA cluster, targets
a 160-bit curve [18]. Güneysu et al. propose an architecture
to solve ECDLP over prime fields using FPGAs and analyze
its estimated performance for different ECC curves ranging
from 64-to 160-bit fields [19].

Among hardware-based solutions, Meurice de Dormale
et al. propose an FPGA solution to attack the ECC Certi-
com challenge for GF(2113) [20]. Though it discusses the
hardware-software integration aspect of the solution, the
authors did not confirm if their system was operational.
The authors of [19] discuss some aspects of system-level

integration for their prime-field ECDLP system. A three-
layer hybrid distributed system is described by Majkowski et
al. to solve ECDLP over binary field [21]. It uses the general
purpose computers with FPGAs and integrates them with a
main server at the top level.

The outline of the paper is as follows. In the next
section, we discuss the background of the parallel Pollard rho
algorithm. We present our high-performance architecture for
modular multiplication and demonstrate its applicability to
primes of the form (2n − m)/k in Section 4. In Section 5,
we discuss the additional modular arithmetic units and we
describe the complete hardware-software integrated system
architecture in Section 6. Section 7 shows implementation
results, including measured performance for secp112r1
ECDLP, and we conclude the paper in Section 8.

3. Pollard Rho Algorithm

Let p be a prime and Fp = GF(p). Given the elliptic curve E
over Fp of order l = |E(Fp)|, let S ∈ E(Fp) be a point of order
l. Solving the ECDLP requires finding an integer n given two
points P, Q ∈ 〈S〉 such that Q = nP.

The Pollard rho algorithm [4] uses a pseudorandom
iteration function f : 〈S〉 → 〈S〉 to solve the ECDLP. It
conducts a pseudorandom walk by starting from a random
seed point on the curve, X0 = a0P + b0Q for random a0, b0 ∈
Z, and generating subsequent points using the iteration
function Xi+1 = f (Xi). Since the elliptic curve is defined over
a finite field, the iteration function will eventually produce
the same point twice, resulting in a cycle.

The name of the algorithm, rho, expresses the Greek
letter ρ, which shows a walk ending in a cycle. Cycles can
be efficiently detected using Floyd’s cycle-finding method
or Brent’s cycle-finding algorithm [8]. The collision point,
which gives the solution to the ECDLP, is located at the
starting point of the cycle. Therefore, the underlying idea
of this algorithm is to search for two distinct points on the
curve such that f (Xi) = f (Xj). Due to the birthday paradox,
assuming a random iteration function, the expected number
of iterations to find collision is

√
(π · |〈X〉|)/2 [4].

The effectiveness of Pollard’s rho method depends on the
randomness of the iteration function. As such, studies have
been conducted to evaluate the strength of various proposed
iteration functions [6, 7, 22]. Teske proposes an additive
iteration function:

f (Xi) = Xi + Ri(Xi), (2)

where Ri is an index function 〈S〉 → {0, 1, . . . , r − 1} and
each element Rj = ajP + bjQ, for random values aj , bj ∈ Z
[7]. Based on analysis by Teske [6, 7] and Bos et al. [22], the
additive iteration function is more similar to a truly random
walk than Pollard’s original function and other proposed
variants. Furthermore, an additive walk with r ≥ 16 is very
close to a true randomness and achieves speedup of 1.25X
over Pollard’s iteration function [6]. Thus, we perform an
additive walk and choose r = 16.
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Figure 1: Geometric representation of elliptic curve point addition.

Using the additive walk, a collision occurs when two
points are found such that

Xi + Ri = Xj + Rj. (3)

Based on the definition of the index function Ri, the collision
points can be rewritten as

ciP + diQ = cjP + djQ, (4)

where ci =
∑i

k=0 ak and di =
∑i

k=0 bk. The solution can then
be obtained as

n =
[
ci − cj
dj − di

]
modl. (5)

3.1. Point Addition. Each iteration of the Pollard’s rho
algorithm requires a point addition of the current point,
Xi, with a precomputed combination of P and Q, Ri(Xi).
Addition of two distinct points for an elliptic curve over a
finite field GF(p), S + T = R is defined geometrically as
shown in Figure 1. To compute the addition, a line is drawn
through the two points S and T . The line intersects exactly
one other point of the elliptic curve. The intersection point
is −R, which can be reflected across the x-axis to find R.

Algebraically, adding two points S = (xS, yS) and T =
(xT , yT) gives the sum R = (xR, yR), where

xR = λ2 − (xS + xT),

yR = λ(xS − xR)− yS,

λ = yS − yT
xS − xT .

(6)

Each point addition requires 2 multiplications modulo p, 1
modular squaring, 5 modular subtractions, 1 modular addi-
tion, and 1 modular inversion. The sequence of arithmetic
operations for a point addition is shown in Table 1.

Table 1: Arithmetic operations for point addition: S + T = R.

Operation Function performed

Modular subtraction t1 = yS − yT
Modular subtraction t2 = xS − xT
Modular inversion t2 = t2−1

Modular multiplication t4 = t2 · t1 : λ

Modular squaring t1 = t4 · t4
Modular addition t3 = xS + xT
Modular subtraction t1 = t1− t3 : xR
Modular subtraction t2 = xR − t1
Modular multiplication t3 = t2 · t4
Modular subtraction t3 = t3− yS : yR

By Fermat’s Little Theorem, z−1 = zp−2 for z ∈ GF(p).
Thus, computing modular inversion requires modular expo-
nentiation, making inversion the most computationally
expensive operation of the point addition. Optimization at
the system level can reduce the cost of inversion through
the use of Montgomery’s trick [23]. Montgomery’s trick
makes it possible to share the cost of an inversion among
M computations by performing inversions on vectors of
M points simultaneously. Since the computational cost of
inversion is two orders of magnitude more than other
arithmetic operations, this results in significant savings over
computation of M individual modular inversions. We apply
Montgomery’s trick by implementing a vectorized point
addition datapath that computes M random walks on a
single ECC core and shares the inversion cost across all walks.

Despite optimizations, inversion remains an expensive
operation. Since exponentiation is achieved using multipli-
cation, the cost of inversion is directly tied to the cost of
modular multiplication. Therefore, design of an efficient
modular multiplier is an important aspect of the system to
maximize overall performance.

3.2. Comparison of Field Arithmetic in GF(p) and GF(2m).
Standards for elliptic curve cryptography have been defined
for curves over both binary and prime fields [13, 14].
Binary fields can be represented with a polynomial basis or
normal basis. In general, hardware implementations favor
polynomial basis because it allows simplified reduction
through the use of an irreducible polynomial of the form
xm−1 + · · · + x2 + x1 + x0. Prior work has confirmed the
idea that binary field curves are better suited for hardware
platforms. A comparison of ECDLP engines by [20] shows a
significant speedup for binary field ECDLP over prime field
ECDLP implemented on FPGA platform. The performance
discrepancy between ECDLPs for binary field and prime
field curves is due to differences in the required arithmetic
operations for each field and the use of search optimization
techniques for selected curves.

The Pollard rho method is the best known attack on ECC
for curves defined over both binary and prime fields, but the
cost of the attack varies based on the properties of the finite
field arithmetic. Elliptic curves over prime fields require
conventional integer arithmetic operations followed by costly
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reduction modulo p. However, the properties of curves over
GF(2m) allow optimizations that can reduce the cost of point
addition. Additions and subtractions in the binary finite field
are reduced to XOR operations with no carry. Furthermore,
the cost of modular reduction is reduced to parallel XOR
gates for binary fields. For comparison, reduction modulo
p requires sequential additions of carry bits and has a cycle
cost approximately equal to that of multiplication. Although
attacks on curves over GF(2m) can be considerably faster
than attacks on curves over GF(p), NIST security standards
recommend approximately equivalent field sizes for both
binary and prime field curves at a given security level [13].

3.3. Parallelization. Van Oorschot and Wiener [5] described
a parallelization technique that enables parallel walks on
a single curve of Pollard rho algorithm to speed up the
computation of ECDLP. The idea is to define a subset of
〈S〉 as distinguished points (DPs), points which have a
distinguishing characteristic. Each parallel walk starts from
a distinct random seed point of the form X0 = a0P+b0Q and
continues a Pollard rho walk until it encounters a point that
satisfies the distinguishing property. Due to properties of the
index function of the additive iteration function, a collision
between two parallel walks at any point causes the walks to
be identical from that point forward. Therefore, checking
only DPs for collisions reduces communication and search
overhead, while ensuring that any collision between walks is
detected. Once a collision is detected, the server must derive
the secret key using the collision point and the distinct seed
points of the colliding walk. Therefore, whenever a DP is
found, it is transmitted to the server along with the random
seed point that generated the walk. The parallel Pollard rho
method allows distribution of the random walks among
multiple processing clients and sharing all DPs found with a
central server that performs a collision search. This technique
results in a linear speedup as the number of clients increases.

The expected number of DPs required to find a collision
is a fraction of the expected path length. This depends
on the density of DPs in a point set 〈S〉, which in turn
depends on the chosen distinguishing property. Consider a
distinguishing property defined as a point with d-bits fixed
in its y-coordinate. This results in a probability of 2−d that
a given point is a DP and |〈S〉|/2d total DPs on the curve.
Each walk will require 2d steps on average to find a DP. Based
on the birthday paradox, the number DPs required to find a
collision is

φ ≥
√

(π · |〈S〉|)/2
2d

. (7)

Since each DP is generated from a walk with a unique
random seed point, the number of parallel walks required to
solve the ECDLP is also φ.

4. Modular Multiplication

We have designed a novel architecture for modular multi-
plication in a prime field. Typically, hardware solutions use
binary field arithmetic, primarily due to the assumption that

binary field avoids the costly carry propagation of prime
field arithmetic. However, we demonstrate that prime field
arithmetic can be efficiently implemented in hardware.

We target the 112-bit secp112r1 elliptic curve in
GF((2128 − 3)/76439), but demonstrate that the proposed
architecture can be generalized to perform multiplication
modulo any prime of the form (2n −m)/k.

We perform prime field arithmetic using a redundant
128-bit polynomial representation in an affine coordinate
system, as proposed by Bernstein et al. in [15] and Bos et
al. in [9]. We represent the integers in secp112r1 redundantly
in the ring R = Z/qZ, where q = p ∗ 76439. This allows us
to perform reduction modulo 2128 − 3, rather than modulo
(2128 − 3)/76439. We perform all arithmetic over the 128-bit
field using following method.

Reduction for the unbalanced coefficient q = 2128 − 3
is a constant multiplication and an addition. Assuming A =
A1·2128+A0, thenAmod q = A0+3·A1. Integers represented
redundantly mod q can be converted into a canonical form
in GF(p) by multiplying with a = 76439. Let a | q and
p = q/a. Then, v mod p ≡ v · a mod q. Therefore,
we start with a unique representation in GF(p), perform
arithmetic in R, and canonicalize the results in R to a unique
representation by multiplying with a = 76439. Similar
redundant representation can be used to simplify reduction
for any prime p = (2n − m)/k where k /= 0 by performing
arithmetic modulo q = 2n −m and canonicalizing results by
multiplication with k.

4.1. Modular Multiplication Algorithm. Bernstein et al. [15]
use noninteger basis for polynomial representation of data
to achieve an efficient software implementation. We choose
integer basis representation to make the partial product
computation uniform across all coefficients, which also
makes the design scalable over larger fields. Each l-bit
operand is represented as

∑na−1
i=0 xi · 2i·la , where na = l/la, l

is the length of the operand, and la is the integer basis. For
secp112r1 curve, l = 128 and we discuss optimization of
quantity la in a subsequent section.

Our approach to modular multiplication is based on
the design proposed by Güneysu and Paar in [25]. We use
schoolbook multiplication to compute the product R = F ·
G, for F,G ∈ GF(q). Schoolbook multiplication requires
computation of n2

a partial products in O(n2) time, where
R = ∑2na

i=0 2i·na
∑i

j=0 Fj · Gi− j . We parallelize computation of
the partial products to perform na multiplications in parallel
by multiplying one field of one operand, G, with all fields
from the other operand, F. As proposed by Güneysu and Paar
in [25], placingG in a shift register and F in a rotating register
ensures that each multiplier produces aligned results, that
can be directly accumulated. Our design adds an important
optimization of the reduction step. We integrate reduction
modulo q into the multiplication by multiplying the most
significant field of F by m when rotating it to the least
significant field. In order to accommodate the multiplication
by m of each field of F, we represent each field of F with
la + log2m bits.

Each partial product is an la+log2m×la-bit multiplication
and produces a 2la + log2m-bit result. After accumulation,
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Figure 2: Modular multiplication architecture.

each field of the result can be up to 2la + log2m + log2na
bits. We reduce each field to la bits using two parallel carry
chains. The first carry chain is integrated into partial product
accumulation and accumulates the lower la-bits of partial
product i with the upper bits of partial product i − 1. The
second carry chain adds the upper bits of each accumulated
partial product in column i to the lower bits of the next
accumulated partial product in column i + 1. In both carry
chains, reduction modulo q is achieve by multiplying the
upper bits of the most significant field, i = na−1, bym before
adding them to the least significant field, i = 0. The final
l-bit result is obtained by concatenating the la-bit reduced
outputs. The parallel carry chains allow us to overlap the
multiplication and reduction stages of the the algorithm to
achieve significantly lower latency relative to prior work [25].

4.2. Hardware Architecture. Figure 2 depicts our hard-
ware architecture to implement modular multiplication for
secp112r1 elliptic curve with general field size parameters
l = 128; la, na. This architecture targets a Xilinx Virtex
5 FPGA platform and makes use of dedicated DSP blocks
for high-performance arithmetic. Each DSP block includes
a 25 × 18-bit multiplier and the FPGA fabric includes
dedicated routing paths for high-speed connections between
DSP blocks [26]. The DSP blocks allow each la + 2 × la-
bit partial product multiplication and accumulation to be
computed in a single clock cycle. The modular multiplication
takes two 128-bit inputs, F and G, divided into nala-bit
fields and produces a 128-bit output of the product reduced
modulo 2128 − 3. There are na DSP48 multipliers employed
to compute partial products of la-bit coefficients. Since the n2

a

partial products are required, it takes na multiplication cycles
to complete the full unreducedmultiplication result.

Reduction modulo q = 2128 − 3 adds to the cycle cost
of a modular multiplication. By multiplying the shifting
operand Fla−1 with 3, we perform the reduction in parallel
with the multiplication. For the 128-bit data field with
la = 16 and na = 8, it takes eight cycles of multiplication
and 12 iterations of reduction. This results in a total cycle
cost of 20 cycles per modular multiplication. However, our
algorithm reduces this cost by overlapping reduction with
partial product multiplication and accumulation using the
previously described parallel carry adder chains. Thus, the
cost has been reduced to 14 cycles, a significant improvement
in latency over the architecture proposed by Güneysu and
Paar in [25], which takes 70 clock cycles for 256-bit modular
multiplication.

4.3. Optimizations. To achieve optimal performance, we
evaluate the impact of the integer basis for the polynomial
representation on the latency of our design. The performance
of the modular multiplier is heavily influenced by the value
selected for la, which determines the length of each field
in the operands and the number of partial products to be
computed. Our architecture relies on fast computation of
partial products using the available DSP blocks on the FPGA;
so performance is also impacted by the suitability of the
selected field size to efficiently use these resources.

Modification of our architecture to support different
field lengths for polynomial representation is straightforward
requiring only that the number of multiplier-adder columns
be changed. The number of multiplier-adder columns is
given by na, which is related to the field length la. Increasing
the field length requires fewer columns in the architecture
and reduces the number of partial products computed. The
results of this exploration will be discussed in Section 7.2.
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4.4. Extension to Other Curves. Our modular multiplier is
a generalized architecture that can be easily adapted to any
overellipticcurve over GF(p), where p has the form (2n −
m)/k. We demonstrate this by adapting the architecture for
NIST standard P-192 curve, which uses the prime p = 2192−
264− 1. The multiplier architecture is shown in Figure 3. The
multiplication for this 192-bit NIST curve is similar to that
of secp112r1 curve, but the 192-bit curve needs additional
multiplication-adder columns. Additionally, P-192 uses m =
264 − 1, rather than m = 3 for secp112r1, which requires the
following reduction operation. With polynomial field size la,
we define nc as the field containing 264, which is nc = 64/la.
For A = Ana−1 · 2192 +Anc · 264 +A0, the reduction modulo p
is A mod p = (Anc + Ana − 1) · 264 + (A0 + Ana−1).

We modify the modular multiplier architecture as follows
to make it compatible with P-192 curve.

(i) Multiplication factor 3 is replaced by 1 in the rotation
path of multiplication stage as well as in the addition
reduction feedback path. This reduces the number of
bits in each field of operand F to la-bits and the length
of partial product outputs to 2la-bits.

(ii) In the rotation path, operand field Fna−1 is fed back
to two Fnc and F0. An adder is introduced before Fnc
for this purpose. Thus, Fnc = Fnc−1 + Fna−1.

(iii) In addition reduction stage 1, carry bits of highest
accumulator output (Reg na− 1) are fed back to both
Reg nc and Reg 0. Similarly in addition reduction
stage 2, carry bits of Sna−1 are folded and added back
to both Snc and S 0.

The adapted architecture has a latency of 17 clock cycles
at 193 MHz for la = 16 and has area of 364 Virtex 5 FPGA
slices and 12 DSP cores. This is comparable to the multiplier

performance for curve secp112r1 (given in Section 7.2)
and demonstrates the flexibility of our design to accelerate
modular multiplier for general standard prime field elliptic
curve.

5. Additional Modular Arithmetic
Units for ECDLP

The field operation of a point addition in GF(p) corresponds
to a Pollard rho step that consists of four subtractions,
one addition, four modular multiplications, and one inver-
sion. This requires design of modular adder/subtractor and
modular inversion units. Subsequent sections explain the
architecture of these arithmetic modules in detail.

5.1. Addition/Subtraction. We use an integer basis polyno-
mial representation to perform addition and subtraction
modulo q using high-speed DSP blocks in the FPGA. We
choose a field size of 32, which allows the use of four
parallel DSP adder/subtractors to compute the sum of the
two 128-bit operands. Our design requires one cycle for the
addition/subtraction and one additional cycle for reduction
modulo q.

5.2. Inversion. From Fermat’s little theorem, it follows that
the modular inverse of z ∈ Fq can be obtained by computing
zp−2. Therefore, computation of the modular inverse requires
exponentiation to the p−2 power, which is achieved through
successive square and multiply operations. For secp112r1
curve, we start with z and compute z((2128−3)/76439)−2. We
perform exponentiation using a variant of the left to right
binary method, also known as square and multiply method
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Input: z ∈ Fq, e[t : 0]
Output: ze mod q
r ← 1
for i = t → 0 do
r ← r · r mod q
if e[i] = 1 then
r ← r · z mod q

return r

Algorithm 1: Square and multiply modular exponentiation [24].

[24]. This method scans a bitwise representation of the
exponent left to right considering one bit at a time. A
squaring is performed for each bit in the exponent, and an
additional multiplication by the input operand is performed
whenever the current bit is 1. The basic algorithm is shown as
Algorithm 1. Due to dependencies between each operation,
parallelization of the algorithm is not possible; it needs 112
squarings and 59 multiplications to compute an inversion
for secp112r1 curve in 128-bit arithmetic. We improve these
figures by applying the following techniques to optimize the
inversion operation.

5.2.1. Windowing Optimization. We apply the sliding win-
dow method [24] to reduce the number of squarings
and multiplications required for inversion. The windowing
method is an optimization of the square and multiply
algorithm that considers multiple bits of the exponent
simultaneously. Computing zp−2 with window size k requires
precomputation of z2 and the first 2k−1 − 1 odd powers of
z. This method considers up to k bits of the exponent in
each iteration and performs a multiplication with one of the
precomputed powers of z based on the value of those bits.
The sliding window method for modular exponentiation is
shown as Algorithm 2.

We achieve optimal performance for a window size
of four, which allows inversion with only 108 squarings
and 29 modular multiplications. This results in a total of
137 multiplication operations, rather than 171 operations
without windowing, a speedup of 1.25.

5.2.2. Vector Inversion. To further reduce the cost of an
inversion, we use Montgomery’s trick [23], which allows
multiple modular inverses to be computed together for
significant latency savings. Montgomery’s trick is based
on the observation that given (z1 · z2 · · · · · zM)−1, the
individual inverses z−1

1 , z−1
2 , . . . , z−1

M can be easily computed.
This allows computation ofM modular inverses using 3(M−
1) multiplications and one inversion. Although the cost of
a single inversion is two orders of magnitude higher than
multiplication, this approach allows the cost of inversion
to be shared across M operations so the marginal cost
of an inversion becomes comparable to other arithmetic
operations for large vector size M. The algorithm for vector
inversion using Montgomery’s trick is shown as Algorithm 3.

Input: z ∈ Fq, e[t : 0], k ≥ 1
Output: ze mod q

// Precomputation
p0 ← z, s← z · z mod q
for i = 1 → 2k−1 − 1 do

pi ← pi−1 · s
// Inversion
r ← 1
i← t
while i ≥ 0 do

if ei = 0 then
r ← r · r mod q
i← i− 1

else
Find longest string e[i : l] where e[l] = 1
and i− l + 1 ≤ k
r ← r · pe[i:l] mod q
for j = 0 → (i− l + 1) do
r ← r · r mod q

i← i− l − 1
return r

Algorithm 2: Sliding window modular exponentiation [24].

Input: z1, z2, . . . zM ∈ Fq
Output: z−1

1 , z−1
2 , . . . z−1

M ∈ Fq
// Preprocessing
x1 ← z1

for i = 2 → M do
xi ← xi−1 · zi mod q

// Inversion
yM ← x−1

M

// Postprocessing
for i =M − 1 → 1 do
yi ← yi+1 · zi+1 mod q
zi+1 ← yi+1 · xi mod q

z1 ← y1

return z−1
1 , z−1

2 , . . . z−1
M

Algorithm 3: Vector inversion using Montgomery’s trick [23].

We apply this method by implementing a vectorized
inversion module that applies Algorithm 3 for any vector
size M. To take advantage of vectorized inversion, we design
a vectorized point addition datapath that performs random
walks on a vector of points simultaneously. We choose vector
size M = 32, which yields speedup of 19× over 32 individual
inversions, and leave optimization of this quantity for future
work.

5.3. Squaring. An inversion involves a total of 137 modular
multiplications out of which 75% are squaring operations.
Having a dedicated squaring unit allows specific optimiza-
tions to take advantage of the properties of squaring and
reduces the time required to compute an inversion. Conse-
quently, a dedicated module optimized for squaring provides
significant acceleration of the point addition operation.
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Squaring is a special case of the general multiplication
of two 128-bit operands F and G. During squaring F = G,
all off-diagonal partial products, represented as Fi · Fj for
i /= j, are computed twice by the conventional schoolbook
multiplication method used by our modular multiplier. To
reduce computational cost of squaring, we avoid computing
any partial product more than once by altering the operand
control structure of our multiplier design as shown in
Figure 4.

We represent the operand F using the same integer
basis for polynomial representation previously described
for our modular multiplier. We copy F into a shift reg-
ister and a rotating register, each with nala-bit fields for
polynomial representation, to achieve aligned accumulation
of partial products. As shown in Figure 4, the first cycle
of multiplication computes the partial products on the
diagonal, that is, Fi ∗ Fj where i = j. All remaining
partial products are off-diagonal. Since off-diagonal partial
products are computed twice in schoolbook multiplication,
we multiply each field of the rotating register by 2 before
computing these partial products. The multiplication by
2 is implemented as a bit shift left at negligible cost.
This reduces the number of partial product multiplica-
tions from n2 to n(n + 1)/2. The reduction stage for
the square module is identical to that of multiplica-
tion.

6. ECDLP System Architecture

Our complete ECDLP system is implemented on a Nallatech
cointegrated hardware software platform. Figure 5 depicts
the architecture of the Nallatech system. It consists of one
quad-core Xeon processor E7310 and three Virtex-5 FPGAs
(1 xc5vlx110, 2 xc5vsx240t). A fast North Bridge integrates
high-speed components, including a Xeon, FPGA, and main
memory. A slower South Bridge integrates peripherals into
the system, including the hard disk. Both the Xeon and
the FPGA can directly access system memory using a Front
Side Bus (FSB). The FPGA performs the computationally
expensive Pollard rho iterations, while the Xeon processor
manages the central database of distinguished points and
executes collision search. The communication between soft-
ware and hardware is carried out only for the exchange of
seed points and distinguished points, which minimizes the
communication overhead.

6.1. Software Driver. The Xeon processor executes a software
driver (in C) and manages software interface to FSB. The
software driver mainly handles the communication interface
with FPGA; seed point (SP) generation; storage and sorting
of DPs. As shown in Figure 5, two-way communication
between the Xeon and the FPGA takes place over the FSB.

When the program execution starts, the software calls
APIs to configure FPGA card, to initialize the FSB link, and
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to allocate the workspace memory. It then generates random
SPs on the curve E and starts an attack by sending them to
the FPGA over FSB. Every point has x- and y-coordinates of
128-bit length each.

The hardware finds a DP for each SP received and sends
it to the software along with its corresponding SP. When the
software receives SP-DP pair from the FPGA, it performs a
collision search among all the received DPs. Once a collision
is detected, it computes the secret scalar and reports the
solution to the ECDLP. As the software takes care of the
central database of DPs, a collision search is conducted in
parallel with hardware computations.

6.2. Hardware Accelerator. On the hardware side, as shown in
Figure 6, the FPGA edge core provides an interface between
the FSB and the ECC core. The edge core consists of control
logic and two 256-bit wide FIFOs. The RX FIFO buffers the
incoming SPs received over FSB and the TX FIFO stores the
DPs found for transmission to the Xeon.

The ECC core performs a random walk by computing the
point addition operation iteratively until it finds a DP and
stores that in the TX FIFO. We have defined DP as a point
with 16 zeros in fixed positions such that y[123 : 116] = 0
and y[59 : 52] = 0. The probability of a point being
distinguished is almost exactly 2−16.

The distinguishing property of points allows to send only
few points back to the Xeon, which reduces the communica-
tion overhead and minimizes the storage requirement in the
hardware. The required bandwidth of communication bus is
around 8 K bits/sec, which is well within the range of FSB. In
the following are the details of key components in the design.

6.2.1. IO Controller. The IO controller manages the
read/write interfaces of TX-RX FIFOs and controls the ECC

core operation. It loads the SPs from the RX FIFO to each
ECC core and initiates a Pollard rho walk. When a DP is
found, the IO controller halts the ECC core operation until a
new SP is loaded from the RX FIFO. The computed DPs are
buffered in the TX FIFO and then transferred to the Xeon
along with corresponding SPs.

6.2.2. ECC Core. The ECC core consists of a microin-
struction sequencer and the vectorized point addition (PA)
datapath. The core operates on vectors of M-elements
to perform M-independent random walks simultaneously.
Each walk continues until it finds a DP or crosses the
iteration limit, which is currently set to 220.

6.2.3. Vectorized Datapath. The datapath consists of modular
arithmetic operators and memory. Each of these modules
is designed to support vectorized point additions. A block
diagram of the vectorized datapath is shown in Figure 7. As
shown, each of the arithmetic modules interfaces directly to
memory in order to load operands and store results. The
modular add/sub, modular multiply, and distinguished point
check modules are nonvectorized components and operate
on inputs from one vector at a time. In order to complete
each arithmetic operation over the vectorized walks, compu-
tation is serialized and repeated M times for each of these
operations. Conversely, the inversion module receives inputs
from all M vectors simultaneously and computes the inverse
of all inputs together using the previously described vector
inversion algorithm.

Based on the sequence of arithmetic operations required
for point addition shown in Table 1, we need eight registers
(t1, t2, t3, t4, Px, Py, Qx, and Qy) to hold the intermediate
results for a each point addition. For vector size of M, we
use M-entry register files to store these intermediate results.
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Each of the memories is 128 bits wide and has a depth equal
to the vector sizeM. The memory address corresponds to the
vector index for each stored data value. We map these register
files to the distributed RAMs available in the Xilinx Virtex
5 FPGA. We use an additional 256-bit M-entry memory to
store the original seed points for each parallel walk. When
a distinguished point is found, that point, along with the
original seed point stored in the SP RAM, is send to the IO
controller for transmission to the software driver.

6.2.4. Microinstruction Sequencer. We implement a microin-
struction sequencer that operates alongside the vectorized
point addition datapath to provide control signals necessary
to compute vectorized point addition. This allows control
of the execution flow of the low-level arithmetic operations
for a point addition without modification of the datapath.
As shown in Figure 6, the sequencer consists of a microin-
struction ROM, which stores instructions to implement
point addition, and a next address logic unit (NALU),
which determines instruction execution order based on
outputs from the datapath. The interconnections between
the point addition datapath and microinstruction sequencer
are shown in Figure 7.

The vectorized point addition datapath requires a
number of control signals to implement each arithmetic
operation. A microcoded controller allows us to encode
these various control signals into compact form, while
maintaining maximum flexibility to modify design param-
eters including vector size and number of parallel ECC cores.

It provides an efficient mechanism to separate our system’s
control and datapath. Since we use a very specific datapath
to perform the particular sequence of operations for point
addition, we include only microinstructions needed for the
point addition. These correspond directly to the operations
shown in Table 1. Common instructions required for general
purpose microprocessors, such as jump, check flag and are
not implemented for our design.

Our microinstruction format is shown in Figure 8. Each
microinstruction includes three main segments, arithmetic
operation selection, controlled by microinstruction bits 4–0,
operand selection, controlled by bits 10–5, and register file
write command, controlled by bits 20–11. Decoded control
signals from each instruction are connected to datapath
inputs as shown in Figure 7.

The next address logic unit (NALU) controls execution
order of the microinstructions contained in the ROM. The
NALU also handles vectorization of the point addition data-
path by repeating each addition, subtraction, multiplication,
and distinguished point check operation M times for vector
size M. This ensures that the same microinstruction is
applied sequentially to each element in the vector. Since
the modular arithmetic operations have different latencies,
the NALU relies on ready signals generated by datapath
components to detect the completion of each instruction.
This maximizes flexibility of the microinstruction sequencer
and allows the NALU to be independent of the datapath
implementation.
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In a given cycle, the NALU reads a microinstruction i and
issues the corresponding control signals to point addition
datapath. These control signals include a start pulse, operand
selection, register file write, destination register select, and
vector index. Unlike the other control signals, vector index is
generated by a finite-state machine within the NALU, rather
than decoded directly from microinstruction i. To execute
nonvectorized operations, that is all arithmetic operations
other than inversion, the vector index is reset and control
signals are applied to the datapath. The vector control finite-
state machine increments the vector index when the datapath
operation completes and asserts the control signals for the
next vector element. This continues until the operation is
completed for all M vector elements. Then, the vector index
resets and the NALU reads the next microinstruction from
the ROM.

For an inversion operation, the NALU asserts control
signals to load operands and store results from all vector
elements. This allows loading of M inputs into the inversion
module and writingM results into the corresponding register
files. In this way, we efficiently implement vector inversion
using Montgomery’s trick within the point addition data-
path. An inversion is performed only once per M vectors,
whereas the other instructions are repeated M times.

6.2.5. Parallel Pollard Rho Walks. We have extended our
design to support parallel Pollard rho walks by implementing
multiple ECC cores on the FPGA. Each ECC core receives a
separate set of SPs and performs a vectorized walk. We have
extended the IO controller to support multiple ECC cores so
that control signals from all cores are monitored. When a DP
is found, the walk by the corresponding ECC core is halted
while the IO controller retrieves the DP and loads a new
SP. Since each ECC core contains its own microinstruction
sequencer module, the multiple cores are not restricted to
SIMD execution. When one core is in the process of sending
DPs or receiving SPs, the other cores continue execution,
avoiding costly latency associated with SIMD configuration.

Our design is scalable to support any number of parallel
cores. The IO controller can be configured to support any
number of cores. The total number of ECC cores in our
design is only limited to the capacity of the FPGA. Our
Nallatech computing platform includes two Xilinx Virtex
5 FPGA accelerators and both can be used simultaneously
to implement ECC cores to maximize parallelization of
Pollard rho walks to solve the ECDLP. Each core performs
an independent walk and there is no additional overhead
in the point addition iterations due to using multiple cores.
Therefore, implementing multiple ECC cores produces a
linear increase in performance.

7. Implementation Results

We have implemented our proposed system on the described
Nallatech platform in both single- and multicore variants.
For demonstration purposes, the seed points that we gen-
erate are carefully chosen to be of order 250 [15], which
means we would need only 225 steps to solve the ECDLP. This
allows us to demonstrate collisions, proving that our solution
works.

7.1. Overall Performance. The whole system runs at 100
MHz and uses 5229 slices which is 13% area of the Virtex-
5 device xq5vsx240t with a single ECC core. It takes 1.14
microseconds per Pollard rho step and can perform up to
878,000 iterations per second per ECC core.

Our design can easily be extended to include multiple
ECC cores performing parallel walks. Each additional ECC
core produces as linear increase in performance with negligi-
ble control overhead. With 16 ECC cores working in parallel,
our system would achieve 14,050,000 iterations per second
for secp112r1 ECDLP.

7.2. Evaluation of Modular Multiplier. We have modified
the modular multiplier architecture shown in Figure 2 to
vary the field length for the polynomial representation, la,
from 8 bits to 64 bits. Our results are given in Table 2. As
shown, increasing the length of the field of the polynomial
representation reduces the number of cycles required for
the modular multiplication. However, using larger fields
also degrades the maximum clock speed of the design.
The 64-bit field size requires the fewest cycles per modular
multiplication, but achieves worse overall performance due
to the low maximum clock frequency.

We also evaluate the impact of the modular multiplier
design on overall point addition performance. These results
are also shown in Table 2. Modular multiplication is the
dominant operation in each point addition, with approxi-
mately 85% of iteration cycle count used for multiplication.
Thus, we show that decreasing the cycle count of the
modular multiplication operation has significant impact on
the overall performance of our design. Our results show
that best overall performance is achieved for field length
of 16-bits when the full system runs at 180 MHz. However,
since maximum clock frequency of our complete design is
100 MHz, we select field length of 32 bits, which gives 1.3X
increase in performance relative to 16 bit field size.

Güneysu and Paar’s architecture described in [25] targets
256-bit prime arithmetic over two fixed NIST primes. Our
solution shows an improvement in terms of latency for
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Table 2: Modular multiplier performance.

Field length
la

Computation
time

(cycles)

Max. clock
frequency

(MHz)

Area
(slices, DSPs)

Latency per
iteration

(μs)

System
performance

(PA/s)

ECC core
area

(slices, DSPs)

8 21 181 263, 18 1.24 (237 cycles) 808 K 5199, 114

16 14 181 217, 10 0.790 (151 cycles) 1.27 M 4862, 66

32 7 104 253, 20 1.09 (114 cycles) 913 K 5229, 130

64 3 68 370, 36 1.17 (80 cycles) 854 K 5776, 214

Table 3: Comparison with software ECDLP implementations.

Platform Latency per iteration (ns)
Performance

(PA/s)

Cell processor at 3.192 GHz, secp112r1 curve [15] 113 (362 cycles) 8.81 M

Cell processor, at 3.192 GHz, secp112r1 curve [9] 142 (453 cycles) 7.04 M

Cell processor, at 3.192 GHz, ECC2K-130 binary field [10] 233 (745 cycles) 4.28 M

Our system, secp112r1 1140 (114 cycles)
878 K: single core
14.05 M: 16 cores

Table 4: Comparison with Hardware ECDLP implementations (per core).

Platform Target curve Performance (PA/s)
Area

(Slices) (BRAMs) (DSPs)

Spartan-3 [16] Binary (130 bit) 111 M 26,731 20 0

Spartan-3 [20] Binary (113 bit) 20 M 13,900 18 0

Spartan-3 [18] Prime (160 bit) 46.80 K 3,230 15 0

Spartan-3 [18] Prime (128 bit) 57.80 K 2,520 16 0

Spartan-3 [19] Prime (160 bit) 50.12 K 2,660 Not given 0

Virtex-5, our system Prime (112 bit) 878 K 5,229 9 130

the important ECC arithmetic operations. Assuming the
cycle cost for 256-bit arithmetic as twice of that for 128-
bit arithmetic (worst-case scenario), our architecture has
cycle cost of 14 for a modular multiplication and 228 for
the point addition. This is 5X and 3.5X times lower latency
for a modular multiplication and point addition operation
respectively, than those of the design in [25].

7.3. Comparison with Prior Work. Due to inherent differ-
ences between elliptic curves defined over binary and prime
fields, performance comparison among various ECDLP
implementations is not straightforward. Performance figures
are also influenced by a variety of other factors, including tar-
get platform, curve size, and coordinate system. To minimize
the impact of the target platform and coordinate system, we
compare performance of different ECDLP implementations
based on the total number of point addition operations
performed per second.

Table 3 compares our solution with other software
implementations. It shows that a multicore implementation
of our design using 16 ECC cores achieves 1.6X improvement
over the fastest existing software attack on secp112r1 curve.

Comparison with prior hardware ECDLP implemen-
tations is shown in Table 4. Our design achieves high-
performance relative to other prime field solutions. When

adjusting for curve size, we demonstrate significant speedup
over prior designs by [18, 19].

We also show comparison with existing binary field
solutions. However, it is difficult to make a fair comparison
due to significant differences between binary and prime field
arithmetic. In particular, properties of binary field arithmetic
and reduction are well-suited for hardware designs, which
allows them to achieve much higher performance.

The solution proposed in [16] reports 111 M point
addition iterations per second. The authors of [16] claim
their system is capable of solving ECC2K-130 within a year
using five COPACOBANA machines. Similarly, the solution
reported in [20] achieves 20 M iterations per second. We
assume that the difference of performance figures exists due
to factors including binary field arithmetic, different curve
sizes, and use of pipelined architectures.

8. Conclusion

We successfully demonstrate a complete multicore ECC
cryptanalytic machine to solve ECDLP on a hardware-
software cointegrated platform. We also implement a novel
architecture on hardware to perform modular multiplication
over prime field and this is the most efficient implementation
reported at present for prime field multiplication. We then
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present a generalized modular multiplication architecture
for primes of the form (2n − m)/k and demonstrate its
application to NIST standard P-192 curve. This work also
demonstrates the use of microinstruction-based sequencing
logic to support a vectorized point addition datapath
with variable vector sizes. We compare our performance
results with the previous implementations and show that a
multicore implementation of our solution has competitive
performance relative to existing hardware and software
solutions.
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The enumeration of two-dimensional Costas arrays is a problem with factorial time complexity and has been solved for sizes up to
29 using computer clusters. Costas arrays of higher dimensionality have recently been proposed and their properties are beginning
to be understood. This paper presents, to the best of our knowledge, the first proposed implementations for enumerating these
multidimensional arrays in GPUs and FPGAs, as well as the first discussion of techniques to prune the search space and reduce
enumeration run time. Both GPU and FPGA implementations rely on Costas array symmetries to reduce the search space and
perform concurrent explorations over the remaining candidate solutions. The fine grained parallelism utilized to evaluate and
progress the exploration, coupled with the additional concurrency provided by the multiple instanced cores, allowed the FPGA
(XC5VLX330-2) implementation to achieve speedups of up to 30× over the GPU (GeForce GTX 580).

1. Introduction

A two-dimensional Costas array (2DCA) of size N is a
permutation f : N → N such that for every integer h, i, and
j, where 1 ≤ h ≤ N−1 and 1 ≤ i, j ≤ N−h, f (i+h)− f (i) =
f ( j + h)− f ( j), implies that i = j. Thus, informally, a size N
Costas array is defined as N × N matrix containing exactly
N dots, where every row and column contain exactly one
dot and the vectors joining each pair of dots are distinct.
Figure 1 illustrates a Costas array of size N = 6, both as a
matrix and a permutation. The figure also shows the array’s
difference triangle, which organizes the differences between
the various permutation digits in N − 1 rows where each
row corresponds to a fixed h. By definition, each row in the
difference triangle of a Costas array must consist of unique
numbers.

Their definition implies that Costas arrays have perfect
autocorrelation (autocorrelation = 1), which makes them
useful in communications where signals must be recov-
erable even in the presence of considerable noise. Costas
arrays are useful in many security and communication
applications, such as remote object recognition and optical

communications [1]. Furthermore, some special cases of
Costas arrays can be used for digital watermarking [2].

Costas arrays with dimensions higher than two were
introduced in 2008 by Drakakis [3]. These arrays maintain
perfect autocorrelation, which broadens their applicability in
optical communications, for example, 3D optical orthogonal
codes [4]. Multidimensional periodic Costas arrays (MPCAs)
over elementary Abelian groups, introduced by Moreno
and Tirkel , add the property of being periodic over
all dimensions. This extends their applicability to digital
watermarking of video and combined video and audio,
where higher-dimensionality codes are desired [2]. A formal
definition and some of their properties are presented in
Section 3. In this paper, we focus on the latter kind of
multidimensional periodic Costas arrays (MPCAs) due to
their richer application range.

The enumeration of 2D Costas arrays has been a topic of
interest since their discovery by Costas in the 1960s [5]. With
each new size enumerated, new properties and generation
techniques may be discovered [6]. Ortiz-Ubarri et al. pre-
sented MPCA transformations and their first enumeration
in [7]. Given their relatively new discovery, it is expected
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that the enumeration of MPCAs will, as with 2DCAs, help
researchers improve their understanding.

Both 2DCAs and MPCAs can be generated using alge-
braic constructions based on finite fields like the Welch
and Lempel-Golomb constructions [7]. Small sizes can be
enumerated using hand computation, yet the only known
method to guarantee complete enumeration is by exhaustive
exploration. The search space for complete enumeration
of 2DCAs grows factorially with N , thus computer-based
exploration is the only practical approach for medium and
large sizes. The most common approach for the enumeration
of 2DCAs is to use a backtracking algorithm that incorpo-
rates symmetries and other observations to further prune
the search space. This paper presents the first discussion
of search space pruning techniques for MPCAs. Both the
FPGA and GPU implementations utilize these methods to
significantly reduce the search space. Nevertheless, the worst
case timecomplexity is still factorial, requiring tremendous
run times even for small cases of N and m (the dimension).

This paper discusses our implementations for the enu-
meration of (m + 1)-dimensional Costas arrays in GPUs
and FPGAs and constitutes the first description of such an
enumeration. We present the techniques chosen to prune the
search space as well as the organization of our designs. Our
FPGA implementation achieved speedups of up to 30 times
faster than the GPU. Furthermore, the modules that were
created as part of the design process can easily be adapted to
other constraint satisfaction problems that use backtracking.

The rest of this paper is organized as follows. Section 2
presents the relevant previous work, while Section 3 defines
(m + 1)-dimensional Costas arrays and some of their
symmetries. Section 4 describes the backtracking algorithm
and its use for the enumerations. Section 5 introduces several
techniques that allow us to prune the search space during
the enumerations. Sections 6 and 7 discuss the GPU and
FPGA designs, respectively. Section 8 reports and discusses
the results and Section 9 provides our conclusions.

2. Previous Work

Most recent enumerations of 2DCAs have been com-
pleted using general purpose processors [8, 9]. The latest
enumerations have been achieved by deploying many com-
puter clusters (in all, thousands of cores) to concurrently
explore disjoint parts of the search space. For N = 28 and
N = 29, the time per single CPU was determined to be 70
and 366.55 years, respectively.

To the best of our knowledge, the only reported FPGA-
accelerated 2DCA enumerations have been [10, 11]. Devlin
and Rickard implemented sizes N = 13 through 19 on a
Xilinx Spartan-3 XC3S1000 running at 25 Mhz and extrap-
olated their results to sizes up to N = 32 using the
same device as well as the Virtex-5 XC5VLX110 [10]. The
extrapolated execution times for N = 28 and 29 were 9.26
and 48.45 years, respectively. Arce-Nazario and Ortiz-Ubarri
compared the execution of 2DCA enumeration in an FPGA
(Virtex 5-XC5VLX330-2) and a GPU (GeForce GTX 580).
The FPGA implementation achieved speedups of up to 40×

(1,          3,          2,          5,          6,         4)

Difference triangle

2 −1 3 1 −2

1 2 4 −1

4 3 2

5 1

3

h = 1

h = 2

h = 3

h = 4

h = 5

Figure 1: The Costas array (1, 3, 2, 5, 6, and 4), its matrix and
permutation representations. The difference triangle confirms that
this is a Costas array since each row h consists of unique numbers.

over the GPU and 4.44× over the fastest reported software
implementation [9].

The first generalizations of Costas arrays were given
by Drakakis in [12]. He defined various classes of multi-
dimensional arrays by modifying the Costas property con-
straints and presented examples. Moreno et al. defined the
(m + 1)-dimensional periodic Costas arrays over elementary
Abelian groups [13] and described algebraic Welch Costas
constructions. More recently, Ortiz-Ubarri et al. presented
symmetries over the MPCAs that allow the expansion of the
families discovered by Moreno [7]. They reported the first
enumeration for sizes (Z2)2, (Z3)2, and (Z5)2, yet no details
are offered regarding enumeration or solution space pruning
techniques.

3. (m + 1)-Dimensional Costas Arrays

We begin by providing the definitions of the (m + 1)-
dimensional periodic Costas arrays over elementary Abelian
groups.

Definition 1. A generic (m + 1)-dimensional periodic Costas
array over the elementary Abelian group (Zp)m is a permu-
tation function f : ((Zp)m)∗ → (Zpm−1), where A∗ means
A-{0}. This function has the distinct difference property: for
any h /= 0, a, b ∈ (Zp)m, f (a + h) − f (a) = f (b + h) − f (b)
implies a = b, where the addition and subtraction operations
are performed in the corresponding Abelian group.

Remark 2. Since, by definition, the (m + 1)-dimensional
periodic Costas arrays over the elementary Abelian group are
fully periodic; the periodic shifts of an MPCA on any of its
(m+ 1) dimensions result in a different (m+ 1)-dimensional
periodic Costas array over the elementary Abelian group.

Example 3. The following is a grid defined over Z3 × Z3:

W =
⎛
⎜⎝w2,0 w2,1 w2,2

w1,0 w1,1 w1,2

w0,0 w0,1 w0,2

⎞
⎟⎠. (1)



International Journal of Reconfigurable Computing 3

As a shorthand method, we may also enumerate the
elements in a Costas array (Zp)m using the index mapping
(d0, . . . ,dm−1) �→ (d0 + p · d1 + · · · + pm−1 · dm−1)

W =
⎛
⎜⎝w6 w7 w8

w3 w4 w5

w0 w1 w2

⎞
⎟⎠. (2)

The distinct difference property can be verified, in a
manner similar to 2DCAs, by using difference matrices. The
differences for a (Zp)m array are organized into pm − 1
matrices. For instance, for m = 2, each difference matrix
h = (h0,h1) is p×p and contains at each cell (i, j) the result of
wi+h0, j+h1 −wi, j . The cells for differences that involve position
(0, 0) are represented using ∗.

Figure 2 shows a Z3 × Z3 Costas array along with its
corresponding difference matrices. For example, cell (1, 1)
of the difference matrix h = (0, 1) contains the difference
between w(1+0),(1+1) − w1,1 = w1,2 − w1,1 = 7 − 2 =5. A
MPCA satisfies the distinct difference property if each of its
pm−1 difference matrices contain each number in Zpm−1-{0}
exactly once.

3.1. Addition and Multiplication (Modulo pm−1) Symmetries.
Two algebraic symmetries introduced by Moreno et al. can
be used to significantly reduce the search space for MPCA
enumeration [13].

Theorem 4. Multiplication (modulo pm − 1) of a periodic
Costas array by an integer less than and relatively prime to
pm − 1 generates a new periodic Costas array.

Example 5. Multiplying W, the array in Figure 2, by 7 ≡ −1
mod 8 yields the following MPCA:

⎛
⎜⎝ 3 5 2

7 6 1
∗ 0 4

⎞
⎟⎠. (3)

Theorem 6. Addition (modulo pm−1) of any integer less than
pm − 1 to a periodic Costas array generates a new periodic
Costas array.

Example 7. Adding 3 to W yields the MPCA:

⎛
⎜⎝ 0 6 1

4 5 2
∗ 3 7

⎞
⎟⎠. (4)

4. Backtracking

Backtracking is a general algorithm for solving a compu-
tational problem by incrementally generating all possible
solutions. The execution of a backtracking algorithm can be
modelled as a search tree where every node is a partial solu-
tion. Moving forward corresponds to approaching a valid
solution, and going backward corresponds to abandoning
a partial candidate that cannot possibly generate a valid
solution.

∗

∗ ∗
h = (1, 0)

h = (0, 1) h = (0, 2)

h = (1, 1) h = (1, 2)

h = (2, 0) h = (2, 1) h = (2, 2)

1

5

2

0

3

6 3 7

1 5 2

4

∗

∗ 5 6

4 1 7

3

3

2 ∗

∗1

2 4 6

57

7

∗

∗ 2

5 3 4

61

4 7

∗
∗

1

6 5

23

5

7

4

∗
∗∗

3 2 6 4

2

16 ∗ 75

13

∗ ∗

1 2 5

6 7 3

4

7

4

6

Difference matrices

Figure 2: A Z3×Z3 MPCA and its difference matrices. The∗ in the
MPCA symbolizes that the mapping for (0, 0) is not defined, that is,
recall the mapping is f : ((Zp)m)∗ → (Zpm−1).

For the purpose of this discussion, we define a subper-
mutation PX� = (p1, p2, . . . , p�), where pi ∈ X . For MPCAs,
X = Zpm−1 + {∗}. The next subpermutation of size � + k of
PX� , where k ∈ {−1, 0, 1}, expressed as ℵ(PX� , � + k) is defined
as the next subpermutation in lexicographical order of size
� + k that conserves the first � + k − 1 elements.

Example 8. For X = Z32−1 + {∗}, let PX4 = (∗, 0, 4, 3), the
next subpermutation of size 4, ℵ(PX4 , 4) = (∗, 0, 4, 5). The
next subpermutation of size 5, ℵ(PX4 , 5) = (∗, 0, 4, 3, 1). The
next subpermutation of size 3, ℵ(PX3 , 3) = (∗, 0, 5).

Example 9. For X = Z32−1 + {∗}, let PX4 = (∗, 0, 4, 7).
ℵ(PX4 , 4) = ε, that is, there is no next subpermutation
beginning with (∗, 0, 4). ℵ(PX4 , 5) = (∗, 0, 4, 7, 1). ℵ(PX4 , 3) =
(∗, 0, 5).

Algorithm 1 illustrates the backtracking algorithm used
for enumerating all MPCAs in (Zp)m given a seed permu-
tation Pinit. Figure 3 illustrates the steps in the computa-
tional tree of the backtracking approach, given the seed
(∗, 0, 4, 1, 2, 7) for (Z3)2.

5. Techniques for Pruning the Search Space and
Efficient Evaluation of Candidate Arrays

MDCA symmetries can be leveraged to reduce the search
space in their enumeration. For instance, it can be deduced
from Theorems 4 and 6 that backtracking exploration
must proceed only through permutations lexicographically
smaller than (∗, 0, 	pm/2
, 	pm/2
 + 1, . . .).

(1) MPCAs with the ∗ in any position other than (0, 0)
are generated by periodic shifts of the arrays with the
∗ in position (0, 0). These include all the geometric
symmetries (horizontal flip, vertical flip, and 900

rotations) of the MPCAs.
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Inputs: p,m: MPCA dimensions
Pinit: initial permutation

Output: Displays all MPCAs in (Zp)m

Perm = Perminit

� = length of Perminit

while (� >= length of Perminit){
if (IsCostas (Perm) {

if (� == pm) {
display Perm
do {
� −−;

} until (Next (Perm, �)!= empty)
}
else
�++; //explore a deeper level

}
else {

// backtrack
do {
� −−;

} until (Next (Perm, �)!= empty)
}
Perm = Next (Perm, �);

}

Algorithm 1: Backtracking algorithm to enumerate all MPCAs in (Zp)m beginning with permutation Perminit.

(∗, 0, 4, 1, 2, 7)

(∗, 0, 4, 1, 2, 7, 3)

(∗, 0, 4, 1, 2, 7, 5)

(∗, 0, 4, 1, 2, 7, 6)

(∗, 0 ,4, 1, 2, 7, 5, 3)

(∗, 0, 4, 1, 2, 7, 5, 6)

Not Costas

Not Costas

Not Costas

(∗, 0, 4, 1, 2, 7, 5, 3, 6)

Costas

Figure 3: Backtracking search tree for MPCAs in (Z3)2 with Pinit = (∗, 0, 4, 1, 2, 7).

(2) Any permutation starting with ∗, 0, and followed
by a 	pm/2
, 	pm/2
 + 1 can be obtained by mul-
tiplying a lexicographically smaller subpermutation
by −1, that is, using Theorem 4. For example, for
(Z3), any permutation including and higher than
(∗, 0, 4, 5, 1, 2, 3, 6, 7) can be obtained by multiplying
a smaller permutation by −1, for instance, (∗, 0,
4, 5, 1, 2, 3, 6, 7) by multiplying (∗, 0, 4, 3, 7, 6, 5, 2, 1)
by −1.

(3) Any permutation starting with ∗, followed by a
nonzero element can be obtained by adding to a per-
mutation that starts ∗, 0, that is, using Theorem 6.
For example, (∗, 1, 5, 4, 0, 7, 6, 3, 2) is obtained from
the addition of 1 to (∗, 0, 4, 3, 7, 6, 5, 2, 1).

Thus, the required exploration is reduced from (p2 − 1)!
to approximately (p2 − 2)!/2 permutations in the worst case.

5.1. Evaluation of Candidate Arrays. Computationally, we
determine if a permutation is an MPCA by using the
distinct difference property. In the backtracking algorithm,
every time the algorithm moves forward by adding a
new element pk to the permutation, the new differences
generated by subtracting pk and p1, . . . , pk−1 are added to the
corresponding arrays. Thus, the difference arrays fill up as
the permutation in the backtracking tree grows and deplete
as the backtracking algorithm moves backward.

From the MPCA definition it can be deduced that only
half of the difference matrices must be maintained. To
understand this, let us define the negative of a distance vector.

Definition 10. Let h = (h0, . . . ,hm−1) be a distance vector of
(m + 1)-dimensional periodic Costas array over the elemen-
tary Abelian group (Zp)m. The negative of the distance vector
h, expressed as −h, is defined as (−h0, . . . ,−hm−1). In other
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words, h is a vector in the direction (h0, . . . ,hm−1) then −h is
a vector of same length in the opposite direction.

Example 11. The negative of the difference vector h = (1, 0)
over the elementary Abelian group (Z3)2 is −h = (−1, 0) =
(2, 0).

The difference matrix for a distance vector −h accumu-
lates the negatives of the differences collected by the matrix
for the distance vector h. This is illustrated in Figure 4. The
current subpermutation being evaluated (∗, 0, 4, 1, 2, 7) has
produced the differences shown in the matrices. Notice how
the differences in h = (0, 1) and h = (0, 2) are the negatives
of each other, for example, −4 = 4, −1 = 7, −5 = 3, and −2
= 6. The same behavior is obtained for the rest of the h and
−h pairs, for example, (0, 1) and (0, 2), (1, 1) and (2, 2), and
(2, 1) and (1, 2). Therefore, we only need to keep track of
either the h or −h of each h,−h pair, that is, the other matrix
contains redundant information.

Furthermore, using the index mapping (d0, . . . ,dm−1) �→
(d0 + p · d1 + · · · + pm−1 · dm−1), we can demonstrate that
the (pm − 1)/2 matrices can be completed by computing all
wb −wa, a, b ∈ Zpm−1 where b > a.

Theorem 12. The differences wb − wa, a, b ∈ Zpm−1, where
b > a complete all the differences matrices.

Proof. Without loss of generality, we consider m = 2, that
is, a, b ∈ Zp2−1. The matrix (h0,h1) collects all differences
f ((i, j) + (h0,h1))− f (i, j). If (i+ h0) + p · ( j + h1) > i+ p · j
then b > a. Else, b < a, that is, (i+h0) + p · ( j +h1) < i+ p · j
which implies one of two cases.

(1) j > j+h1. This implies that h1 ≥ p− j, in which case,
for the negative, h1 < p − j and j < j + h1. Thus, the
negative of this case can be found using a difference
covered by b > a.

(2) j = j + h1 and h0 > i + h0. This implies that
h0 ≥ p − h0, in which case, for −h, h0 < p − i and
i < i+h0. Thus, the negative of this case can be found
using a difference covered by b > a.

Example 13. For the difference matrix h = (0, 1) the compu-
tation for f ((2, 2) + (0, 1))− f (2, 2), that is, f (2, 0)− f (2, 2)
can be obtained from−( f (2, 2)− f (2, 0)), that is,−(w8−w6).

In our implementations, the difference matrices are man-
aged as follows.

(i) A hash table of size pm − 1 is used for each of the
(pm − 1)/2 matrices to keep track of its differences.

(ii) Whenever the permutation length increases (PX� to
PX�+1), the differences between the last added digit and
the rest of the digits are computed and compared to
the contents of the corresponding hash tables. A hit
in any of the tables indicates a repeated difference
and hence a non-Costas permutation. Otherwise, the
differences are registered in the corresponding tables.

∗

∗ ∗
h = (1, 0)

h = (0, 1) h = (0, 2)

h = (1, 1) h = (1, 2)

h = (2, 0) h = (2, 1) h = (2, 2)

1 2

0

1 5 2

4

∗ 32 ∗ 57 ∗ 61

∗
∗ 6 5 7

∗
∗∗2

∗
13

∗ ∗
6 7 3

4

7

4

Difference matrices

Figure 4: Difference matrices for a subpermutation during enu-
meration of Z3×Z3 MPCAs, to illustrate the behavior of h and −h
matrix pairs.

(iii) Whenever the permutation length decreases (PN� to
PX�−1), the differences between the dropped digit and
the rest of the digits are deleted from the hash tables.

6. GPU Design

We perform our computations in a GeForce GTX 580 with
16 multiprocessors, each with 32 cores at 1.54 GHz clock
rate, 1.5 GB of global memory, and 48 K of shared memory
using the CUDA parallel computing architecture. Similar to
many other computational problems where GPUs are used to
accelerate algorithms in parallel, our implementation essen-
tially decomposes the enumeration into many disjoint sub-
spaces, which are deployed as threads to the GPU. Figure 5
illustrates the workflow of the GPGPU implementation. The
Host (CPU) generates a set of K subpermutations PNm of size
m < N that comply with the Costas property. The set is then
passed to the Device (GPU), where for each subpermutation
a thread is generated to complete the exploration, that
is, each thread determines all (if any) Costas arrays that
begin with its given subpermutation. While the threads are
executing, the Host is generating the next set of K sub-
permutations. When all threads complete, the results are
passed to the Host, and the next set of K subpermutations
is transferred to the GPU.

Two quite similar versions of Algorithm 1 run in the Host
and each of the threads of the GPU. In the Host, Algorithm 1
is used to generate all subpermutations of length M com-
pliant with the Costas property. As each subpermutation is
found it is added to an array of size K of the data type shown
in Algorithm 2 . When the array is full it is copied to the
GPU global memory and the K CUDA threads are deployed
to process the copied subpermutations.

Each CUDA thread runs a version of Algorithm 1 that
takes one of the subpermutations as Pinit and copies any
found Costas arrays back to the GPU global memory. When
all the GPU threads are done, the found Costas arrays of size
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Host: K sub
permutations of size M

GPU: for each p in K compute Costas
from M to N

(∗, 0, 4, 7, 6, 1, 3, 5, 2) }

{ (∗, 0, 4, 1), . . ., (∗, 0, 4, 7)}

{ (∗, 0, 4, 1, 2, 7, 5, 3, 6) . . .

Host: accumulate GPU

results

Figure 5: Simplified workflow of the GPGPU implementation. The Host generates a list of subpermutations, the GPU completes the search
for the full permutations, then sends them back to the Host. The process repeats until no more subpermutations exist.

typedef struct{
char counter;
char subcostas[M];
char costas[MAX COSTAS PT][N–M];

} CostasData;

Algorithm 2: The array of K permutations used between the Host and GPU is an array of size K of type CostasData counter stores the
number of Costas array of size N found in each thread of the GPU, subcostas stores one of the subpermutations of size M computed in the
Host, and costas stores a maximum number of the remaining (N–M) elements of the Costas arrays of size N found in each thread of the
GPU.

N are copied to the Host. The number of subpermutations
(K) to be passed to the GPU is determined by the number of
cores of the GPU. In our experiments we obtained the best
performance with K = number of cores × 128.

7. FPGA Design

Many FPGA implementations obtain their impressive perfor-
mance by exploiting fine-grained parallelism through deep,
custom pipelines. However, backtracking is in essence a
serial process, that is, generates permutation, then evaluates,
then accepts or backtracks. Given this scenario, we opted
to implement a highly tuned, low-resource serial MPCA
enumeration (MPCAEn) core that can be instantiated many
times inside the FPGA. Hence, the acceleration provided by
our design comes mainly from two factors: (a) the rapid
generation of candidate permutations and their evaluation
within each core and (b) the high number of cores working
in parallel on subsets of the enumeration.

7.1. Backtracking Functionality and Array Evaluation. Figure
6 illustrates the basic blocks of our MPCAEn core. A shift
register is used for constructing or reversing the candidate
permutation. The candidate permutation is constructed by
shifting left and concatenating a new digit in the right-most
position. As a permutation is generated, its compliance with
the Costas array definition is verified by the Costas evaluation
block. If the candidate complies, the next permutation PNm+1

is generated by shifting left and concatenating the lowest
available digit to the right-most position. If not, then one of
two cases may occur.

(1) There is an available digit d that is higher than the
rightmost digit. In this case, the rightmost digit is

substituted by d. For example, (∗, 0, 4, 1, 2, 6) is eval-
uated and does not comply. Since the available digits
are 3, 5, and 7, then 6 is substituted by 7 to compose
the next candidate permutation (∗, 0, 4, 1, 2, 7).

(2) There are no digits available higher than the right-
most digit. In this case the shift register is shifted right
and the digit that is shifted out is added to the avail-
able digits. This is repeated until there is an available
digit that is higher than the current rightmost digit, at
which case we perform the substitution described in
the first case. For example, (∗, 0, 4, 3, 7) is determined
to not comply with the MPCA difference property;
the available digits are 1, 2, 5, and 6 but none of them
is higher than 7 so the permutation must backtrack
to (∗, 0, 4, 3). The available digits are now 1, 2, 5, 6,
and 7, thus 3 is substituted by 5 to form the next
permutation (∗, 0, 4, 5).

Figure 7 illustrates the operation of the MPCA evaluation
block. When a new digit is added to the current permutation,
for example, p4 in the figure, the differences between the
new digit and the rest are computed. The negatives of the
differences are also computed, since they might be used
to update some of the difference matrices (as explained in
Section 5.1). Depending on the index of the newly added
digit, the encoder/mux block routes the results of the
differences to the corresponding hash tables. For the example
in the figure, the result from Diff2 corresponds to p4 − p2,
that is, p(1,1) − p(0,2); thus it will update the hash table
for the difference matrix h(1, 2). When p5 is added to the
permutation, Diff2 corresponds to p5 − p3, that is, p(1, 2) −
p(1, 0); thus its negative will be used to update the hash table
for the difference matrix h(0, 1).
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Left/right shift register

Eval. Costas

Control
unit

Is Costas

Shift left right
or stay Candidate

Lowest
Lowest

avail
avail higher
than

Clear or set entry

Digit availability
hash table

1

1

1
1
1

1

2

2

3
4

4

5
6
7

7

0

0

0

0
0
0

Figure 6: In the illustration, the permutation (∗, 0, 4, 1, 2, 7) has
just been generated. The hash table keeps record of the digits that
are in use in the current permutation (indicated by 1) and outputs
two digits, the lowest available and the lowest available higher than
the current input.

For 2DCAs, the deeper rows of the difference triangle are
responsible for the detection of only a small percentage of the
rejected arrays, as confirmed in [10, 11]. Our enumeration
core for MPCAs is parameterizable in the number of distance
vectors that are used to evaluate whether an array is an
MPCA. The designer may choose to implement less than
(p2 − 1)/2 distance vectors to save FPGA resources. If so,
the few false positives that will come out from the FPGA
enumeration can be eliminated in software once they are
communicated to the general purpose processor (GPP).

7.2. Resource Utilization and Core Organization. Figure 8
shows the amount of FPGA LUTs required by the MPCAEn
core for (Z5)2 and (Z7)2, implementing various amounts of
vector differences. LUTs are the most strained resource in the
MPCAEn implementation (versus registers). The resource
utilization results were obtained from the synthesis process
using Xilinx ISE 11.5 targeting a Virtex5-XC5VLX330-2
FPGA. It was found through experimentation that keeping
track of more than 7 differences for (Z5)2 and 14 differences
for (Z7)2 did not significantly reduce enumeration times. The
enumerators that were implemented for obtaining the results
used those amounts of differences, for example, 7 for (Z5)2

and 14 for (Z7)2.
Since resource utilization per enumerator is low, mul-

tiple MPCAEn modules were instantiated in the FPGA as
illustrated in Figure 9. The transfer of subpermutations and
collection of results is performed by the transfer/collector
module, which is connected through low-width data lines
to the enumerators in order to save connection resources.
MPCAs are so scarcely found during the enumeration
that, regardless of the bandwidth between enumerators and
transfer/collector module, these connections never become a
bottleneck.

8. Results and Discussion

To compare GPU and FPGA performance, we implemented
sizes 3 × 3, 5 × 5, and 7 × 7 of our MPCA enumeration

designs in GPU (GeForce GTX 580) and FPGA (one Xilinx
XC5VLX330-2 device of the four provided in a Convey HC-1
Server). Table 1 shows the number of found MPCAs starting
with (∗, 0), the execution times for both designs as well as
the growth rate as a function of p, and the speedup of FPGA
versus GPU. Results for 3 × 3 and 5 × 5 are wall clock times
while 7× 7 is the worst case estimation of the run time based
on sample runs.

We attribute the speedup mainly to the fact that the
FPGA implementation was able to exploit the following two
levels of parallelism, whereas the GPU could only make use
of the highest level:

(1) coarse-grained level parallelism, which is achieved by
splitting the solution space into multiple disjoint sets;

(2) fine-grained parallelism at the level of individual
candidate evaluations, that is, the operations for the
evaluation of each (sub)permutation are performed
in parallel (as discussed in Section 7 and illustrated
in Figure 7). An analogous, low-level technique could
be used in general purpose processors by utiliz-
ing SIMD instructions. However, CUDA programs
compile to the PTX instruction set, which does not
contain SIMD instructions.

The GPU (Z3)2 was greatly overshadowed by the data
transfer times between FPGA/GPP; therefore, we only con-
sider for fair comparisons the cases (Z5)2 and (Z7)2. For these
larger cases we observe FPGA versus GPU speedups similar
to those reported for 2DCAs in [11]. The enumeration of
MPCAs exhibits a slower growth rate (approximately 3) per
additional permutation digit as compared to the reported for
two-dimensional Costas arrays (approximately 5) [8, 11]. We
conjecture that the reason for the slower growth rate is that
the conditions imposed in the MPCA definition are more
strained, thus eliminating more candidate subpermutations
earlier than the case of 2D Costas arrays.

All enumerated MPCAs turned out to be either Welch
Costas constructions as presented in [13] or their symmetries
introduced in [7], that is, no spurious MPCAs were found
similar to some sizes of 2DCAs. These results support the
conjecture that MPCAs (of all sizes and dimensions) are
fully characterized by multidimensional Welch Costas arrays
along with their symmetries.

9. Conclusions

In this work, we presented designs for the enumeration
of multidimensional periodic Costas arrays in GPUs and
FPGAs. Also, we introduced several MPCA symmetries and
showed how they are used in our designs to significantly
prune the search space. Both GPU and FPGA implementa-
tions rely on the concurrent exploration of multiple disjoint
areas of the search space. In the GPU implementation, hun-
dreds of threads are deployed to complete the search using
the many GPU cores. For the FPGA, a multidimensional
periodic Costas arrays enumeration core was designed taking
into consideration pruning techniques while maintaining a
low use of logic resources. Multiple cores were instantiated
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h (1, 2) h (1, 1) h (1, 0) h (0, 1)
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Figure 7: Detail of the Costas evaluation block.

Table 1: Experimental results for MPCA enumerations.

N
GPU FPGA Speedup

MPCAs found† Time (secs) Growth rate� Time (secs) Growth rate FPGA versus GPU

(Z3)2 12 3.626 — 1.24e − 4 — 29241

(Z5)2 80 20389 1.72 662 2.63 30.76

(Z7)2 336‡ 1.87e14 3.15 7.42e14 3.18 25.21
†

MPCAs starting with (∗; 0). As explained in Section 5, the rest of the MPCAs can be obtained using symmetries.
�Growth rate is computed as:

(p2
(n+1) − p2

(n))
√
T (Zp(n+1) )2/T (Zp(n))2.

‡Lower bound of MPCAs based on Welch Costas construction and symmetries presented in [13].
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Figure 8: LUT utilization by the Costas enumeration module for
various differences in the evaluation block. The target device is a
XC5VLX330-2, which contains 207360 LUTs.

in the FPGA to provide further acceleration. The fine grained
parallelism utilized to evaluate and progress the exploration,
coupled with the additional concurrency provided by the

collector
Transfer/

Subperms

Enum Enum Enum
k

Results

GPP/
FPGA

interface

To/from

GPP

1 2

Figure 9: FPGA design. The transfer/collector (T/C) block receives
a set of subpermutations from the GPP and schedules them among
the various MPCA enumerators. Whenever an enumerator finds an
MPCA it is sent back to the T/C and back to the GPP for validation.

multiple cores allowed the FPGA implementation to achieve
speedups of up to 30× over the GPU. The implementations
completed the first reported enumeration for MPCAs. Fur-
thermore, the MPCA properties and symmetries discovered
throughout the process help improve our understanding of
these new structures.
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This paper presents the hardware architecture and the software abstraction layer of an adaptive multiclient Network-on-Chip
(NoC) memory core. The memory core supports the flexibility of a heterogeneous FPGA-based runtime adaptive multiprocessor
system called RAMPSoC. The processing elements, also called clients, can access the memory core via the Network-on-Chip (NoC).
The memory core supports a dynamic mapping of an address space for the different clients as well as different data transfer
modes, such as variable burst sizes. Therefore, two main limitations of FPGA-based multiprocessor systems, the restricted on-chip
memory resources and that usually only one physical channel to an off-chip memory exists, are leveraged. Furthermore, a software
abstraction layer is introduced, which hides the complexity of the memory core architecture and which provides an easy to use
interface for the application programmer. Finally, the advantages of the novel memory core in terms of performance, flexibility,
and user friendliness are shown using a real-world image processing application.

1. Introduction and Motivation

Due to the increasing number of available logic blocks on
today’s Field Programmable Gate Arrays (FPGAs), complete
multiprocessor systems can be realized on FPGA. Compared
to traditional application specific integrated circuit (ASIC)
solutions these FPGA-based Multiprocessor Systems-on-
Chip (MPSoCs) can be realized-with lower costs and a short-
er (re)design cycle, due to the flexible hardware architecture
of the FPGA, which can be adapted to the needs of the
application.

However, the major limitations of these FPGA-based
MPSoCs are the limited on-chip memory resources as well
as the limited physical connection to an off-chip memory. A
possible solution would be to connect each processing ele-
ment to its own external memory. However, this would result

in a very specific board design and reduce the flexibility of
such an FPGA-based solution. Moreover, due to different
application scenarios, the memory requirements of a proces-
sor can vary at design and runtime. This is in particular the
case, if runtime adaptive MPSoCs, such as RAMPSoC [1], are
considered, which support the modification of the MPSoC
hardware architecture (number and type of processing
elements, communication infrastructure, etc.) as well as the
runtime adaptation of the software.

To resolve the memory bottleneck for FPGA-based
MPSoCs, an adaptive multiclient Network-on-Chip (NoC)
memory core has been developed [2]. This intelligent
memory core can support between 1 and 16 processing cores,
so-called clients, via an NoC. The clients and their memory
allocation are managed dynamically. This is an important
feature for adaptive MPSoCs, such as RAMPSoC, which use
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dynamic and partial reconfiguration for runtime adaptation
of both hardware and software. An additional benefit of this
dynamic memory allocation is the support of the so-called
“virtual-data transfers” by mapping very fast larger memory
blocks from one client to another. For the data transfer
a priority-based scheduling approach is used to guarantee
the access with a negotiated delay. At runtime the priorities
can be adapted dynamically, for example, due to application
requirements or for example, due to the fact that the data
have to be transferred periodically from a source (image
sensor).

To hide the complexity of the adaptive multi-client NoC
memory core, a software abstraction layer has been devel-
oped and integrated. This software abstraction layer provides
a user-friendly interface to all the aforementioned features
and is based on the well-known message passing interface
(MPI) programming model [3].

The benefits of this intelligent memory core are evaluated
for executing an image processing application on RAMP-
SoC. Performance results with and without the software
abstraction layer are shown and compared against a standard
connection to external memory by using the processor local
bus (PLB) [4] and the Xilinx MultiPort Memory Controller
(MPMC) [5].

The paper is organized as follows. Related work is
presented in Section 2. RAMPSoC is briefly introduced in
Section 3. In Section 4 and its subsections, the functionality
and the hardware architecture of the adaptive multi-client
NoC memory core are presented. In Section 5 the software
abstraction layer is introduced. The image processing
application used for the evaluation is presented in Section 6.
In Section 7 the integration of the adaptive memory core and
the software abstraction layer into the RAMPSoC approach
together with measured performance results are given.
Finally, the paper is closed by presenting the conclusions and
future work in Section 8.

2. Related Work

This work exploits the Multi-Port Memory Controller
(MPMC) from Xilinx [5], which supports from 1 up to 8
channels connected to one memory block. The core itself
supports multiple connection standards which are tailored
to the processors used in Xilinx-based designs (Microblaze,
Power PC). Furthermore, low-level direct access ports to the
memory called Native Port Interface (NPI) are supported
which were used for the core described in this paper.

The idea to connect a memory via a network node
in an NoC was also used in the heterogeneous multicore
System-on-Chip MORPHEUS [6]. The controller enabled
a data transfer to and from an ARM9 processor as well
as to different reconfigurable hardware blocks. As in the
MORPHEUS project an ASIC was developed, the area
optimization like it is required in FPGA-based designs was
not that critical. Furthermore, in MORPHEUS, the clients in
the NoC were fixed and not adaptive in that extent, as in the
here presented NoC.

Intelligent memory controllers were successfully realized
in previous research works. Intelligence had been integrated

into the memory itself, so that it is able to process data with-
out the host processor and therefore results in a higher
performance (see [7, 8]). Especially, FlexRAM and Self-
Aware Memory (SAM) were developed for this purpose and
the decentral management of large memory. The approach
presented in this paper benefits definitely from the excellent
ideas in these works, but targets directly the support of a
runtime adaptive FPGA-based MPSoC and an NoC built
especially for this purpose. Additionally, the focus of this
work is not to increase the performance of a processor
through a memory internal data manipulation, but rather to
enable the flexible access of an FPGA-based system to an
external memory block.

A good example for scheduling algorithms for multiport
memory controllers is given in Dai and Zhu [9]. They
propose a quality of service guaranteed scheduling algorithm
which is based on a combination of weighted round robin,
credit borrow, and repay and residual bandwidth calculation.
The approach is very interesting, but the dynamic change
of clients due to dynamic and partial reconfiguration of the
MPSoC at runtime is not supported by the algorithm. Also a
connection to this MPMC via an NoC is not considered.

Redsharc [10] presents a software API based on the
stream model for hiding the complexity of accessing on-
and off-chip memory via their proprietary Block Switch NoC
(BSN) and the Xilinx MPMC controller. However, also in this
work runtime adaptation of the system is not supported.

In summary, the major contributions of this work
compared to related works are the combination of a flexible
multiclient NoC memory core with an MPI-based software
abstraction layer for a runtime adaptive MPSoC.

The approach presented in this paper, can efficiently be
integrated into the Aethereal NoC (see [11]), which has a
high importance in current research projects such as Flex-
Tiles (see [12]). The Aethereal NoC is used in the FlexTiles
project, to establish the intertile communication and for the
data transfer from and to the on-chip and external memory
blocks. The adaptive multi-client Network-on-Chip memory
core presented in this paper can be efficiently exploited for
this innovative multicore architecture.

The concept and its efficient realization are described in
the following sections.

3. Runtime Adaptive MPSoC: RAMPSoC

RAMPSoC [1] is an FPGA-based heterogeneous MPSoC
consisting of different types of processors and hardware
accelerators which communicate with each other and with
the environment over the Star-Wheels Network-on-Chip
[1]. The Star-Wheels NoC has a heterogeneous topology
consisting of three different kinds of switches: subswitch,
superswitch, and rootswitch. Each processing element is
connected via a network interface (NI) to a subswitch.
For this purpose, a unified NI based on the Xilinx FIFO-
based Fast Simplex Links (FSL, [13]) is used. The super-
and the rootswitch are used as central network nodes. The
superswitch connects up to seven subswitches into a so-
called subnet. The rootswitch is used as the central node for
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Figure 1: Example RAMPSoC system at one point in time connected over the Star-Wheels Network-on-Chip.

connecting up to four subnets with each other. The Star-
Wheels NoC provides both a packet- and a circuit-switching
communication protocol using separate ports for each pro-
tocol. The packet-switching communication protocol is used
for control purposes, such as establishing/freeing a circuit-
switching communication, and for small data transfers. Per
packet 16 bits of data can be transferred. For high data
volumes the circuit-switching communication protocol is
preferred, as it has a lower latency and supports a data width
of 32 bits.

Using dynamic and partial reconfiguration, the MPSoC
can be adapted at runtime to the application requirements,
for example, changing the number and type of processors
and accelerators, modifying the communication infrastruc-
ture or changing the software executables. In Figure 1, an
example RAMPSoC architecture at one point in time is
shown.

To hide the complex heterogeneous MPSoC architecture
from the user, a virtualization layer has been developed (for
details see [14]). It consists of an embedded Linux server,
which is responsible for scheduling and mapping of the
software and hardware adaptations. It furthermore acts as a
user interface. This Linux server communicates and controls
the slave processors. The slave processors execute a special
purpose operating system called ELEX-OS (ELF execut-
ing operating system). Both ELEX-OS and the embedded
Linux operating system include proprietary communication
libraries based on MPI to facilitate the communication over
the Star-Wheels NoC and to hide the low level communica-
tion protocol routines.

4. Functionality and Structure of
the Adaptive Memory Core

The main goal when designing the runtime adaptive memory
core was to make it adaptable to both changing conditions
from the information’s point of view and to changes at the
component’s interfaces.

In more detail, the memory core should on the one hand
be flexible to support the following:

(i) priority based scheduling of the processor accesses;

(ii) adapting the priorities of the processors on demand;

(iii) dynamic management of varying numbers of proces-
sors, several requests at the same time, and different
memory requirements due to changing applications;

(iv) up to 16 distinct processor peripherals which are pro-
vided overlap-free virtual memory resources which
are dynamically managed.

On the other hand, the memory core should have a
modular structure supporting a high portability to be
independent from the NoC as well as from the number and
types of off-chip memory cores. Therefore, the adaptive
memory core is connected via FSL [13] to the Star-Wheels
NI and therefore to the Star-Wheels NoC. As most of these
functionalities are handled by the NI the memory core is
this way decoupled from the Star-Wheels NoC. Also the
memory core’s complexity at the packet evaluation stage is
reduced because it only receives the packets and data which
are meant for it. It is linked to the MPMC via two NPI ports
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(one to write and one to read) which is the native interface to
the manufacturer’s memory controller. The MPMC can be
configured for a variety of different types of off-chip memory
and it is frequently updated by Xilinx to support the newest
memory types. Currently the MPMC core provides 8 ports
which support a variety of bus standards.

In Figure 2, the structure of the adaptive memory core
and its interfaces to the off-chip memory and the Star-
Wheels NoC is depicted.

Both routing protocols supplied by the Star-Wheels NoC
are supported. The memory core is connected to the packet-
switching lines via the control-FSL which is solely used for
control purposes such as memory de- and allocation or
changing the priority of a processor. Reading or writing data
from/to the external memory is done using the faster circuit-
switching communication protocol via the parallel data-
FSL port. The reason for using only the circuit-switching
communication for the data exchange is on the one side
the wider data width of 32 bits compared to 16 bits of the
packet-switching protocol. On the other side, the overhead
for accessing external memory is higher than accessing local
on-chip memory and should therefore be only used for
exchanging high amount of data, which is faster via the
circuit-switching protocol due to the low latency.

The aforementioned capability to manage 16 distinct
processors by one memory core was selected according to
the maximum number of devices which can be connected
to the NoC (see the right part of Figure 1). With growing
numbers of devices to be managed, the required logic
resources, and the communication load at the network node
the memory core is connected to do also increase. Thus, 16
supported processors were found as a good tradeoff between
the required area and the flexibility of the memory core.

In order to reduce latency, simplify the design and in-
crease portability; the control and data paths are decoupled.
The paths are separated at the NI and are reunited at the
memory access controller. As can be seen in Figure 2, there is
no intermediate processing of the data path that would add
latency or deteriorate the throughput of the high speed data
transmission.

Internally the adaptive memory core consists of three
main components: access controller, 1 to 16 address generators,
and the memory access controller. These components are
explained in detail in the following subsections.

4.1. Access Controller. The access controller is the admin-
istrating component that evaluates priority and memory
allocation requests, registers devices, and decides in resource
assignments to the address generators.
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Prior to storing or reading data to/from a memory loca-
tion of the external memory that is connected to the memory
core, memory regions need to be allocated to the processors.
The memory allocation is based on blocks with a fixed num-
ber and size. For the implementations and results 64 blocks
at 64 kbytes each were selected. 64 kbytes were chosen as a
minimal block size, because for smaller amounts of bytes the
FPGA has sufficient on-chip resources, which can be accessed
faster than the external memory. Also, this selection allows
providing the needed flexibility by keeping the complexity
and therefore the area requirements of the adaptive memory
core low. Both parameters can be adapted to the users need
at design time. Each time a processor allocates memory
blocks, the access controller informs the respective address
generator about the corresponding block numbers. These
block numbers are then later used by the address generators
to translate the logical addresses of the processor requests
into the physical addresses of the MPMC controller.

The access controller stores internally the index of the
current block and the index of the next free block. On
the allocation or deallocation of a block both indexes are
increased or decreased, respectively.

For the deallocation process a simple, yet effective,
scheme for block-based allocation is applied. The basic idea
is to store the block numbers of deallocated blocks in a so-
called deallocation array. If an allocated block is freed by a
processor, the block number is copied to the top position
of the deallocation array and the indexes of the current/next
block are decreased by one. When the allocation of a block is
requested, first it is checked, if the deallocation array holds a
block number. If this is the case, this block is reused and both
indexes are left unchanged, if not, a new block is allocated by
increasing both indexes. Like this, fragmentation is avoided
and the required memory resources are minimized.

Illegal deallocation or allocation requests are denied by
the access controller by sending a not OK (NOK) packet.
Such deallocations or allocations are defined as requests
where a processor wants to deallocate a nonexistent block
or allocate a block when all blocks are being used. On the
other hand, if an allocation/deallocation was successful the
associated address generators reply by sending an OK packet
to the requesting processor.

In order to reduce network traffic it is allowed to allo-
cate/deallocate multiple blocks at a time. This is done by
setting the lower six bits of the allocation packet to the
desired number of blocks. Here the address generator always
answers such packets with an OK packet which contains
the number of allocated blocks. It is then in the processors’
responsibility to check, if the requested number of blocks was
allocated. If the number of allocated blocks was too low, the
remaining blocks could not be allocated, because all blocks
were in use when the request was being processed.

In the process of memory allocation the address genera-
tors only play a minor role. The computed number of a newly
allocated memory block is forwarded to the assigned address
generator on a memory allocation. When a block needs to be
deallocated the number of the last allocated block is obtained
from the address generator and added to the deallocation
array.

The access controller has an assignment table, in which
the address of each processor is assigned to one address
generator. New processors will be assigned to the next free
address generator. In case of 16 address generators up to 16
processors can access the memory core. No dedicated control
packet is required for the registration of a processor because
every control packet contains the processor’s unique address
in the NoC as defined by the communication protocol.
Through this scheme the memory core behaves as a coherent
module hiding the information about the internal details
from connected devices.

Packets related to memory accesses or for establishing
and freeing a circuit-switching channel are directly for-
warded to the respective address generator.

In addition, the access controller is responsible for updat-
ing the priorities of the address generators based on the
requests of the assigned processors. In order to keep the
priority encoder simple and to assure that each address gen-
erator is assigned to a single priority and vice versa, the
processors can only request to increase/decrease the current
priority of their address generator by 1. If, for example, the
priority of one address generator has to be increased by 1, the
access controller searches in its internal priority table for the
address generator which has currently the desired priority.
Then the priorities of these two address generators are
switched. Due to this switch, it occurs that the priority of an
address generator is changed by the priority change request
of a different processor. Therefore, each processor can send
a so-called get-priority-packet to the access controller before
accessing the memory, in order to request its current priority
level and to decide if it will be necessary to increase the own
priority before accessing the memory.

For all memory accesses and transfers via the control-
FSL, the access controller assigns available resources to the
address generators based on a priority table. The requesting
address generator which has currently the highest priority
gets the access to the component. If all resources of a kind
are being used, the remaining requests are postponed until
the next time one of the required resources is released by
an address generator. In order to guarantee high throughput
for different processors in data-driven applications, the idle
time between assignments of the connections to the memory
access controller has to be kept at a small value. Thus a
second interface to both the NoC and the memory controller
was introduced as presented in Section 4.5.

To be able to evaluate requests for a change of priorities
during memory accesses or allocations and to avoid resource
sharing problems during these processes, a second priority
table is introduced that stores these changes. If a priority
change has to be applied new resource assignments are
postponed and the contents of the second priority table are
copied to the first one as soon as all resources have been
released.

4.2. Address Generator. Each processor is assigned to an
address generator. The address generators receive the packets,
which have been sent by the processors via the packet-
switching communication protocol and which include either
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information about the desired memory access or informa-
tion for establishing or freeing a circuit-switching communi-
cation channel for the requested data transfer.

The address generators work independently from each
other and primarily serve the processors on handling
requested memory accesses and controlling the establish-
ment and freeing of the circuit-switching channels required
for the data transmission to or from the MPMC core.
However, for addressing a specific block of the allocated off-
chip memory space the logical address of the request needs
to be translated into a physical memory address. For this
reason, the address generator is equipped with an allocation
array that stores the numbers of the allocated blocks which
are forwarded from the access controller to the address
generator. By evaluating the validity of incoming requests,
the address generator guarantees that only these requests
may be executed which are allowed due to restrictions of
the memory access controller and which will not cause any
corruption of data of other address generators’ address space.
Requests which are evaluated as invalid are directly rejected
(NOK packet).

The computation of the physical addresses has to be
performed by the address generator because the memory
access controller itself has no information about the allocated
block numbers of each address generator. Thus the physical
addresses are generated as follows.

First, the address generator controls if the address is a
multiple of 32 bits (=4 bytes). This address alignment is
selected because of the minimum portion of data (4 bytes)
that can be transferred through the FSL connection between
the memory core and the processor. Due to the 32-bit width
of the FSL interface, an address which is not a multiple of 4
bytes would not be beneficial as parts of the data word would
need to remain free in the first and in the last transmitted
packet.

Second, the address generator checks if the number of
bytes to be transferred is also a multiple of 4 and therefore
a multiple of 32 bits. If this is not the case, the number of
bytes is rounded up to the next multiple of 4 bytes.

Third, the address generator verifies, if sufficient memory
blocks have been allocated for the respective memory access.
This means, it assures that both the start address and the total
transfer size are within the allocated address space of this
address generator. If not or if the address is not a multiple
of 4 bytes, a NOK packet will be sent to the processor. For
all other cases, the address generator checks, if the requested
memory transfer crosses the block boundary. This is impor-
tant, as two successive logical blocks are not necessarily
mapped to two successive physical memory blocks. In case
the physical blocks are not successive the requested memory
transfer is split into two transfers. The address of the physical
block ap required for these checks is calculated by dividing
the address of the access request ar by the block size b and
multiplying the block number of the allocated block at the
position “ar div b” of the allocation array by the block size b.
The physical address is finally obtained by adding the rest of
the division r as an offset to the base address of the physical
block. The information for all transfers is then forwarded
to the memory access controller. The maximum number

of transfers per memory access is two, as the maximum
access request is 4 kbytes based on the structure of the
control packets as described in Section 4.4. As each block
has 64 kbytes, only one block boundary can be crossed by a
memory access resulting in a maximum of two transfers.

Conflicts of different address generators trying to access
the memory access controller or the control-FSL to send back
packets to the processors at the same time must be avoided.
Thus a shared access to these resources is applied. This
scheme is implemented by assigning every address generator
a specific priority, that is, a bijective transform is used. By
guaranteeing unique priorities during the whole runtime, a
simple encoder can be designed that decides which currently
requesting address generator has the highest priority and
grants access to the resource due to this decision. For the
priorities a cooperative method with dynamic priorities and
no preemption is used. Because of the bijectivity of the
priority → address generator relation, the tasks of priority
decision and priority update of the access controller can be
eased by storing the inverse relation in the second priority
table instead of a direct copy of the first one.

4.3. Memory Access Controller. The memory access controller
receives the information for the transfer (physical memory
address, number of bytes, read, or write) from the address
generators and it handles the memory accesses by arbitrating
and communicating with the MPMC controller.

It translates the number of bytes to be transferred into
the number of 64-bit words, because it accesses the MPMC
via a 64-bit NPI interface. To minimize the communication
load for the MPMC, all supported NPI transfer sizes will be
used by preferring the maximum possible one based on the
address alignment: 2, 4, 8, 16, 32, and 64 word transfers.

If none of the chosen transfer sizes fits the address align-
ment and no smaller transfers have been computed during
the initial phase, larger transfers have to be subdivided. Here,
the smallest remaining transfer, which is larger than the
transfer whose address alignment requirement would fit the
circumstances, is consecutively divided into smaller transfers.
An example is shown in Figure 3.

Here one 64-word and one 32-word transfer is available
but the address is aligned to an address boundary that would
fit 8-word transfers only. In the proposed scheme, the 32-
word transfer is divided first into two 16-word transfers and
afterwards one 16-word transfer is divided into two 8-word
transfers. After one of the smallest transfers has been fin-
ished, step by step the address alignment allows larger trans-
fer sizes. Due to this strategy the number of needed transfers
and therefore the load on the MPMC are minimized.

The memory access controller has a direct access to
the circuit-switching communication ports of the Star-
Wheels NI via the data-FSL component, as can be seen in
Figure 2. Only the memory access controller is dependent on
the MPMC controller. In case a different memory controller
shall be used or in case Xilinx will stop the support of
the MPMC and will offer a different memory controller,
only the memory access controller needs to be adapted.
All other components of the adaptive memory core are
independent of the selected memory controller. This way,
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Figure 3: Transfer subdivision example.

a higher performance compared to a single NPI port can be
achieved by slightly increasing the number of required FPGA
resources.

4.4. Structure and Types of Control Packets. The basic struc-
ture of the control packets used for the memory core is
shown in Figure 4. It is based on the so-called flexible packet
[14] and uses the corresponding header. The flexible packets
are provided by the Star-Wheels NoC to add user defined
packets. The header is then followed by the destination
address and the source address.

The following four bits are used for the memory core
header. This header allows differentiating between the dif-
ferent packets required for the functionality of the memory
core. These are the following packets:

Get-priority,

Decrease-priority,

Increase-priority,

Deallocate-block,

Allocate-block,

NOK (Not OK),

OK,

Write-flexible 1 (address part 1),

Write-flexible 2 (address part 2),

Write-flexible 3 (number of bytes),

Read-flexible 1 (address part 1),

Read-flexible 2 (address part 2),

Read-flexible 3 (number of bytes).

The 12 bits of data are used to transfer the required address,
split in two parts (e.g., Write-flexible-packet 1 and 2), to
transfer the number of bytes (e.g., Write-flexible-packet 3)
or to specify, how many blocks to allocate/deallocate.

The protocol for a memory access is composed of an
access information phase and a channel handling phase using
packet-switched routing and a data transmission phase using
circuit-switched routing, see Figure 5.

31 27 21 15 11 0

Header
Destination-

address
Source-
address Data

Memory
core

header

Figure 4: Basic structure of the control packets used for the
memory core.

In the access information phase only a packet with
Write/Read-flexible 3 header is mandatory. If the first two
packets of the information phase are omitted, the address of
the last read or write access, respectively, is used.

4.5. Extension with Two Star-Wheels Network Interfaces. For
very memory-intensive applications, where several proces-
sors have to frequently access the memory core, an extended
version with two Star-Wheels NI ports and four NPI ports
has been developed. An overview of this memory core
version is shown in Figure 6.

With this extended memory core version, two write
and two read accesses can be processed simultaneously. To
prevent waiting cycles, the memory access controller and the
finite state machine of the access controller have been dupli-
cated: one for each additional port. This results in a higher
performance, but also in higher area requirements. For even
more memory-intensive scenarios or to be able to access
more memory space, the address space of the memory core
can be modified by an offset at a design time to support more
than one instance of the memory core in an NoC system.

5. Software Abstraction Layer

5.1. Motivation. Using the memory core in a C-program is
not very simple. There are a lot of things which have to
receive attention. For instance, for reading or writing data
from or to the external memory using the memory core, a
sequence of three low level commands for initializing the
hardware must be used. Additionally, the buildup and release
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of a communication channel must be handled. Furthermore,
the programmer must calculate the amount of bytes to be
transferred. For allocating memory with the memory core,
the number of blocks of 64 kbytes, which is needed for this
number of bytes, must be computed. After calculating this,
the programmer has to keep in mind that the argument,
specifying the number of blocks to allocate, must be

decreased by one. So “0” must be passed for allocating 1
block of 64 kbytes in external memory. Later, this number of
blocks must be used for releasing the memory.

To ease the usage of the memory core, some functions of
the Message Passing Interface protocol (MPI) were imple-
mented in the MPI library of RAMPSoC. Furthermore,
the ELEX-OS running on the Microblazes connected to
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Table 1: MPI functitons used for accessing the adaptive memory core.

int MPI Alloc mem (MPI Aint size, MPI Info info, void ∗baseptr)

MPI Aint size Size of memory to be allocated in byte

MPI Info info Usage depends on implementation; only the value 0 must be supported

void∗ baseptr Pointer to the allocated memory

int MPI Put (void ∗origin addr, int origin count, MPI Datatype origin datatype, int target rank,

MPI Aint target disp, int target count, MPI Datatype target datatype, MPI Win win)

origin ∗ Defines which data shall be sent to the target node

target ∗ Defines where the data are to be sent: the node (by rank), in which local memory address
(target disp) and the amount of data

win Defines the memory window on target

int MPI Get (void ∗origin addr, int origin count, MPI Datatype origin datatype, int target rank,

MPI Aint target disp, int target count, MPI Datatype target datatype, MPI Win win)

origin ∗ Defines where the data which are read from target shall be stored

target ∗ Defines which data shall be read: from which node (by rank), from which local memory address
(target disp), and the amount of data

win Defines the memory window on target

int MPI Free mem(void ∗base)

void ∗base Pointer to the memory that was allocated with MPI Alloc mem

the NoC was extended for handling the access to the memory
core. Additionally, ELEX-OS provides a special memory
management to handle the needs for allocating and freeing
local and external memory using the corresponding MPI
functions. Implementing the new MPI functions in the
library, we are aware to support the MPI standard as much as
possible, but because of the special features and restrictions
of the embedded architecture some modification are needed.

5.2. Normal Use of the MPI Functions. Before describing the
adaptations, it is explained how the usage of the functions
listed in Table 1 is defined in the standard of MPI. The
function MPI Alloc mem() allocates storage in memory and
returns a pointer to it. This pointer is stored in the third
argument “baseptr” of the function. The second argument
“info” of the function is not standardized. The meaning and
the accepted values for “info” depend on the implementation
of the MPI library. The standard only defines that the
value MPI INFO NULL (=0) must be accepted always. The
function MPI Free mem() is then used for freeing this
memory again.

In MPI, there is a possibility for transferring data between
the memories of several nodes in the same communicator.
For this purpose the corresponding nodes must allow each
task in the intracommunicator group to access their local
memory. Therefore the nodes must specify a “window” in
their memory that is accessible by remote tasks. For this
purpose the function MPI Win create() is used. To free this
window again, the function MPI Win free() is called. After
defining a window, the nodes within one communicator can
exchange data with each other using the functions MPI Get()
and MPI Put(). Both functions have the same arguments
specifying the target and source node, the addresses in the
corresponding memory window of the nodes, and the
amount of data to transfer. The command MPI Put() is used

to send data from the origin task to the given address in a
window of the target task. The function MPI Get() transfers
data from the target node to the origin node.

5.3. Implementation and Its Adaptations. Since the Message
Passing Interface (MPI) was originally developed for high-
performance computing (HPC), there are some modifica-
tions needed in our implementation of the MPI library. One
thing is that the memory core cannot know which area in
memory it must share with other nodes. Furthermore, it
should provide exclusive access to a memory region only for
one explicit node in the network. So the memory core is not
able to allow access to a specific window in memory for an
intracommunicator group. In contrast, it is needed that one
node which requires external memory must communicate it
to the memory core. For this, the function MPI Alloc mem()
is used in this implementation of MPI. The only restriction
here is that the value MPI INFO NULL (=0) must be
supported. So this argument is used for defining the amount
of memory that should be allocated in the remote memory
in bytes. If it is zero, no area in external memory is allocated.
The argument “size” still defines how many bytes are to
be allocated in the local memory of the current node. So
you are able to allocate more bytes in external memory
than are available as local memory. The function returns a
pointer to the position of the allocated local memory. The
memory management in local memory is done by the ELEX-
OS running on the node. The MPI function determines
how many 64 kB-blocks must be allocated by the memory
core to provide the count of bytes demanded with “info.”
MPI Alloc mem() returns MPI SUCCESS if the allocation
in both memories was successful, MPI ERR NO MEM oth-
erwise.

This implementation of the MPI library is not using
windows to specify the area that is allocated in external
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memory. Due to this fact, the corresponding argument of
the functions MPI Put() and MPI Get() is ignored, if the
target rank defines the rank of the memory core. This infor-
mation will be given to the ELEX-OS on the node during
the boot process. The other arguments of the two functions
MPI Put() and MPI Get() are almost used like defined in the
standard. The arguments named origin ∗ specify the local
address and the amount of data on the node calling the MPI
function. The arguments named target ∗ specify the memory
address in the remote node. If the “target rank” corresponds
to the rank of the memory core then these arguments define
the address and data size within the 64 kB blocks which were
allocated by the calling node previously.

The function MPI Free mem() is used to free the mem-
ory which previously was allocated with MPI Alloc mem().
So it frees the memory in local and in external mem-
ory. The only restriction for using MPI Free mem() and
MPI Alloc mem() comes from the fact that the memory
core is working with the FILO policy (“First In Last Out”)
when allocating and freeing memory. So you have to use
the functions in inverse order. For instance, when allocating
region 1 and then region 2 you have first to free region 2 and
after that region 1. Freeing the external and local memory
is done by a collaboration of the memory management in
ELEX-OS and the MPI library.

5.4. Collaboration of MPI Library and ELEX-OS. In this
section the collaboration between the MPI library and the
ELEX-OS running on the Microblaze nodes in the Star-
Wheels Network-on-Chip (NoC) is described. For handling
the allocation in local and external memory, a special mem-
ory management is implemented in ELEX-OS. It provides
the information which the MPI library needs for freeing
the blocks in external memory. Additionally it manages the
allocation and release of storage in local memory. So it is
possible to work with different sizes in local and external
memory. Furthermore the memory management controls
that no parts of the executable file or ELEX-OS itself are
overwritten when allocating memory dynamically.

In Figure 7, the usage of the functions for allocating and
freeing memory is shown. When the user application calls the
function MPI Alloc mem() with the shown arguments, there
will be allocated 40 bytes of local memory by a collaboration
of ELEX-OS and the MPI library at first (step 1). After the
allocation the pointer “A” is assigned with this area. Then
the library calculates the number of 64 kB blocks which are
needed to store the asked 100.000 bytes. Afterwards it sends a
corresponding request to the memory core and goes sleeping
(step 2).

The memory core handles the request, allocates the
demanded 2 blocks, and sends back an answer to the sender
of the request (step 3). When the reply arrives at the
processor running the user application, an interrupt occurs
which is handled by the “Interrupt Service Routine” (ISR) of
ELEX-OS. After that the MPI library sends a signal (step 4)
to the user application and it continues working.

In order to release the allocated memory, the user appli-
cation calls MPI Free mem(). Therefore the pointer which
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Figure 7: Application flow for allocating and releasing external
memory with the memory core using MPI.
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Figure 8: Application flow for sending data to the memory core
using MPI Put.

was set using MPI Allocate mem() must be used as argu-
ment (see Figure 7). Then the MPI library asks the memory
core for releasing the amount of blocks that are assigned
with this pointer (step 5). The memory core handles the
command, frees the blocks in external memory, and sends
an acknowledgment to the sender (step 6). When the reply
arrives, the ISR of ELEX-OS handles the reply, releases the
local memory, and sends a signal to the user application (step
7).

When external memory is allocated, the two functions
MPI Put() and MPI Get() can be used to transfer data
between the local and the external memory. Since the
activities of both functions are very similar, here it will be
described only with MPI Put(). The application flow is
shown in Figure 8.
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When the user application calls the function MPI Put(),
the MPI library sends the command sequence for a write
access to the memory core (step 1). Therefore, the amount of
bytes is calculated by the library using the arguments for data
type and count of values to write. The memory core handles
the request and checks if the access is permitted (step 2).
ELEX-OS then handles the answer of the memory core and
sends a request for building up a channel (step 3). The
memory core handles this request and acknowledges it (step
4.1). Then the memory core starts waiting for data. When
ELEX-OS receives this acknowledgment, it sends a signal to
the MPI library (step 5.1) which then begins sending the data
over the channel (step 5.2). Simultaneously the memory core
receives the data and writes them into the external memory
(step 4.2). After all data is sent, the MPI library sends an
“End-of-Communication”-command (EoC) to the memory
core to release the channel (step 6.1). When this command
is handled (step 7) by the Star-Wheels NoC the channel is
released. At last, the MPI library sends a signal to the user
application saying that all data is transmitted (step 6.2).

MPI Get() works very similar, but here the MPI library
sends the command sequence for a reading access and then
waits for a signal from ELEX-OS to indicate a channel is built
up and data can be received. Therefore, the ISR of ELEX-
OS handles the request for a channel from the memory core.
Then the MPI library reads the data from the channel and
writes it in the receive buffer of the user application. When
the memory core has transmitted all data, it sends the EoC
command to release the channel. Since the amount of data to
read is known by the MPI library, it does not have to wait for
this and sends a signal to the user application immediately
after receiving all data it has expected. The EoC command
is only handled internally by ELEX-OS to recognize that the
channel resources have been released.

6. Application Exploration

To explore the benefits of the novel memory core, the Scale
Invariant Feature Transform (SIFT, [15]), a complex and
very computational intensive image processing algorithm,
has been used. This algorithm finds interesting points in an
image and describes them as features (so-called descriptors).
These descriptors have the advantage that they are invariant
to scaling and orientation as well as partially invariant to
distortion and illumination changes. These properties make
them beneficial for object recognition applications.

The algorithm has been implemented following the
description in [15]. Through blurring and resampling of the
input image, several intermediate images are created. The
differences between the generated images deliver minima and
maxima, which are taken as so-called keypoints. Out of these
the best are used as descriptors. The found descriptors are
then marked as red circles in the output image, as can be seen
in Figure 9.

For parallelization, the input image can be divided
into several tiles which can be processed independently.
To allow all processors access to the input image, a global
shared memory is necessary. All intermediate images of the

Figure 9: SIFT descriptors marked in output image.

same tile are kept in the local memories of the processors as
more calculations are done with them.

7. Integration and Results

The test system is implemented on a Xilinx Virtex-5 LX110
FPGA and uses two Xilinx Microblaze softcore processors
for the computation. Each one of them has 128KB of local
block RAM. The input image is received over a video graphics
array (VGA) connection and written directly into the DDR2
memory by the use of the Xilinx IPCores vga in, de gen,
and video to vfbc. There, the data can be accessed by the
processors through the memory controller. As only a specific
part of the memory is assigned to a processor, this leads to
the image segmentation, where one processor has access to
the upper part of the image and the other has access to the
lower part of the image.

For the output the module Xilinx xps tft is used. It uses
a given memory area as a framebuffer and outputs it over
digital visual interface (DVI) as an image on an external
display. To speed up the calculation a hardware accelerated
finite response filter was added to the system. It allows faster
calculation of Gaussian filtered images. The complete system
can be seen in Figure 10.

With the help of the memory core, the image input and
output can be handled as seen in Figure 11. Each processor
can read data from the input image as well as write data to the
XPS TFT address range to output the results on the external
display.

At first, the performance overhead of the new MPI layer
was evaluated. The achieved throughput was compared to
the values of [2]. In addition to that, tests were run using the
MPI layer with PLB access to the memory. The results can be
seen in Figure 12 for writes and in Figure 13 for reads.

The write throughput of the memory core access with
more than 128 bytes is reduced to about 55% when using the
MPI layer. With more than 128 bytes transferred, it is faster
than PLB with the MPI layer and with more than 256 bytes
transferred it is even faster than direct PLB access.

Reading data is not as much affected as writing and still
manages to achieve more than 80% of the throughput at a
higher number of bytes. Both PLB accesses are outperformed
when more than 64 bytes are transferred to the DDR mem-
ory.
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For the SIFT algorithm an input image with a resolution
of 640× 480 pixels is used. Each pixel uses 32 bits of data and
to ease the addressing of single lines 1024 pixels per line are
saved in the memory. All pixels not belonging to the image
are forced to the value 0. Thus one image in the memory
needs 1920 KB of space. For the memory core access this
means the allocation of 15 blocks per processor for the input
and 15 blocks per processor for the output of data.

Table 2: Resource utilization of the individual components.

Component
Number of

Virtex 5 LUTs
Percentage of
whole system

Microblaze 1746 4.9

Accelerator 7470 21.0

Memory core 5206 14.7

MPMC 4835 13.6

Video I/O 2039 5.7

On-chip communication 11873 33.5

A segment size of 64 × 120 pixels was chosen. As the
image is read line by line, a good read throughput of more
than 30 MB/s can be achieved this way. Bigger segments
would allow even higher throughput rates but are limited
by the size of the local memory of the processors. Getting
a new image segment from the shared memory is about 3-
times faster when using the memory core: 2.79 ms with PLB
access versus 0.89 ms with memory core access.

As a result the found descriptors are marked in the output
image. One pixel would be enough but for better highlighting
a circle around the found pixel is used. This scenario does
not really fit the memory access through the memory core
because only small amounts of data need to be transferred. In
this case writing one single pixel takes 3.42 µs against 0.63 µs
with PLB access. With a circle for better emphasis, the times
increase to 58.14 µs and 10.71 µs, respectively.

In Table 2 the resource utilization of the individual
components can be seen. The memory core with two address
generators needs only around 1% more look-up tables
(LUTs) than the MPMC. The processing elements (Microb-
laze and accelerator) take up about one-third of the whole
resources as does the on-chip communication. Components
concerning the memory system need a little less than 30
percent and the rest of the resources is shared between the
video I/O modules as well as the general parts such as clock
and reset generation.

8. Conclusions and Outlook

In this paper the hardware architecture and the software
abstraction layer of an adaptive multiclient Network-on-
Chip memory core have been presented. The memory core
dynamically manages the varying number of processing
elements within a reconfigurable MPSoC and the therefore
varying memory requirements. For the memory access a
scheduling algorithm based on dynamic priorities is used.
Due to its modular structure resource requirements can be
adapted to achieve a good tradeoff between performance and
area based on the application requirements, for example, by
selecting the appropriate number of address generators. Fur-
thermore, the memory core can easily be modified to support
other NoCs or to be ported to other FPGAs, such as Altera.

The software abstraction layer introduced in this paper
is based on MPI. It eases the use of the memory core by
hiding the complexity and therefore the low-level commands
for accessing the memory core.
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The correct functionality of the memory core was exp-
lored using a complex image processing application. Perfor-
mance results were measured on a Virtex-5 FPGA. It was
shown that for higher amounts of data, as needed for exam-
ple, in image processing applications, the adaptive memory
core provides a higher throughput compared to using the
MPMC controller via the standard PLB interface provided
by Xilinx. Furthermore, it supports up to 16 processor
cores, while the MPMC only allows up to 8 connections.
Even with the overhead of the software abstraction layer a
higher performance for higher amounts of data was achieved
compared to accessing the MPMC via the PLB interface.

Future work is to develop an administrative subcompo-
nent or separate controller whose functionality goes beyond
the capabilities of the access controller. This component
will make it possible to monitor the allocated blocks of
the different address generators and allow the allocation of
shared memory regions to support the above-mentioned
MPI feature to define windows to work on the same data set
with several processors.
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K-means clustering has been widely used in processing large datasets in many fields of studies. Advancement in many data
collection techniques has been generating enormous amounts of data, leaving scientists with the challenging task of processing
them. Using General Purpose Processors (GPPs) to process large datasets may take a long time; therefore many acceleration
methods have been proposed in the literature to speed up the processing of such large datasets. In this work, a parameterized
implementation of the K-means clustering algorithm in Field Programmable Gate Array (FPGA) is presented and compared
with previous FPGA implementation as well as recent implementations on Graphics Processing Units (GPUs) and GPPs. The
proposed FPGA has higher performance in terms of speedup over previous GPP and GPU implementations (two orders and one
order of magnitude, resp.). In addition, the FPGA implementation is more energy efficient than GPP and GPU (615x and 31x,
resp.). Furthermore, three novel implementations of the K-means clustering based on dynamic partial reconfiguration (DPR) are
presented offering high degree of flexibility to dynamically reconfigure the FPGA. The DPR implementations achieved speedups
in reconfiguration time between 4x to 15x.

1. Introduction

Current technologies in many fields of studies have been
utilizing advanced data collection techniques which output
enormous amount of data. Such data may not be useful in
their collected form unless they are computationally pro-
cessed to extract meaningful results. Current computational
power of General Purpose Processors (GPPs) has not been
able to keep up with the pace at which data are growing [1].
Therefore, researchers have been searching for methods to
accelerate data analysis to overcome the limitation of GPPs,
one of which is the use of hardware in the form of Field
Programmable Gate Arrays (FPGAs).

K-means clustering is one of the widely used data
mining techniques to analyze large datasets and extract useful
information from them. Previously, we have implemented
the K-means clustering on FPGA to target Microarray gene

expression profiles and reported encouraging speedups over
GPPs [2]. However, the implementation was limited to
single dimension and eight clusters only. An extended work
on FPGA implementation of the K-means algorithm is
presented in this work which includes a highly parameter-
ized architecture, a novel single, and a multicore dynamic
partial reconfiguration of the K-means algorithm. Although
the proposed design is meant to target Microarray gene
expression profiles, it can be adopted for use in other
applications such as image segmentation. In this work
we also compare our parameterized implementation with
other FPGA implementation of the K-means algorithms.
Furthermore, we will compare the performance of our
design with one that has been recently implemented on
Graphics Processing Units (GPUs), a technology that has
been gathering a lot of interest in the computing community
because of its high performance and relatively low cost.
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The remainder of this paper is organized as follows. In
Section 2 an overview about the K-means clustering algo-
rithm is given. In Section 3, related works on K-means clus-
tering acceleration are summarized which include both
FPGA and GPU methods. In Section 4 the hardware imple-
mentation of the parameterized K-means clustering is pre-
sented. Then in Section 5 three novel implementations of
the K-means clustering based on dynamic partial reconfig-
uration are given: the first is based on reconfiguring the
distance kernel within the algorithm with different distance
metrics, the second is based on reconfiguring the K-means
core using Internal Configuration Access Port (ICAP), and
the last one is based on reconfiguring multiple K-means cores
also using ICAP. In Section 6 implementations results are
presented and analyzed. Finally, in Section 7 summary of
findings, discussion and conclusion are presented along with
some remarks on future work.

2. K-Means Clustering

K-means clustering is one of the unsupervised data mining
techniques used in processing large datasets by grouping
objects into smaller partitions called clusters, where objects
in one cluster are believed to share some degree of similarity.
Clustering methods help scientists in many fields of studies
in extracting relevant information from large datasets. To
arrange the data into partitions, at first one needs to
determine the number of clusters beforehand and initialize
centers for each cluster from the dataset. There are several
ways for doing this initialization, one way is by randomly
assigning all points in the overall dataset to one of these
clusters, then calculate the mean of each cluster and use
the results as the new centers. Another way is to randomly
select cluster centers from the whole dataset. The distance
between each point in the dataset and every cluster center
is then calculated using a distance metric (e.g., Euclidean,
Manhattan). Then, for every data point, the minimum
distance to all cluster’s centers is determined and the point
gets assigned to the closest cluster. This step is called cluster
assignment and is repeated until all of the data points have
been assigned to one of the clusters. Finally, the mean of each
cluster is calculated based on the accumulated points and
the number of points in that cluster. Those means become
the new cluster’s centers, and the process iterates for a fixed
number of times, or until points in each cluster stop moving
across to different clusters; Figure 1 illustrates the steps of the
K-means algorithm.

The Euclidean metric given in (1) is widely used with K-
means clustering and one that results in better solutions [3]:

D(P,C) =

√√√√√ M∑
i

(Pi − Ci)
2, (1)

where P is the data point, C is the cluster center, and M is
the number of features or dimensions. On the other hand,
Euclidean distance consumes a lot of logic resources when
implemented in hardware due to the multiplication oper-
ation used for obtaining the square operation. Therefore,
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Figure 1: The K-means algorithm.

previous groups working on hardware implementation of
the K-means clustering for image segmentation have used
the Manhattan distance shown in (2) as an alternative to the
Euclidean distance:

D(P,C) =
M∑
i

|Pi − Ci|, (2)

where P is again the data point, C is the cluster center,
and M is the number of features. Their results showed that
it performed twice as fast as that obtained by Euclidean
distance [3–9].

Distance computation is the most computationally de-
manding part and where most of the K-means processing
time occurs. Therefore, accelerating K-means algorithm can
be achieved by mainly accelerating the distance computation
part, which is achieved using hardware.

3. Related Works on the Acceleration of
K-Means Clustering

K-means has already been implemented in hardware by sev-
eral groups; most were to target applications in hyperspectral
imaging, or image segmentation. The following review will
cover some of the work done on K-means clustering accel-
eration using FPGA and GPUs.
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3.1. K-Means Clustering Acceleration on FPGAs. In 2000,
Lavenier implemented systolic array architecture for K-
means clustering [6]. He moved the distance calculation part
to FPGA while keeping the rest of the K-means tasks on
GPP. The distance computation involved streaming the input
through an array of Manhattan distance calculation units
of numbers equal to the number of clusters and obtaining
the cluster index at the end of the array. The disadvantage
of this approach was the communication overhead between
the host and the FPGA. Lavenier tested his design on several
processing boards, and one of the relevant speedups obtained
compared to GPP was 15x [6, 7]. In addition, he found that
the speedup of the systolic array was the function of the
number of clusters and transfer rated between the host and
the FPGA.

Between 2000 and 2003, Leeser et al. reported several
works related to K-means implementation on FPGA, based
on a software/hardware codesign approach [3–5]. Their
design was partitioned between FPGA hardware and a host
microprocessor, where distance calculation and data accu-
mulation were done in hardware in purely fixed point while
new means were calculated in the host to avoid consuming
large hardware resources. They achieved a speedup of 50x
over pure GPP implementation. Their design benefited from
two things: the first was using Manhattan distance metric
instead of the commonly used Euclidean metric to reduce the
amount of hardware resources needed, and the second was
truncating the bit width of the input data without sacrificing
accuracy [8].

In 2003, Bhaskaran [9] implemented a parameterized
design of the K-means algorithm on FPGA where all the K-
means tasks were done in hardware, except the initialization
of cluster centers which was done on a host. This design
implemented the division operation within FPGA hardware
to obtain the new means, using dividers from Xilinx Core
Generator. However, this design was tested only on three
clusters and achieved a speedup of 500x over Matlab
implementation including I/O overhead [9].

3.2. K-Means Clustering Acceleration on GPUs. Several im-
plementations of K-means clustering using Graphics Pro-
cessing Units (GPUs) have been reported in the literature. In
2008, Fairvar implemented K-means on GPU and achieved
speedup of 13.57x. (The GPU implementation took 0.724 s
compared to 9.830 s on GPP) when clustering 1 million
points into 4000 clusters using Nvidia’s GeForce 8600 GT
and a 2-GHz GPP host [10]. Another group [11] presented
good results when implementing K-means using two types
of GPUs. The speedups they achieved when clustering 200 K
to 1 M on the Nvidia’s GeForce 5900 were between 4x to 12x
more than a Pentium 4, 1.5 GHz CPU, and up to 30x when
using Nvidia’s GeForce 8500 and Pentium 4, 3 GHz CPU.
They also found that GPU performance was less affected
by the size of the dataset as compared to GPPs. Another
result reported by this group was related to the effect of the
number of clusters on speedup, where achieved speedups
were between 10x and 20x for clusters less than 20 using the
Nvidia’s GeForce 5900 GPU and more than 50x when there
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Figure 2: The main blocks of the K-means hardware design.

were more than 20 clusters. For 32 clusters, they reported a
speedup of 130x on the Nvidia’s GeForce 8500 GPU.

In 2010, Karch reported a GPU implementation of K-
means clustering for accelerating color image segmentation
in RGB space [12]. We compared the results published in
[12] with our FPGA implementation and shall present this
comparison in the results section. Furthermore, Choudhary
et al. reported another GPU implementation using Nvidia’s
GeForce 8800 GT, which achieved speedups between 9x and
40x for datasets ranging from 10,000 to one million points
when they were clustered into 20 partitions [13]. The group
also reported that speedups of GPUs over GPPs increase as
datasets grow largely in depth. From the above studies, it can
be stated that GPUs outperform GPPs when datasets are large
or when the number of clusters is large.

4. FPGA Hardware Design of
the K-Means Clustering

In this work, a highly parameterized hardware design of
the K-means algorithm is presented, which aims to carry
all K-means tasks in hardware. The architecture of the
whole design consists of a number of blocks which execute
kernels within the K-means algorithm. The design generates
the required hardware resources and logics based on the
parameters entered by the user at compile time. These
parameters are the wordlength of the input (B), number of
clusters (C), number of data points (N), and dimensions
of the input data (M). The design was captured in Verilog
HDL language. Figure 2 summarizes the main kernels of the
K-means clustering, which will be used to form a modular
architecture. The design intends to perform all the K-means
steps within the FPGA, including the division operation, and
avoids directing any task to an offchip resource although this
capability can be exploited when needed. In the following
sections an overview about each block will be presented
along with the timing of each block.
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4.1. Distance Kernel Block. This block receives streaming in-
put data stored in onchip Block RAMs or from an off-
chip memory, along with the initialized or updated cluster’s
centers, and computes the distances between each data
point and all clusters simultaneously. The hardware resources
inferred by the synthesis tool to generate multiple distance
processors (DPs) are based on the number of clusters and the
number of dimensions of the dataset. Each DP is responsible
for the computation of the distance between all the input
dimensions and one of the cluster centers. Thus one DP
is required for each cluster. The DPs work simultaneously
such that the distances between every point to all clusters
are computed in a few clock cycles, hence fully exploiting the
parallelism associated with the distance calculation kernel. In
this work, both the Euclidean and the Manhattan distance
metrics were implemented; however, the Manhattan distance
is chosen often times to simplify the computation and save
logic resources; thus, the reported results are based on the
Manhattan distance implementation. The datapath of this
block depends on the number of dimensions (M) in the
dataset as given by

datapath of distance kernel = ceil
[

log2(M)
]

, (3)

which corresponds to the stages needed to compute the
distances between all the dimensions of the input and the
clusters’ centroids. Accordingly, the computation time for a
single pass through the whole dataset is a function of the
number of data points (N) in the set and the datapath, as
shown in

distance computation time = ceil
[

log2(M)
]

+ N. (4)

This kernel has a throughput of 1 data point per clock cycle
and a latency of ceil[log2(M)] clock cycles, which is the same
as the datapath of the distance kernel, this latency is one clock
cycle only for the case of single dimension. Since there are C
DPs working simultaneously, the total outputs of this block
are C distances, each corresponding to the sum of distances
between all the dimensions of one point vector and one
cluster center resulting from a single DP.

4.2. Minimum Distance Finder Kernel Block. This block has
the role of comparing the C distances received from the
previous block to determine the minimum distance and the
associated index which correspond to the ID of the closest
cluster to the data point. The block consists mainly of a
comparator tree as shown in Figure 3, which has number of
stages dependent on the number of clusters (C) as given by

datapath of min. dist. finder kernel = ceil
[

log2(C)
]
. (5)

This block is pipelined to have throughput of one result per
clock cycle, with latency equivalent to (5). The combined
execution time of the above two blocks consisting of the
distance computation and the minimum distance finder can
be summarized in (6):

min. distance computation time

= ceil
[

log2(M)
]

+ ceil
[

log2(C)
]

+ N.
(6)

4.3. Accumulation Kernel Block. This block is responsible
for accumulating the data points in the accumulator cor-
responding to a specific cluster index and incrementing
the corresponding counter, keeping track of the number of
points in each cluster along with the values of these points.
The block receives the data point under processing along
with the index of the cluster having the minimum distance,
which was obtained from the previous block, and performs
the accumulation and counting accordingly. The number of
accumulators inferred by the HDL code is as shown in (7):

accumulator numbers = C ×M, (7)

such that each cluster has M number of accumulators
associated with it. As for the inferred number of counters,
it is equal to the number of clusters only, so that each cluster
has a counter associated with it. Since a fixed point arithmetic
is used in this work, extra care was taken in choosing the
appropriate wordlength (B) for the distance, accumulator,
and counter results to minimize hardware resources and
avoid data overflow. The latter is achieved through error and
range analysis of data in all blocks. Based on the B of the
input selected initially to represent the data and the number
of points in the dataset to be processed, the accumulator and
counter B’s were calculated as follows, respectively:

BAccumulator = log2

[(
Max. range of BInput

)
×N

]
, (8)

counter size = log2[N]. (9)

In the case of Microarray datasets for instance, data usually
do not exceed 25,000 points for Human. Hence, 15 bits are
found to be sufficient for each counter and 32 bits for each
accumulator given that the input point is represented by 13
bits. In general, a program was written in Matlab to automate
the range and error analysis to make the process of selecting
the best wordlengths easy and efficient.

4.4. Sequential Divider Kernel Block. The divider kernel block
is responsible for receiving results from the accumulation
kernel and calculating the new cluster centers. The divider
itself was generated using Xilinx Core Generator tool, which
was found to be faster due to high pipelining when compared
to other dividers. In the case of Microarray data, for instance,
the generated divider uses 32 bits for the dividend and 15 bits
for the divisor. These values were chosen based on the results
of the accumulator/counter blocks as the role of the divider
is to divide each accumulator result over the corresponding
counter to obtain the new cluster centers. Once signaled to
start, this block starts scheduling the data received to be
serviced by the divider core serially as illustrated in Figure 4.
The number of divisions that needs to be performed is
the same as the number of clusters specified in the design
parameters. After all the divisions are completed, results are
packed to the output port of the divider block. The number
of clock cycles taken by the divider to complete its work is a
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function of the divider latency and the number of clusters (C)
as well as the number of dimensions (M) as shown in (10):

divider time = (core latency
)

+ (C ×M), (10)

where the core latency was 84 clock cycles based on the
selected sizes of the dividend and divisor; however the
remaining part will be subject to change as per the initial
parameters entered by the user for C and M.

The choice of using the pipelined divider from the
core generator as opposed to a serial divider is that when
comparing the performance of both in terms of area and
timing, the serial divider was found to process one bit of
the information at a time; thus, for a 32 bit dividend and
8 clusters the number of clock cycles needed was 256 as
compared to 92 for the pipelined divider, based on single
dimensional data only. This timing difference amplifies when
the dimensions increase; for example, using 10 dimensions
and 8 clusters causes the serial divider to take 2560 clock
cycles while the pipelined divider takes only 164 clock cycles.
On the other hand, the number of slices consumed by the
serial divider is a lot less than the pipelined divider, where
the latter consumed 1389 slices compared to 91 slices for
the serial divider, when using Xilinx Virtex 4 FPGA. Since
one of the project’s aims was to accelerate the K-means
algorithm, the pipelined divider was favored. However,
other implementations based on multiple serial dividers are
possible when FPGAs area is limited.

5. Novel Dynamic Partial Reconfiguration
of the K-Means Clustering

The dynamic partial reconfiguration capability (DPR) of
modern Xilinx FPGAs allows for better exploitation of FPGA
resources over time and space. DPR allows for changing the
device’s configuration (i.e., functionality) partially and on
the fly, leading to the possibility of fully autonomous FPGA-
based systems. Therefore, DPR allows for the alteration of
specific parts of the FPGA dynamically without affecting
the configuration of other tasks placed onto the FPGA.
This capability offers wider spectrum of applications for
the K-means clustering serving different purposes which
are explored here for the first time. For instance, DPR is
useful in cases where users want to have the option to
select specific distance metric when performing the K-means
clustering or want to look at clustering results performed
with different distance metrics since the choice of the
distance metric affects the clustering performance. Another
useful application of DPR with K-means is to use it for the
implementation of server solution, where multiple K-means
cores are configured on demand to work on different data
as required by multiple users. A server solution is defined
here as an application which allows a large FPGA to cater
for the requirements of multiple users in a network whereby
each user owns specific K-means core receiving streaming
data and set with different parameters, for example, number
of clusters. However, introducing changes to any of the K-
means cores allocated onto the chip by a single user requires
interrupting the operation of other K-means cores to
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block 

(RP) 
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Euclidean

RM 

Figure 5: Illustrative diagram of the DPR implementation of the
K-means core based on a reconfigurable distance kernel.

reconfigure the FPGA. As such, the use of DPR to reconfigure
specific K-means core within a multicore server solution
system is investigated here to overcome the limitation of
having to reconfigure the full chip and discover other advan-
tages of DPR such as effect of the DPR on reconfiguration
time. In addition, the multicore application of the K-means
clustering can also be used in ensemble clustering. The latter
is based on combing the results of repeated clustering using
the same distance metric or alternative distances. Combing
clustering results from repeated runs was found to improve
the clustering accuracy when performed in GPP according
to the work reported in [14]. However, running K-means
several times is time consuming when done in GPP especially
for large datasets. Consequently, implementing ensemble
clustering on FPGA using multicore DPR approach will
benefit from fast execution. In the following subsections,
three different implementations of the K-means clustering
algorithm based on DPR are presented.

5.1. DPR Based on Reconfigurable Distance Kernel. To provide
a solution to a user who wants to alter the distance metric
kernel only without changing other blocks in the design or
interrupting other running tasks on the FPGA, a DPR imple-
mentation of the K-means clustering based on setting the
distance kernel as reconfigurable partition (RP) is proposed
in this work. The RP can be configured with one of two
possible Reconfigurable Modules (RMs), which correspond
to the variations of the logic within the RP region. The
two RMs correspond to the logic resources required to
implement the distance kernel with either the Manhattan
distance or the Euclidian as illustrated in Figure 5. More RMs
could be created corresponding to other distance metrics
such as the Hamming, Cosine, Canberra, Pearson, or Rank
correlation coefficients; however, only the Manhattan and
Euclidean distances are considered in this work due to their
popularity with K-means clustering and to demonstrate a
proof of concept.

The logic resources of the two distance metrics imple-
mented in this work were found to be comparable in terms
of the number of CLB slices and LUTs when synthesized,
with the exception that the Euclidean metric required DSP48
blocks to implement the multiplication operation, which
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were not required for the Manhattan distance. However,
this additional requirement was possible to cater for in
this implementation and is not expected to impose serious
shortage in resources as most modern FPGAs nowadays
come with heterogeneous hardware resources that usually
include DSP blocks. Furthermore, for the case when DSPs
are not abundantly available or not available at all, the
multiplication operation could still be performed using more
of the CLB slices and LUTs, but this will increase the size
of the RP region when compared with the case of using
dedicated DSP blocks. The proposed DPR implementation
is based on the case when the multiplication operation of the
Euclidean distance metric is performed with DSP48 blocks.

To estimate the area requirement for the proposed DPR
implementation, a non-DPR implementation based on using
eight clusters, 13 bits wordlength (B), 2905 points (N), and
single dimension (M) was first run using the two distance
metrics. The place and route results showed that the CLB
slices utilized for the Manhattan distance block were 277 as
compared to 246 for the Euclidean distance both occupying
only 4% of the total Xilinx XC4VFX12 floor area, with the
Euclidean distance requiring eight DSP48 blocks only. The
location of the RP region may be different depending on the
FPGA used as different FPGAs have different number of DSP
blocks and arrangements; consequently, one must make sure
that enough of those blocks are included inside the RP region
in order for the implementation to be successful. The above
analysis of the area requirement for each of the two distances
was necessary to evaluate the candidacy of this application
for DPR implementation. In the case of the two areas being
completely different, the DPR implementation would not
have been feasible due to the significant loss of CLB slices
within the RP regions causing the cost of the implementation
to be considerable. In addition, if the RP is made so big,
the partial reconfiguration time would be close to the full
configuration losing the advantage of time saving when using
DPR.

5.2. DPR Implementation Based on Reconfigurable Single K-
Means Core Using ICAP. In this implementation, the K-
means clustering core presented in Section 4 was modified to
decrease the size of the core for simplicity; the modification
was based on removing the divider since it was the kernel
occupying the largest area while needed for short time
during the clustering. This step is not expected to affect the
remaining kernels, and future implementations would utilize
larger FPGAs that can accommodate the complete core
including the divider, or to perform the division operation
using embedded processors. In the mean time, the new K-
means implementation which excludes the divider is used
and referred to as the K-means core.

This implementation is based on setting the aforemen-
tioned K-means core as a reconfigurable partition (RP)
and reconfiguring it internally using Internal Configuration
Access Port (ICAP). The latter has been used to access the
FPGA configuration memory quickly with a bandwidth of
3.2 Gbps. To experimentally perform the DPR, an Internal
Reconfiguration Engine (IRE) has been designed and tested
by a colleague at the SLIg group in Edinburgh University.
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Figure 6: The architectural block diagram of the Internal Reconfig-
uration Engine (IRE) used to dynamically reconfigure the K-means
core.

The block diagram of the IRE system used to dynamically
reconfigure the K-means core is illustrated in Figure 6. The
processor used in the IRE was based on Picoblaze soft-core
processor and an external ZBT SRAM memory module.

Once the ICAP controller is enabled, the IRE starts the
reconfiguration process of the K-means core using the partial
bitstream. The processor passes the address of K-means
partial bitstream in the external memory to the FSM which
controls the ICAP signals and the flow of the partial bit-
stream data to the ICAP through a high speed dual port
BRAM primitive used as a buffer. The main advantage
of using this IRE is the fast reconfiguration time of the
FPGA, which allows the variations of the K-means core to
be implemented dynamically, those variations correspond
to different internal memory contents, different parameters
such as number of clusters or data wordlength. In addition,
the IRE has an advantage of making the K-means core re-
locatable, which allows the system to maintain the operation
of the K-means core when a fault occurs in the original
location of the FPGA fabric hence providing small degree of
fault tolerance; or when other processes need to be added to
the FPGA hence providing a degree of flexibility in allocating
the K-means core with respect to the newly introduced
tasks. The latter is a particularly applicable in server solution
applications.

5.3. DPR Implementation Based on Reconfigurable Multiple K-
Means Cores Using ICAP. Based on the previous implemen-
tation, three K-means’ cores were used to form a multicore
DPR implementation, which can be reconfigured using the
IRE. The IRE is capable of quickly reconfiguring each one
of the cores at a time, and of relocating any of them within
the same FPGA. In addition to the advantages mentioned in
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Table 1: Performance results.

GPP (ms) Hardware (ms) Speedup

27.47 0.523 ∼53x

the previous subsection, this implementation is particularly
useful for server solution where cores are configured on
demand upon request from multiple users. This feature
allows the K-means cores allocated onto the FPGA to
remain in operation while another core is being reconfigured
elsewhere on the chip. Furthermore, DPR allows each user
to exercise full control on the configuration of the owned
task; thus, access to full chip reconfiguration can be granted
to system administrator only to avoid frequent interruptions
of operations. In this implementation, three cores were used
only as proof of concept; additional cores could be added
depending on the available resources and the application
requirement.

6. Implementation Results

Each block in the design was implemented and tested
on the Xilinx ML403 platform board, which houses the
XC4VFX12 FPGA chip. The K-means design was captured
in Verilog, simulated, synthesized, placed, and routed using
Xilinx ISE 12.2 tool. Finally, a bitstream file was generated
and downloaded to the board for testing. In the following
subsections, performance results of our design, as well as
comparison with GPP, FPGA, and GPU implementations are
presented. Then results of the three DPR implementations of
the K-means clustering will be presented.

6.1. Comparison with GPP. Implementation results when
clustering a dataset of 2905 points and one dimension
with input wordlength of 13 bits to 8 clusters showed that
the complete design consumed 2985 slices (740 CLBs) and
achieved a maximum clock frequency of 142.8 MHz. When
comparing the runtime of this hardware implementation
with an equivalent GPP implementation based on Matlab
(R2008a) Statistical Toolbox running on 3 GHz Intel Core
Duo E8400 GPP with 3 GB RAM, running Windows XP
Professional operating system, the speedup results obtained
are as shown in Table 1. Note that the Matlab Toolbox was
chosen because it contains an optimized K-means function,
and that it allows for converting data to fixed point easily
before running the clustering using Matlab’s Fixed-point
Toolbox. The GPP time shown in Table 1 is the average time
of 10,000 runs, with the initial clusters’ centroids given as
inputs to the algorithm; thus, the GPP implementation was
made as close as possible to the FPGA implementation to
ensure fair comparison. Note that the GPP implementation
converged at 27 iterations while the hardware at 25.

6.2. Comparison with Other FPGA Implementation. In gen-
eral, it is difficult to compare similar FPGA implementations
because of the use of different FPGA families and chips,
as well as different design parameters. Nonetheless, we
have attempted a comparison here with the closest FPGA

Table 2: Implementation results.

Compare Xilinx XCV1000 [4] Xilinx XC4VFX12

Slices 8884/12288 5107/5549

LUTs 17768 10216

Max. clock frequency 63.07 MHz 100 MHz

Single loop processing
time

0.17 s ∼0.07 s

implementation to ours, namely, the one reported in [4].
Here, we compare our parameterized core design excluding
the divider to make it compatible with the FPGA imple-
mentation reported in [4] which performed the division
operation on a host. Both implementations were based on
data size of 1024 × 1024 with 10 dimensions, 12 bits data,
and 8 clusters. In both cases, data were stored offchip and
streamed on to the FPGA. Comparative results are shown
in Table 2. Obviously, our implementation is faster because
it is based on a more recent FPGA technology, but it is
also more compact using normalized slice/LUT count. More
importantly, it is more flexible as it has a higher degree of
parameterization compared to the implementation reported
in [4].

6.3. Comparison with GPUs. When comparing the perfor-
mance of our FPGA K-means clustering implementation to
a recent GPU implementation presented in [12] for an image
processing application, the FPGA solution was found to
outperform the GPU in terms of speed as shown in Table 3.
The results shown were based on two different datasets,
one was 0.4 Mega Pixel (MPx) in size and the other was
6.0 MPx. Both datasets were processed for 16, 32, and 64
clusters, and both were for a single dimension. The GPP
and GPU results were based on 2.2 GHz Intel Core 2 Duo,
with 4 GB memory and Nvidia GeForces 9600 M GT graphics
card, running Microsoft Windows 7 Professional 64 bits.
On the other hand, the targeted FPGA device was Xilinx
XC4VSX35; the design used 13 bits to represent the dataset
and could run at a maximum clock frequency of 141 MHz.
The Virtex device used in this comparison is not a high end
FPGAs, the latter can achieve higher speeds but we tried to
limit the choice to a reasonable size that can accommodate
the design and be reasonable for comparing with the above
GPU. Both of images were too large to be stored within the
FPGA, therefore, offchip memory was needed to store data
which were streamed onto the FPGA pixel by pixel, and one
data point was read every clock cycle. The processing times
reported in [12] do not include the initialization of cluster’s
centers and the input/output stage, and similarly with the
FPGA times reported in Table 3.

The speedup results of our FPGA implementation over
the GPP and GPU results reported in [12] are shown in
Figure 7. From the FPGA/GPP curve shown in Figure 7(a),
it is clear that there is a linear relationship between the
number of clusters and the attained acceleration. Similar
observation was found when comparing GPU with GPP.
Both observations confirm that FPGA and GPU outperform
GPP as the number of clusters is increased. On the other
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Table 3: Execution result of K-means in GPP, FPGA, and GPU, for single dimension data.

Clusters
GPP avg. time per

iteration (sec.) [12]
GPP avg. time for complete

execution (sec.) [12]
GPU avg. time per
iteration (sec.) [12]

GPU avg. time for
complete execution

(sec.) [12]

FPGA per
iteration (sec.)

FPGA complete
execution (sec.)

0.4 MPx

16 0.269 4.314 0.021 0.443 0.0028 0.0392

32 0.516 7.637 0.020 0.421 0.0028 0.042

64 1.004 12.78 0.023 0.508 0.0028 0.0454

6 MPx

16 4.279 67.07 0.256 5.176 0.0425 0.723

32 8.144 110.7 0.247 4.439 0.0425 0.638

64 15.86 208.2 0.270 5.220 0.0425 0.723

0

100

200

300

400

500

600

16 32 64

Number of clusters

Sp
ee

du
p

FPGA/GPP-0.4 MPx
FPGA/GPP-6 MPx

(a)

0
2
4
6
8

10
12
14
16
18
20

16 32 64
Number of clusters

FPGA/GPU-0.4 MPx
FPGA/GPU-6 MPx

Sp
ee

du
p

(b)

Figure 7: Speedup results of the FPGA implementation of K-means over both: (a) GPP and (b) GPU implementations.

hand, the FPGA/GPU curve shown in Figure 7(b) indicates
that FPGA outperforms GPU in terms of execution time;
this is due to higher exploitation of parallelism in FPGA. On
the other hand, the FPGA/GPU acceleration is not greatly
affected by the number of clusters (up to 64 clusters in
our experiments) as found with GPP. As for the device
utilization, the XC4VSX35 FPGA used in this comparison
has 15,360 slices, which were enough to implement the
logic required to accommodate the number of clusters
shown in Table 3. With the 16 clusters, the implementation
occupied 5,177 slices (33%), and with 32 and 64 clusters,
the implementation occupied 8,055 slices (52%) and 13,859
(98%), respectively.

In addition, the effect of data dimensionality on perfor-
mance of GPP, FPGA, and GPU implementations was inves-
tigated in this work based on GPP and GPU performance
results reported in [15]. In [15], the authors reported the
results of clustering Microarray Yeast expression profiles as
shown in Table 4 where GPU achieved speedup of 7x to
8x over GPP for four and nine dimensions, respectively,
while FPGA achieved 15x to 31x for the same dimensions
based on dataset of 65,500 vectors, as illustrated in Figure 8
for the case of three and four clusters. When comparing
the timing performance of single iteration of the K-means
clustering for GPP, GPU, and FPGA implementations based

on multidimensional data, GPU and FPGA were found
to outperform GPP as shown in Figure 9(a). When the
performance of our FPGA implementation was specifically
compared with the GPU implementation in [15], the FPGA
achieved speedup between 2x to 7x over GPU [16]. Note
that the results reported in Table 4, Figures 8 and 9 are all
based on XC4VSX35 FPGA and Nvidia 8600 GT GPU. In
addition, FPGA outperformed GPU when the dimensions
of data increased (only four and nine dimensions were
studied) as shown in Figure 9(b), which indicates that FPGA
maintained its performance as dimensions were increased
while GPU experienced a drop in performance. The drop
in performance in GPU as the dimensions increased is due
to the way the implementation utilizes resources within the
GPU when computing specific kernels, particularly with
regards to memory bottlenecks associated with GPUs as data
increase in size.

Furthermore, Figure 8 also highlights the performance
of five-core implementation for three and four clusters
with respect to GPU, which was first reported in [2]. The
five-core implementation is clearly superior to the GPUs
for problems requiring small or reasonable number of
clusters and dimensions that can be mapped easily onto
commercially available FPGA devices [16]. This illustrates
the high potentials of FPGA in parallelizing tasks.
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Figure 9: Effect of data dimensionality on the timing per iteration
of the K-means clustering for (a) GPP, GPU and FPGA, and (b)
GPU and FPGA only. All are based on four clusters; the GPP and
GPU results are based on [15] whereby FPGA results are based on
[16].

Table 4: Execution result of K-means in GPP, FPGA, GPU, for
multidimension data.

GPP time per
iteration

(sec.) [15]

GPU time
per iteration
(sec.) [15]

FPGA time
per iteration

(sec.)

Dimensions = 4

3 clusters 0.0495 0.00623 0.0019

4 clusters 0.0652 0.00902 0.0042

Dimensions = 9

3 clusters 0.1031 0.0125 0.0019

4 clusters 0.1333 0.01589 0.0042

Table 5: Comparison of power and energy of different K-means
implementations.

Platform
Power
(watt)

Execution time for the 0.4 MPx
image, with 16 clusters (sec.)

Energy
(joule)

GPP 120 4.314 517

GPU 59 0.443 26

FPGA 15 0.056 0.84

6.4. Comparison in Power and Energy Consumption. The
power and energy consumption of the three K-means
implementations were compared and reported in Table 5
based on the 0.4 Mpx image shown in Table 3. Both GPP
and FPGA power figures were actually measured, while the
GPU power was obtained from the Nvidia GeForce 9600 GT
datasheet, reflecting the power rating of the device [17]. The
results in Table 5 are based on using 13 bits to represent
the 0.4 MPx image, 16 clusters and targeting the XC4VFX12
FPGA available on the ML 403 board with the image being
stored in offchip memory. The FPGA is ∼8x more power
efficient than GPP and ∼4x more power efficient than GPU.
Consequently, the FPGA implementation is ∼615x more
energy efficient than the GPP and∼31x more energy efficient
than the GPU as obtained from (11). Note that the FPGA
implementation utilized 4909 slices (89%) of the targeted
device as reported in [16].

In addition, when comparing the power consumption of
the FPGA implementation of the single core K-means shown
in Section 6.1 with the GPP implementation, the FPGA
consumed 15 W only when actually measured as compared
to 90 W in GPP; thus, the FPGA is six times more power
efficient than the GPP while being 53 times faster. This has
resulted in the FPGA implementation being 318 times more
energy efficient than the equivalent GPP implementation as
computed from (11). Note that the GPP power was measured
while running the algorithm in Matlab in a loop, and GPP
power was 70 W when idle

energy efficiency = power efficiency× speedup. (11)

6.5. Comparison in Cost of the K-Means Implementation.
The cost of any computing platform depends on several
factors, that is, purchasing cost, development cost, operating
cost, and perhaps maintenance/upgrading cost. At first,
purchasing any technology is associated with its technical
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Table 6: Purchase cost of the three computing platforms
with/without host.

Platform
Purchasing cost
W/O host (£)

Purchasing cost
with host (£)

Normalised cost
with host (£)

GPP 747.55 747.55 1

FPGA 511 1260 1.69

GPU 127 874 1.17

specifications and available resources, for example, logic
resources, peripherals, hardened IP blocks, and external
memory. Computing platforms are offered within a wide
range of device families allowing a user to select the device
having the right combination of resources for the application
in hand. Table 6 reports the cost of the computing platforms
used in the K-means clustering implementations which were
reported in Table 5 based on using the following computing
platforms:

(i) GPP-3.0 GHz Intel Core 2 Due E8400 processor and
3 GB memory;

(ii) GPU-Nvidia GeForce 9600 M GT;

(iii) FPGA-Xilinx ML403 board.

Table 6 reveals that the GPP solution was the most cost
effective in terms of purchasing cost when compared with
FPGA and GPU followed by the GPU solution and last
by the FPGA solution. Although Table 6 implies that GPP
is the most cost effective in terms of purchasing cost,
followed by GPU and last by FPGA, this does not mean
that GPP or GPU is more economic solutions than FPGA
given that performance per dollar and performance per
watt are more realistic measures for the economic viability
of the technology [18]. Although it was not feasible to
measure all factors leading to performance per dollar and
performance per watt, the power and energy consumptions
shown in Table 5 leads to estimate FPGA to have the largest
performance per watt. Consequently, FPGA is the most
economically viable solution.

6.6. DPR Implementation Based on Reconfigurable Distance
Kernel. The DPR implementation was created using Xilinx
PlanAhead 12.2 tool following Xilinx hierarchical methodol-
ogy and partial reconfiguration flow [19, 20], the distance
block was set as RP as explained earlier. The actual DPR
implementation shows that Euclidean distance occupied 238
slices within the RP region as opposed to 208 for the
Manhattan distance; the resources were slightly different
from those obtained using normal flow implementation.

Two main configurations were generated based on the
two RMs and the associated full and partial bitstreams for
each configuration were also generated. The full bitstream
was 582 KB in size while the partial bitstream was 61 KB. In
this work, JTAG cable was used to configure the FPGA, which
has a bandwidth (BW) of 66 Mbps. Therefore, when fully
configuring the FPGA, the configuration time was 70.55 ms
as computed from (12). On the other hand, when the
FPGA was partially reconfigured, the configuration time was

(a) Manhattan (b) Euclidean

Figure 10: The floorplan image of the DPR implementation of the
K-means clustering based on reconfigurable distance metric: (a)
Manhattan, and (b) Euclidean.

7.39 ms. Therefore, DPR offers significant time saving when
needing to change the distance metric only leading to 10x
speedup in configuration time over full device configuration.
Therefore, in addition to being able to reconfigure specific
part of the device without interrupting the operation of other
tasks, DPR offers time saving

configuration time = size of bitstream
BW of configuration mode

. (12)

Using Internal Configuration Access Port (ICAP) as a
configuration mode will offer larger bandwidth than JTAG,
since ICAP have a bandwidth equivalent to 3.2 Gbps leading
to small configuration time in the range of microseconds
as compared to milliseconds when using JTAG. However,
the speedup ratios between full and partial reconfigurations
remain the same for the two configuration modes. The
validity of such estimation as opposed to actual measurement
will be investigated in the following subsection. Figure 10
illustrates the floorplan of the two implementations high-
lighting the area occupied by the RP. The image also
highlights a disadvantage of the implementation which is
associated with wasting some of the CLB slices within the
RP region due to having to enclose enough DSP48 blocks;
this issue is clearly device specific as the arrangement of
DSP48 blocks affects the size of the RP region. The image
shows that ∼72% of the RP CLB slices are unused in the
Manhattan distance case and ∼69.5% for the case of the
Euclidean distance.

6.7. DPR Implementation Based on Single K-Means Core and
ICAP. The design containing both the K-means core and the
Internal Reconfiguration Engine (IRE) was first synthesized
using Xilinx ISE 12.2 to generate the .ngc file required
for creating the DPR implementation in Xilinx PlanAhead
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Figure 11: The floorplan image of the DPR implementation of
the reconfigurable K-means core based on Internal Reconfiguration
Engine (IRE).

12.2; in addition another .ngc file corresponding to the K-
means core without I/O buffers was created to describe the
Reconfigurable Module (RM), which corresponds to the K-
means core (excluding the divider). Next, PlanAhead was
used to construct the DPR implementation based on Xilinx
ML 403 platform board and on setting the K-means core as a
reconfigurable partition (RP).

The design was implemented, placed, and routed target-
ing Xilinx XC4VFX12 FPGA available in the ML403 board.
The place and route results of the implementation showed
that the K-means core occupied 1,178 CLB slices (∼22%) of
the FPGA floor area while the IRE occupied 955 CLB slices
(∼18%); the design was constrained to work at a 100 MHz
clock speed. The implementation was run and verified, and
bitstreams were created. Figure 11 illustrates the location and
size of the implementation within the FPGA. The partial
bitstream of the K-means core was found to be 140 KB while
the full bitstream was 582 KB.

To test the DPR implementation, the partial bitstream
was written to the ZBT SRAM available on board the ML403;
note that the file was stored initially in a Compact Flash (CF)
card which was also available on board the ML403, and that
Microblaze was used to read the partial bitstream from the
CF and write it to the ZBT SRAM. Second, the FPGA was
fully configured using the full bitstream associated with our
DPR implementation, this has invoked the K-means core
and the IRE. The device by then was running the K-means
clustering and was ready to be partially reconfigured upon
enabling the ICAP controller in the IRE. A counter was used
to measure the configuration time, which corresponds to the
time in which the enable signal was asserted in the ICAP
controller. Upon enabling the IRE, the partial bitstream was
read from the ZBT SRAM and written to the configuration
memory of the FPGA; as soon as the partial reconfiguration
was finished, the IRE deasserted the enable signal, and

time was measured. The measured partial reconfiguration
time was 360 µs, as compared to ∼1455 µs for the full
configuration. This shows that the DPR implementation
of the single core K-means is ∼4x faster than full chip
configuration.

In Section 6.6, the partial configuration time was esti-
mated from (12) based on using JTAG, while the partial
configuration time in this section was actually measured. To
justify the validity of the results obtained in the previous
subsection, the partial configuration time of the K-mean core
presented in this section was obtained using (12) based on
ICAP and checked against actual measurement to see how
significant the overheads are. The partial reconfiguration
time was found to be 350 µs when applying (12), which
is different from the measured time by only 10 µs leading
to same speedup in reconfiguration time (∼4x). This small
difference could be attributed to the time needed to read the
partial bitstream from the ZBT SRAM, time overheads result
from delays in asserting or deasserting the enable signal.
Therefore, estimating the configuration time gives relatively
similar results to actual measurements, and one could rely
on estimated results in predicting the performance of the
implementation. Furthermore, the fact that the performance
of the IRE was very high has led to small overhead times.

The IRE is also capable of relocating the K-means core
to another location in the chip by modifying the partial
bitstream to reflect the new desired location given that the
new location is compatible with the original core in terms
of resources, that is, Block RAMs, CLB slices, and so forth.
However, due to limited resources in the available device,
relocatability could not be tested on the FPGA. On the
other hand, other smaller designs were successfully relocated
within the FPGA using the same IRE to validate its capability
in re-allocating tasks [21].

6.8. DPR Implementation Based on Multiple K-Means Cores
and ICAP. The three-core DPR implementation was imple-
mented with Xilinx XCVLX60 FPGA which has 26,624 CLB
slices; thus, it was able to accommodate the three K-
means’ cores and the IRE as illustrated in Figure 12. The
performance of this implementation was estimated based
on the performance of the single core implementation, due
to the unavailability of a large FPGA to actually test the
implementation. The IRE system allows for one of the three
cores to be partially configured at a time; thus, the partial
reconfiguration time for each K-means core is the same as
that of the single core being 360 µs as compared to 5407.5 µs
for the full configuration. The former was measured in
Section 6.6, while the latter was estimated from (12) based
on a full bitstream of 2,163 KB in size and ICAP bandwidth of
3.2 Gbps. Consequently, DPR is 15x faster in reconfiguration
time than full configuration when one of the K-means’
cores need to be reconfigured. As for the case when the
whole three cores need to be reconfigured, 1080 µs would be
required reducing the reconfiguration speedup of this DPR
implementation to 5x only. This is mainly because the ICAP
has to reconfigure each core sequentially.

An important observation was made regarding the
speedup in reconfiguration time relative to the size of the
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Figure 12: The floorplan image of the DPR implementation of
the three K-means’ cores based on Internal Reconfiguration Engine
(IRE).

FPGA device. It was found that when the FPGA was large,
the full bitstream would normally be large leading to longer
configuration time, while the partial bitstream would be the
same for the single K-means core in both the small and large
FPGAs. Therefore, when the size of the FPGA is large, the
speedup in configuration time is expected to be higher than
that of a small device given that the size of the RP in the
two devices is identical. This is particularly important for
server solution as such an application is usually expected
to utilize large FPGA. For instance, when XC4VFX12 FPGA
was used, the speedup in reconfiguration time was 4x as
compared to 15x for the XCVLX60, both based on the same
PR implementation.

7. Summary and Discussion

The design and implementation of a highly parameterized
FPGA core of K-means clustering were presented in this
paper. This outperformed equivalent GPP and GPU imple-
mentations in terms of speed (two orders and one order of
magnitude, resp.). In addition, the FPGA implementation
was more energy efficient than both GPP (615x) and GPU
(31x). This makes the FPGA implementation highly desirable
although FPGAs still suffer from a relatively higher cost of
purchase and development compared to GPPs and GPUs.
The lack of standard API tools and hardware boards is a big
contributor in this.

In addition, the performance of both FPGA and GPU was
found to be superior to GPP when increasing the number
of clusters. This is mainly attributed to the fact that FPGA
and GPU scale better with the number of clusters, whereas
GPPs do this computation sequentially. On the other hand,
when comparing the timing performance of FPGA and GPU,
the FPGA excelled the GPU’s performance for the particular
devices used in the comparison reported in Table 3. This

is attributed to the higher level of parallelism exploited in
FPGA than in the GPU.

As for the dimensionality effect, when the number of
clusters were increased for different data dimensions, the
speedup of FPGA as compared to GPU was almost constant
as shown in Figure 7(b), which emphasizes the fact stated
earlier that the two technologies scale well as the number of
clusters was increased. However, FPGA outperformed the
GPU implementation when the dimensions (M) of the data
were increased as reported in Table 4; this is attributed to
memory bottlenecks in GPUs when the size of the data is
large.

However, the above findings are device specific and could
not be generalized unless fair comparison is made using
higher end GPUs and FPGAs. Even then, the large variation
in the size of FPGAs within the same family range makes it
difficult to assess the performance of the two technologies,
especially that variations in GPUs within the same family
range are much smaller. Furthermore, other issues arise when
high end devices are used such as the cost of purchasing
the high end device, with FPGAs being more expensive than
GPUs and power consumption issue where GPUs and GPPs
consume more power than FPGAs [18]. Nevertheless, our
comparative study was an attempt to highlight main perfor-
mance bottlenecks such as memory limitations in GPUs, and
issues surrounding the implementation of K-means in GPPs,
GPUs, and FPGAs when number of clusters or data dimen-
sions change, and to provide some guidelines for appropriate
device selection based on the application in hand.

Another aim of the work was to investigate the benefits
from using dynamic partial reconfiguration to set a specific
kernel within the K-means algorithm as reconfigurable
partition (RP) to serve specific applications. When setting
the distance kernel as RP, the reconfiguration time was found
to be 10x faster than reconfiguring the full device. The
purpose of such implementation was to be able to change the
type of the distance metric at run time without interrupting
the operation of tasks in other parts of the FPGA and to
achieve this as quickly as possible. Two distance metrics were
considered in this work to demonstrate the feasibility of the
concept, one was the Manhattan distance and the other was
the Euclidian; however, the concept could be easily expanded
to include a library of distance metrics if the application in
hand requires such variability in distance metrics.

Furthermore, the results of reconfiguring a single K-
means core and three K-means cores using an Internal
Reconfiguration Engine (IRE) were presented; the latter was
based on using ICAP to dynamically reconfigure the FPGA.
The IRE illustrated true dynamic reconfiguration capability
at high performance with negligible overheads. In terms
of reconfiguration speedup, the single core implementation
was four times fast when using small chip and 15 times
fast when large chip was used. As for the three-core
implementation, the speedup in reconfiguration time varies
according to the number of cores to be configured at a
time, for partially reconfiguring single core, two cores, and
three cores the speedups were 15x, ∼8x, and 5x, respectively.
Consequently, it can be stated that multicore DPR has best
performance in terms of configuration time when used to
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reconfigure one core at a time due to having short partial
reconfiguration time, and this advantage becomes less or
even lost as more cores get reconfigured simultaneously
leading to the same performance in configuration time as
non-DPR implementation (normal flow).

8. Conclusion and Future Work

A highly adaptive FPGA implementation of K-means clus-
tering has been presented in this work which outperformed
GPP and GPU in terms of speed and energy efficiency as
well as scalability with increased number of clusters and data
dimensions. Furthermore, the FPGA implementation was
the most economically viable solution. Additionally, three
novel DPR implementations of the K-means clustering were
presented which allowed for dynamic partial reconfiguration
of FPGA offering the advantage of reconfiguration flexibility,
short partial reconfiguration time of selective tasks on chip
while ensuring continuous operation of other tasks.

Future work will be centered on improving the division
operation in the K-means clustering with the aim to reduce
sizing and making the divider shared among multi K-means’
cores by harnessing the dynamic partial reconfiguration
capability to time-multiplex the divider. Additionally, con-
siderations will be given to harnessing embedded processors
to implement the division operation in conjunction with
dynamic partial reconfiguration. Furthermore, applying K-
means ensemble clustering in FPGA based on multicore
dynamic partial reconfiguration to target Microarray data
that will be implemented. Moreover, comparison with
optimized multicore processor will be carried out.
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