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1. Introduction
Health information systems (HISs) play a crucial role in
healthcare in the 21st century. Enacted as part of the
American Recovery and Reinvestment Act of 2009, the
Health Information Technology for Economic and Clinical
Health (HITECH) Act was signed into law on February 17,
2009, to promote the adoption and meaningful use of health
information technology. Since then, the percentage of nonUnited-States-federal acute care hospitals that adopted basic
electronic health record (EHR) systems increased from 9.4%
in 2008 to 75.5% in 2014 [1]. However, even though the
adoption of EHRs by hospitals is successful in the United
States, the interoperability of the HISs is falling behind, hampering data exchange among healthcare organizations and
meaningful aggregation of heterogeneous healthcare data.
As such, even though the dramatically increasing amount
of healthcare data oﬀers unprecedented opportunities for
mining previously unknown knowledge, it is still challenging
to properly leverage data from diﬀerent sources, to overcome
barriers in data analytics (e.g., missing data), and to solve real
world problems such as early diagnosis of medical conditions, prediction of disease progression, and identiﬁcation
of patient cohorts for clinical trials.
Biomedical ontologies and controlled vocabularies provide structured domain knowledge to support data standardization and interoperability in a variety of HISs such as EHR,
healthcare administration, and clinical decision support.
Some notable examples include the International Classiﬁcation of Diseases (ICD), which is a widely used controlled

vocabulary for encoding billing diagnoses and procedures
in HISs [2]. SNOMED CT is used for encoding problem lists
in EHRs [3]. RxNorm is a medical terminology that normalizes names of all clinical drugs available on the United States
market and links to many of the drug vocabularies commonly used in pharmacy management [4]. Moreover, with
rich concepts linked by semantic relationships, they have also
been widely used in natural language processing, data mining, machine learning, semantic annotation, and automated
reasoning. The Uniﬁed Medical Language System (UMLS),
developed and maintained by the United States National
Library of Medicine, is a compendium of over 190 controlled
vocabularies and biomedical ontologies, including ICD,
SNOMED CT, and RxNorm. In the renaissance of artiﬁcial
intelligence (AI), knowledge-intensive and/or data-driven
medical applications and research will directly beneﬁt from
the formalisms and rich knowledge encoded in the biomedical ontologies. However, they have not yet been fully capitalized in the healthcare engineering and data analytics.
The main goal of this special issue is to bring together
the researchers in the ﬁeld of knowledge representation,
data management, and health data analytics to introduce
innovative semantics-based methods to address important
problems in healthcare engineering, illustrate the use of biomedical ontologies and semantic web technologies to discover hidden knowledge in biomedical and health data, and
showcase state-of-the-art research and development. The
selected papers underwent a rigorous review and revision
process. We are glad to see that the selected papers presented
novel usage of semantics-based techniques and ontologies in
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pressing health-related problems such as healthcare data
integration, pattern mining from EHRs, medical entity recognition in clinical text, and clinical data sharing. Meanwhile, we have also seen foundational research papers that
are focused on developing and curating biomedical ontologies. The multidisciplinary nature of this special issue is
reﬂected by the fact that the problems in semantics-based
healthcare engineering and data analytics are being tackled
by researchers in diﬀerent communities, including computer
science, medicine, biomedical engineering, biomedical informatics, statistics, and so forth.

2. Papers in This Special Issue
In this special issue, we present 8 novel studies about
semantics-powered healthcare engineering and data analytics. These studies can be categorized into the following three
topics: (1) natural language processing and data mining, (2)
clinical data sharing and data integration, and (3) ontology
engineering and quality assurance (QA).
2.1. Natural Language Processing and Data Mining. Natural
language processing (NLP), which can unlock knowledge
and detailed information from semistructured or unstructured medical data (e.g., clinical narratives in EHRs and
pathology reports), has been widely used to support outcome
reporting, clinical research, and operations. However, the
free format of clinical text, which may contain acronyms
(e.g., COPD, ADR, and BP), typographical errors, and polysemy (e.g., cold), poses signiﬁcant challenges in text processing and understanding. Basic NLP tasks such as named entity
recognition (NER) and word sense disambiguation (WSD)
have been widely studied in alphabetic languages such as
English. The abundance of controlled vocabularies in English
also eases the task of NER of English text. In character-based
languages such as Chinese with no space between words and
few controlled vocabularies, word segmentation is a particularly diﬃcult problem. In the article titled “A Novel
Approach towards Medical Entity Recognition in Chinese
Clinical Text,” using the Chinese drug name dictionaries, J.
Liang et al. propose a cascade-type Chinese medication entity
recognition approach that aims at integrating the sentence
category classiﬁer using a support vector machine and the
conditional random ﬁeld-based medication entity recognition. They applied this technique on a test set of 324
Chinese-written admission notes with manual annotation
by medical experts and showed promising results.
Automated text classiﬁcation has been a popular application of NLP. When dealing with a large amount of text
such as online forum postings, traditional manual text classiﬁcation has a signiﬁcant limitation with respect to scalability.
In the article, “An Interpretable Classiﬁcation Framework for
Information Extraction from Online Healthcare Forums,” J.
Gao et al. introduced an innovative and eﬀective random
forest-based model with interpretable results for classifying
sentences in online healthcare forum posts into three classes:
medication, symptom, and background. The features used to
train the model include labeled sequential patterns, UMLS
semantic types, sentence-based features, and heuristic
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features. This approach can potentially help researchers and
clinicians better understand and analyze patients’ opinions
and needs toward various health topics.
To make an ontology useful for automated term extraction from text, it is important to assess its coverage. In the
article entitled “Semantic Modeling for Exposomics with
Exploratory Evaluation in Clinical Context,” J. Fan et al.
introduced their research on creating an exposome-oriented
semantic network from existing ontology entities and relations. They then evaluated the derived semantic network in
terms of literature coverage and text annotation.
Controlled vocabularies and biomedical ontologies can
facilitate the task of association patterns mining in the
unstructured medical data. In the article entitled “Association Patterns of Ontological Features Signify Electronic
Health Records in Liver Cancer,” L. W. C. Chan et al. identiﬁed the association patterns for liver cancer patients by
extracting terms from liver cancer reports and mapping them
to SNOMED CT concepts. They further quantiﬁed the association levels between every two features in cases of hepatocellular carcinoma or liver metastases and those with no
abnormality detected.
2.2. Clinical Data Sharing and Data Integration. With the
increasing adoption of EHRs and various HISs in the
healthcare organizations, health data are generated in an
unprecedented speed and amount. Data sharing and data
integration can mitigate the biases of disparate data sources
to support more meaningful data analytics. Towards this
end, national consortiums in the United States such as
the eMERGE (Electronic Medical Records and Genomics)
Network, Clinical and Translational Science Institutes,
Patient-Centered Clinical Research Network (PCORnet),
and Observational Health Data Sciences and Informatics
(OHDSI) are putting concerted eﬀorts into creating data
models, resources, and tools to support sharing and integration of healthcare data from heterogeneous sources. Such
eﬀorts are also being made in other countries such Italy and
Thailand. In the article “A SOA-Based Platform to Support
Clinical Data Sharing,” R. Gazzarata et al. introduced a
service-oriented architecture-based platform to support
technical interoperability. The platform uses Health Level
Seven (HL7) Version 3 messages combined with the LOINC
(Logical Observation Identiﬁers Names and Codes) vocabulary to ensure semantic interoperability among HISs in Italy.
In the article titled “Graph-Based Semantic Web Service
Composition for Healthcare Data Integration,” N. Arch-int
et al. proposed a composition system based on semantic
web services to integrate healthcare data in diﬀerent health
organizations in Thailand and evaluated the system with
respect to execution time and correctness.
2.3. Ontology Engineering and Curation. Without a wellcurated metadata standard, large health datasets are hard to
manage and analyze. Eﬀorts have been made to develop
metadata standards, often in the form of ontologies, to organize large health data set in a semantic knowledge base. In
their article “A Granular Ontology Model for Maternal and
Child Health Information System,” S. Ismail et al. presented
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a data access model for managing maternal and child health
data leveraging Fast Healthcare Interoperability Resources
(FHIR), the latest data exchange standard created by HL7.
They targeted completeness of maternal and child-related
health information systems in developing countries.
Due to the size and complexity of biomedical ontologies,
modeling errors, missing concepts, missing relationships,
and inconsistencies are inevitable, limiting their utility in
critical clinical applications and biomedical research. Automated and semiautomated QA methods, which can highlight
the errors in an ontology, will lead to high QA yields and better utilization of QA personnel. In their article “TaxonomyBased Approaches to Quality Assurance of Ontologies,”
M. Halper et al. presented a guideline for choosing and
combining appropriate abstraction networks for an ontology
to automatically identify sets of concepts that are expected to
have a high likelihood of errors.

3. Discussion and Conclusion
In the big data era, the vast amount of healthcare data poses
signiﬁcant challenges in data management and analysis.
Semantics-based knowledge representations and methods,
which encapsulate structured domain knowledge, play an
important role in overcoming these challenges. As shown in
this special issue, important problems in data analytics
including data mining, natural language processing, data
sharing, data integration, and ontology engineering are being
tackled by multidisciplinary teams with diverse expertise.
Moreover, new methods, platforms, and algorithms have
been developed to integrate, process, and analyze diverse
types of health data and transform them into actionable
knowledge and wisdom for better patient care and clinical
practice. We envision this work will have signiﬁcant impact
in healthcare engineering and data analytics. We are looking
forward to seeing more work in this area that is motivated by
this special issue.
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Ontologies are important components of health information management systems. As such, the quality of their content is of
paramount importance. It has been proven to be practical to develop quality assurance (QA) methodologies based on automated
identiﬁcation of sets of concepts expected to have higher likelihood of errors. Four kinds of such sets (called QA-sets) organized
around the themes of complex and uncommonly modeled concepts are introduced. A survey of diﬀerent methodologies based
on these QA-sets and the results of applying them to various ontologies are presented. Overall, following these approaches leads
to higher QA yields and better utilization of QA personnel. The formulation of additional QA-set methodologies will further
enhance the suite of available ontology QA tools.

1. Introduction
Ontologies are central components of biomedical information management systems, where their hierarchies of concept
deﬁnitions serve to standardize knowledge and facilitate
communication. Ontologies have been successfully deployed
in data annotation, semantic integration, knowledge discovery, domain vocabularies, and natural language processing,
among other areas [1–6]. Given these important roles, it is
paramount that the conceptual knowledge within the ontology be accurate, consistent, and as complete as possible with
respect to the applications it serves. However, guaranteeing
this can be diﬃcult due to the ordinarily extensive size of
ontologies, typically on the order of thousands up to hundreds of thousands of concepts, and the concepts’ attendant
complexity manifested in potentially millions of relationships connecting them. In fact, it is not unusual to ﬁnd a variety of kinds of errors in a large ontology, including incorrect
and omitted IS-A (subsumption) relationships, incorrect
lateral (i.e., nonhierarchical) relationships, and erroneous
relationship targets.
In this paper, we focus on methodologies for QA of
ontologies [7]. Indeed, ontology QA has been a ripe area of
research. A review of QA of medical ontologies can be found
in [8]. Another review extended the subject material to QA

methodologies applied to all forms of controlled biomedical
terminologies [7]. QA approaches have targeted a variety of
existing ontologies including SNOMED CT [9, 10], the
National Cancer Institute thesaurus (NCIt) [11, 12], and
the Gene Ontology (GO) [13, 14]. For example, SNOMED
CT has been analyzed for its compliance with seven important ontological principles [15]. Adjectival modiﬁcation was
used to assess the consistency of terms in SNOMED CT
[16]. A methodology based on Semantic Web technologies
was used to judge the consistency of hierarchical and associative relationships in the NCIt [17]. An evolutionary terminology auditing method was applied to gauge the quality of the
GO [18].
Speciﬁcally, in this paper, we present guidelines successfully employed as the basis for QA techniques that have been
derived from taxonomies, alternate high-level compact views
of ontologies. In previous work (e.g., [19]), the practicality of
developing taxonomy-based QA techniques involving the
automatic identiﬁcation of sets of concepts expected to have
higher error rates has been demonstrated. There have been
two overarching themes to this work: complex concepts
and uncommonly modeled concepts. Intuitively, complex
concepts are those that are structurally complex in terms of
their numbers of properties and interconnections, which
naturally make them more susceptible to erroneous modeling.
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If a concept looks very diﬀerent from all other concepts in its
neighborhood, or even in the context of the whole ontology,
that raises suspicions about its correctness, and we refer to
such a concept as “uncommonly modeled” in a subject area.
The thread running through these two themes is that concepts of this nature are revealed as outlier sets through the
lens of the taxonomies.
A variety of taxonomy-based methodologies have been
developed for and utilized in SNOMED CT, the NCIt, and
the GO. Additional methodologies have targeted ontologies
in the NCBO’s BioPortal [20, 21] including the Ontology of
Clinical Research (OCRe) [22], the Sleep Domain Ontology
(SDO) [23], the Cancer Chemoprevention Ontology
(CanCO) [24], and the Ontology for Drug Discovery Investigations (DDI) [25]. And now with a movement toward
methodologies encompassing all the ontologies in a family
of similar ontologies hosted in the BioPortal [26], it is important to survey the known methodologies that are taxonomybased so various curators and editors can more readily use
them. Arranging them in the context of the guidelines used
in their development and thus highlighting existing best
practices, it is our expectation that users and researchers will
be encouraged to detect more potentially “higher-error” sets
that could be the basis for further taxonomy-based QA
methodologies.

2. Background
The two foundational taxonomies that have been developed
are the area taxonomy and the partial-area taxonomy. These
have been utilized with hierarchies in SNOMED CT and the
NCIt, among others [27–29]. Variations and extensions to
these taxonomies have been deployed in a number of other
ontologies, including disjoint partial-area taxonomies [30]
and subject-based subtaxonomies [31]. In the following, we
present some of the details of each of these two related structures, with examples drawn from the NCIt. A review of taxonomies can be found in the context of a general treatment
of ontology abstraction networks in [32]. Let us note that
taxonomies have been derived from ontologies in various
formats, including OWL [33], OBO format [34], and
SNOMED CT RF2 [35].
The area taxonomy is a hierarchically organized graph
structure derived automatically from the arrangement of
the hierarchical (i.e., IS-A or subClassOf) and nonhierarchical (“lateral”) relationships of the concepts in an ontology’s
hierarchy. It should be noted that the notion of lateral relationship is modeled diﬀerently and referred to using various
nomenclatures within the context of diﬀerent ontology
representations. For example, it is attribute relationship in
SNOMED CT, role in the NCIt, and property restriction in
OWL ontologies. In the latter, all stated and inherited
property restrictions that appear in equivalence axioms or
subClassOf axioms are taken to be lateral relationships. In
the remainder of this paper, we will use only the generic
“IS-A” to refer to a hierarchical relationship; the term “relationship” will strictly be reserved for lateral relationship,
unless otherwise noted.

Journal of Healthcare Engineering
Each node of the area taxonomy graph represents one
area, deﬁned to be the set of all concepts in the hierarchy
exhibiting the exact same set of relationships. The node is
labeled with the respective set of relationships and also
includes the number of constituent concepts. For example,
in the NCIt’s Disease, Disorder, or Finding hierarchy, there
are concepts, such as Nervous System Neoplasm, which have
the two relationships Abnormal Cell and Associated Anatomic Site—and only those relationships. (In this example,
the “Disease Has” preﬁx is omitted from all relationship
names.) See Figure 1(a), where Nervous System Neoplasm
and ﬁve other concepts with these exact relationships are
enclosed in a blue, dashed box. (Not all concepts from this
area are shown.) Therefore, there is a node {Abnormal Cell,
Associated Anatomic Site} indicating six concepts in the area
taxonomy—the blue box in Figure 1(b). That ﬁgure overall
shows the excerpt of ﬁve areas from the NCIt’s Disease,
Disorder, or Finding area taxonomy corresponding to
Figure 1(a).
Nodes of the graph are connected via hierarchical child-of
relationships, whose derivations are based on the IS-As of the
root concepts in areas. A root is deﬁned to be a concept at the
top of an area’s subhierarchy, that is, a concept whose parents
all belong to other areas higher up in the ontology’s hierarchy. For example, the NCIt concept Neoplasm by Site has
only the relationship Abnormal Cell and thus belongs to the
area {Abnormal Cell} (Figure 1(a)). Neoplasm by Site’s child
Nervous System Neoplasm is one of the roots of {Abnormal
Cell, Associated Anatomic Site}. From the IS-A between
Nervous System Neoplasm and Neoplasm by Site, a child-of
is derived connecting area {Abnormal Cell, Associated Anatomic Site} to area {Abnormal Cell}. Again, see Figure 1(b)
for an illustration.
The area taxonomy is rooted overall in an area with the
name “root area.” In ﬁgures, such as Figure 1(b), we often display the name as ∅, denoting the fact that its member concepts
do not exhibit any relationships whatsoever. (There may be
many such concepts, and they may in fact extend deeply into
the ontology, as will be discussed further below.) In ﬁgures,
nodes of the area taxonomy are typically color-coded to indicate their respective levels (equal to their numbers of relationships). For example, the two areas at the bottom of Figure 1(b)
have three relationships each and thus have the same color.
The root area resides by itself on level 0.
The partial-area taxonomy extends the area taxonomy
using local conﬁgurations of the IS-As within the ontology.
The main diﬀerence between the two taxonomies is the inclusion of embedded “subnodes” within area nodes in cases
where the area has multiple roots. In such a case, a subnode,
called a partial-area, is included to represent a concept group
comprising one root and all its descendants within its area.
Given the fact that the root subsumes all the concepts in its
partial-area, its name is used as the label of that group. In
the NCIt’s Disease, Disorder, or Finding hierarchy, the area
{Abnormal Cell, Associated Anatomic Site} has 13 roots
(among them are Reproductive System Neoplasm, Nervous
System Neoplasm, and Eye Neoplasm). Figure 1(c) shows an
excerpt from the Disease, Disorder, or Finding hierarchy’s
partial-area taxonomy, where the three corresponding
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Ø

Disease, disorder, or finding

Disease or disorder

Finding

Abnormal cell

Neoplasm
Neoplasm by special
category
Abnormal cell,
normal cell origin,
normal tissue origin

Neoplasm by site

Reproductive
system neoplasm

Embryonal
neoplasm

Female reproductive
system neoplasm

Intraocular
medulloepithelioma

Blastoma

Nervous system
neoplasm
Central nervous
system neoplasm

Placental
neoplasm

Childhood central nervous
system neoplasm

Malignant placental
neoplasm

Childhood spinal
cord neoplasm

Abnormal cell,
associated anatomic site

Eye neoplasm

Eyelid
neoplasm

Abnormal cell,
associated anatomic site,
has finding

LEGEND
Finding
Neoplasm

Concept
Root concept
IS-A

(a)
Ø

Ø

Disease, disorder
or finding

3 concepts

3 concepts

Abnormal cell

Abnormal cell

Neoplasm

3 concepts

3 concepts

Abnormal cell, associated anatomic site

Abnormal cell,
associated
anatomic site

Reproductive
system neoplasm

Nervous system
neoplasm

2 concepts

2 concepts

Eye neoplasm
2 concepts

6 concepts
Abnormal cell,
associated
anatomic site,
has finding
4 concepts

Abnormal cell,
normal cell origin,
normal tissue origin
3 concepts

Abnormal cell, associated anatomic site,
has finding
Placental
neoplasm
2 concepts

Childhood central
nervous system
neoplasm

Embryonal
neoplasm

2 concepts

3 concepts

LEGEND
Abnormal
cell

Abnormal cell, normal cell
origin, normal tissue origin

LEGEND
Neoplasm
3 concepts Partial-area

Area

Child-of
Child-of

(b)

(c)

Figure 1: (a) An excerpt of nineteen concepts from NCIt’s Disease, Disorder, or Finding hierarchy. (b) Area taxonomy excerpt for the
concepts in (a). (c) Partial-area taxonomy excerpt for the concepts in (a).
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partial-areas of {Abnormal Cell, Associated Anatomic Site}
can be seen. Again, the number of concepts in a partial-area
appears beneath its name. Child-ofs connect partial-areas
and are derived from the underlying roots’ IS-As in a manner
similar to that for areas in the area taxonomy. Certain graphical abridgments are used to reduce the amount of arrows
shown [27].

3. Methods
The overall goal of automated methodologies for ontology
QA is to uncover concepts that are obviously in error or have
a high likelihood of being deemed in error on further analysis. Our previous work has sought to identify concepts that
have a high likelihood of harboring errors or inconsistencies
of diﬀerent kinds with the taxonomies serving as the guiding
frameworks. Eﬀectively, a methodology of this type carries
out some kind of analytical extraction of such a set of
concepts—which, for example, may already exist in the taxonomy or as an aggregate grouping therein—for a subjectdomain expert (e.g., a curator) to review. This saves the
person time and eﬀort in focusing their eﬀorts on concepts
that are more likely to warrant additional attention. In general, we would say that it enables better utilization of usually
limited QA resources and increases the QA yield in terms of
discovered ontology problems.
In the context of a given methodology, we refer to the
collection of concepts chosen for review as the “Quality
Assurance set” (abbreviated “QA-set”). In this section, we
introduce four example QA-sets that have been utilized as
the basis for QA methodologies. Their utility has been empirically veriﬁed in the context of a number of ontologies, some
of which are discussed further below in Section 4. Two of the
QA-sets are directly based on the area taxonomy. The other
two have their origins in the partial-area taxonomy. The four
QA-sets are as follows, with the area taxonomy-based ones
listed ﬁrst:
(1) The root area
(2) The concepts deep in a taxonomy and having many
relationships
(3) Overlapping concepts
(4) Small partial-areas.
In the following subsections, we give the interpretation of
each QA-set with respect to the overarching themes of
complex concepts and uncommonly modeled concepts. In
the last subsection, we introduce some approaches that seek
to combine these themes to further enhance QA eﬀorts.
3.1. Area Taxonomy-Based QA-Sets
3.1.1. QA-Set 1. As discussed, the root area has concepts
having no deﬁned relationships at all. In ontologies, relationships are arguably the most important deﬁnitional elements
and serve as crucial diﬀerentiae [36]. Therefore, it is expectedly uncommon for concepts not to have any relationships
to other concepts. In our work, high percentages of concepts

without relationships have been located in the root area for
some hierarchies. Admittedly, such concepts may have been
left underdeﬁned intentionally for concepts that are by
nature general or abstract. But one would expect the number
to be small. Oftentimes, the omission is unintentional and
should be questioned. Hence, the ﬁrst kind of area
taxonomy-based QA-set is the set of concepts belonging to
a relatively large root area. The most likely error for such
concepts is a missing relationship.
3.1.2. QA-Set 2. As one moves down an ontology hierarchy,
there is an expectation of increasing attendant complexity
as more and more knowledge is built up—explicitly or
implicitly. Most often, the build-up of knowledge in ontologies happens through the introduction of new properties
as well as the inheritance of properties from ancestors. The
concepts exhibiting increased knowledge aggregation are
intuitively more diﬃcult and more subtle to model, and it is
natural for errors to more readily occur in such cases. We
ﬁnd a manifestation of this phenomenon in the second kind
of QA-set.
The concepts within a taxonomy are organized on numbered levels according to their numbers of relationships. The
farther from the root area, the higher the level. Concepts
residing deep in the taxonomy, in general, tend to have a
large amount of explicit accumulated knowledge, namely,
many relationships. With many relationships, there is
increased complexity and the chances of erroneous relationships tends to increase. From this, we get the second kind of
area taxonomy-based QA-set: levels of the area taxonomy
containing concepts exhibiting many relationships.
3.2. Partial-Area Taxonomy-Based QA-Sets
3.2.1. QA-Set 3. An overlapping concept is one that resides in
two or more partial-areas within the same area. Such concepts fall under the category of complex concepts due to
the fact that they inherit the structure and semantics from
two or more partial-area roots. As an example, the NCIt concept Childhood Central Nervous System Mature Teratoma
resides in the two partial-areas Central Nervous System
Mature Teratoma and Childhood Central Nervous System
Teratoma and is thus a descendant of the respective roots.
This hierarchical arrangement and grouping into partialareas is illustrated in Figure 2(a). A QA-set of overlapping
concepts is typically quite small, and it is beneﬁcial to review
its concepts collectively. In fact, we have developed an additional specialized framework, called the disjoint partial-area
taxonomy [30], for dealing primarily with this kind of QAset. The overlapping concepts are extracted from their
partial-areas to be in separate “overlapping partial-areas” so
that all partial-areas are disjoint. See Figure 2(b) for the corresponding disjoint partial-area taxonomy for Figure 2(a).
In Figure 2(b), the overlapping partial-area Childhood
Central Nervous System Mature Teratoma is drawn as twocolored (red and blue) to denote its concepts’ ancestry in
the roots of the partial-areas Central Nervous System Mature
Teratoma (red) and Childhood Central Nervous System
Teratoma (blue).
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Disease excludes abnormal cell, disease excludes finding, disease excludes primary anatomic site, disease has
abnormal cell, disease has associated anatomic site, disease has finding, disease has normal cell origin,
disease has normal tissue origin, disease has primary anatomic site, disease may have finding
Malignant thymoma

Central nervous system
mature teratoma

Invasive malignant
thymoma

Adult central nervous
system mature teratoma

Childhood central nervous
system teratoma

Childhood central nervous
system mature teratoma

Childhood central nervous
system immature teratoma

LEGEND
Invasive malignant
thymoma
Malignant
thymoma

Concept

IS-A

Root concept

(a)

Disease excludes abnormal cell, disease excludes finding, disease excludes primary anatomic site, disease
has abnormal cell, disease has associated anatomic site, disease has finding, disease has normal cell
origin, disease has normal tissue origin, disease has primary anatomic site, disease may have finding
Malignant thymoma (2)

Central nervous system
mature teratoma (2)

Childhood central nervous
system teratoma (2)

Childhood central nervous
system mature teratoma (1)
LEGEND
Malignant
thymoma (2)

Partial-area

Child-of

(b)

Figure 2: (a) Overlapping concept Childhood Central Nervous System Mature Teratoma from the NCIt. (b) Disjoint partial-area
taxonomy for (a).

3.2.2. QA-Set 4. A small partial-area falls under the category
of uncommonly modeled concepts because its concepts
exhibit a relatively uncommon combination of structural definitional elements (relationships) and hierarchical locality/
grouping. The uncommon combination raises the question
of correctness. Small partial-areas have been proven to be
useful in uncovering ontology errors because although they
may indeed be unusual concepts, it often happens that
their uncommon complexity in modeling is due to error.
Of course, the threshold value deﬁning the meaning of
“small” must be postulated. It has been shown to diﬀer for
various ontologies, but it has shown not to stray from a
small constant.
3.3. Thematic Approaches and Their Combination. Let us
note that the common thread running through the two
themes of complexity and uncommon modeling is that both
kinds of QA-sets consist of outliers in the overall context of
an ontology hierarchy. The complex concepts are outliers
due to their compound modeling that reﬂects multiple structural elements and poses challenges for accurate modeling.
The uncommonly modeled concepts are outliers by virtue
of their unusual structural and/or semantic conﬁgurations.

It is interesting that these various outliers expressed as
QA-sets are not necessarily obvious on inspection of the
underlying ontology but surface when the ontology is viewed
through the lens of the compact summarizing view aﬀorded
by the taxonomies.
The taxonomies are kinds of abstraction networks [32]
and as such were not created with the primary purpose of
exposing outlier sets that are liable to contain more modeling
errors. Our original intent was to employ them in schematically capturing the “big picture” of an ontology network, speciﬁcally, its overall content and structure, while ignoring
minutiae. Our ﬁrst forays into abstraction networks had this
purpose clearly at the forefront as we formulated objectoriented schemas [37, 38] for the Medical Entities Dictionary
(MED) [39] and the Uniﬁed Medical Language System
(UMLS) [40]. Abstraction work on SNOMED CT led to the
creation of the taxonomies as generalizations of the schemas
used previously. (See [27] for further details regarding the
decision-making processes surrounding the creation of
taxonomies. The principal motivation was dealing with less
constrained patterns of relationship introductions.)
The realization that abstraction networks in general and
taxonomies in particular were excellent platforms for
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ontology QA came later. Initial—somewhat capricious—discoveries of ontological errors through the lens of schemas
and taxonomies made us see this potential. Further analysis
revealed that taxonomies tended to cluster the outliers in sets
that were statistically more likely to harbor errors. It was concluded that the beneﬁts to QA arose due to the exposure in
some instances of concepts of exceptional complexity and,
in other instances, concepts of uncommon modeling. This
resulted in the QA-sets described above.
Going further, the themes of complexity and uncommon
modeling can be combined to enhance the eﬀectiveness of QA
regimens and economize the required processing. For example, it may make sense to look at concepts exhibiting complexity from two perspectives (two “layers” of complexity).
Or a combination of complex and uncommon characteristics
may serve as the basis for additional scrutiny.
One example is the use of the notion of degree of overlap as
it pertains to overlapping concepts (in the context of QA-set
3). The degree of overlap is deﬁned to be the number of
partial-areas to which an overlapping concept belongs. Its
value is at least two. As an example, consider the GO concept
ascospore formation. Since it belongs to the four partial-areas
morphogenesis, cell cycle process, cell development, and reproductive process, its degree of overlap is four. This characteristic
is in fact another layer of complexity for these already complex concepts. So, while overlapping concepts are expected
to have more of a likelihood of errors, in general, overlapping
concepts of a higher overlap degree are expected to have an
even higher likelihood of error vis-a-vis overlapping concepts
of a lower degree. The intuition beyond this is an elaboration
of additional semantics from more roots and a more involved
arrangement of IS-A relationships in the underlying ontology
hierarchy—thus, more attendant complexity.
Another example of a combination approach that has
yielded signiﬁcant results is that of concentrating on small
partial-areas (QA-set 4) when they appear clustered in an
area comprising just a few partial-areas overall—and only
small ones at that. In such a circumstance, the small partial-areas, representing concepts with an uncommon semantics and local hierarchical characteristics, are grouped with
other such concepts based on an uncommon global characteristic, namely, the area’s set of relationships.
An extreme example found originally in the NCIt’s Biological Process hierarchy is that of the concept transcription
initiation which resided in a partial-area and an area all by
itself [29]. It was the only concept in the whole hierarchy with
the relationship combination: has associated location, has
result process, has result chemical or drug, and is part of process. On analysis, it was deemed to be erroneous, and in a
subsequent release of the NCIt, transcription initiation no
longer had this relationship set; that is, this area disappeared
from the area taxonomy. In addition, small partial-areas having concepts with many relationships have been seen as being
useful to QA eﬀorts. This latter approach can be viewed as a
combination of QA-set 4 with QA-set 2.
A further example is found in the deeper levels of the root
area (QA-set 1). With concepts in the root area, there is a
build-up of knowledge that is entirely implicit as they do not
have any relationship deﬁnitions whatsoever. With most of
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these concepts being primitive—in fact, without having multiple parents, certainly so—one would expect that the internal
hierarchical depth of this area to be rather low. If there are
concepts that reside a good distance from the hierarchy’s root
and have no relationships, this raises suspicions: their build-up
of knowledge has not been accompanied by the inclusion of
any explicit knowledge elements, leaving them likely underdeﬁned. In fact, concepts deep in the root area fall under both
categories of complex and uncommonly modeled.

4. Results
In this section, we survey some applications of methodologies that are based on the four kinds of QA-sets deﬁned in
the previous section. The results of the QA eﬀorts, such as
the focus ontology and the scope and kinds of erroneous concepts discovered, are reported. In the Appendix, we include
references to supplementary tables that show the error
reports from two QA studies. Moreover, the Appendix provides information about accessing the error reports for two
additional QA studies at online locations. Let us note that
the applications of the described QA methodologies were
supported by a number of custom-made software tools, such
as OAF [41], which is available as a plug-in for Protégé [42].
4.1. Area Taxonomy-Based QA-Sets
4.1.1. QA-Set 1: Root Area. QA-sets comprising the concepts
in the root area of an area taxonomy have been the basis of
QA analysis done in the context of the NCIt. The focus in
that context was on missing-relationship errors, a type of
error of omission. In this unpublished study, the root area
of the Biological Process hierarchy’s area taxonomy was seen
to be anomalous in terms of its large relative size compared
with the rest of the area taxonomy. That hierarchy’s root area
contained 513 concepts (44.8%) of its total of 1145 concepts.
On analysis, it was discovered that 232 of these 513 concepts
(45.2%) were missing relationships (referred to as roles in the
NCIt). In comparison to a control sample of concepts within
the same hierarchy, it was shown that the root area harbored
a statistically signiﬁcantly higher amount of errors using
Fisher’s exact two-tailed test [43].
Some SNOMED CT hierarchies have been shown to
exhibit large root areas, making them suitable for this kind
of QA methodology. For example, body structure has about
90% of its concepts in its root area, and event has 97.5%.
Other SNOMED CT hierarchies have root areas that are large
in absolute size if not in relative size (i.e., as a percentage of
the entire hierarchy). In such cases, they are suitable for a
combination QA approach, as discussed in Section 4.3.
4.1.2. QA-Set 2: Concepts Deep in a Taxonomy and Having
Many Relationships. This kind of QA-set, with the theme of
a division between deeper and shallower levels of the taxonomy, was also used in the context of NCIt’s Biological Process
hierarchy [44]. Those concepts in areas on the deeper levels
of the entire area taxonomy, by deﬁnition, have more deﬁned
relationships than the concepts on shallower levels. In [44],
we found that 25% of the analyzed concepts on the levels
between level 3 and level 5 (with corresponding numbers of
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relationships)—with level 5 being the deepest level—were
erroneous. This was conﬁrmed as a statistically signiﬁcantly
greater number of errors using Fisher’s exact two-tailed test.
The errors were veriﬁed by S. de Coronado, a manager of
the NCIt.
This QA-set was also utilized in the context of the ChEBI
ontology [45, 46]. In this unpublished QA study, we asked
two chemistry subject-domain experts to formulate a consensus report regarding erroneous concepts throughout the various levels of the taxonomy. At the deepest levels (i.e., levels
5–8), we observed a statistically signiﬁcantly higher error rate
as compared to the shallower levels (as judged again using
Fisher’s exact two-tailed test). The statistical signiﬁcance
even held as we slightly adjusted the cutoﬀ level between
what we considered shallow and deep. The most prevalent
types of errors found in this analysis were incorrect lateral
relationship targets and incorrect classiﬁcations. Modeling
problems that were chemistry speciﬁc included a number of
incorrect charge diﬀerences between conjugate acids and
conjugate bases and incorrect numbers of cyclic units.
4.2. Partial-Area Taxonomy-Based QA-Sets
4.2.1. QA-Set 3: Overlapping Concepts. QA-sets consisting of
overlapping concepts were among the focus of QA eﬀorts
within the context of SNOMED CT’s Specimen hierarchy
[19], both its 2007 and 2009 versions. In that analysis, it
was shown that overlapping concepts are statistically signiﬁcantly more likely to be erroneous than other concepts. The
statistical signiﬁcance was determined using Fisher’s exact
two-tailed test. For example, for the 2009 release of the Specimen hierarchy, approximately 20% of its concepts were
overlapping. Of these, more than half exhibited errors of
some kind, including incorrect parents, incorrect relationship types, and incorrect relationship targets. Let us note that
the discovered errors were conﬁrmed by K. A. Spackman,
who at the time was the Chief Terminologist of the International Health Terminology Standards Development Organisation (IHTSDO)—curator of SNOMED CT. (IHTSDO is
now known as SNOMED International.) In general, it was
found that overlapping concepts were 1.89 times more likely
to be in error than nonoverlapping concepts (55% versus
29%) [19].
Additional analysis within SNOMED CT’s Clinical
Finding hierarchy at the subhierarchy rooted at the concept
Bleeding showed that overlapping concepts had an error rate
that was 4.33 times higher than the nonoverlapping concepts
(39% versus 9%) [31]. These results bore statistical signiﬁcance (using the double bootstrap approach [47]) and were
veriﬁed by J. T. Case, the acting Chief Terminologist at
SNOMED International.
QA-sets of this kind have been utilized within the Gene
Ontology (GO) [48], where overlapping concepts were also
prone to having a higher error rate than other concepts. Speciﬁcally, in GO’s Biological Process hierarchy, overlapping
concepts were 1.39 times more likely to exhibit errors than
nonoverlapping concepts (30.2% versus 21.8%). The errors
in that study were identiﬁed and veriﬁed by J. Lomax, who
at the time was a coordinator of the GO Editorial Oﬃce.
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In a study of the overlapping concepts in the NCIt’s neoplasm subhierarchy, from the Disease, Disorder, or Finding
hierarchy, a signiﬁcantly higher number of erroneous concepts (Fisher’s exact two-tailed test) were found. Let us note
that in this analysis, we only considered errors of a moderate
or severe nature, as predeﬁned by the participating subjectdomain experts. The error rate for overlapping concepts
was found to be 1.6 times that for nonoverlapping concepts
(16% versus 10%). Furthermore, the number of errors per
erroneous overlapping concept was slightly higher than the
number of errors per erroneous nonoverlapping concept
(1.33 versus 1.11).
The same phenomenon was observed in the overlapping
concepts of Uberon [49], where overlapping concepts had an
error rate of 29% versus an error rate of 11% for nonoverlapping concepts [50]. Most of the errors found in this study
were conﬁrmed by C. J. Mungall, the curator of Uberon.
The results were shown to be statistically signiﬁcant based
on Fisher’s exact two-tailed test.
4.2.2. QA-Set 4: Small Partial-Areas. QA-sets of the concepts
in small partial-areas were also utilized for SNOMED CT’s
Specimen hierarchy (2004 edition) [27, 28]. Concepts in
partial-areas of size seven or fewer were 1.57 times more
likely than other concepts to be in error (10.7% versus
6.8%). All the errors reported in [28] were conﬁrmed by
K. A. Spackman (the Scientiﬁc Director of SNOMED CT
at the time and a co-author of the study), and his corrections of the errors were reﬂected in subsequent SNOMED
CT releases.
The Biological Process hierarchy of the NCIt underwent a
QA review in [29] using this type of QA-set. It was found that
12% of the concepts in partial-areas comprising three or
fewer concepts were in error. Overall, such concepts were
more than two and a half times more likely to be in error than
concepts in the larger partial-areas (12.2% versus 4.6%).
In [51], we analyzed the error rates of concepts in small
partial-areas in SNOMED CT’s Procedure hierarchy. Concepts in small partial-areas were observed to have an error
rate of 15.4% versus 8.8% for concepts in large partialareas. This diﬀerence was shown to be statistically signiﬁcant
using Fisher’s exact two-tailed test.
Further work on small partial-areas in the context of the
NCIt’s neoplasm subhierarchy was reported in [52]. The
observed error rate was twice as large for small partial-areas
as compared to large partial-areas. If we considered only
the most common kind of error encountered, namely, the
missing relationship error, small partial-areas had more than
three times the amount of errors.
4.3. Combination Approachess. Further analysis within QAset 3 showed that the degree of overlap (i.e., the number of
partial-areas a concept belongs to) is a factor aﬀecting the
expectation of erroneousness. We found that the higher
the degree of overlap, the higher the error rate. For example,
in SNOMED’s “Bleeding” subhierarchy, concepts that overlapped between two partial-areas had an error rate of 26.7%,
three partial-areas, 40.8%, and four or more partial-areas,
64.1% [31]. These results were statistically signiﬁcant using
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the double bootstrap technique. In the GO, it was observed
that the relatively few concepts with a degree of overlap
of four or more had higher error rates (64.7%) compared
to other overlapping concepts [48]. J. Lomax of the GO
Editorial Oﬃce veriﬁed the ﬁndings.
QA-set 4 was further reﬁned to economize the processing, focusing on small partial-areas clustered tightly in certain areas as well as on small-partial areas whose concepts
had many relationships. Applications of these approaches
were successfully carried out in SNOMED CT’s Specimen
hierarchy [27]. A collection of errors from this work was
reported to K. A. Spackman, SNOMED CT’s former Chief
Terminologist, who eventually accepted over 90% of them
for inclusion in the 2005 release. Further results from this
analysis and veriﬁcation of their statistical signiﬁcance were
presented in [28].
In an approach similar to that in [27], the small partialareas of the NCIt’s Biological Process hierarchy appearing
together in areas with low numbers of partial-areas in total
were closely studied [29]. Hypotheses pertaining to the
concentrations of erroneous concepts with respect to these
kinds of partial-areas and their aggregations were tested
and conﬁrmed.
When the QA-set 1 has signiﬁcant depth, then those
concepts deep in the root area (farthest from its overall root
concept) warrant separate attention. For example, analysis
of the concepts on the deeper levels within the root area of
the NCIt’s Biological Process hierarchy yielded results showing erroneous concepts occurring at a signiﬁcantly higher
rate than on shallower levels (Fisher’s exact two-tailed test).
This again was with respect to missing relationship errors.
Speciﬁcally, three out of every ﬁve concepts in the deeper
levels of the root area of Biological Process were found to be
erroneous. We observed a similar trend in GO, where
22.5% of concepts at deeper levels had errors [48].
This combination approach is particularly pertinent
when the root areas of hierarchies are large in absolute size,
not just relative size. In such cases, a full review of the root
area is impractical. A practical approach is to focus on the
root area’s deeper levels with a higher expectation of
discovering and resolving problems. Examples of where this
combination approach could be applied are SNOMED CT’s
Clinical Finding and Procedure hierarchies. Clinical Finding
has a root area with 7000 concepts, which is only 6.7% of
the entire hierarchy (nearly 104,000 concepts) in release
20160131. Procedure’s root area consists of 2591 concepts,
4.7% of its approximately 55,000 concepts. In both cases,
the root areas are too large, and a narrowing down of the
scope of the QA review is required.

5. Discussion
Taxonomy-based QA methodologies using automated QAset identiﬁcation have successfully been brought to bear on
a number of ontologies. The amount of time and eﬀort
expended by domain-expert QA personnel has been reduced
with the use of the automated assistance in locating problematic ontology regions. Corrections suggested by our work
have eﬀected changes in some very important ontologies
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used worldwide, including SNOMED CT, the NCIt, ChEBI,
and GO.
Moreover, by demonstrating the power and possibilities
oﬀered by existing QA-sets, we expect the identiﬁcation of
further QA-sets to expand the suite of tools that can be
brought to bear for ontology QA. In particular, the prospects
of the design of hybrid QA-sets, as illustrated in Sections 3.3
and 4.3, are exciting since such hybrid techniques seem to
oﬀer higher error yields when they have been successfully
applied thus far.
Ontologies are human-made representations of knowledge. As such, modeling errors in ontologies are caused
by human factors. Thus, when designing QA methodologies to identify sets of concepts that have relatively higher
error rates, we are speculating about where the ontology
designers and editors are more likely to commit such
modeling errors. It is noteworthy that such concepts are
outliers, detectable as such not in the original ontology
structure but in the alternate compact view aﬀorded by
the taxonomy. In particular, those outliers, as we elaborated
above, are the QA-sets that follow the two themes introduced in this paper, complex concepts and uncommonly
modeled concepts. Those QA-sets were shown to harbor
modeling errors in a variety of ontologies. Various interpretations of “complex” and “uncommonly modeled” were
illustrated. It is interesting that, when considering hybrid
QA-sets with compound characterizations, the combination
of reasons for errors is manifested by a higher error rate
compared to QA-sets based on only one characterization.
In other works on QA of the MED [39], we have identiﬁed
a QA-set consisting of intersection classes with small
extents in the abstraction network obtained as an objectoriented database schema of the MED [37], another example of a hybrid QA-set combining again the theme of complex concept and uncommon modeling in a diﬀerent
context. We observe that QA-sets constituting hybrid
combinations of these two themes seem to recur across a
diverse range of terminological contexts.
We note that the studies described in this paper used
partial-area taxonomies created from the inferred relationships of each ontology (i.e., after a reasoner had been
applied). This was intentional, as most end users interact
with the inferred version of an ontology, and their applications will accordingly be aﬀected by the errors in the inferred
relationships. This also means that the QA characteristics
described in this paper were based on the inferred version
of the ontology only. Furthermore, the errors reported in
our previous QA studies, which were used to establish the
error rates for the various characteristics, were errors in the
inferred relationships.
Correcting errors in an ontology’s inferred relationships
typically requires modifying its stated relationships. The
stated corrections needed to ﬁx a given error may not be
apparent based on the type of error found in the inferred
relationships. For example, a missing parent in the inferred
version of an ontology may be caused by a missing relationship in the stated relationships (and thus, the reasoner was
not able to infer the correct parent) rather than there being
a missing stated parent. Indeed, in [53], it was shown that

Journal of Healthcare Engineering
taxonomies help to expose errors that cannot be detected
automatically by classiﬁers. In [31], we identiﬁed stated
relationship errors that caused errors in the inferred relationships of overlapping concepts. We plan to further investigate
the association between the characteristics described in this
study and the errors in the stated modeling of ontologies in
a future study.
After a QA analysis is completed and the erroneous concepts have been corrected, several possibilities exist regarding
the characteristics that drew attention to those concepts in
the ﬁrst place. Ideally, each corrected concept will no longer
exhibit any such characteristics. However, the possibility
exists for a concept to still exhibit the same characteristic
after it has been corrected (e.g., an overlapping concept
may still be an overlapping concept if the only error
identiﬁed and corrected was an incorrect relationship)
or exhibit an entirely diﬀerent characteristic (e.g., removing
an erroneous relationship from a concept that has only
one relationship will cause the concept to move to the
root area).
This also raises the question of the value of our
characteristic-based predictions once errors are reported
and addressed. Interestingly, after 20 years of research on
the QA of ontologies, we have not encountered a situation
where all of the errors in an ontology were corrected and
the ontology is entirely error free. On the contrary, when
we repeated the QA analysis of overlapping concepts in
SNOMED CT’s Specimen hierarchy in 2004 and 2009, we
found that the 2009 version had as many erroneous concepts
as the 2004 version did (though the errors were not the
same). One reason was that when SNOMED CT editors
corrected the previously reported errors, they unwittingly
introduced new errors. Another reason was that when new
concepts were introduced to the ontology, they were introduced with modeling errors. Thus, even though the errors
in the overlapping concepts in the 2004 release were corrected, and some of those concepts were still overlapping
concepts, new erroneous concepts exhibited this characteristic in the 2009 release.
5.1. Limitations. A limitation of the approach is that the target ontology be amenable to the derivation of a taxonomy.
The original methodology was designed for certain DLbased ontologies (terminologies) like SNOMED CT and the
NCIt. For other ontologies, ad hoc adaptations had to be
employed. However, focusing on ontologies in families of
similar ontologies [26] in the BioPortal has made the automatic generation of taxonomies [41] possible across a wide
spectrum of ontologies.
The speciﬁc QA-sets presented herein are expected to
help a wide range of curators and editors more eﬀectively
deal with the paramount concern of QA in their ontologies.
However, we point out that not every methodology is
applicable to every ontology, even if that ontology has the
structural characteristics required for the creation of an area
taxonomy or a partial-area taxonomy underlying the
methodology. For example, for QA-set 1, not every ontology
hierarchy has a large root area. In the NCIt, the Gene Product
hierarchy is such an example.
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For QA-set 2, an ontology may have only a small number
of concepts exhibiting many relationships. Thus, QA analysis
of such concepts with an expectation of higher error rates
may not be a practical approach for that ontology.
Consider, for example, the case of the neoplasm subhierarchy of the NCIt’s Disease, Disorder, or Finding hierarchy. It
has 8166 concepts and due to its importance to the mission of
NCI, the quality of their modeling is of high priority to the
NCIt curatorial team (S. de Coronado, NCIt manager, personal communication). Due to the large number (27) of relationships available for neoplasm concepts, there are 4824
partial-areas, and 6581 concepts (81% of the total) belong
to small partial-areas for which our QA study has shown
higher error rates.
On the other hand, the number of overlapping concepts in this hierarchy is relatively low, only 225 concepts
(2.7%). The reason for this low number is again the high
number of potential relationships, dividing the concepts
into many relatively small areas and partial-areas. In the
analysis of all these 225 overlapping concepts, they were
shown to have on the average statistically signiﬁcantly
more errors than concepts in a control sample. But there
are no more overlapping concepts to review, based on this
knowledge. In contrast, in the GO, there are many overlapping concepts.
Hence, one should view the various methodologies
described in this paper as a collection of tools in a toolkit.
One should choose to apply for each ontology the proper
approaches that will enable the correction of many concepts
per a given eﬀort of review. In some cases, there are several
applicable methodologies for the same ontology.
There are of course exceptions. For example, in the
Gene hierarchy of the NCIt, all the gene concepts reside in
singletons, that is, partial-areas of size one. Hence, these
concepts are not outliers in this context, and the technique
of reviewing concepts in small partial-areas does not oﬀer
any advantage.
The general QA-set framework has been shown to be
eﬀective in carrying out ontology QA. Our purpose in this
paper is to have ontology QA professionals become familiar
with the various QA-sets so that they can tailor the proper
QA toolkits according to the properties of the ontology
hierarchies they are dealing with.

6. Conclusions
It has proven to be practical to develop QA techniques based
on the automated extraction of sets of concepts (“QA-sets”)
that are expected to have higher error rates. Taxonomies,
kinds of ontology abstraction networks, have been shown to
be excellent frameworks for the identiﬁcation of such QAsets based on various structural features. In this paper, we
discussed diﬀerent methodologies for identifying four kinds
of QA-sets. Some applications to existing ontologies were
presented. The methodologies were organized around two
basic themes, the notions of complex concept and uncommonly modeled concept. Overall, following such approaches
leads to an enhanced suite of ontology QA tools and better
utilization of QA personnel. It is expected that the work
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presented herein will inspire the formulation of additional
QA-sets to further aid eﬀorts in the all-important task of
ontology QA and, in particular, to promote hybrid techniques combining multiple aspects that can raise the errordiscovery yield.

Appendix
We have provided two supplementary tables showing the
error data sets resulting from the studies in [44] and [52],
respectively. The ﬁrst table, labeled Supplementary Table 1
available online at https://doi.org/10.1155/2017/3495723
and consisting of three columns, lists NCIt Biological Process
concepts along with the errors discovered with respect to a
QA-set 2 analysis. Also included in the table is the number
of role (relationship) types exhibited by each concept. The
second, two-columned table (Supplementary Table 2) shows
NCIt neoplasm concepts and their errors found in a QA-set 4
study. Additionally, the results of the combination QA
approach described in [31] are available online (https://
uscrs.nlm.nih.gov) on the NLM’s SNOMED CT U.S. Content
Request System (USCRS) under Batch ID 121149. To access
the USCRS, login credentials for the NLM’s UMLS Terminology Services are required. Also available online (https://
github.com/obophenotype/uberon/issues/1243) is the error
report for the QA-set 3 approach applied to Uberon [50],
along with responses from Uberon’s curators.
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Exposome is a critical dimension in the precision medicine paradigm. Eﬀective representation of exposomics knowledge is
instrumental to melding nongenetic factors into data analytics for clinical research. There is still limited work in (1) modeling
exposome entities and relations with proper integration to mainstream ontologies and (2) systematically studying their presence
in clinical context. Through selected ontological relations, we developed a template-driven approach to identifying exposome
concepts from the Uniﬁed Medical Language System (UMLS). The derived concepts were evaluated in terms of literature
coverage and the ability to assist in annotating clinical text. The generated semantic model represents rich domain knowledge
about exposure events (454 pairs of relations between exposure and outcome). Additionally, a list of 5667 disorder concepts
with microbial etiology was created for inferred pathogen exposures. The model consistently covered about 90% of PubMed
literature on exposure-induced iatrogenic diseases over 10 years (2001–2010). The model contributed to the eﬃciency of
exposome annotation in clinical text by ﬁltering out 78% of irrelevant machine annotations. Analysis into 50 annotated
discharge summaries helped advance our understanding of the exposome information in clinical text. This pilot study
demonstrated feasibility of semiautomatically developing a useful semantic resource for exposomics.

1. Introduction
Precision medicine represents a paradigm of conducting
biomedical research and practice by considering individual
variation—genes, environment, and lifestyle [1]. Environmental and lifestyle factors play a critical role in our health
and are known to interact with the genetic components
through an epigenetic process [2]. The concept of exposome
[3], which ﬁrst came about in 2005, stands for all nongenetic
factors that a person is exposed to throughout a lifetime.
Common examples are pollutants, tobacco/alcohol use,
occupational hazards, and even psychosocial stress such as
being a victim of abuse. Exposome science has received
increasing attention in precision medicine and has evolved
into an interdisciplinary ﬁeld across biology, genomics,
public health, statistics, and informatics [4]. In order to
capture the full picture of various health-related contexts,

it is essential to incorporate exposome parameters into
knowledge engineering and data analytics [5].
Whenever exposome is mentioned, common understanding refers to environmental conditions and selfinduced exposures in social history. In fact, there has been
a growing interest in using social history information (e.g.,
substance use and occupation) from clinical text [6–8]. On
the other hand, often overlooked are exposures in clinical
settings, many of which are the consequence of healthcare
activities. Given the simpliﬁed equation “phenotype =
genotype × environment,” extensive research has focused on
phenotyping [9] from electronic health records (EHRs).
Likewise, we propose that it is equally important to investigate all exposome information available in EHRs, a task
dubbed as “expotyping” [10]. Dr. Vertosick Jr’s quote, “You
ain’t never the same when the air hits your brain” [11] easily
explains the implication that any procedure, especially a
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major one like craniotomy (plus the complication of anesthetics), may have a lingering eﬀect on one’s health (e.g.,
postoperative cognitive dysfunction [12]). In addition,
research has revealed that even life-saving procedures could
paradoxically result in an adverse outcome (e.g., ventilatorinduced lung injury), depending on the subtle interplay with
a patient’s genetic predisposition [13]. Fortunately, modern
EHRs can actually serve as a primary data source for tracing
all types of clinical exposome on a patient. Another notable
category is pathogen exposures, which often occur in disguise
as diseases that can be deterministically attributed to a speciﬁc microbe. However, the challenge remains on how we
can model and extract such abundant exposome information
from EHRs.
Despite the diverse exposome data available in EHRs,
there is still a dearth of systematic work on modeling
and extraction. Possible explanations are (1) many healthcare activities are not perceived as exposures, (2) most
research concentrate only on a narrow set of studyspeciﬁc exposures, or (3) there is a lack of semantic
resources available for assisting in the identiﬁcation of
exposome information in the EHRs. The most pertinent
modeling framework we found was the Exposure Ontology
(ExO) [14], which maps out key exposome concepts such
as exposure event, stressor, and the relations among them.
However, ExO is a bare skeleton that has not been ﬁlled
with cross-references to concepts in other major terminologies and currently has limited coverage over the diverse
clinical exposome of interest. To bridge these gaps with a
focus on systematically investigating exposures in clinical
contexts, we aimed to semiautomatically derive a semantic
framework as well as explored its usability in facilitating
exposome annotation of narrative EHRs. Our semantic
modeling consisted of a subset of the Uniﬁed Medical
Language System (UMLS) and, therefore, was interoperable with major biomedical terminologies. The interest in
narrative EHRs was based on empirical knowledge that
the texts not only serve as a good source of environmental/lifestyle factors but also document extensive clinical
exposures (e.g., procedures). The annotation was meant
to obtain general assessments on what exposome information is described in the clinical text, which would then lay
the foundation for developing extraction tools and for
discovering disease associations down the road.
The objectives of this study were (1) to create an
exposome-oriented semantic network from existing ontology
entities and relations, (2) to perform exploratory evaluation
on the semantic adequacy and usability in clinical contexts,
and (3) to summarize the properties of exposome concepts
found in EHRs. In summary, our exposome subnetwork represented rich domain knowledge, including 454 pairs of
exposure and outcome semantic types. The subnetwork concepts consistently covered about 90% of PubMed literature
on exposure-induced iatrogenic diseases over a 10-year
period. The subnetwork ﬁltered out 78% of irrelevant
machine outputs in the exposome annotation of 50 discharge
summaries. Analysis of the annotations oﬀers insights into
the exposome presence in clinical contexts and feedback for
existing ontology resources.
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2. Materials and Methods
2.1. The UMLS and Semantic Network. The UMLS [15] is the
world’s largest integrated biomedical terminology framework
maintained by the U.S. National Library of Medicine (NLM).
The UMLS has three major components: the Metathesaurus
(META), the Semantic Network (SN), and the Specialist
LEXICON. The META uniﬁes concepts from multiple source
terminologies and ontologies into individual Concept
Unique Identiﬁers (CUIs). As of the end of 2016, it contained
more than three million concepts from 199 sources. The
META includes ﬁles that host rich semantic information.
The MRCONSO.RRF is the main ﬁle that collects comprehensive synonymous entities of the sources under each
CUI. The MRSTY.RRF ﬁle links each CUI to their corresponding SN semantic type(s). The MRREL.RRF ﬁle
preserves ﬁne-grained semantic relations from source ontologies such as SNOMED-CT [16]. The SN currently contains
127 semantic types (e.g., T037 Injury or Poisoning) and 54
distinct semantic relations. The SN relations can be traced
back to their origin from the NLM’s Medical Subject Headings (MeSH) and are categorized as either hierarchical (is-a)
or nonhierarchical (e.g., type A causes type B) [17]. For use
cases that do not require ﬁne granularity, there is also a
mapping that aggregates the SN types into coarser semantic
groups [18].
2.2. The i2b2 NLP Challenge Corpus. For studying the distribution and properties of exposome concepts in clinical texts,
we used de-identiﬁed notes from the i2b2 NLP (Natural
Language Processing) Research Data Sets that consist of
medical records from institutions such as Partners HealthCare. With roughly a decade of history, the i2b2 challenges
[19] facilitated clinical NLP research that varied from fundamental (e.g., coreference resolution) to end applications (e.g.,
identifying obesity). The 2006 corpus [20] for tasks of deidentiﬁcation and smoking status classiﬁcation was chosen
for the current study—speciﬁcally a subset of Partners 889
raw discharge summaries without any annotation. The
2006 subset was chosen because the section headers occurred
mostly with explicit uppercase patterns, making automated
detection easier for computing section-wise distribution of
the concept annotations. Further, the corpus had sentence
boundaries predetected and therefore reduced the NLP
eﬀort. In a generalizability evaluation, we also used 73 independent discharge summaries from Beth Israel Deaconess
Medical Center (or simply “Beth” hereafter), which was part
of the i2b2 2010 corpus.
2.3. Extract Exposure-Related Semantic Types. To identify
exposure-related semantic types, we started with disorderrelated semantic types. This strategy was based on the
assumption that any exposure event would generally result
in a certain negative health eﬀect. Figure 1(a) illustrates our
inference process using an event-driven template that has
been framed into the question: What nongenetic factors
could contribute to a disorder? The template was used to
search the SRSTRE2 ﬁle of SN, which contained fully
inherited relations among the semantic types. The disorder
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Disorder semantic types

Semantic relations
of interest

T019: Congenital abnormality

Result_of
Associated_with

Candidate exposure
semantic types
T040: Organism function

T020: Acquired abnormality

T054: Social behavior
Causes
Complicates

T037: Injury or poisoning

T069: Environmental
effect of humans
...

...

(a) Identifying exposure semantic types via relations with disorders

Microbe semantic types
T004: Fungus

Automatically selected
disorder concepts

SNOMED-CT
relation of interest

C0009186: Coccidioidomycosis
Causative_agent_of

T005: Virus
T007: Bacterium

C0282687: Hemorrhagic
fever, Ebola
...

(b) Identifying disease concepts in relation with microbe exposures

Figure 1: Ontology-assisted selection of exposome concepts.

semantic types were obtained via the Disorder (DISO) of the
SN semantic groups [18]. All the DISO semantic types were
included except for T050 Experimental Model of Disease,
which indicates an artiﬁcial setting. We manually determined
four semantic relations that would involve a DISO type in an
exposure (abbreviated as EXPO) event:
(1) DISO is result_of EXPO.
(2) DISO is associated_with EXPO.
(3) EXPO causes DISO.
(4) EXPO complicates DISO.
Many of the candidate EXPO semantic types matched
the template; however, not all of them also ﬁt into the
context of an exposure event. For example, T019 Congenital Abnormality associated_with T040 Organism Function
does not ﬁt, as the latter is not a qualiﬁed EXPO type.
Manual curation was performed over all candidate EXPO
types suggested by the template, and only those that really
meant an EXPO→DISO event were kept.
2.4. Extract Disease Concepts of Microbial Etiology. To
identify microbe exposure where only the disease is mentioned, we used ﬁne-grained semantic relations in the
META MRREL.RRF ﬁle. The ﬁle contains semantic relations among UMLS concepts that were populated from
the source ontologies. We reviewed all relations in
MRREL.RRF and chose the causative_agent_of from
SNOMED-CT to form a template. Figure 1(b) illustrates
our inference process of using the template. We manually
determined three speciﬁc semantic types that represent the
most common microbial exposures: T004 Fungus, T005
Virus, and T007 Bacterium. Searching with the template
is equivalent to asking “the microbe concept is a

causative_agent_of what?” The outcome slot is simply
ﬁlled by selecting any concept that belongs to the DISO
semantic group as described in the previous section. As a
result, each identiﬁed disorder actually stands for “ever
being exposed to” a responsible microbe, based on the
domain knowledge modeled in SNOMED-CT.
2.5. Evaluate the Semantic Adequacy for Covering Clinical
Exposome Literature. To evaluate if the semantic modeling
reasonably covered domain knowledge on clinical exposome, we used PubMed literature about exposure-induced
iatrogenic diseases during 2001–2010. The range to 2010
was used because PubMed records of the most recent years
might be still being indexed and not reﬂect a stabilized view
for the bibliometric purpose. The benchmark set consisted
of 1248 PubMed IDs (PMIDs) from the query: “adverse
eﬀects”[sh] AND iatrogenic[ti] AND (“2001/01/01”[PDAT]:
“2010/12/31”[PDAT]). The MeSH terms of the PMIDs were
automatically extracted and mapped to CUIs using the
MRCONSO.RRF source and synonym information. Given
the CUIs of the MeSH terms, we were able to compute which
MeSH terms belonged to the exposure or disease semantic
types of our derived exposome subnetwork. Note that for a
MeSH to qualify as an exposure, we also required it to be
followed by the subheading “adverse eﬀects” or any of its
children “toxicity” and “poisoning.” For a PMID to be
counted as being covered by the subnetwork, at least one
MeSH had to belong to an exposure semantic type (plus
proper subheading) and at least one MeSH belonging to
a disease semantic type as in one of the covered EXPODISO relations (refer to Supplement 1 available online at
https://doi.org/10.1155/2017/3818302). The chronological
trends were summarized for the number of covered PMIDs
and exposure-disease pairs, as well as the percentage of covered PMIDs and the average number of exposure-disease
pairs per PMID.
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2.6. Perform Exposome Annotation and Analysis in Clinical
Text. For batch preannotation, the MetaMap [21] program
(2016 version) was used to identify UMLS concepts in the
889 Partners discharge summaries. From the MetaMapidentiﬁed concepts, we ﬁltered by keeping only those either
with an exposure semantic type or of a microbe-caused disorder. In addition, regular expression (uppercase phrase
followed by colon) was used to mark the section headers
for calculation of section-wise distribution of the concepts.
To obtain a more reliable summary of the exposome annotations, the ﬁrst author (Ph.D. in biomedical informatics) manually curated the machine-identiﬁed candidate concepts in 50
random discharge summaries that had an explicit social
history section. In terms of size, this subcorpus had an average
of 115 sentences (or 1124 tokens) per document, and the
average sentence length was 9.5 tokens. The curation involved
verifying exposures that were present to the patient and correcting any mislabeled sections. The process was facilitated
by using the brat annotation tool [22]. Based on the curated
annotations, we calculated descriptive statistics of the concept
distribution over diﬀerent sections and semantic types. As a
rough assessment of reproducibility, we used the curated
exposure annotations to (case-insensitively) exact-match
into 73 independent Beth discharge summaries and compared the distribution of sections that contained those
exposures. Lastly, qualitative analysis was performed to
understand characteristics of the exposome concepts and
limitations of the existing ontology resources.

3. Results and Discussion
3.1. Modeling of Exposome Semantic Types and Concepts. The
methods of Figure 1(a) obtained 454 EXPO-DISO pairs that
were linked via the relations causes, complicates, associated_
with, and results_of. There were 41 distinct exposure semantic types involved in these relations. The full list of the
curated semantic type pairs is available in Supplement 1.
The EXPO-DISO pairs represent a comprehensive network
of semantic types involved in exposure events. To provide a
peek into the model contents, Figure 2 visualizes a partial
network showing only exposure semantic types that are
directly related to T020 Acquired Abnormality. Pointing outward are the relations result_of and associated_with, for
example, Acquired Abnormality as result_of Therapeutic or
Preventive Procedure. Inversely, the exposure nodes point
to the center with the relations causes and complicates, for
example, Pharmacologic Substance causes Acquired Abnormality. We color-coded the exposure nodes according to
their broader UMLS semantic groups. It can be seen that
Chemicals & Drugs (in green) dominate about half of the
types, followed by Procedures (in purple), and then Activities
& Behaviors (in indigo). The methods described in
Figure 1(b) identiﬁed 5667 microbe-induced disorder
concepts. Examples are shown in Table 1, and the full list is
available in Supplement 2.
The results demonstrate rich domain knowledge that can
be extracted from existing ontology. The derived subnetwork
models comprehensive interactions involved in exposure
events. One advantage of using the UMLS is that it allows
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linking the semantic framework to individual biomedical
concepts and their source terminologies for versatile integration. The application of our methods oﬀers great potential for
enriching existing resources such as the ExO, which provides
a core skeleton but lacks the integration with concepts of
major terminologies. Our deliverable of the microbial disorder concepts can serve as a useful resource itself, especially
for use cases dealing with infectious diseases. In the list, we
also observed an interesting disorder, C0014522 Epidermodysplasia verruciformis, which is an autosomal recessive
inherited skin disease that features wart-like lesion due to
infection with the human papillomavirus (HPV). It echoes
the importance of investigating subtle interplay between
our genome and exposome in order to fully understand
certain health conditions. In terms of methodology, our
semantic ﬁltering based on relational template demonstrates
a useful ontological approach for selecting task-speciﬁc
entities of interest.
3.2. Semantic Adequacy of the Derived Exposome Subnetwork.
For assessing whether our semantic framework adequately
accommodates evolving evidence-based medicine, Figure 3
shows the trends of covered literature on exposure-induced
iatrogenic diseases—which represent the primary area of
interest in clinical exposome. In Figure 3(a), the red line indicates a steady increase of PMIDs that had at least one
exposure-disease MeSH pair covered by our subnetwork. In
terms of the distinct exposure-disease pairs, the blue line
indicates corresponding growth over the 10 years. Table 2
provides actual examples of the covered MeSH pairs and
their host PMIDs. More importantly, not only do the counts
indicate the coverage scales with the knowledge growth but
the orange line in Figure 3(b) indicates that the percentage of
PMIDs with covered exposure-disease pairs remained consistently high (mean = 90.59%, standard deviation = 0.02%). The
green line shows that the average number of covered
exposure-disease pairs per PMID climbed mildly over the
years. As for the peak in the green line, it is unclear
why in 2004 there was a sudden surge of research ﬁndings. Despite marginal errors in the bibliometricsoriented evaluation, we believe it reasonably corroborates
the reliability and scalability of our semantic modeling.
In addition, since our subnetwork is derived from the
UMLS, any update in the SN (though infrequent) can be
incorporated on a regular basis.
3.3. Exposome Annotations in the Clinical Text. The ﬁlter of
exposome semantic types and concepts consistently reduced
the number of entities required for manual review. Speciﬁcally for the 50 random discharge summaries, an average of
77.72% presumably irrelevant (i.e., nonexposome) MetaMap
annotations was ﬁltered out. After the manual curation, the
median number of annotations per note was 36 (min: 9,
max: 118). According to the data use agreement, we will
contribute our annotations back to the i2b2 clinical NLP
repository. By aggregating counts across the notes, the top
20 sections with the curated exposome annotations are
shown in Table 3. Due to the inpatient context of discharge
summaries, the top section turned out to be HOSPITAL
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Figure 2: A partial network of exposome semantic types and their relations to health outcome. ∗ The colors of the exposure nodes stand for
diﬀerent broad semantic groups that the semantic types belong to.

COURSE, which essentially covers all procedures and medications administered during a patient’s hospitalization.
Aligning with expectation, SOCIAL HISTORY ranked
moderately high (the 8th) in the list. There were six
medication-related sections in the top 20, which reﬂected

drugs being a preeminent exposure in a clinical setting.
The sections HISTORY OF PRESENT ILLNESS (the 2nd)
and PAST MEDICAL HISTORY (the 7th) also hosted a
decent amount of exposome annotations. As the assessment
of generalizability across independent institution/dataset,
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Table 1: Example disease concepts of microbial etiology.

Disease CUI

Disease name

Disease semantic type

Microbe CUI

C0006057

Botulism

T037 Injury or Poisoning

C0009055

C0275677

Miscarriage due to Leptospira

T046 Pathologic Function

T0023358

C0376618

Endotoxemia

T033 Finding

C0018150

C0266024

Moon’s molar teeth

∗

C0032768
C0032371

∗
∗

C1535939

∗

C0029307

∗

Postherpetic neuralgia
Poliomyelitis
Pneumocystis jiroveci
pneumonia
Oroya Fever

Microbe name

Microbe semantic type

Clostridium
botulinum
Leptospira
Gram-negative
bacteria

T007 Bacterium
T007 Bacterium
T007 Bacterium

T019 Congenital
Abnormality
T047 Disease or Syndrome
T047 Disease or Syndrome

C0040840

Treponema pallidum

T007 Bacterium

C0042338
C0206435

Human herpesvirus 3
Human poliovirus

T005 Virus
T005 Virus

T047 Disease or Syndrome

C0320385

Pneumocystis jiroveci

T004 Fungus

T047 Disease or Syndrome

C0318324

Bartonella
bacilliformis

T007 Bacterium

Concepts that did occur in the study corpus.

800
700
600
500
400
300
200
100
0
Expo-diso pairs
Covered PMIDs

2001
198
73

2002
236
72

2003
274
83

2004
376
84

2005
370
100

2006
413
117

2007
482
133

2008
512
133

2009
627
164

2010
680
172

(a) Number of exposure-disease MeSH pairs and number of PMIDs that had at least one such pair covered by the
derived exposome subnetwork

5.00

100.00

4.00

97.00

3.00

94.00

2.00

91.00

1.00

88.00

0.00
85.00
2001 2002 2003 2004 2005 2006 2007 2008 2009 2010
Avg # Expo-diso pairs per PMID 2.71 3.28 3.30 4.48 3.70 3.53 3.62 3.85 3.82 3.95
94.81 88.89 89.25 89.36 88.50 91.41 90.48 91.10 91.11 91.01
% of covered PMIDs
(b) Percentage of PMIDs that had at least one covered exposure-disease MeSH pair and the average number of
such MeSH pairs per PMID

Figure 3: Semantic coverage of exposure-induced iatrogenic diseases in PubMed from 2001 to 2010.

Table 4 shows that we not only found many of the identical
exposure terms in the Beth corpus (the column “# annotations” was based on exact-string search) but the sections
hosting those terms also exhibit high similarity in terms

of name and rank (comparing to Table 3). For example,
the top two sections, HOSPITAL COURSE and HISTORY
OF PRESENT ILLNESS, are identical. In Table 5, we list
the top 20 semantic types of the curated concepts. The
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Table 2: Example exposure-disease MeSH pairs (and their semantic types) covered by our exposome subnetwork.
PMID

Exposure MeSH

20736205

Anti-Arrhythmia
Agents

11337626

Osteotomy

11387778

Exposure semantic type
T121 Pharmacologic Substance
T061 Therapeutic or Preventive
Procedure
T060 Diagnostic Procedure

Disease MeSH

Disease semantic type

Hallucinations

T048 Mental or Behavioral
Dysfunction

Kyphosis

T190 Anatomical Abnormality

Intestinal Perforation

T047 Disease or Syndrome

Colonoscopy
Prostheses and
11581058
T074 Medical Device
Implants
11747288 HIV Protease Inhibitors T121 Pharmacologic Substance
Dental Restoration,
T122 Biomedical or Dental
11984961
Permanent
Material
T109 Organic Chemical
12043843
Haloperidol
T121 Pharmacologic Substance
12106934 Cardiac Catheterization
T058 Health Care Activity

Lacrimal Duct Obstruction

T190 Anatomical Abnormality

Lipodystrophy
Systemic Inﬂammatory Response
Syndrome

T047 Disease or Syndrome

Basal Ganglia Diseases

T047 Disease or Syndrome

Arteriovenous Fistula

T190 Anatomical Abnormality

Table 3: Top 20 sections with exposure annotations in the 50
Partners discharge summaries.

Table 4: Top 20 sections with exposure annotations in the 73 Beth
discharge summaries.

Rank

Rank

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Section name

# annotations

HOSPITAL COURSE
HISTORY OF PRESENT ILLNESS
DISCHARGE MEDICATIONS
MEDICATIONS ON ADMISSION
MEDICATIONS ON DISCHARGE
MEDICATIONS
PAST MEDICAL HISTORY
SOCIAL HISTORY
ALLERGIES
MEDICATIONS ON TRANSFER
HOSPITAL COURSE BY SYSTEM
ADMISSION MEDICATIONS
RELEVANT LABORATORY DATA
LABORATORY DATA
HOSPITAL COURSE AND TREATMENT
HOSPITALIZATION COURSE
PHYSICAL EXAMINATION
PAST SURGICAL HISTORY
IDENTIFYING DATA
DISCHARGE INSTRUCTIONS

617
418
344
321
309
178
89
87
47
45
40
40
38
36
35
29
22
22
19
18

top two types, T121 Pharmacologic Substance and T109
Organic Chemical, are from drugs, consistent with the high
prevalence of medication-related sections as in Table 3. The
second cluster consists of T061 Therapeutic or Preventive
Procedure and T060 Diagnostic Procedure, with most of
them mentioned in HOSPITAL COURSE (not shown in
the table). The type T055 Individual Behavior (e.g., use of
alcohol or tobacco) mostly resides in SOCIAL HISTORY.
For further inspection, Supplement 3 includes the details
of the annotation counts ranked in two levels: ﬁrst by
section and then by semantic type.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

T047 Disease or Syndrome

Section name

# annotations

HOSPITAL COURSE
HISTORY OF PRESENT ILLNESS
BRIEF HOSPITAL COURSE
DISCHARGE MEDICATIONS
MEDICATIONS ON ADMISSION
PERTINENT RESULTS
DISCHARGE INSTRUCTIONS
DISP
SOCIAL HISTORY
PAST MEDICAL HISTORY
SIGNED ELECTRONICALLY BY
INDICATION
THE FOLLOWING ISSUES WERE
ADDRESSED DURING THIS HOSPITAL
ADMISSION
GASTROINTESTINAL
SERVICE
IMPRESSION
COURSE IN HOSPITAL
ALLERGIES
LABORATORY DATA
MAJOR SURGICAL OR INVASIVE
PROCEDURE

492
386
353
267
157
148
114
103
93
92
69
45
44
44
43
41
40
40
38
35

The results show that our exposome semantic modeling
helped preﬁlter about 78% of irrelevant concepts before the
manual curation. Our attention to microbe-based exposures
was justiﬁed: Although minor in proportion, the two types,
T047 Disease or Syndrome (those of microbial etiology)
and T007 Bacterium, made it into the second half of
Table 5 (the 11th and 15th, resp.). Medications were found
to form the majority of the clinical exposome, which echoes
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Table 5: Top 20 semantic types of the exposure annotations in the
50 Partners discharge summaries.
Rank
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Semantic type

# annotations

T121: Pharmacologic Substance
T109: Organic Chemical
T061: Therapeutic or Preventive Procedure
T060: Diagnostic Procedure
T195: Antibiotic
T116: Amino Acid, Peptide, or Protein
T074: Medical Device
T033: Finding
T197: Inorganic Chemical
T125: Hormone
T047: Disease or Syndrome
T200: Clinical Drug
T127: Vitamin
T055: Individual Behavior
T007: Bacterium
T097: Professional or Occupational Group
T129: Immunologic Factor
T114: Nucleic Acid, Nucleoside, or
Nucleotide
T058: Health Care Activity
T037: Injury or Poisoning

927
874
281
278
105
72
64
47
38
36
30
29
27
24
15
14
14
13
12
12

a previous work that also presented drugs as an “environmental” factor in EHRs [23]. Given the exposures predominantly being medications and procedures, one could argue
that using structured EHR data would save the redundant
eﬀort of extracting them from text. However, it requires
further investigation to understand how much data would
be missed if using only structured data. For example, a
previous study showed that provider notes are complementary to structured data for recording of medication
intensiﬁcation [24] and that we should take into account
any over-the-counter products documented in history narratives. It is noteworthy that HISTORY OF PRESENT
ILLNESS and PAST MEDICAL HISTORY ranked among
the top 10 sections in Table 3, suggesting that the history sections that are generally included in most clinical notes (not
just discharge summary) can host abundant exposome information. Among the exposome-containing sections, SOCIAL
HISTORY should be considered as diﬀerent by nature, for it
distinctly covers most of the “nonclinical” exposomes
encountered in a patient’s daily life. In one speciﬁc note,
the social history even documented exposure to a nuclear
accident in the patient’s past residence.
A pertinent question that emerged in the study was “to
what extent could we generalize the deﬁnition of exposome?”
We annotated concepts such as retirement and widowhood
(both T033 Finding) as exposures, given that studies have
shown their association with health [25, 26]. However, would
it make sense to also treat any signiﬁcant biological event
such as pregnancy as an exposure? This remains an open

subject of future research. Interestingly, an infrequent
category of exposures revealed one blind spot of our
semantic modeling, which could partially be attributed to
limitations in the UMLS semantic classiﬁcation. We came
across several exposure concepts such as C3496069
Cocaine Use and C0206073 Domestic Violence, which
were classiﬁed to type T048 Mental or Behavioral Dysfunction. However, the ﬁlter criteria missed them because
we did not consider T048 to be a causal role (the exposure
slot) in our event template, and none of these health issues
had microbial etiology. It deﬁnitely takes more consideration
for reclassifying and modeling these abusive behaviors
(aﬀecting self or others) as exposures.
3.4. Limitations. Although we believe the high-level trends to
be reliable, the PubMed-based coverage evaluation might
involve some marginal errors inevitably. Only discharge
summary was utilized in this study, which does not represent all types of clinical text. As an exploratory evaluation,
the exposome annotations were curated by only one annotator (JF) and therefore not free from bias. With the aim
of just assessing what exposome concepts exist, we did
not engage in annotating any advanced attributes such as
intensity (dosage), duration, and frequency. Relatedly, we
did not attempt to optimize the NLP methods for extracting
exposome concepts; instead, we concentrated on understanding the high-level distribution and characteristics of
the ﬁnal annotations.
3.5. Future Work. We will consider seeking collaboration
with the ExO development team to unify the solutions and
make it a sustainable resource for the exposome science
community. Beyond serving the coverage evaluation, we will
build a knowledge base of clinical exposome by reﬁning our
PubMed query and postprocessing pipeline. For rigorous
annotation, multiple annotators will be used and with agreement metrics computed. The annotation criteria are to be
expanded by including pertinent attributes (e.g., exposure
intensity) and documented in a formal guideline. The
annotations can be used to train NLP systems for cohort
identiﬁcation in clinical exposome studies. Ultimately, a
more thorough expotyping approach should be pursued to
integrate both structured and unstructured EHR data.

4. Conclusions
We developed a semiautomated approach for modeling
exposome semantics and assessing the usability in clinical
contexts. The modeling leveraged event templates to identify exposure concepts that had ontological relations with
disease outcomes. A subnetwork was derived from the
UMLS, representing 454 pairs of relations between exposure and outcome semantic types. The subnetwork was
able to cover 90% of PubMed literature on exposureinduced iatrogenic diseases from 2001 to 2010. For identifying exposome concepts in 50 discharge summaries, the
subnetwork improved the eﬃciency by ﬁltering out 78%
of irrelevant machine annotations. The exposome concepts exhibited diverse presence of semantic types and
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sections in the annotated corpus. Analysis into the results
expanded our understanding of the clinical narratives and
ontology resources. This work demonstrated the value of
semantics-powered methods for advancing exposome science and precision medicine.
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Within the numerous and heterogeneous web services oﬀered through diﬀerent sources, automatic web services composition is the
most convenient method for building complex business processes that permit invocation of multiple existing atomic services. The
current solutions in functional web services composition lack autonomous queries of semantic matches within the parameters of
web services, which are necessary in the composition of large-scale related services. In this paper, we propose a graph-based
Semantic Web Services composition system consisting of two subsystems: management time and run time. The managementtime subsystem is responsible for dependency graph preparation in which a dependency graph of related services is generated
automatically according to the proposed semantic matchmaking rules. The run-time subsystem is responsible for discovering
the potential web services and nonredundant web services composition of a user’s query using a graph-based searching
algorithm. The proposed approach was applied to healthcare data integration in diﬀerent health organizations and was
evaluated according to two aspects: execution time measurement and correctness measurement.

1. Introduction
Web services (WS) composition is a method used to combine existing WS from heterogeneous systems to build
more complicated business processes that match with user
requirements. WS composition also accommodates the
development of systems capable of automatic execution
of multiple individual WS simultaneously [1]. In developing
systems through WS composition, the most widely used
business process execution languages that specify the services
involved in the composition’s execution environment are
Web Services Business Process Execution Language (WSBPEL) [2] or Web Service Choreography Interface (WSCI)
[3]. However, these technologies do not oﬀer well-deﬁned
semantic and expressive capability for solving semantic
service discrepancies that occur due to disagreement in the
meaning, interpretation, or intended use of service information. In most cases, this situation drives the challenge of

creating an automated WS composition system that focuses
on solving the problems of WS heterogeneities. These problems necessitate semantic matching of input and output
parameters to combine multiple relevant services.
Richer semantics for WS provide greater automation of
selection, composition, and invocation of heterogeneous
services. Semantic Web Services (SWS) [4, 5] have emerged
to facilitate automation and dynamism in WS discovery,
selection, composition, and monitoring. SWS technologies
such as Semantic Markup for Web Services (OWL-S) [6],
Web Service Modeling Ontology (WSMO) [7], and Semantic
Annotations for WSDL and XML Schema (SAWSDL) [8]
have enabled well-known semantic representation languages
for WS, which have prompted researchers to develop new
WS composition techniques to automatically generate
composite services. In recent decades, many approaches
for WS composition have been proposed, and certain approaches, such as the work of Oh et al. [9], Hatzi et al. [10],
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Zou et al. [11], and Puttonen et al. [12], were aimed at fully
automated WS composition using AI planning technology
in which a sequence of actions is created from an initial state
(inputs and preconditions) to a goal state (requested outputs). The plans that describe the sequence of WS actions
to be executed are encoded in languages such as Planning
Domain Deﬁnition Language (PDDL) [13, 14]. However,
most of these proposals suﬀer from high complexity and
time consumption for large-scale WS composition. Other
approaches, such as the work of Rodriguez-Mier et al. [15]
and Lin et al. [16], applied graph-based algorithms for WS
composition to support eﬃcient discovery and composition
of large-scale WS in which a dependency graph model of
WS is produced. However, such previous works did not present a method with which to prepare the WS dependency
graph and further necessitated the diﬃcult task of manually
updating the graph. Although the work of Yue et al. [17]
and Shin et al. [18] further proposed a graph preparation
approach that constructs the graph model of related services
automatically via a syntactic matching technique and functional WS semantics for determining the association among
services, the semantic conﬂict problems within the WS
parameters still exist when handling multiple WS through
diﬀerent sources.
In this paper, we propose a graph-based SWS composition system and introduce a dependency graph preparation
approach that aims to resolve the problem of semantic
discrepancies through the use of semantic matchmaking
rules to automatically generate the WS dependency graph.
The proposed approach enables the inference engine to
perform ﬂexible semantic matches to create a graph model
of the related services. This approach is capable of supporting
scalable data within graph model by storing it in a corresponding graph database. We further propose a nonredundant WS composition approach that can eﬃciently search
the most satisfactory services for customer queries using a
dependency graph search technique. To ensure that the
proposed approaches can be applied in practical settings,
we have developed web-based applications consisting of the
graph management tools and WS composition search engine,
which are necessary for discovery and publication of complex
services in a healthcare domain. Additionally, our proposed
approaches are evaluated according to two aspects: the execution time measurement and the correctness measurement.
The remainder of the paper is structured as follows. Section 2 presents a review of the related literature, Section 3
outlines the proposed system architecture, Section 4 oﬀers
motivating examples, Section 5 presents the graph-based
SWS composition methodology of the proposed system,
Section 6 illustrates the system implementation, Section 7
presents a system evaluation and discusses the contributions
and makes comparison with other works, and conclusions
and recommendation for future work are summarized in
Section 8.

2. Literature Review
WS composition enables achievement of particular goals
through a process of primitive controls and exchanges. This
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concept leads to the development of numerous technologies,
such as WS-BPEL [2] and WSCI [3], which create the ability
to integrate distributed WS into a business process (or
process model). The exploitation of WS-BPEL, as presented
by Chao et al. [19], Curbera et al. [20], Huang et al. [21],
Lee et al. [22], and Yu et al. [23], promises to facilitate
business transactions across diﬀerent companies. However,
WS-BPEL is based on the XML standard, which lacks the
necessary support in semantic annotation required to solve
semantic discrepancies involving dynamic WS composition.
The objective in promoting the SWS is to create a ﬂexible
layer for development of an automatic system with dynamic
discovery, composition, and execution of WS [4]. The common infrastructure of SWS involves speciﬁcation of semantic
annotation combined with WS standards, that is, eXtensible
Markup Language (XML), Simple Object Access Protocol
(SOAP), Web Services Description Language (WSDL), and
Universal Description, Discovery, and Integration (UDDI).
Following the semantic WS annotation reviews of Tosi and
Morasca [24], one of the semantic annotation languages for
WS is OWL-S [6], which represents the proﬁles, process
model, and grounding of WS through the Web Ontology
Language (OWL) [25]. The use of such semantic descriptions
enables a more ﬂexible and expressive capability for discovery, composition, and execution of WS. Many research works
have aimed at techniques of discovering, composing, or
developing services as reviewed in Rao and Su [26], Lemos
et al. [27], and Rodriguez et al. [28]. The need still exists for
automatic WS composition to solve the problems within
various domains.
Many research eﬀorts have been conducted in automatic
WS composition using diﬀerent techniques. In the context of
the AI planning technique, the work of Hatzi et al. [10]
presented an integrated approach for SWS composition by
exploiting AI planning techniques. The approach is based
on transforming the WS composition problem into a
planning problem that is encoded in PDDL and solved by
external planners. The produced composite services are
transformed back to OWL-S. The work of Zou et al. [11] considered the WS composition problem as a WS composition
planning problem and used AI planners to ﬁnd a composition plan for the composition request. The available services
are converted into a planning domain in PDDL and translate
a composition request into a planning problem in PDDL. A
WS composition planning problem is subsequently fed into
an AI planner to automatically ﬁnd a composition plan
corresponding to the given composition request. The work
of Puttonen et al. [12] presented a web-service-based framework capable of automatically composing WS applying to the
factory automation domain. The framework aims to extract
the planning actions from the OWL-S service descriptions
and create a mapping from each action to convert the
acquired solution plans into composite OWL-S processes.
The results are intended to reduce the workload of developing semantic WS descriptions and enable automatic composition and deployment of workﬂow descriptions. Through
logic-based technique and algorithms, the work of Rao et al.
[29] proposed an automated composition of SWS using the
Logical Linear (LL) theorem to prove the rules required for

Journal of Healthcare Engineering

3

Management time

Run time

Service provider

Service customer
Register WS

Query
service

UDDI

Restful WS annotation/
WSDL preparation

Services
repository

System
administrator

Nonredundant
compositions
User interface

WordNet
ontology

Finding I/O dependency
set of a query

Dependency graph preparation

Web service composition

Parameter preparation

Finding potential web
services

Parameter matching

Graph generation

Dependency
graph

Finding nonredundant
compositions

Figure 1: Architecture of graph-based Semantic Web Services composition system.

extracting the compositions of WS. The work of Kwon
and Lee [30] proposed a nonredundant WS composition
approach based on a two-phase algorithm capable of eﬃcient searching of the scalable WS data using the relational
database indexing technique.
In the context of a semantic-based technique, the work of
Kona et al. [31] proposed the semantic matching techniques
to arrange WS from the repository in which the input and
output are semantically matched. The work of Talantikite
et al. [32] developed a model of semantic annotation for
WS discovery and composition using the ontology-based
similarity measurement between concepts. The work of
García-Sánchez [33] proposed an agent-based framework for
service integration and interoperability in an e-Government
domain, in which the discovery agent is represented for
matchmaking and composing services through the SWS and
ontology concepts mapping. Another work was proposed by
Bansal et al. [34], who presented a generalized semanticsbased technique for automatic service composition.
Within the graph-based technique, models of WS
composition have been proposed in several research studies.
The work of Hashemian and Mavaddat [35] proposed an
original approach that used a graph search algorithm for
WS composition with functional capability. The work of
Dong-Hoon and Kyong-Ho [36] proposed an accurate WS
composition approach by enhancing the functional semantic
consideration in graph searching. The work of Ukey et al.
[37] proposed a model of WS composition based on a
bidirectional heuristic algorithm working in tandem with
the WS dependency graph. The work of Wang et al. [38]
studied the problem of ﬁnding the minimum cost service
composition (MCSC) for a general service composition
request, which is represented by a directed acyclic graph
(DAG). The work of Rodriguez-Mier et al. [15] proposed
an automatic WS composition technique based on a

heuristic-based graph search algorithm. The work of Lin
et al. [16] proposed a cost-eﬀective planning graph approach
based on a backward strategy for large-scale WS composition
in a cloud environment. This work aims to design a costeﬀective WS composition algorithm to obtain multiple
service compositions using fewer numbers of WS at low costs
and within an acceptable execution time. Finally, the work of
Shin et al. [18] proposed a graph-based composition method
that uses the functional semantics of WS and a representative
action to represent the actions of a service. This approach
uses an AND/OR graph to store data dependencies for WS
composition, and rules are created to map a service and
combine service actions.
The main contributions of this paper and a comparison
of our WS composition approach with the other approaches
will be discussed in Section 7.

3. Proposed System Architecture Overview
This section presents an overview of the graph-based SWS
composition system, which is divided into two subsystems
of management time and run time, as illustrated in
Figure 1.
(1) The management-time subsystem: This subsystem
is designed to maintain the data for preparation
of the WS dependency graph. The system administrator can annotate the RESTful WS or import the
WSDL registered in the UDDI registry (RESTful
WS annotation/WSDL preparation step) in which
the service is parsed and stored in Resource Description Framework (RDF) format within the services
repository. The services repository contains the
labeled functional capability of WS, including the service and operation names, input, and output. These
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initial data are used in the dependency graph preparation process. This process consists of the following three steps:
(i) Parameter preparation: The name of each input
(or output) parameter of WS is tokenized into
keywords in the parameter preparation process.
(ii) Parameter matching: In this step, the keywords
are used to compare other parameters using
the semantic matchmaking rules in the parameter matching process with the aid of WordNet
[39], which is a lexical database of English
providing the relationship between senses of
words. These words’ senses (synsets) are sets of
cognitive synonyms expressing a distinct concept and interlinking with other senses by means
of conceptual semantic.
(iii) Graph generation: The calculated matching
coeﬃcients of each pair of parameters are
used to generate the dependency graph of WS
through a graph generation rule.
(2) The run-time subsystem: This subsystem creates a
user interface in which the service customers can
pose a query to search the services through keywords.
The requested keywords are used to ﬁnd the I/O
dependency set of matched input and output parameters in the services repository through the WordNet
similarity measurement. This process consists of the
following two steps.
(i) Finding potential web services: The I/O dependency set is used to ﬁnd the potential WS paths
(subgraphs) from the dependency graph model
of WS with the use of a graph search algorithm.
(ii) Finding nonredundant compositions: These
paths are constructed as nonredundant WS
composition (composite processes) through the
proposed algorithm. The obtained results of
the nonredundant WS composition can be
exported to standard executable languages, such
as OWL-S or BPEL4WS, which might be further
used in creating the WS invocation.

The details of the processes in management-time and
run-time subsystems are described in the dependency
graph preparation and WS composition subsections of
Section 5, respectively.

4. Motivating Example
This section illustrates an example of WS as shown in
Table 1. These services extended from our previous work
[40, 41] and were developed for retrieval of healthcare data
from heterogeneous Electronic Health Record (EHR) systems of diﬀerent health organizations. The operations were

created in both SOAP WS and RESTful WS versions, which
return healthcare data in XML format. The example consists
of eight operations of WS (i.e., PI, PD, PHI, DS, DXI, OI, DI,
and ZI) and service requests (q1 and q2). Given a query q1,
the requested input of q1 is citizen-id, and the requested
outputs of q1 are health-number, organization-name, district-name, and zip-code. Although, the PI and PD are
services that satisfy the input of q1, the output of PI and PD
does not fully satisfy all requested outputs of q1. Certain
requested outputs of q1, such as the organization-name,
district-name, and zip-code, are satisﬁed in the operations
OI, DI, and ZI, respectively. The operations PI and PD
return the outputs as hospital-code and district-code, which
might be used as inputs of OI, DI, and ZI. Thus, the composition of WS {PI, PD}→{OI, DI, ZI} should satisfy a
query q1, which can be presented to the service customer
as two nonredundant compositions: {PI}→{OI, DI, ZI}
and {PD}→{OI, DI, ZI}. Although the semantic matchmaking techniques of WS composition are limited to
small-scale WS, this research proposes graph-based search
algorithms to eﬃciently ﬁnd a nonredundant composition
of WS with a large-scale WS. The research also creates a
systematic method of WS dependency graph preparation
to enable the inference engine to perform semantic matching between the input and output parameters of WS.

5. A Graph-Based Semantic Web Services
Composition Methodology
This section presents the deﬁnition of semantic parameter
matching and the components of a graph-based WS composition ontology, which are used in two main processes of the
proposed system, that is, dependency graph preparation and
WS composition. These processes are described as follows.
5.1. Semantic Parameter Matching Deﬁnition. According to
the semantic matchmaking technique of WS capabilities
designed based on the ontology concepts, the matching types
can be classiﬁed into several levels, such as Exact, Plug-in,
Subsumes, and Fail [42]. This research considers only three
matching types of Exact, Subsumes, and Fail, (as deﬁned in
Table 2) for use in parameter matching of dependency graph
preparation in the next section.
5.2. Graph-Based Semantic Web Services Composition
Ontology. In this section, we propose the graph-based SWS
composition ontology, which is used to represent the components of WS in the dependency graph preparation. A portion
of the graph-based ontology, which is also expressed in OWL
language, is illustrated in Figure 2. The proposed ontology
consists of three main classes: GraphElement, Process, and
SemanticMatching. The GraphElement class, which consists
of the Arc and Vertex as subclasses, is derived from the
directed graph theory and is used to describe the dependency
of services. The Arc class represents redundant operations
that have the same functions through the property hasOperation and describes the input and output through the tail and
head properties, respectively. The Vertex class is deﬁned
to represent input or output parameters of operations
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Table 1: Example of web services annotation and queries.

Service

Input

Output

PatientInfo (PI)

citizen-id

given-name, family-name, healthnumber, hospital-code, districtcode, professional-id

PatientData (PD)

citizen-id

given-name, family-name, healthnumber, hospital-code, districtcode, professional-id

Description
This service is oﬀered by a major hospital and performs a
query of patient records from a database. Inputting the
person’s id generates a patient proﬁle including the given
and family name, health number, and address, as well as
the id of the professional caring for the patient.
This service is oﬀered by a minor hospital or health care
unit, similar to PatientInfo.

The local service produces the physician record query,
which returns a general proﬁle of the physician.
The local service produces the disease record query, which
DiseaseSearch (DS)
disease-name
disease-code
returns the ICD10 code of the disease from a portion of the
disease’s name.
This local service produces the diagnosis record query,
disorder-code,
DiagnosisInfo (DXI)
diagnosis-date
which returns the eﬀective date of the speciﬁc ICD10 code
health-number
diagnostic to the speciﬁc patient’s health number.
This governmental service produces an organization
OrganizationInfo (OI) organizationCode
organization-name
record query, which requires an organization code as input
and returns a general proﬁle of the organization.
The governmental service produces a district record query,
DistrictInfo (DI)
district-code
which returns a proﬁle of a district area through the input
district-name
district code.
The public service produces a postal code query, which returns
ZipCodeInfo (ZI)
CodeOfTerritory
zip-code
a postal code of a district area from an input district code.
This service query, through the input of a citizen-id
health-number, organization-name,
number, returns the patient’s proﬁle, including health
Query 1 (q1)
citizen-id
district-name, zip-code
number, name of the hospital of the patient (organization
name), and patient address (district name and zip code).
The requested service returns the eﬀective date of diagnosis
Query 2 (q2)
citizen-id
diagnosis-date
through the speciﬁc citizen-id of a patient.
PhysicianInfo (PHI)

physician-id

physician-name

Table 2: Semantic matching problems deﬁnitions.
Matching type

Deﬁnition

Examples
As shown in Table 1, the output district-code of operation
PI and PD contains the keywords {“district”, “code”}, and the
input CodeOfTerritory of operation ZI contains the keywords
{“Code”, “Territory”}. Because the keyword
“district” ≅ “territory”, and “code” ≅ “code”, the district-code
and CodeOfTerritory are deﬁned as semantically equivalent
parameters. Thus, the PI (or PD) and ZI can be deﬁned as
sequential processes in the composition.
The output hospital-code of operation PI and PD
contains the keywords {“hospital”, “code”}, and the input
organizationCode of operation OI contains the keywords
{“organization”, “code”}. Because the keyword “hospital” is
more speciﬁc than the keyword “organization”, denoted by
“hospital” ⊆ “Organization”, the “hospital” is a hyponym
word and the “organization” is a hypernym word. The
hospital-code and organizationCode are deﬁned as subsume
match, and the PI (or PD) and OI can be deﬁned as the
sequential processes in the composition.

Exact match

Let apc and apk be operations of WS. Let oc be an output of
apc and ik be an input of apk . If the oc and ik are semantically
equivalent, denoted by oc ≅ ik , then the matching of oc and ik
is an exact match, and apc and apk can be deﬁned as the
sequential processes in the composition.

Subsume
match

Let apc and apk be operations of WS. Let oc be an output of
apc and ik be an input of apk . If the oc is more generic than ik,
denoted by ik ⊆ oc , oc is a hypernym word and ik is a
hyponym word. We call the oc and ik has a subsumption
relation or is-a relationship. The matching of oc and ik is a
subsume match, and apc and apk can be deﬁned as
sequential processes in the composition.

Fail

Let apc and apk be operations of WS, oc be an output of apc ,
and ik be an input of apk . If the oc and ik cannot be matched The output district-name of DI and the input organizationas exact or subsume, these parameters are deﬁned as fail Code of OI have no semantic similarity; thus, the DI and OI
cannot be deﬁned as sequential processes in the composition.
match. The apc and apk cannot be deﬁned as sequential
processes in the composition.
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Figure 2: Structure of a graph-based Semantic Web Services composition ontology.

represented in Arc. The Process class, which is derived from
the OWL-S process model speciﬁcation [43], describes (1)
the characteristics of the AtomicProcess and the CompositeProcess classes through hasInput, hasOutput, hasPrecondition, and hasEﬀect properties and (2) the control constructs
(Perform and Sequence) of the CompositeProcess class. The
SemanticMatching class describes the semantic similarity of
parameters through the sourceParameter and targetParameter properties, which are classiﬁed into two types of Exact
and Subsume, as deﬁned in Table 2. This graph-based SWS
composition ontology is used in the dependency graph preparation in the next section.
5.3. Dependency Graph Preparation. The dependency
graph preparation is the process of constructing the relationships of the input and output parameters of the
atomic process as a graph. This process consists of three
interrelated processes of parameter preparation, parameter
matching, and graph generation processes, as described in
the following subsections.

Rule 1. If the name of pc contains special characters such as plus and minus, these characters are replaced by the delimiter
symbol “_” (underscore).
Rule 2. If the name of pc matches the regular expressions of capitalized words, the delimiter “_” is
inserted between words.
Rule 3. If the name of pc contains prepositions such
as “of” and “with” or articles such as “a,”
“an,” and “the,” these characters are removed
from the parameter.

5.3.1. Parameter Preparation. Parameter preparation is a
process used to divide the parameter names of the atomic
processes into meaningful keywords. For this process, the
basic components of the graph-based SWS composition
ontology, such as AtomicProcess, Parameter, Keyword, and
Context, are deﬁned as sets of atomic processes of WS, input
and output parameters of atomic processes, keywords of
parameters, and contexts of parameters, respectively. Each
basic component is used in the following subprocesses.

Example 1. Given the {“CodeOfTerritory”, “district-code”} ∈
Parameter are input and output parameters of {ZI, PI} ∈
AtomicProcess, respectively. Following Rules 1–3, the string
“CodeOfTerritory” is added with a delimiter “_” between
words beginning with capitalized character (resulting in
“Code_Of_Territory”), and the prepositions “Of” are
removed following Rule 3 (resulting in “Code_Territory”).
In the next parameter, “district-code” is replaced by the
delimiter “_” following Rule 1 (resulting in “district_code”).
Finally, {“Code_Territory”, “destrict_code”} ∈ Context are
constructed as contexts of parameters {“CodeOfTerritry”,
“district-code”} ∈ Parameter, respectively. The execution
results of Rules 1–3 for Example 1 are further presented in
a portion of the graph-based SWS composition ontology, as
illustrated in Figure 3.

(1) Creating Context. This process is used to create a
context t c ∈ Context of a parameter pc ∈ Parameter
by adjusting the format of a parameter pc according
to the following rules:

(2) Creating Keyword. This process is used to create a keyword kc ∈ Keyword of a parameter pc ∈ Parameter by
extraction from a context t c ∈ Context of a parameter pc according to the following rules:
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Figure 3: Example of the context creation presented in graph-based SWS composition ontology.
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Figure 4: Example of the keyword creation reasoning result.

Rule 4. If a context t c contains a delimiter symbol, a
substring before the ﬁrst delimiter symbol
of t c is adjusted to a lowercase substring and
extracted as a keyword of pc , and the substring after the delimiter symbol is assigned
as a new context of pc .
Rule 5. If a context t c does not contain a delimiter
symbol, t c is removed and constructed as a
lowercase keyword of pc .
Example 2. Following the parameters of Example 1, the
“CodeOfTerritory” parameter can be created in this context
as “Code_Territory”. After performing the ﬁrst round of
Rule 4, the lowercase string “code” is extracted as a ﬁrst
keyword, and the string “Territory” is constructed as the
new context. The context string “Territory” is removed
and reconstructed as the lowercase keyword “territory”,
according to Rule 5. Hence, the {“code”, “territory”} ∈ Keyword is a set of keywords of the parameter “CodeOfTerritory”.
For the next context, “district_code” is extracted to {“district”,
“code”} ∈ Keyword of the parameter “district-code”. The
results of execution of Rules 4-5 for Example 2 are illustrated
in Figure 4.
5.3.2. Parameter Matching. Parameter matching is the
process of locating the semantic similarity between pairs
of input and output parameters in WS operations. The

matching instances are subsequently created as outputs. The
parameter matching processes consists of keyword matching
and matching ﬁltering processes, as described below.
(1) Keyword Matching. The keyword matching process
calculates the similarity between keywords for each
parameter using the WordNet database. Similarities
between a pair of words are used to generate the
matching instances between parameters.
Let apc , apk ∈ AtomicProcess be set of a pair of atomic
processes or operations of WS. Let pcm , pkn ∈ Parameter
be set of a pair of output and input parameters of
apc , apk , respectively. Let K cm and K kn be sets of keywords
of parameter pcm , and pkn , respectively. To calculate the
similarity value between keywords, we apply the equation
proposed by Wu and Palmer (wup) [44], which is deﬁned
in the following function.
Simwup K cm × K kn →V, where V = vi ∣∀i = 1, …, n and
0 ≤ vi ≤ 1, with vi as the similarity value .
The semantic similarity between keywords k′cm ∈ K cm
and k′kn ∈ K kn is determined using the degree of similarity
score (0, …, 1) calculated through the function presented
above. If Simwup k′cm , k′kn is equal to 1, these two keywords
are an exact match that means they are synonymous. Otherwise, the subsume match can be determined through the
adjustable threshold of semantic similarity degree. In this
paper, the threshold of subsume match is set as 0.7 to
determine subsumption relationship among closely related
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Figure 5: Example of the generated exact matching instance.

parameters corresponding to our previous studies on
ontology mapping technique [45]. The semantic matching between parameters can be performed using the
following rules:
Rule 6. (Exact match) if Simwup k′cm , k′kn = 1, denoted
by k′cm ≅ k′kn , where k′cm ∈ K cm , k′kn ∈ K kn ,
then an exact match instance emn ∈ Exact of
the parameter pair (pcm , pkn ) is created. The
instance emn has source and target parameters of
pcm and pkn and has the instance simcmc−knk ∈
Similarity containing the source-target keywords similarity.
Rule 7. (Subsume match) if 1 > Simwup k′cm , k′kn ≥ 0 7
and k′cm ⊆ k′kn or k′kn ⊆ k′cm , where k′cm ∈ K cm
and k′kn ∈ K kn , then a subsume match instance
ssmn ∈ Subsume of the parameter pair (pcm , pkn )
is created. The instance ssmn has source and
target parameters of pcm and pkn and has the
instance simcmc−knk ∈ Similarity containing the
source-target keywords similarity.
Example 3. Following the procedure outlined in Example 2, a
set of a pair of output and input parameters {district-code,
CodeOfTerritory} ∈ Parameter of the atomic processes {PI,
ZI}, respectively, contains the similarity scores between
keywords as Simwup(district,territory) = 1 and Simwup(code,
code) = 1. Hence, the district ≅ territory and code ≅ code.
Thus, the instance E-district-code-CodeOfTerritory ∈ Exact
is created. This instance has the district-code and CodeOfTerritory as the source and target parameters, respectively,
and has two pairs of equivalent source-target keywords:
sim-district-territory ∈ Similarity and sim-code-code ∈ Similarity. An example of this exact matching instance generated according to Rule 6 is illustrated in Figure 5.
Example 4. A set of a pair of output and input parameters
{hospital-code, organizationCode} ∈ Parameter of the atomic
processes {PI, OI}, respectively, contains the similarity scores

between keywords as Simwup(hospital, organization) = 0.8
and Simwup(code, code) = 1 and hospital ⊆ organization.
Hence, the matching instances SS-hospital-code-organizationCode ∈ Subsume and E-hospital-code-organizationCode ∈ Exact are generated, which have a pair of hospital-code
and organizationCode as the source and target parameters.
The instance SS-hospital-code-organizationCode has similar source-target keywords as sim-hospital-organization ∈
Similarity, whereas the instance E-hospital-code-organizationCode has similar source-target keywords as sim-codecode ∈ Similarity. An example of these matching instances
generated according to Rules 6 and 7 is illustrated in
Figure 6. Although this example contains both subsume
and exact instances, one of these matching instances is eliminated through the matching ﬁltering process described in
the next section.
(2) Matching Filtering. The matching ﬁltering process
calculates the coeﬃcient of the generated parameter
matching instances of the keyword matching process
to eliminate the irrelevant matching instances of the
parameter pairs.
Let ssck , eck ∈ SemanticMatching be subsume and
exact matching instances, respectively, between pcm and
pkn where pcm , pkn ∈ Parameter. The coeﬃcient of matching between pcm and pkn , denoted as Co jac pcm , pkn , is
calculated according to Jaccard’s coeﬃcient [46], as shown
in the following equation:
Co jac pcm , pkn =

p
,
p+q+r

1

where p is the number of exact or subsume match instances
found between pcm and pkn , q is the number of keywords in
pcm that cannot be matched with any keyword in pkn , and r
is the number of keywords in pkn that cannot be matched
with any keyword in pcm .
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Figure 6: Example of the generated subsume and exact matching instances.
Table 3: Filtering result of the parameter matches instances.
Parameters pcm , pkn
district-code,
CodeOfTerritory
hospital-code,
organizationCode
district-code,
organizationCode

Matching instances
E-district-codeCodeOfTerritory
SS-hospital-codeorganizationCode
E-hospital-codeorganizationCode
E-district-codeorganizationCode

Similarity of
keywords (p)
2 (sim-district-territory
and sim-code-code)

q

r

Cojac

0

0

1.0

2 (sim-hospitalorganization
and sim-code-code)

0

0

1.0

1 (sim-code-code)

1 {district}

1 {organization}

0.33

The return value of (1) is lowest if p is equal to 0 and is the
highest if q and r are both equal to 0. Thus, the values of
Co jac pcm , pkn lie in the range of (0, …, 1). According to the
coeﬃcient value of each match, the matching ﬁltering is performed with the following rules:
Rule 8. If Co jac pcm , pkn = 1 and there exists only
ssck ∈ Subsume or eck ∈ Exact between pcm and
pkn , then ssck or eck is retained. The ﬁnalized
matching degree between pcm and pkn is either
an exact match or a subsume match.
Rule 9. If Co jac pcm , pkn = 1, and there exist both
ssck ∈ Subsume and eck ∈ Exact between pcm
and pkn , then ssck , is retained, and eck is
removed. The ﬁnalized matching degree
between pcm and pkn is subsume match.
Rule 10. If Co jac pcm , pkn < 1, then all generated matching instances (ssck ∈ Subsume and eck ∈ Exact)
between pcm and pkn are removed. The ﬁnalized
matching degree between pcm and pkn is fail.
Example 5. Following the generated matching instance
of Example 3, the E-district-code-CodeOfTerritory ∈ Exact,

Filtering
Keep E-district-codeCodeOfTerritory
Keep SS-hospital-codeorganizationCode
Remove E-hospital-codeorganizationCode
Remove E-district-codeorganizationCode

which is only a matching instance between parameters district-code and CodeOfTerritory, has two pairs of equivalent
keywords (p = 2). A number of keywords that are only
positive for district-code are equal to zero, whereas a number of keywords that are only positive for CodeOfTerritory
are also equal to zero (q and r = 0). According to Rule 8,
the Cojac(district-code,CodeOfTerritory) = 1, and there exists
only an exact instance, and thus the matching degree
between parameters district-code and CodeOfTerritory is
an exact match.
Example 6. Following the generated matching instance of
Example 4, the SS-hospital-code-organizationCode ∈ Subsume and E-hospital-code-organizationCode ∈ Exact are generated as two matching instances of a pair of parameters
(hospital-code, organizationCode). According to Rule 9, the
coeﬃcient Cojac(hospital-code,organizationCode) = 1; there
exist both subsume and exact match instances, and the exact
match instance is removed. Hence, the matching degree
between parameters hospital-code and organizationCode is a
subsume match.
Examples of ﬁltering results of the parameter matching
instances are shown in Table 3.
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Table 4: Dependency graph generation rule implemented with SPARQL.

SPARQL rule
Description
INSERT {
?arc rdf:type wse:Arc.
For all atomic processes (?s), the input (?i) and output (?o) of ?s
?i1 rdf:type wse:Vertex. ?i2 rdf:type wse:Vertex.
is expressed by triples, (?s, wse:hasInput, ?i) and (?s, wse:hasOutput, ?o),
?arc wse:tail ?i1. ?arc wse:head ?i2.
respectively. Let ?i1 and ?o1 refer to the input and output parameters
?arc wse:hasOperation ?s1.
of atomic process ?s1, and let ?i2 and ?o2 refer to the input and
}
output parameters of atomic process ?s2. If there exists matching
WHERE{
instance ?m that maps parameters from ?o1 to ?i2, then ?arc is
?s1 rdf:type wse:AtomicProcess.
created as the arc of WS dependency graph. ?i1 and ?i2 are
?s1 wse:hasInput ?i1. ?s1 wse:hasOutput ?o1.
expressed as vertices of a graph via triples (?i1, rdf:type, wse:Vertex)
?s2 rdf:type wse:AtomicProcess.
and (?i2, rdf:type, wse:Vertex) and are constructed as the tail
?s2 wse:hasInput ?i2. ?s2 wse:hasOutput ?o2.
and head of ?arc via triples (?arc, wse:tail, ?i1) and
?m rdf:type wse:SemanticMatching.
(?arc, wse:head, ?i2). Finally, atomic process ?s1 is
?m wse:sourceParameter ?o1. ?m wse:targetParameter ?i2.
added into the redundant operation set of ?arc
BIND(IRI(CONCAT(STRBEFORE(STR(?s1),“#”),“#”, STRAFTER
via a triple (?arc, wse:hasOperation ?s1).
(STR(?i1),“#”),“-”, STRAFTER(STR(?i2),“#”))) AS? arc).
}

5.3.3. Graph Generation. Graph generation is the process of construction of a dependency graph model of
WS in the services repository. The rules for reasoning
of the dependency graph are given in Rules 11 and 12
as follows:

5.4. Web Service Composition. WS composition is the process of ﬁnding the composite processes that satisfy a query
from the service customer. This process consists of two
interrelated steps: ﬁnding the potential WS and ﬁnding
the nonredundant compositions.

Rule 11. Let apc ∈ AtomicProcess denote an operation of
WS. Let { ici , ocj ∣ ici ∈ Input and ocj ∈ Output}
be a set of a pair of input and output of
the operation apc . The arc ac ∈ Arc generates
the parameters ici and ocj ∈ Vertex as tail
and head vertices, respectively. The arc ac
has the property hasOperation with apc as a
property value.

5.4.1. Finding Potential Web Services. The ﬁrst step of the
approach is searching the WS in the graph-based WS
repository that might satisfy the composition. This step consists of two phases of algorithms: forward search and backward search algorithms. Let q denote the query of a service
customer, I q = iqi ∣∀i = 1, …, n be a set of input of q, and
Oq = oqi ∣∀i = 1, …, n be a set of output of q. The I/O
dependency set of q is given as a set of Dq = I q × Oq . Let
d q = iqc , oqk ∈ Dq . The system performs a forward graph
search through Algorithm 1 with inputs iqc , oqk and returns
a potential WS path of dependency d q as output.

Rule 12. Let apc , apk ∈ AtomicProcess denote a set of
two operations of WS. Let { icm , ocn , ikm , okn }
be a set of a pair of input and output parameters
of apc and apk , respectively, where icm ,
ikm ∈ Input and ocn , okn ∈ Output. If there exists
a matching instance mc ∈ Semantic Matching
between ocn and ikm , then arc ac ∈ Arc is created.
The arc ac generates the parameters icm ,
ikm ∈ Vertex as tail and head vertices, respectively. The arc ac has the property hasOperation
with apc as a property value. The implementation of this rule is described in Table 4.
Example 7. According to the services description presented
in Table 1, {PI, ZI} ∈ AtomicProcess has a set of a pair of
input and output parameters as {(citizen-id, district-code),
(CodeOfTerritory, zip-code)}, respectively. Because there
exists a matching instance E-district-code-CodeOfTerritory
of district-code and CodeOfTerritory parameters, even if PI
(and PD) has no output represented as CodeOfTerritory, the
arc citizen-id-CodeOfTerritory ∈ Arc (with assigned redundant operation set {PI, PD}) is generated. The complete result
of the dependency graph of WS generated from Rule 11 and
Rule 12 is illustrated in Figure 7.

Example 8. According to the example of WS and queries
(Table 1), a query q1 has I/O dependency (with semantic
matching) found as set Dq1 = {(citizen-id, health-number),
(citizen-id, organization-name), (citizen-id, district-name), (citizen-id, zip-code)}. Each I/O dependency in Dq1 is used to ﬁnd
the potential WS path through Algorithm 1 and generate the
result path sets (paths 1–4), as illustrated in Figure 8.
To obtain all WS paths for all inputs and outputs of
the service request, the backward search is performed
after the forward search through Algorithm 2. This algorithm aims to discover the potential WS paths that have
output corresponding to the requested service’s output
but might have input that diﬀers from the requested
service’s input. The discovered paths from both the forward
and backward searches are combined as illustrated in the
next section.
Example 9. A query q2 has I/O dependency set as
Dq2 = {(citizen-id, diagnosis-date)}, according to the
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Citizen-id

Given-name

(PI,PD)
(PI,PD)

(PI,PD)

Disease-name

Family-name
(SD)

(PI,PD)

(SD)

Health-number

Code of territory
(PI,PD)

(PI,PD)

(PI,PD)
Disease-code

(PI,PD)
Disorder-code

(PI,PD)

(ZI)

Organization code

District-code

(DXI)
Hospital-code

(DI)

(OI)

Physician-id

Professional-id
Zip-code

(DXI)

(PHI)
Diagnosis-date
Organization-name

District-name

Physician-name

Figure 7: Example of the dependency graph of WS generated from Rules 11 and 12 executions.

Input: u and v are the requested input and output parameters of WS searching (I/O dependency)
Output: P is a set of discovered paths of potential web services (sets of operations)
procedure FWS(u,v)
V =V∪ u
//V is a set of discovered nodes
//Q is a set of queue of ordered pairs of vertices and paths (sets of arcs)
Q = Q ∪ u, ∅
P=∅
while Q ≠ ∅ do
t, w ←Q dequeue
//get the ordered pair of vertex and path (set of arcs) in queue as t, w
if t is equal to v then
//check if t is the destiny vertex of I/O dependency u, v
P=P∪ w
//add w into P
end if
for e ∈ adjacentArc t
//to ﬁnd the adjacent arcs e of t through a query “select ?e where {?e tail ?t.}”
wj ← w
//create wj as a clone arcs set of w
//append an arc e to arcs set w j
wj = wj ∪ e
ui = headVertex e
//ﬁnd head vertex ui of arc e from a query “select ?ui where {?e head ?ui.}”
//check if ui have not been visited
if ui is not in V then
//add ui to the set of visited vertices
V = V ∪ ui
enqueue ui , w j to Q //put order ui , w j to Q for the next round in while loop
else if ui = v then
enqueue ui , w j to Q //put order ui , w j to the Q if ui is equal to v to ﬁnd other paths of I/O u, v
end if
end for
end while
return P
//return P when Q is empty
end
Algorithm 1: Forward search.

example of WS and queries (Table 1). The I/O dependency Dq2 is used to ﬁnd the potential WS paths through
Algorithm 2, as illustrated in Figure 9.

5.4.2. Finding Nonredundant Compositions. After fulﬁlling
the potential WS paths in the dependency graph corresponding to the service query, the second step ﬁnds the
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Citizen-id
(1)

Health-number
(PI,PD)

Citizen-id
(PI,PD)

(2)

Citizen-id
(3)

(OI)

Distict-code

Citizen-id

District-name
(DI)

(PI,PD)

(4)

Organization-name

Organization code

Code of territory
(PI,PD)

Zip-code
(ZI)

Figure 8: Example of path search results through Algorithm 1.

Input: u and v are the requested input and output parameters of WS searching (I/O dependency)
Output: P is a set of discovered paths of potential web services (sets of operations)
procedure BWS(u,v)
V =V∪ v
//V is a set of discovered nodes
Q = Q ∪ v, ∅
//Q is a set of queue of ordered pairs of vertices and paths (sets of arcs)
P=∅
while Q ≠ ∅ do
t, w ←Q dequeue
//get the ordered pair of vertex and path in queue as t, w
if t has no adjacent arc then
//check if t is an origin vertex of a path
wr = reverseArrayOf w
//creating the reverse path of potential services w into wr
P = P ∪ wr
//add wr into P
else if t ≠ u then
//check if t is not equal to input vertex u
for e ∈ adjacentArcRe t
//to ﬁnd the adjacent arcs e of t through a query “select ?e where {?e head ?t.}”
wj ← w
//create w j as a clone arcs set of w
//append an arc e to arcs set w j
wj = wj ∪ e
vi = tailVertex e
//ﬁnd head vertex vi of arc e from a query “select ?vi where {?e tail ?vi.}”
//check if ui have not been visited
if ui is not in V then
//add vi to the set of visited vertices
V = V ∪ vi
//put order vi , w j to Q for the next round in while loop
enqueue vi , w j to Q
end if
end for
end if
end while
return P
//return P when Q is empty
end
Algorithm 2: Backward search.

Citizen-id
(1)

Health-number

(2)

(DXI)

(PI,PD)

Disease-name

Diagnosis-date

Disorder-code
(DS)

Diagnosis-date
(DXI)

Figure 9: Example of path search results through backward search of Algorithm 2.
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Input: pt is a discovered path from the ﬁnding potential web services step
Output: CP is a set of composite processes of non-redundant web services
procedure NrC(pt)
CP = ∅
for RO ∈ pt
//for each operation of redundant web services in a path
if RO is the ﬁrst sequence in pt then
create cp ∈ CompositeProcess
//create new composite process
create Seq ∈ Sequence
//create new sequence control construct
set Seq as a sequence control construct of cp
CP = CP ∪ cp
end if
//create new set of non-redundant composite processes
CPi = ∅
for o ∈ RO
//for each redundant operations in RO
for cp ∈ CP
//for each created composite processes
//clone cp to cpi
cpi = cp
Seqi = get a sequence control construct of cpi //Seqi ∈ Sequence
append o to Seqi
//create a Perform control construct of o
CPi = CPi ∪ cpi
//add cpi to a set of composite processes CPi
end for
end for
CP = CPi
//the composite processes set CP is replaced by CPi
end for
return CP
end
Algorithm 3: Nonredundant composition.

nonredundant compositions from the potential WS paths.
Let Pt q = pt i ∈ Pt q ∣∀i = 1, …, n be a set of the result
paths of Dq . Algorithm 3 receives pt c ∈ Pt q as an input
and returns a set of nonredundant composition paths.
Example 10. Following the obtained results from Example 8,
let Pt q1 = pt 1 , pt 2 , pt 3 , pt 4 be a set of potential WS paths of
a query q1. Algorithm 3 separates the redundant operations represented in the arcs of each path. For instance
(path 2 in Figure 8), the ﬁrst arc of pt2 has a redundant
operation set RO1 , where PI, PD ∈ RO1 . The operations
PI and PD are separated into cp1 , cp2 ∈ CompositeProcess
because they have the same function (see descriptions in
Table 1). Consequently, the next arc of pt2 containing
the operation {OI} is constructed as a sequential operation of PI and PD in the cp1 and cp2 , respectively. Additionally, the nonredundant compositions returned from
each pt i ∈ Pt q1 are combined into more complex composite process constructs, such as sequential (Sequence) and
parallel (Split-Join). An example of the complete results
of the nonredundant WS composition from Pt q1 is shown
in Figure 10.
Example 11. Following the obtained results from Example
9, let Pt q2 = pt 1 , pt 2 be a set of potential WS paths.
Algorithm 3 separates the redundant operations represented in the arcs of each path. For instance (path 1 in
Figure 9), the ﬁrst arc of pt 1 has a redundant operation
set RO1 where PI, PD ∈ RO1 . The operations PI and
PD are separated into cp1 , cp2 ∈ CompositeProcess because

they have the same function (see descriptions in Table 1).
Consequently, the next arc of pt1 containing the operation
{DXI} is constructed as a sequential operation of PI and
PD in the cp1 and cp2 , respectively. The nonredundant
compositions returned from each pt i ∈ Pt q2 can be combined into more complex composite process constructs,
as shown in Figure 11.

6. System Implementation
This section presents implementation of the graph-based
SWS composition system supporting the WS discovery
process, which can satisfy combinations of services from
the basic atomic services. To ensure the viability of
model realization, we developed the SWS composition
system for the healthcare institutes located in the northeast of Thailand, which include provincial hospitals,
community hospitals, and primary healthcare units. Each
healthcare institute oﬀers database access services from
diﬀerent EHR systems. The SWS composition system
was developed as a web application based on the Java
platform. According to the proposed system architecture in
Section 3, the system interfaces are presented into two
subsections as follows.
6.1. The Management-Time Subsystem. For the managementtime subsystem of the system architecture, the administrator application (http://202.28.94.50/wscomposition/admin)
has been developed as illustrated in Figure 12. The SYSTAP’s
Bigdata [47] is used for RDF data storage consisting of
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Health-number

Organization-name
OI

Citizen-id
(1)

PI

Organization code

district-number
DI

District-code

Zip-code
ZI

Code of territory

Health-number

Organization-name
OI

Citizen-id
(2)

PD

Organization code

District-name
DI

District-code

Zip-code
ZI

Code of territory

Figure 10: Results of nonredundant compositions (composite processes) of obtaining patient information.
Citizen-id

Health-number

(1)

PI

Diagnosis-date
DXI

DS
Disease-name

Disorder-code

Citizen-id

Health-number
PD

(2)

Diagnosis-date
DXI

DS
Disease-name

Disorder-code

Figure 11: Results of nonredundant composite processes of obtaining diagnosis information.

the services repository, WordNet ontology repository,
and dependency graph repository. The data stored in
these system’s repositories were represented in a form
of RDF and OWL, which were managed through the
Jena API [48].

6.2. The Run-Time Subsystem. For the run-time subsystem of
the system architecture, the service customers’ application
(http://202.28.94.50/wscomposition) was also developed as
illustrated in Figures 13(a) and 13(b). The user interface for
service customers creates a form for searching services
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(a)

Figure 12: Administrator’s WS importation interface.

through input and output keywords, as shown in Figure 13(a).
Then, the results of the WS composition engine are returned
to the user and exported as a WS executable description, such
as in an OWL-S format, as shown in Figure 13(b).

7. System Evaluation and Discussion
This section presents evaluation of the developed WS composition system to verify that the proposed graph-based
semantic WS composition approach is appropriate in various
application domains. We created a dataset from the WS dataset collected by Zhang et al. [49], the real services published
in public registries such as WebserviceX (http://www.
webservicex.net/new/Home/Index), and the services repository (http://www.service-repository.com/). These services
were categorized into six application domains (healthcare,
tourism, business, education, multimedia, and geography).
The experiment was designed to measure the system using
two metrics, the execution time measurement and the
correctness measurement, as presented in the following
subsections. The last subsection discusses the contributions
of the proposed system and makes a comparison with
other approaches.
7.1. Execution-Time Measurement. To evaluate the system in
terms of execution time, the dataset is divided into ﬁve
clusters varied by the number of operations of WS from
10 to 1000. The experiment measures the execution times
for graph preparation in the management-time processes
consisting of parameter preparation (TPP), parameter matching (TPM), and graph generation (TGG), as well as the execution time of the WS composition (TWC) in the run-time
process, as illustrated in Table 5.
In the graph preparation process, the most important
observation is that the execution time of the parameter
matching process (TPM) increases signiﬁcantly with the number of WS because the number of parameter pairs used in
ﬁnding the semantic similarity (exact match and subsume
match) increased signiﬁcantly. We also observed that the
execution time of WS composition slightly increased with
the number of WS because the generated WS dependency
graph (arcs and vertices) can create semantic linking between
output and input parameters, which can be used to ﬁnd the
generated paths of nonredundant WS composition. The
evaluation results show the important of designing two
subsystems (i.e., management time and run time) to reduce
the execution time of the semantic matchmaking during the
run time of the WS composition.

(b)

Figure 13: Example of service customer’s user interfaces: (a) WS
search form and (b) composition results.

7.2. Correctness Measurement. In measuring the correctness
of the WS composition system, we set up the experiment
for each domain through simulated queries to observe
the nonredundant composition results. The correctness is
measured using the percentages of precision (2), recall
(3), and F-measure (4) metrics with consideration of three
numbers: the true positive (TP), which refers to the number
of relevant (composite) services to a query; the false positive
(FP), which refers to the number of irrelevant services to a
query; and the false negative (FN), which refers to the
number of relevant services to a query that are not retrieved
by the composition system.
precision =

TP
× 100,
TP + FP

2

recall =

TP
× 100,
TP + FN

3

F‐measure = 2 ×

precision × recall
× 100
precision + recall

4

As shown in Table 6, the overall F-measure score
(considered as the mean of accuracy of the proposed WS
composition system) was 93.49%. The overall exactness
indicated by the precision score was 96.76%, whereas the
overall completeness of the WS search presented by the recall
was 90.43%. Most importantly, the occurrence of errors (FP
and FN) within the search results depended entirely on the
correctness of the WS dependency graph generated by the
graph preparation. The errors depend on certain keywords
extracted from the WS parameters (such as abbreviated or
misspelled words) that did not exist in the WordNet repository. Thus, the parameter matching process cannot complete the semantic matchmaking process to connect these
parameters, and therefore, it is unable to correctly generate
the dependency graph of related services.
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Table 5: Time measurements of graph preparation and WS composition varied by the number of WS.

Number of WS
10
50
100
500
1000

Number of
parameters
13
125
253
1074
2411

TPP
(millisec.)
284
1028
1722
2539
3919

TPM
(millisec.)
686
27,205
42,238
738,074
1,495,853

Number
of matches
20
140
285
764
1506

TGG
(millisec.)
68
1239
22,402
35,550
1,068,746

Number of
arcs/vertices
18/13
1204/125
3258/253
4931/452
30,006/2411

TWC
(millisec.)
1151
1477
1446
1160
2251

Table 6: Correctness measurement of WS composition grouped by application domains.
Domain
Healthcare
Business
Tourism
Education
Multimedia
Geography
Overall

Number of WS
90
26
144
29
50
105
444

Number of query
24
20
25
18
15
22
124

TP
220
183
229
165
137
201
1135

7.3. Contributions and Comparison with Other Approaches.
The main contributions of the paper are to propose (1) the
dependency graph preparation technique based on rule
reasoning methods of semantic web technologies and (2)
the nonredundant WS composition technique based on
graph search algorithm. Focusing on these contributions,
our work is diﬀerent from other approaches chosen from
the literature review, as described as follows.
In the context of graph-based WS composition,
Hashemian and Mavaddat [35] proposed an approach that
involves the use of graph search algorithm for ﬁnding
compositions of WS. However, they did not present the
approach for preparing dependency graph of WS which
is the most important for potential graph generation.
Yue et al. [17] proposed the graph-based approach for WS
composition with the graph construction approach which
can automatically ﬁnd the graphical model of related
atomic services. However, the matching process for calculating the association degree between atomic services of
graph construction approach is based on syntactic consideration. Their proposed approach still lacks to support the
semantic matchmaking for solving the semantic conﬂict
problems of WS.
In the context of scalable WS composition, Kwon and
Lee [30] proposed a scalable and eﬃcient WS composition
approach based on the link index of WS represented in
relational database system. Their proposed algorithm can
ﬁnd the nonredundant compositions of WS through
indexing of related services. Although, the approach can
support the semantic matching of web services’ parameters
by mapping them to the concepts of the same domain
ontology, the examples and experiments presented in the
paper did not show the solution of semantic conﬂicts of
parameters of WS.

FP
10
1
11
9
0
7
38

FN
30
15
25
22
11
17
120

Precision
95.65%
99.45%
95.41%
94.82%
100.0%
96.63%
96.76%

Recall
88.00%
92.42%
90.01%
88.23%
92.56%
92.20%
90.43%

F-measure
91.66%
95.81%
92.71%
91.41%
96.14%
94.36%
93.49%

As for our previous work [40], we proposed the WS
annotation model which focused on coping with some kinds
of WS’s parameter conﬂict, such as the naming conﬂict, generalization conﬂict, and aggregation conﬂict. Moreover, our
previous work deﬁned mapping rules through the Semantic
Web Rule Language (SWRL) to transform the healthcare
data retrieved from diﬀerent health organizations. The WS
annotation model is represented by adopting an OWL-S
which also supports the WS composition model expression.
However, this early model did not present an approach of
automatic WS composition. The process of constructing the
composite process services was done manually by the
administrator. In another previous work [41], we aimed to
resolve the data-level conﬂicts of distributed local ontologies
extracted from heterogeneous EHR systems. We proposed
the Semantic Bridge Ontology to generate mapping rules
used to transform local ontology instances into common
ontology instances to generate linked-patient data. However,
this work did not mention the approach of automatic
WS composition.
Our approach in this paper aims to propose the
graph-based semantic WS composition techniques which
diﬀer from existing researches in the following two main
aspects.
(1) Dependency graph preparation: In this paper, the
graph preparation approach has been proposed to
construct the semantic relationships of input and
output parameters of the atomic process. This
process aims to resolve two types of semantic conﬂicts of parameters (exact match and subsume
match) and provides rule-based reasoning approach
to construct the dependency graph model of
WS automatically.
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(2) Nonredundant WS composition technique: This
paper presents a graph search algorithm by utilizing
the forward search and backward search technique
to discovery potential WS paths. We have also
proposed an algorithm to eliminate redundant WS
from potential WS paths and generate the nonredundant compositions of WS which can be exported to
standard executable languages and further used in
creating the WS invocation.

8. Conclusion and Future Work
In this paper, we presented a semantic WS composition and
searching system, which is divided into two subsystems: the
management-time subsystem and run-time subsystem. The
management-time subsystem delivers dependency graph
preparation capable of supporting ﬂexible semantic matches
of WS parameters to automatically build the dependency
graph of related services. The run-time subsystem creates
the WS composition based on a graph-search technique that
can eﬃciently ﬁnd the most satisfactory results of nonredundant WS compositions. The main contribution of the
proposed WS composition system is the production of a
technique with which to prepare the WS dependency graph
based on the rule reasoning technique of the Semantic Web
technologies. The semantic similarity of the WS parameters
pairs was identiﬁed using both quantitative and qualitative
degrees (i.e., similarity score, coeﬃcient, and matching classes), which resulted in the WS dependency graph generation
required for reducing the complexity in the WS composition
process. Consequently, the system eﬃciently performs the
nonredundant WS composition using a graph search algorithm. Our system was evaluated in the real-world setting
of WS within the healthcare domain in the context of locating and invoking the consequential data retrieval services
from diﬀerent electronic health record systems. Additionally,
we further evaluated the system in other WS domains,
including tourism, business, education, multimedia, and
geography, to ensure that the proposed approach performs
independently in application domains. However, we recognize two directions for system improvement in future
research, as presented in the following paragraphs.
In the aspect of semantic matching within the dependency graph preparation approach, this paper presents only
two types of linguistic-based semantic matching rules, the
exact match and subsume match, for calculating the similarity score between parameters of the services. To improve this
approach in future research, we plan to enhance the system by
adding the rules for other semantic similarity strategies, such
as statistics-based strategies and natural language processing.
The WS composition approach presented in this paper is
based on the graph search methodology Breadth First Search.
Future improvements to this approach might include the
addition of other graph search algorithms to the WS composition engine. Moreover, introducing the nonfunctional
capability Quality of Service into the engine could possibly
enrich the features, making the system more promising for
WS composition and searching.
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Electronic Health Record (EHR) system enables clinical decision support. In this study, a set of 112 abdominal computed
tomography imaging examination reports, consisting of 59 cases of hepatocellular carcinoma (HCC) or liver metastases
(so-called HCC group for simplicity) and 53 cases with no abnormality detected (NAD group), were collected from four
hospitals in Hong Kong. We extracted terms related to liver cancer from the reports and mapped them to ontological
features using Systematized Nomenclature of Medicine (SNOMED) Clinical Terms (CT). The primary predictor panel was
formed by these ontological features. Association levels between every two features in the HCC and NAD groups were
quantiﬁed using Pearson’s correlation coeﬃcient. The HCC group reveals a distinct association pattern that signiﬁes liver
cancer and provides clinical decision support for suspected cases, motivating the inclusion of new features to form the
augmented predictor panel. Logistic regression analysis with stepwise forward procedure was applied to the primary and
augmented predictor sets, respectively. The obtained model with the new features attained 84.7% sensitivity and 88.4%
overall accuracy in distinguishing HCC from NAD cases, which were signiﬁcantly improved when compared with that
without the new features.

1. Introduction
Sheer amount of clinical data hosted by the electronic health
record (EHR) system facilitates the exploration of disease
signatures and potentiates the relevant clinical decision
support functions [1, 2].
As a real-time, digital patient-centered record, EHR
contains a large amount of patient information and laboratory and test results. It provides opportunities to
enhance patient care, to embed performance measures in
clinical practice, and to make information available
instantly and securely to the authorized users [3]. These
voluminous complex data contain abundant input for precision medicine and big data analytics, which can extract

huge knowledge to improve the quality of healthcare [4].
Integrated exploitation of multiple heterogeneous sources
also serves for multidisciplinary renovation like biomedical
engineering. In this article, extrapolating EHRs’ human
lexical judgments from computational models of semantics
is one of the approaches that can minimize human intervention and save human eﬀorts signiﬁcantly.
The rapid development of EHR provides good opportunity to utilize the data for risk modeling and clinical decisions. Besides the well-structured demographics and
laboratory information, clinical reports in EHR provide great
potential for machine learning and data mining to exploit the
detailed clinical information to improve risk modeling and
prediction. For example, machine learning approaches could
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Figure 1: Clinical decision support application of EHR similarity algorithm.

be developed based on admission notes and progress notes to
improve prediction of major adverse cardiac events (MACE)
of acute coronary syndrome (ACS) [5, 6]. Extraction of key
information from reports is a foundation step to enable these
data mining applications.
As a simplifying representation in natural language
processing and information retrieval, the bag-of-words
model has long been applied in the text clustering tasks,
in which documents are represented by independently
treated single terms [7]. Without a reference terminology, a bag of words can be extracted from a document
to form an array of unique features whose weights are
determined by the term frequencies and form the feature
vector. However, the length of feature vector increases
monotonically with the number of documents in the
dataset of interest, jeopardizing the practicality of the
bag-of-words model.
Recently, some researchers focused on the application of
ontology for extracting the conceptual features from documents. Based on reference ontology, the feature vectors
consist of common ﬁxed elements, which have already been
deﬁned before the feature extraction. Such ontological feature vector model could improve the performance of text
retrieval and classiﬁcation [8, 9]. In some studies, feature
vector model has been developed for converting the clinical
texts and image patterns of an EHR into an array of
numerical values [10–13].
The support of a medical ontology is required to map
textual information, such as image ﬁndings in a diagnostic
report, to a feature vector [12, 13]. Systematized Nomenclature of Medicine (SNOMED) Clinical Terms (CT) is
an ontological standard of clinical terms, which are organized as concepts and linked with “is-a” or inverse “is-a”
relationships [14–17]. In such hierarchical structure, concepts at a particular level could be chosen as the feature
concepts.
Some studies have compared SNOMED-CT with other
standards, such as International Classiﬁcation of Diseases
(ICD) and MEDCIN [18, 19]. As a trigger to order laboratory
tests, clinical conditions were extracted from laboratory
guidelines and mapped to ICD10 and SNOMED-CT. It

was found that ICD10 could cover 43.1% of clinical conditions only, whereas 80.1% of these conditions were
mapped by SNOMED-CT. For representing traumatic
brain injury (TBI) concepts, SNOMED-CT yielded a sensitivity of 90%, outperforming MEDCIN whose sensitivity
was 49%. Thus, SNOMED-CT was selected as the reference ontology in this study.
The semantic distance between a clinical term in EHR
and a feature concept can be quantiﬁed by counting the
edges along the path connecting them in the “is-a” hierarchy [10–12, 20, 21]. Aggregating all the semantic distances
to the feature concepts generates an ontological feature
vector that characterizes an EHR with its disease context.
A study has performed the evaluation and comparison
between information content and edge counting approaches
proposed by various published works against benchmarks
[11]. It was found that features built with edge-counting
outperformed most of the information content approaches.
Therefore, the edge counting is necessary for weighting the
features. We hypothesize that the feature association patterns derived from the EHRs can uniquely distinguish a
disease group from the nondisease group. If such distinguishable association patterns exist, new features could
be derived from the patterns and incorporated into the
existing ontological feature vector to strengthen the ontological characterization of EHRs and thus the classiﬁcation
performance using similarity algorithm, as illustrated in
Figure 1.
The identiﬁed ontological patterns can be used to
develop a clinical decision support functions. For the
new cases, similar cases retrieved from EHR database
using the patterns provide clinicians with evidence of the
feasible diagnostic and therapeutic options. The similarity
search algorithm based on the ontological vector model
has been successfully applied to similar radiological image
report retrieval and similar radiotherapy treatment plan
retrieval [22–24].
In addition to the clinical evidence, the association
between concepts in the patterns can be used to remind a
clinician of checking the inclusion of a concept when its associated concept has already been mentioned in an EHR.

Journal of Healthcare Engineering

3

Level 4 (feature concepts)

Liver
finding

Level 5

Disease
of liver

Level 6

Level 7

a

Liver
regeneration

Abdominal
organ finding

b

Hepatic
fibrosis

Disorder of
spleen

Fatty liver

c

Splenomegaly

Cirrhosis

Figure 2: Edge counting based on level 4 concepts: “liver ﬁnding,” “abdominal organ ﬁnding,” and “fatty liver.” (a) “Cirrhosis” at level 7 is the
descendant of “liver ﬁnding,” edge count is 3. (b) Edge count between “hepatic ﬁbrosis” and “liver ﬁnding” is 2. (c) “Splenomegaly” is the
descendant of “abdominal organ ﬁnding” but not “liver ﬁnding.” Thus, edge count of “splenomegaly” with “abdominal organ ﬁnding” is 2
and that with “liver ﬁnding” is inﬁnity. “Fatty liver” is a feature concept, and thus, the edge count with itself is 0. Diagram was extracted
from [22].

2. Methods
2.1. Data Collection. We collected retrospectively 112 image
reports of abdominal computed tomography examinations
from the radiology departments of four local hospitals in
Hong Kong. HCC or liver metastases were found in 59
cases (called HCC group for simplicity) and the other 53
cases had no abnormality detected (NAD group). These
112 cases were randomly selected from the pool of image
reports where HCC or liver metastases were reported in
the diagnoses of HCC cases and not reported in the diagnoses of NAD cases. Before the data collection, third party
clinical personnel have removed the patient name, identity
card number, telephone number, and address from the
reports and assigned a randomly generated unique ID to
each case. We have obtained Human Subject Ethics
Approval from the Hong Kong Polytechnic University
(HSEARS20140710002).
2.2. Ontological Feature Extraction. The HCC-related clinical terms were extracted manually from the image reports
according to SNOMED-CT curated in the Uniﬁed Medical
Language System (UMLS; license code: NLM-0315126310).
During the extraction process, the whole image reports
were read and interpreted. The negation and uncertainty
of a disease, disorder, or image ﬁnding was regarded as
“not detected” and the corresponding term was not considered in the ontological feature mapping. Modiﬁers for
clinical terms were not found in the image reports. To
facilitate the future studies on a bigger dataset, the extraction can be automatic if the terms in image reports have
been already tagged by SNOMED-CT or extracted automatically by text-mining methods. UMLS organizes clinical terms in concepts, and SNOMED-CT deﬁnes the
relationship between concepts using the “is-a” hierarchical
tree. The extracted terms were projected to the feature
concepts at a particular level to ensure consistent comparison between reports.
In our previous study, a set of EHRs were collected from
47 subjects of type II diabetic patients in Hong Kong [21].
Levels 1–4 of the SNOMED-CT hierarchy were considered

as the individual candidate sets of the feature concepts.
For each level, ontological feature vectors were generated
using the alignment with SNOMED-CT hierarchy and
the similarity score between every possible pair of EHRs
was calculated. Using SNOMOD-CT level 4, the accuracy
was highest for ranking the agreement of carotid plaque
identiﬁcation in EHR pairs. It is important to note that
level 4 has already had 6964 feature terms, providing sufﬁcient granularity for characterizing EHRs. The use of
level 5 is indeed infeasible due to the tremendously large
number of features. Due to the optimal classiﬁcation granularity, level 4 concepts were considered as feature concepts in this work.
Edge-counting approach is illustrated in Figure 2. For
each report, the ontological features, a1 , a2 , …, am , were
generated using edge-counting approach based on the following formula:
ai =

pi

1 + min j=1,…,n sij

,

1

where pi is the conditional probability of the ith feature
concept given the occurrence of liver cancer and sij represents the edge count between the ith feature concept and
the jth clinical term extracted from a report. A smaller
edge count means that the feature concept is conceptually
closer to the clinical term. Therefore, the minimum of the
edge counts should be taken to determine the degree of
activation of a feature concept. PubMed document clustering has been successfully demonstrated using the edgecounting method [25].
With the value between 0 and 1, ai indicates the relevance
between the ith feature concept and a clinical term in a
report. Such relevance can be modulated by the conditional
probability, pi , which is estimated by the speciﬁc termweighting approach [22]. Indeed, a similarity measure
derived from direction cosine represents the sum of the product of ontological features. Each product of corresponding
features eliminates the square root, and the value pi becomes
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the weight associated with the product of the degree of
feature concept activation between two EHRs.
It is obvious that the values of ai follow a nonnormal
distribution in the HCC and NAD populations, which
violates the assumption of statistical analysis using Pearson
correlation coeﬃcient. Rank-based inverse normalization is
a popular approach that converts the feature values to those
normally distributed across individuals [26]. Those features
with zero values do not cause any eﬀect on the characterization of image reports and the association patterns between
features. Thus, those zero-valued features were excluded in
inverse normalization process and remain unchanged. For
each feature concept, the nonzero values of ai were ranked
by Ri ∈ 1, N − N 0 among reports of the group where N
and N 0 are, respectively, the total number of reports and
the number of zero-valued features in the group. The activation value of the ith feature concept is given by
z i = Φ−1

Ri − ξ
,
N − N 0 − 2ξ + 1

2

D = max ∣F d C − F n C ∣
C

F d C = prob Cd ≤ C
F n C = prob Cn ≤ C
Dα = γ α

ui = z i 1 , z i 2 , …, zi N

T

3

Note that nonzero z i k follows normal distribution,
N 0, 1 , after inverse normalization.
2.3. Ontological Association Patterns. The association level
between two feature concepts was denoted by C d i, j for
the HCC group and Cn i, j for the NAD group, as given by
the following formulas:

2.4. New Features Derived from Association Patterns. It is
interesting to explore some new features, which signify the
image reports of HCC cases, based on the above-mentioned
ontological association patterns. The ﬁrst new feature, z 1′ k ,
is the square of the sum of activation values characterizing
the image report of the kth case in a group.

C n i, j = ∣r uni , unj ∣ =

1 d
〠 z k zd j k
N d k=1 di
Nn

1
〠 z k z nj k ,
N n k=1 ni

2

m

z 1′ k = 〠 z i k

6

i=1

The expected value of this new feature can be estimated
by its average over the group.
1 N
1 N m
〠 z 1′ k = 〠 〠 z i k
N k=1
N k=1 i=1
=

1 N m
〠 〠 z k
N k=1 i=1 i

2

2

i=m, j=m

+2

〠
i≠j,i=1, j=1

zi k z j k

i=m, j=m

=m+2

N

Cd i, j = ∣r udi , udj ∣ =

4
,
m m− 1

where α is the signiﬁcance level, that is, 0.05, γ 0 05 = 3 1,
and k = 30 in this study. The critical value of D is
0.2102, which has been proved by exhaustive computer
simulations [28].

−1

where Φ represents the standard normal quantile function
and ξ denotes a constant, whose value is given by zero as suggested by van der Waerden [27]. The activation values of a
feature concept across a group form the following vector:

5

1 N
〠 zi k z j k
i≠j,i=1, j=1 N k=1
〠

i=m, j=m

4

where udi and udj represent the vectors weighting the ith and
jth feature concepts across the HCC group; uni and unj represent the vector weighting the ith and jth feature concepts
across the NAD group; and r ui , u j is Pearson correlation
coeﬃcient between two arrays. Two sets of correlation coeﬃcients, Cd and C n , in the HCC and NAD groups formed two
cumulative distributions, F d and F n , which were compared
using two-sample Kolmogorov-Smirnov (KS). To test the
signiﬁcant diﬀerence, the maximum deviation between two
cumulative distributions, D value, was compared with its critical value, Dα , which is derived based on our developed
method [28] and given by following equations. A correlation
threshold, at which F d and F n were extremely deviated, can
be identiﬁed and used to characterize the perturbed ontological association pattern.

≤m+2

〠

C i, j

i≠j,i=1, j=1

7
It is clearly shown that the expected value of this new feature forms the lower bound of the sum of association levels
over all possible pairs of features in the group. The second
new feature, z 2′ k , is the square of the sum of the absolute
values of activation values characterizing the image report
of the kth case in a group.
m

z 2′ k = 〠 zi k

2

8

i=1

The expected value of the second new feature, again, can
be estimated by its average over the group.
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1 N
1 N m
〠 z 2′ k = 〠 〠 z i k
N k=1
N k=1 i=1
=

1 N m
〠 〠 z k
N k=1 i=1 i

Edge counting

2

i=m, j=m

+2

〠
i≠j,i=1, j=1

zi k z j k

Term weighting

i=m, j=m

=m+2

1 N
〠 zi k z j k
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〠

Inverse
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Association
patterns
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Augmented
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i=m, j=m

≥m+2

〠

C i, j

i≠j,i=1, j=1

9
The above formula clearly shows that the expected value
of the second new feature deﬁnes the upper bound of the sum
of association levels over all possible pairs of features in the
group. When the KS test indicates that the ontological association patterns of two groups are signiﬁcantly diﬀerent, we
expect that the sum of association levels of a group is distinguishable from that of the other group. Therefore, the new
features could signify the diﬀerence between two groups.
2.5. Logistic Regression. The statistical analysis was performed by SPSS (IBM SPSS Statistics 22; Armonk, NY).
Binary logistic regression selects and estimates the optimal
subset of independent variables for predicting categorical
outcome Y coded by 1 or 0, which represents HCC and
NAD in this work. Stepwise forward procedure was used to
obtain the logistic regression model where the potential predictors were prioritized and entered into the model one by
one until the predictive power was optimized. The procedure
results in the following model with M predictors,
logit = ln

P
= β0 + β 1 X 1 + β 2 X 2 + ⋯ + βM X M ,
1− P

10

where logit is the estimated log odds of Y = 1, P is the estimated probability of Y = 1, X i is the ith predictor entered into
the models, and i is the coeﬃcient associated with the ith predictor for i = 1, …, k. The statistical signiﬁcance of the association between the outcome and each predictor is indicated by
p < 0 05. For a well-balanced sample, we assume 50% of the
cases will be classiﬁed as Y = 1 and the cut-oﬀ of logit is set
at 0. Sample is imbalanced when the number of cases with
an outcome category is about 2–5 times that with the other
category. For an imbalanced sample, the constant 0 is corrected by deducting the log odds of Y = 1 observed in the
sample. Omnibus test of model coeﬃcients indicate the overall performance of an identiﬁed model.
Two sets of candidate predictors, primary set and augmented set, are considered for identifying the logistic regression models. The primary set consists of the activation values
of feature concepts: z 1 k , z 2 k , …, z m k . The augmented
set is composed of the activation values of feature concepts
and three new features derived from the association patterns:
z 1 k , z 2 k , …, z m k , z 1′ k , z 2′ k .
2.6. Experimental Settings. Figure 3 illustrates the ﬂow chart
of the experimental steps performed in the study.

Figure 3: Flow chart of the performed experimental steps.

2.7. Performance Evaluation. Sensitivity, speciﬁcity, and
overall accuracy were used to evaluate the performance of
two logistic regression models based on the primary and augmented predictor sets. To examine the agreement between
primary predictor model (PPM) and augmented predictor
model (APM), 2 × 2 contingency tables for HCC, NAD, and
all cases are constructed. The McNemar test is used to compare sensitivities, speciﬁcities, and overall accuracy of two
models. The diﬀerence in performance is considered signiﬁcant if the P value is less than 0.05.

3. Results
3.1. Extracted Features. From 59 and 53 image reports of
respective HCC and NAD groups, 38 clinical terms were
extracted and mapped to 38 unique concepts in UMLS. Based
on the approach illustrated in Figure 2, these terms were then
projected to 30 feature concepts at level 4 of SNOMED-CT
“is-a” hierarchy (Table 1). After counting the edges and estimating the conditional probabilities of these concepts, their
weightings were calculated and formed 30 × 59 and 30 × 53
matrices for HCC and NAD groups.
3.2. Ontological Association Patterns. The association level
between every two feature concepts was calculated. We generated 435 association levels for each of HCC and NAD
groups. Figure 4 shows the cumulative distributions of association levels for the two groups and their diﬀerence. The
maximum deviation, D = 0 333, was found at C = 0 03 and
greater than its critical value. Therefore, the two ontological
association patterns are signiﬁcantly diﬀerent.
3.3. Primary Predictor Model. The stepwise forward procedure stops at step 2 where the prediction accuracy is optimal,
yielding the following regression:
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Class
Abdominal organ ﬁnding
Blood vessel ﬁnding
Disorder of body cavity
Disorder of body system
Disorder of cardiovascular system
Disorder of digestive system
Disorder of soft tissue
Disorder of trunk
Finding of trunk structure
Liver ﬁnding
Radiologic ﬁnding
Cyst of abdomen
Mass of body region
Mass of digestive structure
Neoplastic disease
Growth alteration
Imaging result abnormal
Mechanical abnormality
Finding of biliary tract
Hemorrhage into peritoneal cavity
Disorder of connective tissue
Degenerative abnormality
Traumatic and/or nontraumatic
injury of anatomical site
Abnormal radiologic density, diﬀuse
Imaging result abnormal
Abnormal radiologic density, irregular
Abnormal radiologic density, nodular
Abnormal radiologic density, small area
Multiple lesions
Finding of number of lesions

NAD
0
0
−0.253
−0.140
0
−0.431
0
−0.253
−0.253
0
0
0
0
0
0
0
0
0
−0.842
0
0
0

HCC
0.949
0
0.097
−0.108
0.319
−0.399
0.074
0.454
1.165
0.349
−1.267
0
0.502
0.502
0
0
0
−0.253
0
0
0
0

0

0

0
0
0
0
0
0
0

−0.431
−0.566
0
0
0
−0.674
−0.842

logit = −1 28 z 11 − 32 9 z 27 − 0 114,

11

where z 11 represents the activation value of “radiologic ﬁnding” and z 27 , “abnormal radiologic density, nodular.” The
predictor z 11 , “radiologic ﬁnding,” is signiﬁcantly associated
with the log-odds of HCC (p = 0 016). The constant has been
adjusted to compensate the imbalanced NAD and HCC
cases. Omnibus test shows that the variance of log-odds
explained by the model is signiﬁcantly greater than the unexplained variance (χ2 = 11.989, df = 2, p = 0 002). For logit ≤ 0,
the case is NAD more likely than HCC. For logit > 0, the case
is HCC more likely than NAD. Classiﬁer based on this model
is illustrated in Figure 5(a). The y-axis represents the linear
combination of z 11 and z 27 in the above equation. The horizontal dotted line indicates the threshold level in the equation, 0.114, above which a lesion is classiﬁed as HCC and
otherwise, NAD.

1
Cumulative fraction of feature pairs

Table 1: Feature concepts and feature vectors of representative
NAD and HCC cases.

NAD

0.9
0.8
0.7

HCC

0.6
0.5
0.4
0.3
0.2

Difference

0.1
0
0

0.2

0.4

0.6

0.8

1

Ontological association level (C)

Figure 4: Two distinct ontological association patterns. Cumulative
distributions of ontological association levels across NAD and HCC
groups are indicated by dash-dotted and dash lines, respectively.
Solid line represents the diﬀerence between these two cumulative
distributions.

3.4. Augmented Predictor Model. The stepwise forward
procedure stops at step 5 where the prediction accuracy
is optimal, yielding the following regression:
logit = − 0 586z 1′ + 0 650z 2′ − 3 72z 11

12

+ 7 72z 13 + 13 9z 25 − 1 39,
where z 1′ and z 2′ are the squares of sum of the ontological features and their absolute values, which were incorporated into
the model in the ﬁrst two steps; z 11 , z 13 , and z 25 represent the
activation values of “radiologic ﬁnding,” “mass of body
region,” and “imaging result abnormal,” respectively, which
were included in steps 3–5. The augmented predictors, z 1′
and z 2′, and the primary predictors, z 11 , “radiologic ﬁnding,”
z 25 , and “imaging result abnormal” are signiﬁcantly associated with the log-odds of HCC (p = 0 014, 0.006, 0.003, and
0.04). The constant has been also adjusted to compensate
the imbalanced NAD and HCC cases. Omnibus test shows
that the variance of log-odds explained by the model is significantly greater than the unexplained variance (χ2 = 70.619,
df = 5, p < 0 001). For logit ≤ 0, the case is NAD more likely
than HCC. For logit > 0, the case is HCC more likely than
NAD. Classiﬁer based on this model is illustrated in
Figure 5(b). In step 5, the linear combination of the augmented predictors, z 1′ and z 2′, forms the y-axis and that of
the primary predictors, z 11 , z 13 , and z 25 , the x-axis. The classiﬁer is represented by the dotted line.
3.5. Performance Comparison of Models. Using the PPM,
98.1%, that is, 52 out of 53 NAD cases, and 57.6%, that is,
34 out of 59 HCC cases, are correctly classiﬁed. The overall
accuracy is 76.8%. Using the APM, the correctly classiﬁed
HCC cases increase signiﬁcantly to 84.7% (p < 0 0001),
which consist of 50 out of 59 HCC cases. Although the
correctly classiﬁed NAD cases are reduced slightly to
92.5% (p = 0 250), the APM raises the overall accuracy to
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Primary predictor model

‒1.28 × z11 ‒ 32.9 × z27

25

z11: “radiologic finding”
z27: “abnormal radiologic
density, nodular”

20
15

No improvement in accuracy by
introducing any new predictor

10

Step 3

Step 2
5
0
‒5

NAD

HCC
(a)

Augmented predictor model
60

40
30

Step 2
z′1 : squared sum of
ontological features
z′2 : squared sum of
absolute values of
ontological features

20
10
0
‒10

NAD

HCC

‒15

z11: “radiologic finding”
z13: “mass of body region”
z25: “imaging result
abnormal”

60

Step 5
‒0.395 × z1′ + 0.431 × z2′

‒0.395 × z1′ + 0.431 × z2′

50

‒10

‒5

60
60
60
60

‒3.72 × z11
+7.72 × z13
+13.9 × z25

60
0

‒10

0

5

10

15

(b)

Figure 5: Logistic regression classiﬁcation results using primary and augmented predictor models. (a) Primary predictor model (PPM):
the identiﬁcation procedure incorporated z 11 , “radiologic ﬁnding,” z 27 , and “abnormal radiologic density, nodular” in the ﬁrst two steps.
The process stopped at step 2 as new predictor cannot make any improvement in classiﬁcation. (b) Augmented predictor model (APM):
two new features, z 1′ and z 2′, were included in the model in the ﬁrst two steps of the procedure. The predictors, z1′ and z 2′, represent the
squared sums of ontological features and their absolute values, respectively. The identiﬁcation proceeds to step 5 that extends the
feature space into three predictor dimensions, z 11 , z 13 , and z 25 , representing “radiologic ﬁnding,” “mass of body region,” and “imaging
result abnormal.”

88.4% signiﬁcantly (p < 0 0001). The comparison of performances is summarized in Table 2.

4. Discussion
This study illustrated an approach for characterizing textual
image reports by numerical values that weight the alignment
of report contents with the ontological standard. Such
approach has been demonstrated in our previous study
where all the level 4 feature concepts of SNOMED-CT were
considered to characterize the same set of image reports used
in this study [22]. Using the speciﬁc term weighting, the
highest overall accuracy, 74.3%, was attained for mapping
report pairs based on the similarity measure of modiﬁed
direction cosine. In this study, the features were further converted to standardized values, following N 0, 1 , by inverse
normalization [26]. Such conversion could help reduce the
noise or outlier that was induced to the features through
the edge-counting approach. The converted features were

considered as primary predictors. Binary logistic regression
model, identiﬁed using the primary predictors as the candidates in stepwise forward procedure, was used to classify
the reports. The overall accuracy was increased to 76.8%.
It was shown that the interfeature association levels in
HCC and NAD groups exhibited signiﬁcantly diﬀerent distributions where the feature concepts have particularly
strong association in HCC [29]. This observation led to the
derivation of two new features, which are squared sums of
the existing features and their absolute values. We proved
that the expected values of these two new features, which
are estimated by their averages, represent the lower and
upper limits of the sum of association levels over the group.
The new features were combined with the existing features
to provide the augmented predictor set for the stepwise forward procedure. It was found that the overall accuracy was
signiﬁcantly increased to 88.4% (p < 0 0001). The sensitivity,
an important diagnostic performance indicator, was also
signiﬁcantly increased from 57.6% to 84.7% (p < 0 0001).
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Table 2: Performances of primary predictor model (PPM) and augmented predictor model (APM) in classifying NAD and HCC cases. HCC
and NAD predictions are indicated by “+” and “−,” respectively.
Model
PPM
APM

Contingency table

McNemar test

Classiﬁcation rate
NAD (53 cases)
98.1% (52 cases)
92.5% (49 cases)
APM
+
−

PPM
+
1
0

Overall accuracy (112 cases)

HCC (59 cases)
57.6% (34 cases)
84.7% (50 cases)
−
3
49

p = 0 250

Besides the ﬁrst two new features, we identiﬁed the feature
concepts: “radiologic ﬁnding,” “mass of body region,” and
“imaging result abnormal.”
For new suspected cases, this panel of predictors representing a disease signature can be used to assist the clinical
decision when associations of those pairs are observed. In
future work, the discovered signature should be validated
with independent data before its clinical applications. The
detailed underlying meanings of the signature in patient management should be further explored using big data analytics.
An alternative application of the identiﬁed association
patterns is the detection of inaccurate medical coding. When
a disease is diagnosed, the “coactivated” feature concepts can
be obtained and checked against the pairs in the diseasespeciﬁc patterns. Potential inaccurate coding can be detected
and the clinicians will be alerted. On a public health level,
systematic failure in appropriate medical coding may result
in under- or overadjustment to case-mix measurements
when assessing quality of care [30]. In some healthcare
models, this will also aﬀect billing, reimbursement, and
insurance claims [31].
Some observed image patterns mentioned in the image
reports cannot be mapped to concepts in SNOMED-CT.
For example, intravenous contrast injection induces changes
of pixel optical density in diﬀerent phases of CT scan. Contrast enhancement in particular phases is critically important
for HCC diagnosis. However, SNOMED-CT has not deﬁned
the concepts, which could represent closely “contrast
enhancement,” “arterial enhancement,” and “hyperdensity
in arterial phase.” This is a limitation of this study that hindered the precision of the proposed predictor model.

5. Conclusions
This study demonstrated the extraction of ontological features from image report contents based on the ontological
standard. Combining new features, derived from the diﬀerential association patterns, with the ontological features
forms a panel of augmented predictors that signiﬁes the
HCC image reports.
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APM
+
−

PPM
+
34
0

76.8% (86 cases)
88.4% (99 cases)
−
16
9

p < 0 0001

APM
+
−

PPM
+
35
0

−
19
58

p < 0 0001
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Online healthcare forums (OHFs) have become increasingly popular for patients to share their health-related experiences. The
healthcare-related texts posted in OHFs could help doctors and patients better understand speciﬁc diseases and the situations of
other patients. To extract the meaning of a post, a commonly used way is to classify the sentences into several predeﬁned
categories of diﬀerent semantics. However, the unstructured form of online posts brings challenges to existing classiﬁcation
algorithms. In addition, though many sophisticated classiﬁcation models such as deep neural networks may have good
predictive power, it is hard to interpret the models and the prediction results, which is, however, critical in healthcare
applications. To tackle the challenges above, we propose an eﬀective and interpretable OHF post classiﬁcation framework.
Speciﬁcally, we classify sentences into three classes: medication, symptom, and background. Each sentence is projected into an
interpretable feature space consisting of labeled sequential patterns, UMLS semantic types, and other heuristic features. A forestbased model is developed for categorizing OHF posts. An interpretation method is also developed, where the decision rules can
be explicitly extracted to gain an insight of useful information in texts. Experimental results on real-world OHF data
demonstrate the eﬀectiveness of our proposed computational framework.

1. Introduction
The past few years have witnessed the increasing popularity
of online health forums (OHFs), such as WebMD Discussions and Patient, as communication platforms among
patients. According to a survey by PwC in 2012, 54% of
1060 participants are comfortable with their doctors getting
information related to their health conditions from online
physician communities [1]. OHFs can be used for patients
to ask for suggestions and share experiences. The abundant
user-generated content related to healthcare on the OHFs
could provide insightful information to the other patients,
medical doctors, and decision makers to promote the understanding about diseases and the health conditions of patients.
To extract insightful information from OHF posts, a
commonly adopted strategy is to split posts into sentences
and classify each sentence into diﬀerent categories according

to their semantical meanings [2, 3]. For example, Figure 1
shows a post from an OHF called patient.info (https://
patient.info/forums). We highlight the sentences about
symptoms in orange, and the one about medication in violet.
The former ones provide the information about the user’s
symptoms, reﬂected by the terms “heartburn,” “acid reﬂux,”
“abdominal pain,” and “IBS.” The latter one tells the user’s
medication treatment, where the term “nexium” presents
the medication for the disease. These pieces of information
can help other users to gain a more comprehensive understanding of the disease.
However, it is a challenging task to eﬀectively analyze the
expressions in online health forums. First, the user-generated
content in OHFs is usually unstructured and contains
background information that is relatively less important to
analyze [3]. The irregularity and noises in data impede us
from directly applying existing classiﬁcation models to
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Nexium diet
Posted 11 days ago
I started seeing a gastroenterologist the other day because I’ve been
experiencing a lot of heartburn/acid reflux. He gave me nexium to relieve the
symptoms while we do some tests, but he didn’t give me any information about
diet, so now I’m wondering if anyone else has taken this and gotten any
information about it. Since we don’t know what is causing the symptoms yet I’m
having trouble finding dietary advice, I’m just wondering if there are any foods
that will make either the original symptoms or the side effect worse. I’m
currently experiencing some abdominal pain that feels pretty much the same as
the pain I get when I’m having an IBS episode, but I haven’t had a bowel
movement yet. This also did not happen yesterday, when I took the first pill, so
I’m wondering if it may be related to diet.

Figure 1: An example of an online health forum post.

analyze posts automatically. A more sophisticated classiﬁcation framework is needed for processing unstructured
data in OHFs, in order to extract useful patterns (e.g.,
terms, text sequences) for accurate categorization. Second,
when categorizing post sentences into diﬀerent classes, it
is diﬃcult to make the tradeoﬀ between classiﬁcation accuracy
and interpretability [4, 5]. In health-related tasks, besides
desirable classiﬁcation performance, human-understandable
explanations for classiﬁcation results are also crucial, because
patients or doctors will not take the risk to trust the predictions
they do not understand. Complex models (e.g., deep neural
networks, SVM) are accurate in classiﬁcation, but they do
not directly provide the reasons for individual classiﬁcation
results. Simple models such as linear classiﬁers and decision
trees can provide interpretations along with classiﬁcation
outcomes, but usually they cannot achieve comparable performances as complex models.
In this paper, we propose an eﬀective framework for analyzing OHF posts. We propose to develop a random forest
model to classify the sentences into three categories, that is,
medication, symptom, and background, in order to get an
accurate understanding of the role of each sentence in the
overall expression of the health situation. Besides, humanunderstandable interpretations for classiﬁcation results are
generated for the forest model. To enable interpretation, the
features involved in the classiﬁcation task are designed in a
human-understandable manner. Moreover, the contribution
of features to a classiﬁcation instance can be explicitly
measured by the decision rules constructed during training
process [6–8]. Speciﬁcally, we represent healthcare-related
sentences with various semantic features such as labeled
sequential patterns (LSPs), UMLS semantic type features
[3], and sentence-based and heuristic features. LSPs represent the frequent tag-based patterns in texts. UMLS features
indicate the existence terminologies deﬁned by domain
experts. In this way, each unstructured sentence is mapped
to the feature space which facilitates further analysis. Also,
word-based and heuristic information can also be used to
enhance the classiﬁcation performance. The contributions
of this paper are summarized as follows:
(i) We propose a forest-based framework to deal with
the healthcare-related text classiﬁcation problem.

Labeled sequential pattern features are involved in
characterizing the unstructured healthcare-related
texts from both syntactic and semantic levels.
(ii) We develop a method for constructing decision rules
integrated from decision trees in forest-based
models to achieve model interpretability.
(iii) The eﬀectiveness and interpretability of our framework are demonstrated through experiments on a
real OHF dataset, where we analyze the interpretations provided by our framework in detail.

2. Framework Overview
In this section, we will brieﬂy introduce each module of our
proposed framework (Figure 2) including data preprocessing, interpretable feature extraction, and forest-based models
for classiﬁcation and interpretation. We categorize each
sentence of posts into one of the three categories: medication,
symptom, and background. The deﬁnition of each category is
given as follows.
(i) Medication: If a sentence contains information
relevant to curing diseases, treating any medical
conditions, relieving any symptoms of diseases, or
preventing any diseases, then we assign the sentence
to the medication category.
(ii) Symptom: If a sentence contains any contents
relevant to departures from normal functioning or
feelings of individuals, which may express the
phenomenon aﬀected by diseases, we assign the
sentence to the symptom category.
(iii) Background: If a sentence cannot be classiﬁed to the
medication or symptom category, then we assign the
sentence to background category.
Given a sentence “I am taking 90 units Lantus twice a
day” for classiﬁcation, for example, we will ﬁrst convert it
into an instance in a feature space through preprocessing to
identify the number term “90,” the drug term “Lantus,” the
frequency term “twice a day,” the context of each term, and

Journal of Healthcare Engineering

3

Preprocessing & labeling

Interpretable feature extraction

Sentence
splitting

Health forums’
text data

Sentence
labeling

LSP mining

MetaMap

Labeled
sequential
patterns

UMLS
semantic
concept types

Sentencebased
features

Heuristic
featured

Labels

Forest-based models for classification & interpretation
LSP2

LSP1
MM
Tx1

LSP1

MM
Tx1

LSP1

LSP1

MM
Tx3

LSP2

LSP2

MM
Tx1

LSP1

LSP3

LSP2

LSP5

Discriminative patterns

LSP2

LSP2

MM
Tx1

LSP3

MM
Tx3

Label
1

LSP5

LSP3

Not
label
1

Discriminative features

MM
Tx3

LSP2

Label
1

Label
1

Not
label
1

Label
1

LSP5

Not
label
1

Label
1

Not
label
1

Random forest model

Figure 2: An overview of the interpretable classiﬁcation framework.

so forth. Then, we will use the forest-based model to classify
the sentence, along with the explanations based on the
discriminative features identiﬁed by the model.
2.1. Module 1: Preprocessing and Labeling. In this module, we
split the collected online health community posts into
sentences and manually assign each sentence one label from
the classes {medication, symptom, background}. Formally,
let ℍ be the healthcare-related natural language space and
L = medication, symptom, and background be the target
label space. Suppose a collection of N labeled sentences
=

si , li ∣1 ≤ i ≤ N, si ∈ ℍ, li ∈ L

1

are available for model training and testing; si represents the
original text of the ith sentence and li represents the label of
the ith sentence. In other words, each sentence is labeled as
medication, symptom, or background.
2.2. Module 2: Interpretable Feature Extraction. In this
module, we propose the feature extraction method
f ℍ → ℝD to convert healthcare-related sentences into
instances in a D-dimensional numerical space, where D is
the number of features used to represent each sentence. In
this way, we can represent each unstructured sentence with
a numerical vector, which facilitates model training and
testing. After that, the overall dataset is transformed to
=f

=

xi , li ∣1 ≤ i ≤ N ,

2

where is the original labeled sentence dataset and N is
the number of sentences, while xi = x1 , x2 , …, xD is the
resultant numerical instance represented by D features.
These features are also intuitive and insightful to help people
better understand the sentences. We will discuss this module
in detail in Section 3.
2.3. Module 3: Forest-Based Models for Classiﬁcation and
Interpretation. In this module, the task is to train a model

F ℝD → L that can classify an instance into a class from
medication, symptom, or background and interpret the
sentences belonging to class medication and symptom.
We mainly introduce building forest-based models to classify
and interpret the instances: (1) random forests [9] are grown
on the numerical instances obtained from the feature engineering module, which can be interpreted by the features of
higher importance according to some criterion, for example,
Gini impurity. (2) DPClass [8] is a method based on random
forest models to extract discriminative combinations of
decision rules in the forest, which can be implemented
by using forward selection to choose the top combinations.
This module will be discussed in detail in Section 4.

3. Extracting Interpretable Features
Interpretable features play an essential role in enabling users
to understand prediction results. In this section, we discuss
how to convert health-related sentences into instances in
numerical feature space composed of labeled sequential patterns, UMLS semantic type features, sentence-based features,
and heuristic features. The method of extracting labeled
sequential patterns is introduced in detail.
3.1. Labeled Sequential Patterns. In sentence classiﬁcation, if
we simply use bag of words to represent each sentence, the
overall data matrix will be huge and sparse, because there
are a large number of terms, and many terms only occur in
few sentences about some speciﬁc diseases. It is undesirable
to use these raw terms to explain their correlations with sentence category as interpretations for classiﬁcation results.
The reason is that the raw terms do not explicitly specify
the semantics of words, or contain the structural information
of sentences. Therefore, we propose to use higher-level
features to represent a sentence rather than words. We will
rely on these higher-level features to interpret the sentences
classiﬁcation results.
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Table 1: Tags introduction.

Tag
CC, CD, DT, EX, and so on
DRUG
SYMP
FREQ

Description
Part-of-speech tags (https://www.ling.upenn.edu/courses/Fall_2003/ling001/penn_treebank_pos.html)
Medications or drug terms (http://www.webmd.com/drugs/index-drugs.aspx?show=drugs)
Symptom terms (http://symptomchecker.webmd.com/symptoms-a-z)
Frequency phrases (customized regular expressions)

3.1.1. Labeled Sequence Mapping. We ﬁrst extract labeled
sequences as preliminary representations of sentences [10].
A labeled sequence is in the form sequence → label, where
sequence is a sequence of tags and label is the class label. To
convert a sentence into a sequence, we use the tags in
Table 1 to replace the words in the sentence. Words with similar semantics are mapped to the same tag. For example, the
medication sentence “I am taking 90 units Lantus twice a
day” can be converted into tag-word pairs ((PRP, “I”),
(VBP, “am”), (VBG, “taking”), (CD, “90”), (NNS, “units”),
(DRUG, “Lantus”), (FREQ, “twice a day”)) and the entire
sentence is represented as a labeled sequence: (PRP, VBP,
VBG, CD, NNS, DRUG, FREQ) → medication.
Given a training set of labeled sentences
=
s1 , l1 , …, sn , ln , we convert each pair into a labeled
sequence pi → li by applying the method mentioned above
so that we can obtain the database of labeled sequences.
Our next goal is to mine the frequent patterns in the labeled
sequences from and adopt these frequent patterns as features to capture the characteristics of the healthcare-related
sentences. This task can be divided into two steps: (1) frequent sequential pattern mining and (2) building frequent
labeled sequential patterns.

where p is any sequence in the database that contains p′.
sup p′ represents the percentage of the sequences in the
database that contain p′, which shows the generality of p′ in
the database .
There are several algorithms to mine frequent patterns
from a database. We select CM-SPAM [11] to obtain FSPs
from . The minimum threshold μ is customized by users
such that the resultant FSPs would be general enough.

3.1.2. Frequent Sequential Pattern Mining. We now focus on
mining the frequent sequential patterns from database .
Before that, we ﬁrst deﬁne sequential pattern as follows.

which is the ratio of sequences that contain the FSP p′ and are
labeled l to the sequences containing the FSP p′. FSPs with
high conﬁdence show strong relations to the given label l,
since a large portion of those frequent sequential patterns
are labeled as l.
We would also like to set the minimum support threshold
to a small percentage in order to include more FSPs. In our
experiments, we set the minimum support to 5%. Besides,
the minimum conﬁdence threshold might also not necessarily be set very large since we would like to obtain more FLSPs
by reducing some predictive ability of them in the early stage.
In the experiments, we set the minimum conﬁdence to 85%
[10]. Algorithm 1 shows the entire process of generating
FLSPs from text data.
Finally, we obtain a set of FLSPs, which can be used as
features to identify the relationship between labels and
patterns in sentences [12]. We use each frequent labeled
sequential pattern as a feature. For each instance in the training set, if its mapped sequence contains a FLSP, we will set the
value of the corresponding feature entry to 1; otherwise 0.

Deﬁnition 1. A sequential pattern is a sequence of tags which
is a subsequence of one or more sequences in the database.
The adjacent tags are not necessarily adjacent in the original
sequences, but their distance should be not greater than a
threshold in the original sequences, which is set as 5 in
experiments [10].
For example, given two labeled sequences
a, b, c, d, e, f → l1 and a, c, d, e, g, h → l2 in the database
, a, c, e can be considered as a sequential pattern of both
sequences. Note that a sequence is diﬀerent from a labeled
sequence. The former only consists of the sequence of tags,
while the latter includes the mapping from sequence to the
label, that is, Pi → li .
Deﬁnition 2. A frequent sequential pattern (FSP) is a sequential pattern p′ with sup p′ ≥ μ, where μ is a customized
threshold and sup p′ denotes the support of p′ in , that is,

sup p′ =

p∣p contains p′, p ∈

,

3

3.1.3. Frequent Labeled Sequential Patterns. With FSPs
available, the next step is to select a subset of promising FSPs
called frequent labeled sequential patterns (FLSPs) which are
then used for classiﬁcation.
Note that we have two classes: medication and symptom;
thus, the FLSPs are diﬀerent for each class. Formally, an
FLSP of label l is deﬁned as the FSP with high conﬁdence
with respect to l. Given a speciﬁc label l, the conﬁdence of
a frequent sequential pattern p′, denoted by conf p′ , is
computed as
conf p′ =

p∣p contains p′, p → l ∈
p∣p contains p′, p ∈

,
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3.2. UMLS Metathesaurus Semantic Types. In addition to
FLSPs, we also use UMLS [13] Metathesaurus semantic types
as features. There are 133 UMLS Metathesaurus semantic
types in total. By using the third-party software MetaMap
(https://mmtx.nlm.nih.gov/) [14], we can map the sentence
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: A collection of labeled sentences , a minimum
support threshold sup, and a minimum conﬁdence
threshold conf
Output : A collection of FLSPs denoted as
Labeled sequence database ≔ ∅;
for each sentence sample (si , li ) in do
Convert si into a sequence pi that consists of POS tags,
DRUG, SYMP, and FREQ;
lsi ≔ pi → l;
≔ ∪ lsi ;
end
FSP set ′ := CM-SPAM , sup [11];
FLSP set ≔ ∅;
for each FSP p′ in ′ do
if conf p′ ≥ conf then
≔ ∪ p′ ;
end
end
return
Input

Algorithm 1: Frequent Labeled Sequential Patterns
Generation.

to these semantic types (https://mmtx.nlm.nih.gov/Docs/
SemanticTypes_2013AA.txt). Thus, for each semantic type
feature, we set the value to 1 if the sentence contains any
phrases related to the semantic type; otherwise, 0.
Generally, for each sentence si in , it is converted into xi
which is a representation vector of the sentence in the feature
space of FLSPs and the UMLS semantic types. If si contains
any FLSPs or phrases related to UMLS semantic types, the
value of the corresponding feature entry in xi is set to 1.
3.3. Sentence-Based Features. Sentence-based features are
capable of representing the sentence in a direct way [3]. In
this paper, we use the following sentence-based features to
represent sentences.
3.3.1. Word-Based Features. Although word-based features
such as bag-of-word representation usually suﬀer from the
curse of dimensionality, we still take them into account to
compare the classiﬁcation performance because of their
eﬀectiveness [15]. Unigrams and bigrams can capture those
signiﬁcant and frequent words or phrases related to a speciﬁc
label. For example, it is likely that a sentence is classiﬁed into
medication category if the word “prescribe” occurs. Each
unigram or bigram corresponds a binary feature to indicate
if a sentence contains this feature or not.
3.3.2. Morphological Features. Capitalized words and abbreviations can be good indicators of whether there are any
medical terminologies in the sentence, which could be highly
related to medication or symptom sentences. We can use two
binary features to indicate whether the sentence contains any
capitalized words or abbreviations, respectively.
3.4. Heuristic Features. In addition to all the features
originated from the texts of the sentences, we can also adopt
useful side information of posts [3]. Speciﬁcally, a sentence
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written by the thread creator is more likely to be symptomrelated compared to the one written by the other users,
because thread creators tend to ask for help from other users
by posting their own conditions. Besides, the position of the
post which a sentence is from can also indicate the category, because the ﬁrst post written by the thread creators
are usually describing the patients’ situations, while the
latter posts tend to answer the potential questions that
arise in the ﬁrst couple of posts. Thus, two binary features
are considered to indicate whether a sentence is written by
the thread creator, and the position of the post which the
sentence is from, respectively.
In general, we can select diﬀerent combinations of the
features introduced in this section to represent healthrelated sentences and then build models to predict the
categories of sentences with interpretations.

4. Interpretable Classification with
Forest-Based Models
In this section, we ﬁrst introduce the classiﬁcation of health
forum sentences using a random forest model and how to
interpret the forest model with features of high importance.
Second, we introduce how to collect rules from decision trees
in the forest to construct a new pattern space [8] and achieve
the interpretability by selecting the top patterns.
4.1. Classiﬁcation with Random Forests. A random forest
consists of an ensemble of tree-based classiﬁers and calculates the votes from the trees for the most popular class in
classiﬁcation problems [9]. The growth of the ensemble is
determined by the growth of each tree therein. The process
of tree growth is introduced as follows [16]:
(1) Sample N T instances at random with replacement
from the training set. The samples will then be used
to grow the tree model.
(2) A subset of m features are selected from the total D
features at random, where m ≪ D. The best split on
the m features will be used to construct the tree nodes
such that the Gini impurity for the descendants will
be less than that of the parent node, using the method
introduced in CART [17]. The value of m remains
constant during the forest growing process.
(3) Each tree grows to the maximum size without
pruning.
When growing a tree using the samples from the original
training set, about one-third of the instances in the training
set are left out of the samples selected at random. This outof-bag data will be an unbiased estimate of the classiﬁcation
accuracy for the currently growing tree and also can be used
to estimate features importance.
4.2. Interpretation with Discriminative Features. The classiﬁcation mechanism of a random forest is explained through a
set of decision paths. To interpret random forest models, we
propose to quantify the contributions of node features, rank
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them according to their contributions, and ﬁnd out the most
discriminative ones [7, 18].
For a decision tree in the random forest, its decision
function can be formulated as follows:
M

f x = 〠 cm I x, Rm ,

5

m=1

where M is the number of leaf nodes in the tree. cm denotes
the criterion score, which is a scalar in regression problems
or a vector in classiﬁcation problems, learned from the training process. x is the input sample. Rm is the path from the
root to the mth leaf node. I ·, · is an indicator function identifying whether x is run through Rm . As we are solving a classiﬁcation problem, cm and f x should be vectors whose sizes
are the number of the classes. The ith value in the vector f x
represents the criterion score of the instance x being classiﬁed into the ith class, which can be converted to a probability
value by normalization. In our problem of classiﬁcation, an
input instance x is classiﬁed into one class from the classes
medication, symptom, background according to the maximum probability speciﬁed by f x of the decision tree.
From another perspective, we can observe how a feature
contributes to the criterion score (i.e., Gini impurity or
entropy) vector by calculating the score vector diﬀerence
between the current node and the next node in the path.
The ﬁnal prediction result along a tree path is determined
under the cumulative inﬂuences of nodes in the path.
Therefore, a prediction can be deﬁned as a sum of feature
contributions plus a bias:

F x =

1 T D
〠 〠 FC x + βt
T t=1 k=1 t,k
8
D

1 T
〠 FC x
= 〠
T t=1 t,k
k=1

where FC t,k is the contribution of the kth feature in the tth
tree. Therefore, the contribution of the kth feature to classify
an instance x can be deﬁned as

6

FCM,k =

1 T
〠f x ,
T t=1 t

1
M

where FCt ,k x is the feature contribution vector from the kth
feature in the tth tree for an input vector x, D is the number of
features, and βt is the bias of tree t. Both FC t,k x and βt are
criterion score vectors. Our goal is to calculate the feature
contributions for an instance x classiﬁed by a decision tree t
that has been trained on the training set. Speciﬁcally, it is
achieved by running through the decision paths in tree t.
On the root node in the path, FC t,k x = 0 and f t x is initialized to βt . Each time the instance arrives at a node with a
decision branch on the rth feature, and FCt ,r x will be
incremented by the diﬀerence between the criterion scores
at the child node along the path and the current node.
Once the decision process of x reaches a leaf node, we
assign a class to x and obtain all feature contributions
along the decision path.
The prediction function of a forest, which is an ensemble of decision trees, takes the average of the predictions of
its trees:
7

where T is the number of trees in the forest. Similarly, the
prediction function of a forest can also be decomposed with
respect to feature contributions:

9

and the bias of the forest β = 1/T∑Tt=1 βt . The idea of interpreting the random forest model, which classiﬁes sentences
into medication or symptom category, is to ﬁnd out those
features with the most contribution to leading an instance
to medication or symptom leaf nodes. We will not interpret
background sentences since they are not as informative as
the other two classes.
Suppose a random forest model F x is constructed given
the training set
= xi , li ∣1 ≤ i ≤ N with N labeled
instances. To ﬁnd out the important features for category
medication and symptom, we select two subsets of training sets
whose labels are medication and symptom, respectively. Let
x, l ∣ x, l ∈ , l = medication be the subset of mediM=
cation instances and S = x, l ∣ x, l ∈ , l = symptom be
the subset of symptom instances; the average feature contributions for the two classes can be calculated as follows:

k=1

F x =

1 T
〠 FC x ,
T t=1 t,k

FCk x =

D

f t x = 〠 FCt,k x + βt ,

1 T
+ 〠 βt ,
T t=1

FCS,k =

1
S

〠 FCk x ,

x ,l ∈

M

10

〠 FCk x ,

x ,l ∈

S

where FCM,k and FC S,k are the positive contribution vectors
of the kth feature for medication class and symptom class,
respectively. After computing the contribution of features
for each class, we rank these features to indicate their relative
signiﬁcance. Finally, the ones with larger contribution are
selected as the discriminative features of each class.
4.3. Interpretation with Discriminative Patterns. To further
exploit interpretability, we extract decision rules from the
forest model to form a new space, where the forward selection is applied to select the top discriminative decision rule
combinations, that is, discriminative patterns [8].
Speciﬁcally, a pattern is deﬁned as the form of
xi, j1 ≤ v j1 ∧ xi, j2 > v j2 ∧ ⋯ ∧ xi, jk ≤ v jk ,

11

where xi, j is the value on feature j of instance xi and v j is a
scalar threshold. In our problem, a pattern can be any
combination of rules from a decision tree. Furthermore,
discriminative patterns (DPs) are those strong signaling
patterns with high information gain or low Gini impurity
in classiﬁcation. In our problem, a pattern refers to a
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complete decision path, and a discriminative pattern is the
path with low Gini impurity.
However, since the dimension DP of discriminative
patterns is still high, we need to identify the most informative ones from them. To this end, we apply forward
selection [19] to select the top K discriminative patterns.
Let f s be the forward selection function, then we have
f s 0, 1 DP → 0, 1 K . We run K iterations, where the DP
set at iteration k is denoted as Patk . At iteration I, we traverse
the discriminative patterns dp j ∉ PatI−1 . A temporary DP
set PatI j at current iteration is built by adding dp j to the
DP set obtained in iteration I − 1, that is,
PatI j = PatI−1 ⋃ dp j

12

Then, we build a classiﬁer using support vector machines
[20] based on the selected patterns PatI j and obtain the accuracy accI j of the classiﬁer. The best pattern dp j∗ is added into
the DP set, where j∗ = arg max j PatI j and accI j∗ > accI−1 , so
that PatI = PatI j∗ . After K iterations, we obtain the top K
discriminative patterns PatK . At last, each instance x in the
dataset is mapped to the DP space as y ∈ 0, 1 K . If the kth
pattern appears in x, then the corresponding entry y k is set
to 1; otherwise, 0.

5. Results and Discussions
In this section, ﬁrst we present the experiments results which
show that the forest-based models outperform the baseline
methods. Second, we compare the interpretability between
Lasso and our forest-based model by analyzing their discriminative features and discriminative patterns.
5.1. Experimental Setup
5.1.1. Dataset. Since there are few datasets available for
health-related texts classiﬁcation, we created our dataset by
collecting texts from online health communities to solve this
problem. The data used for the experiment in this study were
crawled from patient.info (http://patient.info/forums) using
Scrapy, a python framework. The ground truth was obtained
by assigning a label to each sentence in the data set. 257,187
discussions in 616 subforums from the forum were crawled.
Then, we used NLTK tokenize package (http://www.nltk.
org/api/nltk.tokenize.html) to split the texts in each discussion into a list of sentences. Given lists of sentences from all
the discussions, we randomly select sentences from each list
in portion and the number of selected sentences is 2585.
We recruited two volunteers to complete the labeling work.
Both volunteers were provided with the total 2585 randomly
selected sentences and asked to categorize each of the
sentences into medication, symptom, or others. The labeled
sentences were merged based on unanimous voting. We discarded the sentences that were labeled with disagreements
and obtained 2099 sentences categorized into the same label.
The result of the sentences labeling is in Table 2. In the experiments, we set the label of class background, medication, and
symptom to 0, 1, and 2, respectively.

Table 2: Labeled sentences result.
Med.
1127

Symp.
772

Others
200

Total
2099

5.1.2. Baseline Methods. The contributions of our study we
want to claim are how much improvement of the performance our proposed method can achieve by introducing
the labeled sequential patterns as features and how the interpretability can be enabled by applying our proposed methods
to sentence representatives in a variety of spaces to gain an
insight of the health-related text classiﬁcation model. To
show the ﬁrst contribution, we choose support vector
machines trained on a variety of features proposed in [3].
We built binary classiﬁcation SVM models for class
2
medication and symptom with RBF kernel exp −γ x − x′ ,
where γ is the reciprocal of the number of features. To predict
an instance, the SVM models calculate the probabilities using
Platt scaling. If the probabilities to classify the instance into
medication and symptom are both less than 0.5, then we
classify the instance into class background; otherwise, it is
classiﬁed into the class with greater probability. In order to
ensure the performance, we implement feature selection
based on entropy using a decision tree model. In terms of
the second contribution, we compare the model interpretability between Lasso [21] to random forests and DPClass
and interpret the models using the features with nonzero
weights in Lasso with L1 term coeﬃcient set to 0.001.
5.1.3. Evaluation Metrics. The metrics for the evaluation are
accuracy, weighted average precision, weighted average
recall, and weighted average F 1 score. For multiclass classiﬁcation, the weighted average precision, recall, and F 1 score
can be computed as follows:
1
〠 N precisionl,
N l∈L l
1
recall = 〠 N l recalll,
N l∈L

precision =

F1 =

13

1
〠N F
N l∈L l 1l,

where N is the size of the test set, L is the label set, that is,
L = medication, symptom, background , N l is the size of
the test subset with label l, and precisionl , recalll , and F 1l
are the precision, the recall, and the F 1 score of the binary
classiﬁcation for instances with label l.
5.2. Classiﬁcation Performance Evaluation. Table 3 shows the
evaluation of each model using 5-fold cross validation.
Each row represents the evaluation results of a model
trained on data in diﬀerent feature spaces. Each type of
features used for training models are the ones selected
with entropy-based methods, so that they are more informative and more discriminative in classiﬁcation. For each
model, the average accuracy (Acc), weighted average precision (Prec), recall (Rec), and F-score (F1) for medication
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Table 3: Model evaluation. We evaluate each model using 5-fold cross validation. Each of the average accuracy, weighted average precision,
weighted average recall, and weighted average F-score for medication class, symptom class, and the overall performance is presented in each
column. Each row represents the performance of each model trained on diﬀerent feature combinations.
Ft. set
M. Acc. M. Prec. M. Rec. M. F1. S. Acc. S. Prec. S. Rec. S. F1. Acc. Prec. Rec.
Word-based
0.843
0.846
0.867
0.856 0.886
0.875
0.804 0.838 0.798 0.808 0.798
+ Semantic
0.851
0.854
0.871
0.862 0.884
0.874
0.801 0.836 0.804 0.816 0.804
+ Position
0.843
0.846
0.867
0.856 0.886
0.875
0.805 0.838 0.798 0.808 0.798
+ Thr. Crt.
0.844
0.846
0.867
0.857 0.896
0.894
0.814 0.852 0.800 0.812 0.800
+ Morpho.
0.848
0.855
0.864
0.859 0.891
0.883
0.811 0.846 0.801 0.816 0.801
+ Word Cnt.
0.802
0.785
0.871
0.826 0.864
0.888
0.722 0.796 0.761 0.773 0.761
LSP
0.799
0.894
0.709
0.790 0.831
0.862
0.644 0.737 0.691 0.821 0.691
Select + SVM
+ Semantic
0.849
0.865
0.852
0.858 0.891
0.878
0.818 0.846 0.806 0.823 0.806
+ Position
0.841
0.851
0.852
0.851 0.893
0.883
0.817 0.848 0.800 0.815 0.800
+ Thr. Crt.
0.844
0.852
0.859
0.855 0.897
0.885
0.826 0.855 0.801 0.814 0.801
+ Morpho.
0.851
0.860
0.864
0.861 0.896
0.883
0.826 0.854 0.808 0.820 0.808
+ Word Cnt.
0.848
0.856
0.862
0.859 0.897
0.884
0.830 0.856 0.807 0.819 0.807
+ Word-based 0.810
0.810
0.844
0.826 0.870
0.887
0.739 0.806 0.768 0.792 0.768
Word-based
0.794
0.730
0.979
0.837 0.886
0.969
0.712 0.820 0.791 0.785 0.791
+ Semantic
0.793
0.741
0.947
0.831 0.886
0.923
0.752 0.828 0.789 0.754 0.789
+ Position
0.795
0.742
0.947
0.832 0.886
0.920
0.754 0.829 0.790 0.757 0.790
+ Thr. Crt.
0.796
0.745
0.945
0.833 0.889
0.922
0.762 0.834 0.791 0.756 0.791
+ Morpho.
0.797
0.745
0.947
0.834 0.889
0.924
0.759 0.833 0.792 0.757 0.792
+ Word Cnt.
0.798
0.746
0.947
0.834 0.891
0.927
0.762 0.836 0.793 0.759 0.793
LSP
0.715
0.663
0.955
0.782 0.802
0.875
0.538 0.666 0.711 0.678 0.711
Lasso
+ Semantic
0.769
0.712
0.955
0.816 0.861
0.911
0.689 0.785 0.767 0.727 0.767
+ Position
0.767
0.710
0.955
0.814 0.860
0.910
0.686 0.782 0.765 0.716 0.765
+ Thr. Crt.
0.771
0.715
0.953
0.817 0.864
0.911
0.700 0.791 0.769 0.728 0.769
+ Morpho.
0.771
0.715
0.953
0.817 0.864
0.910
0.698 0.790 0.769 0.728 0.769
+ Word Cnt.
0.771
0.715
0.953
0.817 0.864
0.910
0.698 0.790 0.769 0.728 0.769
+ Word-based 0.799
0.745
0.950
0.835 0.893
0.930
0.765 0.839 0.795 0.759 0.795
Word-based
0.848
0.795
0.969
0.873 0.881
0.891
0.773 0.827 0.819 0.808 0.819
+ Semantic
0.815
0.761
0.956
0.847 0.878
0.901
0.751 0.819 0.802 0.805 0.802
+ Position
0.820
0.767
0.957
0.851 0.887
0.908
0.772 0.833 0.807 0.791 0.807
+ Thr. Crt.
0.817
0.765
0.949
0.847 0.872
0.884
0.749 0.811 0.799 0.792 0.799
+ Morpho.
0.832
0.776
0.965
0.860 0.890
0.907
0.781 0.838 0.816 0.815 0.816
+ Word Cnt.
0.830
0.779
0.954
0.858 0.893
0.893
0.804 0.846 0.814 0.797 0.814
LSP
0.786
0.742
0.921
0.822 0.863
0.861
0.748 0.801 0.771 0.725 0.771
Forest-based
+ Semantic
0.837
0.824
0.887
0.854 0.879
0.860
0.802 0.829 0.809 0.805 0.809
+ Position
0.840
0.836
0.873
0.854 0.882
0.844
0.834 0.839 0.808 0.800 0.808
+ Thr. Crt.
0.832
0.825
0.875
0.849 0.879
0.849
0.814 0.831 0.802 0.796 0.802
+ Morpho.
0.841
0.829
0.886
0.856 0.881
0.843
0.832 0.837 0.812 0.802 0.812
+ Word Cnt.
0.829
0.816
0.881
0.847 0.880
0.856
0.808 0.831 0.800 0.791 0.800
+ Word-based 0.848
0.816
0.927
0.868 0.887
0.861
0.827 0.843 0.821 0.803 0.821

class (M), symptom class (S), and the overall classes are
presented, respectively.
For the SVM model, the entire average predicting accuracy achieves 79.8% with only word-based features, which
outperforms the accuracies of Lasso. SVM also performs very
well in terms of precision, recall, and F1 score. The model
trained on LSP features alone fails to outperform the model

F1.
0.802
0.808
0.802
0.805
0.807
0.763
0.731
0.813
0.806
0.807
0.813
0.812
0.776
0.756
0.757
0.758
0.759
0.760
0.762
0.665
0.728
0.725
0.731
0.730
0.730
0.763
0.795
0.778
0.779
0.774
0.789
0.783
0.739
0.805
0.803
0.797
0.804
0.793
0.802

trained on word-based features, but the former could achieve
better performance than the latter if we add the UMLS
semantic type features. Note that there are only hundreds
of LSP features while there are more than 16 k word-based
ones. Without feature selection, the performance of SVM is
not very good, since the word-based features are considerably
sparse. Furthermore, SVMs with RBF kernels do not provide
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Table 4: Top 10 average weight of word-based, LSP, semantic features in Lasso.
Word-based
Avoiding
Wrong
Avoid
Prescribe
Bleeding
Anxiety
Swelling
Increased
Migraines
Fever

Average weight
−0.413
−0.363
−0.343
−0.323
0.283
0.281
0.233
−0.185
0.185
0.160

LSP
(PRP, PRP, RB, SYMP)
(PRP, PRP, VB, SYMP)
(VBZ, CC, SYMP)
(SYMP, SYMP, SYMP)
(PRP, SYMP, CC, SYMP, IN)
(CC, SYMP, IN, SYMP)
(PRP, SYMP, VBG)
(RB, SYMP, VB)
(JJ, IN, JJ, SYMP)
(NN, SYMP, RB, SYMP)

interpretability directly for us to gain an insight of the
sentences although the models achieve good performance.
From the experiment results using Lasso, we can ﬁnd that
the recall scores for classifying medication sentences are better than those for symptom ones, while the accuracies and
precision scores indicate the opposite trend. As we use multiclass classiﬁers, many of the test instances are classiﬁed as
medication class. The Lasso models trained on the wordbased features slightly outperform the ones trained on the
LSP features. As Table 4 shows, the weights of the LSP
features are much smaller than those of the word-based ones
in Lasso.
For the forest-based model, we can ﬁnd that the accuracies of medication and symptom class can both achieve more
than 80% with only LSP features and UMLS semantic type
features. The overall accuracy achieves 80.9% and outperforms the other methods. Besides, with LSP and UMLS
semantic type features, the precisions and recalls of both
classes are greater than 0.8. Moreover, with position feature
and word-based features, the performance of the forestbased model is even better. In general, the random forest
model can achieve the relatively better F1 scores for both
medication and symptom sentences classiﬁcation. Similarly,
the random forest models trained on the word-based features
slightly outperform those trained on the LSP features.
Although it is not guaranteed that the models trained on
LSP features outperform the ones trained on word-based features, we would still like to take advantage of LSP features
since the feature dimension is signiﬁcantly reduced without
sacriﬁcing the discrimination ability of models. In addition,
LSP features provide a valuable perspective in both tag and
structural levels to interpret classiﬁcation results for healthrelated sentences.
5.3. Interpretability Evaluation
5.3.1. Interpretability of Lasso. Table 4 lists the features
with the largest weights in the combination of the
word-based features, LSP features, UMLS Metathesaurus
semantic type features, position feature, thread creator
indicator feature, and word count features. After learning
process, dedication-related features are assigned negative
weights, while potential symptom-related features are

Average weight
0.081
0.060
0.058
0.054
−0.053
−0.052
0.049
0.048
0.036
−0.033

Semantic
sosy
mobd
patf
resa
inpo
anab
mcha
aggp
plnt
mamm

Average weight
0.329
0.207
0.190
−0.173
0.100
0.094
−0.092
−0.090
−0.063
−0.052

assigned positive weights. Meanwhile, most of the wordbased features have greater weights than the other features.
The words “avoid,” “prescribe,” and “increase” are the most
signaling words in medication sentences. The possible reason behind might be that medications usually require
patients to avoid certain things, to take prescription drugs,
or to adjust the dosages. The words such as “bleeding,”
“anxiety,” “swelling,” “migraines,” and “fever” are common
for symptom sentences in the forum, as they express
external physical injury and mental diseases.
For LSPs, they are usually assigned with positive weights
as they are capable of mining the symptom terms in the
sentences. The pattern (PRP, PRP, RB, SYMP), for example,
is common for symptom-related sentences like “someone
suﬀers from some symptom frequently/occasionally.” However, we also ﬁnd that the tag SYMP is very frequent in both
medication and symptom sentences, which is due to the
reason that Lasso could not achieve good performance using
LSP features, and is also hard to interpret the diﬀerences
between class medication and class symptom.
Several UMLS semantic type features are assigned
relatively larger weights to identify symptom sentences. For
example, the term “sosy,” short for “sign or symptom,” is
obviously a useful feature to identify symptom sentences.
The term “mobd” (i.e., “mental or behavioral dysfunction”)
can be used to detect mental disease symptoms. “patf” (i.e.,
“pathologic function”) is a parent semantic type of “mobd,”
which is also an informative feature to detect pathologic terms.
5.3.2. Interpretability of Forest-Based Model. To interpret
healthcare-related sentences in forest-based models, we
calculate the feature contributions from decision trees in
the forest. We select one random forest model with the best
accuracies in the experiments and list the 10 features with
the greatest contributions for each class in Table 5.
In identifying medication sentences, the unigram feature
“prescribed” has the largest contribution. This is because
such kinds of sentences usually contain information about
prescribing drugs. LSP features (PRP, CD, CD), (PRP, CD,
IN, NN, NN), (CD, IN, CD, CD), and (PRP, CD, JJ, JJ) also
contribute to recognizing sentences as medication-related
ones as they all contain the POS tag CD, which represents
the numbers in describing the dosages of medications. The
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Table 5: Top 10 feature contributions for medication and symptom
class in a random forest model.
Feature
Top 10 FC for
medication sentences
Prescribed = 1
(PRP, CD, CD) = 1
Morpho. = 1
hlca = 1
(NN, SYMP, SYMP, CC) = 0
sosy = 0
(PRP, CD, IN, NN, NN) = 1
(CD, IN, CD, CD) = 1
thr. Crt. = 0
(PRP, CD, JJ, JJ) = 1
Top 10 FC for
symptom sentences
sosy = 1
Prescribed = 0
thr. Crt. = 1
(PRP, CD, CD) = 0
(SYMP, SYMP, SYMP) = 1
(NN, SYMP, SYMP, CC) = 1
Position < vth1
patf = 1
(SYMP, CC, JJ) = 1
Word count > vth2

Back.

Med.

Sym.

−0.00275
−0.00251
−0.00206
−0.00071
0.00115
0.00191
−0.00075
−0.00120
0.00154
−0.00086

0.01195
0.01156
0.00660
0.00559
0.00429
0.00406
0.00402
0.00396
0.00381
0.00362

−0.00920
−0.00905
−0.00455
−0.00489
−0.00544
−0.00597
−0.00327
−0.00276
−0.00535
−0.00276

−0.00589
0.00234
−0.00381
0.00271
−0.00330
−0.00209
−0.00334
−0.00254
−0.00172
−0.00131

−0.00783
−0.015734
−0.00683
−0.01264
−0.00564
−0.00667
−0.00540
−0.00379
−0.00404
−0.00423

0.01371
0.01339
0.01064
0.00993
0.00895
0.00876
0.00874
0.00633
0.00576
0.00554

morphological features are selected as the names of many
drugs are capitalized terms or abbreviations. The UMLS
semantic type feature “hlca” (i.e., “health care activity”) is
important since healthcare activity terms are commonly seen
in medication sentences. On the contrary, if a sentence does
not contain LSP (NN, SYMP, SYMP, CC) or “sosy” (“sign
or symptom”), or is not posted by the user (thr. Crt. = 0), this
sentence may also be classiﬁed into medication class, as it is
less likely to be symptom-related.
For the symptom class, the UMLS semantic type features
“sosy” and “patf” are among the top relevant ones since they
are capable of detecting symptom terms and pathologic
terms, respectively. Thread creator indicator is also useful
since symptom sentences are mainly posted by users to share
their situations and ask for more information. If a sentence
does not contain the word “prescribed,” then it is less likely
to be medication-related. LSP features (SYMP, SYMP,
SYMP), (NN, SYMP, SYMP, CC), and (SYMP, CC, JJ) are
selected since there are usually multiple terms matching the
tag SYMP in symptom sentences. The position feature is also
important in identifying symptom class, as it is natural for
users to mention their symptoms in the ﬁrst vth1 posts, where
vth1 is a threshold learned by the decision tree. Similarly, if
the number of words from a sentence is greater than vth2
learned by the decision tree, the sentence will be more likely
to be a symptom sentence.

Compared to the feature ranking in Lasso, we can have a
better understanding from the feature contribution rankings
for each class in the random forest. The relationships
between features and classes can be learned from the feature
contribution vectors while Lasso only provides the weights of
the features, which may not be expressive enough to represent the relationships between features and classes. The
random forest model can achieve both better performance
and interpretability compared to Lasso.
DPClass [8] proposes to take further advantages of the
discriminative patterns in a random forest built on the training set. The selected DPs can help users gain insights of the
data. In the experiments, we chose K = 30 to obtain the top
30 DPs. Table 6 lists the selected 10 DPs of a forest-based
model trained on all proposed features. For example, considering the discriminative pattern ((RB, CD, IN, IN) = 0) ∩
((VBP, IN, CD ,CD, NN) = 0) ∩ (“mg” = 0) ∩ (“prescribed” = 1)
∩ (dsyn = 0), if an instance satisﬁes each rule in the pattern,
its corresponding DP feature entry will be set to 1. The
existence of this pattern increase the likelihood of classifying
the instance into medication class in the decision tree. From
the patterns in the table, we can ﬁnd that the terms matching
tag SYMP are likely to occur in symptom sentences, while
tags CD and DRUG often lead to nonsymptom leaves as
they are more likely to occur in medication sentences. In
another word, symptom sentences usually contain symptom terms while medication sentences usually contain
drug terms and numbers which represent the dosages of the
medications. In addition to LSP features, there are two conspicuous unigram patterns “anxiety” and “cough,” because
the training set contains many sentences related to anxiety
and cough conditions.

6. Related Work
Previous medication information extraction research mainly
focused on extracting medication information from clinical
notes, such as [22] using conditional random ﬁelds to identify named entities and support vector machines to build
one-vs-one models [23], using a variety of drug lexicons
and [24] using semantic tagging and parsing. Sondhi
et al. [3] use conditional random ﬁelds and support vector
machines to classify texts from online health forums.
Wang et al. [25] propose an unsupervised method to
extract adverse drug reactions on the online health forums.
Bian et al. [26] propose to mine drug-related adverse
events on large-scale tweets.
Our work focuses on both classifying and interpreting the
online healthcare-related texts. The major challenges in
healthcare-related text classiﬁcation and interpretation are
how to represent the texts and how to classify and interpret
the data. For the former question, [3] proposes to use
word-based features, semantic features, and other heuristic
features. The problem of this representation is that wordbased features have a huge dimension, but the data are usually sparse, which introduces considerable computation costs
for feature selection and building models. Ding and Riloﬀ
[27] propose to represent the texts using word features, local
context features, and web context features. In addition to the
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Table 6: Top 10 discriminative patterns in a DPClass model.

Pattern
((RB, CD, CD) = 0) ∩ ((PRP, CD, CD, JJ) = 0) ∩ ((PRP, CD, NN, NN, NN) = 0) ∩ ((TO, VB, CD) = 1)
((IN, NN, NN, comma, SYMP) = 0) ∩ ((CD, RB, CD) = 1) ∩ ((RB, IN, IN, CD, IN) = 0) ∩ ((PRP, CC, CD, NN) = 1)
((SYMP, NN, VBG) = 1)
((VBP, CD, NN, NN) = 0) ∩ ((SYMP, SYMP, NN) = 1)
((RB, CD, IN, IN) = 0) ∩ ((VBP, IN, CD, CD, NN) = 0) ∩ (“mg” = 0) ∩ (“prescribed” = 1) ∩ (dsyn = 1)
((PRP, VBP, CD) = 0) ∩ ((CD, CD, NN, NN) = 1) ∩ ((TO, CD, IN) = 1)
(“cough” = 1)
((RB, CD, IN, IN) = 0) ∩ ((VBP, IN, CD, CD, NN) = 0) ∩ (“mg” = 0) ∩
(“prescribed” = 0) ∩ (fndg = 0) ∩ ((NN, comma, comma, SYMP) = 1)
((RB, CD, IN, IN) = 0) ∩ ((VBP, IN, CD, CD, NN) = 0) ∩ (“mg” = 0) ∩ (“prescribed” = 1) ∩ (dsyn = 0)
(“anxiety” = 1)

large and sparse data in word feature space, the web context
features are generated online during the training process
by querying Google and collecting titles and snippets,
which could also introduce a signiﬁcant amount of crawling and extracting computations and increase the feature
representation dimension. A method to represent the texts
in a space with low dimension is proposed in [10]. This
method adopts the labeled sequential patterns as features
and achieves both decent performance and eﬃciency. For
the latter question, in terms of modeling and enabling the
interpretability, Lasso [21] is proposed to enhance both the
performance and the interpretability of regression models
by tuning the parameter to shrink the features. Features with
greater weights can be considered as more important,
which enables the interpretability of the regression models.
Tree-based and forest-based methods, for example, CART
[17] and random forest [9], are also widely utilized to
handle classifying and interpreting the data using the
decision rules in the trees.

7. Conclusions and Future Work
In our research, we propose to use labeled sequential patterns
to represent the healthcare-related sentences in order to
reduce the dimension and sparsity of the data, which can
both guarantee the performance and enhance the eﬃciency.
Then, we build forest-based models on the training data
which is capable of predicting with decent performance and
interpreting the healthcare-related sentences by extracting
the important features used in the decision rules, ranked by
their contributions, and the discriminative patterns consist
of the decision rules. Overall, the forest-based models trained
on the proposed feature space can achieve good performance
and enable the interpretability of the data. In the future, we
will build a compact system based on this framework to help
users directly extract and highlight the insightful sentences
while they are viewing healthcare-related articles, posts, and
so forth Moreover, we will also target to extract and interpret
the insightful sentences from other categories such as
medication eﬀects and user questions and include data from
other sources like clinical notes.
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Sym.
Med.
Med.
Sym.
Sym.
Med.
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Medical entity recognition, a basic task in the language processing of clinical data, has been extensively studied in analyzing
admission notes in alphabetic languages such as English. However, much less work has been done on nonstructural texts that
are written in Chinese, or in the setting of diﬀerentiation of Chinese drug names between traditional Chinese medicine and
Western medicine. Here, we propose a novel cascade-type Chinese medication entity recognition approach that aims at
integrating the sentence category classiﬁer from a support vector machine and the conditional random ﬁeld-based
medication entity recognition. We hypothesized that this approach could avoid the side eﬀects of abundant negative
samples and improve the performance of the named entity recognition from admission notes written in Chinese.
Therefore, we applied this approach to a test set of 324 Chinese-written admission notes with manual annotation by
medical experts. Our data demonstrated that this approach had a score of 94.2% in precision, 92.8% in recall, and 93.5%
in F-measure for the recognition of traditional Chinese medicine drug names and 91.2% in precision, 92.6% in recall, and
91.7% F-measure for the recognition of Western medicine drug names. The diﬀerences in F-measure were signiﬁcant compared
with those in the baseline systems.

1. Introduction
The existing natural languages are mainly divided into alphabetic and logographic languages. Logographic languages contain written characters representing words or phrases, and
the best known logographic language is Chinese, while alphabetic languages are made of written characters representing
sounds or sound combinations rather than concepts [1].
Electronic health records (EHRs) have been widely adopted
worldwide. In the health care reform in China, National
Health and Family Planning Commission of PRC has considered the nationwide application of EHRs one of its priorities

and launched a set of modestly interoperable Chinese EHR
Template Guides (CEHRTG) in 2010 [2–4]. In 2013, Chinese
Hospital Information Management Association conducted
an investigation on EHRs using data from the healthcare
information systems in China. The study that involved
1004 Chinese medical institutions has shown that electronic
medical records (EMRs) are prevalently applied in these hospitals (77.8%) and a portion of these hospitals have incorporated the EMR systems into regional or state-level EHRs [5].
A large number of studies on data mining and knowledge
discovery have been devoted to the clinical data accumulation in EHRs. However, structured data mining methods
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cannot be directly used to mine EHRs stored in nonstructural
texts; thus, these texts need to be preprocessed with structuration [6]. Named entity recognition (NER) in free narrative
forms of clinical texts aims to recognize relevant named entities (NEs) from nonstructural clinical data and is also a basic
task of medical language processing (MLP) [7]. Researches
on medical entity recognition (MER) in admission notes
(ANs) written in logographic languages, such as Chinese,
lag behind researches on MER in ANs written in alphabetic
languages, such as English. Such a gap between the two
areas of research is largely due to the huge diﬀerences
between alphabetic and logographic languages [8] and
between modern Western medicine (WM) and traditional
Chinese medicine (TCM) [9], which hinder the utilization
of alphabetic research results in logographic investigation in
ﬁelds of both entity recognition in general and MER in
speciﬁc. In particular, with supervised algorithms based
on discriminative models [10], we have to solve many
urgent problems to study nonstructural Chinese admission
notes involving TCM-WM combined treatment.
(1) Is there a generalized approach for eﬃcient MER for
nonstructural EHRs written in a logographic
language?
(2) Is it feasible to selectively extract concrete medical
features from free narrative clinical texts, so that
supervised algorithms can fulﬁll MER tasks in clinical
ANs written in a logographic language?
(3) Among some supervised algorithms [e.g., support
vector machine (SVM), conditional random ﬁeld
(CRF) with speciﬁc characteristic types] that are
widely applied in NER, which of them are applicable
for MER in ANs written in a logographic language?
Here, we proposed a new cascade-type MER approach
called cascade-type Chinese medication entity recognition
(CCMER) for processing admission notes in Chinese. We
aimed to test CCMER in clinical texts in English (an alphabetic language) and investigate the roles of 4 feature types
based on supervised algorithms [6] used for MER in
nonstructural Chinese admission notes with TCM-WM
combined treatment. This is the ﬁrst time an MER is used
under such context. Moreover, we designed and conducted
a series of ﬁne experiments using CCMER in ANs with
TCM-WM combined therapy written in both Chinese and
English and compared the performance of CCMER with that
of three baseline systems (one based on rules, one based on
simple local context features, and the other based on simpliﬁed CCMER with the ﬁltration module for classiﬁcations of
potential hot-sentence deletion). According to the soft scores
of correctly recognized drug name entities, we statistically
analyzed the results of CCMER and the baseline 2 system
as follows:
μCCMER = 0 90 μbaseline 2 = 0 87
σCCMER = 0 24 σbaseline 2 = 0 27

1

Results showed that the performance was signiﬁcantly
improved (P < 0 05). This study provides guiding and reference values for MLP of nonstructural logographic EHRs.

2. Related Works
Across the world, key information search in abundant nonstructural ANs through computer-based resolution was used
to assist better clinical decisions as early as 1967. Depending
on the purposes and contexts, key information search can be
realized either by information retrieval (IR) at document
level (recognition and identiﬁcation of relevant AN documents from massive free text-formatted ANs) [11–13] or
through ﬁner recognition, identifying various descriptions
with identical meaning in clinical texts and mapping them
to the same concept. MER is a typical concept-level information extraction (IE) task and also a major and basic area in
MLP research [6].
The MER of early MLP systems usually adopted rulebased methods [14]. In recent years, machine learning(ML-) based MER methods have been gradually applied in
processing clinical narrative texts. One important reason
for this trend is the availability of abundant anonymous clinical ANs and introduction of libraries of annotated words as
gold standards, both issued by Informatics for Integrating
Biology and the Bedside (I2B2) [15]. For instance, the theme
of the 3rd I2B2 contest was extraction of information about
drug names, doses, usage, and duration from discharge summaries [7]; one subtheme of the 4th I2B2 contest was extraction of concepts about illness state, examination, and
treatment [16]. Later, these datasets from clinical ANs
inspired a number of studies on NER in English clinical
notes. These NER tasks were usually transformed to
sequence annotations and recognized by supervised ML
algorithms, such as conditional random ﬁeld and structural
support vector machine (SSVM). These preliminary works
revalidated the three major factors that aﬀected the systematic performance of supervised ML algorithms based on discriminative models for NER tasks: input features of
descriptive datasets, model selection for classiﬁcation function, and learning process for determination of model
parameters [17]. We think that “appropriate feature selection” is especially important for MLP tasks, because current
techniques for parameter determination are ineﬀective in
the context of high-redundancy and high-noise featured clinical AN texts. Studies on processing clinical texts in other
alphabetic languages other than English, such as French,
German, and Dutch, have been carried out as well, mapping
clinical descriptions to Systematized Nomenclature of
Medicine codes [18].
However, most of the studies described above are limited
to clinical ANs written in alphabetic languages. Studies for
NER in logographic languages are relatively few. With the
wide application of EHRs in China, it is urgent to test the reliability of the secondary use of abundant Chinese clinical
ANs. So far, little eﬀort has been devoted to NER in ANs
written in logographic languages, especially in Chinese. As
reported, several ML-based algorithms including CRF,
SVM, and maximum entropy have been used to identify
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Table 1: Drug name entities and deﬁnitions of medication events.
Semantic type
Drug name entity
Name of WM drug
Dose of WM
WM use method
WM use frequency
Name of TCM drug
Dose of TCM
TCM drug form
TCM overall dose
TCM use frequency
TCM use method
TCM use requirements

Deﬁnition
Names of TCM or WM drugs used in clinical treatment, including single drugs or drug combinations,
general names of drugs, and TCM-speciﬁc decoctions and paste formula
Drugs used in WM, including chemical name, trade name, common name, and prescription name
Dosage of WM for each patient each time as per doctor’s advice
Methods to use WM by a patient as per the doctor’s advice
Time interval for use of a single dose of WM as per the doctor’s advice
Diﬀerent types of TCM products made from TCM materials or with TCM materials as raw materials,
in TCD or TCM-WM combined treatment
A TCM-exclusive concept, including 3 cases: potions, tablets, and pills. Weight of TCM potions and
number of TCM tablets or pills following the doctor’s advice
A TCM-exclusive concept or a TCM application mode in adaptation to requirements of treatment or
prevention following the doctor’s advice
A TCM-exclusive concept or the total number of medications following the doctor’s advice
Time interval for use of a single dose of TCM following the doctor’s advice
Methods to use TCM by a patient following the doctor’s advice
A TCM-exclusive concept or the conditions met by a patient to use TCM following the doctor’s advice

symptom descriptions and pathogenic mechanisms from
TCM EMRs [19]. Also, CRF has been used to identify biomedical name entities in Chinese research abstracts [20]. A
parallel implementation of word segmentation and NER
tasks has been proposed to replace the serial application of
the two tasks, in order to improve the performances of
NER in discharge summaries written in Chinese [21]. Some
studies on the performances of several ML algorithms for
NER in clinical WM ANs written in Chinese are highly valuable [22]. However, there is no research on an MER task in
Chinese AN texts with TCM-WM combined treatment,
especially on WM and TCM drug NERs, yet such texts are
the most commonly used in Chinese hospitals.
Here, based on document-level IR of ANs [23], we proposed a new cascade-type MER algorithm (called CCMER)
and validated it in ANs written in Chinese. We also aimed
to test MER in English clinical texts (English is a representative of alphabetic languages) and investigate the roles of 4 feature types based on supervised algorithms [6] for MER in
nonstructural texts of TCM-WM combined treatment in
Chinese ANs. The MER we presented here is the ﬁrst MER
of its kind. This study might provide guiding and reference
values for MLP for logographic languages in general.

3. Dataset and Annotation
3.1. Description and Deﬁnition of Drug Named Entities. Based
on the standard writing formats of WM and TCM prescriptions in medical orders [24] and a combination of the speciﬁc
format of medical orders in an AN dataset and the characteristics of drug named entities, we compiled a list of WM/TCM
drug-related treatment events and their deﬁnitions (see
Table 1) in ANs [25].
In the actual clinical environment, medical orders
regarding TCM or WM may contain only WM and TCM

drug named entities without any other descriptive terms of
the related drug use events.
3.2. Annotation Rules on Word Library of Drug Named
Entities. To improve the reliability of manually annotated
drug names, we established detailed annotation rules based
on the above basic deﬁnitions. We subdivided medications
into Western medication and traditional Chinese medication
and further improved TCM-related annotation rules. The
name annotation rules of core drugs are listed in Table 2.
3.3. Dataset Description. Totally 1000 out of 120,000
CEHRTG-based ANs between January 2011 and December
2012 recorded in SAHZU were extracted randomly. After
deletion of incomplete ANs, 972 ANs were kept and then
anonymized before manual annotation: private information including ID, name, sex, age, and reception department was deleted. Then, two native Chinese-speaking
nurses annotated the names of clinical WM and TCM
drugs according to the predeﬁned guidance. To measure
the interannotator agreement (IAA), the nurses independently annotated the same 100 ANs, and a senior doctor
evaluated the annotations by using arbitration on disagreements. Potential issues were identiﬁed and the predeﬁned
annotation guideline was modiﬁed when necessary. The
most diﬃcult step for concept annotation of Chinese drug
names is the determination of the boundary of an expression. Using the modiﬁed annotation guideline, the nurses
manually annotated drug names in the remaining 872
admission notes. Therefore, 100 notes were annotated by
both nurses, and the remaining 872 ANs were evenly
divided and annotated by each nurse.
Then, the total 972 ANs were divided into 2 sets: 2/3 (648
ANs) as a training set and 1/3 (324 ANs) as a test set. The
feature set for a classiﬁer’s optimal performance was determined by 10-fold cross-validation using the training set.
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Table 2: Name annotation rules of core drugs.

Number
1
2
3

4
5
6
7
8

9

10
11
12
13

14

Rule description
Drug information should be recorded in the ANs, including the names of disease-treating or symptom-relieving drugs (e.g., TCM,
WM, and biological agents). Drug name deﬁned here describes one drug, one drug combination, or one medical product
The modiﬁers indicating a change of drug use or a patient’s drug use duration should not be included in the annotated drug name
Drug name entity is annotated by 1 phrase. For instance, the drug “nifedipine GITS” is usually annotated by two phrases:
nifedipine and GITS, while here we annotate the whole drug name phrase as one drug name entity or namely the whole entity
should be ascribed as one phrase
For TCM, Chinese characters indicating drug forms, such as “丸” (pill), “粉” (powder), and “汤” (decoction), cannot be annotated
as single characters, because they are usually placed as the last characters within certain TCM drug names, and thus, the drug
names should be annotated as a whole. For example, in the TCM drug name “大青龙汤” (da qin long decoction), “da qin long” is
the pinyin to Chinese characters “大青龙,” while Chinese character “汤” is a drug form meaning “decoction”
The explicit negative modiﬁers around the drug names are not included in the annotated drug name entity
When Chinese drug name and the corresponding English name coexist in one short description without other words between
them, they are jointly annotated as one drug name entity
When Chinese drug name and the corresponding English name coexist in one short description with simple symbols such as “/” or
“-” between them, they are jointly annotated as one drug name entity
We also have seen parallel construction or ellipsis construction in some drug names. If two drug names are connected by one
conjunction, the two drug names should be annotated as two separate drug entities
In some situations, certain words and punctuations in a drug name entity are ignored. Then, the following rules are used:
(a) Conjunctive words and “、” and “,” are ignored and excluded in drug name entities
(b) To reserve the functionality and readability of drug name entities, we should annotate these descriptions as a separation of two
independent drug name entities
If two or more valid drug names end with the same characters and are combined together, then, the last drug name with the ending
characters is taken as one complete drug name. For instance, in a description of two drug names oﬂoxacin and vitamin C injection,
vitamin C injection is recognized as one complete drug name entity
Drug names usually contain ﬁgures, letters, and other symbols. Since these symbols represent drug-related information
(e.g., (), <>), they are included in one drug name entity
When the TCM name and the description of the producing area coexist in the drug name, the information of the producing area is
ignored. For instance, in Chuan Bei Mu (Zhejiang), Zhejiang is ignored
Speciﬁcation may follow a drug name that does not belong to a drug name entity and may not need separate annotation. For
example, in the drug name Cold Clear Capsule (a capsule with 24 mg of paracetamol), the speciﬁcation is in brackets
Maximum annotation length of drug name entities should be set and followed, except when such a limitation of annotation length
destroys the validity of the grammar structure. Especially, when modiﬁers of a drug name contain special information about a
brand and pattern and form an agglutinate structure within the drug name, then, these modiﬁers should be included in the drug
name entity. For example, in the drug name “苗泰小儿柴桂退烧颗粒” (pinyin translation is “miao tai xiao er chai gui tui sao ke
li”), “苗泰” (pinyin: “miao tai”) is a drug brand and should not be excluded

Table 3: Dataset scales used in this study.
Dataset
Number Number of Number of sentences
Number of annotated
Number of annotated Number of annotated
name
of ANs sentences mentioning drug name WM drug name entities TCM drug name entities drug name entities
Training set
648
40,649
1665
1322
487
1809
Test set
324
20,397
716
581
209
790
Total
972
61,046
2381
1903
696
2599

The performance was then assessed using the test set. The
statistics of used data are listed in Table 3.
The 972 ANs contain 61,046 sentences, with 2739
mentioning drug names. There are totally 2599 drug named
entities, including 1903 WM ones (73.2%) and 696 TCM
ones (26.8%). Based on the 100 ANs annotated by both
experts, the IAA was measured by kappa statistics to be
0.968, which indicates that the annotation was reliable.

4. Methods
4.1. CCMER Framework. CCMER is a new-pipelined
cascade-type framework scheme. It locates hot-text chunks
based on sentence classiﬁcation and recognizes drug
named entities from candidate target sentences via a
supervised algorithm for sequence annotation. The system
structure (Figure 1) includes a preprocessing module, a
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Tagged corpora
Metadata filtering
Signal removal
Sentence detection
Sentence segmentation

Preprocessing
module
All AN sentences

Sentence
classification
Filtering
sentences

External
resources

Candidate target
sentences
TCM and WM
medication named
entity recognition
Candidate medication
entities
Negation detection
Sense label aggregation

Postprocessing
module
Result

Figure 1: High-level architecture for the CCMER.

ﬁltration module for potential hot-sentence classiﬁcation, a
recognition module for identifying drug NER, and a
postprocessing module.
4.2. Preprocessing Module. The preprocessing module
directly runs on the original document set. Because of speciﬁc
writing habits, ANs with TCM-WM combined treatment
contain abundant ﬁgures, Chinese characters, and English
words. So such AN documents should be normalized ﬁrst
so as to reconstruct the inputted sentences, which can then
be processed by the standardized natural language processing
(NLP) tool. For instance, numbers and Greek letters are
normalized to 9 and @, respectively. Then, with the
character-to-pinyin function on Microsoft Oﬃce Word
2011, we transformed all Chinese characters into pinyin.
Finally, the sentence splitter from the adjusted ICTCLAS
system [26] was used to segment the text into sentences.
Noticeably, in this process, we did not use the stopword list
[27], which is commonly used in the general NLP ﬁeld. This
is because owing to the transliterative characteristics of WM
drug names, the Chinese names of WM drug named entities
contain abundant function words, so direct deletion of
function words can destroy the completeness of drug
named entities. Diﬀerent from English texts, Chinese texts
do not have spaces between words, which further complicates the identiﬁcation of word boundaries. Because of the

characteristics of Chinese clinical notes (e.g., telegraphic
styles, pervasive abbreviations), automatic segmentation
of Chinese clinical texts into words or phrases is dramatically
diﬃcult, not to mention the recognization of details from
these fragments. These early research results suggest that the
general purpose segmenter trained on general Chinese texts
cannot handle clinical notes well, especially on clinical terms,
and may undermine its eﬀectiveness [28]. Therefore, we did
not use the approach of ﬁltering user-deﬁned function words,
which are determined by statistical indicators (e.g., term
frequency-inverse document frequency). Instead, we delivered the preprocessed texts directly into the next module.
4.3. Filtration Module for Classiﬁcations of Potential Hot
Sentence. Though CRF-based recognizers have achieved
outstanding performances in diﬀerent sequence annotation
tasks [29], CRF severely depends on the surrounding named
entities (NEs) in local contexts and assumes that similar local
contexts lead to the same judgments [28]. However, this
assumption is basically untenable in the contexts of clinical
ANs. For instance, a phrase in the “test results” section
which refers to a speciﬁc test name might represent a drug
name in the “medications” section. The same phrase under
diﬀerent local contexts can be identiﬁed diﬀerently. A training set with abundant misleading information like this can
largely reduce the performance of the CRF-based annotator.
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To delete such confusing data from the dataset, we used
an SVM- based [30] user-deﬁned sentence category classiﬁer
to ﬁlter out the irrelevant sentences that do not contain information of drug names. The potential hot-sentence classiﬁer
divides the sentences contained in ANs into two parts. One
part includes sentences that may contain drug names; the
other part contains the remaining sentences. Only the ﬁrst
part is transmitted to the subsequent CRF-based recognition
module for identifying drug names, thereby reducing noise
and operation time, alleviating the interference from the
unbalance of negative-positive sample distribution in the
corpus with the subsequent recognition module, and improving system performance. The underlying scientiﬁc hypothesis
is that “every sentence in an AN belongs either to the sentence type that contains drug names or to the type that does
not.” The basic assumption in the study is that a sentence is
an instance in a set of hypothetical classes: “the sentences
with drug names” and “the sentences without drug names.”
When the NLP system is trained by a text set composed
of characters, it usually describes texts by selecting phrase
characteristics ﬁrst. The occurrence of a phrase is considered
the most important phrase characteristics in the bag-ofwords model. However, accurate segmentation of Chinese
words or phrases is not easy, especially in clinical texts [31].
The accuracy in the phrase-based verbal form analysis is also
reduced. Thus, we used a feature extraction function for
dimension reduction, which can be interpreted as a transformation from high-dimension to low-dimension vector space.
Feature extraction utilizes as feature elements the components of the sentence instance as well as pattern templates
hidden in a combination of components. A pattern template
includes repeatability and concurrent events. This approach
leads to a more general model for character-composed cases
and further reduces the probability of model overﬁtting.
In this feature extraction function, each sentence is
described as a vector of features.
Deﬁnition 1. For a feature vector f 1 , f 2 , f 3 , …, f m , let nij be
the weight measuring the occurring frequency of feature f i in
sentence s j . The vector of sentence s j is represented as
n1j , n2j , n3j , …, nmj . Note that nij is positively related to
the occurring frequency f i in sentence s j . If feature f i occurs
in sentence s j , then, nij > 0; otherwise, nij = 0. Nevertheless,
the value of nij depends on the corresponding situation.
Here, we use a 6-dimension feature vector, mainly
including the features based on clinical knowledge, statistics,
and linguistics separately. It is speciﬁcally deﬁned as follows:
4.3.1. In Symbol List (SF1). The number of formal symbols
(e.g., “<,” “>,” “(,” and “),” commonly used in clinical medication rules) was contained in the current sentence. If SF1 = 0,
this sentence does not contain such descriptive symbols.
4.3.2. In Chinese Drug Name Dictionaries (SF2). Do the
Chinese drug name terms contained in Chinese drug name
dictionaries appear in the current sentence?
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4.3.3. In Pinyin Dictionaries (SF3). Does the pinyin corresponding to the drug name terms contained in drug name
dictionaries appear in the current sentence? The idea behind
is that “An inputted Chinese character string is mapped into
a voice coding sequence, which is the pinyin pronunciation
or a rough approximation of the inputted string,” since the
Chinese translation of English WM drug names is mainly
based on transliteration. In actual clinical EHR writing, due
to the wide use of the Chinese pinyin input method, when
the description of drug names in ANs in Chinese characters
shows writing or printing errors, the corresponding pinyin
spellings might be actually correct. So diﬀerent Chinese character strings with the same pronunciations are mapped to the
same voice-encoded strings since they have the same pinyin
spellings. This approach is essentially a feature clustering
and can be used to correct many writing and printing errors.
4.3.4. Positive Set of Statistical Word Features (SF4) and
Negative Set of Statistical Word Features (SF5). The features
for SF4 and SF5 are represented by the sum of frequencyweighted values of statistical word features (WFs) in the current sentence. An n-gram-based feature extraction algorithm
[32] is used to extract the 2- to 4-character keywords in the
set of positive sentences (i.e., the sentences with medicine
information) and in the set of negative sentences (i.e., the
sentences without medicine information), respectively. To
segment sentences into bigrams, this algorithm summarizes
the occurring frequencies of not only the current bigram
Chinese character combinations but also the adjacent ones
prior to the current ones and determines which combinations occur frequently and continuously. We empirically
reserve the top 30% of statistical feature phrases ranked by
weight. SF4 is mined for the positive set of the sentences with
medicine information and SF5 for the negative set. Finally, a
total of 119 positive feature words and 313 negative feature
words were extracted and reserved. Then, the feature words
were weighted as per frequencies of all selected feature words
appearing in the positive or negative word library. For
instance, “yuyi,” a positive feature word meaning “give help
or treatment to,” appears 114 times in the positive word
library, while all the selected positive feature words appear
2524 times in total, so the weight of “yuyi” is 0.045.
4.3.5. In Event Patterns (SF6). Does the predeﬁned drug use
event phrase collocation template appear in the current
sentence? Through observation of drug use events, we
deﬁned some phrase modes commonly used in drug use
events, such as
[NUMBER + DOSEPATTERN];
[MODEPATTERN];
[FREQUENCYPATTERN];
[MODEPATTERN + CANDIDATE MEDICATION
NAME];
[CANDIDATE MEDICATION NAME + FREQUENCY
PATTERN].
The collocation of these phrases is a favorable indicator
of drug use events.
The AN of one patient contains “Anti-inﬂammation
treatment with provision of (Oﬂoxacin) Levoﬂoxacin tablets
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Q.D 0.5 g for 7 continuous days in a local clinic,” which was
transformed by a feature transform function into a 6dimension feature vector:
< 2, 2, 2, 0.045, 0, 4 > ➔ MEDICATION.
The ﬁrst feature indicates that the number of special
characters is 2.
The second feature indicates that the candidate drug
name terms appear 2 times in the current sentence.
The third feature indicates that the pinyin description
corresponding to the candidate drug name terms appears 2
times in the current sentence.
The fourth and ﬁfth features indicate that positive feature
words, but not negative feature words, appear in the current
sentence, with a frequency weight of positive feature words
equal to 0.045.
The sixth feature indicates that the phrase templates
commonly used in <MEDICATION> appear 4 times in the
current sentence.
Then, we used the classiﬁer, a stochastic gradient descent
module [33], to implement the stochastic gradient descent
learning model for use in a support vector machine (SVM).
With the above feature sets, a linear SVM sentence classiﬁcation model was trained on the training dataset and was evaluated on the test set. Finally, the sentence classiﬁer ﬁltered
irrelevant sentences and transmitted medical sentences (the
clauses containing the drug names) to the next module.
4.4. Recognition Module for Identifying Drug NER. Chinese
ANs are special in some ways. For instance, a majority of
Chinese names of WM drugs are actually the transliteration
from foreign words, so an extra disambiguation of word segmentation is needed, which is much more complicated than
the automatic word segmentation of general Chinese named
entities. Existing common tools and methods for Chinese
word segmentation thus cannot be directly applied to word
segmentation of clinical ANs, which necessitates the customization for the medical ﬁeld. Therefore, we did not conduct
word segmentation and part-of-speech analysis commonly
used in text processing. We used selected Chinese characters
as the basic annotation units instead, because Chinese characters are the most basic sentence-composing units and also
contain semantics.
The annotation of drug named entities can be transformed into a sequence annotation task:
ANx = x1 , x2 , x3 , …, xn ,

2

where xi is a Chinese character.
The objective is to construct an annotator p that can
accurately annotate a reliable label sequence y = p x for a
Chinese character sequence x, where
y = y1 , y2 , y3 , …, yn ,

yn ∈ B, I, O

3

The actual annotation task is ﬁnished by the CRF-based
supervised ML sequence annotator, which was trained by
an annotated corpus, while the training set is composed of
a sequence pair (x, y). CRF is widely applied in MLP of
English ANs [34] with outstanding performance. Here, we

used CRF++, a tool which provides CRF-targeted eﬃcient
implementation [35] and uses L-BFGS for optimization.
In this module, we use a feature set containing 5 types of
features (see Table 4).
4.4.1. The Local Context Feature (F1). F1 is composed of 2
dimensions: texts and pronunciation. The ANs with
TCM-WM combined treatment contain relatively simple
short narrations (e.g., short subsentences) and abbreviations of technical terms. Usually, the average length of a
Chinese phrase is 2 Chinese characters [36]. Thus, we
tried a Chinese character-based n-gram pattern as the
basic unit, n ∈ (1, 2, 3). Relevant literatures show that the
context window size (CWS) in NER tasks should not be
preset to be too large [37]. Analysis of ANs shows that
the fragment extent for acquisition of text features or
the context window should not be too large; otherwise,
more noise will be introduced, which reduces the annotation accuracy. Thus, we set the CWS < 4. For instance,
Ci−1 Ci is treated as 2-gram, including the current and
the previous Chinese characters.
4.4.2. Feature of Drug Name Dictionary (F2). F2 has two
dimensions including texts and pronunciation, namely, the
Chinese characters in the current context window and the
corresponding pinyin appearing in the drug name dictionary.
This simple dictionary lookup approach uses the forward
maximum match algorithm to search the drug name dictionary (deﬁned in section “drug name dictionaries and lists of
relevant terms”).
4.4.3. Feature of Drug Named Entity-Related Terms (F3).
Does the Chinese characters or letters in the current context
window match with the terms in the lists related to drug
named entities? Also, it uses the forward maximum match
algorithm to search term lists (deﬁned in section “drug name
dictionaries and lists of relevant terms”).
4.4.4. Feature of Mode (F4). Other relevant mode features
were contained in the n-gram texts; for example, does the
texts of the current context window contain English letters,
numbers, special symbols, or time description?
4.4.5. Feature of Global AN Structure (F5). F5 indicates
whether the name of the section that contains the current
n-gram texts appears in the predeﬁned section list. One
major characteristic of clinical ANs is that the natural
language description is context-based. For instance, the medical term “digoxin” in the “Laboratory Results” section is the
name of a clinical examination, while the same term in the
“Past Medical History” section is the name of a therapeutic
drug. We manually reviewed some notes and some articles
[38] and deﬁned 15 diﬀerent section headers (e.g., “History
of Illness”).
4.4.6. Feature of Category Annotation (F6). F6 is the
annotation category of the ﬁrst 3 characters before the
current character.
4.5. Postprocessing Module. In the annotated narrative text,
the annotation “BIO” is resolved as follows: “B” indicates
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Table 4: List of various features for the drug name recognizer.

Feature set
F1-1

F1-2

F1-3

F1-4

F1-5

F1-6

Features
CWS = 1:
1‐gram = Ci−1 , Ci , Ci+1
2‐gram = Ci−1 Ci , Ci Ci+1
3‐gram = Ci−1 Ci Ci+1
CWS = 2:
1‐gram = Ci−2 , Ci−1 , Ci , Ci+1 , Ci+2
2‐gram = Ci−2 Ci−1 , Ci−1 Ci , Ci Ci+1 , Ci+1 Ci+2
3‐gram = Ci−2 Ci−1 Ci , Ci−1 Ci Ci+1 , Ci+1 Ci+2 Ci+3
CWS = 3:
1‐gram = Ci−3 , Ci−2 , Ci−1 , Ci , Ci+1 , Ci+2 , Ci+3
2‐gram = Ci−3 Ci−2 , Ci−2 Ci−1 , Ci−1 Ci , Ci Ci+1 , Ci+1 Ci+2 , Ci+2 Ci+3
3‐gram = Ci−3 Ci−2 Ci−1 , Ci−2 Ci−1 Ci , Ci−1 Ci Ci+1 , Ci+1 Ci+2 Ci+3 , Ci+2 Ci+3 Ci+4
CWS = 1:
1‐gram = Pi−1 , Pi , Pi+1
2‐gram = Pi−1 Pi , Pi Pi+1
3‐gram = Pi−1 Pi Pi+1
CWS = 2:
1‐gram = Pi−2 , Pi−1 , Pi , Pi+1 , Pi+2
2‐gram = Pi−2 Pi−1 , Pi−1 Pi , Pi Pi+1 , Pi+1 Pi+2
3‐gram = Pi−2 Pi−1 Pi , Pi−1 Pi Pi+1 , Pi+1 Pi+2 Pi+3
CWS = 3:
1‐gram = Pi−3 , Pi−2 , Pi−1 , Pi , Pi+1 , Pi+2 , Pi+3
2‐gram = Pi−3 Pi−2 , Pi−2 Pi−1 , Pi−1 Pi , Pi Pi+1 , Pi+1 Pi+2 , Pi+2 Pi+3
3‐gram = Pi−3 Pi−2 Pi−1 , Pi−2 Pi−1 Pi , Pi−1 Pi Pi+1 , Pi+1 Pi+2 Pi+3 , Pi+2 Pi+3 Pi+4

F2-1

InDictTCM

F2-2

InDictTCMPinyin

F2-3

InDictWM

F2-4

InDictWMPinyin

F3-1

CurCx-HasTCMDoseUnit

F3-2

CurCx-HasWMDoseUnit

F3-3

PreCx-HasTCMDoseUnit

F3-4

PreCx-HasWMDoseUnit

F3-5

CurCx-HasTCMRoute

F3-6

CurCx-HasWMRoute

F3-7

PreCx-HasTCMRoute

Description
The 1-gram, 2-gram, and 3-gram of the character
text at CWS = 1

The 1-gram, 2-gram, and 3-gram of the character
text at CWS = 2

The 1-gram, 2-gram, and 3-gram of the character
text at CWS = 3

The 1-gram, 2-gram, and 3-gram of the pinyin
corresponding to the current character at CWS = 1

The 1-gram, 2-gram, and 3-gram of the pinyin
corresponding to the current character at CWS = 2

The 1-gram, 2-gram, and 3-gram of the pinyin
corresponding to the current character at CWS = 3
Are the current character and the surrounding
characters contained in the TCM dictionary?
Are the pinyins corresponding to the current
character and the surrounding characters
contained in the TCM dictionary?
Are the current character and the surrounding
characters contained in the WM dictionary?
Are the pinyins corresponding to the current
character and the surrounding characters
contained in the WM dictionary?
Do the current character and subsequent
characters contain the TCM dosage unit
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the current character and subsequent
characters contain the WM dosage unit
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the characters before the current character
contain the TCM dosage unit
x = i − 1, i − 2, i − 3
at CWS = 3?
Do the characters before the current character
contain the WM dosage unit x = i − 1, i − 2, i − 3
at CWS = 3?
Do the current character and subsequent
characters contain the TCM usage term
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the current character and subsequent
characters contain the WM usage term
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the characters before the current character
contain the TCM usage term x = i − 1, i − 2, i − 3
at CWS = 3?
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Table 4: Continued.

Feature set

Features

F3-6

PreCx-HasWMRoute

F3-9

CurCx-HasTCMFormUnit

F3-10

CurCx-HasWMFormUnit

F3-11

PreCx-HasTCMFormUnit

F3-12

PreCx-HasWMFormUnit

F3-13

CurCx-HasTCMFrequency

F3-14

CurCx-HasWMFrequency

F3-15

PreCx-HasTCMFrequency

F3-16

PreCx-HasWMFrequency

F4-1

HasNum9

F4-2

HasToken@

F4-3

HasEnglishAlphabets

F4-4

HasTime

F5

InListSectionName

F6

Classx = [BIO]

that the character is at the beginning of the drug named
entity, “I” shows the character to be in the middle or at
the end of the drug named entity, and “O” indicates that
the character does not belong to the drug named entity.
To guarantee the consistency of character labels and the
integrity of name recognition, we also used some simple
heuristic rules (see Table 5).

5. Experiments
5.1. Baseline Systems. First, we constructed baseline system
1, which used the maximum matching algorithm [39]
and professional drug dictionaries. It is the most mature

Description
Do the characters before the current character
contain the WM usage term x = i − 1, i − 2, i − 3
at CWS = 3?
Do the current character and subsequent
characters contain the TCM drug form unit
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the current character and subsequent
characters contain the WM drug form unit
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the characters before the current character
contain the TCM drug form unit
x = i − 1, i − 2, i − 3 at CWS = 3?
Do the characters before the current character
contain the WM drug form unit
x = i − 1, i − 2, i − 3 at CWS = 3?
Do the current character and subsequent
characters contain the TCM frequency description
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the current character and subsequent
characters contain the WM frequency description
x = i, i + 1, i + 2, i + 3 at CWS = 3?
Do the characters before the current character
contain the TCM frequency description
x = i − 1, i − 2, i − 3 at CWS = 3?
Do the characters before the current character
contain the WM frequency description
x = i − 1, i − 2, i − 3 at CWS = 3?
Do the current character and the surrounding
characters include the ﬁgure “9”?
Do the current character and the surrounding
characters include the symbol “@”?
Do the current character and the surrounding
characters include English letters?
Do the current character and the surrounding
characters contain time description such as hour,
week, date, or year?
Do the name of AN section involving the current
character and the surrounding characters appear
in the predeﬁned section list?
These three types of features indicate the type
labels of the 3 characters before the current
character x = i − 1, i − 2, i − 3

and commonly used MER method in China. We then
added the maximum matching between terms of drug
names and the Chinese pinyin. Based on WM dictionaries
and TCM dictionaries, we extracted the drug names from
the segmented texts. Like the rule-based term-matching
system, which extracts names of genes and proteins from
scientiﬁc literatures, this baseline system also recognizes
named entities by using terminological dictionaries, facilitating the subsequent IE or IR. Since we focus on the
performance of ML-based combined systems, this baseline
system adopts a preprocessing step like in the main system. Then, we used a simpliﬁed CCMER adopting simple
local feature set combination F1-1 as baseline system 2
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Table 5: Rules used in the postprocessing module.

Number
1
2
3
4
5

Description of postprocessing rules
If the label “O” is followed by the label “I,” then, “I” is forcefully resolved to the same-type label “B”
If “B” is followed by a diﬀerent-type label “I,” then, “I” is forcefully resolved to “B,” such as B-WM I-TCM ➔ B-WM B-WM
In Chinese ANs, the end of a drug name is rarely followed by another completely diﬀerent therapeutic drug. In this case, we
established the following rules, such as B-WM I-WM B-WM I-WM ➔ B-WM I-WM I-WM I-WM
If a drug name entity only contains “),” but not “(,” the starting position of the current drug name entity is moved ahead, while the
label “B” is repositioned at the position of “(”
If “)” is annotated as label “O” and it immediately follows the end of the Chinese characters of the recognized drug name, then, this
ﬁeld end is expanded by one character to involve “)”; otherwise, the starting position of the ﬁeld of the drug name is adjusted to be
discarded “(”

Table 6: Rules used in evaluation.
Score
1
0.8
0.6
0.4
0

Rule description
Medication entity is accurately detected, and divisions of class and boundary are both correct
Only one error is detected at the start position of the ME boundary
Only one error is detected at the end position of the ME boundary
Two errors are detected at the start and end positions of ME boundaries, respectively
ME is not detected, or the detected phrase is not a drug name entity annotated in the gold standard

Table 7: Performance of the baseline system 1 based on professional
drug dictionaries and the maximum matching algorithm between
drug name characters and pinyin.

TCM drug name
WM drug name
All drug names

Precision
49.2%
54.9%
53.2%

Recall
45.5%
49.1%
48.0%

F-measure
47.3%
51.8%
50.5%

Table 8: Confusion matrix of outputs from the ﬁltration module of
potential hot-sentence classiﬁcation.
Classiﬁcation
Medication
No medication
Total

Medication
695
57
752

No medication
21
19,624
19,645

Total
716
19,681
20,397

Note: to the nearest 0.1%.

and compared the system performances under diﬀerent
feature sets. Finally, we used a simpliﬁed CCMER (excluding the ﬁltration module for classiﬁcations of potential hot
sentence) adopting full feature set combination (F1 + F3 +
F4 + F5 + F6) as baseline system 3 and compared it with
the performances of the full-version CCMER system under
the same feature set.
5.2. Experiment Evaluation Methods. Regarding the characteristics and diﬃculty in MER recognition in TCM-WM
combined Chinese ANs, we used 1 type of soft evaluation
indicators [40] that are widely applied in research on Chinese
named entities and based the evaluation on standard
precision, recall, and F-measure [41]. The main idea is that
we score-recognized MERs from three aspects: detection,
classiﬁcation, and boundary. The detailed rules are listed in
Table 6.
It should be noted that in clinical practice, “静/B-WM
滴/I-WM 恩/I-WM 度/I-WM 复/O 查/O 有/O 进/O 展/O”
is more reliable than “静/O 滴/O 恩/B-WM 度/I-WM
复/I-WM 查/I-WM 有/O 进/O 展/O,” so we assign more
scores at the start position of ME.

Precision =
Recall =
F‐measure =

sof t scores of correctly recognized MNEs
number of recognized MNEs
sof t scores of correctly recognized MNEs
4
number of MNEs in answer
2 × recall × precision
recall + precision

6. Results
6.1. Results from Baseline System 1. We ﬁrst tested the performance of baseline system 1. As shown in Table 7, the overall
performance is obviously low, and the F-measures of TCM
drug name recognition and WM drug name recognition
are both less than 55%. After preliminary analysis, we
hypothesized that the performance can be further
enhanced if the scale of professional drug name dictionaries was improved.
6.2. Results from CCMER. The confusion matrix in Table 8
shows that the test set from the ﬁltration module of
potential hot-sentence classiﬁcation based on SVM uses
the sentence classiﬁcation results, determined from the
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WM
TCM
All

WM
TCM
All

(a)

CWS3 + pinyin

CWS3

CWS2 + pinyin

CWS1

CWS3 + pinyin

CWS2 + pinyin

CWS1 + pinyin

CWS1 + pinyin

CWS3

83.0%
CWS2

83.0%

CWS1

86.0%

CWS3 + pinyin

86.0%

83.0%
CWS3

89.0%

CWS2 + pinyin

89.0%

86.0%
CWS2

89.0%

CWS1

92.0%

CWS2

F-measure monitoring chart

92.0%

CWS1 + pinyin

Recall monitoring chart

Precision monitoring chart
92.0%

WM
TCM
All

(b)

(c)

Figure 2: Precision, recall, and F-measure obtained by CRF with diﬀerent features under diﬀerent CWS settings.

WM
TCM
All

WM
TCM
All

(a)

F1 + F3 + F4 + F5 + F6

F1 + F3 + F4 + F5

F1 + F3 + F4

F1 + F3 + F4 + F5 + F6

F1 + F3 + F4 + F5

F1 + F3 + F4

86.0%
F1 + F3

86.0%
F1 + F2

86.0%

F1

89.0%

F1 + F3 + F4 + F5 + F6

89.0%
F1 + F3 + F4 + F5

89.0%
F1 + F3 + F4

92.0%

F1 + F3

92.0%

F1 + F2

95.0%

92.0%

F1

95.0%

F1 + F3

F-measure monitoring chart
95.0%

F1 + F2

Recall monitoring chart

F1

Precision monitoring chart

WM
TCM
All

(b)

(c)

Figure 3: Precision, recall, and F-measure obtained by CRF with diﬀerent features under diﬀerent CWS = 3 setting.

predeﬁned feature set (deﬁned in “Filtration Module for
Classiﬁcations of Potential Hot Sentence” section). Clearly,
most sentences containing drug name(s) were correctly
classiﬁed and transferred to the subsequent recognition
module for identifying drug named entities, ﬁtting into
the accurate, comprehensive, and automatic annotations
(i.e., categories) of drug names.
Figure 2 shows the performance of the CRF-based MER
system in terms of n-gram local context feature set of Chinese
characters and pinyin. The feature set was tested with the
candidate hot-sentence subset from the training set. Clearly,
the local context feature set helped to improve the performance of MER. In most cases, the use of a larger number of
features yielded a higher recognition performance. We
compared the system performances between CWS = 3 and
CWS = 1. The F-measure of drug named entity recognition
using only the feature set of Chinese characters was improved
only by 3.1%, while that using the local feature sets of both
Chinese characters and pinyin was improved by 4%. Thus,

in the subsequent tests, F1-3 + F1-6 (CWS = 3) was used as
a feature set (F1) under local text context.
With various feature sets, the performances of the CRFbased MER system with the candidate hot-sentence subset
are shown in Figure 3. Clearly, the optimal performance is
found with F1 + F3 + F4 + F5 + F6. Compared with the only
use of F1, the WM drug named entity recognition of ANs
has F-measure = 91.2%, while TCM drug named entity recognition of ANs has F-measure = 93.5%, with an increase of
2.5% and 2.7%, respectively. The overall drug named entity
recognition has a 2.6% higher F-measure.
The new approach obviously outperforms baseline system 1 based on professional drug dictionaries. As shown in
Figure 4, the F-measures of TCM and WM drug named
entity recognitions are increased by 45.8% and 38.2%, respectively. Since the ﬁltration module of potential hot-sentence
classiﬁcation also deletes abundant irrelevant sentences, the
operation eﬃciency of the system is largely improved and
the operation time is shortened.
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Baseline 1 versus baseline 2 versus baseline 3 versus CCMER (F1 + F3 + F4 + F5 + F6)
94.0%

92.0% 92.3% 92.2%

85.0% 86.1% 85.5%

85.0%

71.0% 72.3% 71.6%

76.0%
67.0%
58.0%

53.2%

49.0%
40.0%

48.0% 50.5%

Baseline 1 system

Baseline 2 system

Baseline 3 system CCMER (F1 + F3 + F4 + F5 + F6)

Precision
Recall
F-measure

Figure 4: Precision, recall, and F-measure obtained by the baseline systems versus the CCMER system.

Table 9: Performance of the baseline system 3 based on CCMER
(not on the use of hot-sentence detection) (feature sets: F1 + F3 +
F4 + F5 + F6).

TCM drug name
WM drug name
All drug names

Precision
73.4%
70.2%
71.0%

Recall
71.3%
72.3%
72.3%

F-measure
72.3%
71.4%
71.6%

Note: to the nearest 0.1%.

Moreover, we also conducted experiments, built baseline
system 3 (see Table 9), and determined the contribution of
the ﬁltration module of potential hot-sentence classiﬁcation
to CCMER performance. The detection value of hot sentences for CCMER can be seen by comparing the results of
baseline system 3 with those of full-version CCMER; the only
diﬀerence between these two systems is the use of hotsentence detection. The diﬀerence in F-measure of the two
systems is as large as 20.6%, with the full-version CCMER
achieving an F-measure of 92.2% while baseline system 3
without the ﬁltration module for classiﬁcations of potential
hot sentence having an F-measure of only 71.6% (Figure 4).

7. Discussion
Here, we manually built a dataset involving 972 annotated
ANs containing TCM-WM combined treatment. Based on
this, we tested a new approach, CCMER, and investigated
its performance under diﬀerent feature allocations. The
performance of CCMER is signiﬁcantly improved versus
that of the baseline system 1, as the F-measures of TCM
and WM drug named entity recognitions are increased
by 45.8% and 38.2%, respectively. The deletion of abundant irrelevant sentences from the dataset results in largely
improved operation eﬃciency.
The optimal performance occurs with the use of a
feature set (F1 + F3 + F4 + F5 + F6), as the F-measure of
overall drug name recognition is 41.9% higher than that
using the baseline system. This indicates that the feature

sets with diﬀerent dimensions are modestly complementary and also proves that the results from Meystre et al. [6]
can also be applied to the processing of ANs written in
logographic languages.
We then preliminarily studied the contributions of single
features to the drug named entity annotation. First, the use of
small-scale medical drug name dictionaries (F2) does not
improve the system performance. This is not surprising
because the same type of information was already captured
by F1 and certain drug name entries in F2 lacked comprehensive and detailed information about the drugs. Unfortunately, our self-compiled drug name dictionaries are of
small scales. The system performance can be further
improved if foreign resources such as Chinese version
RxNorm [42] can be combined. In the future, we will refer
to Xu et al.’ approach [43] to enrich and improve Chinese
drug dictionaries. Moreover, F5 helps to reduce the falsepositive (FP) rate. For instance, though results of blood drug
concentrations, such as “digoxin 0.7 ng/ml” in the “LAB
Results” section in ANs, are similar to those of the form of
conventional medical orders on medication, the system can
automatically delete such results if originated from the section of “LAB Results,” because the system has learned from
the training set that there are no drug names for treatment
under the contexts of “LAB Results” section. However, false
positive still exists in the system. The section of medical
orders contains not only orders on drugs but also other contents such as test items. Some of the test items may be presented as drug names such as “folic acid + vitamin B12” and
can be mistakenly recognized as drug named entities. Such
false-positive results can make drug NER more complicated.
Error analysis of the result set shows that F6 helps to determine the end position of drug names, rather than ﬁnding
out new drug names. However, the ﬁnal result set contains
most characters corresponding to label “O,” so this is also
our intuitive evaluation.
Moreover, we ﬁnd hot-sentence detection in AN texts to
be a key factor aﬀecting the systemic performance. The hotsentence detection technique was a way to determine the
focus areas of the texts and thus ﬁlter out a large amount of
noise. Removing the ﬁltration module for classiﬁcations of
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potential hot sentence alone would largely reduce the
systemic performance.
Meanwhile, we found during TCM drug name recognition that TCM is subdivided into Chinese medicinal herbs
and Chinese patent drugs. The names of Chinese medicinal
herbs are usually composed of 2 to 3 (mean 2.57) Chinese
characters, while Chinese patent drugs are preparations
made from TCM materials through modern pharmaceutical
approach/process complying with quality standards. Their
named entities combine the characteristics of both Chinese
medicinal herbs and WM; thus, the recognition rates of
these drug names are very low. For instance, for Heartleaf
Houttuynia injection liquid, a Chinese patent drug,
“Heartleaf Houttuynia” was recognized as “traditional
Chinese medicine,” while “injection liquid” was recognized
as “Western medicine”; other examples include Radix Salvia
miltiorrhizae tablets. Generally, however, the boundaries of
TCM drug names are more unidentiﬁable than those of
WM drug names.
7.1. Error Sources. Among the annotated results with scores
of a soft evaluation indicator equal to zero for medical
entities, the major error source is the recognition of general
terms of drugs, such as anticoagulants, antibiotics, compound vitamins, and antihypertensive drugs. These general
terms were included into the gold standard here, because
while drug named entities are important drug use events that
are captured by the annotator, the general terms of these
drugs might also indicate such important event, yet owing
to a lack of support from ﬁne-grained information sources
and medical knowledge, the current system cannot recognize
them. This is also one research direction in the future.
Another common error occurs only in the sample
recognition with the test set, but not with the training
set. The supervised ML system has one advantage that it
can accurately capture drug names in the test dataset that
are not in the training set. This robustness is attributed to
the systematic ability of capturing context information. As
discussed above, though we annotated 648 ANs as a training set, the annotated dataset at this scale still cannot fully
cover the test set. For instance, this system detects
“Amoxy” from “Amoxy (Amoxicillin) 0.5 g PO TID” as a
drug name, though this drug name is not in the training
set. We think that the system learns from the training
set through a context mode “<drug name><dosage><drug
use approach><frequency>.” On the other hand, the system cannot detect “Amoxy tests negative,” because this
context mode does not appear in the training set.
Owing to the timeliness and urgency of clinical work,
doctors usually abbreviate and shorthand some drug
names, such that “vitamin A and vitamin C” is often
abbreviated as “vitamin A, C.” These two drug names
share the common beginning characters “维生素 (vitamin),” and the combination of the two drug names is
abbreviated to a new simple name combination. Such
abbreviated drug descriptions omitting the same beginning
or ending characters do not contain “and” or “or”; thus,
unlike processing compound descriptions in general texts,
in these abbreviated descriptions, recognizing the common
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beginning or ending characters of the compound-drug
names can only result in the correct recognition of the
ﬁrst or last drug name in the combination, while all the
other drug names are ignored.
Moreover, standard clinical guidance of treatment based
on diagnosis has not been extensively followed in the medical
institution where our samples were collected. Doctors in this
institution prescribe medication according to previous experiences for most diseases. Thus, for the same disease with the
same symptoms, doctors may prescribe diﬀerent drugs, leading to low appearing frequency of single-drug named entities.
Take transfusion medicines as an example, except for solvents like glucose infusion and normal saline solutions; about
50.3% of the medical solvents that are used for transfusion
only appear once, which is one cause for the low recognition
rates of WM drug names.
7.2. Limits of Application. Our approach also has some limitations. First, we only tested the ANs from one data source
with one pattern from one medical center. Though CEHRTG
is an HL7 CDA R2-based [44] generalized EHR interoperable
AN document frame, MERs are also correlated with the ways
that ANs are written, habits, and quality of clinicians. Thus,
the versatility of this approach in other medical institutions
or other types of ANs should be validated [45]. Second, most
features used here are only at the level of Chinese characters;
using features at the level of semantics is beyond our study.
Thus, common problems in clinical ANs, such as coreference
resolution and subject main-body examination, cannot be
well solved at present. Third, the drug name dictionaries built
here are incomplete and of small scale and do not contribute
much to the system performance. In the future, we will try
other machinery learning techniques feasible for MER, such
as supervised ML algorithms (e.g., the hot SSVM), and gradually expand the experimental scope and the types of ANs.
To improve the systemic eﬀectiveness and accuracy, we
should consider the inclusion of semantic features.

8. Conclusions
Here, we targeted at analyzing texts written in Chinese, a typical logographic language; tried MER in nonstructural texts
regarding TCM-WM combined treatment; and proposed a
new cascade-type approach—CCMER. This approach avoids
the side eﬀects due to abundant negative samples and
improves the recognition performance of drug named entities in the logographic (Chinese) descriptions. We think that
this approach may provide some reference values for MLP of
other logographic languages. We also conducted many ﬁne
experiments. We found that the n-gram information and
section information based on Chinese characters and pinyin
help to improve the performance of MER. However, the
contribution of small-scale professional dictionaries is small.
The MER system with the optimal performance was found
in the test set involving 324 manually annotated ANs with
TCM-WM combined treatment. In this system, the Fmeasures of TCM and WM drug named entity recognitions
are 93.5% and 91.7%, respectively, signiﬁcantly higher than
those in the baseline system.
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The eSource Data Interchange Group, part of the Clinical Data Interchange Standards Consortium, proposed ﬁve scenarios to guide
stakeholders in the development of solutions for the capture of eSource data. The ﬁfth scenario was subdivided into four tiers to
adapt the functionality of electronic health records to support clinical research. In order to develop a system belonging to
the “Interoperable” Tier, the authors decided to adopt the service-oriented architecture paradigm to support technical
interoperability, Health Level Seven Version 3 messages combined with LOINC (Logical Observation Identiﬁers Names and
Codes) vocabulary to ensure semantic interoperability, and Healthcare Services Speciﬁcation Project standards to provide
process interoperability. The developed architecture enhances the integration between patient-care practice and medical
research, allowing clinical data sharing between two hospital information systems and four clinical data management systems/
clinical registries. The core is formed by a set of standardized cloud services connected through standardized interfaces,
involving client applications. The system was approved by a medical staﬀ, since it reduces the workload for the management of
clinical trials. Although this architecture can realize the “Interoperable” Tier, the current solution actually covers the
“Connected” Tier, due to local hospital policy restrictions.

1. Introduction
In the last few decades, clinical trials (CTs) have covered
most of the research activities in medical ﬁelds, since they
are indispensable tools for evidence-based medicine [1].
The workﬂow of a CT, which can be considered a particular
type of a medical research project, is formed by a concatenation of several steps: planning, design, clinical data management (CDM) (data collection, data processing, and data
analysis), presentation, interpretation, and publication [2].
This complex sequence requires the participation and collaboration of a multidisciplinary team [3]. Among these professional ﬁgures, the clinical data manager, who is responsible
for data collection, cleaning, and management, represents a
critical role [4], particularly in the case of multicentre CTs
[5]. The clinical data manager must ensure that data are
collected, validated, and completed consistently according
to the study protocols, but also followed the indications
provided by the Clinical Data Interchange Standards

Consortium (CDISC) [6]. To facilitate the use of electronic
technology in the context of existing regulations for the
collection and interchange of data source in clinical trials,
the CDISC founded the eSource Data Interchange Group
(eSDI) [7]. This group leveraged standards to facilitate regulatory compliance for the acquisition, exchange, and archive
of electronic clinical trial data, through the formulation of
twelve requirements and the corresponding recommendations. These prerequisites are the following:
(1) “an instrument used to capture source data shall
ensure that the data are captured as speciﬁed within
the protocol,”
(2) “source data shall be accurate, legible, contemporaneous, original, attributable, complete and consistent,”
(3) “an audit trail shall be maintained as part of the
source documents for the original creation and
subsequent modiﬁcation of all source data,”
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(4) “the storage of source documents shall provide for
their ready retrieval,”
(5) “the investigator shall maintain the original source
document or a certiﬁed copy,”
(6) “source data shall only be modiﬁed with the knowledge or approval of the investigator,”
(7) “source documents and data shall be protected from
destruction,”
(8) “the source document shall allow for accurate copies
to be made,”
(9) “source documents shall be protected against
unauthorized access,”
(10) “the sponsor shall not have exclusive control of a
source document,”
(11) “the location of source documents and the associated
source data shall be clearly identiﬁed at all points
within the capture process,”
(12) “when source data are copied, the process used shall
ensure that the copy is an exact copy preserving all
of the data and metadata of the original” [7].

The eSDI group proposed ﬁve technology-independent
scenarios to guide stakeholders in developing new ICT
(information and communications technology) solutions
for capturing eSource data able to meet the reported requirements. These possible situations are the following:
(a) “the storage of eSource at the investigative site,”
(b) “use of an eSource system provider (contracted
supplier),”
(c) “the Single Source Concept (leveraging standards to
enter eSource data simultaneously into an electronic
health record (EHR) system or system at a site and
a clinical study system, electronic data capture
(EDC) or database),”
(d) “eSource extraction and investigator veriﬁcation
(using electronic health records),”
(e) “direct extraction of clinical trial data from the EHR,
as an alternative to acknowledge the ultimate vision
for research-healthcare data ﬂow.”
In 2006, the eSDI stated that these scenarios were
forward-thinking and that they could lead to the reuse of
EHR content in future CTs, enhancing data sharing between
healthcare systems and clinical research [7]. Prior to 2006,
there was little use of ICT in clinical research. The few examples of computerization systems were not able to support a
comprehensive clinical research platform. This was due to
many obstacles in the integration of patient care and clinical
research data [8]. In those years, the most common way to
conduct a computer-based CT was the “capture” of clinical
data in eSource documents (e.g., “ad hoc” spreadsheet ﬁles),

stored at both the sponsor and investigator sites, in an
attempt to emulate the paper case report form (CRF). This
situation represented the ﬁrst scenario indicated by the eSDI
group [9]. Next, generation solutions (second scenario) proposed the replacement of these documents with dedicated
interfaces, developed by a “trusted third party,” to store clinical content in trial-speciﬁc databases for research purposes
only [10]. Examples of these special purpose registers were
developed at national and international levels to collect speciﬁc clinical information on particular diseases [11–13].
The use of these “ad hoc” solutions reﬂected on the subsequent increase in the physicians’ workload, due to participation in multiple clinical trials [10]. Moreover, the increased
human involvement during data entry caused relevant input
errors that could signiﬁcantly inﬂuence the results of the
studies [14].
To solve these problems, interoperability, between EHR
and EDC systems, was introduced from the third scenario
proposed by the eSDI group; in this vision, one-time data
entry was employed to simultaneously feed both the EHR
and EDC systems. In this way, data were only entered once
and could then be used for multiple purposes, such as patient
care and clinical research [15, 16]. This kind of approach
reduces the time required for data entry and reduces user
error input, since physicians do not need to copy data multiple times in diﬀerent systems. Diﬀerent examples of successful implementations of the single source concept are
described in the literature. A generic solution was proposed
by Kovalchuk et al. [17], formed by diﬀerent connected components: a centralized clinical data management system
(CDMS) to support clinical research, a central resource registry that managed the information collected from pervasive
devices (Central Resource Management System—CRMS),
and healthcare information systems, such as the EHR.
Another similar solution was the one proposed by Lu [18],
which is a basis for the XIENCE global post marketing study,
carried out in the United States and India. In both countries,
agents shared secondary data through web technologies
adopting a system supported in nearly 300 sites. That system
also provided some basic reporting functionalities and query
management features for both the sponsor and site users.
Two other examples were recently set up by the authors
at a regional level to provide infectious disease and by ophthalmologist physicians of diﬀerent hospitals with one-time
data entry CDMSs, developed according to their speciﬁc
requirements. They both consisted of one central database
and a corresponding web interface [19–23]. El Fadly et al.
proposed an architecture for the integration of clinical
research data entry with patient care data entry, applied in
the cardiovascular radiology ward [24]. A CDMS for cardiovascular radiology was designed to provide a single data capture form, avoiding error-prone data entry in both the EHR
and CDMS, while saving time. This solution presented
several limitations, since it was only possible to ensure
syntactic interoperability between two “ad hoc” applications, developed speciﬁcally for two existing software packages, used in that hospital ward. Another similar solution
was proposed by Kush et al. [25], where the same limitations were presented. These projects demonstrated that
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patient care data can be successfully reused for research
scopes, but this kind of approach had all the restrictions
described above. Moreover, simultaneous population of
EHR and EDC systems does not allow retrieval of past
clinical data for new CTs (as it does not provide any tool
for data search in the past). For this reason, the eSDI
group introduced the extraction and investigator veriﬁcation approach (fourth scenario), which is based on direct
communication between the EHR and CDMS. In order
to eﬀectively achieve interoperability between clinical care
and clinical research domains, it proposed bridging the
HL7 (Health Level Seven) Version 3 (v3) Clinical Document Architecture (CDA) Release 2 (R2) [26], standard
for EHR, and the CDISC Operational Data Model
(ODM) [27], standard for CTs. In 2004, CDISC and
HL7 began a collaboration with the National Cancer Institute and the FDA (Food and Drug Administration) to
develop a domain analysis model called BRIDG (Biomedical Research Integrated Domain Group) [28]. This model
contains representations of clinical research data with
underlying mappings to the HL7 Version 3 RIM (Reference Information Model). An example of semantic integration between clinical care and clinical research
contexts has been done within an existing clinical trial
called ARCADIA. This study focused on treatment modalities for hypertension caused by ﬁbromuscular dysplasia,
carried out at the Georges Pompidou European Hospital
(HEGP) [29]. In this context, some more general EU
and US initiatives were promoted, aimed at improving
the direct connection between clinical practice and
research. Examples of these projects are the European
Infrastructure for Translational Medicine (EATRIS) [30]
and Informatics for Integrating Biology and the Bedside
(i2b2) [31], which were both intended to identify the best
approach to adopt these standards in order to facilitate
the connection.
The eSDI group stated that when clinical data stored
within the EHR were extracted for research purposes, the
overall validation must be guaranteed; the investigator
should check the extracted data to prove that they accurately
corresponded to the EHR content (e.g., through electronic
signature). The eﬀective direct EHR content extraction
(without manual validation step) was only introduced as a
ﬁfth scenario to indicate a possible future solution that would
be used if additional regulations could facilitate this process
[7]. In 2008, the Direct Data Extraction approach was
subdivided into four diﬀerent tiers with corresponding
requirements by the EHR4CR (Electronic Health Records
for Clinical Research) Functional Proﬁle Working Group.
The aim was “to expand and adapt the functionality of
EHR and associated systems, networks, and processes to support clinical research” [32]. Tier 0, called “Core” (minimum
requirements), was the basic level, which involved the electronic extraction of data from the EHR and their transfer to
the research system. In “Connected” (Tier 1), the use of a
standard was considered to enable automatic extraction.
The “Integrated” level (Tier 2) extended the previous layer
with a ﬂuent stream of data ﬂowing in both directions, from
EHR to the research system and vice versa. The last and most
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futuristic level was “Interoperable” (Tier 3), which showed a
complete ensemble of EHR and the research system, as they
were located on the same international network, allowing
data sharing. Starting from these requirements, in 2009, the
EHR4CR Functional Proﬁle Working Group proposed
addressing some regulatory considerations speciﬁc for this
ﬁeld to adopt the EHR system as an eSource for CTs; in
particular, speciﬁed deidentiﬁed data could be extracted for
clinical research [33]. Nowadays, although EU (European
Union) legislation does not yet provide for a common regulation for the reuse and sharing of health data for research
purposes, 17 of 28 member states adopted speciﬁc national
laws on this topic; the other 11 countries only have general
data protection legislations [34]. In an Italian context, the
importance of this topic was further acknowledged with a
dedicated law, currently in operation, which attested that
one of the aims of the establishment of patient health records
(PHR) was for medical, biomedical, and epidemiologic
studies and research [35, 36].
This paper presents a standardized SOA- (serviceoriented architecture-) based solution that the authors
designed to realize Tier 3, the “Interoperable” layer, deﬁned
by the EHR4CR Functional Proﬁle Working Group. This
architecture surpasses the concept of direct extraction of
clinical trial data from the EHR, which represents the ﬁfth
scenario indicated by the eSDI, supporting eﬀective clinical
data sharing between the hospital information system (HIS)
of the care facilities and registers or CDMS of research
centres, both involved in CTs.

2. Background
The IEEE (Institute of Electrical and Electronic Engineers)
deﬁned interoperability as the ability of two or more systems
or components to exchange information and to use the
information which has been exchanged [37]. Interoperability
can be divided into three levels: technical, semantic, and
process interoperability [38, 39]. All three aspects of interoperability are interfering: semantic interoperability requires
technical interoperability while process interoperability
requires semantic interoperability [40].
2.1. Technical Interoperability. Technical interoperability is
the ability to move data from one system (A) to another
(B). It deﬁnes the degree to which the information can
be successfully “transported” between systems [40]. The
service-oriented architecture (SOA) represents the design
strategy most adopted to support technical interoperability
between multichannel and composite real-time applications
implemented within large-scale distributed environments
[41]. The main reason for the diﬀusion of the SOA paradigm
is that it proposes a highly feasible approach to promote the
easy integration and alignment of new and existing solutions
into a cohesive architecture, all with minimal impacts to
service consumers with a resulting highly reduced economic
cost [41–44]; for these reasons, this approach was successfully adopted in distributed healthcare architectures [45].
A SOA is formed by a set of network-accessible and platform neutral software services (web services), which can
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encapsulate the functionality and information of existing
applications and provides them through well-deﬁned interfaces [41–43]. This aspect makes the SOA suitable for the
healthcare scenario where the reuse of software, which has
been ﬁnanced by previous investments, is a fundamental
element to be approved by healthcare organizations [46, 47].
In detail, a web service is a networked system, which
is able to interact by using standard application-toapplication Web protocol (Simple Object Access Protocol
(SOAP)) over well-deﬁned interfaces. These interfaces are
described through a standard functional description language (Web Service Description Language (WSDL)) to
represent an abstract model of what the web service oﬀers
to client applications. Through a WSDL document, the
abstract description shares the data types used by the application through XSD (XML Schema Deﬁnition) ﬁles and
deﬁnes both the messages and the application interfaces,
which represent collections of operations exchanging those
messages [48, 49].
2.2. Semantic Interoperability. The semantic interoperability
ensures that both systems understand the data in the same
way: the information sent is unaltered in its meaning [40].
Unlike technical interoperability, which is realized with common technologies in all IT sectors, semantic interoperability
depends on the speciﬁc application ﬁeld. In health informatics, this interoperability level between the EHR and the
systems that produce and process the structured clinical data
stored within the EHR is guaranteed by the adoption of
standards to manage both syntax and semantics, produced
by diﬀerent international initiatives. The standardization
eﬀorts in syntax include HL7 v3 CDA R2 [26], European
Committee for Standardization (CEN)/International Organization for Standardization (ISO) 13606 [50], and openEHR [51, 52]. The choice of which standard to use
mainly depends on the recommendations provided in each
single country [53]. For example, in 2010, the Italian
Healthcare Ministry produced national guidelines for the
Italian institutional EHR and recommended the adoption
of HL7 v3 CDA R2 [54]. In all cases, for the management
of clinical content semantics, standardized vocabulary such
as LOINC (Logical Observation Identiﬁers Names and
Codes) [55], SNOMED (Systematized Nomenclature of
Medicine) [56], and ICD (International Classiﬁcation of
Diseases) [57] must be adopted.
The CDA R2 provides a standardized structure to create
clinical documents for interchange proposes. A CDA R2
document is an XML ﬁle, which can therefore be wrapped
within the SOAP message body, formed by two parts: a
header and a body. The header contains contextual information (the patient, the author, the custodian, the authenticator,
the type, etc.) while the body presents the clinical report,
which can either be enclosed within a NonStructuredBody
or within a StructuredBody. A NonStructuredBody is a
simple container for any random ﬁle (PDF, HTML, Word,
jpeg, etc.) where the information content is not semantically
represented. To allow the whole CDA content to be eﬀectively computer processable, a StructuredBody must be used.
It includes an arbitrary number of sections, and, in the case of
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complex documents, more sections can be components of
other sections. In turn, each section has a “narrative block,”
which represents the content expressed using human language
within speciﬁc XML tags, and a variable number of entries,
which codify the content using the mentioned standardized
medical vocabularies and HL7 v3 data types. In particular,
each entry nests can have one or more ClinicalStatements,
which can be one of the following: an Observation, a RegionOfInterest, an ObservationMedia, a SubstanceAdministration, a Supply, a Procedure, an Encounter, or an Act. If
necessary, a ClinicalStatement can be related to another one
through a semantic relationship (e.g., reason, cause, and
component) or be referred to an ObservationRange, only in
the case of Observation, or an ExternalActChoice, which
can be one of the following: ExternalAct, ExternalObservation, ExternalProcedure, or ExternalDocument [58].
This structure is extremely generic and ﬂexible and is
therefore adaptable to satisfy the requirements of diﬀerent
interoperability scenarios. For this reason, an Implementation Guide (IG), which constrains the CDA R2 speciﬁcation,
must be provided for each used case. The CDA R2 Implementation Guide (CDA R2 IG) should include diﬀerent
chapters such as (a) scope and requirements, (b) textual
and processable expression of constraints, (c) references to
standards and templates used, (d) CDA R2 full instance
and/or fragment examples, (e) external and internal vocabularies used/allowed, (f) use of registries, and (g) extensions.
The IG is usually produced by HL7 International, then each
country-speciﬁc HL7 aﬃliate organization is authorized to
edit a national version appropriate for the local healthcare
context. The choice of IG is related to the clinical and administrative data that are used for the CTs, which in turn
depends on the particular class of patients considered by each
implemented solution.
2.3. Process Interoperability. Lastly, process interoperability
enables business processes and organizational housing
systems A and B to work together. It deﬁnes the degree to
which the integrity of workﬂow processes can be maintained
between systems. This includes maintaining/conveying
information such as user roles between systems [40]. The
process interoperability requirement is satisﬁed when a process is compliant with standards which allow it to reach its
own objective, irrespective of the propriety, location, version,
and design of the IT systems used [59]. To address this need
in e-health, the Healthcare Services Speciﬁcation Project
(HSSP) was promoted [60]. The HSSP was formed in 2005,
by HL7 International and the Object Management Group
(OMG), in order to deﬁne health industry SOA standards
that promote eﬀective interoperability between applications
and distributed and heterogeneous devices, which belong to
independent sociohealth system organizations. It is important to highlight that the HSSP is not intended to replace
existing systems or implementations, but to create interface
standards for a service-oriented layer to expose those healthcare assets and resources within an organization that are
needed to meet business or medical needs. In detail, the
aim of every HSSP project is standardization of the interface
of a speciﬁc service, which is related to a functional
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sociohealth domain, as a generic service. All HSSP standards
are distributed through the HL7 Service Functional Model
(SFM), which provides a service interface speciﬁcation at a
functional level, and the OMG Service Technical Model
(STM), which speciﬁes the technical requirements of the service [61, 62]. In details, each OMG STM is formed by a set of
human readable speciﬁcation documents (i.e., pdf) and some
computer processable ﬁles (i.e., WSDL and XSD) that can be
used to automatically generate the interfaces adopted by web
services and client applications to interact.
Two examples of products derived by the HSSP eﬀort are
represented by the Retrieve, Locate, and Update Services
(RLUS) Release 1 (HL7 SFM and OMG STM are, resp., available at [63, 64]) and the Identiﬁcation and Cross-Reference
Service (IXS) Release 1 (HL7 SFM and OMG STM are, resp.,
available at [65, 66]) standards. The RLUS standard provides
the description of a web service interface, called “RLUS Management and Query Interface,” through which information
systems belonging to diﬀerent healthcare organizations can
access and manage clinical information mapped with a
speciﬁc semantic signiﬁer. The HSSP deﬁnes a semantic signiﬁer as “the manifestation of a computable information
model, tagged with a name and version and capable of being
used and enforced by reference.” The RLUS Management
and Query Interface is described in a speciﬁc WSDL ﬁle
[64] and provides a set of functions (Get(), List(), Locate(),
Put(), Discard(), and Describe()) schematically represented
in Table 1. Capabilities written in bold and underlined are
needed by the reader to understand the content of the following sections. A Windows Communication Foundation
(WCF) service compliant with RLUS speciﬁcations was
designed and developed by some of the authors within a
previous European project (CHIRON) to manage clinical
data interchange in a cardiac telemonitoring environment
[42]. The CHIRON (Cyclic and person-centric Health
management: Integrated appRoach for hOme, mobile and
clinical eNvironments) project aimed to propose an integrated framework for person-centric health management
throughout the complete care cycle. The mentioned WCF
represented the middleware to integrate the data collected
in the patients’ home and the hospital environment.
Another secondary aim of the CHIRON project was to
facilitate the coexistence of the EHR standards (CDA R2,
European Committee for Standardization (CEN)/ISO 13606,
and openEHR) in a real application environment. The
authors focused their activity on this target [42].
The IXS standard aims to uniquely identify and index
various kinds of entities (patients, providers, organizations, systems, and devices) both within and across health
organizations. It details, it deﬁnes two web service interfaces, called “IXS Management and Query Interface”
and “IXS Admin Editor Interface,” described by speciﬁc
WSDL ﬁles [66], through which healthcare applications
and enterprises can search, create, retrieve, merge, and
manage entity data whose traits are mapped with speciﬁc
semantic signiﬁers. The IXS Management and Query
Interface provides the following operations: RegisterEntity
WithIdentity(), CreateIdentityFromEntity(), UpdateEntity
TraitValues(), RemoveIdentity(), GetEntityTraitValues(),
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FindIdentitiesByTraits(), ListLinkedIdentities(), and ListUnlinkedIdentities(). The functions exposed by the IXS
Admin Editor Interface are LinkEntities(), UnlinkEntities(),
MergeEntities(), UnMergeEntities(), ActivateEntity(), and
DeactivateEntity(). Table 2 schematically presents all functionalities provided by the IXS Management and Query
Interface and the IXS Admin Editor Interface, reporting a
nontechnical description (summarized description column)
as well as the technical aspects (aim, input parameters, and
output parameters column).

3. Materials and Methods
In order to design and develop an “Interoperable” Tier system, the authors decided to combine the solutions described
in the Background able to completely support interoperability. The SOA paradigm was adopted as a design strategy to
sustain technical interoperability because it allows the planning of large-scale distributed architecture where new and
existing solutions can be integrated and aligned [41–44].
From the implementation point of view, the author used
the Windows Communication Foundation (WCF) framework [67].
To support semantic interoperability at the syntax level,
the authors decided to use the CDA R2 standard as indicated
by the Italian Healthcare Ministry, but it is important to
highlight that the proposed solution can also support the
exchange of information mapped using other standards
(e.g., openEHR archetypes), as discussed in the following sections. In this study, clinical trials on patients aﬀected by
infectious diseases (e.g., human immunodeﬁciency virus
(HIV) or hepatitis B/C virus (HBV/HCV) and degenerative
eye diseases were managed by a standardized SOA. In the
ﬁrst case, the clinical information included speciﬁc blood
tests, while in the second case, the managed information
was related to data collected during speciﬁc medical visits
(such as the status of the vision and the objective description
of the retina situation). In both cases, administrative data
were represented by year of birth, gender, nationality, race,
and patient identiﬁers. Since IG for encounters in an Italian
context had not yet been produced by HL7 Italy, the authors
decided to start the implementation of a solution to manage
the ﬁrst class of patients mentioned above. After this, the
HL7 Italy IG for Laboratory Reports [68], which represents
the Italian localization of the IHE (Integrating the Healthcare
Enterprise) Laboratory Technical Framework [69], was used
to constrain the StructuredBody content. According to this
guide, a laboratory report is mapped within laboratory specialty sections and identiﬁed by its LOINC [55] specialty
code. Each specialty section can contain either a single laboratory data processing entry or a set of laboratory report item
sections (including in turn one or more data processing
entries). The ﬁrst case is used to map a single test (e.g., glucose concentration in serum or plasma) while the second is
chosen to manage a battery of tests (e.g., complete blood
counts). In both cases, the data processing entries contain
the observations of the speciﬁc value recorded in a
machine-readable format. To manage semantics, the LOINC
vocabulary was adopted to translate laboratory terms.

An instance of RLUSWriteCommandEnum
(a structure to contain an enumeration indicating the action the service must perform:
To store an instance of a logical record insert only, update only, or “upsert.” “Upsert”
means that ﬁrst the service has to check
in the repository.
whether the resource already exists, and then, if
so, it executes an update, but if not, it executes
an insert).

Put()

An instance of RLUSSearchStruct.
The maxResultStreams.
The previousResultID.

To retrieve a list of RLUS service
locations where the desired health
information resources can be found.

Locate()

An instance of RLUSStatusCode.
An instance of RLUSLogicalRecordID.

An instance of RLUSStatusCode.
The RLUSLocationsResultSet (an
array formed by the RLUS service
locations where the resources can
be found).
The resultID.
The ﬁnishedFlag.

List()

Output parameters
An instance of RLUSStatusCode
(a structure to contain the code
indicating whether the operation
was successful or not and a
corresponding message).
The RLUSResultSet (the requested
resource only if it exists and if it
is unique).

An instance of RLUSStatusCode.
The RLUSResultSet (an array formed
An instance of RLUSSearchStruct.
by the requested resources).
The maxResultStreams (the maximum number
The resultID (the ID token that
To retrieve a list of health information
of set of resources to be returned, that is, the
identiﬁes a streaming result set).
resources, mapped through a speciﬁc
maximum number of call that must be
The ﬁnishedFlag (a ﬂag that indicates
semantic signiﬁer, which fulﬁlls the
performed to get all resources).
if all resources were retrieved or the
speciﬁc query performed by the client.
The previousResultID (the ID token returned
approximate number of call that
by a previous call).
must be performed to get all
resource).

Input parameters
An instance of RLUSSearchStruct
(a well-deﬁned and machine readable data
structure to describe a search based on ﬁlter
criteria or examples and the name of the
semantic signiﬁer to retrieve).
An instance of RLUSLogicalRecordID
(a structure that identiﬁes a logical record
managed by RLUS).

Get ()

Aim

To retrieve a single health information
resource, mapped through a speciﬁc
semantic signiﬁer, which fulﬁlls the
speciﬁc query performed by the client.

Capability

It is called by clients to get a list of resources
with speciﬁc features. The client indicates (1)
the search criteria, (2) the maximum number
of call that must be performed to get all
resources, and (3) the ID token returned by a
previous List () call, if it was called. The service
(1) reports if any errors occurred, (2) returns
the list of requested resources if exist, (3) the ID
token, and (4) indicates if all resources were
retrieved or how many calls must be performed
to get all resources.
It is called by clients to get a list of RLUS
service locations where the resources with
speciﬁc features can be found. The client
indicates (1) the search criteria, (2) the
maximum number of call that must be
performed to get all locations, and (3) the ID
token returned by a previous Locate() call, if it
was called. The service (1) reports if any errors
occurred, (2) returns the list of requested
locations if exist, (3) the ID token, and (4)
indicates if all locations were retrieved or how
many calls must be performed to get all
locations.
It is called by clients to store a resource within
the repository of the service. The client
indicates (1) the right action that the service
must perform, (2) some security, source, and
network address information, and (3) the
resource that must be stored. The service (1)
indicates if any errors occurred and (2) returns
the resource identiﬁer.

It is called by clients to get a resource with
speciﬁc features. The client indicates either (1)
the search criteria or (2) the resource
identiﬁer. The service (1) indicates if any errors
occurred and (2) returns the required resource
if it exists and if it is unique.

Summarized description

Table 1: Description of the RLUS standard functionalities provided by the RLUS Management and Query Interface.
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Aim

Input parameters
An instance of RLUSPutRequestSrcStruct
(a structure to contain the semantic signiﬁer,
which maps the logical record, security, source,
and network address context of the caller of the
Discard() operation which is necessary to
retrieve data to clean the RLUS and audit logs).
The RLUSResultSet.

Output parameters

Summarized description

An instance of RLUSSearchStruct.
To either physically or logically delete An instance of RLUSUpdateRequestSrcSt-ruct
resources from the repository.
(a structure logically equivalent to
RLUSPutRequestSrcStruct).

It is called by clients to physically or logically
delete resources with speciﬁc features from the
repository of the service. The client indicates
Discard()
An instance of RLUSStatusCode.
(1) the search criteria and (2) some security,
source, and network address information. The
service (1) indicates if any errors occurred.
It is called by clients to get the detailed schema
An instance of RLUSStatusCode. An
deﬁnition of a speciﬁc semantic signiﬁer. The
The semanticSigniﬁerName (a human readable instance of RLUSSemanticSi-gniﬁer
To get the detailed schema deﬁnition
client indicates (1) the semantic signiﬁer name.
Describe()
text string that corresponds to the name of the (a meta-data structure to deﬁne the
of the required semantic signiﬁer.
The service (1) indicates if any errors occurred
semantic signiﬁer).
semantic signiﬁer data type
and (2) provides the corresponding detailed
processed by RLUS).
schema deﬁnition.

Capability

Table 1: Continued.
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IXSManagementAndQueryInterface

Capability

RemoveIdentity()

UpdateEntityTraitValues()

CreateIdentityFromEntity()

The speciﬁc Source ID of the
identity to create.
An instance of the IXS
Semantic Signiﬁer which
describes all the traits.
The name of the semantic
signiﬁer adopted.

To remove the identity with its
associated traits from the
service.

The entity ID.
The source ID.
An instance of the IXS
Semantic Signiﬁer which
provides all the traits of
the identity.
The name of the semantic
signiﬁer adopted.

The entity ID.
The source ID.
An instance of the IXS Update
Qualiﬁer (a structure to
contain qualiﬁer to limit,
constrain, or otherwise alter
To update the traits associated
the behaviour of the update).
with a speciﬁc identity.
An instance of the IXS
Semantic Signiﬁer which
provides all the traits
to update.
The name of the semantic
signiﬁer adopted.

To register a new identity, with
speciﬁc traits, on behalf of a
source which cannot generate
entity IDs.

An instance of the IXS Status.

An instance of the IXS Status.

The entity ID generated and
associated with the entity.
An instance of the IXS Status.

Input parameters
Output parameters
A pair of entity ID (an identiﬁer associated with an entity) The IXS ID (an identiﬁer within the
IXS) which is associated with the
and the speciﬁc source ID (an
To register a new entity (the
registered identity.
identiﬁer associated with the
software representation of a real
An instance of the IXS Status (a
source, that is, the system
word entity), with speciﬁc traits
structure to contain a ﬂag indicating
which generates the entity).
RegisterEntityWithIdentity()
which describe it, associated
whether the operation was successful
An instance of the IXS
with a speciﬁc identity (an
or not and a structure representing all
Semantic Signiﬁer which
Entity ID - Source ID pair).
the corresponding conditions which
provides all the traits.
occurred during the operation call).
The name of the semantic
signiﬁer adopted.

Aim

Summarized description
It is called by clients to register a new
entity with speciﬁc features within the
service. The client indicates (1) the
external entity identiﬁer, (2) the system in which the identiﬁer is deﬁned,
and (3) the features mapped within an
instance of (4) the indicated semantic
signiﬁer. The service returns (1) an
internal identiﬁer associated to the
entity and (2) indicates if any errors
occurred.
It is called by clients to generate an
identiﬁer for an entity on behalf of a
system that cannot create identiﬁers.
The client indicates (1) the system in
which it wants to create the identiﬁer
and (2) the features of the entity
mapped within an instance of (3) the
indicated semantic signiﬁer. The
service returns (1) the identiﬁer
generated for the system indicated
by the client and (2) reports if any
errors occurred.
It is called by clients to update the
features of a speciﬁc entity within the
service. The client indicates (1) the
entity identiﬁer, (2) the system in
which the identiﬁer is deﬁned, (3) the
features to update, mapped within an
instance of (4) the indicated semantic
signiﬁer, and (5) other information
about the way in which the service
have to update the features (e.g., if to
replace the entire set of features with
the one indicated by the client or to
update only the indicated features). In
return, the service (1) indicates if any
errors occurred.
It is called by clients to remove a speciﬁc entity from the service. The client
indicates (1) the entity identiﬁer, (2)
the system in which the identiﬁer is
deﬁned, and (3) the associated
features, mapped within an instance of
(4) the indicated semantic signiﬁer. In
return, the service (1) indicates if any
errors occurred.

Table 2: Description of the IXS standard functionalities provided by the IXS Management and Query Interface and the IXS Admin Editor Interface.
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Capability

Input parameters

The entity ID.
The source ID.
The name of the semantic
signiﬁer adopted.

Aim

To retrieve all traits associated
with a speciﬁc identity.

The entity ID, if known.
The source ID, if known.
The IXS ID, if known.
An optional instance of the IXS
Search Qualiﬁer (a structure to
To retrieve all identities within
contain qualiﬁer to perform
the IXS which match some
more detailed search).
speciﬁed criteria.
An instance of the IXS
Semantic Signiﬁer which
provides all the traits.
The name of the semantic
signiﬁer adopted.

The entity ID.
The source ID.
An optional instance of the IXS
To retrieve all identities which
Search Qualiﬁer.
An instance of the IXS
are linked to the provided
Semantic Signiﬁer which
identity.
provides all the traits.
The name of the semantic
signiﬁer adopted.

The entity ID.
The source ID.
An optional instance of the IXS
To retrieve all identities which
Search Qualiﬁer.
are not linked to the provided
An instance of the IXS
identity, but which have the
Semantic Signiﬁer which
same features.
provides all the traits.
The name of the semantic
signiﬁer adopted.

GetEntityTraitValues()

FindIdentitiesByTraits()

ListLinkedIdentities()

ListUnlinkedIdentities()

Table 2: Continued.
Summarized description
It is called by clients to get all features
associated with a speciﬁc entity. The
client indicates (1) the entity identiﬁer, (2) the system in which the
identiﬁer is deﬁned, and (3) the
An instance of the IXS Semantic
semantic signiﬁer which it wants to be
Signiﬁer which provides all the traits.
adopted by the service to map the
An instance of IXS Status.
required features.
The service returns (1) an instance of
the indicated semantic signiﬁer that
contains all features and (2) indicates
if any errors occurred.
It is called by clients to retrieve all
identiﬁers of entities whose features
match some criteria. The client indicates the criteria which can be (1) an
entity identiﬁer, (2) a system in which
the identiﬁers must be deﬁned, (3) the
entity identiﬁer deﬁned within the
An instance of the IXS Result Set
service, (4) other search qualiﬁers
(a structure to contain the list of
(e.g., the match algorithm to perform
search results).
the query, the max number of search
An instance of the IXS Status.
results), and (5) the features mapped
within an instance of (6) the indicated
semantic signiﬁer.
The service returns (1) a list of search
results which match the indicated criteria and (2) indicates if any errors
occurred.
It is called by clients to retrieve all
identiﬁers that are linked with the
entity/entities whose features match
some criteria. The client indicates (1)
the entity identiﬁer, (2) the system in
which the identiﬁer is deﬁned, (3)
An instance of the IXS Result Set.
other search qualiﬁer, and (4) the
An instance of the IXS Status.
features mapped within an instance of
(5) the indicated semantic signiﬁer.
The service returns (1) a list of search
results which match the indicated
criteria and (2) indicates if any errors
occurred.
It is called by clients to retrieve all
identiﬁers which identify the entity/
entities with speciﬁc features, but that
are not linked with the provided identiﬁer. The client indicates (1) the entity
identiﬁer, (2) the system in which the
An instance of the Result Set.
identiﬁer is deﬁned, (3) other search
An instance of the IXS Status.
qualiﬁer, and (4) the features mapped
within an instance of (5) the indicated
semantic signiﬁer. The service returns
(1) a list of search results and (2)
indicates if any errors occurred.

Output parameters
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IXSAdminEditorInterface

Capability

An instance of the IXS Status.

An instance of the IXS Status.

The source Identity Entity ID.
The source Identity Source ID.
The target Identity Entity ID.
The target Identity Source ID.
The code of the reason for
To remove the link between a
removing the link.
source identity and a target one.
An instance of the IXS
Semantic Signiﬁer which provides all the traits.
The name of the semantic
signiﬁer adopted.

The source Identity Entity ID.
The source Identity Source ID.
The target Identity Entity ID.
The target Identity Source ID.
The code of the reason for
To merge a source identity into
making the merge.
a target one.
An instance of IXS Semantic
Signiﬁer which provides all
the traits.
The name of the semantic
signiﬁer adopted.

UnlinkEntities()

MergeEntities()

Output parameters

An instance of IXS Status.

LinkEntities()

Input parameters

The source Identity Entity ID.
The source Identity Source ID.
The target Identity Entity ID.
The target Identity Source ID.
The code of the reason for
To link a source identity with a
making the link.
target one.
An instance of the IXS
Semantic Signiﬁer which
provides all the traits.
The name of the semantic
signiﬁer adopted.

Aim

Table 2: Continued.
Summarized description
It is called by clients to create an
explicit linking between identiﬁers
which represent entities with the same
speciﬁc features. The client indicates
(1) the identiﬁer of the source entity,
(2) the system in which the identiﬁer
of the source entity is deﬁned, (3) the
identiﬁer of the target entity, (4) the
system in which the identiﬁer of the
target entity is deﬁned, (5) the code
which corresponds to the reason of the
link, and (6) the features mapped
within an instance of (7) the indicated
semantic signiﬁer. In return, the
service (1) indicates if any errors
occurred.
It is called by clients to break an
explicit linking between identiﬁers
which represent entities with the same
speciﬁc features. The client indicates
(1) the identiﬁer of the source entity,
(2) the system in which the identiﬁer
of the source entity is deﬁned, (3) the
identiﬁer of the target entity, (4) the
system in which the identiﬁer of the
target entity is deﬁned, (5) the code
which corresponds to the reason of the
breaking and (6) the features mapped
within an instance of (7) the indicated
semantic signiﬁer. In return, the
service (1) indicates if any errors
occurred.
It is called by clients to completely
merge identiﬁers which represent
entities with the same speciﬁc features.
The client indicates (1) the identiﬁer
of the source entity, (2) the system in
which the identiﬁer of the source
entity is deﬁned, (3) the identiﬁer of
the target entity, (4) the system in
which the identiﬁer of the target entity
is deﬁned, (5) the code which corresponds to the reason of the merge, and
(6) the features mapped within an
instance of (7) the indicated semantic
signiﬁer. In return, the service (1)
indicates if any errors occurred.
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Capability

Output parameters

An instance of the IXS Status.

An instance of the IXS Status.

An instance of the IXS Status.

Input parameters

The source Identity Entity ID.
The source Identity Source ID.
The target Identity Entity ID.
The target Identity Source ID.
The code of the reason for the
separation of the identities.
An instance of the IXS
Semantic Signiﬁer which
provides all the traits.
The name of the semantic
signiﬁer adopted.

The entity ID.
The source ID.
The code of the reason for the
activation of the identity.
An instance of the IXS
Semantic Signiﬁer which
provides all the traits of the
identity.
The name of the semantic
signiﬁer adopted.
The entity ID.
The source ID.
The code of the reason for the
inactivation of the identity.
An instance of the IXS
Semantic Signiﬁer which
provides all the traits of the
identity.
The name of the semantic
signiﬁer adopted.

Aim

To separate a source identity
from a target one.

To activate an identity.

To deactivate an identity.

UnMergeEntities()

ActivateEntity()

DeactivateEntity()

Table 2: Continued.
Summarized description
It is called by clients to separate identiﬁers which represent entities with
the same speciﬁc features. The client
indicates (1) the identiﬁer of the
source entity, (2) the system in which
the identiﬁer of the source entity is
deﬁned, (3) the identiﬁer of the target
entity, (4) the system in which the
identiﬁer of the target entity is deﬁned,
(5) the code which corresponds to the
reason of the separation, and (6) the
features mapped within an instance of
(7) the indicated semantic signiﬁer. In
return, the service (1) indicates if any
errors occurred.
It is called by clients to activate an
entity with speciﬁc features. The client
indicates (1) the entity identiﬁer, (2)
the system in which the entity identiﬁer is deﬁned, (3) the code which
corresponds to the reason of the
activation, and (4) the features
mapped within an instance of (5) the
indicated semantic signiﬁer. In return,
the service (1) indicates if any
errors occurred.
It is called by clients to deactivate an
entity with speciﬁc features. The client
indicates (1) the entity identiﬁer, (2)
the system in which the entity identiﬁer is deﬁned, (3) the code which
corresponds to the reason of the
inactivation, and (4) the features
mapped within an instance of (5) the
indicated semantic signiﬁer. In return,
the service (1) indicates if any
errors occurred.
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Finally, the HSSP indication was considered for the
design of the proposed architecture presented in the Results
in order to guarantee process interoperability; in detail, IXS
and RLUS standards were used. To support the clinical data
workﬂow of this speciﬁc use case, the only entity which had
to be managed was the anonymized patient. For this reason,
the authors decided to design a Patient Identity Service (PIS),
compliant with the IXS, which used the Patient class of the
CDA R2 as the semantic signiﬁer. In order to store the
administrative data, the authors designed and developed a
database hosted on Microsoft SQL Azure. The structure of
this database was based on the Patient class of the CDA R2,
which was used to map the identities, and the relations (link
and merge) between the identities. As mentioned in the
Background, some of the authors designed and developed a
WCF service, compliant with RLUS speciﬁcations, within a
previous project to manage clinical data interchange in a
cardiac telemonitoring environment [42]. The authors
decided to adopt the same design idea and approach to plan
a Health Record Management Service (HRMS) to support
the communication between the actors, which produce data,
the HIS of care facilities, and those which process information,
external clinical registers, or CDMSs of research centres. For
the HRMS, the adopted semantic signiﬁer was the CDA R2.
The HRMS projected for this research work diﬀers from
the one proposed previously [42]. The WCF service adopted
in the telemonitoring project was located on a server (Single
Processor Quad Core Xeon 3470, 2.93 GHz, 6 GB Random
Access Memory (RAM), and 64 bit Windows Server 2008
R2 Standard Edition), and performance tests showed that it
completely fulﬁlled the requirements indicated by medical
staﬀ for the telecare scenario at a prototypal level [42]. In
order to adopt the HRMS within a real distributed medical
application, the authors decided to host all services on a
private cloud. Windows Azure is a Microsoft cloud platform,
which provides high availability, scalability, and manageability, fault tolerance, geo-replication, limitless storage, and
security on the cloud. It is able to detect hardware failures
and to automatically move application codes to a new
machine in order to allow applications to remain available
to clients [70]. It allows the adoption of load balancing to
implement failover that is the continuation of a service after
the failure of one or more of its components. All components
are monitored continually, and when one becomes nonresponsive, the load balancer is informed and no longer sends
traﬃc to it. Load balancing also enables other important
features such as scalability [71].
From an architectural point of view, the authors’ previous
research work was formed by a HRMS which was only connected to passive agents, that is client application [42]. This
type of architecture could support data reuse with the duplication of information, but it was not suﬃcient to realize the
“Interoperable” level. In fact, in order to allow data sharing
among the involved actors, all systems must provide access
to the information, which is produced and stored in speciﬁc
repositories. For this reason, the authors decided to integrate
new types of agents, that is, web services, as passive actors
that provide access to the repository content. Furthermore,
for the design of these interfaces, the authors adopted IXS
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and RLUS standards. In this new architectural approach,
the HRMS and PIS collaborated to orchestrate the data sharing, working as intermediaries for other RLUS and IXS web
services. In detail, the authors decided that HRMS and PIS
would play the role of full mediators and that the web services
would only communicate with the HRMS and the PIS that
would compose and collect data coming from the RLUS
and IXS web services. In addition, the authors decided to
eliminate the database, directly connected with the HRMS,
which temporarily stored CDA R2 documents. In fact, the
temporal storage performed by the HRMS was useless in supporting the “Interoperable” level. The only information that
the HRMS needed to know to orchestrate were the hospitals
and registers/CDMSs involved and the endpoint of the corresponding RLUS and IXS web services. For this reason, the
authors designed and developed a speciﬁc database hosted
on Microsoft SQL Azure to store these data.
In their previous research work [42], some of the authors
planned and developed client applications that were ex novo
implemented within the project. In the proposed solution,
the authors had to integrate new and existing systems, an
aspect that represented the most critical part of the work.
The existing systems involved were the HISs and the registers/CDMSs. From the HIS side, the authors considered the
components which stored clinical and administrative data:
the EHR and PAS (Patient Administration System), respectively. The ﬁrst implementation of the solution proposed in
this manuscript was focused on the management of HIV
patients, and the clinical information were related to laboratory reports, as mentioned above, which were stored within
the Laboratory Information System (LIS). From the research
centre side, a CDMS or register was formed by a repository,
which collected all data from previous CTs.
The access to the information stored in all these repositories was aﬀorded by HIS and register/CDMS administrators
with its own strategy that diﬀered for several technicalities,
but two main categories could be singled out: (1) repository
access through a nonstandardized interface formed by one
or more RESTfull (Representational Transfer State) or SOAP
web services and (2) direct access to the database. In the ﬁrst
case, the communication between the standardized interfaces
and repository occurred through no standardized messages
with XML or JSON (JavaScript Object Notation) format over
HTTPS (HyperText Transfer Protocol over Secure Socket
Layer), while in the second case, it occurred through a direct
database connection, invoking speciﬁc queries or stored
procedures. In all cases, systems adopted property format to
store data; therefore, the authors had to design and develop
one RLUS web service and one IXS web server for each hospital or register/CDMS that ad hoc translated clinical and
administrative contents from property format to standardized format and vice versa.
This ad hoc standardization process started with a deep
analysis of the structure and semantics of the information
stored in the speciﬁc repository taken into account. The
second step was to understand how to manage semantics. A
terminological harmonization, with the support of laboratory
technicians and supervisors of registers/CDMSs, between
local terminology and LOINC was necessary. In this phase,
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Figure 1: The harmonization algorithm.

the authors considered and modiﬁed an algorithm designed
within a previous research collaboration [72]. The authors
decided to adopt the translations between local terminologies
and LOINC produced in the previous work as guidance for
the new harmonization. In the same way, each new set of
translations derived by the new harmonization would be
guidance for the next and so on cyclically. The authors
decided to design and develop a SQL Server database and a
.NET web site to support the whole harmonization process.
In detail, the database stored all the property of the concepts
in the local terminologies (code, name, units, and specimen)
and the corresponding LOINC code with the most relevant
property (code, long common name, component, system,
time aspect, property, scale type, method type, example ucum
units, and example units), chosen during the harmonization
loops. In addition, the database stored a copy of the LOINC

database to perform local queries on LOINC. The authors
extracted all distinct laboratory tests stored in the speciﬁc
repository, and they analysed, with the physicians, which
tests must be considered. For each of them, the resulting
new harmonization algorithm was formed using the following steps (schematically reported in Figure 1):
(a) The authors searched through the web site for the
Italian name and/or units and/or specimen of the test
that must translate, and the tool returned the set of
the concepts of other local terminologies, stored in
the database, that were similar to the request and
the corresponding LOINC code.
(b) If the authors found a test which completely matched
the criteria they inserted it, the authors could select
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the LOINC code and the system stored the concept of
the local terminology (with the property) and the
selected LOINC code as a possible translation for
the test (go to step “g”). The systems sent an email
to the laboratory technician of the speciﬁc care facility or to the register/CDMS supervisor.
(c) If the system returned no result or no results was
appropriate, the authors translated the Italian name
of the test into English and searched for it in the local
LOINC database copy through a speciﬁc form of the
web site. Usually this research turned several records.
(d) The authors analysed these records, searching for the
one or the ones that corresponded to the specimen of
the test to be translated.
(e) If this process returned only one record, the authors
selected this LOINC code as a possible translation
for the test (go to step “g”). The system sent an email
to the laboratory technician of the speciﬁc care
facility or to the register/CDMS supervisor.
(f) If more than one record was found, the authors
selected all the LOINC codes as possible translations
that needed an expert’s analysis. The system sent an
email to the laboratory technician of the speciﬁc care
facility or to the register/CDMS supervisor.
(g) The expert, that is, the laboratory technician or the
register/CDMS supervisor, after receiving the email,
could view the harmonization separately through a
speciﬁc website page, proposed by the authors, that
corresponded with an exact LOINC code (from steps
“b” and “e”) or with more LOINC codes (from step
“f”) (go to step “i”).
(h) In the event of the exact LOINC code, the expert
could decide if the LOINC code was correct. If it
was, they selected the LOINC code (go to step “j”);
otherwise, they rejected the proposal. In this second
case, the system sent an email to the authors (go to
step “a” performing a less detailed search).
(i) In the case of multiple LOINC codes, the expert
could select one LOINC code (go to step “j”) or no
code. In this second case, the system sent an email
to the authors (go to step “a” performing a less
detailed search).
(j) The translation of the laboratory test, that is, code,
name, units, and specimen of the local terminology
and code, long common name, and the other relevant
properties of LOINC, was available as guidance for
the new harmonization of other repositories in
research performed in step “a.”

The result of the harmonization process was a translation table.
The third step was the design of a speciﬁc algorithm to
extract data from the repository and to create the CDA R2
containing the standardized laboratory report. The structure

of each repository was diﬀerent from the others, so the extraction mechanisms were speciﬁc for each solution, but the
authors designed a generic algorithm that could be used to
implement the responses of get() and list() functions of each
RLUS web service, that is, the standardized laboratory reports:
(a) Identiﬁcation of the required laboratory report
(b) Extraction of all administrative data
(c) Creation of the header of the CDA R2 document
(d) Extraction of all tests that formed the report
(e) Creation of the body of the CDA R2 document. For
each test
(i) if it corresponded to a single test, the authors
created a section containing a single laboratory
data processing entry;
(ii) if it was part of a battery, the authors searched for
the other tests that formed the battery and then
created a section containing a set of laboratory
report item sections (including in turn one or
more data processing entries).
(f) Translation of all codes deﬁned in the local terminology in the corresponding LOINC code adopting the
translation table previously mentioned. The LOINC
code was inserted in the translation child element
of code element.
The last step, which was performed only from the side of
the registers and CDMS, was the design of a speciﬁc
algorithm to extract the relevant information contained in a
standardized laboratory report and to store the data in the
speciﬁc repository. Also in this case as in the previous step,
the fuelling mechanisms were speciﬁc for each solution, but
the authors designed a generic algorithm that could be
adopted to develop the put() capability of each RLUS web
service of register/CDMS:
(a) Extraction of administrative data from the header of
the CDA R2 document.
(b) Interaction with PIS to get the corresponding
patient’s identiﬁer.
(c) Extraction of clinical data from the body of the CDA
R2 document. For each section, the author extracted
from it the test or the tests that it contains which
must be considered.
(d) Translation of all LOINC codes reported in the translation child element of code element with the corresponding local code using the translation table
previously mentioned.
(e) Storage in the repository.
Periodical focus groups were organized to discuss the
state of the work and to collect feedback. The authors met
two physicians, from each hospital involved every 3 months;
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Figure 2: The designed and implemented architecture for the management of clinical trials on patients aﬀected by infectious diseases. The
light yellow box represents the solution to support the “Interoperable” Tier (adoptable after Ethical Committee approval), while the dark
yellow box shows the system which is currently working (“Connected” Tier). Blue arrows represent the standardized call to web services,
while red arrows represent not standardized communication adopting property formats. The additional information under the dark
yellow box provides technical details about the solution that the authors designed and developed to connect the IXS and RLUS web
services with the existing systems.

medical doctors from other care facilities sometimes participated in these meetings as an audience, with an interest in
becoming possible future partners in the project. They
decided which processes to follow to obtain approval from
the Ethical Committee; after development of the system, a
test would be performed to validate the system, and, in the
event of a positive feedback, the overall solution would be
presented to the Ethical Committee.

4. Results
Figure 2 shows the architecture that the authors designed to
achieve Tier 3, “Interoperable”, deﬁned by the EHRCR Functional Proﬁle Working Group. The solution was planned to
support eﬀective clinical data sharing between the actors

involved in CTs which produce data, the HIS of care
facilities, and those which process information, external
clinical registers, or CDMSs of research centres. The core
of this solution was formed by the HRMS and the PIS
cloud node services (represented by 2 clouds) which automatically orchestrated the bidirectional communication
between the HISs and CDMSs/registers. The HRMS, whose
interface is compliant with the RLUS standard, is responsible
for managing clinical data; the PIS, whose interface is
compliant with the IXS standard, has the same purpose for
administrative data.
As previously mentioned, the components of each HIS
considered were the LIS and the PAS, as represented in the
light yellow box in Figure 2, which store clinical and administrative data, respectively. From the research centre side, a
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Figure 3: Sequence diagram of a patient’s enrolment. The content inside the curly brackets refers to the blue arrows reported in Figure 2. The
second subscript letters distinguish the call (C) of speciﬁc web service functions to the response (R).

CDMS or register was formed by a repository, which stores
all information collected in previous CTs.
In order to connect the node services with the HIS and
the register/CDMS, all systems were located in the same network (internet) allowing patient’s data sharing among these
actors. In addition, the authors planned the implementation
of two types of agents: web services and client applications.
The web services were adopted as passive actors to provide
access to the content, on the one side, of the registry and
CDMS repositories and, on the other side, of the EHR and
PAS. The same HSSP standards were adopted for the interface designs of the web services: IXS to manage administrative data and RLUS to exchange clinical information
(purple “IXS” and blue “RLUS” rectangles in Figure 2). The
other class of software agents, client applications (represented as laptop computers in Figure 2), was included as
architecture active components to trigger two categories of
events: the management of administrative information and
the study of clinical information to get the results of CTs.
In the ﬁrst case, the “PAS Desktop Application,” which
worked on behalf of the hospital, was responsible for the
management of patient enrolment/disenrolment from CTs
and patient transfer from one hospital to another. In the second case, the “Speciﬁc CTs Application,” working on behalf
of the research centres, was used to perform the particular
analysis of CTs on clinical data, stored both within the repository and LIS, in run-time. It is important to highlight that
the adoption of standardized interfaces allows these client
applications to interact with both the node cloud services
and the web services (blue arrows between PAS Desktop
Application and IXS PAS, between PAS Desktop Application
and PIS, between Speciﬁc CTs Application and RLUS Reg/
CDMS, and between Speciﬁc CTs Application and HMRS).
In fact, each client adopts the same interfaces to communicate with node cloud services and the web services because
it is compliant to IXS, in the case of the PAS Desktop

Application, and RLUS, in the case of the Speciﬁc CTs Application. The only element that the client must change during
the call of a capability is the endpoint of the service.
In order to allow the reader to completely understand the
complex workﬂow orchestrated by the HRMS and PIS, working as intermediaries for other RLUS and IXS web services,
the authors propose two storyboards which explain typical
scenarios: the patient’s enrolment (Figure 3) and the runtime analysis of clinical information (Figure 4).
When a patient is considered suitable for research
purposes, the physician can select the speciﬁc CDMSs and
registers in which they want to enrol the patient, using the
PAS Desktop Application. First, the application interacts
with the IXS interface of PAS (IXS PAS) to obtain the administrative data, encapsulated within a Patient class instance of
the CDA R2 document, by calling the GetEntityTraitValues()
capabilities. It then deidentiﬁes the received HL7 v3 message
in order to anonymize the information, only maintaining the
birth year, gender, nationality, and race. After that, it calls the
RegisterEntityWithIdentity() capability of PIS to sign up the
patient within the PIS, sending the care facility Object
Identiﬁer (OID), the patient ID (identiﬁer), and the deidentiﬁed information. The PIS processes this request, and if it is
correct, it stores the administrative data and returns the identiﬁer, which is associated to the speciﬁc patient, with information on the state of the operation. If successful, the PAS
Desktop Application, for each register or CDMS selected by
the physician, calls the CreateIdentityFromEntity() operation
of the PIS indicating the OID of the research study. When the
PIS receives this information, as mediator, it in turn sends the
same request to the IXS interface of the speciﬁc register or
CDMS (IXS Reg/CDMS). In this way, a new entity with the
same administrative patient’s data is created within the
repository of the speciﬁc register/CDMS and the corresponding identiﬁer is returned ﬁrst to the PIS and then to the application. In this way, the PAS Desktop Application created a
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Figure 4: Sequence diagram of run-time analysis of clinical information. The content inside the curly brackets refers to the blue arrows
reported in Figure 2. The second subscript letters distinguish the call (C) of speciﬁc web service functions to the response (R).

new identiﬁer for each register/CDMS. The last step links all
these identiﬁers assigned to the patient within the PIS in the
diﬀerent systems involved. This can be performed by calling
the MergeEntities() functionality of PIS specifying the
patient ID within the PAS and the register/CDMS, with the
corresponding OID of the source which generated them.
Thanks to merge/unmerge capabilities provided by the
IXS standard, the PIS is able to manage diﬀerent types
of situations, using similar mechanisms, such as the patient’s
transfer from one hospital to another or the patient’s disenrolment from the CT.
Figure 4 represents the sequence diagram of the interactions which occur when an investigator wants to perform a
run-time analysis on clinical and administrative data. Using
the Speciﬁc CTs Application, the investigator can select the
criteria needed for the required study. The client application
calls List() capability of the RLUS interface of the repository
(RLUS Reg/CDMS) and then of the HRMS. This step allows
the selection all CDA R2 documents that match the speciﬁc
query among all documents stored both in the repository of
the register/CDMS and in the LIS of the involved hospitals.
An extract of a SOAP request that contains the RLUS object
to map the ﬁlter criteria adopted as input parameter of List()
function is shown in Figure 5. In detail, it represents a query
to obtain clinical data of patients whose pharmacological
suppression is not eﬀective. The FilterCriteria element contains an expression that an RLUS interface can interpret to
indicate that the clinical documents requested must be
related to patients enrolled in the speciﬁc CT (indicated by
the root attribute of the ID element of the patientRole
element of the clinical document which must correspond to
the OID of the CT) and must contain observations of
concentration of HIV RNA (RiboNucleic Acid) (LOINC
code 21333-0) greater than 50 copies/mL. When the client
calls the List() capability of the RLUS Reg/CDMS, the service

returns a list of all clinical documents that are stored in the
repository and match the indicated criteria. When the application asks the HRMS for the same operation, ﬁrst, this node
service interacts with the PIS to obtain the list of all patients
enrolled in the speciﬁc CT indicated, as mentioned above, by
the speciﬁc OID, by calling the FindIdentitiesByTraits()
capability of PIS. If this operation was successful, for each
patient returned, the HRMS asks the PIS for a list of all
identities (Hospital OID, Patient ID) linked the indicated
patients. Also, if this list is full, for each identity, the HRMS
interacts with the RLUS interface of the LIS (RLUS LIS) of
the speciﬁc care facility (indicated by the Hospital OID) to
get all deidentiﬁed clinical documents related to the speciﬁc
patient (indicated by the Patient ID) which match the criteria
indicated by the investigator. In this case, the HRMS changes
the FilterCriteria replacing, in the ﬁrst BinaryExpression, the
ﬁlter on the root attribute of the ID element of patientRole
with the extension attribute of the same element, to indicate
the Patient ID. After, the Speciﬁc CTs Application has
retrieved all the CDA R2 documents, and it is able to perform
the required analysis without any data duplication.
At the beginning of 2013, the authors started to implement a solution based on this architecture to support the
management of clinical trials on patients aﬀected by infectious diseases. The authors began the development of the
HRMS and PIS core services, which are represented by two
WCF services, to be hosted on the private cloud Microsoft
Azure. For the management of administrative data, the
authors developed the database, mentioned previously,
hosted on Microsoft SQL Azure connected with the PIS.
Then, they focused on the design and implementation of
the RLUS and IXS interfaces of four register/CDMS (a local
CDMS, three national registries) and two HIS of two diﬀerent
care facilities, all represented by WCF services that connect
to objects made available by the hospital teams. These agents
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Figure 5: Sample extract of a SOAP request which contains the RLUS object to map the ﬁlter criteria.

are responsible for the bidirectional ad hoc translation of
clinical and administrative content from the standardized
format (CDA R2) to proprietary format (speciﬁc for each
repository, LIS and PAS) and vice versa.
The last step was the implementation of the active agents,
the CTs Speciﬁc Applications, and the PAS Desktop Application, which were connected with the implemented standardized interfaces and the node services. Figure 6 shows an
example of a SOAP message traced during the second interaction of the diagram represented in Figure 3 between the
PAS Desktop Application of a hospital involved and the
PIS node service. This XML ﬁle explains how the solution
eﬀectively supports interoperability at all levels. The technical interoperability is guaranteed by the SOAP message
structure in which the header indicates the receiver (the PIS

node service) and the action that the application requested
to the service. The semantic interoperability is provided
by the adoption of a standardized semantic signiﬁer
(POCD_MT000040.Patient object of CDA R2), which in
the reported example indicates a 40-year-old, European
female patient, born in Italy. Finally, process interoperability
is guaranteed by the standardized name of the SOAP action
(the string “urn:registerEntityWithIdentity”) and structure
of body content (the xml element registerEntityWithIdentity), which indicates the speciﬁc Identity (an Entity ID Source ID pair) that must be registered with the speciﬁc traits
indicated in the semantic signiﬁer.
Figure 2 shows the overall architecture that the authors
implemented to manage CTs on patients aﬀected by infectious diseases. From the side of the hospitals, the light yellow
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Figure 6: Example of a SOAP message traced during the second interaction of the diagram represented in Figure 3 between the PAS Desktop
Application of a hospital involved and the PIS node service.

box represents the solution that was developed to connect the
HIS with the overall architecture in order to support the
“Interoperable” Tier. To preliminary test if the HRMS and
PIS were able to orchestrate the communication among
all actors, a simulated scenario was set up at the end of
2013. An instance of HRMS and PIS was hosted on a speciﬁc subscription of Microsoft Azure. In order to test this
system, the HIS administrators of the two hospitals made
available an instance of LIS and PAS, installed in parallel
to the real systems. Ten simulated nonhospitalized patients
from each hospital (for a total of 20) were enrolled in a
CT. For each patient, fake clinical data were manually
inserted into the LIS instances in order to allow it to perform research on information from 2012. In detail, the
authors considered the mean values observed in a clinical
practice of involved care facilities: a nonhospitalized HIV
patient performs on average a complete laboratory test
each 3 months, and a complete laboratory report contains
about 50 observed clinical parameters. Therefore, 160 simulated laboratory reports, for a total 8000 values, were
made available. This solution was tested for 2 months by
4 physicians, who expressed great satisfaction during a
periodical focus group.
This very preliminary study was presented to the Ethical
Committee, the administrators of the HIS involved care facilities, and hospital policy makers, to give consent to external
systems, hosted outside the HIS, to directly access the LIS
and PAS contents, through the implemented standardized
interfaces, in order to perform more relevant tests. Due to
great administrative delay, which will be discussed in the next
section, the physicians involved, enthusiastic about the tested
solution, asked authors if it was possible to set up a temporary system in order to allow them to participate in CTs

awaiting approval, during one of the periodical focus groups.
For this reason, the authors decided to temporarily simplify
the architecture on the side of the HIS to only support the
“Connected” level indicated by the EHRCR Functional
Proﬁle Working Group (see dark yellow box in Figure 2).
The idea was to provisionally add an active client agent
within the HIS, the “LIS Console Application,” which
extracts new clinical data daily related to patients enrolled
in CTs and updates the repository of the corresponding
registers/CDMSs. In detail, this type of client was designed
to be installed within the hospital LAN (Local Area Network)
in order to extract the new clinical content stored in the LIS
daily, through the implemented RLUS interface, and send it
to the repository of the selected registries/CDMSs, through
the HRMS. In this way, the direct access of LIS clinical content was still denied to systems hosted outside the HIS and
therefore the solution could be more quickly approved by
the Ethical Committee, the HIS administrators, and hospital
policy makers.
Figure 7 explains how the described architecture can also
manage this daily workﬂow. Each night, the LIS Console
Application calls the PIS FindIdentitiesByTraits() capability
to obtain an ID list, for all patients participating in one or
more research studies involved in the architecture, which is
stored within the speciﬁc HIS. For each ID, the application
interacts with the RLUS LIS, to obtain, if present, the new
laboratory report of the corresponding patient, by calling
the Get() capability, and sends it to the HRMS using the
Put() operation. From this CDA R2 document, the HRMS
extracts the patient’s identiﬁer (hospital OID and patient
ID) and asks the PIS for all other patient ID, together with
the corresponding source, which are linked with the
extracted patient identiﬁer (ListLinkedIdentities()). For each
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Figure 7: Sequence diagram of the daily automatic update of repository of CDMSs/registers. The content inside the curly brackets refers to
the blue arrows reported in Figure 2. The second subscript letters distinguish the call (C) of speciﬁc web service functions to the response (R).

result, the HRMS replaces ClinicalDocument.recordTarget.
patientRole.patient.id with the information supplied by
the PIS and sends the report to the RLUS Reg/CDMS,
which is responsible for the storage of clinical data in the
speciﬁc repository.
This “Connected” scenario was submitted to the Committee which approved its implementation in both hospitals.
This authority requested a testing phase of 3 months on real
consenting patients before applying it in clinical practice.
Afterwards, the LIS Console Application was developed
and introduced in the solution which was previously set up;
in addition, the communication between each Speciﬁc CTs
Application was temporarily remove because all data were
already available in the repository of the speciﬁc register/
CDMS, after the daily update mentioned above. In order to
test this system, 65 hospitalized and nonhospitalized patients
for each care facility (for a total of 130) were considered. A
hospitalized HIV patient performs blood test every day, and
the resulting laboratory report contains about 20 clinical
observations. At the end of this period, 5590 values were
exchanged. The mean rate of exam/time[minutes] was calculated for both hospitals; in the case of RLUS repository access
through a nonstandardized interface, this value was 0.79
while in case of RLUS direct access to the LIS database it
was 1.26. The authors integrated two forms to the PAS Desktop Application with two diﬀerent aims. The ﬁrst one was
implemented to allow physicians to perform a retrospective
and manual comparison between the clinical content of the
LIS related to the simulated patients, and the information
automatically extracted and stored in the repository of the
involved registers/CDMSs. A random sample of 5% of all
values exchanged in the test period was validated, and no
errors were detected. The second form was designed to

collect feedback from all medical staﬀ: it allowed physician
to choose their satisfaction level (quantiﬁable from 1 to 10)
and to optionally indicate more detailed information. The
mean satisfaction level measured was 9.6, and the reason
was that the system reduced the workload for the management of clinical trials. The results of the manual comparison
and the physician feedback were submitted to the Ethical
Committee, the HIS administrators, and hospital policy
makers in order to adopt the “Connected” conﬁguration of
the architecture during the daily clinical routine. The authors
asked these authorities to allow LIS Console Application to
have reading permission towards the LIS content; both systems, LIS Console Application and LIS, are hosted inside
the HIS and communicate through a standard a RLUS LIS
interface. The anonymous clinical data transfer from the
PAS to the repository of the speciﬁc register/CDMS, which
is orchestrated by the HRMS core service hosted in a private
Microsoft Azure cloud, also has to be approved. Administrative data sharing is performed in the same way for both the
“Connected” and “Interoperable” Tiers, involving the PAS
Desktop Application and the PIS core service as previously
described. The authorization to support administrative data
exchange from the LIS to the repository of the speciﬁc register/CDMS, orchestrated by the PIS core service hosted in
Microsoft Azure, has been requested too. In the “Connected”
scenario, the LIS Console Application requires reading access
to LIS only to systems within the HIS. For this reason, the
Ethical Committee request was quickly approved, and the
solution presented here is currently in use. Figure 8 presents
the temporal evolution of the project in a schematic view.
At present, the clinical and administrative data of 2610
patients are managed by this solution; in detail, 474 clinical
parameters and 2,441,717 values have been exchanged. The
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Figure 8: The temporal evolution of the project.

system was set up at the end of 2014, but thanks to a
mechanism similar to the one proposed in Figure 7, it
allowed the recovery of all information stored in the PAS
and LIS since 2008.

5. Discussion
The whole solution was structured on the requirements suggested by the eSDI group [7] and on health informatics standards to completely support interoperability. Thanks to the
adoption of common standardized interfaces, provided by
all repositories involved and the core node services, the architecture is able to share all information with other external
systems. For example, an external Decision Support System
can have access to speciﬁc clinical content managed within
the architecture, by calling the Get() or List() capability, provided by the HRMS node service, indicating the ﬁlter criteria
that matches the particular needs. The strict adherence to
international standards required a great implementation
eﬀort in the development of the ﬁrst application in each single hospital and register/CDMS. In fact, both care facilities
and research centres adopted nonstandardized solutions that
obligated the authors to design and implement ad hoc standardized interfaces to translate clinical and administrative
content from the standardized format to proprietary format.
Furthermore, a continuous deep collaboration with the HIS
and register/CDMS repository administrators, which caused
an increase in their workload, was fundamental and valuable
to realize this system. Still, this initial investment guarantees
a more rapid extensibility of the solution, which at present is
limited to a single ward of care facilities, to include more
wards until the whole hospital is covered. This will be possible since the designed application is directly connected with
the LIS and PAS belonging to the HIS.
Full adoption of the standards will allow extension of the
connection outwards from the care institutions involved
towards other research networks which investigate diﬀerent
diseases. Unfortunately, the application of this architecture
to support CTs in other pathologies depends on the availability of CDA R2 Implementation Guides; in fact, as mentioned
previously, this architecture could not be implemented in the
research of degenerative eye diseases due to the absence of

IGs for the speciﬁc medical visits. The HL7 and its aﬃliates
are helping to create working groups aimed at analysing the
necessary speciﬁc context and at preparing the draft for
new white papers. In addition, while HSSP standards are
distributed through both human readable speciﬁcation
documents and computer processable ﬁles, CDA R2 IGs are
only formed by white papers. This requires human interpretation of the speciﬁcations that can be diﬃcult and create
errors. The adoption of a tool suite that supports the creation
and maintenance of HL7 templates, value sets, scenarios, and
data sets as ART-DÉCOR [73] could be useful for the design
and implementation of solutions able to solve these issues
(e.g., CDA R2 validation servers).
The architecture proposed in this paper can support the
adoption of all other XML-based standards that support
semantic interoperability in health informatics. This is possible, thanks to the dynamic mechanism of semantic signiﬁer
management provided by HSSP products. In particular, the
authors are planning to adopt the emerging HL7 messaging
Version FHIR (Fast Healthcare Interoperability Resources),
which was speciﬁcally promoted to support data sharing.
As previously mentioned, even if the described architecture only allows realisation of the “Interoperable” Tier, the
solution that is currently running, for the present hospital
policies, is limited to the “Connected” level, which extracts
the clinical content stored in LIS daily, and sends it to the
repository of the selected registries/CDMSs.
In this “Connected” implementation, which involves two
HIS and four registries/CDMSs, the instance of the Microsoft
Azure cloud is able to manage the workﬂow daily requiring
an extraction time much shorter than one night. This
amount of time is compatible with the medical practice;
therefore, load balancing mechanisms, provided by the Azure
platform, to enable scalability, were not yet adopted. The
head physicians of 10 care facilities in another Italian region
were asked to participate in this solution too. In order to be
able to involve these other HISs, load balancing will be
considerate and speciﬁc performance tests will be carried
out. This phase will be necessary to research in literature
studies which will be the base to choose the cloud conﬁgurations to improve performance limiting costs. In fact, Tudoran
et al. stated “that the right cloud conﬁguration can improve
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overall application performance by as much as three times
and can signiﬁcantly reduce the cost” [74]. Another aspect
which will be considered is that the extraction time of a standardized laboratory report also depends on the technical
features of the other involved systems on the side of both
HIS and registries/CDMSs. The meant rates of exam/time
[time] calculated showed that the solution which adopted a
RLUS LIS interface directly connected with LIS is signiﬁcantly faster (59.5%) than the one using nonstandardized
interface. For these reasons, the authors will propose to adopt
solutions adopting the direct connection approach. Finally,
in order to support either the “Connected” or “Interoperable”
level would be necessary to improve the capability of the
repository of the involved LISs or registries/CDMSs.
In the working group responsible for the deﬁnition of
functional requirements for the Italian PHR, there were a
lot of discussions about data sharing convenience temporarily falling back on data reuse. This represents an opening with
respect to all the absolute oppositions imposed by the
patient’s right to data privacy, delegated to all hypotheses of
data reuse adopted for the ﬁrst prototype of regional PHR,
previously implemented. This opening is caused by the good
intuition of Italian legislation that explicitly indicates that
one of the aims of the establishment of PHR was for medical,
biomedical, and epidemiologic studies and research, as previously mentioned [35]. Moreover, in September 2015, a new
act from the Italian Prime Minister stated, in a clearer way,
the possibility of using clinically collected data for research
purposes (providing their correct anonymization) even with
the use of external information technology services [36]. This
would help in convincing the hospital policy makers to
accept the full use of the proposed platform.
After the described testing phases, the medical staﬀ of
both hospitals expressed great satisfaction regarding the
implemented system, as attested by the feedback collected
through the second form mentioned in the Results (mean
satisfaction level 9.6/10), since it reduced the workload for
the management of clinical trials. After the testing phase of
the “Connected” Tier solution, on a random sample of 5%
of inserted clinical values related to patients of both hospitals,
a retrospective and manual comparison between the HIS and
database was carried out, using the speciﬁc form of the PAS
Desktop Application, with no errors detected. After this
comparison, the results were submitted to the local Ethics
Committee, and the solution was deﬁnitively approved for
being used in clinical practice.
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In several developing countries, maternal and child health indicators trail behind the international targets set by the UN as
Millennium or Sustainable Development Goals. One of the reasons is poor and nonstandardized maternal health record keeping
that aﬀects data quality. Eﬀective decision making to improve public healthcare depends essentially on the availability of reliable
data. Therefore, the aim of this research is the design and development of the standard compliant data access model for
maintaining maternal and child health data to enable the eﬀective exchange of healthcare data. The proposed model is very
granular and comprehensive in contrast with existing systems. To evaluate the eﬀectiveness of the model, a web application was
implemented and was reviewed by healthcare providers and expectant mothers. User feedback highlights the usefulness of the
proposed approach as compared to traditional record-keeping techniques. It is anticipated that the proposed model will lay a
foundation for a comprehensive maternal and child healthcare information system. This shall enable trend analysis for policy
making to help accelerate the eﬀorts for meeting global maternal and child health targets.

1. Introduction
The United Nations Millennium Development Goals
(MDGs) numbers 4 and 5 aimed to reduce child mortality
by two-third and maternal mortality by three-quarters,
respectively, till 2015 [1]. However, several developing
regions, including Pakistan, were unable to meet the international targets [2, 3] and the eﬀorts to achieve MDGs were
marked as insuﬃcient [4]. For instance, by the year 2015,
Pakistan’s under 5 mortality rate was 81.1 and the maternal
mortality ratio per 100,000 live births was 178 [5]. Situation
is not very diﬀerent in many other developing countries such
as Saudi Arabia [6]. The need for improvement resulted as a
new set of Sustainable Development Goals (SDGs), which
also deﬁne targets to deal with global health issues including
a reduction in maternal, neonatal, and child mortality in the
next 15 years [7].
Achieving maternal and child health (MCH) targets in
underdeveloped or developing parts of the world requires
signiﬁcant investment in the infrastructure, improvement

in the service delivery, and quality of care [8], as well as the
availability of reliable health data [9, 10]. In Pakistan, however, immature e-health solutions are deployed in a limited
number of healthcare facilities [2]. The existing nonstandardized record-keeping techniques result in missing
records, inconsistencies, poor data quality, and inaccuracies
and hence undermine evidence-based decision making in
healthcare service delivery [11, 12]. Most of the local hospitals and clinics only have a primitive patient registration systems to record billing information, and electronic records of
clinical and medical data are ignored for the most part. In the
absence of reliable data, country-level statistics are based on
estimates from a selected sample.
Higher level ranking indicators in MCH domain are very
well established [13]. Developed countries use more granular
data models. Japan, for instance, initiated the Maternal and
Child Health Handbook [14] in 1942 (referred as MCHHJ
in this manuscript), to create awareness and log necessary information related to pregnancy and delivery, child
development, and health education. This handbook greatly
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Table 1: Sources for requirement gathering.

Reference
[24]

[25, 26]

[27, 28]

Concepts of MCHIS
(i) Scheduling
(ii) Diagnostics including laboratory tests
(iii) Medication management
(i) Outputs: in the form of information that can form the basis for evidence-based decision making.
This highlights the importance of patient’s diagnostic/lab reports
(ii) Indicators: such as socioeconomic, environmental, behavioral, and demographic determinants
of health; data on maternal attitudes and experiences before, during, and shortly after pregnancy;
and also, the indicators that determine health status such as rates of mortality and morbidity
(i) Information access: users are able to view maternity information through a website.

Table 2: Partner hospitals and clinics for requirement gathering.
Title
Military Hospital (MH)
Combined Military Hospital (CMH)
Medicsi Clinic
Shifa International Hospital
Anwar Clinic
Nusrat Clinic

Location
Rawalpindi
Rawalpindi
Islamabad
Islamabad
Rawalpindi
Rawalpindi

Beds
1200
1000
50
500
100
50

contributed in decreasing maternal mortality rate (MMR)
and infant mortality rate (IMR) in Japan [15]. Later on,
customized handbooks were implemented in many countries such as Bangladesh [16], Indonesia [17], Thailand [18],
Cambodia [19], and Mongolia [20]. Our model is also an
extension of MCHHJ. However, MCHHJ is a record book so
it does not oﬀer some of the features of an information system
such as patient scheduling, lab test report, lab orders by a
practitioner, and details of procedures and medical examination carried out for patient’s assessment.
Fast Healthcare Interoperability Resources (FHIR) is the
latest and emerging standard from Health Level Seven
International (HL7) for exchanging healthcare data [21].
FHIR exposes various information units, called resources,
as granular constituents of medical records. The FHIR
speciﬁcation describes a set of base resources only that may
be used in a generic contexts in healthcare. Implementing
FHIR in MCH domain, however, requires additional structure deﬁnitions and rules about which resource elements
and terminologies map to particular MCH requirements.
Therefore, the objective of our research is to design and
develop a granular data model using existing standards
such as HL7 FHIR, MCH Handbook of Japan, and clinical
terminologies such as SNOMED for improved record
keeping and interoperability in MCH domain (This research
is an extended version of our work published in BIBE
2016 [22]).
A web application is also developed to evaluate the usefulness of the proposed model. The system is made accessible
to healthcare providers including gynecologist, obstetrician,
and pediatrician at partner healthcare facilities. It can be used
by expecting women to view their records, and it can also be

Table 3: High-level use cases for the data model.
Sr.
1
2
3
4
5
6
7
8
9
10

Use case
Manage patient registration
Manage patient history
Schedule encounters
Manage vitals
Manage pregnancy proﬁle
Maintain record of treatment
Maintain record of outcome
Manage labor and delivery plan
Labor and delivery record
Manage neonatal health record

Frequency
Once
Once
Multiple
Multiple
Multiple
Multiple
Multiple
Once
Once
Multiple

used by parents to view and maintain health records of neonatal. Feedback was gathered from users. The proposed
approach is perceived as more useful compared to traditional
record-keeping techniques.

2. Methods
The design approach for the data model follows METHONTOLOGY, a methodology for knowledge engineering
[23], in an incremental strategy with steps being repeated
when necessary. The steps involved in the approach are
described as follows:
2.1. Requirement Gathering. Speciﬁcation of the high-level
requirements for the model, for example, necessary concepts
required to be covered to build a comprehensive and meaningful semantic model were articulated. A set of requirements
from two internationally recognized resources, the MCH
Handbook in Japan [14] and Common Requirements for
Maternal Health Information Systems released by Program
for Appropriate Technology in Health (PATH) [24], formed
the baseline for the proposed ontology model. An extensive
literature review was conducted to gather additional requirements. A list of papers reviewed to collect requirements
about which data element is necessary in the MCH domain
is given in Table 1.
End users of the ontology model, for example, hospitals,
practitioners, patients, researchers, national and international
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Patient (Domain Resource)
identifier : Identifier (0..⁎)
active : boolean (0..1)
name : HumanName (0..⁎)
telecom : ContactPoint (0..⁎)
gender : code (0..1) « AdministrativeGender! »
birthDate : date (0..1)
deceased[x] : Type (0..1) «Boolean|dateTime»
address : Address (0..⁎)
maritalStatus : CodeableConcept (0..1) «Marital Status ! »
multipleBirth[x] : Type (0..1) « Boolean|integer »
photo : Attachment (0..⁎)
careProvider : Reference (0..⁎ ) «Organization|Practitioner »
managingOrganization : Reference (0..1) «Organization»

Link
other : Reference (1 ..1) «Patient»
type : code(1..1) «LinkType!»
link (0...⁎)

Contact

Contact (0...⁎)

Contactrelationship : CodeableConcept (0..⁎)
«PatientContactRelationship+ »
name: HumanName (0..1)
telecom : ContactPoint (0..⁎)
address : Address (0..1)
gender : code (0..1) « AdministrativeGender! »
organization : Reference (0..1) «Organization»
period : Period (0..1)

Communication (0...⁎)
Communication
Communicationlanguage : CodeableConcept (1..1) «Language! »
preferred : boolean (0..1)

Figure 1: Patient resource model from HL7 FHIR.

agencies, and government bodies, were deﬁned. Opinion
was solicited from local practitioners including obstetricians,
gynecologists, pediatricians, and lady health workers (LHW).
A list of partner hospitals is mentioned in Table 2. All
practitioners consulted during requirement gathering had
5 to 20 years experience of working in a public or private
hospital and thus had a deep understanding of patient proﬁling and hospital procedures. Requirements were translated
into use cases as shown in Table 3. For details of these use
cases, readers are referred to an online technical document
(https://github.com/klatifch/mch).
2.2. Semantic Structuring. A glossary of key domain concepts
identiﬁed during the requirements speciﬁcation steps was
formalized, and related terms were categorized. Some of the
concepts include Patient (e.g. expectant woman), Vital sign,
Symptom, Procedure, and Allergy intolerance. Glossary was
further extended by adding attributes of the concepts, identifying data types, and modeling relationships among concepts. Key concepts and their attributes were then mapped
to HL7 FHIR resources. Some of the concepts had direct
mapping, such as Patient information is modeled as Patient
resource (Figure 1 depicts the Patient resource as in HL7
FHIR). Some of the concepts were mapped to their equivalent resources having a diﬀerent name, such as Observation
resource from HL7 is used for recording vitals. See Table 4
for details of these mappings. It is worth pointing out that
many FHIR resources heavily beneﬁt from concepts in other
code systems such as SNOMED and LOINC. For instance,

AllergyIntolerance resource may use the following concept
from SNOMED:
"identifier":[{
"label": "House dust allergy",
"system": "http://snomed.info/sct",
"value": "232349006" }]
Model validation was performed by the selected
practitioners, and their feedback was used to correct inconsistencies. Suitability of the model was evaluated in
combination with an application infrastructure as explained
in the later section.
2.3. Mapping with Indicators. The commission on information and accountability for women’s and children’s health
has selected 11 core indicators on maternal, child, and
neonatal health, aligned with indicators of MDGs [29].
Amongst these, our model provides estimation of the impact
indicators: maternal mortality ratio and under ﬁve child
mortality. It can also help determine the outcome indicators
such as medications provided to patients for treatment of
illness. Table 5 details the mapping of the model to MCH
indicators. A list of key healthcare indicators was formed
such as maternal and neonatal mortality and morbidity,
socioeconomic and demographic determinants of health,
and behaviour during pregnancy related to exercise, diet,
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Table 4: Data entities and mappings with HL7 FHIR resources.

Data entities
FHIR resources
(1) Patient registration
Personal information, emergency contact
Patient
Marriage details, previous children
RelatedPerson
(2) Patient history
Illness, infections, pregnancy history
Condition
Assertions related to illness
Observation
Surgical history
Procedure
Medication history
MedicationPrescription
Allergy history
AllergyIntolerance
Family history
FamilyHistory
Social history (such as tobacco use)
Observation
(3) Current pregnancy record/encounters
Encounter details
Encounter
Health status/characteristics
Observation
Weight and height for BMI calculation
Observation
Baby’s characteristics
Observation
Lab reports, diagnostic tests
DiagnosticReport
(4) Record of treatment
Suggesting tests/scans
DiagnosticOrder
Suggesting medications/food
MedicationPrescription
supplements/advice
Conduct ultrasounds
Procedure
(5) Labor and delivery record
Plan for method of delivery
CarePlan
Baby’s health status
Observation
Birth outcome (e.g., live or still)
Observation

and nutrition intake. These indicators were also mapped to
HL7 FHIR resources in our data model.

3. The Proposed System
The design and development of proposed MCHR system
involved the following major steps:
(1) Designing MCH system architecture

as JSON objects. Hence, MongoDB as a native JSON storage
system [30] was used. It stores data as JSON-formatted
documents. Moreover, MongoDB scales well as compared
to relational databases for document models. This is because
join-based queries are not required as all the relevant data
of an entity is present in a single-JSON document. This
ﬂexibility can help in overall system scalability.
Though MongoDB is schema-free but, an underlying
structure (schema) was deﬁned in order to ensure conformance with the proposed data model. Each collection in the
database represents a category of resources, such as “Patient,”
“Practitioner,” and “Organization.” Each patient-related document, for instance a lab report, is placed as a nested JSON
document within the relevant patient resource. This is diﬀerent from traditional relational databases where items are
stored in separate tables and are linked through foreign keys.
In contrast, a patient resource in MongoDB represents a
comprehensive record of all related actions and outcomes.
Figure 3 represents this data model.
The FHIR documents received from the client-side
web applications are parsed into JSON documents by the
data access objects (DAOs). Data objects provide an interface to the underlying MongoDB repository, validate the
payloads, append identiﬁers, and transfer contents to the
MongoDB repository for storage in an appropriate collection. Data objects are also responsible to return the results
of queries performed by the client. Figure 4 shows an
abridged example of a “Patient” resource as MongoDB
JSON document.
3.2.1. FHIR-Based RESTful API. This layer consists of the
RESTful services that process the requests received from a
client. The clients includes both the MCH system and other
external systems to enable integration with existing information systems used in the partner hospitals. The REST
web services are deﬁned for each resource category corresponding to FHIR speciﬁcation, to enable the create, read,
search, update, and delete operations on these resources.
The services respond JSON objects to be consumed at
the client side. We have deﬁned the URI templates to
which a web service responds. Table 6 contains some generic
service paths and their descriptions that are followed
for access.

(2) Designing underlying database structure
(3) Implementation of the MCH system using proposed
data model.
3.1. MCH System Architecture. A modular architecture for
the proposed MCH system is explained in this section.
Figure 2 depicts the choice of technologies in diﬀerent modules and layers. The modules involved in the architecture are
described in detail as follows:
3.2. Database Structure. FHIR resources may be serialized
either as XML or as JSON documents. JSON format being
lightweight is preferred in modern web applications for data
exchange. The mother and child data objects are mapped to
FHIR resources in the proposed system and are processed

4. Evaluation
To determine the eﬀectiveness of the proposed model, a
web-based application was implemented. Five healthcare
providers from partner hospitals that were involved in
requirement-gathering phase as well as 30 women who
were pregnant or had a baby within last 6 months used
the system and provided a candid opinion regarding the
system’s eﬀectiveness. Table 7 lists the characteristics of
mothers interviewed for system evaluation. Participants
were required to perform certain tasks. Healthcare providers were asked to register patients on the system and
add their personal data and clinical history. The patients
were able to view this record. They also checked their
prepregnancy and current BMI on providing their weights
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Table 5: Indicator mapping.

Indicator type
Impact

Outcome

Indicators/examples
Maternal mortality ratio
Under ﬁve mortality

Concept of the model
Record of mother’s death
Record of neonatal death/still birth
Patient
Medication
Surgery
Illness

Proportion of women treated for an illness

Corresponding FHIR resource
Observation
Observation
Patient
MedicationPrescription
Procedure
Condition

FHIR REST services
PatientResource

Other Resources
ObservationResource

Healthcare providers
Guardian
MongoDB data access objects (DAOs)
PatientDAO

ObservationDAO

DAOs

Expectant women
MongoDB repository
ObsCollection

PatientsCollection

ObsDoc

PatientDoc

Collections

Figure 2: Proposed maternal and child health record system architecture.

JSON
documents
MongoDB instance

JSON
documents

JSON
documents

<Collection>

ObservationCollection

PatientCollection
Database MCHealthDB

Figure 3: MongoDB physical data model.

and heights to know if the BMI was appropriate according
to the gestational age. These users later on ﬁlled a questionnaire to record their opinion about the system. The
questionnaire targeted information about women’s or
healthcare providers’ characteristics. Table 8 lists the questions asked from participants. It is worth pointing out that

six of the participant mothers had no formal education
and were trained to use a computer-based system.
The system was evaluated on the basis of user opinion
regarding its usability and eﬀectiveness. The answers to the
questions asked were categorized depending upon the level
of conﬁdence that users showed in this system. Table 9
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{
"name": [{ "use": "official", "text": "Ismat", "family": ["Ismail"], "given": ["Ismat Ismail"]}],
"gender": { "coding": [{ "system": "http://hl7.org/fhir/v3/AdministrativeGender", "code": "F", "display": "Female" }] },
"telecom": [{ "system": "phone", "value": "+3215689011", "use": "mobile" },
{"system": "phone", "value": "+515509342", "use": "home" }],
"birthDate": "1984 -03-18",
"address": [{ "use": "home", "type" : "both", "line": ["House # 50, Street 20-A, Chaklala Scheme 3"], "city":
"Rawalpindi", "zip": "46000", "country": "Pakistan" }],
"managingOrganization": { "reference": "Organization/1", "display": "Maryam Memorial Hospital" },
"active": true
"createdAt": ISODate("2016-06-13T08.58.37Z“),
Appended by DAO before storage

"identi fier": [{ "value": "Patient/8“ }]
}

Figure 4: A patient resource as JSON document.
Table 6: REST resource URIs.
URL pattern
POST/resource
GET/resource
GET (or POST)/resource/{id}
GET/resource/_search?[criteria]
GET/patient/{id}/bmi

Service description
Enables creation of resource in particular collection. Such as a “Patient”
Lists resources of a particular type such as a list of all patients
View (or edit) a particular resource speciﬁed by the identiﬁer
List resources of particular type meeting the given search criteria
Analyze if BMI is appropriate according to prepregnancy BMI and current gestational age

Table 7: Characteristics of participants (mothers).
Characteristics
Age
18–24
25–34
36–45
Religion
Muslims
Non-Muslims
Formal school education
No
Yes
Employment status
No
Yes
Pregnancy status
Pregnant
Gave birth within last six months
Gravida
Primi
Multi

Number

Percentage

3
21
6

10
70
20

27
3

90
10

6
24

20
80

21
9

70
30

12
18

40
60

12
18

40
60

presents a summary of this evaluation. Each evaluation
criteria is further explained in subsequent sections.
4.1. Understanding System Features. The healthcare providers
and majority of women understood all the functionalities

that the system oﬀers. However, some women from weaker
educational background could not comprehend even very
simple features such as BMI value and range.
4.2. Approval of Eﬀectiveness. Several users found the system
as very eﬀective in improving the current record maintenance techniques, contributing towards a better and eﬃcient
healthcare delivery system. The majority of healthcare
providers stated that manual procedures overburden the
doctors as they have to see the patients and create the records
twice—once for the patients, that is, prescriptions and then
for hospital registers. This process is ineﬃcient, time consuming and prone to errors. The maintenance of hospital
registers is hard causing space issues and making it cumbersome to locate patient ﬁles for future references. Patients face
risks of losing their manual records. This is critical especially
in pregnancy-related data because the records, once lost of
earlier time span (trimester), cannot be obtained in a later
stage of pregnancy. The unavailability of a systematic means
of recording previous histories results in patients being asked
the same questions on each encounter regarding their
pregnancy/medical history. Similarly, the diagnostic tests or
medications, that need only be used once or for a particular
time span, may also be repeatedly prescribed.
However, some found it unsuitable, especially for women
belonging to underprivileged areas that lack resources. Similarly, the lack of education and awareness was also identiﬁed
as one of the big reasons for not being able to use the system.
One of the LHWs stated, “Women in the villages usually do
not disclose their pregnancies unless it becomes very obvious
in later stages. They are also not willing to have monthly
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Table 8: List of questions asked from participants.

Questions from mothers
Were they already seeing a doctor or visiting a healthcare facility?
Have they ever used a digital system before?
Do they understand the purpose of the system and its features?
Do they ﬁnd it useful?
Comments for improvement

Questions from healthcare providers
For how long have they been working?
At which healthcare facilities have they worked?
Current modes of recording health data that they use?
Have they ever used a digital EMR before?
Computer usage skills?
Opinion regarding system’s acceptability?
Comments for improvement?

Table 9: Opinions of test users about MCHRS.
Question
Extent of understanding

Level of eﬀectiveness

Level of usefulness (patient’s perspective)

Level of willingness to use the system

Category
All features
Only common features
Very eﬀective
Unsuitable (considering issues of resources)
Unsuitable (lack of education/awareness)
Very useful
Unsuitable (considering issues of resources)
Unsuitable (lack of education/awareness)
Deﬁnitely
Reluctant (comfortable in manual records)
Reluctant (incapable of using)
Not interested

check-ups, ultrasounds or medications even if provided freeof-cost by the government. LHWs also require training and
education for being able to use these systems.”
4.3. Level of Usefulness. Most of the patients, especially
those doing jobs, acknowledged the system features as very
practical and useful in helping them track health status.
However, some of them, due to lack of resources, education, or awareness, did not think that they could use the
system on their own. However, they acknowledged the
beneﬁts of viewing health record on an online health system
and the ability to track health status by recording weight
or calculating BMI and getting suggestions online from
the physician.
4.4. Willingness to Use in Future. Several doctors and
women agreed to use the system considering the level
of ease it provides as compared to traditional record
keeping. However, some of them felt more comfortable
in keeping the ﬁle-based records. Although they acknowledged the risks of losing their manual records and also
have had the experience of misplacing their ﬁles, they still
did not feel the desire/need to change. A woman stated,
“I lost my previous records but it is okay. I shall see
the doctor, get the scans done again and thus have my
new records.”
Some of the women, however, were incapable of using the
system because of lack of education or resources. There were
also some, who were not interested in using the system.

Count
32
3
29
2
4
31
2
2
26
3
4
2

Percentage
91.4
8.6
82.86
5.71
11.43
88.6
5.7
5.7
74.3
8.6
11.4
5.7

Some social issues were identiﬁed as reasons for their
unwillingness. One woman said, “I would prefer leaving
the household and taking a break, be it a doctor’s visit.”
They also felt that their husband, mother-in-law, or other
family members will not trust their opinions on the basis
of health information they interpret from an online health
record system.
4.5. Evaluation Summary. The system provides all the
relevant functionalities starting from patient registration to
patient-doctor encounter details to a prescription for the
patient and record maintenance for later reference. The
proposed system also provides access to patients for viewing
their medical records. Moreover, the capability of adding
blood pressure and weight by the patient for review by the
health care provider was also added. However, doctors’ opinion reﬂected that measurements entered by patients are not
trustworthy. So, for the time being, an ability to add only
height and weight is provided to the patient. The patients
can also view their body mass index (BMI). The system
automatically generates a message indicating whether the
calculated BMI is appropriate or not according to the stage
of pregnancy. This is helpful in identifying the health and
appropriate weight gain of a patient and for taking suitable
measures for improving the diet and habits of a patient for
a healthy pregnancy. According to some of the doctors,
carrying out researches on existing data sources in Pakistan
is challenging because of the poor data collection eﬀorts.
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Table 10: Comparison of proposed MCH system with existing techniques.

Feature
HL7 FHIR or other health standard
for information modeling
RESTful web services
MongoDB or other NoSQL data stores
Open-source web-based solution
Access for patients

Record of complete patient history
(past pregnancies, medications,
allergies, surgeries)
Minimal chances of losing patient records
Easier record maintenance
Eﬃcient retrieval
Reliable data for research and analysis

Proposed

Techniques in use

Yes

No

Yes
Yes
Yes
Capability to view
all personal records
Calculation of BMI

No
No
No
Some provide access to lab
reports only

Yes
Yes
Yes
Yes
Yes

Few hospitals maintain discharge
summaries of inpatients and
lab reports
No
No
No
No

OpenEMR
Standard-based
medical billing
No
No
Yes

OpenMRS
HL7 engine for
data import
Yes
No
Yes

Yes

Yes

Yes

Yes

Yes
Yes
Yes
Yes

Yes
Yes
Yes
Yes

However, the proposed approach can provide very granular
data to the doctors or researchers to facilitate analysis
and policy making. The system also enables maintenance
of a child’s health record and allows parents/guardian to
view the record of their child from the beginning. Table 10
describes the beneﬁts of the proposed system over the
existing record-keeping options. At the same time, there
were various limitations of the system as well. Some of
these limitations or challenges involved in implementation
include the following:

The biggest challenge identiﬁed in system rollout was the
lack of education and awareness. The adult female literacy
rate for Pakistan is only 45% [31]. Therefore, we conclude
that a signiﬁcant eﬀort is required in training and educating people for the use of a comprehensive health record
system. Moreover, healthcare providers generally feel intimidated in using a computerized system compared with the
traditional approaches.

(1) National HIT policies are diﬃcult to enforce in an
eﬀective and secure environment in the absence of
government support.

The authors declare that there is no conﬂict of interest
regarding the publication of this paper.

(2) People are generally less motivated and apprehensive
to adapt to new technologies because of cultural and
social reasons.

Acknowledgments

(3) Lack of adequate technological infrastructure (hardware, communication channels, and internet) is a
huge barrier in a widespread implementation. People
in rural areas who do not have Internet and other
technical facilities available were not able to use it.

5. Conclusion
Though a preliminary implementation of the proposed
system was carried out, the evaluation study suggests that
the MCH system can enable reliable and eﬃcient record
keeping. It can be a catalyst in the availability of quality data
to facilitate analysis, research, and evidence-based decision
making. However, additional work is needed to rollout a
comprehensive MCH information system at a wider scale
to facilitate the manipulation, analysis, and dissemination
of health data pertaining to a mother as well as child health
to help achieve the global health targets at the national level.
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