Computational and Mathematical Methods in Medicine

Predictive Modelling Based on
Statistical Learning in Biomedicine
Lead Guest Editor: Olaf Gefeller
Guest Editors: Benjamin Hofner, Andreas Mayr, and Elisabeth Waldmann

Predictive Modelling Based on
Statistical Learning in Biomedicine

Computational and Mathematical Methods in Medicine

Predictive Modelling Based on
Statistical Learning in Biomedicine
Lead Guest Editor: Olaf Gefeller
Guest Editors: Benjamin Hofner, Andreas Mayr,
and Elisabeth Waldmann

Copyright © 2017 Hindawi. All rights reserved.
This is a special issue published in “Computational and Mathematical Methods in Medicine.” All articles are open access articles distributed under the Creative Commons Attribution License, which permits unrestricted use, distribution, and reproduction in any medium,
provided the original work is properly cited.

Editorial Board
Emil Alexov, USA
Konstantin G. Arbeev, USA
Georgios Archontis, Cyprus
Enrique Berjano, Spain
Elia Biganzoli, Italy
Konstantin Blyuss, UK
Hans A. Braun, Germany
Zoran Bursac, USA
Thierry Busso, France
Carlos Castillo-Chavez, USA
Prem Chapagain, USA
Hsiu-Hsi Chen, Taiwan
Ming-Huei Chen, USA
Wai-Ki Ching, Hong Kong
Nadia A. Chuzhanova, UK
Maria N. D.S. Cordeiro, Portugal
Irena Cosic, Australia
Qi Dai, China
Chuangyin Dang, Hong Kong
Didier Delignières, France
Jun Deng, USA
Thomas Desaive, Belgium
David Diller, USA
Michel Dojat, France
Irini Doytchinova, Bulgaria
Esmaeil Ebrahimie, Australia
Georges El Fakhri, USA
Issam El Naqa, USA
Angelo Facchiano, Italy
Luca Faes, Italy

Giancarlo Ferrigno, Italy
Marc Thilo Figge, Germany
Alfonso T. García-Sosa, Estonia
Humberto González-Díaz, Spain
Igor I. Goryanin, Japan
Marko Gosak, Slovenia
Damien Hall, Australia
Roberto Hornero, Spain
Tingjun Hou, China
Seiya Imoto, Japan
Hsueh-Fen Juan, Taiwan
Rafik Karaman, Palestine
Lev Klebanov, Czech Republic
Andrzej Kloczkowski, USA
Chung-Min Liao, Taiwan
Ezequiel López-Rubio, Spain
Reinoud Maex, France
Valeri Makarov, Spain
Kostas Marias, Greece
Richard J. Maude, Thailand
Michele Migliore, Italy
John Mitchell, UK
Chee M. Ng, USA
Michele Nichelatti, Italy
Kazuhisa Nishizawa, Japan
Francesco Pappalardo, Italy
Jesús Picó, Spain
Alberto Policriti, Italy
Giuseppe Pontrelli, Italy
Christopher Pretty, New Zealand

Mihai V. Putz, Romania
Jose Joaquin Rieta, Spain
Jan Rychtar, USA
Vinod Scaria, India
Jörg Schaber, Germany
Xu Shen, China
Simon A. Sherman, USA
Pengcheng Shi, USA
Dong Song, USA
Xinyuan Song, Hong Kong
Nelson J. Trujillo-Barreto, UK
Anna Tsantili-Kakoulidou, Greece
Po-Hsiang Tsui, Taiwan
Gabriel Turinici, France
Raoul van Loon, UK
Liangjiang Wang, USA
Ruisheng Wang, USA
David A. Winkler, Australia
Gabriel Wittum, Germany
Yu Xue, China
Yongqing Yang, China
Chen Yanover, Israel
Xiaojun Yao, China
Kaan Yetilmezsoy, Turkey
Hiro Yoshida, USA
Henggui Zhang, UK
Yuhai Zhao, China
Xiaoqi Zheng, China

Contents
Predictive Modelling Based on Statistical Learning in Biomedicine
Olaf Gefeller, Benjamin Hofner, Andreas Mayr, and Elisabeth Waldmann
Volume 2017, Article ID 4041736, 3 pages
Correcting Classifiers for Sample Selection Bias in Two-Phase Case-Control Studies
Norbert Krautenbacher, Fabian J. Theis, and Christiane Fuchs
Volume 2017, Article ID 7847531, 18 pages
An Update on Statistical Boosting in Biomedicine
Andreas Mayr, Benjamin Hofner, Elisabeth Waldmann, Tobias Hepp, Sebastian Meyer, and Olaf Gefeller
Volume 2017, Article ID 6083072, 12 pages
A Multicriteria Approach to Find Predictive and Sparse Models with Stable Feature Selection for
High-Dimensional Data
Andrea Bommert, Jörg Rahnenführer, and Michel Lang
Volume 2017, Article ID 7907163, 18 pages
Probing for Sparse and Fast Variable Selection with Model-Based Boosting
Janek Thomas, Tobias Hepp, Andreas Mayr, and Bernd Bischl
Volume 2017, Article ID 1421409, 8 pages
Integration of Multiple Genomic Data Sources in a Bayesian Cox Model for Variable Selection and
Prediction
Tabea Treppmann, Katja Ickstadt, and Manuela Zucknick
Volume 2017, Article ID 7340565, 19 pages
Pathway-Based Kernel Boosting for the Analysis of Genome-Wide Association Studies
Stefanie Friedrichs, Juliane Manitz, Patricia Burger, Christopher I. Amos, Angela Risch,
Jenny Chang-Claude, Heinz-Erich Wichmann, Thomas Kneib, Heike Bickeböller, and Benjamin Hofner
Volume 2017, Article ID 6742763, 17 pages
Nonparametric Subgroup Identification by PRIM and CART: A Simulation and Application Study
Armin Ott and Alexander Hapfelmeier
Volume 2017, Article ID 5271091, 17 pages
IPF-LASSO: Integrative 𝐿 1 -Penalized Regression with Penalty Factors for Prediction Based on
Multi-Omics Data
Anne-Laure Boulesteix, Riccardo De Bin, Xiaoyu Jiang, and Mathias Fuchs
Volume 2017, Article ID 7691937, 14 pages
Dysphonic Voice Pattern Analysis of Patients in Parkinson’s Disease Using Minimum Interclass
Probability Risk Feature Selection and Bagging Ensemble Learning Methods
Yunfeng Wu, Pinnan Chen, Yuchen Yao, Xiaoquan Ye, Yugui Xiao, Lifang Liao, Meihong Wu, and Jian Chen
Volume 2017, Article ID 4201984, 11 pages

Hindawi
Computational and Mathematical Methods in Medicine
Volume 2017, Article ID 4041736, 3 pages
https://doi.org/10.1155/2017/4041736

Editorial
Predictive Modelling Based on Statistical
Learning in Biomedicine
Olaf Gefeller,1 Benjamin Hofner,2 Andreas Mayr,1,3 and Elisabeth Waldmann1
1

Department of Medical Informatics, Biometry & Epidemiology, Friedrich-Alexander University Erlangen-Nürnberg,
Waldstr. 6, 91054 Erlangen, Germany
2
Section Biostatistics, Paul-Ehrlich-Institut, Langen, Germany
3
Department of Statistics, Ludwig-Maximilians-Universität München, Munich, Germany
Correspondence should be addressed to Olaf Gefeller; olaf.gefeller@fau.de
Received 4 July 2017; Accepted 4 July 2017; Published 28 September 2017
Copyright © 2017 Olaf Gefeller et al. This is an open access article distributed under the Creative Commons Attribution License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original work is properly cited.

Twenty years ago, the journal Computational and Mathematical Methods in Medicine was launched under its previous title Journal of Theoretical Medicine. During those
years at the end of the last century, the understanding of
machine learning technology and its potential combination
with statistical modelling approaches was in its infancy.
The modern term “statistical learning” for this fusion of
methodology from different scientific areas could already
be found in the scientific literature (see Vapnik [1, 2]), but
its meaning was slightly different from today. The famous
textbook by Hastie et al. [3] popularised the term in its
current meaning when being published in its first edition
in 2001. During recent years, considerable research has been
devoted to exploring this combination of state-of-the-art
statistical methodology with machine learning techniques.
Such an approach provides many practical advantages, particularly regarding data situations frequently encountered in
modern biomedical research characterized by large numbers
of potential features or variables. In such situations, the
primary aim is often to obtain sparse and explanatory models,
which can be generalized effectively. Via statistical learning
approaches, interpretable prediction rules leading to accurate
forecasts for future or unseen observations can be deduced
from potentially high-dimensional data.
This special issue is devoted to this evolving research
area at the intersection between different scientific branches.
It attracted a broad spectrum of methodological contributions regarding different types of algorithms and fields of
biomedical application. Out of sixteen submissions that were

rigorously evaluated by international experts, nine made it
into this issue. The compilation of papers in this special
issue consists of one review paper and eight original research
articles.
In their review titled “An Update on Statistical Boosting
in Biomedicine” A. Mayr et al. give an overview of recent
developments in the evolving area of statistical boosting
algorithms. In doing so, they update and expand earlier
reviews of this specific area of statistical learning research
[4–6]. For the first time, recent methodologic research on
boosting functional data and on the application of boosting techniques in advanced survival modelling is reviewed.
Modern biomedical applications of this type of statistical
learning are also sketched to provide an overview not only
of recent methodologic improvements but also of practical implementation of boosting in answering biomedical
research questions.
In the paper titled “A Multicriteria Approach to Find
Predictive and Sparse Models with Stable Feature Selection
for High-Dimensional Data” A. Bommert et al. propose a
way to select models based on multiple important criteria:
prediction accuracy as well as sparsity and stability of the
model. For model stability, the authors investigate, analytically and in a simulation study, various stability measures
and conclude that the Pearson correlation has the best
properties. In another simulation study with various learning
approaches such as random forests, support vector machines,
lasso regression, and boosting in combination with a variety
of filter methods preselecting features, they investigate Pareto
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fronts and conclude that it is possible to find models with a
stable selection of only a few features without losing much
predictive accuracy.
The paper titled “Correcting Classifiers for Sample Selection Bias in Two-Phase Case-Control Studies” by N. Krautenbacher et al. aims at improving results of models based
on stratified data. It gives a very detailed explanation of the
general problem of the resulting selecting bias when aiming
at capturing more information by using a higher proportion
of individuals with rare outcomes and a thorough summary
of existing methods. Furthermore, two novel approaches are
presented which outperform the state-of-the-art methods
when being used in the random forests context and perform
equally well when being used for logistic regression.
The paper titled “Integration of Multiple Genomic Data
Sources in a Bayesian Cox Model for Variable Selection and
Prediction” by T. Treppmann et al. is the only Bayesian
contribution to the special issue. The authors integrate information from different sources to improve variable selection
performance and prediction ability in the context of highdimensional survival analysis. In order to achieve their goal,
they combine Lee et al.’s approach [7] with George and
McCulloch’s Gibbs sampler [8]. Basically, the latter approach
allows variable-specific penalties for the lasso-type approach
of the former. In their biomedical application, the authors use
information from copy number variation data to improve a
model based on gene expressions.
In their paper titled “Pathway-Based Kernel Boosting
for the Analysis of Genome-Wide Association Studies” S.
Friedrichs et al. describe a framework to incorporate genetic
pathways, that is, gene-interaction networks, in prediction
models for the analysis of genome-wide association studies
(GWAS). The approach adapts a boosting method with
specific kernel-based learners. The authors show that their
approach identifies important genetic factors while evading
the issue of multiple testing. As the genetic interaction
networks can be biologically interpreted, the approach facilitates understanding the biological processes involved in
disease susceptibility. Furthermore, it enables the prediction
of clinical outcomes for new patients and thus constitutes a
powerful tool in the analysis of GWAS data.
The article titled “Probing for Sparse and Fast Variable
Selection with Model-Based Boosting” by J. Thomas et al.
proposes a fundamentally new concept to select the optimal
number of iterations for statistical boosting algorithms. This
so-called stopping iteration is the main tuning parameter for
these kinds of algorithms and represents the classical tradeoff between variance and bias. Typically it is selected based
on resampling procedures focusing on the predictive risk
and therefore on prediction accuracy. The authors propose
focusing on the variable selection properties of the algorithm:
they incorporate additional noninformative probes (shadow
variables) for each candidate variable and stop the algorithm
once the first of these probes was selected. This new approach
is considerably faster than resampling, because the model
is fitted only once without additional tuning. In large-scale
simulations, the authors show that their approach leads
to sparser models with less false positives than traditional
methods to determine the stopping iteration.
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The focus of the paper titled “Nonparametric Subgroup
Identification by PRIM and CART: A Simulation and Application Study” by A. Ott and A. Hapfelmeier lies on traditional
machine learning technology. Classification and Regression
Trees (CART) have been introduced more than 30 years
ago by Breiman et al. [9] and have made their way into
the standard repertoire of methods to identify homogenous
subgroups in high-dimensional data situations. The Patient
Rule Induction Method (PRIM), which has been developed
for the same purpose in biomedical applications based on a
computational idea of Friedman and Fisher [10], has attracted
some interest but is less often used in practice. Ott and
Hapfelmeier compare the two strategies by means of an
exhaustive simulation study. In particular, they show in which
scenarios PRIM outperforms CART. The manuscript covers
also an application using a clinical data set in which the two
approaches produce similar results. However, the authors also
demonstrate in their application that CART, although simpler
to implement, is a rather static technique, whereas PRIM can
be flexibly tuned by the user.
In their paper titled “IPF-LASSO: Integrative L1 Penalized Regression with Penalty Factors for Prediction
Based on Multi-Omics Data” A.-L. Boulesteix et al. focus
on the problem of integrating high-dimensional molecular,
genetic, or other “omics” data from different sources
or modalities together with clinical variables into one
prediction model. They adapt the classical lasso (which
leads often to very similar solutions to statistical boosting
approaches; see Hepp et al. [11]) by introducing different
L1 penalties for the modalities in order to account for their
different importance. The application of the approach is
illustrated via the development of prediction models for
the survival of cancer patients based on clinical variables,
microarray gene expressions, and somatic copy number
alterations.
In their interesting application-oriented paper titled
“Dysphonic Voice Pattern Analysis of Patients in Parkinson’s
Disease Using Minimum Interclass Probability Risk Feature
Selection and Bagging Ensemble Learning Methods” Y. Wu
et al. compare different machine learning approaches in
their discriminatory performance on voice pattern data from
patients with Parkinson’s disease and healthy controls. Their
novel contribution consists of suggesting a new method
of feature selection from voice patterns subsequently processed by machine learning algorithms. Their results show
superiority of classification performance of their approach
termed “interclass probability risk method” over traditional
competitors.
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Epidemiological studies often utilize stratified data in which rare outcomes or exposures are artificially enriched. This design can
increase precision in association tests but distorts predictions when applying classifiers on nonstratified data. Several methods
correct for this so-called sample selection bias, but their performance remains unclear especially for machine learning classifiers.
With an emphasis on two-phase case-control studies, we aim to assess which corrections to perform in which setting and to obtain
methods suitable for machine learning techniques, especially the random forest. We propose two new resampling-based methods to
resemble the original data and covariance structure: stochastic inverse-probability oversampling and parametric inverse-probability
bagging. We compare all techniques for the random forest and other classifiers, both theoretically and on simulated and real data.
Empirical results show that the random forest profits from only the parametric inverse-probability bagging proposed by us. For
other classifiers, correction is mostly advantageous, and methods perform uniformly. We discuss consequences of inappropriate
distribution assumptions and reason for different behaviors between the random forest and other classifiers. In conclusion, we
provide guidance for choosing correction methods when training classifiers on biased samples. For random forests, our method
outperforms state-of-the-art procedures if distribution assumptions are roughly fulfilled. We provide our implementation in the R
package sambia.

1. Introduction
Statistics is an art of inferring information about large populations from comparably small random samples. This is
necessary because in practice it is most often impossible to
receive measurements from all individuals in a population
(e.g., due to organizational or cost reasons). In the clinical
context, for example, one might aim to predict the risk for
a certain disease based on clinical features for an entire
population. The risk model will be derived from information
from a much smaller random subsample of the population.
When building such models, a common assumption is that
the subsample follows the same distribution as the population
the sample was taken from. This assumption, however, is not
valid if the sample is not taken at random. In the epidemiological context, for example, this case occurs in the well-known
case-control studies [1]. Here, one is interested in finding

associations between features and rare disease outcomes.
In order to increase precision and achieve higher statistical
power for finding significant associations, cases are enriched
such that cases and controls are equally represented in the
sample. When a case-control study is used for risk prediction
on an unbiased population (e.g., via logistic regression),
certain adjustments have to be made which have been elaborated in [2–5].
An even more complex sample design appears in twophase case-control studies [6, 7]. Here, one enriches not only
a rare disease outcome but also a rare covariate (e.g., an
exposure). This measure prevents the sample from containing
only few individuals that fall into both rare categories. From
such a sample, one would hardly be able to draw conclusions
about the rare combination. Figure 1(a) illustrates how the
sampling procedure is performed in practice. Figure 1(b)
shows an exemplary table of numbers of cases/controls and
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Phase 1: recording of
inexpensive characteristics
Cases

Phase 2: recording of
expensive characteristics

Step 1

Step 2

Cases

Controls

Cases
Controls
Cases
Controls
Final sample =
given dataset

Controls
Cases

Cases

Controls
Controls

Population

Feature biased sample

Complete biased sample

Exposed
Cases
Controls
(a) Stratified random selection process of a two-phase case-control study. Feature
characteristics known about a whole finite population are typically features which are
inexpensive to measure and called characteristics recorded in Phase 1. The expensive
characteristics are recorded only in Phase 2—in the final sample

After selection process

Before selection process

Nonexposed

2,400

20,100

Exposed

1,200

6,300

Cases

Controls

Nonexposed

500

500

Exposed

500

500

Cases

Controls

(b) Exemplary cross table for data before (left) and after (right) the selection process of a
two-phase case-control study. There is a clear dependency between exposure and disease in
the population. After the sampling process, this dependency vanishes completely for the final
sample

Figure 1

exposed/nonexposed individuals in the population and the
sample. This and other complex survey designs (e.g., cohort
sampling designs [8]) have been used in order to obtain
subpopulations with rare characteristics of features of interest
[9–11]. The efficiency and analysis of the design are described
in [6].
In the situations described above, the sample follows a
different distribution than the population. This can affect
statistical analysis. In the general context, this issue is known
as sample selection bias [12–14]. It generally occurs when not
all individuals from the population have the same probability
of getting selected for the sample. If a statistical estimate is
affected by sample selection bias, one should correct for it.
The question of whether correction is necessary depends on
the type of sample selection bias, the considered classifier, and
the research question to be answered. For example, no adjustment is required if only the outcome variable is enriched
and logistic regression is applied for prediction purposes,

because the slope coefficients of the linear predictor remain
asymptotically unaffected by sample selection bias for this
case (if the functional form and the explanatory features for
the model are correct) [15]. In general, however, correction
is required, and there are several solutions to encounter this
problem in complex survey designs [16, 17]. These existing
approaches mainly focus on classical prediction methods or
simple survey designs. Strategies applicable also for machine
learning approaches have been suggested in the general
sample selection bias context [12, 18, 19]. These methods
reconstruct the population data or its covariance structure
and typically involve nonparametric resampling techniques
like bootstrapping. However, they neglect complex survey
designs. Thus, while correcting for sample selection bias in
logistic regression is well investigated, its consideration is
unclear for most machine learning approaches.
This paper assesses, proposes, and compares approaches
to correct for sample selection bias in complex surveys,

Computational and Mathematical Methods in Medicine
Cases
Controls

Cases
Controls
Cases
Controls

Learn

Predict

Cases

Classifier

Controls

Learning data:
complete biased sample

Test data:
population

Exposed
Cases
Controls

Figure 2: Scheme of learning on biased learning data and predicting
on unbiased test data. The classifier learns on four equally sized
strata (complete biased learning data set) but predicts on a data set
(unbiased population) of different sizes of the four strata.

especially in two-phase case-control studies. Therefore, we
focus on the binary outcome. Figure 2 illustrates the issue
to be addressed. The emphasis is on a widely used machine
learning approach: the random forest. We correct for the
covariance structure of the sample by incorporating knowledge about the sample selection procedure into nonparametric and parametric resampling techniques. As the random
forest is based on resampling anyway (in terms of bagging;
see Section 3.2), we incorporate the correction step into the
inherent resampling procedure. We compare our correction
approaches to analogous state-of-the-art approaches, both for
the random forest and for other common classifiers, namely,
logistic regression, logistic regression including interaction
terms, and the naive Bayes classifier. We especially address
the question of whether correction is necessary in random
forests, and if so, whether current correction approaches can
successfully be transferred to the random forest and whether
improvement is possible through alternative approaches.
We assess and compare the prediction performance of the
correction techniques in a synthetic simulation study and in
a real data application. We provide the R package sambia so
that readers can easily apply the methods presented here to
their data.
This paper is structured as follows. We formalize sample
selection bias and address the necessity of correction in
Section 2. Section 3 explains current approaches for corrected learning on biased samples, and we propose two new
methods based on drawing observations from theoretical
distributions assumed for the given data. We furthermore
analyze properties of the various approaches in the context of
sample selection bias. Section 4 presents a simulation study
which compares all approaches regarding performance on
new unbiased test data. Section 5 shows a similar analysis on
real data. We discuss and conclude our work in Section 6.
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2. Preliminaries
This section introduces general definitions and background
information: a formal description of sample selection bias
(Section 2.1), the special case of two-phase case-control
studies (Section 2.2), and properties of biased samples
(Section 2.3).
2.1. Sample Selection Bias. The following setup is similar
to that of Zadrozny [12] and distinguishes sample selection
bias into three types. We assume a set of observations
{(x𝑖 , 𝑦𝑖 )}𝑖=1,...,𝑛 which are drawn independently from a distribution 𝐷. The domain of 𝐷 is X × Y with X being the
feature space and Y being a measurable space. Here, Y is a
discrete binary label space since we focus on binary classifiers
in this work. Throughout the paper, we will denote random
variables by capital letters and realizations (i.e., observations
in the sample) by lowercased letters.
For the setup of the sample selection bias issue, let in
addition S be a binary space. 𝑆 ∈ S is the variable that
controls the selection of observations: For 𝑠𝑖 = 1, the 𝑖th
observation is selected; for 𝑠𝑖 = 0, the observation is not
selected. Thus, observations (x𝑖 , 𝑦𝑖 , 𝑠𝑖 ) are drawn from a
distribution L with domain X × Y × S.
In general, a sample {(x𝑖 , 𝑦𝑖 , 𝑠𝑖 )}𝑖=1,...,𝑛 can be biased in
three different ways. These types of sample selection bias can
be described as follows [12, 19]:
(i) Label bias: biasedness depends on 𝑌 only, so 𝑃(𝑆 |
X, 𝑌) = 𝑃(𝑆 | 𝑌) but 𝑃(𝑆 | 𝑌) ≠ 𝑃(𝑆).
(ii) Feature bias: biasedness depends on X only, so 𝑃(𝑆 |
X, 𝑌) = 𝑃(𝑆 | X) but 𝑃(𝑆 | X) ≠ 𝑃(𝑆).
(iii) Complete bias: biasedness depends on X and 𝑌; that
is, there is no independence between 𝑆 and X, 𝑌, so
𝑃(𝑆 | X, 𝑌) ≠ 𝑃(𝑆 | 𝑌) and 𝑃(𝑆 | X, 𝑌) ≠ 𝑃(𝑆 | X).
Under label bias, 𝑆 is not necessarily independent of X ([19];
for details, see also Appendix A), and for feature bias 𝑆 is not
necessarily independent of 𝑌.
Whenever there is sample selection bias, there are selection probabilities 𝑃(𝑆 = 1 | 𝑌, X) (in particular 𝑃(𝑆 = 1 | 𝑌)
for label bias and 𝑃(𝑆 = 1 | X) for feature bias). In practice,
these probabilities can often be estimated if they are
unknown. Throughout this paper, we assume them to be provided. All approaches proposed in this paper will incorporate
these selection probabilities in terms of weights corresponding to the inverse probabilities 𝑃(𝑆 = 1 | X, 𝑌)−1 .
2.2. Sample Selection Bias in Two-Phase Case-Control Studies.
In this paper, we will discuss the special case of two-phase
case-control studies and hence put them into the context of
sample selection bias in this subsection.
The case-control study is an example for sample selection
bias in the clinical context: Some diseases under investigation
are very rare in the entire population. A random sample of
study participants would contain very few cases of the disease.
Statistical analysis would suffer from low precision and thus
low power. In order to increase precision and power, the
number of cases is enriched such that the proportion of cases
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and controls in the sample is identical. In particular, 𝑃(𝑌 =
1 | 𝑆) = 0.5 whereas the prevalence rate 𝑃(𝑌 = 1) is much
smaller, so 𝑃(𝑌 = 1 | 𝑆) ≠ 𝑃(𝑌 = 1). This by Bayes’ theorem
implies 𝑃(𝑆 | 𝑌 = 1) ≠ 𝑃(𝑆), and thus there is label bias.
Case-control studies are mostly used for investigating
associations between disease and features. The underlying
label bias does not alter the effect estimates in hypothesis testing for associations between disease and features.
However, this is true only asymptotically, and there may be
consequences in small sample scenarios. If one focuses on
prediction, for example, via logistic regression, as we do in
this paper, the intercept estimate can simply be adjusted as
described in Rose and van der Laan [4] or Steyerberg et al.
[2]. Elkan [20] offers a solution for arbitrary classifiers.
In two-phase case-control studies, on the other hand, the
selection is additionally controlled by a categorical feature
variable. Such studies suffer from label and feature bias, so
there is complete bias. We focus on this case (i.e., complex
survey designs which involve complete bias).
2.3. Stratified Random Samples. When data is sampled as
in one-phase or two-phase case-control studies, there are
groups within which the selection probabilities are equal.
These groups are called strata. In this paper, we focus on twophase case-control studies where the strata are determined by
a categorical stratum feature (often an exposure) 𝑋𝑒 and the
̃ fl X \ 𝑋𝑒 .
outcome 𝑌. The remaining features of X are X
For a population of size 𝑁 and sample size 𝑛, let ℎ ∈
{1, . . . , 𝐻} be the index of the stratum. Realizations falling
into stratum ℎ are denoted by x̃ℎ , 𝑥𝑒ℎ , and 𝑦ℎ or combined
as (xℎ , 𝑦ℎ ) = (̃xℎ , 𝑥𝑒ℎ , 𝑦ℎ ). We denote by 𝑛ℎ the size of the
stratum ℎ in the sample and by 𝑁ℎ its size in the population.
Then, clearly, 𝑃(𝑆 = 1) = 𝑛/𝑁 and
𝑃 (𝑆 = 1 | x, 𝑦) = 𝑃 (𝑆 = 1 | 𝑥𝑒 , 𝑦)
= 𝑃 (𝑆 = 1 | ℎ (𝑥𝑒 , 𝑦)) =

𝑛ℎ(𝑥𝑒 ,𝑦)
𝑁ℎ(𝑥𝑒 ,𝑦)

,

(1)

where ℎ(𝑥𝑒 , 𝑦) denotes the stratum determined by 𝑥𝑒 and 𝑦.
Throughout the paper, we will simply abbreviate this by ℎ.
If the features determining the selection probabilities are
categorical, the data set can be partitioned into corresponding
strata with equal selection probabilities. This is not the case
if, for example, the feature causing the selection bias is
continuous. In the categorical case, selection probabilities can
be used for adjusting the distribution of the sample to the
original distribution of the population.
Consider the selection probability 𝑃(𝑆 = 1 | ℎ) for an
observation of stratum ℎ. We define
𝑤ℎ fl [

maxℎ 𝑃 (𝑆 = 1 | ℎ )
𝑃 (𝑆 = 1 | ℎ)

]

(2)

as the inverse-probability (IP) weight for stratum ℎ. The
squared brackets denote rounding to the closest integer. The
term IP weight is sometimes used in the literature for the
simple inverse selection probability 𝑃(𝑆 = 1 | ℎ)−1 . In this
work, we use 𝑤ℎ rather than 𝑃(𝑆 = 1 | ℎ)−1 to keep the
number of newly generated observations minimal.

In our correction approaches, we will use
𝐻

𝑛 fl ∑ 𝑛ℎ 𝑤ℎ ,

(3)

ℎ=1

which can be seen as the number of reweighted observations
(i.e., the sum of all observations multiplied by their weights).
As stated above, we are interested in adjustment methods
which can be applied to arbitrary classifiers. In the next
section, after stating a typical setup of a statistical learning
procedure, we will describe several sample selection bias
correction approaches proposed in the literature.

3. Methods
In this section, we describe, modify, and analyze IP weightincorporating classifiers which are designed for learning on
an unbiased data set, when only a biased data set for learning
is given.
3.1. Correction Approaches. All approaches adjust the given
data set to correct for sample selection bias by reconstructing
the original (unbiased) data structure before or while learning
the classifier. We consider the classifier
×𝑛
{(X × Y) × X → Y
𝜑:{
((x, 𝑦) , X) → 𝜑 ((x, 𝑦) ; X) ,
{

(4)

where the given learning data set (x, 𝑦) = ((x1 , 𝑦1 ), . . . ,
(x𝑛 , 𝑦𝑛 )) is mapped to the prediction (in our case classification) rule and applied to the random variable X.
3.1.1. State of the Art. The methods in this section were
proposed in the literature and are partly modified for our
purposes.
No Correction. The naive approach for learning on a biased
sample is to simply ignore the bias. No IP weights are used,
and the classifier is trained on the given sample as it is. As
shown by Zadrozny [12], this approach is valid for some cases
of sample selection bias, namely, for feature bias for a specific
type of classifiers.
Inverse-Probability Oversampling. An intuitive method for
correcting for sample selection bias is the plain replication
of each observation in the sample according to its IP weight
(i.e., in a stratified random sample, one replicates an observation of stratum ℎ by the factor 𝑤ℎ ). Then, the number of
observations in the reconstructed sample is 𝑛 . This sample is
used for learning. In maximum likelihood-based approaches
like generalized regression models, this method is equal to
weighting the single likelihoods per observation. The procedure, sometimes simply called inverse-probability weighting,
has been used early [21], with applications both in regression
[22] and in general statistical learning [20]. We refer to
this technique as IP oversampling: Since in the stratification
process some observations were oversampled, this method
is a way of reoversampling underrepresented observations
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in the stratified sample. Since IP oversampling is applicable
to arbitrary classifiers, we take it into account for further
comparisons. A drawback is that it changes the covariance
structure per stratum ℎ. In Section 3.1.2, we propose a method
that corrects for this issue.
Inverse-Probability Bagging. Another correction method uses
bootstrap aggregation and averaging, commonly abbreviated
to the acronym bagging. The procedure averages several
predictions trained on an ensemble of bootstrap samples
and thus makes learners more robust [23]. Nonparametric
bootstrap samples arise by randomly drawing 𝑛 times from
the original data set of size 𝑛 with replacement. Bagging
procedures fit a learner on each of these bootstrap samples
and combine the learners by averaging predictions or by
majority vote. When building bootstrap samples from biased
data sets, as in our case, resampling can take into account IP
weights: Instead of drawing observations randomly, selection
probabilities are set proportional to 𝑤ℎ for the respective
strata ℎ. This procedure is proposed by Nahorniak et al. [24]
and labeled as IP bagging here.
Costing. Zadrozny et al. [18] argue that sampling with replacement as done in IP bagging is inappropriate since sets of
independent observations from continuous distributions
contain two identical elements only with zero probability,
whereas nonparametric bootstrap samples generally contain
observations repeatedly. Zadrozny et al. [18] propose an
approach called costing, which is similar to IP bagging in
terms of resampling from the learning data and aggregation
of learned algorithms on 𝑚 new samples. It differs in the
implementation of resampling the 𝑚 learning sets: Here, an
observation from the original learning set enters a resampled
data set only once at most. It is selected with probability
𝑤ℎ /maxℎ 𝑤ℎ according to the corresponding stratum ℎ.
Consequently, the size of the new samples is smaller than
𝑛 and generally varies among the 𝑚 learning sets. The
latter aspect indicates the difference of this approach to
subsampling without replacement. A detailed description of
the aspects of the algorithm can be found in Zadrozny et al.
[18], Sections 2.3.2 to 2.3.4.
A drawback of costing in case of strata with a low number
of observations is the following: There may be subsamples
which do not contain observations from all strata, which
implies that no classification rule can be learnt for the missing
strata from those subsamples. For the purposes of this
paper, we adjusted the costing algorithm by not taking into
account such incomplete samples. This modification causes
bias which we consider negligible.
Modified SMOTE. So far, all correction approaches replicated
given observations. In contrast, [25] proposed a synthetic
minority oversampling technique (SMOTE) to generate new,
synthetic data. The strategy is designed as a solution for the
imbalanced class problem, where rare cases (the minority
class) are hardly represented in the (nonstratified) sample,
which mainly consist of common cases from the majority
class. In this situation, several classifiers perform poorly
because of the imbalanced proportion of outcome categories
in the data.
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In its original form, SMOTE generates synthetic observations for the minority class as follows: For fixed 𝑘 ∈ N,
one determines the 𝑘 nearest neighbors of the minority class.
Depending on the desired number of new observations, one
then randomly selects a corresponding amount of instances
from this neighborhood. New observations arise as weighted
averages between original feature vectors and selected nearest
neighbors. To that end, weights are randomly sampled from
the unit interval.
We adapt SMOTE to the context of stratified random
samples: Rather than enlarging only the minority class, we
generate synthetic observations for all strata with 𝑤ℎ > 1.
Thus, we apply SMOTE up to 𝐻 − 1 times, once for each
stratum which requires more observations. We refer to this
algorithm as modified SMOTE hereafter.
3.1.2. Correcting Covariance Structures. The approaches
above aim to reconstruct the original data distribution in
order to then learn a classifier on an unbiased sample.
However, several aspects are not incorporated so far: IP
oversampling replicates observations and by this biases the
covariance structure within the strata. A correction for this
biasedness should be provided. Similarly, modified SMOTE
biases the data, especially for large weights 𝑤ℎ , where the
same observations are used several times for synthetic
data generation and lack contributing sufficient variation. IP
bagging and costing are both exclusively based on resampling
observed data. This may become problematic especially for
small sample sizes or only small stratum sizes (which can
occur in the resampled data sets for these two approaches):
The fine structure in the given data can be spurious due to the
deficit of observations. Also, due to small sample sizes and
hence too few values in the sample only covering a restricted
range, one may underestimate variance and covariance of
the data.
In this section, we propose two procedures which aim to
conquer the problem of small strata by increasing the number
of observations per stratum and at the same time estimate the
covariance of the population appropriately. The idea behind
both approaches is to exploit the fact that within each stratum
ℎ all observations are assigned the same weight 𝑤ℎ . This
enables parametric resampling within each stratum.
̃ ℎ be the distribution which X
̃ℎ follows. We aim
Let L
̃ ℎ by theoretical distributions and estimate
to approximate L
their parameters for each stratum ℎ. In practice, determining
the multivariate distribution of the features is difficult and
relies on assumptions. One might, for example, assume
normally distributed features,
̃ℎ ∼ N (𝜇ℎ , Σℎ ) ,
X

(5)

̂ ℎ for all ℎ,
and would then have to estimate 𝜇̂ℎ and Σ
which is typically done by their empirical pendants. Even
though we focus on the normal distribution in our empirical
investigations, we propose the following approaches such that
they can be applied to arbitrary distribution assumptions.
Stochastic Inverse-Probability Oversampling. Our first
approach builds upon the re- or oversampling techniques
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Table 1: Properties and performance of correction approaches for logistic regression and random forest. The properties are as follows: (i) a
correction attempt is made at all; (ii) the covariance structure of the learning data is attempted to be unbiased; (iii) learning is based on a data
set containing a larger number 𝑛 of observations than the original stratified data set (see (3)). Criteria are fulfilled (“✓”), not clearly fulfilled
(“(✓)”), or not fulfilled (“×”).
Correction approach

(i)

Properties according to Section 3.1.3
(ii)

×
✓
✓
✓
✓
✓
✓

No correction
IP oversampling
IP bagging
Costing
Modified SMOTE
Stochastic IP oversampling
Parametric IP bagging

×
×
✓
✓
(✓)
✓
✓

described in Section 3.1.1. However, the repeated occurrence
of observations of continuous features falsifies the covariance
structure of the reconstructed samples. Hence, we add noise
to those data sets obtained via IP oversampling and thus call
our proceeding stochastic IP oversampling.
When adding this noise, we want to retain important
distribution characteristics of the respective stratum. As
̃ℎ.
̃ℎ ∼ L
stated above, the stratified sample contains features X
After performing IP oversampling, the reconstructed features
̃ ℎ anymore. We aim to adjust X
̃ do not follow L
̃ by
X
ℎ
ℎ
̃ +̃𝜀ℎ approximately follows
adding noise terms ̃𝜀ℎ such that X
ℎ
̃ ℎ in the sense that it agrees in
the original distribution L
expectation and covariance. In the following, we derive a
̃ adj for ̃𝜀ℎ .
respective distribution L
ℎ
We seek two conditions to hold:
̃ + ̃𝜀ℎ ) = E (X
̃ℎ ) ,
E (X
ℎ
(𝑗)

(𝑗)

(6)
(𝑗)

̃(𝑘) , 𝑋
̃ + 𝜀̃ ) = cov (𝑋
̃ ) = Σℎ
̃(𝑘) + 𝜀̃(𝑘) , 𝑋
cov (𝑋
ℎ
ℎ
ℎ
ℎ
ℎ
ℎ

(7)

for all 𝑘, 𝑗 ∈ {1, . . . , 𝑝} denoting the index of the features.
̃ ) = E(X
̃ℎ ), we obtain
Because of (6) and since E(X
ℎ
E (̃𝜀ℎ ) = 0.

(8)

In the Appendix (Appendix A, (B.3)), we derive the adjusted
(𝑗)
adj
noise covariance matrix Σℎ fl cov(̃𝜀ℎ(𝑘) , 𝜀̃ℎ ), which leads to
adj

Σℎ =

𝑤ℎ − 1
Σ .
𝑤ℎ 𝑛ℎ − 1 ℎ

(9)

For instance, when assuming a multivariate normal distribũ ℎ = N(𝜇ℎ , Σℎ ), the noise term
̃ℎ ∼ L
tion X
̃ = N (0,
̃𝜀ℎ ∼ L
ℎ
adj

𝑤ℎ − 1
Σ )
𝑤ℎ 𝑛ℎ − 1 ℎ

(10)

would retain the stratum expectation and covariance (and
thus in the Gaussian case the entire distribution).
In order to make a corresponding correction method
more robust, we repeat the noise-adding procedure and
average over the models fitted on each of those repetitions.

(iii)
×
✓
×
×
✓
✓
✓

Sufficient performance
Logistic regression
Random forest
×
✓
✓
(✓)
(✓)
✓
✓

×
×
×
×
×
×
✓

Algorithm 1 displays the single steps of stochastic IP oversampling.
Parametric Inverse-Probability Bagging. Stochastic IP oversampling above consisted of a deterministic replication of
observations followed by a stochastic alteration by adding
noise. Now, we propose a completely parametric approach
which we call parametric IP bagging. As in IP bagging, we
draw bootstrap samples from the original stratified data
set. This time, however, we employ parametric instead of
nonparametric bootstrap and set the bootstrap sample size
to 𝑛 . As in stochastic IP oversampling, we assume a multivariate distribution underlying the original data and estimate
the parameters stratum-wise. The procedure is defined by
Algorithm 2.
3.1.3. Properties of Correction Approaches. So far, we described seven ways to deal with sample selection bias: no
correction, IP oversampling, IP bagging, costing, modified
SMOTE, stochastic IP oversampling, and parametric IP
bagging. This subsection compares their characteristics. They
are summarized in the left part of Table 1.
(i) Incorporation of Weights. Except for the noncorrection
approach, all correction methods incorporate weights. As
mentioned in Section 3.1.1, there are cases of sample selection
bias where the bias does not affect the classifier so that
correction in terms of weighting is not necessary. However,
as we will elaborate in this paper on two-phase case-control
studies, correction is necessary in the context of complete
bias.
(ii) Correcting Covariance Structure of Learning Data. Sample
selection bias can cause a biased covariance structure in
the data. Some but not all correction approaches correct
for this bias: The noncorrection approach clearly uses the
biased covariance structure. Also, IP oversampling does
not correct for it; the replication of observations generally
leads to underestimating the covariance (cf. (B.2) in the
Appendix). For modified SMOTE, the resulting covariance
structure depends on the magnitude of the weights 𝑤ℎ and
the degree of separation of the features into distinct clusters.
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Input: Observed sample (̃x, 𝑥𝑒 , 𝑦) of size 𝑛, IP weights 𝑤ℎ
Output: Unbiased prediction 𝑦̂ for new unbiased data (X, 𝑌) ∼ 𝐷
(1) Perform IP oversampling, resulting in reconstructed sample (̃x , 𝑥𝑒 , 𝑦 ) of size 𝑛
(2) for 𝑏 = 1 to 𝐵 do
for ℎ = 1 to 𝐻 do
adj
̃ℎ
(a) Estimate Σ of distribution L
ℎ

adj
̂
̃ of length 𝑛ℎ 𝑤ℎ
(b) Draw noise vector ̃𝜀𝑏ℎ from L
ℎ

(c) Rebuild original stratum as (̃xℎ + ̃𝜀𝑏ℎ , 𝑥𝑒ℎ
, 𝑦ℎ )

end
(a) Combine strata to sample:




(̃x + ̃𝜀𝑏 , 𝑥𝑒 , 𝑦 ) = ((̃x1 + ̃𝜀𝑏1 , 𝑥𝑒1
, 𝑦1 ), . . . , (̃x𝐻
+ ̃𝜀𝑏𝐻 , 𝑥𝑒𝐻
, 𝑦𝐻
))
𝑏
𝑏



(b) Fit classifier 𝑦̂ = 𝜑((̃x + ̃𝜀 , 𝑥𝑒 , 𝑦 ); X)
end
(3) Output the ensemble of learners {𝑦̂𝑏 }𝑏=1,...,𝐵
𝐵
(4) Aggregate predictions on new data set by averaging: 𝑦̂ = ∑𝑏=1 𝑦̂𝑏
Algorithm 1: Stochastic inverse-probability oversampling.

Input: Observed sample (̃x, 𝑥𝑒 , 𝑦) of size 𝑛, IP weights 𝑤ℎ
Output: Unbiased prediction 𝑦̂ for new unbiased data (X, 𝑌) ∼ 𝐷
(1) for 𝑏 = 1 to 𝐵 do
for ℎ = 1 to 𝐻 do
̃ℎ
(a) Estimate parameters of distribution L
̂
̃
(b) Draw parametric bootstrap sample x̃ℎ𝑏 from L
ℎ of size 𝑛ℎ 𝑤ℎ
×𝑤ℎ
×𝑤ℎ
𝑏
(c) Rebuild stratum as (̃xℎ , 𝑥𝑒 ℎ , 𝑦ℎ ), where “×𝑤ℎ ” denotes 𝑤ℎ -fold concatenation
end
(a) Combine strata to sample:
×𝑤
×𝑤
×𝑤
×𝑤
𝑏
(̃x𝑏 , 𝑥𝑒 ×𝑤 , 𝑦×𝑤 ) = ((̃x1𝑏 , 𝑥𝑒 1 1 , 𝑦1 1 ), . . . , (̃x𝐻
, 𝑥𝑒 𝐻 𝐻 , 𝑦𝐻 𝐻 ))
𝐻
with 𝑤 = ∑ℎ=1 𝑤ℎ
(b) Fit classifier 𝑦̂𝑏 = 𝜑((̃x𝑏 , 𝑥𝑒 ×𝑤 , 𝑦×𝑤 ); X)
end
(2) Output the ensemble of learners {𝑦̂𝑏 }𝑏=1,...,𝐵
𝐵
(3) Aggregate predictions on new data set by averaging: 𝑦̂ = ∑𝑏=1 𝑦̂𝑏
Algorithm 2: Parametric inverse-probability bagging.

For instance, a stratum with large weight 𝑤ℎ will cause a large
number of newly generated observations as compared to the
original number of observations. The same neighbors will
be selected several times such that sufficient variation of the
new observations cannot be guaranteed. This may result in a
similar issue as for IP oversampling described above. All other
approaches aim to obtain the right covariance structure per
stratum and in the entire reconstructed sample.
(iii) Size of Reconstructed Samples. As a well-known fact in
statistical learning, the bias of a classifier increases when
the learning sample size decreases. IP bagging is based on
reconstructed samples of the same size 𝑛 as the original
stratified data set. Sample sizes in costing are even smaller and
vary between bootstrap samples. Particularly, the small strata
contain a small number of observations for these two ways of
reconstructing the sample. Consequently, a certain structure
of the data may get lost for learning (e.g., the appropriate
variability within small strata may not be given anymore).

IP oversampling, modified SMOTE, and our own methods,
stochastic IP oversampling and parametric IP bagging, on the
other hand, employ reconstructed samples of larger sizes 𝑛 as
defined in (3). By this, we intend to have sufficient numbers
of observations in each stratum for possibly improving the
learning of the classifier as compared to the use of smaller
samples. In the nonparametric IP oversampling, the larger
sample size induces a large number of perfectly repeated
observations. This, again, biases the covariance structure. In
our parametric approaches, stochastic IP oversampling and
parametric IP bagging, this drawback does not occur.
3.2. Classifiers. In Sections 3.1.1 and 3.1.2, several approaches
adjusting for sample selection bias have been presented and
proposed. We implemented all approaches for the following
classifiers: classical logistic regression based on maximum
likelihood estimation as a classifier serving as reference since
correction approaches are well established for it, the treebased random forest as our main object of interest, and
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logistic regression including interaction terms and the naive
Bayes classifier as further algorithms for comparison.
As described by Zadrozny [12], a classifiers’ output can
depend either on 𝑃(𝑌 | x) only or on both 𝑃(𝑌 | x) and
𝑃(X). The first type of classifiers per definition is not affected
by feature bias whereas the second type is affected. Thus, one
has to consider that the two types behave differently under
complete bias, as well.
Logistic Regression. We employ logistic regression [26] as a
common classical binary classification method. The model
assumes 𝑌 | X to be Bernoulli distributed with success
probability
−1

𝑃 (𝑌 = 1 | X) = (1 + exp {− (𝛽0 + X𝛽)}) ,

(11)

where 𝛽0 and 𝛽 = (𝛽1 , . . . , 𝛽𝑝 ) are unknown parameters
representing the effects of the features X on the outcome
variable 𝑌.
We investigate two variants of this model: Once, all
features enter the model just linearly. In a refinement, features
are additionally included as all possible two-way interaction
term combinations, not only in order to detect possible
interaction effects but also to obtain more complex decision
boundaries.
Random Forest. Random forests are ensembles of decision
trees and a modification of bagging [27]. The basic procedure
of the learning algorithm is the following:
(1) A bootstrap sample is drawn from the given learning
data set.
(2) A decision tree is grown by constructing recursive
binary splits to the given data based on the features.
(3) At each node only a subset of features is selected at
random.
(4) Steps (1) to (3) are repeated and all trees are averaged;
class probabilities can be estimated as the relative
frequency of the class of interest for a terminal node.
An essential step which is different from common bagging (cf. Section 3.1.1) is Step (3). The random selection
of features decorrelates the trees and makes the bagging
procedure more efficient. For all approaches in Sections 3.1.1
and 3.1.2 which are based on aggregating after resampling,
namely, IP bagging, costing, stochastic IP oversampling, and
parametric IP bagging, we incorporate these approaches into
the random forest correspondingly. That means, instead of
performing bagging within another bagging, we combine the
two procedures. Note that IP oversampling incorporated in
a random forest turns the approach to a bagging method.
In fact, IP oversampling is exactly the same method as IP
bagging when using samples of size 𝑛 instead of 𝑛. Thus, for
the implementation of our approaches into the random forest,
we implicitly take both versions of IP bagging into account.
Naive Bayes. The naive Bayes classifier is another common
machine learning algorithm for classification (see, e.g., Hastie
et al. [28]). It assumes independence between the 𝑝 features

and simply calculates for each class 𝑗 that can be attained by
𝑌 the marginal classifier
𝑝

𝜑(𝑗) (X) = ∏𝜑(𝑗,𝑘) (X(𝑘) )

(12)

𝑘=1

by estimating feature-wise classifiers 𝜑(𝑗,𝑘) via one-dimensional kernel-density estimation. That means the impact of
each feature X(𝑘) is estimated separately and combined to an
overall classifier.

4. Simulation Study
So far, we have presented and developed strategies for fitting
classifiers under complete bias. In this section, we investigate
their performance when a sample from a two-phase casecontrol study is given as learning data set but the test data
is unbiased (i.e., it is a random sample from the population).
We do this in a simulation study. After stating the setup in
Section 4.1, we compare performances for the introduced correction approaches (Section 3.1) and classifiers (Section 3.2)
and report the results in Section 4.2.
4.1. Design. For evaluating the performance of correction
approaches on training samples from two-phase case-control
studies and unbiased validation data sets, we need three kinds
of data sets: first, a biased learning data set stemming from
a two-phase case-control study; second, an unbiased large
reference learning data set for comparison purposes (we refer
to this data as population; it is not available in practice);
third, an unbiased test data set distributed like the population.
We artificially simulated such data sets as described in the
following.
We started by generating the large unbiased population
data set. To that end, we randomly sampled 105 feature
vectors consisting of one binary exposure variable 𝑋𝑒 and 𝑝 =
̃(𝑗) , 𝑗 ∈ {1, . . . , 5}. The exposure
5 continuous other features 𝑋
𝑋𝑒 was meant to serve as a stratum feature with a low proportion (10%) of exposed (𝑋𝑒 = 1) individuals and a majority
of nonexposed (𝑋𝑒 = 0) individuals. The 𝑝 = 5 other features
were generated independently of 𝑥𝑒 and of each other. We
investigated the following four distribution families:
2

̃(𝑗) ∼ N(𝜇(𝑗) , 𝜎(𝑗) ) for all 𝑗 =
(i) Normal distribution: 𝑋
1, . . . , 𝑝
̃(𝑗) ∼ t(V𝑗 ) for all 𝑗 =
(ii) Student’s t-distribution: 𝑋
1, . . . , 𝑝
̃(𝑗) ∼ Po(𝜆 𝑗 ) for all 𝑗 = 1, . . . , 𝑝
(iii) Poisson distribution: 𝑋
̃(𝑗) ∼ Ber(𝜋𝑗 ) for all 𝑗 =
(iv) Bernoulli distribution: 𝑋
1, . . . , 𝑝
The distribution parameters were uniformly drawn from the
following sets for 𝑗 = 1, . . . , 𝑝: 𝜇(𝑗) ∈ [1, 10], 𝜎(𝑗) ∈ [1, 5],
V𝑗 ∈ {10, 11, 12, . . . , 98, 99, 100}, 𝜆 𝑗 ∈ {1, 2, 3, 4, 5}, and 𝜋𝑗 ∈
[0.4, 0.6].
In order to also investigate more realistic distribution scenarios, we additionally generated and analyzed data sets with
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dependent features and features from different distributions.
These studies yield similar results as the setting above and
are described in the Supplementary Material of this paper
(available online at https://doi.org/10.1155/2017/7847531).
̃ the outcome 𝑌 was
Given the covariates X = (𝑋𝑒 , X),
generated according to a logistic regression model: 𝑌 | X ∼
Ber(𝜃(X)), where 𝜃(X) = (1 + exp{−(𝛽0 + X𝛽)})−1 . We
chose the effects in terms of regression coefficients 𝛽 =
(𝛽𝑒 , 𝛽1 , . . . , 𝛽5 ) as follows: The exposure has a negative effect
on the outcome with 𝛽𝑒 fl log 0.5. The effects 𝛽1 , . . . , 𝛽5 for
the main features are varied at random, namely, uniformly
on the interval [−0.15, 0.15] in order to gain an intermediate
performance of a classifier applied on an independent data
set. 𝛽0 was chosen such that 𝑃(𝑌 = 1) = 0.1. By this setup,
the population with a rare exposure, 𝑃(𝑋𝑒 = 1) = 0.1, and
rare cases, 𝑃(𝑌 = 1) = 0.1, is fully generated.
In order to obtain a biased stratified sample, we simulated
a two-phase random selection process from the population
(Figure 1(a)) such that 𝑃(𝑌 = 1 | 𝑆) = 0.5 and 𝑃(𝑋𝑒 = 1 | 𝑆) =
0.5. In a first step, an equal number of observations were
randomly taken with 𝑥𝑒 = 1 and with 𝑥𝑒 = 0. In a second
step, in each of these two strata from the first step, an equal
number of observations with 𝑦 = 1 and 𝑦 = 0 were selected.
By this, we partitioned the population into four equally sized
strata corresponding to (𝑦, 𝑥𝑒 ) ∈ {(1, 1), (1, 0), (0, 1), (0, 0)}.
Test data sets of size 104 were created in exactly the same
way as the population. For our simulation study, we generated
the population data set, the stratified data set, and the test set
1000 times for each feature distribution assumption. This way,
we could empirically assess the variability of the performance
of the correction and classification methods.
Application of Classifiers. We apply the seven correction
approaches (Section 3.1) combined with the four considered
classifiers (Section 3.2) to the synthetic data. To that end,
stochastic IP oversampling and parametric IP bagging, proposed by us (Section 3.1.2), require a distribution assumption
̃ We always assume them to be
for the main features X.
normally distributed, even if the features in fact follow a
Student’s t-, Poisson, or Bernoulli distribution. We aim to find
out how the algorithms get affected when assumptions are not
met.
In fact, the four different distribution scenarios meet
the Gaussian assumption in decreasing order: The normal
distribution trivially fulfills it. The t-distribution is still continuous and symmetric so that the violation of the normality
assumption may not get too severe. The Poisson distribution
is discrete but approximately normal for 𝜆 ≥ 30; however, in
order to guarantee the normality assumption to be violated,
we let 𝜆 𝑖 ∈ {1, 2, 3, 4, 5}. The Bernoulli distribution cannot be
seen as continuous and violates the normality assumption the
most.
Evaluation. We measure the performance of the different
classifiers combined with the various correction approaches
by the Area-under-the-Receiver-Operating-Characteristic
curve (AUC) [29]. The AUC is appropriate especially in the
context of sample selection bias since it does not require
binary prediction (i.e., discretizing continuous risks by
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choosing a cut-off) and is unaffected by linear transformations of the predictions as only ranks are considered. Thus,
differences in performance should not be influenced by good
or bad calibration of the prediction.
The goal of the comparison is to see whether correction
approaches perform significantly better than not correcting.
For each classifier, we fit a linear regression model with
the AUC as target variable and the correction approach
as covariate. The latter variable is dummy-coded with “no
correction” as reference category. An approach is determined
to differ significantly from the noncorrection approach if its
coefficient’s 𝑡-test confidence interval does not contain zero.
For all comparisons, we use a level of significance of 𝛼 = 5%.
Software. We used the statistical software R for all analyses
[30]. More specifically, for building logistic regression models, we used the R package stats [30], for random forest the R
package ranger [31], and for naive Bayes the R package e1071
[32]. The modified implementation of the SMOTE algorithm
is based on the R package smotefamily [33]. We validated our
results via ROC analysis, using the R packages pROC [34] and
ROCR [35].
4.2. Results. The simulation study yielded the following
results (see also Figures 3–6): As expected, for every distribution scenario (see previous subsection) and all classifiers, the
performance of learning on the entire population was significantly better than learning without correction on the smaller
biased learning data set. Also, for all classifiers and in all
distribution scenarios, there was at least one correction technique that outperformed the noncorrection approach (with
two exceptions: logistic regression with additional interaction
terms and naive Bayes, both in case of normally distributed
main features).
However, there were differences between classifiers concerning the success of correction approaches. We start by contrasting logistic regression and the random forest as this
comparison is of our primary interest.
The overall result for logistic regression (Figure 3) is that
all correction approaches perform significantly better than
noncorrection. Exceptions are costing and modified SMOTE
in the normal distribution scenario which on average performs better than noncorrecting, but not significantly. For
t-distributed and Poisson distributed features, the difference
between the performance of noncorrection and the other
approaches is more prominent than for the normal distribution scenario. In the Bernoulli case, this difference is the
highest. Within each distribution scenario, the correction
approaches perform similarly to each other.
For the random forest, the picture is rather different
(Figure 4): Only one correction approach performs significantly better than noncorrecting: the parametric IP bagging
proposed in this paper. In fact, for normally and t-distributed
features, all other correction methods perform even worse
than noncorrecting. In the Poisson scenario, they perform
either worse than noncorrection or equally fine (IP bagging
and costing). Only in the scenario in which the assumption of
having continuous main features (required by the approaches
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Figure 3: Performance of correction approaches in logistic regression, measured by AUC. We fit a linear model for the AUC as influenced by
the correction method (dummy-coded, no correction as reference category). The graphic depicts 95% confidence intervals for the respective
coefficients. The dashed line shows the intercept of the model (i.e., the mean AUC for no correction). The blue colored methods are newly
proposed in this paper.

proposed by us) is not met at all (i.e., for the Bernoulli
distribution) do almost all correction approaches perform
better than not correcting. An exception is stochastic IP
oversampling proposed by us. This approach failed in all
distribution scenarios for the random forest.
Table 1 summarizes the properties of the correction
approaches (Section 3.1.3) together with the just described
results. We label the performance of an approach to be
sufficient if it results in a significant increase of the AUC
as compared to the noncorrection approach for the normal
distribution scenario. Costing and modified SMOTE do
not yield unambiguous improvements for logistic regression
since their confidence intervals slightly overlap with the

value under the null hypothesis. However, as we will see in
Section 5, both approaches perform significantly better than
noncorrection on real data.
In order to obtain a more comprehensive picture of the
benefit of correcting for sample selection bias, we applied the
correction methods in combination with two more classifiers,
logistic regression with additional two-way interaction terms
in addition to the linear terms and naive Bayes, leading to the
following results.
Logistic regression with interaction terms yields a similar
picture as standard logistic regression (Figure 5): All correction approaches perform similarly to each other. In the
t- and Bernoulli scenario, again all correction approaches
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Figure 4: Performance of correction approaches in the random forest, measured by AUC. We fit a linear model for the AUC as influenced by
the correction method (dummy-coded, no correction as reference category). The graphic depicts 95% confidence intervals for the respective
coefficients. The dashed line shows the intercept of the model (i.e., the mean AUC for no correction). The blue colored methods are newly
proposed in this paper.

outperform the noncorrection approach, except for costing
for t-distributed features, which performs similarly to noncorrecting. For both the normal and the Poisson distribution,
all correction approaches perform significantly worse than
not correcting. An exception is parametric IP bagging:
Similar to the random forest case, only this method performs
significantly better than no correction for the Poisson distribution scenario. For the normal distribution, the approach is
the only one which does not perform significantly worse than
the noncorrecting approach.

For naive Bayes (Figure 6), again all correction
approaches behave similarly as in logistic regression.
Depending on the data distribution, correction approaches
perform worse or better than noncorrection. Especially in
the normal distribution scenario, the correction approaches
are not successful.

5. Real Data Application
This section investigates the performance of the correction
methods in a real data example. Other than in the synthetic
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t-distributed main features

0.65

0.57

Poisson distributed main features

Parametric
IP bagging

Stochastic
IP oversampling

Modified SMOTE

Costing

Population

Parametric
IP bagging

Stochastic
IP oversampling

Modified SMOTE

Costing

0.48
IP bagging

0.50
IP oversampling

0.51

No correction

0.55

IP bagging

0.54

IP oversampling

0.60

No correction

AUC

0.60

Population

AUC

Normally distributed main features
0.70

Bernoulli distributed main features
0.575

0.65
0.550

AUC

AUC

0.60
0.525

0.55
0.500

0.50

Parametric
IP bagging

Stochastic
IP oversampling

Modified SMOTE

Costing

IP bagging

IP oversampling

No correction

Population

Parametric
IP bagging

Stochastic
IP oversampling

Modified SMOTE

Costing

IP bagging

IP oversampling

No correction

Population

0.475

Figure 5: Performance of correction approaches in logistic regression with additional two-way interaction terms, measured by AUC. We
fit a linear model for the AUC as influenced by the correction method (dummy-coded, no correction as reference category). The graphic
depicts 95% confidence intervals for the respective coefficients. The dashed line shows the intercept of the model (i.e., the mean AUC for no
correction). The blue colored methods are newly proposed in this paper.

data situation in the previous section, we do not know the
true distribution of the entire population here. In order to
still be able to evaluate the predictions appropriately, we chose
a very large real data set from which we could extract a
small stratified learning set and a large unbiased test set as
described in the following.
5.1. Design
Data. We evaluate the various prediction methods on the
example of the hepatitis data set (data ID: 269, exact name:

“BNG (hepatitis),” version: 1) from OpenML [36]. It contains
106 observations of a binary outcome 𝑌 and 20 features. 𝑌
captures whether a hepatitis patient stayed alive and hence
takes the categories live and die. We chose the binary variable
sex as stratum feature 𝑋𝑒 . From the remaining variables,
we took into account the four continuous features albumin,
alkaline phosphatase, prothrombin time, and age, denoted by
̃ These features were approximately normally distributed
X.
(partly after transformation; see the quantile-quantile plots
in Figure 7) and strongly associated with the outcome.
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Figure 6: Performance of correction approaches in the naive Bayes classifier, measured by AUC. We fit a linear model for the AUC as
influenced by the correction method (dummy-coded, no correction as reference category). The graphic depicts 95% confidence intervals for
the respective coefficients. The dashed line shows the intercept of the model (i.e., the mean AUC for no correction). The blue colored methods
are newly proposed in this paper.

Stratification Process. We aimed to evaluate the prediction
methods on data sets which underwent sample selection bias.
We hence constructed a learning data set by performing a
two-phase stratified random selection process on the hepatitis
data set. To that end, we selected 𝑛 = 2000 out of the 106
observations, enriching the outcome 𝑌 and the feature variable sex, denoted by 𝑋𝑒 . Figure 8 shows the sizes of the four
strata in analogy to Figure 1(b). As test data set, we chose
a subset of 10,000 observations from the hepatitis data
set, disjoint to the learning data. We defined the first 106
observations (without the test data) as the population which

served as reference learning data set as in the previous section.
5.2. Results. We trained all methods on the biased learning
data and evaluated them on the unbiased test data. The
resulting AUCs are compared by seven pairwise hypothesis
tests according to [37]. We corrected for multiple testing via
Bonferroni correction (i.e., set the threshold for 𝑝 values to
𝛼∗ = 0.05/7 = 0.0071).
The real data results confirm the findings from the simulation study. For logistic regression, all weighting approaches
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Figure 7: Normal quantile-quantile plots for main features X
of 10,000 observations instead of the full data set of size 106 .
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Figure 8: Cross table for the hepatitis data set before (a) and after (b) the selection process of a two-phase case-control study.

perform very similarly, which was significantly better than
the nonweighting approach and even comparable to learning
on a large population (Figure 9(a)).
For random forest, we obtain similar results as in the simulation study (Figure 9(b)): Only parametric IP bagging performs significantly better than the nonweighting approach.
Costing and IP bagging perform insignificantly better; IP
oversampling, modified SMOTE, and stochastic IP oversampling perform significantly worse.
Also, for logistic regression with interaction terms and
naive Bayes, we obtain results matching with the simulation
study: The assumptions for normality are met only roughly
for the real data, in which case the correction approaches
all perform similarly and better than no correction
(Figure 9(d)).

6. Discussion and Conclusion
We investigated how to learn classifiers on stratified random
samples as resulting from two-phase case-control studies.
Here, our emphasis was on random forest classification since
previous bias correction methods did not pay special attention to resampling-based classifiers. However, we studied a
broad range of classification techniques. This work hence
guides the choice of such approaches also for other classifiers.

The methods are immediately applicable due to the implementations provided in our R package sambia.
Both our simulation study and the real data application
show that for classifiers trained on biased data sets prediction
on unbiased data sets can be improved if the stratification
process is taken into account and corrected for. However,
state-of-the-art correction approaches from classical statistics (IP oversampling, IP bagging, costing, and modified
SMOTE) do not yield the desired improvement for random
forests. In fact, they can even lead to worse AUC values than
those obtained when not performing any correction. From
our two proposed approaches (stochastic IP oversampling
and parametric IP bagging), on the other hand, the latter
could always outperform the noncorrection approach.
We were also interested in all correction approaches’
success when employed in the context of logistic regression.
It turned out that any method improves prediction on an
independent data set as compared to no correction, and all
correction techniques perform similarly.
Table 1 helps to explain the different behaviors of the
two classifiers: Correction approaches are based on one or
several of the principles (i) IP weighting, (ii) rebuilding the
original covariance structure, and (iii) increasing the number
of learning observations as compared to the stratified sample.
Obviously, weighting (Property (i)) should be applied in
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Figure 9

order to obtain any improvement in performance. Moreover,
the covariance structure should be corrected for (Property
(ii)) when applying a random forest. IP oversampling and
partly modified SMOTE failed to fulfill this criterion. For
logistic regression, in contrast, the covariance structure does
not matter since point estimates of regression coefficients are
not affected when the variance in the data is underestimated.
Last, sample sizes (Property (iii)) seem to matter more for
random forests than for logistic regression. This is reasonable
since too small sample sizes can restrict the range of the values
of a feature and thus underestimate their variance leading to
the same issue as for Property (ii). This made IP bagging and
costing perform poorly for the random forest. This leaves us

with stochastic IP oversampling and parametric IP bagging,
both proposed in this paper. However, although stochastic IP
oversampling was designed to fulfill Properties (i), (ii), and
(iii), we could not yield successful results for random forests.
Having compared correction methods in random forests
and in logistic regression, one may conclude that the choice of
parametric IP bagging is advisable whenever the distribution
assumptions for this approach are met. In order to once
more revise this conclusion, we investigated the behaviors of
all correction approaches in two more classifiers, a logistic
regression model with additional interaction terms and the
naive Bayes classifier. For the logistic regression model with
interaction terms, once again only the parametric IP bagging
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consistently outperformed the noncorrection approach. For
naive Bayes, all approaches performed similarly among each
other, confirming the above stated rule.
Against our expectations, naive Bayes failed in the simulation study for the normal distribution scenario but did
well for all other distributions. A generally unexpected result
was the poor accomplishment of stochastic IP oversampling.
It performed worse than noncorrection in several scenarios
and was successful only in those situations where all other
correction approaches were successful as well.
For a random forest, parametric IP bagging is an effective
technique for prediction on an unbiased data set and can
also be preferred for other classifiers. However, in this paper,
we restricted our simulations and real data example to the
case where the main features could be assumed to be roughly
normally distributed (after transformation, if necessary) so
that the assumption of a multivariate normal distribution was
appropriate. The success of parametric IP bagging generally
depends on meeting the assumptions about the distributions
of the features. Hence, the method should be chosen with
care. On the other hand, our simulations show that, even in
scenarios where assumptions are barely met (e.g., for Poisson
distributed features), the approach still works. Clearly, one
could also adjust the distribution family for the parametric
bootstrap in parametric IP bagging. Even mixture distributions are conceivable (e.g., for bimodal feature distributions).
So far, parametric IP bagging has not been designed
for binary or categorical main features or combinations
of different types. This could be done by subgrouping the
corresponding categories (or combining categories in the case
of several categorical features) and estimating parameters in
each of the subgroups for the assumed distribution family
analogously to what we did for the different strata. Again,
one would draw parametric bootstrap samples within all
subgroups and construct a new unbiased sample within the
scope of parametric IP bagging.
Even though our new approaches were developed for the
random forest, they are generally tailored towards learning
by any classifier and can be incorporated in other machine
learning algorithms. Parametric IP bagging has been shown
to perform well even if theoretical assumptions are not met.
It can be applied on any stratified random sample and is not
restricted to two-phase case-control studies. More generally,
it is suited for any sample suffering from sample selection
bias where the stratum features are categorical and the
remaining features roughly follow a multivariate distribution
from which parametric bootstrap samples can be drawn. For
general classifiers, its performance is mostly comparable to
that of other correction methods. Parametric IP bagging is
the first correction method designed for the random forest
and in that context clearly outperforms all other approaches.

Appendix

B. Covariance Matrix of Noise in
Stochastic IP Oversampling
Here, we derive an appropriate noise covariance matrix to be
̃ resulting from IP oversampling.
added to the features X
ℎ
For one stratum ℎ, we look at the covariance of the pair of
̃(𝑘) , 𝑋
̃(𝑗) for 𝑘, 𝑗 ∈ {1, . . . , 𝑝}. For sample size 𝑛, we
features 𝑋
ℎ
ℎ
(𝑗)
get per stratum a sample covariance per pair 𝑥̃ℎ(𝑘) , 𝑥̃ℎ , given
by
𝑛
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̃(𝑙)
where 𝑥(𝑙)
ℎ fl (1/𝑛ℎ ) ∑𝑖=1 𝑥ℎ𝑖 for any 𝑙 ∈ {1, . . . , 𝑝}.
For IP oversampling, we replicate the data points by the
factor 𝑤ℎ , which varies per stratum. Thus, the covariance of
the modified sample is
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In addition to simple IP oversampling, stochastic IP oversampling incorporates the summation of some noise (matrix) ̃𝜀.
We want the following to hold for a pair of the random vectors
̃𝜀(𝑘) , ̃𝜀(𝑗) of size 𝑛ℎ :
̃(𝑘) + ̃𝜀(𝑘) , 𝑋
̃(𝑗) + ̃𝜀(𝑗) ) = cov (𝑋
̃(𝑘) , 𝑋
̃(𝑗) ) ,
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ℎ
ℎ
ℎ
ℎ
ℎ
ℎ

(B.3)

̃(𝑘) , 𝑋
̃(𝑗) are the random variables resulting from
where 𝑋
ℎ
ℎ
replication by a factor 𝑤ℎ (oversampling).
We can simplify
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(𝑗)

(𝑗)

Label bias does not imply that 𝑆 is independent of X; that is,
𝑃 (𝑆 | X) = 𝑃 (𝑆) .

Analogously, one can show that feature bias does not
imply that 𝑆 is independent of 𝑌.

̃ ) + cov (̃𝜀(𝑘) , ̃𝜀 ) ,
̃(𝑘) , 𝑋
= cov (𝑋
ℎ
ℎ
ℎ
ℎ

A. Dependence of 𝑆 on X and 𝑌 for Label
and Feature Bias
𝑃 (𝑆 | X, 𝑌) = 𝑃 (𝑆 | 𝑌) ∧ 𝑃 (𝑆 | 𝑌) ≠ 𝑃 (𝑆) 

Proof. Let x fl 𝑡(𝑦), where 𝑡 is a function mapping to {0, 1}.
Then, 𝑃(𝑆 | x) = 𝑃(𝑆 | 𝑡(𝑦)) = 𝑃(𝑆 | 𝑦) ≠ 𝑃(𝑆).

(A.1)

since the noise component ̃𝜀ℎ should not correlate with the
̃(𝑗)
feature random vector X𝑘 (neither ̃𝜀(𝑘)
ℎ with 𝑋ℎ , resp.). This
also holds for 𝑗 = 𝑘.
We can estimate the components of the covariance matrix
̃(𝑘) , 𝑋
̃(𝑗) ) by 𝑠 (𝑘) (𝑗) = (𝑤ℎ (𝑛ℎ − 1)/(𝑤ℎ 𝑛ℎ − 1))𝑠 (𝑘) (𝑗) .
cov(𝑋
ℎ
ℎ
𝑥̃ ,𝑥̃
𝑥̃ ,𝑥̃
ℎ

ℎ

ℎ

ℎ
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Substituting this into (B.3) yields, for the entries of our noise
covariance matrix,
𝑠̃𝜀 (𝑘) ,̃𝜀(𝑗) = 𝑠𝑥̃(𝑘) ,𝑥̃(𝑗) −
ℎ

ℎ

ℎ

ℎ

𝑤ℎ (𝑛ℎ − 1)
𝑠 (𝑘) (𝑗)
𝑤ℎ 𝑛ℎ − 1 𝑥̃ℎ ,𝑥̃ℎ

𝑤ℎ − 1
=
𝑠 (𝑘) (𝑗) .
𝑤ℎ 𝑛ℎ − 1 𝑥̃ℎ ,𝑥̃ℎ

(B.5)

In terms of random variables, the empirical covariance
matrix combining all entries 𝑠̃𝜀 (𝑘) ,̃𝜀(𝑗) for all 𝑘, 𝑗 ∈ {1, . . . , 𝑝}
adj

ℎ

ℎ

would be replaced by Σℎ and the empirical covariance
matrix combining all entries 𝑠𝑥̃(𝑘) ,𝑥̃(𝑗) for all 𝑘, 𝑗 ∈ {1, . . . , 𝑝} by
ℎ
ℎ
Σℎ .

Additional Points
Supplementary Material. Additional figures, code, and data
are available at https://www.helmholtz-muenchen.de/index
.php?id=47085.
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Statistical boosting algorithms have triggered a lot of research during the last decade. They combine a powerful machine learning
approach with classical statistical modelling, offering various practical advantages like automated variable selection and implicit
regularization of effect estimates. They are extremely flexible, as the underlying base-learners (regression functions defining the type
of effect for the explanatory variables) can be combined with any kind of loss function (target function to be optimized, defining
the type of regression setting). In this review article, we highlight the most recent methodological developments on statistical
boosting regarding variable selection, functional regression, and advanced time-to-event modelling. Additionally, we provide a
short overview on relevant applications of statistical boosting in biomedicine.

1. Introduction
Statistical boosting algorithms are one of the advanced methods in the toolbox of a modern statistician or data scientist
[1]. While still yielding classical statistical models with wellknown interpretability, they offer multiple advantages in the
presence of high-dimensional data as they are applicable
in 𝑝 > 𝑛 situations with more explanatory variables than
observations [2, 3]. Key features in this context are automated
variable selection and model choice [4, 5].
The research field embraces the world of statistics and
computer science, bridging the gap between two rather different points of view on how to extract information from data
[6]: on the one hand, there is the classical statistical modelling
community who focus on models describing and explaining
the outcome to find an approximation to the underlying
stochastic data generating process. On the other hand, there
is the machine learning community who focus primarily on
algorithmic models predicting the outcome while treating
the nature of the underlying process as unknown. Statistical
boosting algorithms have their roots in machine learning
[7] but were later adapted to estimate classical statistical

models [8, 9]. A pivotal aspect of these algorithms is that they
incorporate data-driven variable selection and shrinkage of
effect estimates similar to classical penalized regression [10].
In a review some years ago [1], we highlighted this
evolution of boosting from machine learning to statistical
modelling. Furthermore, we emphasized the similarity of two
boosting approaches, gradient boosting [2] and likelihoodbased boosting [3], introducing statistical boosting as a
generic term for these algorithms.
An accompanying article [11] highlighted the multiple
extension of the basic algorithms towards (i) enhanced variable selection properties, (ii) new types of predictor effects,
and (iii) new regression settings. Substantial methodological
developments on statistical boosting algorithms throughout
the last few years (e.g., stability selection [12]) and a growing
community have opened the door to new model classes and
frameworks (e.g., joint models [13] and functional data [14]),
asking for an up-to-date review on the available extensions.
This article is structured as follows: In Section 2 we
shortly highlight both basic structure and properties of
statistical boosting algorithms and point to their connections
to classical penalization approaches such as the lasso. In
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Section 3 we focus on new developments regarding variable
selection (including exemplary analysis of gene expression
data), which can also be combined with boosted functional
regression models presented in Section 4. Section 5 focuses
on advanced survival models such as joint modelling; in
Section 6 we briefly summarize other relevant developments
and applications in the framework of statistical boosting.

2. Statistical Boosting
2.1. From Machine Learning to Statistical Models. The original
boosting concept by Schapire [15] and Freund [7] emerged
from the field of supervised learning where typically a
function is trained based on data with known outcome classes
or labels to correctly classify new observations. The aim
of the boosting concept is to boost (i.e., to improve) the
accuracy of weak classifiers (i.e., classifiers with poor correct
classification rates) by iteratively applying them to reweighted
data. Even if these so called base-learners individually only
slightly outperform random guessing, the ensemble solution
can often be boosted to a perfect classification [16].
The introduction of AdaBoost [17] was the breakthrough
for boosting in the field of supervised machine learning,
allegedly leading Leo Breiman to praise its performance:
Boosting is the best off-the-shelf classifier in the world [18].
The main target of classical machine learning approaches
is predicting observations 𝑦new of the outcome 𝑌 given one
or more input variables X = {𝑋1 , . . . , 𝑋𝑝 }. The estimation
of the prediction rule (also called generalization function) is
based on an observed sample (𝑦1 , x1 ), . . . , (𝑦𝑛 , x𝑛 ). However,
the focus is not on quantifying or describing the underlying
data generating process, but on predicting 𝑦̂new for new
observations 𝑥new as accurately as possible. As a consequence, many machine learning approaches (also including
the original AdaBoost with trees or stumps as base-learners)
can be regarded as black box prediction schemes. Although
typically yielding accurate predictions [19], they do not offer
much insight into the structure of the relationship between
explanatory variables X and the outcome 𝑌.
Statistical regression models on the other hand particularly aim at describing and explaining the underlying
relationship in a structured way. Not only can the impact of
single explanatory variables be quantified in terms of variable
importance measures [20, 21], but also the actual effect of
these variables is interpretable. The work of Friedman et
al. [8, 9] laid the groundwork to understand the concept
of boosting from a statistical perspective and to adapt the
general idea in order to estimate statistical models.
2.2. General Model Structure. The aim of statistical boosting
algorithms is to estimate and select the effects in structured
additive regression models. The most important model class
are generalized additive models (“GAM” [22]), where the
conditional distribution of the response variable is assumed
to follow an exponential family distribution. The expected
response is modelled given the observed value x of one or
more explanatory variables using a link function 𝑔 as
𝑔 (E (𝑌 | X = x)) = 𝑓 (x) .

(1)

In the typical case of multiple explanatory variables, the function 𝑓(x), which is often called additive predictor, consists of
the additive effects of the single predictors:
𝑓 (x) = 𝛽0 + 𝑓1 (𝑥1 ) + ⋅ ⋅ ⋅ + 𝑓𝑝 (𝑥𝑝 ) ,

(2)

where 𝛽0 represents a common intercept and the functions
𝑓𝑗 (𝑥𝑗 ), 𝑗 = 1, . . . 𝑝, are the individual effects of the variables
𝑥𝑗 . The generic notation 𝑓𝑗 (𝑥𝑗 ) may comprise different types
of predictor effects such as classical linear effects, 𝑥𝑗 𝛽𝑗 ,
smooth nonlinear effects constructed via regression splines,
spatial effects, or random effects of the explanatory variable
𝑥𝑗 , to name but a few.
In statistical boosting algorithms, like the two approaches
described in the following sections, the different effects are
estimated by separate base-learners ℎ1 (⋅), . . . , ℎ𝑝 (⋅) (componentwise boosting [2]). These base-learners are typically the
corresponding simple regression-type prediction functions;
for a linear effect, the corresponding base-learner would be a
simple linear model: ℎ𝑗 (𝑥𝑗 ) = 𝛽0 + 𝛽1 𝑥𝑗 .
2.3. The Generic Structure of Statistical Boosting. For a generic
overview on the structure of statistical boosting algorithms,
see Box 1. The base-learners are applied one by one, and in
every iteration only the best performing base-learner 𝑗∗ is
selected to be updated. The final additive model is hence the
sum of all selected base-learner fits.
The main tuning parameter is 𝑚stop , the number of
boosting iterations that is carried out. In order to avoid
overfitting and to ensure variable selection, the algorithm
is typically stopped before convergence (early stopping). The
selection of 𝑚stop is based on the predictive performance
evaluated via cross-validation or resampling [23]. This early
stopping leads to an implicit penalization [24], similar to the
lasso (see Section 2.6).
2.4. Gradient Boosting. In gradient boosting [2, 8], the iterative procedure fits the base-learners ℎ1 (𝑥1 ), . . . , ℎ𝑝 (𝑥𝑝 ) one
by one to the negative gradient of the loss function 𝜌(𝑦, 𝑓(⋅)),
evaluated at the previous iteration:
u[𝑚] = (−

𝜕

.
𝜌 (𝑦𝑖 , 𝑓 (x𝑖 ))𝑓=𝑓̂[𝑚−1] (𝑥𝑖 ) )
𝜕𝑓
𝑖=1,...,𝑛

(3)

The loss function describes the discrepancy between the
observed outcome 𝑦 and the additive predictor 𝑓(x𝑖 ) and
is the target function that should be minimized to get an
optimal fit. In case of GAMs, the loss function is typically
the negative log-likelihood of the corresponding exponential
family. For Gaussian distributed outcomes, this reduces to the
𝐿 2 loss 𝜌(𝑦, 𝑓(x)) = (𝑦 − 𝑓(x))2 , where the gradient vector
u[𝑚] is simply the vector of residuals 𝑦 − 𝑓(x) from iteration
𝑚−1 and boosting hence corresponds to refitting of residuals.
In each boosting iteration, only the best-fitting baselearner ℎ𝑗∗ is selected based on the residual sum of squares
of the base-learner fit
𝑛

2
𝑗∗[𝑚] = arg min∑ (𝑢𝑖[𝑚] − ̂ℎ𝑗[𝑚] (𝑥𝑖𝑗 )) .
1≤𝑗≤𝑝 𝑖=1

(4)
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Initialization
(1) Start with iteration counter 𝑚 = 0. Initialize the additive predictor 𝑓̂[0] with an offset value.
Specify a set of prediction functions as base-learners ℎ1 (𝑥1 ), . . . , ℎ𝑝 (𝑥𝑝 ); typically each
base-learner is a regression function incorporating one possible candidate variable.
Component-wise fitting of base-learners
(2) Set iteration counter 𝑚 := 𝑚 + 1.
(3) Fit the base-learners ̂ℎ𝑗 (⋅), 𝑗 = 1, . . . , 𝑝, one-by-one:
Gradient boosting
Base-learners are fitted to the negative gradient vector of the loss function (e.g. the negative
log-likelihood), evaluated at the current additive predictor 𝑓̂[𝑚−1] . To ensure small steps, the
base-learner fits are multiplied by a small step-length factor ], 0 ≤ ] ≤ 1: ̂ℎ𝑗[𝑚] (⋅) fl ] ⋅ ̂ℎ𝑗[𝑚] (⋅).
Likelihood-based boosting
Base-learners are estimated via maximizing the overall likelihood, using one step of Fisher
scoring with the current additive predictor 𝑓̂[𝑚−1] as offset. To ensure small steps, a penalty
term is attached to the likelihood.
Update best performing component
(4) Select the best performing base-learner 𝑗∗[𝑚] :
Gradient boosting
Based on the smallest residual sum of squares with respect to the negative gradient vector.
Likelihood-based boosting
Based on the largest overall likelihood after the update.
(5) Update the additive predictor via the corresponding base-learner:
𝑓̂[𝑚] = 𝑓̂[𝑚−1] + ̂ℎ𝑗[𝑚]
∗ (𝑥𝑗∗ )
Iteration
Iterate steps (2) to (5) until 𝑚 = 𝑚stop . The parameter 𝑚stop is the main tuning parameter,
typically selected via resampling procedures.
Box 1: The structure of statistical boosting algorithms.

Only this base-learner ℎ𝑗∗ is added to the current additive
predictor 𝑓(⋅). In order to ensure small updates, only a small
proportion of the base-learner fit (typically the step length is
] = 0.1 [2]) is actually added. Note that the base-learner ℎ𝑗 (⋅)
can be selected and updated various times; the partial effect
of variable 𝑥𝑗 is the sum of all corresponding base-learners
that had been selected:

This componentwise procedure of fitting the base-learners
one by one to the current gradient of the loss function can be
described as gradient descent in function space [25], where the
function space is spanned by the base-learners. The algorithm
effectively optimizes the loss function step by step, eventually
converging to the minimum.
Gradient boosting is implemented in the add-on package
mboost [26] for the open source programming environment
R [27], providing a large number of preimplemented loss
functions for various regression settings, as well as different
base-learners to represent various types of effects (see [28] for
an overview; recent updates are summarized in Appendix).

data (see [11] and the references therein). Although it follows
a very similar structure to gradient boosting (see Box 1), both
approaches only coincide in special cases such as classical
Gaussian regression via the 𝐿 2 loss [1, 30]. In contrast to
gradient boosting, the base-learners are directly estimated via
optimizing the overall likelihood, using the additive predictor
from the previous iteration as offset. In case of the 𝐿 2 loss, this
has a similar consequence as refitting the residuals.
In every step, the algorithm hence optimizes regression
models as base-learners one by one by maximizing the
likelihood (using one-step Fisher scoring), selecting only
the base-learner 𝑗∗ which leads to the largest increase in
the likelihood. In order to obtain small boosting steps, a
quadratic penalty term is attached to this likelihood. This
has a similar effect to multiplying the fitted base-learner by
a small step length factor as in gradient boosting.
Likelihood-based boosting for generalized linear and
additive regression models is provided by the R add-on package GAMBoost [31], and an adapted version for boosting Cox
regression is provided with CoxBoost [32]. For a comparison
of both statistical boosting approaches, that is, likelihoodbased and gradient boosting in case of Cox proportional
hazard models, we refer to [33].

2.5. Likelihood-Based Boosting. Likelihood-based boosting
[3, 29] is the other general approach in the framework of
statistical boosting algorithms; it received much attention
particularly in the context of high-dimensional biomedical

2.6. Connections to 𝐿 1 -Regularization. Statistical boosting
algorithms result in regularized models with shrunk effect
estimates although they only apply implicit penalization [24]
by stopping the algorithm before convergence. By performing

𝑓̂𝑗 (𝑥𝑗 ) = ∑] ⋅ ̂ℎ𝑗[𝑚] (𝑥𝑗 ) I𝑗=𝑗∗[𝑚] .
𝑚

(5)
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regularization without the use of an explicit penalty term,
boosting algorithms clearly differ from other direct regularization techniques like the lasso [34]. However, both
approaches sometimes result in very similar models after
being tuned to a comparable degree of regularization [10].
This close connection has been first noted between the
lasso and forward stagewise regression, which can be viewed
as special case of the gradient boosting algorithm (Box 1),
and led, along with the development of least angle regression
(LARS), to the formulation of the positive cone condition
(PCC) [35].
If this condition holds, LARS, lasso, and forward stagewise regression coincide. Figuratively speaking, the PCC
requires that all coefficient estimates monotonically increase
or decrease with relaxing degree of regularization and applies,
for example, to the case of low-dimensional settings with
orthogonal 𝑋. It should be noted that the PCC is connected to
the diagonal dominance condition for the inverse covariance
matrix of 𝑋, which allows for a more convenient way to investigate the equivalence of these approaches in practice [36, 37].
Given that the solution of the lasso is optimal with
respect to the 𝐿 1 -norm of the coefficient vector, these findings
led to the notion of boosting as some “sort of 𝐿 1 -sparse”
regularization technique [38], but it remained unclear which
optimality constraints possibly apply to forward stagewise
regression if the PCC is violated.
By extending X with a negative version of each variable
and enforcing only positive updates in each iteration, Hastie
et al. [39] demonstrated that forward stagewise regression
always approximates the solution path of a similarly modified
version of the lasso. From this perspective, they showed that
forward stagewise regression minimizes the loss function
subject to the 𝐿 1 -arc-length: This means that the travelled
path of the coefficients is penalized (allowing as little overall
changes in the coefficients as possible, regardless of their
direction), whereas the 𝐿 1 -norm considers only the absolute
sum of the current set of estimates.
In the same article, Hastie et al. [39] further showed
that these properties hold for general convex loss functions
and therefore apply not only to forward stagewise regression
but also for the more general gradient boosting method (in
case of logistic regression models as well as for many other
generalized linear regression settings).
The consequence of these differing optimization constraints can be observed in the presence of strong collinearity,
where the lasso estimates tend to be very unstable regarding
different degrees of regularization while boosting approaches
avoid too many changes in the coefficients as they consider
the overall travelled path [10].
It has to be acknowledged, however, that direct regularization approaches as the lasso are applied more often in
practice [38]. Statistical boosting, on the other hand, is far
more flexible due to its modular nature allowing combining
any base-learner with any type of loss function [10, 38].

3. Enhanced Variable Selection
Early stopping of statistical boosting algorithms via crossvalidation approaches plays a vital role in ensuring a sparse
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model with optimal prediction performance on new data.
Resampling, that is, random sampling of the data drawn
without replacement, tends to result in sparser models
compared to other sampling schemes [23], including the
popular bootstrap [40]. By using base-learners of comparable
complexity (in terms of degrees of freedom) selection bias
can be strongly reduced [4]. The resulting models have
optimal prediction accuracy on the test data. Yet, despite
regularization the final models are often relatively rich [23].
3.1. Stability Selection. Meinshausen and Bühlmann [41] proposed a generic approach called stability selection to further
refine the models and enhance sparsity. This approach was
then transferred to boosting [12].
In general, stability selection can be combined with any
variable selection approach and is particularly useful for
high-dimensional data with many potential predictors. To
assess how stable the selection of a variable is, 𝐵 random
subsets that comprise half of the data are drawn. On each of
these subsets, the model is fitted until a predefined number
of 𝑞 base-learners are selected. Usually, 𝐵 = 100 subsets
are sufficient. Computing the relative frequencies of random
subsamples in which specific base-learners were selected
gives a notion of how stable the selection is with respect
to perturbations of the data. Base-learners are considered
to be of importance if the selection frequency exceeds a
prespecified threshold level 𝜋thr ∈ [0.5, 1].
Meinshausen and Bühlmann [41] showed that this
approach controls the per-family error rate (PFER); that is,
it provides an upper bound for the expected number of false
positive selections (𝑉):
E (𝑉) ≤

𝑞2
,
(2𝜋thr − 1) 𝑝

(6)

where 𝑝 is the number of base-learners. This upper bound
is rather conservative and hence was further refined by
Shah and Samworth [42] for specific assumptions on the
distribution of the selection frequencies. Stability selection
with all available error bounds is implemented for a variety
of modelling techniques in the R package stabs [43].
An important issue is the choice of the hyperparameters of stability selection. The choice of a fixed value of
𝑞 should be made such that it is large enough to select
all hypothetically influential variables [12, 44]. A sensible
value for 𝑞 should usually be smaller than or equal to the
number of base-learners selected via early stopping with
cross-validation.
In general, the size of 𝑞 is of minor importance if it is in a
sensible range. With fixed 𝑞, either the threshold 𝜋thr can be
chosen or, as can be seen from (6) using equality, the upper
bound for the PFER can be prespecified and the threshold
can be derived accordingly. The latter would be the preferred
choice if error control is of major importance and the former
if error control is just considered a byproduct (see, e.g., [44]).
For an interpretation of the PFER, particularly with regard to
standard error rates such as the per-comparison error rate or
the familywise error rate, we refer to Hofner et al. [12]. Note
that, for fixed 𝑞, it is computationally easy to change any of the
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other two parameters (𝜋thr or the upper bound for the PFER)
as the resampling results can be reused [12].
The result of stability selection is not a new prediction
model but a set of stable base-learners: In fact they might not
reflect any model which can be derived with a specific penalty
parameter using the original modelling approach. This means
that, for boosting, no 𝑚stop value might exist that results in a
model with the stably selected base-learners. The provided set
of stable base-learners is a fundamentally new solution and
not necessarily one with a high prediction accuracy [44].

Table 1: Number of variables considered to be informative in different scenarios of stability selection and the default 25-fold bootstrap
tuning of mboost without stability selection for comparison.

3.2. Extension and Application of Boosting with Stability Selection. Variable selection is particularly important in highdimensional gene expression data and other large scale
biomedical data sources. Recently, stability selection with
boosting was successfully applied to select a small number of
informative biomarkers for survival of breast cancer patients
[44]. The model was derived based on a novel boosting
approach that optimizes the concordance index [45, 46].
Hence, the resulting prediction rule was optimal with respect
to its ability to discriminate between patients with longer and
shorter survival, that is, its discriminatory power.
Thomas et al. [47] derived a modified algorithm for
boosted generalized additive models for location, scale, and
shape (GAMLSS [48]) to allow a combination of this very
flexible model class with stability selection. The basic idea
of GAMLSS is to model all parameters of the conditional
distribution by their own additive predictor and associated
link function. Extensive simulation studies showed that the
new fitting algorithm leads to comparable models as the
previous algorithm [49, 50] but is superior regarding the
computational speed, especially in combination with crossvalidation approaches. Furthermore, simulations showed that
this algorithm can be successfully combined with stability
selection to select sparser models identifying a smaller subset
of truly informative variables from high-dimensional data.
The algorithm is implemented in the R add-on package
gamboostLSS [51].

in larger sets except for the data on breast carcinoma, where
only 1 base-learner entered the stable set.

3.3. Stability Selection for Gene Expression Data. In the following, we demonstrate the application of stability selection
based on gradient boosting on three high-dimensional
datasets comprising gene expression levels. This includes
oligonucleotide arrays for colon cancer detection (with 𝑛 =
62 observations and 𝑝 = 2000 gene expression levels) [52],
prediction of metastasis of breast carcinoma (𝑛 = 168, 𝑝 =
2905) [53], and Riboflavin production by Bacillus subtilis (𝑛 =
71, 𝑝 = 4088) [54]. All three datasets are publicly available via
the R packages datamicroarray [55] and hdi [56].
Regarding the parameters needed to be specified for
stability selection, we investigate two different error rates
PFER ∈ {1, 3} and a constant 𝑞 = 20. For the sake of
comparison, we additionally apply 25-fold bootstrap for
variable selection, which is the default setting for crossvalidation in mboost.
Table 1 shows the total number of variables selected by
each method. It can be seen that stability selection considerably reduces the set of variables in comparison with 25fold bootstrap. In addition, relaxing the error bound results

PFER = 1, 𝑞 = 20
PFER = 3, 𝑞 = 20
25-fold bootstrap

Colon
cancer

Breast
carcinoma

Riboflavin
production

2
3
11

1
1
28

4
5
39

3.4. Further Approaches for Sparse Models. In order to construct risk prediction signatures on molecular data, such as
DNA methylation, Sariyar et al. [57] proposed an adaptive
likelihood-based boosting algorithm. The authors included
a step size modification factor 𝑐𝑓 which represents an additional tuning parameter, adaptively controlling the size of the
updates. In case of sparse settings, the approach decreases
shrinkage of effect estimates (by using a larger step length)
leading to a smaller bias. In settings with larger numbers
of informative variables, the approach allows fitting models
with lower degree of sparsity when necessary by smaller
updates. The modification factor 𝑐𝑓 has to be selected together
with 𝑚stop via cross-validation or resampling on a twodimensional grid.
Zhang et al. [58] argue that variable ranking in practice
is more favourable than variable selection, as ranking allows
easily applying a thresholding rule in order to identify a
subset of informative variables. The authors implemented a
pseudo-boosting approach, which is technically not based on
statistical boosting but is adapted to rank and select variables
for statistical models. Note that also stability selection can be
seen as a variable ranking scheme based on their selection
frequency, as its selection feature is only triggered by implementing the threshold 𝜋thr .
Another recent proposal is to incorporate shadowvariables (probing) which are permuted variants of the original predictors in the candidate model [59]. The statistical
boosting algorithm is stopped, when the first shadow-variable
is selected. This way the focus of the tuning procedure is
effectively shifted from prediction accuracy towards selection
accuracy, which could be a fast and promising procedure to
ensure sparse models.
Following a gradient based approach, Huang et al. [60]
adapted the sparse boosting approach by Bühlmann and
Yu [61] in order to promote similarity of model sparsity
structures in the integrative analysis of multiple datasets,
which is an important topic regarding the trend towards big
data.

4. Functional Regression
Due to technological developments, more and more data is
measured continuously over time. Over the last years, a lot of
methodological research focused on regression methods for
this type of functional data. A groundbreaking work in this

6

Computational and Mathematical Methods in Medicine

new and evolving field of statistics is provided by Ramsay and
Silverman [62].
Functional regression models can contain either functional responses (defined on a continuous domain), functional covariates, or both. This leads basically to three
different classes of functional regression models, that is, function-on-scalar (response is functional), scalar-on-function
(functional explanatory variable), and function-on-function
regression. For recent reviews on functional regression, see
Greven and Scheipl [63] and Morris [64].
4.1. Boosting Functional Data. The first statistical boosting
algorithm for functional regression, allowing for data-driven
variable selection, was proposed by Brockhaus et al. [65].
The authors’ approach focused on linear array models [66]
providing a unified framework for all three settings outlined
above. Since the general structure of their gradient boosting
algorithm is similar to the one in Box 1, the resulting models
still have the same form as in (2), only that the response 𝑌 and
the covariates may be functions. The underlying functional
partial effects ℎ𝑗 (x) can be represented using tensor product
basis
ℎ𝑗 (x) (𝑡) = (𝑏𝑗 (x)⊤ ⊗ 𝑏𝑌 (𝑡)⊤ ) 𝜃𝑗 ,

(7)

where 𝜃𝑗 is the vector of coefficients, 𝑏𝑗 and 𝑏𝑌 are basis
functions, and ⊗ denotes the Kronecker product.
This functional array model is limited in two ways: (i)
the functional responses need to be measured on a common
grid and (ii) covariates need to be constant over the domain
of the response. As particularly the second assumption
might often not be fulfilled in practice, Brockhaus et al. [14]
soon thereafter proposed a general framework for boosting
functional regression models avoiding this assumption and
dropping the linear array structure.
This newer framework [14] comprises also all three model
classes outlined above and particularly focuses on historical
effects, where functional response and functional covariates
are observed over the same time interval. The underlying
assumption is that observations of the covariate affect the
response only up to the corresponding time point 𝑡
𝐽

𝑡

E (𝑌 (𝑡) | 𝑋 = 𝑥) = ∑ ∫ 𝑥𝑗 (𝑠) 𝛽𝑗 (𝑠, 𝑡) 𝑑𝑠,
𝑗=1 𝑡1

(8)

where 𝑠 represents the time points the covariate was observed
for. In other words, only the part of the covariate function
lying in the past (not the future) can affect the present
response. However, this is a sensible restriction in most
practical applications.
Both approaches for boosting functional regression are
implemented in the R add-on package FDboost [67], which
relies on the fitting methods and infrastructure of mboost.
4.2. Extensions of Boosting Functional Regression. Boosting
functional data can be combined with stability selection (see
Section 3.1) to enhance the variable selection properties of the
algorithm [14, 65].

The boosting approach for functional data has already
been extended towards the model class of generalized additive models for location, scale, and shape (GAMLSS) for
a scalar-on-function setting by Brockhaus et al. [68]. The
functional approach was named signal regression models for
location, scale, and shape [68]. The estimation via gradient
boosting is based on the corresponding gamboostLSS algorithm for boosting GAMLSS [49, 50].
In an approach to analyse the functional relationship
between bioelectrical signals like electroencephalography
(EEG) and facial electromyography (EMG), Rügamer et al.
[69] focused on extending the framework of boosting functional regression by incorporating factor-specific historical
effects, similar to (8).
Although functional data analysis triggered a lot of
methodological research, a recent systematic review by Ullah
and Finch [70] revealed that the number of actual biomedical
applications of functional data analysis in general and functional regression in particular is rather small. The authors
argued that the potential benefits of these flexible models
(like richer interpretation and more flexible structures) are
not yet well understood by practitioners and that further
efforts are necessary to promote the actual usage of these
novel techniques.

5. Boosting Advanced Survival Models
Cox regression is still the dominant model class for boosting
time-to-event data; see [33] for a comparison of two different
boosting algorithms and [71] for different general approaches
to estimate Cox models in the presence of high-dimensional
data. However, over the last years several alternatives emerged
[45, 46, 72]. In this section we will particularly focus on boosting joint models of time-to-event outcomes and longitudinal
markers but will also briefly refer to other recent extensions.
5.1. Boosting Joint Models. The concept of joint modelling
of longitudinal and time-to-event data [73] has found its
way into the statistical literature in the last few years
as it thoroughly addresses questions on continuous data
recorded over time and event times related to this continuous
data. Modelling those two processes independently leads to
misspecified models prone to bias. There are various joint
modelling approaches and thus also various different model
equations based on different covariates, distributions, and
covariance structures. The type we are going to refer to in this
review is the following:
𝑦𝑖𝑗 = 𝜂l (𝑥𝑖𝑗 ) + 𝜂ls (𝑥𝑖 , 𝑡𝑖𝑗 ) + 𝜀𝑖𝑗
𝜆 (𝑡 | 𝛼, 𝜂s (𝑥𝑖 , 𝑡) , 𝜂ls (𝑥𝑖 , 𝑡))

(9)

= 𝜆 0 (𝑡) exp (𝜂s (𝑥𝑖 , 𝑡) + 𝛼𝜂ls (𝑥𝑖 , 𝑡)) ,
where 𝑦𝑖𝑗 is the 𝑗th observation of the 𝑖th individual with
𝑖 = 1, . . . , 𝑛 and 𝑗 = 1, . . . , 𝑛𝑖 and 𝜆(𝑡 | 𝛼, 𝜂s (𝑥𝑖 , 𝑡), 𝜂ls (𝑥𝑖 , 𝑡))
is the hazard function for individual 𝑖 at time point 𝑡. Both
outcomes, the longitudinal measurement 𝑦𝑖 and the time 𝑡𝑖 ,
recorded alongside with the censoring indicator 𝛿𝑖 , are modelled based on two subpredictors each: one that is supposed
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to have an impact on only one of them (the longitudinal
subpredictor 𝜂l (𝑥𝑖𝑗 ) and the survival subpredictor 𝜂s (𝑥𝑖𝑗 , 𝑡))
and the other being shared by both parts of the model (the
shared subpredictor 𝜂ls (𝑥𝑖𝑗 , 𝑡)). All those subpredictors are
functions of different, possibly time-dependent variables 𝑥𝑖 .
The type of model presented here does not include fixed time
varying covariates for the survival part of the model; please
note that those models do exist but are not implemented in
the boosting framework yet. It however includes time itself
and, just like most joint models, some type of random effects.
The function 𝜆 0 (𝑡) is the baseline hazard. Most approaches for
joint models are based on likelihood or Bayesian inference
using the joint likelihood resulting as a product from the
corresponding likelihoods of the above processes [74, 75].
Those approaches are, however, unable to conduct variable
selection and cannot deal with high-dimensional data.
Waldmann et al. [13] suggested a boosting algorithm
tackling these challenges. The model used in that paper is
a reduced version of (9) in which no survival subpredictor
is considered and a fixed baseline hazard 𝜆 0 is used. The
algorithm is a version of the classical boosting algorithm as
represented in Box 1, which is adapted to the special case of
having to estimate a set of different subpredictors (similar
to the GAMLSS framework [49]). The algorithm is therefore
composed of three steps which are performed circularly. In
the first step a regular boosting step to update the longitudinal
subpredictor 𝜂l (𝑥𝑖𝑗 ) is performed and the parameters of the
shared subpredictor are treated as fixed. In the second step,
the parameters of the longitudinal subpredictor are fixed
and a boosting step for the shared subpredictor 𝜂ls (𝑥𝑖𝑗 ) is
conducted. The third step is a simple optimization step: based
on the current values of the parameters in both subpredictors
the likelihoods are optimized with respect to 𝜆 0 , 𝜎2 , and 𝛼 (cf.
[76]). The number of iterations now depends on two stopping
iterations which have to be optimized on a two-dimensional
grid via cross-validation.
Waldmann et al. [13] showed that the benefits of boosting
algorithm (automated variable selection and handling of 𝑝 >
𝑛 situations) can be transferred to joint modelling and hence
lay the groundwork to further extended joint modelling
approaches.
5.2. An Example of Boosting Joint Models. The example presented in the following is similar to the simulation study in
[13]. The simulated data consists of 𝑁 = 500 individuals
and a maximum of 𝑛𝑖 = 5 observations per individual.
Some observations are however truncated due to the risk
function induced by the survival part of the model. The actual
number of observations hence was 2350. The longitudinal
subpredictor contains two informative variables and the
intercept (𝛽l(0,1,2) = (2, 1, −2)) as well as 1250 noninformative variables. The shared subpredictor has two fixed time
invariant variables (𝛽ls(1,2) = (1, −2)), a time effect (𝛽𝑡 = 1),
random intercept and slope, and also 1250 noninformative
variables. In total there are hence 2508 covariates for 2350
observations, a situation clearly infeasible for ordinary joint
modelling approaches.
We ran the above presented algorithm on this simulated
example. By tenfold cross-validation we found the optimal
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stopping iterations to be 𝑚stop,l = 125 and 𝑚stop,ls = 130.
The algorithm was able to detect the informative variables
and the resulting coefficients were close to the original
values 𝛽̂l(0,1,2) = (2.042, 0.993, −1.999), 𝛽ls(1,2,𝑡) = (0.971,
−1.980, 0.876). The longitudinal subpredictor furthermore
selected three and the shared subpredictor two noninformative variables; hence only 0.2% of the noninformative
variables were selected, all of which had absolute values
below 0.023. Those results are typical findings for simulations
done with the package based on the code for the approach
presented here. It is available in the R add-on package JMboost
[77], currently on GitHub.
5.3. Other New Approaches on Boosting Survival Data. Reulen
and Kneib [78] extended the framework of statistical boosting
towards multistate models for patients exposed to competing
risks (e.g., adverse events, recovery, death, or relapse). The
approach is implemented in the gamboostMSM package
[79], relying on the infrastructure of mboost. Möst and
Hothorn [80] focused on boosting the patient-specific survivor function based on conditional transformation models
[81] incorporating inverse probability of censoring weights
[82].
When statistical boosting algorithms are used to estimate
survival models, the motivation most often is the presence of
high-dimensional data. De Bin et al. [83] investigated several
approaches (including gradient boosting and likelihoodbased boosting) to incorporate both clinical and highdimensional omics data in prediction models.
Guo et al. [84] proposed a new adaptive likelihood-based
boosting algorithm to fit Cox models, incorporating a direct
lasso-type 𝐿 1 penalization in the fitting process in order to
avoid the inclusion of variables with small effect. The general
motivation is similar to the step length modification factor
proposed by Sariyar et al. [57]. In another approach, Sariyar
et al. [85] combined a likelihood-based boosting approach
for the Cox model with random forests in order to screen
for interaction effects in high-dimensional data. Hieke et al.
[86] combined likelihood-based boosting with resampling to
identify prognostic SNPs in potentially small clinical cohorts.

6. New Frontiers and Applications
Also other new topics have been incorporated into the
framework of statistical boosting, but not all of them can be
presented in detail here. However, we want to give a short
overview of the most relevant developments, many of which
were actually motivated by biomedical applications.
Weinhold et al. [87] proposed to analyse DNA methylation data (signal intensities 𝑀 and 𝑈), via a “ratio of
correlated gammas” model. Based on a bivariate gamma
distribution for 𝑀 and 𝑈 values, the authors derived the
density for the ratio 𝑀/(𝑀 + 𝑈) and optimized it via gradient
boosting.
A boosting algorithm for differential item functioning in
Rasch models was developed by Schauberger and Tutz [88]
for the broader area of psychometrics, while Casalicchio et
al. focused on boosting subject-specific Bradley-Terry-Luce
models [89].
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Napolitano et al. [90] developed a sampled boosting
algorithm for the analysis of brain perfusion images: Gradient
boosting is carried out multiple times on different training
sets. Each base-learner refers to a voxel and after every
sampling iteration a fixed fraction of selected voxels is
randomly left out from the following boosting fit, to force
the algorithm to select new voxels. The final model is then
computed as the global sum of all solutions. Feilke et al. [91]
proposed a voxelwise boosting approach for the analysis of
contrast-enhanced magnetic resonance imaging data (DCEMRI), which was additionally enhanced by a spatial penalty
to account for the regional structure of the voxels.
Pybus et al. [92] proposed a hierarchical boosting algorithm for classification in an approach to detect positive
selection in genomic regions (cf. [93]). Truntzer et al. [94]
compared the classification performance of gradient boosting
with other methods combining clinical variables and highdimensional mass spectrometry data and concluded that the
variable selection properties of boosting also led to a very
good performance regarding prediction accuracy.
Regarding boosting location and scale models (modelling
both expected value and variance in the spirit of GAMLSS
[48]), Messner et al. [95] proposed a boosting algorithm
for predictor selection in ensemble postprocessing to better
calibrate ensemble weather forecasts. The idea of ensemble
forecasting is to account for model errors and to quantify
forecast uncertainty. Mayr et al. [96] used boosted location
and scale models in combination with permutation tests to
assess simultaneously systematic bias and random measurement errors of medical devices. The use of a permutation test
tackles one of the remaining problems of statistical boosting
approaches in practical biomedical research: The lack of
standard errors for effect estimates makes it necessary to
incorporate resampling procedures to construct confidence
intervals or to assess significance of effects.
The methodological development in [96] was motivated
by the analysis of biomedical data. Statistical boosting
algorithms, however, have been applied over the last few
years in various biomedical applications without the need
for methodological extensions. Most applications focus on
prediction modelling or variable selection.
To give an idea of the variety of topics, we briefly
mention a selection of the most recent ones from the last
two years. These applications comprise the development
of birth weight prediction formulas for particularly small
babies [97], prediction of smoking cessation and its relapse
in HIV-infected patients [98], Escherichia coli Fed-Batch
Fermentation Modelling [99], prediction of cardiovascular
death for older patients in the emergency department [100],
and identification of factors influencing therapeutic decisions
regarding rheumatoid arthritis [101].

7. Discussion
In this article, we have highlighted several new research
areas in the field of statistical boosting leaving the traditional
GAM modelling approach. A particularly active research
area during the last few years addresses the development
of boosting algorithms for new model classes extending
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the GAM framework. These include, among others, the
simultaneous modelling of location, scale, and shape parameters within the GAMLSS framework [49], the modelling of
functional data [65], and, recently, the class of joint models for
longitudinal and survival data [13]. It goes without saying that
these developments will make boosting algorithms available
for practical use in much more sophisticated clinical and
epidemiological applications.
Another line of research aims at exploring the connections between statistical boosting methods and machine
learning techniques that were originally developed independently of boosting. An important example is stability
selection, a generic methodology that, at the time of its
development, mainly focused on penalized regression models
such as the lasso. Only recently has stability selection been
adapted to become a tool for variable selection within the
boosting framework (e.g., [47]). Other work in this context
is the analysis of the connections between boosting and
penalized regression [10] and the work by Sariyar et al.
[85] exploring a combination of boosting and random forest
methods.
Finally, as already noted by Hothorn [24], boosting may
be regarded not only as a framework for regularized model
fitting but also as a generic optimization tool in its own
right. In particular, boosting constitutes a robust algorithm
for the optimization of objective functions that, due to their
structure or complexity, may pose problems for NewsonRaphson-type and related methods. This motivated the use of
boosting in the articles by Hothorn et al. [81] and Weinhold
et al. [87].
Regarding future research, a huge challenge for the use of
boosting algorithms in biomedical applications arises from
the era of big data. Unlike other machine learning methods
like random forests, the sequential nature of boosting methods hampers the use of parallelization techniques within the
algorithm, which may result in issues with the fitting and
tuning of complex models with multidimensional predictors
and/or sophisticated base-learners like splines or highersized trees. To overcome these problems in classification and
univariate regression, Chen and Guestrin [102] developed the
extremely fast and sophisticated xgboost environment.
For the more recent extensions discussed in this paper,
however, big data solutions for statistical boosting have yet to
be developed.

Appendix
Developments regarding the mboost Package
This appendix describes important changes during the last
years that were implemented in the R package mboost after
the tutorial paper [28] on its use was published.
Starting from mboost 2.2, the default for the degrees of
freedom was changed; they are now defined as
df (𝜆) = trace (2𝑆 − 𝑆⊤ 𝑆) ,

(A.1)

with smoother matrix 𝑆 = 𝑋(𝑋⊤ 𝑋 + 𝜆𝐾)−1 𝑋. Analyses have shown that this leads to a reduced selection bias; see [4]. Earlier versions used the trace of
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the smoother matrix as degrees of freedom; that is,
df(𝜆) = trace(𝑆). One can change to the old definition by setting options(mboost dftraceS = TRUE).
For parallel computations of cross-validated stopping values, mboost now uses the package parallel, which is
included in the standard R installation. The behavior of
bols(x, intercept = FALSE) was changed when x is a
factor: the intercept is simply dropped from the design matrix
and the coding can be specified as usual for factors. Additionally, a new contrast was introduced: "contr.dummy" (see
the manual of bols for details). Finally, the computation
of B-spline basis at the boundaries was changed such that
equidistant boundary knots are used per default.
With mboost 2.3, constrained effects [103, 104] are
fitted per default using quadratic programming methods
(option type = "quad.prog") improving the speed of
computation drastically. In addition to monotonic, convex, and concave effects, new constraints were introduced
to fit "positive" or "negative" effects or effects with
boundary constraints (see bmono for details). Additionally, a new function to assign 𝑚stop values to a model
object was added (mstop(mod) <- i) as well as two
new distribution families Hurdle [105] and Multinomial
[76]. Finally, a new option was implemented to allow
for stopping based on out-of-bag data during fitting (via
boost control(. . ., stopintern = TRUE)).
With mboost 2.4, bootstrap confidence intervals were
implemented in the novel confint function [104]. The stability selection procedure was moved to a dedicated package
stabs [43], while a specific function for gradient boosting was
implemented in package mboost.
From mboost 2.5 onward, cross-validation does not stop
on errors in single folds anymore and was sped up by
setting mc.preschedule = FALSE if parallel computations
via mclapply are used. A documentation for the function
plot.mboost was added, which allows visualizing model
results. Values outside the boundary knots are now forbidden
during fitting, while linear extrapolation is used for prediction.
With mboost 2.6 a lot of bug fixes and small improvements
were provided. Most notably, the development of the package
is now hosted entirely on github in the collaborative project
boost-R/mboost and the package maintainer changed.
The mboost 2.7 version provides a new family Cindex
[45], variable importance measures (varimp), and improved
plotting facilities.
The current CRAN version mboost 2.8 includes major
changes to the Binomial family which now additionally provides an alternative implementation of Binomial regression
models along the lines of the classic glm implementation,
which can be used via Binomial(type = "glm"). This
family also works with a two-column matrix containing the
number of successes and number of failures. Furthermore,
models with zero steps (i.e., models containing only the
offset) are supported and cross-validation can now select
models without base-learners. Finally, a new base-learner
bkernel for pathway-based kernel boosting in genome-wide
association studies (GWAS) was added [106].
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[38] P. Bühlmann, J. Gertheiss, S. Hieke et al., “Discussion of ’the
evolution of boosting algorithms’ and ’extending statistical
boosting’,” Methods of Information in Medicine, vol. 53, no. 6,
pp. 436–445, 2014.
[39] T. Hastie, J. Taylor, R. Tibshirani, and G. Walther, “Forward
stagewise regression and the monotone lasso,” Electronic Journal
of Statistics, vol. 1, pp. 1–29, 2007.
[40] S. Janitza, H. Binder, and A.-L. Boulesteix, “Pitfalls of hypothesis
tests and model selection on bootstrap samples: causes and
consequences in biometrical applications,” Biometrical Journal,
vol. 58, no. 3, pp. 447–473, 2016.
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Finding a good predictive model for a high-dimensional data set can be challenging. For genetic data, it is not only important to
find a model with high predictive accuracy, but it is also important that this model uses only few features and that the selection
of these features is stable. This is because, in bioinformatics, the models are used not only for prediction but also for drawing
biological conclusions which makes the interpretability and reliability of the model crucial. We suggest using three target criteria
when fitting a predictive model to a high-dimensional data set: the classification accuracy, the stability of the feature selection,
and the number of chosen features. As it is unclear which measure is best for evaluating the stability, we first compare a variety of
stability measures. We conclude that the Pearson correlation has the best theoretical and empirical properties. Also, we find that for
the stability assessment behaviour it is most important that a measure contains a correction for chance or large numbers of chosen
features. Then, we analyse Pareto fronts and conclude that it is possible to find models with a stable selection of few features without
losing much predictive accuracy.

1. Introduction
In many applications of bioinformatics, the goal is to find a
good predictive model for high-dimensional data. To avoid
overfitting and to discover the relevant features, feature
selection should be integrated into the model fitting process
[1]. The feature selection should be stable; that is, the sets of
chosen features should be similar for similar data sets, as an
unstable feature selection would question the reliability of the
results [2].
Over the past decade, a variety of frameworks for stability evaluation have been proposed. Overviews of existing
stability measures are given in [3, 4]. The theoretical properties of different measures of stability are studied in [5].
Pitfalls with respect to interpreting the values of stability
measures are discussed in [6] and experimental setups for
stability evaluation are presented in [7]. Ensemble methods
for making feature selection more stable than a single feature
selection method are proposed in [8–10]. The research that
has been done in all of the aforementioned aspects of stability
assessment is reviewed in [11] and various feature selection

methods including ensemble methods are analysed in [12–
18]. It is shown that conducting a stable feature selection
before fitting a classification model can increase the predictive performance of the model [19]. Most of these works
consider both high stability and high predictive accuracy of
the resulting classification model as target criteria but do not
consider the number of selected features as a third target
criterion.
In this paper, we pursue two goals. Firstly, we compare a
variety of stability measures empirically. We aim at finding
out which of the measures assess the stability similarly in
practical applications. Also, we aim at choosing stability
measures that are suitable for finding desirable models for
a given data set. Secondly, we suggest a strategy for finding
a desirable model for a given data set with respect to the
following criteria:
(i) The predictive accuracy must be high.
(ii) The feature selection must be stable.
(iii) Only a small number of features must be chosen.
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The predictive power of a predictive model is obviously
important and is usually the only criterion considered in
model selection. However, when trying to discover relevant
features, for example, to understand the underlying biological
process, it is also necessary to keep the set of selected features
both small and stable. To reach all three targets simultaneously, we combine feature selection and classification methods. For these “augmented” methods, we measure the three
target criteria jointly during hyperparameter tuning and we
choose configurations which perform well considering all
three target criteria.
The rest of the paper is organised as follows. In Section 2,
we describe the measures of stability, filter methods, and
classification methods which are considered in this paper. In
Section 3, the data sets used in our experiments are presented.
Section 4 contains the empirical comparison of stability
measures. Section 5 covers our second experiment, where
we search for desirable configurations with respect to the
three target criteria explained above. Section 6 summarizes
the conclusions of our work.

2. Methods
In this section, we explain different measures of stability, filter
methods for feature selection and classification methods. We
also describe the concept of Pareto optimality.
2.1. Measures of Stability. We use the following notation:
assume that there is a data set containing 𝑛 observations of the
𝑝 features 𝑋1 , . . . , 𝑋𝑝 . Resampling is used to split the data set
into 𝑚 subsets. The feature selection method is then applied
to each of the 𝑚 subsets. Let 𝑉𝑖 ⊂ {𝑋1 , . . . , 𝑋𝑝 }, 𝑖 = 1, . . . , 𝑚,
denote the set of chosen features for the 𝑖-th subset of the data
set and let |𝑉𝑖 | be the cardinality of this set.
2.1.1. Intersection Based Stability Measures. The following
intersection based stability measures consider a feature
selection to be stable if the cardinalities of all pairwise
intersections |𝑉𝑖 ∩ 𝑉𝑗 | are high. The measures standardise the
cardinalities of the intersections in different ways. Three simple stability measures based on stability indices are defined
as
Jaccard [20]:


𝑚−1 𝑚 𝑉 ∩ 𝑉 
 𝑖
2
𝑗 
,
SJ =
∑ ∑
𝑚 (𝑚 − 1) 𝑖=1 𝑗=𝑖+1 𝑉𝑖 ∪ 𝑉𝑗 



SZ =



𝑚−1 𝑚 𝑉 ∩ 𝑉  + 𝑐 + 𝑑
 𝑖
2
𝑗 
𝑖𝑗
𝑖𝑗
∑ ∑ 


𝑚 (𝑚 − 1) 𝑖=1 𝑗=𝑖+1
𝑉𝑖 ∪ 𝑉𝑗 



(4)

with
1
𝑐𝑖𝑗 = ∑   ∑ Cor (𝑥, 𝑦) I(𝑟𝑖𝑗 ,∞) (Cor (𝑥, 𝑦)) ,

𝑥∈𝑉𝑖 𝑉𝑗  𝑦∈𝑉𝑗 \𝑉𝑖
1
𝑑𝑖𝑗 = ∑   ∑ Cor (𝑥, 𝑦) I(𝑟𝑖𝑗 ,∞) (Cor (𝑥, 𝑦)) ,
𝑉
𝑥∈𝑉𝑗  𝑖  𝑦∈𝑉 \𝑉
𝑖

(5)

𝑗

where Cor(𝑥, 𝑦) is the Pearson correlation between 𝑥 and 𝑦.
I𝐴 denotes the indicator function for a set 𝐴, and
𝑟𝑖𝑗 = median ({Cor (𝑥, 𝑦) : 𝑥, 𝑦 ∈ 𝑉𝑖 ∪ 𝑉𝑗 , 𝑥 ≠ 𝑦}) .

(6)

The idea of a stability measure that is corrected for chance
was first proposed in [27]. The reason for a correction for
chance is that |𝑉𝑖 ∩𝑉𝑗 | necessarily becomes large if |𝑉𝑖 | and |𝑉𝑗 |
are large. The idea is made applicable in situations in which
the numbers of chosen features vary:
Lustgarten et al. [24]:
SL =

2
𝑚 (𝑚 − 1)



 
𝑉𝑖 ∩ 𝑉𝑗  − 𝑉𝑖  ⋅ 𝑉𝑗  /𝑝


 
.
⋅∑ ∑
   
   
𝑖=1 𝑗=𝑖+1 min {𝑉𝑖  , 𝑉𝑗 } − max {0, 𝑉𝑖  + 𝑉𝑗  − 𝑝}
𝑚−1

𝑚

(7)

2.1.2. Frequency Based Stability Measures. Let ℎ𝑗 , 𝑗 = 1, . . . , 𝑝,
denote the number of sets 𝑉𝑖 that contain feature 𝑋𝑗 so that
ℎ𝑗 is the absolute frequency with which feature 𝑋𝑗 is chosen.
Frequency based stability measures evaluate such situations
as stable in which the features are chosen for either most of the
subsets or not at all. The entropy-based measure of stability
relies on ℎ𝑗 and is given by
Novovicová et al. [25]:
SN =

1
∑ ℎ log (ℎ )
𝑞 log2 (𝑚) 𝑗:𝑋 ∈𝑉 𝑗 2 𝑗

(8)

𝑗

𝑝

with 𝑞 = ∑𝑗=1 ℎ𝑗 and 𝑉 = ⋃𝑚
𝑖=1 𝑉𝑖 .
Davis et al. [13]:
(2)
{ 1 𝑝 ℎ𝑗
1
SD-𝛼 = max {0,
∑ −𝛼⋅
𝑝
|𝑉| 𝑗=1 𝑚
{

Ochiai [22]:


𝑚−1 𝑚
𝑉𝑖 ∩ 𝑉𝑗 
2
 .
SO =
∑ ∑ 
𝑚 (𝑚 − 1) 𝑖=1 𝑗=𝑖+1 √𝑉  ⋅ 𝑉 
 𝑖   𝑗 

Zucknick et al. [23]:

(1)

Dice [21]:


𝑚−1 𝑚 2 𝑉 ∩ 𝑉 
 𝑖
2
𝑗 
SD =
,
∑ ∑
𝑚 (𝑚 − 1) 𝑖=1 𝑗=𝑖+1 𝑉𝑖  + 𝑉𝑗 
 

Extending SJ in a way that different but highly correlated
variables count towards stability gives the stability measure:

(3)

 }
 
⋅ median (𝑉1  , . . . , 𝑉𝑚 )}
}

(9)

Computational and Mathematical Methods in Medicine

3

Table 1: Theoretical properties proposed in [5] and theoretical ranges of the stability measures.
SJ

SD

SO

SZ

SL

SD-𝛼

Jaccard
[20]

Dice
[21]

Ochiai
[22]

Zucknick
et al. [23]

Lustgarten
et al. [24]

Davis et al. [13]

×

×

×

×

×

×

×

×

×

×
×

×
×

×
×

×
×

×
—

×
—

×
×

×
—

×
×

—

—

—

—

×

—

—

×

×

[0, 1]

[0, 1]

[0, 1]

[0, 1]

[−1, 1]

[0, 1]

[0, 1]

[−1, 1]

Fully
defined
Bounds
Maximum
Correction
for chance
Range

with 𝛼 ≥ 0 and 𝑉 like before is a stability measure, where
the minuend rewards frequent choices of variables, while the
subtrahend penalises large sets of chosen features.
The relative weighted consistency is defined as
Somol and Novovicová [26]:
𝑝

SS =

(∑𝑗=1 (ℎ𝑗 /𝑞) ((ℎ𝑗 − 1) / (𝑚 − 1))) − 𝑐min
𝑐max − 𝑐min

(10)

2

𝑞2 − 𝑝 (𝑞 − 𝑞 mod 𝑝) − (𝑞 mod 𝑝)
,
𝑝𝑞 (𝑚 − 1)
2

𝑐max =

(𝑞 mod 𝑚) + 𝑞 (𝑚 − 1) − (𝑞 mod 𝑚) 𝑚
,
𝑞 (𝑚 − 1)

(11)

and 𝑞 is like before. Calculating (ℎ𝑗 − 1)/(𝑚 − 1) scales the
positive absolute frequencies to [0, 1]. All scaled frequencies
with ℎ𝑗 > 0 are assigned the weight ℎ𝑗 /𝑞. The correction terms
𝑐min and 𝑐max cause the measure to lie within the range [0, 1].
As the correction terms depend on 𝑞, this measure contains a
correction for chance.
2.1.3. Correlation. The Pearson correlation can be used as a
stability measure. To do so, Nogueira and Brown [5] define
a vector 𝑧𝑖 ∈ {0, 1}𝑝 for each set of selected features 𝑉𝑖 to
indicate which features are chosen. The 𝑗-th component of 𝑧𝑖
is equal to 1 if 𝑉𝑖 contains 𝑋𝑗 ; that is, 𝑧𝑖𝑗 = I𝑉𝑖 (𝑋𝑗 ), 𝑗 = 1, . . . , 𝑝.
The resulting stability measure is
Correlation [5]:
SC =

𝑚−1 𝑚
2
∑ ∑ Cor (𝑧𝑖 , 𝑧𝑗 )
𝑚 (𝑚 − 1) 𝑖=1 𝑗=𝑖+1

𝛼 1 𝑚−1
, ⌊
⌋}]
𝑝 𝑚
2

SS
SC
Somol
and
Correlation
Novovicová
Novovi[5]
et al. [25]
cová
[26]

2.1.4. Theoretical Properties. Nogueira and Brown [5] define
four properties which are desirable for stability measures:
(i) Fully defined (fulfilled if the measure does not require
the cardinalities |𝑉1 |, . . . , |𝑉𝑚 | to be identical)
(ii) Upper/lower bounds (fulfilled if the upper and lower
bounds of a measure are both finite)
(iii) Maximum (fulfilled if a deterministic selection of
the same 𝑘 features achieves the maximum value
and if the maximum value is only achieved by a
deterministic selection)

with
𝑐min =

[0, max {1 −

SN

(12)

with Cor(𝑧𝑖 , 𝑧𝑗 ) denoting the Pearson correlation between
𝑧𝑖 and 𝑧𝑗 . The Pearson correlation measures the linear
association between continuous variables. When applied to
binary data like the vectors 𝑧1 , . . . , 𝑧𝑚 , the Pearson correlation
is equivalent to the phi coefficient for the contingency table of
each two of these vectors.

(iv) Correction for chance (fulfilled if the expected value
of the stability measure for a random feature selection
is constant, that is, does not depend on the number of
chosen features). When features are chosen entirely
at random, uncorrected measures usually attain the
higher values the more features are selected.
For SJ, SD, SL, SS, and SC, these properties are analysed in
[5]. We report these results in Table 1 and add the results for
SO, SZ, SD-𝛼, and SN. Additionally, the theoretical ranges
of the stability measures are given in Table 1. High values
indicate high stability and low values indicate low stability for
all measures. Note that the upper bound for SD-𝛼 depends on
𝛼.
SO, SZ, SD-𝛼, and SN are fully defined and have finite
bounds. SO, SZ, and SN fulfil the maximum property. Note
that for each two sets 𝑉𝑖 and 𝑉𝑗 the value of 𝑐𝑖𝑗 + 𝑑𝑖𝑗 is always
smaller than |𝑉𝑖 \ 𝑉𝑗 | + |𝑉𝑗 \ 𝑉𝑖 |. SD-𝛼 fulfils the maximum
property only for 𝛼 = 0. A deterministic feature selection
of 𝑘 > 1 features only reaches a value of 1 − 𝑘 ⋅ (𝛼/𝑝).
None of the four measures is corrected for chance. SD-𝛼
with 𝛼 > 0 does contain a correction for large numbers of
chosen features but this is not a correction for chance as the
expected value for a random feature selection still depends
on the number of chosen features. If 𝑉1 , . . . , 𝑉𝑚 are randomly
chosen features sets of size 𝑘, then the expected value of SD-𝛼
𝑝
is 𝐸(SD-𝛼) = 𝑘 ⋅ 𝐸(1/|𝑉|) − 𝑘 ⋅ (𝛼/𝑝) because ∑𝑗=1 ℎ𝑗 = 𝑚𝑘
and median(|𝑉1 |, . . . , |𝑉𝑚 |) = 𝑘 in this scenario. So, 𝐸(SD-𝛼)
could only be some function 𝑓(𝑚, 𝑝) which does not depend

4
on 𝑘 if 𝐸(1/|𝑉|) = (1/𝑘) ⋅ 𝑓(𝑚, 𝑝) + 𝛼/𝑝. The latter is not
possible as 𝐸(1/|𝑉|) cannot include a term depending on 𝛼.
2.2. Filter Methods. Filter methods select a subset of the
features {𝑋1 , . . . , 𝑋𝑝 }. For each feature, a score is calculated
and then the best features, that is, those with the highest
scores, are chosen. One can specify either the number of
features to be selected or a threshold and choose all features
whose scores exceed the threshold. For the filter methods
explained below, all features need to be scaled metrically.
2.2.1. Variance Filter. For each feature, its variance is calculated and used as a score. High variance therefore means a
high score.
2.2.2. AUC Filter. The score of the AUC filter represents the
classification accuracy when each feature is used directly and
separately for target value prediction. For each feature 𝑋𝑖 , we
̂=
use the following prediction rule for the target variable 𝑌: 𝑌
I[𝑐,∞) (𝑋𝑖 ), 𝑖 = 1, . . . , 𝑝, with I denoting the indicator function.
The Receiver Operating Curve displays the sensitivity and
specificity of a classification rule for all choices of a threshold
𝑐; see [28]. We use the area under the Receiver Operating
̂ = I[𝑐,∞) (𝑋𝑖 ) to
Curve (AUC) of the classification rule 𝑌
measure how well each feature separates the target variable.
An AUC value of 1 means that there is a threshold 𝑐 for which
the prediction rule is perfectly accurate. An AUC value of 0
means that there is a threshold 𝑐 for which the rule predicts
all labels wrongly which implies that 𝑋𝑖 can achieve perfect
̂ = I(−∞,𝑐) (𝑋𝑖 ). A value of 0.5
classification with the rule 𝑌
is the worst possible in this application. We therefore use
|0.5 − AUC| as the AUC filter score.
2.2.3. MRMR Filter. The idea of the maximum relevance
minimum redundancy (MRMR) filter is to include the most
relevant features for class prediction while making sure that
no redundant features are chosen [29]. The MRMR filter is
an iterative procedure which chooses the features one after
another in a greedy forward fashion. In each step, the feature
that maximizes the quotient (relevance/redundancy) among
all features which have not been chosen at that point is
selected. We use the score of our AUC filter as a measure of
relevance for each feature. To quantify the redundancy of a
feature for a given set of already chosen features, we sum the
absolute Pearson correlations of that feature with all features
in the set. If selecting a given number of features, there is no
need to calculate the filter score (relevance/redundancy) for
all features because the score decreases monotonically with
the number of iterations. Therefore, the first score values are
the highest.
2.3. Classification Methods. Classification methods are well
understood. In this work, we use the following classification
methods: GLM Boosting [30, 31], Lasso Logistic Regression
[32], Random Forest [33], and Support Vector Machine
(SVM) [33]. Note that Lasso Logistic Regression, GLM
Boosting, and Random Forest conduct an embedded feature
selection, while SVMs use all features. The features selected by
Lasso Logistic Regression are the ones whose corresponding
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regression parameters are not equal to 0. GLM Boosting
models are weighted sums of base learners and each base
learner uses only one feature. The number of boosting
iterations limits the upper number of base learners and
thereby the upper number of features that can be part of
the classification rule. So, the feature selection is performed
by the selection of the corresponding base learners in the
boosting update iterations. The features that are included in
a Random Forest model can be assessed by checking which
features are assigned variable importance values greater than
0.
2.4. Terminology. In this paper, we use the term “model”
when talking about a classification rule which is already fitted
to the data and we use the term “method” when referring to
a classification or filter method. Combinations of filter and
classification methods where a filter method is applied first
and a classification rule is learned on the remaining features
in a second step are called “augmented methods.” To talk
about augmented methods with fixed hyperparameter values,
we use the term “configuration.”
2.5. Pareto Optimality. Let 𝑀 be some finite set and let
𝑓 : 𝑀 → R𝑡 be an objective function to minimize. Note
that each maximization problem can be transformed into a
minimization problem by multiplication with −1. If 𝑡 = 1
holds, all points in the image 𝑓(𝑀) = {𝑦 ∈ R𝑡 : ∃𝑥 ∈
𝑀 with 𝑓(𝑥) = 𝑦} are comparable and therefore 𝑓(𝑀) has
a distinct minimum. However, when 𝑡 ≥ 2 holds, some of
the elements of 𝑓(𝑀) may not be comparable: they may be
smaller in one component and larger in another one. The set
𝑓(𝑀) thus does not necessarily have a distinct minimum.
Instead, there will likely be a set of incomparable minimal
points which is called the Pareto front. A point 𝑦 ∈ R𝑡 Pareto
dominates another point 𝑧 ∈ R𝑡 if ∀𝑖 = 1, . . . , 𝑡 : 𝑦𝑖 ≤ 𝑧𝑖
and ∃𝑗 ∈ {1, . . . , 𝑡} : 𝑦𝑗 < 𝑧𝑗 . The Pareto front is the
subset of 𝑓(𝑀) which contains no dominated points: {𝑦 ∈
𝑓(𝑀) : ∃
 𝑧 ∈ 𝑓(𝑀) which dominates 𝑦}. For a more detailed
introduction in Pareto optimality, see [34].

3. Data Sets
In our analyses, we use three data sets. Two data sets
contain microarray data and the other one contains RNASeq
data. The two microarray data sets, AP_Breast_Ovary and
AP_Colon_Kidney, contain the same features but compare
different types of cancer. The data sets have been used for stability analysis [35]. They are available on the online platform
OpenML [36], data IDs 1165 and 1137. Before conducting our
experiments, we have removed the ID column in both data
sets.
The RNASeq data set, Stomach, is created from supplementary material of [37]. We use the level 4 data matrix
about RNA Expression from IlluminaGA RNASeq and IlluminaHiseq RNASeq. We consider only patients with fundus
ventriculi (C 16.1) and antrum pyloricum (C 16.3) because
these two cancer types form the largest two classes. To
normalise the features, we transform all values of 𝑥 into
log(𝑥 + 1). The original data set consists of 29,699 features
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Table 2: Information about the data sets: number of features and observations in each data set and sizes of the two classes for each data set.
Data set
AP_Breast_Ovary
AP_Colon_Kidney
Stomach

# features
10,935
10,935
10,000

# observations
542
546
215

# class 0
344
286
110

# class 1
198
260
105

50

PC2 (6.53% of data variation)

PC2 (5.03% of data variation)

100

0

−50

−100

0
−50
PC1 (7.86% of data variation)

50

0

−50

50
−100

Class
Breast
Ovary

0
50
−50
PC1 (17.36% of data variation)

Figure 1: PCA plot of the data set AP_Breast_Ovary. The first two
principal components explain 12.89% of the data variation.

4. Empirical Comparison of Stability Measures
In this section, we compare the stability measures given in
Section 2.1 empirically. We analyse the stability assessment
behaviour of the stability measures, finding groups of similar
measures. We investigate the impact of the number of
chosen features on the stability measures. Furthermore, we
compare the stability measures regarding their Pareto optimal
configurations with respect to maximal accuracy, stability,

Figure 2: PCA plot of the data set AP_Colon_Kidney. The first two
principal components explain 23.89% of the data variation.

100
PC2 (8.42% of data variation)

which makes it too large for an analysis using our framework
on our high performance computing cluster. For feasibility
reasons, we have to reduce its number of features. As most
of the features have little variation, we prefilter the original
data set by keeping only the 10,000 features with the largest
variances.
Information about the dimensions of the three preprocessed data sets is shown in Table 2. AP_Breast_Ovary
and AP_Colon_Kidney contain more observations than
Stomach. The class sizes in AP_Colon_Kidney and Stomach
are roughly balanced; the ones in AP_Breast_Ovary are
not. Figures 1, 2, and 3 show PCA plots of the data
sets. It seems that the classes in AP_Colon_Kidney and
AP_Breast_Ovary are easier to separate than the ones in
Stomach. However, one should note that only up to 25.62%
of the data variation is explained by the respective first two
principal components.

Class
Colon
Kidney

50

0

−50
−50

0
50
PC1 (17.2% of data variation)

100

Class
C16.1
C16.3

Figure 3: PCA plot of the data set Stomach. The first two principal
components explain 25.62% of the data variation.
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Table 3: Hyperparameter ranges for all methods.

Method
Filter
GLM Boosting
Lasso Log. Reg.
Random Forest
Random Forest
SVM
SVM

Parameter
n.feats
𝑚stop
𝜆
num.trees
min.node.size
𝜎
𝐶

Range
{1, 2, . . . , all}
{1, 2, . . . , 215 }
{2𝑥 : 𝑥 ∈ [−15, 15]}
{1, 2, . . . , 215 }
{1, 2, . . . , 25 }
𝑥
{2 : 𝑥 ∈ [−15, 15]}
{2𝑥 : 𝑥 ∈ [−15, 15]}

and sparsity. Based on our observations, we conclude which
stability measures are most suitable for stability analysis. The
results of this study are used to select a subset of the stability
measures for our study in Section 5.
4.1. Experimental Setup. We fit “augmented” methods to
the three data sets and evaluate the performances of the
resulting models. Augmented methods combine filter and
classification methods; that is, the filter is applied first and the
classification rule is learned on the remaining features. Note
that, for classification methods which perform an embedded
feature selection, this results in a cascading feature selection
process. We combine each filter method from Section 2.2
with each classification method from Section 2.3. For each
of the resulting 12 augmented methods, we choose 1,000
hyperparameter configurations which leaves us with 12,000
configurations to be analysed per data set. We draw the
values for the hyperparameters randomly and independently
from the sets given in Table 3. The values for the hyperparameters 𝜆, 𝜎, and 𝐶 are drawn by randomly selecting
𝑥 ∈ [−15, 15] and then calculating 2𝑥 . Note that setting
n.feats to all (i.e., 10,935 for data sets AP_Breast_Ovary
and AP_Colon_Kidney or 10,000 for data set Stomach) is
equivalent to applying the classification method without the
filter method.
The effect of the hyperparameters on the classification
performance or the feature selection stability depends on
the data. Therefore, we only discuss the effect of the hyper
parameters on the sparsity of the resulting models. All filter
methods have only one hyperparameter named n.feats
specifying how many features should be selected. A small
value of n.feats will result in a sparse model. For GLM
Boosting, we have one hyperparameter named 𝑚stop which
denotes the number of boosting iterations. A small value of
𝑚stop will result in a sparse model. A large value of 𝑚stop
can lead to a large model. Note that the same base learner
can be used in multiple iterations. As each base learner is
a linear model using only one feature, this means that a
large value of 𝑚stop can also result in a sparse model. The
Lasso Logistic Regression has the hyperparameter 𝜆 which
determines the trade-off between likelihood minimization
and regression parameter minimization. A large value of 𝜆
will force the 𝐿 1 norm of the regression parameter to be
small which will be achieved by many components of the
regression parameter being equal to 0. A large value of 𝜆
therefore will result in a sparse model. For Random Forest,

we vary two hyperparameters: num.trees is the number of
classification trees in the forest and min.node.size is the
minimum number of observations in terminal nodes. A large
value of min.node.size will cause the classification trees
to be small. A very small value of num.trees and a large
value of min.node.size therefore will result in a sparse
model. Furthermore, we fit SVM with RBF kernel with kernel
width parameter 𝜎 and regularisation parameter 𝐶. As SVM
does not perform embedded feature selection, none of the
hyperparameter configurations will lead to a sparse model.
For configuration evaluation, we perform 10-fold cross
validation; that is, we fit 10 models, each based on 90% of
the observations. For each model, we predict the class on
the 10% of the observations that were not used for fitting
and we calculate the misclassification rate. Additionally, for
each model, we determine the set of chosen features by
the combined feature selection of the filter method and the
embedded feature selection of the classification method. To
evaluate the predictive performance of the configuration,
we calculate the mean value of the 10 misclassification rates
(mean misclassification rate). To assess the mean size of the
models, we determine the mean value of the cardinalities of
the sets of chosen features (mean number of chosen features).
We evaluate the stability of the configuration based on the 10
features sets obtained from the 10 models. We use all stability
measures defined in Section 2.1. For SD-𝛼, we employ 0, 1, 2,
and 10 as values for 𝛼.
Performing 10-fold cross validation means setting 𝑚 in
Section 2.1 to 10. The advantage of cross validation is that
we know that the training data sets in each two iterations
are very similar: they share 80/90 of their observations. See
[6] for details about stability and data similarity. The size of
the subsamples influences the stability values [35]. But since
the stability values allow only a comparison of configuration
on the same data set and do not permit a data-independent
conclusion [6], we can choose an arbitrary value of 𝑚 here.
4.2. Software. For our studies, we use R version 3.3.1 [38]. The
package mlr [39] provides the machine learning framework,
and batchtools [40] is used to roll out the experiments on
a high performance computing cluster. For the classification
and filter methods, we additionally rely on the R packages
fmrmr [41], kernlab [42], LiblineaR [43], mboost [44],
ranger [45], and ROCR [46].
4.3. Results and Discussion. We compare the measures of
stability empirically on the data set AP_Colon_Kidney. For
the two other data sets, we have obtained very similar results
which lead to the same conclusions.
4.3.1. Overview. We compare the measures of stability given
in Section 2.1 empirically. Figure 4 displays the values of all
considered stability measures for all 12,000 configurations.
This general overview shows that most stability measures take
on values between 0 and 1, only SC and SL take on some
barely negative values. Keep in mind that SC and SL have the
theoretical range [−1, 1], while the other theoretical ranges
are [0, 1] or [0, 1 − 𝛼/10935]; see Table 1. The values of the
stability measures differ a lot in location and dispersion. For
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measures. While it was expected that the stability measures
behave differently for large models, it was not clear that they
would all behave so similarly for small models.

Stability values

1.00
0.75
0.50
0.25

SC

SS

SN

SD-10

SD-2

SD-1

SD-0

SL

SZ

SO

SD

SJ

0.00

Stability measures

Figure 4: Boxplots of the values of all considered stability measures
for all 12,000 configurations. A small value indicates low stability and
a large value indicates high stability.

the given configurations, SN has the largest and SD-10 hast
the smallest median value among all considered measures of
stability. SD-0 has the largest interquartile range, followed by
SJ. SL has the smallest interquartile range.
4.3.2. Similarity of Stability Measures. We are interested in
whether the different measures of stability consider the same
configurations to be stable or if some measures evaluate
a configuration as stable and others as unstable. Among
the 12,000 configurations that we have analysed, there are
both stable and unstable ones and we therefore assume that
each measure assigns its maximum value to a very stable
configuration and its minimum value to a very unstable
configuration.
Figure 5 shows scatter plots for all pairs of stability measures. In all scatter plots, each of the 12,000 configurations is
represented as one dot. The colour of the dot represents the
mean number of chosen features. For SN, SO, SD, SZ, SJ, and
SD-0, all dots lie close to a line or curve. This means that these
stability measures evaluate the stability of all configurations
very similarly, independent of the mean size of the fitted
models. This group consists of all the stability measures which
are not corrected for chance. SD-1 and SD-2 are similar to
each other considering their stability evaluation behaviour.
However, their similarity is not as strong as the similarity
among the aforementioned group of uncorrected measures.
SD-10 is not similar to any other of the considered stability
measures. SC and SS evaluate the stability very similarly.
SL is similar to both of them but not as similar as SC and
SS are to each other. Except for SC and SS, the groups of
corrected measures are more heterogeneous than the group
of uncorrected measures.
Figure 5 not only allows finding groups of measures which
assess the stability of the configurations similarly but also
demonstrates that the stability of configurations which lead
to small models is evaluated very similarly by all stability
measures. For SD-10, this only applies to very small models.
Keep in mind that this measure penalises large numbers
of chosen features very much. The differences in stability
assessment behaviour only exist for configurations which
lead to larger models. For larger models, the uncorrected
measures assign higher stability values than the corrected

4.3.3. Connection to Number of Chosen Features. In the
previous paragraph, we have observed that the similarity
of the stability measures depends on the sizes of the fitted
models. Now we analyse the dependence of each stability
measure on the mean number of chosen features. Figure 6
displays the stability values and the mean number of chosen
features for all configurations. Each plot shows the stability
values assessed by one stability measure.
For all stability measures, it is possible to take on small
or large values if the mean sizes of the resulting models of
the configurations are small. The uncorrected measures SN,
SO, SD, SZ, SJ, and SD-0 assign the higher stability values
the larger the mean model sizes of the configurations are.
For the measures SD-1, SD-2, and SD-10, it is the other way
round: they assign the lower stability values the larger the
mean model sizes of the configurations are. SD-2 and SD-10
constantly give a stability value of 0 if the mean number of
chosen features is large. For SC and SS, the assessed stability
values also decrease for increasing mean number of chosen
features. This decrease is not linear like for SD-1, SD-2, and
SD-10. Instead, it allows high stability values to be assigned
for most mean model sizes. Only for very large models, none
of the corresponding configurations is given high stability
values. For SL, the maximally achieved stability values first
decrease and then increase again with the mean number of
chosen features. This property is due to the max term in the
denominator in the definition of SL and has been discussed
in [5].
4.3.4. Comparison of Pareto Optimal Configurations. As we
have stated in Section 1, we think that for many domains
desirable models should have high classification accuracy,
high stability, and a small number of chosen features. Therefore, it is of interest whether the use of different stability
measures leads to different Pareto optimal configurations
with respect to the three criteria. For each stability measure,
we assess the Pareto optimal configurations. The results of
this analysis are displayed in Figure 7. There are some configurations that are Pareto optimal for all stability measures.
However, most of the configurations in Figure 7 are just
Pareto optimal for some stability measures. This means that
the set of Pareto optimal configurations depends on the
selected stability measure. The groups of similar stability
measures which we have identified by analysing Figure 5 also
lead to roughly similar sets of Pareto optimal configurations
here.
4.3.5. Empirical Properties. To summarize the empirical
properties of the stability measures which we have found out
in this section, we display the properties which we consider
to be advantageous or disadvantageous in Table 4. We think
that a large empirical spread is important because this allows
distinguishing stable from unstable configurations easily.
With “overall spread,” we refer to the spreads which we have
observed in Figure 4. The statements about the spreads for
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Figure 5: Scatter plot for all pairs of stability measures based on all 12,000 configurations. The order of the stability measures allows identifying
groups of similar measures easily.

different model sizes are taken from the analysis of Figure 6.
The empirical ranges of the stability measures are comparable
because most theoretical ranges are [0, 1] and the measures
with theoretical ranges [−1, 1] barely attain any values below 0
in our empirical analysis. For a comparison of the theoretical
properties of stability, see [5].
Based on their empirical properties, SC and SS are the
most desirable stability measures. SC is the only measure
which fulfils all the theoretical properties proposed in [5]
and displayed in Table 1. Based on both the theoretical and
the practical aspects, we think that SC is the most suitable
stability measure. If an uncorrected measure is desired, we

think that SJ is a good choice because it has the largest
overall spread among the uncorrected measures which fulfil
all theoretical properties except for the correction for chance.

5. Finding Desirable Configurations
In this section, we propose a strategy for finding desirable
configurations. We analyse Pareto fronts looking for configurations with a stable selection of few features without losing
much predictive accuracy compared to model fitting only
based on predictive performance. In contrast to Section 4, the
focus of this section is not to compare the stability measures
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Figure 6: Scatter plot of the stability values and mean number of chosen features for all 12,000 configurations.
Table 4: Advantages and disadvantages of all stability measures.
Stability
measure
SN
SO
SD
SZ
SJ
SD-0
SD-𝛼, 𝛼 > 0
SL
SC
SS

Advantages

Disadvantages

—
—
—
—
Large overall spread
Large overall spread
—

Small spread for large models
Small spread for large models
Small spread for large models
Small spread for large models
Small spread for large models
Small spread for large models
The value of 𝛼 is arbitrary but has a strong impact
Medium sized models cannot achieve as high stability values as small or large models
can

—
Large spread for most model
sizes
Large spread for most model
sizes

but to analyse the proposed strategy for finding desirable
configurations.
5.1. Experimental Setup. In this study, we conduct a random
search for configurations which lead to sparse and stable
models with high prediction accuracy. We use the three data

—
—

sets presented in Section 3 and the same augmented methods
and software as in Section 4. Like in Section 4, for each of
the 12 augmented methods, we analyse 1,000 hyperparameter
configurations which we determine at random from the sets
given in Table 3. This gives us 12,000 configurations per data
set.

Stability measures
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Figure 7: Pareto optimal configurations per stability measure. The
colors indicate whether a configuration is Pareto optimal considering classification performance, mean size of chosen features, and
stability assessed by one of the 12 different stability measures. Only
the 132 configurations which are Pareto optimal for at least one
stability measure are displayed here.

We split each data set in two halves. We use the first
half (training data) to find desirable configurations. To do so,
we evaluate the 12,000 configurations on the training data.
We perform 10-fold cross validation to determine the mean
misclassification rate, the mean number of chosen features,
and the values of the stability measures SJ, SD-1, SD-10, and
SC (see Section 4.1). For each stability measure, we choose the
best configurations with respect to predictive performance,
sparsity, and stability. Then we evaluate these configurations
on the other half (testing data). For the evaluation on the
testing data, we also perform 10-fold cross validation and
determine the mean misclassification rate, the mean number
of chosen features, and the value of the respective stability
measure.
Evaluating the chosen configurations on data which has
not been used for choosing the configurations allows us to
assess unbiased estimates for the three target criteria. It is
necessary to perform resampling on both halves of the data
in order to be able to evaluate the stability on both halves. By
using this procedure, the number of observations is roughly
equal for all model fits on both training and testing data.
We choose the four stability measures SJ, SD-1, SD-10,
and SC as representatives of the four groups of measures
identified in Section 4.3. SJ is not corrected; the other three
measures are corrected either for chance or for large numbers
of chosen features. The results for all stability measures
are available as Supplementary Material available online at
https://doi.org/10.1155/2017/7907163.
5.2. Results and Discussion. We propose considering the
predictive accuracy, the stability, and the number of chosen
features jointly when searching for desirable configurations.
Based on three data sets, we will show that it is possible to find
configurations that perform a stable selection of few features
without losing much predictive accuracy compared to model
fitting only considering the predictive performance. For

visualisation reasons in this publication, we do not analyse
all configurations which are Pareto optimal considering all
three criteria. Instead, we focus on the stability and sparsity
only taking into account the best configurations accuracywise. As we are looking for a predictive model, the predictive
performance can be considered the most important criterion.
Therefore, we consider only those configurations whose mean
misclassification rate on the training data does not exceed
𝑐∗ + 0.05. 𝑐∗ denotes the best mean misclassification rate
on the training data achieved by any of the configurations
on the same data set. Keep in mind that our results will
not necessarily be optimal with respect to all three target
criteria because we possibly sacrifice some accuracy in favour
of increased stability and sparsity. Throughout this section,
we transform the stability values into “1 − stability,” so that
all target criteria are to be minimized.
Figure 8 gives an overview of the configurations fitted
on data set AP_Breast_Ovary whose mean misclassification
rate does not exceed the 𝑐∗ + 0.05 threshold. The mean
number of chosen features and the stability values (both
on the training data) are displayed. The colours indicate
the augmented methods used for model fitting. We can see
how the different augmented methods generally perform in
comparison to each other on this data set. GLM Boosting
combined with any of the three filters always leads to
sparse models. The mean sizes of the models for the other
three classification methods vary a lot. For all classification
methods, the most stable models are fitted using the variance
filter.
To find desirable configurations for the three data sets
AP_Breast_Ovary, AP_Colon_Kindey, and Stomach, we
analyse the Pareto optimal configurations with respect to
their stability and size which do not exceed the 𝑐∗ + 0.05
threshold. We compare their performances to the performances of the configurations with the best classification
accuracy. The latter are the configurations chosen if one does
not take into account the stability or the size.
Figure 9 displays the Pareto front for the Pareto optimal
configurations with respect to their stability and size (mean
number of chosen features) for data set AP_Breast_Ovary.
Additionally, the best configurations considering only the
predictive accuracy are shown. They are marked by triangles.
The colour represents the error (mean misclassification rate)
of the respective configuration. The plots are based on the
training data. Note that the ordinate is scaled logarithmically.
Only if SJ is used as stability measure are configurations
which lead to large models considered Pareto optimal. This is
because SJ is the only uncorrected measure and hence assigns
high stability values if almost all features are chosen. The
accuracy optimal configurations possess a perfect predictive
behaviour on the training data but they use many features
and their stability is smaller than the stability of many Pareto
optimal configurations.
The Pareto optimal configurations which result in models
using less than 500 features on the training data as well as
the accuracy optimal configurations are shown in Tables 5
and 6. The 20 Pareto optimal configurations whose models in
fact averagely use more than 8,800 features are omitted. The
tables state the configurations and their performances on the

Mean number of chosen features

Mean number of chosen features
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Augmented method
GLM Boosting & AUC
GLM Boosting & MRMR
GLM Boosting & Variance
Lasso Log. Reg. & AUC
Lasso Log. Reg & MRMR
Lasso Log. Reg & Variance

Random Forest & AUC
Random Forest & MRMR
Random Forest & Variance
SVM & AUC
SVM & MRMR
SVM & Variance

Figure 8: Mean number of chosen features and stability of the 6,997 configurations for data set AP_Breast_Ovary whose mean
misclassification rate is within 0.05 of the best classification accuracy.

Table 5: Pareto optimal configurations in Figure 9 whose resulting models averagely use less than 500 features (above the horizontal line)
and accuracy optimal configurations (below the horizontal line). The ID column references Table 6.
ID

Classifier

1

Random Forest

2
3
4

SVM
Lasso Log. Reg.
Lasso Log. Reg.

5

Random Forest

6
7
8
9

Lasso Log. Reg.
GLM Boosting
GLM Boosting
GLM Boosting

10

Random Forest

11

Random Forest

Parameters
num.trees = 20577,
min.node.size = 2
𝐶 = 81.668, 𝜎 = 0.0001
𝜆 = 2.060
𝜆 = 0.133
num.trees = 4742,
min.node.size = 2
𝜆 = 0.085
𝑚stop = 27
𝑚stop = 25
𝑚stop = 13
num.trees = 1062,
min.node.size = 3
num.trees = 4671,
min.node.size = 11

Filter

n.feats

Error
(train)

Error
(test)

Size
(train)

Size
(test)

Variance

397

0.041

0.048

397.0

397.0

Variance
Variance
Variance

355
246
232

0.040
0.041
0.037

0.044
0.059
0.044

355.0
246.0
232.0

355.0
245.9
232.0

Variance

212

0.048

0.044

212.0

212.0

Variance
Variance
Variance
AUC

174
728
363
232

0.044
0.041
0.048
0.048

0.048
0.041
0.074
0.077

174.0
13.3
9.8
9.7

174.0
15.1
7.2
11.0

MRMR

1756

0

0.055

1466.0

1611.9

AUC

760

0

0.051

759.7

760.0

Mean number of chosen features
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Figure 9: Pareto front for the Pareto optimal configurations for data set AP_Breast_Ovary considering the mean number of chosen features
and the stability value. Only configurations whose mean misclassification rate is within 0.05 of the best classification accuracy are taken into
account. Additionally, the accuracy optimal configurations are shown.
Table 6: Stability values for the configurations in Table 5. The ID column references Table 5. “—” means that the configuration is not Pareto
optimal for the corresponding stability measure.
ID
1
2
3
4
5
6
7
8
9
10
11

1 − SJ
(train)
0.039
0.040
0.041
0.047
0.063
0.072
0.178
0.206
0.482
0.345
0.131

1 − SJ
(test)
0.046
0.054
0.060
0.060
0.054
0.057
0.340
0.283
0.503
0.284
0.158

1 − SC
(train)
0.021
0.021
0.021
0.025
0.034
0.038
0.100
0.117
0.325
0.240
0.075

1 − SC
(test)
0.025
0.029
0.032
0.032
0.028
0.030
0.208
0.169
0.341
0.195
0.092

training and testing data. The performances on the training
data permit identifying the configurations in Figure 9. The
performances on the testing data are used to evaluate the
configurations unbiasedly. SJ leads to the highest number of
Pareto optimal configurations. All the configurations which

1 − SD-1
(train)
—
—
0.062
0.066
0.081
0.100
—
0.247
0.597
0.455
0.253

1 − SD-1
(test)
—
—
0.091
0.097
0.073
0.090
—
0.447
0.561
0.441
0.277

1 − SD-10
(train)
—
—
—
—
—
0.243
—
0.255
0.605
1.000
0.879

1 − SD-10
(test)
—
—
—
—
—
0.234
—
0.453
0.570
1.000
0.903

are Pareto optimal for SJ and use less than 500 features are
Pareto optimal for SC, too. Only some of the configurations
that are Pareto optimal for SC are also Pareto optimal for SD-1
or SD-10. For all Pareto optimal configurations, the predictive
performance, mean model size, and stability on the testing
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Table 7: Accuracy optimal configurations in Figure 10(a). The ID column references Table 8. The 67 Pareto optimal configurations are not
displayed here.
ID
12
13
14
15

Classifier
Lasso Log. Reg.
Lasso Log. Reg.
GLM Boosting
GLM Boosting

Parameters
𝜆 = 0.0001
𝜆 = 20.559
𝑚stop = 28692
𝑚stop = 213

Filter
Variance
MRMR
Variance
Variance

n.feats
10812
9927
972
1586

Error (train)
0
0
0
0

Error (test)
0.026
0.025
0.026
0.040

Size (train)
10811.9
4546.2
51.0
25.7

Size (test)
10812.0
4728.2
55.4
42.5

Table 8: Stability values for configurations in Table 7. The ID column references Table 7.
ID
12
13
14
15

1 − SJ
(train)
0.004
0.563
0.426
0.440

1 − SJ
(test)
0.004
0.557
0.553
0.519

1 − SC
(train)
0.188
0.671
0.274
0.286

1 − SC
(test)
0.168
0.680
0.387
0.355

data are very similar to the values achieved on the training
data. For the accuracy optimal configurations, the predictive
performance on the testing data is noticeably worse than that
on the training data. The accuracy optimal configurations
overfit the training data much more than the Pareto optimal
configurations. On the testing data, the predictive performance of the accuracy optimal configurations is only as good
as the one of the Pareto optimal configurations. Most Pareto
optimal configurations possess higher stability on the testing
data than the accuracy optimal configurations considering all
four stability measures. The configurations which are Pareto
optimal for the three corrected measures lead to averagely
smaller models on the testing data than the accuracy optimal
configurations.
For most configurations displayed in Table 5, n.feats,
the number of features selected by the filter equals the mean
number of features used in the models. This means that
among these configurations only GLM Boosting noticeably
performs an embedded feature selection, even though Lasso
Logistic Regression and Random Forest are able to do that,
too.
Figure 10(a) shows the results for data set AP_
Colon_Kidney. For all four stability measures, there is only
one dot, indicating the performance of 67 Pareto optimal
configurations. The Pareto optimal configurations are more
stable and result in smaller models than the accuracy optimal
configurations on the training data. Figure 11 displays the
target criteria values achieved by the 67 Pareto optimal
configurations. On the testing data, they still result in small
models but the feature selection is not as stable as on the
training data. The accuracy optimal configurations are shown
in Tables 7 and 8. They perform a bit better than most of
the Pareto optimal configurations considering the accuracy
on the testing data. The Pareto optimal configurations
averagely achieve a mean misclassification rate of 0.060. The
accuracy optimal configurations are less stable and result in
larger models on the testing data than most Pareto optimal
configurations.

1 − SD-1
(train)
0.993
0.934
0.468
0.543

1 − SD-1
(test)
0.991
0.944
0.601
0.566

1 − SD-10
(train)
1.000
1.000
0.510
0.565

1 − SD-10
(test)
1.000
1.000
0.646
0.602

For this data set, the Pareto optimal configurations
result in easily interpretable models: the ten fitted models
of all Pareto optimal configurations on the training data
use the same feature. This feature, however, is not the
same for all configurations. For 57 configurations, the gene
224596_at (SLC44A1) is used, for 9 configurations, the gene
201839_s_at (EPCAM) is used, and for one configuration, the gene 46323_at (CANT1) is used. Figure 12 shows
boxplots for the gene expression values of the three genes.
The plots are based on all observations. For all three genes,
low values indicate class “Kidney” and high values indicate
class “Colon.” Considering the score of the AUC filter, gene
46323_at is the best of all genes in this data set for predicting
the target variable when using only one variable and one cut
point. Gene 224596_at is third best and gene 201839_s_at
is on position 72. This ranking is based on all observations,
too.
Figure 10(b) shows the results for data set Stomach.
The range of the mean misclassification rate of the Pareto
optimal configurations shows that this data set poses a much
more difficult classification problem. Like in Figure 9, most
Pareto optimal configurations are found for SJ, including also
configurations which result in larger models, and SD-10 only
leads to few Pareto optimal configurations.
All Pareto optimal configurations as well as the accuracy
optimal configuration are displayed in Tables 9 and 10. The
mean misclassification rate on the testing data is much
worse than that on the training data for all configurations
in Table 9. The configuration with ID 18, which has the
smallest classification error rate on the training data out of
all Pareto optimal configurations for this data set, has by far
the smallest classification error rate on the testing data. The
average sizes of the fitted models do not differ much between
training and testing data; the stability values differ a bit. The
best configuration considering classification accuracy only is
less stable than the Pareto optimal configurations. On the
testing data, its predictive performance is similar to the Pareto
optimal configurations.
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Figure 10: Pareto front for the Pareto optimal configurations for data set AP_Colon_Kidney (a) and Stomach (b) considering the mean
number of chosen features and the stability value. Only configurations whose mean misclassification rate is within 0.05 of the best classification
accuracy are taken into account. Additionally, the accuracy optimal configurations are shown.
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Figure 11: Mean misclassification rate, mean number of chosen features, and stability values for the 67 Pareto optimal configurations in
Figure 10(a).
Table 9: Pareto optimal configurations in Figure 10(b) (above the horizontal line) and accuracy optimal configurations (below the horizontal
line). The ID column references Table 10.
ID

Classifier

Parameters

Filter

n.feats

16
17
18
19
20

Lasso Log. Reg.
Lasso Log. Reg.
GLM Boosting
GLM Boosting
GLM Boosting

𝜆 = 0.0001
𝜆 = 0.00004
𝑚stop = 153
𝑚stop = 17
𝑚stop = 228

AUC
MRMR
MRMR
AUC
Variance

2730
1972
461
8330
8526

Error
(train)
0.215
0.219
0.193
0.221
0.175

Error
(test)
0.466
0.491
0.360
0.494
0.461

Size
(train)
2726.9
1971.1
35.5
11.8
48.7

Size
(test)
2726.1
1970.2
46.8
14.0
60.9

Table 10: Stability values for the Pareto optimal configurations in Table 9. The ID column references Table 9. “—” means that the configuration
is not Pareto optimal for the corresponding stability measure.
ID
16
17
18
19
20

1 − SJ
(train)
0.352
0.368
0.594
0.596
0.664

1 − SJ
(test)
0.441
0.457
0.747
0.864
0.739

1 − SC
(train)
—
0.281
0.426
0.428
0.502

1 − SC
(test)
—
0.369
0.601
0.767
0.591

Summarizing the results for all three data sets, we have
seen that it is possible to choose configurations with a stable
selection of few features without losing much predictive
accuracy compared to model fitting only based on predictive
performance.

6. Conclusion and Outlook
We compared a variety of different stability measures empirically using microarray and RNASeq data. We employed
“augmented” methods consisting of a filter and a classification method. The feature selection process of these
methods is cascading: the filter method selects a certain
number of features and the embedded feature selection of
the classification method chooses a subset of the remaining
features.
We found out that the stability of small models (few
features) is assessed similarly by all stability measures. For the
behaviour of the stability measures concerning large models,
it is most important if a measure contains a correction
term for chance or large numbers of chosen features. The

1 − SD-1
(train)
—
0.609
0.656
0.673
0.708

1 − SD-1
(test)
—
0.694
0.749
0.815
0.739

1 − SD-10
(train)
—
—
—
0.684
0.752

1 − SD-10
(test)
—
—
—
0.827
0.794

measures without a correction term tend to assign large
stability values to models that contain many features. In these
situations, the measures with a correction term assign small
stability values. The different stability assessment behaviours
for large models can result in different decisions concerning
optimal configurations. The group of uncorrected measures
evaluate the stability very similarly to each other. This means
that even though the definitions of the uncorrected stability
measures look quite different, it does not matter which of
the uncorrected measures is chosen for stability assessment
as they will all lead to very similar results. The group of
corrected measures is more heterogeneous than the group of
uncorrected measures.
We also conducted a random search for desirable configurations considering their predictive performance, stability,
and size (number of chosen features) using augmented
methods. We analysed the Pareto optimal configurations
considering their stability and size taking only into account
those configurations whose classification performance did
not exceed 𝑐∗ + 0.05 with 𝑐∗ denoting the best mean
misclassification rate achieved by any of the configurations on
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Figure 12: Gene expression values for the genes 224596_at, 201839_s_at, and 46323_at for data set AP_Colon_Kidney.

the data set. The resulting Pareto fronts gave several options
to choose sparse and stable configurations which at the same
time have high classification accuracy. In comparison to
model fitting considering only the predictive performance,
the Pareto optimal configurations are more stable and most
of them use less features. On independent testing data, the
Pareto optimal configurations are just as accurate for two of
the data sets and only a bit less accurate for one data set. That
means that although on the training data it looks like configurations are picked at the expense of a decreased accuracy,
configurations are chosen which excel with respect to all three
criteria simultaneously on the testing data. Nevertheless, in
our future work, we will tackle this optimization problem
three-dimensionally, accepting the drawback of visualisation
difficulties.
It is important to keep in mind what kind of model is
desired. If you are absolutely sure that you only want to
choose a small percentage of the features in your data set,
you should pick a corrected stability measure. We suggest
using SC because of its theoretical and empirical properties.
In some applications, it might be necessary to select many or
even all features, for example, because sufficient predictive
accuracy is only possible if using most of the features. In
such situations, we suggest picking an uncorrected measure because the corrected measures are not defined if all
features are selected. Additionally, an uncorrected measure
allows pushing the Pareto front towards larger models.
We recommend SJ based on its theoretical and empirical
properties.
Although we have considered only genetic data sets in
our analysis, we think that our conclusions are valid for
many other applications as well. In our future work, we will
employ model based optimization instead of random search
for finding desirable configurations efficiently.

Data Access
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[44] T. Hothorn, P. Bühlmann, T. Kneib, M. Schmid, B. Hofner, and
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We present a new variable selection method based on model-based gradient boosting and randomly permuted variables. Modelbased boosting is a tool to fit a statistical model while performing variable selection at the same time. A drawback of the fitting
lies in the need of multiple model fits on slightly altered data (e.g., cross-validation or bootstrap) to find the optimal number of
boosting iterations and prevent overfitting. In our proposed approach, we augment the data set with randomly permuted versions
of the true variables, so-called shadow variables, and stop the stepwise fitting as soon as such a variable would be added to the
model. This allows variable selection in a single fit of the model without requiring further parameter tuning. We show that our
probing approach can compete with state-of-the-art selection methods like stability selection in a high-dimensional classification
benchmark and apply it on three gene expression data sets.

1. Introduction
At the latest since the emergence of genomic and proteomic
data, where the number of available variables 𝑝 is possibly far
higher than the sample size 𝑛, high-dimensional data analysis
becomes increasingly important in biomedical research [1–4].
Since common statistical regression methods like ordinary
least squares are unable to estimate model coefficients in
these settings due to singularity of the covariance matrix,
varying strategies have been proposed to select only truly
influential, that is, informative, variables and discard those
without impact on the outcome.
By enforcing sparsity in the true coefficient vector, regularized regression approaches like the lasso [5], least angle
regression [6], elastic net [7], and gradient boosting algorithms
[8, 9] perform variable selection directly in the model fitting
process. This selection is controlled by tuning hyperparameters that define the degree of penalization. While these hyperparameters are commonly determined using resampling
strategies like cross-validation, bootstrapping, and similar

methods, the focus on minimizing the prediction error often
results in the selection of many noninformative variables
[10, 11].
One approach to address this problem is stability selection
[12, 13], a method that combines variable selection with
repeated subsampling of the data to evaluate selection frequencies of variables. While stability selection can considerably improve the performance of several variable selection
methods including regularized regression models in highdimensional settings [12, 14], its application depends on
additional hyperparameters. Although recommendations for
reasonable values exist [12, 14], proper specification of these
parameters is not straightforward in practice as the optimal
configuration would require a priori knowledge about the
number of informative variables. Another potential drawback is that stability selection increases the computational
demand, which can be problematic in high-dimensional
settings if the computational complexity of the used selection
technique scales superlinearly with the number of predictor
variables.
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In this paper, we propose a new method to determine the
optimal number of iterations in model-based boosting for
variable selection inspired by probing, a method frequently
used in related areas of machine learning research [15–17]
and the analysis of microarrays [18]. The general notion
of probing involves the artificial inflation of the data with
random noise variables, so-called probes or shadow variables.
While this approach is in principle applicable to the lasso or
least angle regression as well, it is especially attractive to use
with more computationally intensive boosting algorithms,
as no resampling is required at all. Using the first selection
of a shadow variable as stopping criterion, the algorithm
is applied only once without the need to optimize any
hyperparameters in order to extract a set of informative
variables from the data, thereby making its application very
fast and simple in practice. Furthermore, simulation studies
show that the resulting models in fact tend to be more
strictly regularized compared to the ones resulting from
cross-validation and contain less uninformative variables.
In Section 2, we provide detailed descriptions of the
model-based gradient boosting algorithm as well as stability
selection and the new probing approach. Results of a simulation study comparing the performance of probing to crossvalidation and different configurations of stability selection in
a binary classification setting are then presented in Section 3
before discussing the application of these methods on three
data sets with measurements of gene expression levels in
Section 4. Section 5 summarizes our findings and presents an
outlook to extensions of the algorithm.

2. Methods
2.1. Gradient Boosting. Given a learning problem with a data
set 𝐷 = {(x(𝑖) , 𝑦(𝑖) )}𝑖=1,...,𝑛 sampled i.i.d. from a distribution
over the joint space X × Y, with a 𝑝-dimensional input space
X = (X1 ×X2 ×⋅ ⋅ ⋅×X𝑝 ) and an output space Y (e.g., Y = R
for regression and Y = {0, 1} for binary classification), the
aim is to estimate a function, 𝑓(x), X → Y, that maps
elements of the input space to the output space as good as
possible. Relying on the perspective on boosting as gradient
descent in function space, gradient boosting algorithms try
to minimize a given loss function, 𝜌(𝑦(𝑖) , 𝑓(x(𝑖) )), 𝜌 : Y ×
R → R, that measures the discrepancy between a predicted
outcome value of 𝑓(x(𝑖) ) and the true 𝑦(𝑖) . Minimizing this
discrepancy is achieved by repeatedly fitting weak prediction
functions, called base learners, to previous mistakes, in order
to combine them to a strong ensemble [19]. Although early
implementations in the context of machine learning focused
specifically on the use of regression trees, the concept has
been successfully extended to suit the framework of a variety
of statistical modelling problems [8, 20]. In this model-based
approach, the base learners ℎ(x) are typically defined by
semiparametric regression functions on x to build an additive
model. A common simplification is to assume that each base
learner ℎ𝑗 is defined on only one component 𝑥𝑗 of the input
space
𝑓 (x) = 𝛽0 + ℎ1 (𝑥1 ) + ⋅ ⋅ ⋅ + ℎ𝑝 (𝑥𝑝 ) .

(1)

For an overview of the fitting process of model-based boosting see Algorithm 1.
Algorithm 1 (model-based gradient boosting). Starting at
𝑚 = 0 with a constant loss minimal initial value 𝑓̂[0] (x) ≡ 𝑐,
the algorithm iteratively updates the predictor with a small
fraction of the base learner with the best fit on the negative
gradient of the loss function:
(1) Set iteration counter 𝑚 fl 𝑚 + 1.
(2) While 𝑚 ≤ 𝑚stop , compute the negative gradient
vector of the loss function:
𝜕𝜌 (𝑦, 𝑓) 

𝑢(𝑖) = −
.
(2)
𝜕𝑓 𝑓=𝑓̂[𝑚−1] (x(𝑖) ),𝑦=𝑦(𝑖)
(3) Fit every base learner ℎ𝑗[𝑚] (𝑥𝑗 ) separately to the
negative gradient vector u.
(4) Find ̂ℎ[𝑚]
∗ (x ∗ ), that is, the base learner with the best
𝑗

𝑗

fit:
𝑛

2

𝑗∗ = arg min∑ (𝑢(𝑖) − ̂ℎ𝑗[𝑚] (𝑥𝑗(𝑖) )) .
1≤𝑗≤𝑝 𝑖=1

(3)

(5) Update the predictor with a small fraction 0 ≤ ] ≤ 1
of this component:
𝑓̂ (x)[𝑚] = 𝑓̂ (x)[𝑚−1] + ] ⋅ ̂ℎ𝑗[𝑚]
∗ (𝑥𝑗∗ ) .

(4)

The resulting model can be interpreted as a generalized
additive model with partial effects for each covariate contained in the additive predictor. Although the algorithm relies
on two hyperparameters ] and 𝑚stop , Bühlmann and Hothorn
[9] claim that the learning rate ] is of minor importance as
long as it is “sufficiently small,” with ] = 0.1 commonly used
in practice.
The stopping criterion, 𝑚stop , determines the degree of
regularization and thereby heavily affects the model quality
in terms of overfitting and variable selection [21]. However,
as already outlined in the introduction, optimizing 𝑚stop
using common approaches like cross-validation results in
the selection of many uninformative variables. Although
still focusing on minimizing prediction error, using a 25fold bootstrap instead of the commonly used 10-fold crossvalidation tends to return sparser models without sacrificing
prediction performance [22].
2.2. Stability Selection. The weak performance of crossvalidation regarding variable selection partly results from the
fact that it pursues the goal of minimizing the prediction error
instead of selecting only informative variables. One possible
solution is the stability selection framework [12, 13], a very
versatile algorithm that can be combined with all kinds of
variable selection methods like gradient boosting, lasso, or
forward stepwise selection. It produces sparser solutions by
controlling the number of false discoveries. Stability selection
defines an upper bound for the per-family error rate (PFER),
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for example, the expected number of uninformative variables
E(𝑉) included in the final model.
Therefore, using stability selection with model-based
boosting means that Algorithm 1 is run independently on
𝐵 random subsamples of the data until either a predefined
number of iterations 𝑚stop is reached or 𝑞 different variables
have been selected. Subsequently, all variables are sorted with
respect to their selection frequency in the 𝐵 sets. The amount
of informative variables is then determined by a user-defined
threshold 𝜋thr that has to be exceeded. A detailed description
of these steps is given in Algorithm 2.
Algorithm 2 (stability selection for model-based boosting
[14]).
(1) For 𝑏 = 1, . . . , 𝐵,
(a) draw a subset of size ⌊𝑛/2⌋ from the data;
(b) fit a boosting model to the subset until the
number of selected variables is equal to 𝑞 or
the number of iterations reaches a prespecified
number (𝑚stop ).
(2) Compute the selection frequencies per variable 𝑗:
̂𝑗 fl
𝜋

1 𝐵
∑I ̂ ,
𝐵 𝑏=1 {𝑗∈𝑆𝑏 }

(5)

where 𝑆̂𝑏 denotes the set of selected variables in
iteration 𝑏.
(3) Select variables with a selection frequency of at least
𝜋thr , which yields a set of stable covariates:
̂𝑗 ≥ 𝜋thr } .
𝑆̂stable fl {𝑗 : 𝜋

(6)

Following this approach, the upper bound for the PFER
can be derived as follows [12]:
𝑞2
E (𝑉) ≤
.
(2𝜋thr − 1) 𝑝

(7)

With additional assumptions on exchangeability and shape
restrictions on the distribution of simultaneous selection,
even tighter bounds can be derived [13]. While this method
is successfully applied in a large number of different applications [23–26], several shortcomings impede the usage in
practice. First off, three additional hyperparameters 𝜋thr ,
PFER, and 𝑞 are introduced. Although only two of them have
to be specified by the user (the third one can be calculated
by assuming equality in (7)), it is not intuitively clear which
parameter should be left out and how to specify the remaining
two. Even though recommendations for reasonable settings
for the selection threshold [12] or the PFER [14] are proposed,
the effectiveness of these settings is difficult to evaluate in
practical settings. The second obstacle in the usage of stability
selection is the considerable computational power required

for calculation. Overall 𝐵 boosting models ([13] recommends
𝐵 = 100) have to be fitted and a reasonable 𝑚stop has to be
found as well, which will most likely require cross-validation.
Even though this process can be parallelized quite easily,
complex model classes with smooth and higher-order effects
can become extremely costly to fit.
2.3. Probing. The approach of adding probes or shadow variables, for example, artificial uninformative variables to the
data, is not completely new and has already been investigated
in some areas of machine learning. Although they share the
underlying idea to benefit from the presence of variables
that are known to be independent from the outcome, the
actual implementation of the concept differs (see Guyon and
Elisseeff (2003) [15] for an overview). An especially useful
approach, however, is to generate these additional variables
as randomly shuffled versions of all observed variables. These
permuted variables will be called shadow variables for the
remainder of this paper and are denoted as 𝑥̃𝑗 . Compared to
adding randomly sampled variables, shadow variables have
the advantage that the marginal distribution of 𝑥𝑗 is preserved
in 𝑥̃𝑗 . This approach is tightly connected to the theory of
permutation tests [27] and is used similarly for all-relevant
variable selection with random forests [28].
Implementing the probing concept to the sequential
structure of model-based gradient boosting is rather straightforward. Since boosting algorithms proceed in a greedy
fashion and only update the effect which yields the largest
loss reduction in each iteration, selecting a shadow variable
essentially implies that the best possible improvement at this
stage relies on information that is known to be unrelated to
the outcome. As a consequence, variables that are selected
in later iterations are most likely correlated to 𝑦 only by
chance as well. Therefore, all variables that have been added
prior to the first shadow variable are assumed to have a true
influence on the target variable and should be considered
informative. A description of the full procedure is presented
in Algorithm 3.
Algorithm 3 (probing for variable selection in model-based
boosting).
(1) Expand the data set 𝑋 by creating randomly shuffled
images 𝑥̃𝑗 for each of the 𝑗 = 1, . . . , 𝑝 variables 𝑥𝑗 such
that
𝑥̃𝑗 ∈ 𝑆𝑥𝑗 ,

(8)

where 𝑆𝑥𝑗 denotes the symmetric group that contains
all 𝑛! possible permutations of 𝑥𝑗 .
(2) Initialize a boosting model on the inflated data set
𝑋 = [𝑥1 ⋅ ⋅ ⋅ 𝑥𝑝 𝑥̃1 ⋅ ⋅ ⋅ 𝑥̃𝑝 ]

(9)

and start iterations with 𝑚 = 0.
(3) Stop if the first 𝑥̃𝑗 is selected; see Algorithm 1 step (3).
(4) Return only the variables selected from the original
data set 𝑋.
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The major advantage of this approach compared to
variable selection via cross-validation or stability selection is
that one model fit is enough to find informative variables and
no expensive refitting of the model is required. Additionally,
there is no need for any prespecification like the search space
(𝑚stop ) for cross-validation or additional hyperparameters (𝑞,
𝜋thr , PFER) for stability selection. However, it should be noted
that, unlike classical cross-validation, probing aims at optimal
variable selection instead of prediction performance of the
algorithm. Since this usually involves stopping much earlier,
the effect estimates associated with the selected variables are
most likely strongly regularized and might not be optimal for
predictions.

3. Simulation Study
In order to evaluate the performance of our proposed variable
selection method, we conduct a benchmark simulation study
where we compare the set of nonzero coefficients determined
by the use of shadow variables as stopping criterion to crossvalidation and different configurations of stability selection.
We simulate 𝑛 data points for 𝑝 variables from a multivariate
normal distribution 𝑋 ∼ N(0, Σ) with Toeplitz correlation
structure Σ𝑖𝑗 = 𝜌|𝑖−𝑗| for all 1 < 𝑖, 𝑗 < 𝑝 and 𝜌 = 0.9. The
response variable 𝑦(𝑖) is then generated by sampling Bernoulli
experiments with probability
(𝑖)

𝜋

=

exp (𝜂(𝑖) )
1 + exp (𝜂(𝑖) )

,

(10)

with 𝜂(𝑖) the linear predictor for the 𝑖th observation 𝜂(𝑖) =
𝑋(𝑖) 𝛽 and all nonzero elements of 𝛽 sampled from U(−1, 1).
Since the total amount of nonzero coefficients determines the
number of informative variables in the setting, it is denoted
as 𝑝inf .
Overall, we consider 12 different simulation scenarios
defined by all possible combinations of 𝑛 ∈ {100, 500}, 𝑝 ∈
{100, 500, 1000}, and 𝑝inf ∈ {5, 20}. Specifically, this leads to
the evaluation of 2 low-dimensional settings with 𝑝 < 𝑛, 4
settings with 𝑝 = 𝑛, and 6 high-dimensional settings with
𝑝 > 𝑛. Each configuration is run 100 times. Along with
new realizations of 𝑋 and 𝑦, we also draw new values for
the nonzero coefficients in 𝛽 and sample their position in the
vector in each run to allow for varying correlation patterns
among the informative variables. For variable selection with
cross-validation, 25-fold bootstrap (the default in mboost) is
used to determine the final number of iterations. Different
configurations of stability selection were tested to investigate
whether and, if so, to what extent these settings affect the
selection. In order to explicitly use the upper error bounds
of stability selection, we decided to specify 9 combinations
with PFER ∈ {1, 2.5, 8} and 𝜋thr ∈ {0.6, 0.75, 0.9} and
calculate 𝑞 from (7). Aside from the learning rate ], which
is set to 0.1 for all methods, no further parameters have
to be specified for the probing scheme. Two performance
measures are considered for the evaluation of the methods
with respect to variable selection: first, the true positive rate
(TPR) as the fraction of (correctly) selected variables from

all true informative variables and, second, the false discovery
rate (FDR) as the fraction of uninformative variables in the set
of selected variables. To ensure reproducibility the R package
batchtools [29] was used for all simulations.
The results of the simulations for all settings are illustrated
in Figure 1. With TPR and FDR on the 𝑦-axis and 𝑥-axis,
respectively, solutions displayed in the top left corner of the
plots therefore successfully separate 𝑝inf informative variables
from the ones without true effect on the response. Although
already using a sparse cross-validation approach, the FDR of
variable selection via cross-validation is still relatively high,
with more than 50% false positives in the selected sets in the
majority of the simulated scenarios. Whereas this seems to
be mostly disadvantageous in the cases where 𝑝inf = 5, the
trend to more greedy solutions leads to a considerably higher
chance of identifying more of the truly informative variables
if 𝑝inf = 20 or with very high 𝑝, however, still at the price
of picking up many noise variables on the way. Pooling the
results of all configurations considered for stability selection,
the results cover a large area of the performance space in
Figure 1, thereby probably indicating high sensitivity on the
decisions regarding the three tuning parameters.
Examining the results separately in Figure 2, the dilemma
is particularly clearly illustrated for 𝑝inf = 20 and 𝑛 =
500. Despite being able to control the upper bounds for
expected false positive selections, only a minority of the true
effects are selected if the PFER is set too conservative. In
addition, the high variance of the FDR observed for these
configurations in some settings somewhat counteracts the
goal to achieve more certainty about the selected variables
one might probably pursue by setting the PFER very low. The
performance of probing, on the other hand, reveals a much
more stable pattern and outperforms stability selection in the
difficult 𝑝inf = 20 and 𝑛 = 100 settings. In fact, the TPR is
either higher or similar to all configurations used for stability
selection, but exhibiting slightly higher FDR especially in
settings with 𝑛 = 500. Interestingly, probing seems to provide
results similar to those of stability selection with PFER =
8, raising the question if the use of shadow variables allows
statements about the number of expected false positives in
the selected variable set.
Considering the runtime, however, we can see that probing is orders of magnitudes faster with an average runtime
of less than a second compared to 12 seconds for crossvalidation and almost one minute for stability selection.

4. Application on Gene Expression Data
In this section we exploit the usage of probing as a tool for
variable selection on three gene expression data sets. More
specifically, this includes data from using oligonucleotide
arrays for colon cancer detection [30] with 40 tumor and
22 regular colon tissue samples and 𝑝 = 2000 measured
genes expression levels. In addition, we analyse data from
a study aiming to predict metastasis of breast carcinoma
[31], where patients were labelled good or poor (𝑛 = 111
and 𝑛 = 57, resp.) depending on whether they remained
event-free for a five-year period after diagnosis or not. The
data set contains log-transformed expression levels of 𝑝 =
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Figure 1: True positive rate (on 𝑦-axis) and false discovery rate (on 𝑥-axis) for three different, boosting-based variable selection algorithms,
probing (black), stability selection (green), cross-validation (blue), and different simulation settings: 𝑛 ∈ {100, 500}, 𝑝 ∈ {100, 500, 1000}, and
𝑝inf ∈ {5, 20}. All settings of stability selection are combined. Shaded areas are smooth hulls around all observed values.

2905 genes. The last example examines riboflavin production
by Bacillus subtilis [32] with 𝑛 = 71 observations of logtransformed riboflavin production rates and expression level
for 𝑝 = 4088 genes. All data are publicly available via R
packages datamicroarray and hdi. Our proposed probing
approach is implemented in a fork of the mboost [33]
software for component-wise gradient boosting. It can be
easily used by setting probe=TRUE in the glmboost() call.
In order to evaluate the results provided by the new
approach, we analysed the data using cross-validation, stability selection [34], and the lasso [35] for comparison.
Table 1 shows the total number of variables selected by each

method along with the size of the intersection between
the sets. Starting with the probably least surprising result,
boosting with cross-validation leads to the largest set of
selected variables in all examples, whereas using probing as
stopping criterion instead clearly reduces these sets. Since
both approaches are based on the same regularization profile
until the first shadow variable enters the model, the less
regularized solution of cross-validation always contains all
variables selected with probing. For stability selection, we
used the conservative approach with PFER = 1 and 𝑞 = 20 as
suggested by Bühlmann et al. (2014) [32]. As a consequence,
the set of variables considered to be informative further
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Table 1: Total number of selected variables and intersection size for four variable selection techniques (boosting with 25-fold bootstrap,
probing, stability selection, and the lasso with 10-fold cross-validation) on three gene expression data sets. The last column compares algorithm
runtime in seconds.
Cross-validation

Probing

Stability selection

Lasso (glmnet)

Runtime (sec.)

Colon cancer
Cross-validation

9

Probing

5

5

Stability selection

3

3

Lasso (glmnet)

7

5

10.52
1.78
3

49.4
7

3

0.4

Breast carcinoma
Cross-validation

32

Probing

14

14

Stability selection

1

1

1

Lasso (glmnet)

14

14

1
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50
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Stability selection
Lasso (glmnet)

10
5
23

24
4.39
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14

1.13

p = 100

ＣＨ＠ = 5
ＣＨ＠ = 5

p = 500
p = 1000
p = 100
p = 500
p = 1000

Probing
CV
SS (0.6, 1)
SS (0.75, 1)
SS (0.9, 1)
SS (0.6, 2.5)

p = 500

ＣＨ＠ = 20
ＣＨ＠ = 20

p = 100

p = 1000

p = 500

p = 100

1.00
0.75
0.50
0.25
0.00
1.00
0.75
0.50
0.25
0.00
1.00
0.75
0.50
0.25
0.00
1.00
0.75
0.50
0.25
0.00
1.00
0.75
0.50
0.25
0.00
1.00
0.75
0.50
0.25
0.00

ＣＨ＠ = 5

n = 500

0.75
0.50
0.25
0.00

ＣＨ＠ = 20

n = 100

0.75
0.50
0.25
0.00

ＣＨ＠ = 20

n = 500

ＣＨ＠ = 20

n = 100

ＣＨ＠ = 5

30

0.75
0.50
0.25
0.00

False discovery rate

6.89
66.46
0.68

ＣＨ＠ = 5

5
4

ＣＨ＠ = 5

10
5
7

ＣＨ＠ = 20

1.00
0.75
0.50
0.25
0.00
1.00
0.75
0.50
0.25
0.00
1.00
0.75
0.50
0.25
0.00

14.2

p = 1000

True positive rate

Riboflavin production

SS (0.75, 2.5)
SS (0.9, 2.5)
SS (0.6, 8)
SS (0.75, 8)
SS (0.9, 8)

Figure 2: Boxplots of true positive rate (top) and false discovery rate (bottom) for different simulation settings and the three boosting-based,
variable selection algorithms. Different Stability selection settings are denoted by SS(𝜋thr , PFER).
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shrinks in all three scenarios. Again, these results clearly
reflect the findings from the simulation study in Section 3,
placing the probing approach between stability selection with
probably overly conservative error bound and the greedy
selection with cross-validation.
Since so far all approaches rely on boosting algorithms,
we additionally considered variable selection with the lasso.
We used the default settings of the glmnet package for
R to calculate the lasso regularization path and determine
the final model via 10-fold cross-validation [35]. Although
the lasso already tends to result in sparser models under
these conditions compared to model-based boosting [22],
glmnet additionally uses a “one-standard-error rule” to
regularize the solution even further. In fact, this leads to
the selection of an identical set of genes as probing for the
breast carcinoma example, but the final models estimated
for both other examples still contain a higher number of
variables. This is especially the case for the data on riboflavin
production, where the lasso solution is further not simply
a subset of the cross-validated boosting approach and only
agrees on 23 mutually selected variables. Interestingly, even
one of the 5 variables proposed by stability selection is also
missing. The R code used for this analysis can be found in the
Supplementary Material of this manuscript available online
at https://doi.org/10.1155/2017/1421409.

5. Conclusion
We proposed a new approach to determine the optimal
number of iterations for sparse and fast variable selection
with model-based boosting via the addition of probes or
shadow variables (probing). We were able to demonstrate via a
simulation study and the analysis of gene expression data that
our approach is both a feasible and convenient strategy for
variable selection in high-dimensional settings. In contrast to
common tuning procedures for model-based boosting which
rely on resampling or cross-validation procedures to optimize
the prediction accuracy [21], our probing approach directly
addresses the variable selection properties of the algorithm.
As a result, it substantially reduces the high number of
false discoveries that arise with standard procedures [14]
while only requiring a single model fit to obtain the set of
parameters.
Aside from the very short runtime, another attractive
feature of probing is that no additional tuning parameters
have to be specified to run the algorithm. While this greatly
increases its ease of use, there is, of course, a trade-off
regarding flexibility, as the lack of tuning parameters means
that there is no way to steer the results towards more
or less conservative solutions. However, a corresponding
tuning approach in the context of probing could be to allow
a certain amount of selected probes in the model before
deciding to stop the algorithm (cf. Guyon and Elisseeff, 2003
[15]). Although variables selected after the first probe can
be labelled informative less convincingly, this resembles the
uncertainty that comes with specifying higher values for the
error bound of stability selection.
A potential drawback of our approach is that due to the
stochasticity of the permutations, there is no deterministic
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solution and the selected set might slightly vary after rerunning the algorithm. In order to stabilize results, probing could
also be used combined with resampling to determine the
optimal stopping iteration for the algorithm by running the
procedure on several bootstrap samples first. Of course, this
requires the computation of multiple models and therefore
again increases the runtime of the whole selection procedure.
Another promising extension could be a combination
with stability selection. With each model stopping at the first
shadow variable, only the selection threshold 𝜋thr has to be
specified. However, since this means a fundamental change
of the original procedure, further research on this topic is
necessary to better assess how this could affect the resulting
error bound.
While in this work we focused on gradient boosting for
binary and continuous data, there is no reason why our
results should not also carry over to other regression settings
or related statistical boosting algorithms as likelihood-based
boosting [36]. Likelihood-based boosting follows the same
principle idea but uses different updates, coinciding with
gradient boosting in case of Gaussian responses [37]. Further
research is also warranted on extending our approach to multidimensional boosting algorithms [25, 38], where variables
have to be selected for various models simultaneously.
In addition, probing as a tuning scheme could be generally also combined with similar regularized regression
approaches like the lasso [5, 22]. Our proposal for modelbased boosting hence could be a starting point for a new way
of tuning algorithmic models for high-dimensional data, not
with the focus on prediction accuracy, but addressing directly
the desired variable selection properties.
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Bayesian variable selection becomes more and more important in statistical analyses, in particular when performing variable
selection in high dimensions. For survival time models and in the presence of genomic data, the state of the art is still quite
unexploited. One of the more recent approaches suggests a Bayesian semiparametric proportional hazards model for right censored
time-to-event data. We extend this model to directly include variable selection, based on a stochastic search procedure within a
Markov chain Monte Carlo sampler for inference. This equips us with an intuitive and flexible approach and provides a way for
integrating additional data sources and further extensions. We make use of the possibility of implementing parallel tempering to
help improve the mixing of the Markov chains. In our examples, we use this Bayesian approach to integrate copy number variation
data into a gene-expression-based survival prediction model. This is achieved by formulating an informed prior based on copy
number variation. We perform a simulation study to investigate the model’s behavior and prediction performance in different
situations before applying it to a dataset of glioblastoma patients and evaluating the biological relevance of the findings.

1. Introduction
In cancer research, we often deal with time-to-event endpoints, and the more advances in technology enable the
systematic collection of different genome-wide data, the
more interest arises in integrative statistical analyses, that is,
using more than one information source to obtain a more
comprehensive understanding of the biology of diseases and
improve the performance of risk prediction models.
Recently, a lot of research has been done in the following
three areas:
(1) Cox proportional hazards models for survival (or
time-to-event) data in high dimensions
(2) For variable selection in high-dimensional problems
(3) For integrative analyses of several data sources

The novelty of our approach is the combination of recent
advances in these three areas in one Bayesian model as
outlined below.
(1) To model survival data, Cox (1972) [1] developed
the semiparametric proportional hazards regression model
for taking into account the relation between covariates and
the hazard function. The Cox model has been widely used
and analyzed in low-dimensional settings for this purpose;
see, for example, Harrell Jr. (2001) [2], Klein et al. (2013)
[3], or Ibrahim et al. (2005) [4]. In biological applications
with genomic data, we are, however, often in a highdimensional setting, that is, having more variables than
subjects. Therefore, we are in need of a high-dimensional
survival time model. One recent approach in this context
was suggested by Lee et al. (2011) [5], who use a Bayesian
version of the Cox model for right censored survival data,
where high dimensions are handled by regularization of the
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regression coefficient vector imposed by Laplace priors. This
corresponds to the lasso penalty; see Tibshirani (1997) [6]
or Park and Casella (2008) [7], which shrinks regression
coefficients towards zero and thus allows parameter inference
in problems where the number of variables 𝑝 is larger than
number of subjects 𝑛. Since the automatic variable selection
property of lasso is lost in fully Bayesian inference, Lee et al.
(2011) [5] adopted a post hoc approach to identify the most
important variables by thresholding based on the Bayesian
Information Criterion.
(2) Since variable selection is a core question in many
statistical applications, it has been subject to a lot of research,
and many approaches exist, especially for linear models.
In low-dimensional settings and for frequentist inference,
the most common procedures are best subset selection
or backward or forward selection (Harrell Jr. (2001) [2],
Hocking, (1976) [8]). There are 2𝑝 different models to evaluate
for best subset selection which becomes infeasible in higher
dimensions (𝑝 > 30). In high dimensions, classical backward
selection cannot be applied since the full model is not identified, and both backward and forward selection will typically
only explore a very small proportion of all possible models.
In addition, all of these approaches do not incorporate
shrinkage in the estimation procedure. Bayesian approaches
offer a good alternative to stochastically search over the whole
parameter space, implicitly taking into account the model
uncertainty; see Held et al. (2016) [9] for a recent evaluation
study in the context of Cox regression models. One appealing
approach often used in regression analyses is the stochastic
search variable selection (SSVS) of George and McCulloch
(1993) [10], a flexible and intuitive method which makes use
of data augmentation for the selection task and incorporates
shrinkage.
(3) For biological information on a molecular level, many
different data sources exist nowadays, and they often provide
shared information, for example, the amount of expressed
genes being transcribed to different proteins results in different functions of the cells or the body. If unexpected or unusual
changes in the expression levels occur, the functionality of the
cells can be disturbed. Cancer is often caused by changes in
the DNA, for example, single-base mutations or copy number
changes in larger genomic regions, which in turn will have
an effect on gene expression. Therefore, including such data
sources jointly into the analyses can lead to more accurate
results. Bayesian approaches offer a handy pipeline to do
so.
In our approach we combine the three mentioned tasks in
one model: variable selection in a high-dimensional survival
time model based on an integrative analysis. In particular, we integrate copy number variation (CNV) data with
gene expression data, aiming to jointly use their respective
advantages to achieve sparse and well interpretable models
and good prediction performance. We combine the variable
selection procedure of George and McCulloch (1993) [10]
with the Cox proportional hazards model of Lee et al. (2011)
[5] and use CNV data for the construction of an informed
prior. We investigate the use of parallel tempering methods to
improve the mixture of the Markov chains and to circumvent
the manual tuning of hyperprior parameters.
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In the following, we describe the details of the model,
including the technical details, the sampler with extensions,
and diagnostics, in Section 2. Afterwards, we describe the
synthetic data as well as the real dataset on glioblastoma; we
state the prior settings needed and chosen for the simulation
study as well as for the real data analysis. Before drawing
conclusions in Section 4, we describe the most important
findings for the application to synthetic and real data, including findings regarding the extracted genes for glioblastoma
patients, and discuss the results in Section 3.

2. Materials and Methods
2.1. Model and MCMC Sampling Procedure. Based on the
general semiparametric proportional hazards model 𝜆(𝑡 |
𝑥) = ℎ0 (𝑡) × exp(𝑥 𝛽) introduced by Cox (1972) [1], Lee et
al. (2011) [5] developed a Bayesian version for right censored
survival time data in high dimensions (𝑝 ≫ 𝑛), with 𝑝 being
the number of variables, 𝑛 the number of subjects, 𝑡 the survival time of a person with covariable vector 𝑥 = (𝑥1 , . . . , 𝑥𝑝 ) ,
𝛽 = (𝛽1 , . . . , 𝛽𝑝 ) the vector of regression parameters, and
ℎ0 (𝑡) the unspecified arbitrary baseline hazard function. Lee
et al. (2011) constructed a grouped likelihood for their model
with a finite partitioning of the time axis, 0 < 𝑠0 < 𝑠1 <
𝑠2 < ⋅ ⋅ ⋅ < 𝑠𝐽 with 𝑠𝐽 > 𝑡𝑟 , ∀𝑟 = 1, . . . , 𝑛, in this case
choosing the breaks as the points at which at least one event
occurred and defining the last interval so that the last event
lies in the middle of it, leading to the grouped data likelihood
introduced by Burridge (1981) [11]
𝐽

𝐿 (D | 𝛽, ℎ) ∝ ∏ (exp (−ℎ𝑗 ×
𝑗=1

∑

exp (𝑥𝜄 𝛽))

𝜄∈(R𝑗 −D𝑗 )

× ∏ [1 − exp {−ℎ𝑗 × exp (𝑥𝜉 𝛽)}])

(1)

𝜉∈D𝑗

ℎ𝑗 ∼ 𝐺 (𝛼0𝑗 − 𝛼0𝑗−1 , 𝑐0 ) , 𝑗 = 1, . . . , 𝐽.
Here, D = {(𝑥, R𝑗 , D𝑗 ) : 𝑗 = 1, . . . , 𝐽} denotes the observed
data, where R𝑗 and D𝑗 are the risk sets and the event sets
corresponding to the 𝑗th interval. 𝐺(⋅) describes a Gamma
distribution with shape 𝛼0𝑗 − 𝛼0𝑗−1 and scale 𝑐0 , where 𝛼0𝑗 =
𝑐0 ×𝐻∗ (𝑠𝑗 ), 𝑗 = 1, . . . , 𝐽, and 𝐻∗ (𝑡) is a monotonously increasing function with 𝐻∗ (0) = 0. 𝐻∗ (0) represents an initial
estimate for the cumulative baseline hazard function 𝐻0 (𝑡).
The constant 𝑐0 > 0 specifies how strong the believe in the
initial estimate for this cumulative baseline hazard function
is. Mostly, a known parametric function for 𝐻∗ (𝑡) is used,
for example, the Weibull distribution, which then leads to the
following form:
𝐻∗ (𝑡) = 𝜂0 × 𝑡𝜅0 .

(2)

The hyperparameters (𝜂0 , 𝜅0 ) have to be carefully chosen,
though, to avoid convergence problems within the MCMC
sampling [5].
The implicit shrinkage of the model and the variable
selection will be done through the stochastic search variable
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selection procedure of George and McCulloch (1993) [10].
Assuming equal variances for the regression coefficients
of variables which are included in the model, the prior
distribution for 𝛽𝑖 conditioned on 𝛾𝑖 , 𝑖 = 1, . . . , 𝑝 is as follows:
𝛽𝑖 | 𝛾𝑖 ∼ (1 − 𝛾𝑖 ) × 𝑁 (0, 𝜏2 ) + 𝛾𝑖 × 𝑁 (0, 𝑐𝑏2 × 𝜏2 ) ,

(3)

where the variance parameter 𝜏2 > 0 is small, 𝑐𝑏2 > 1, and
𝛾 represents an indicator vector, analogous to the concept of
data augmentation (Tanner and Wong, 1987 [12]), giving the
state of the respective variable of being in the model or not.
As in Lee et al. (2011) [5], we compared three possible
samplers to update the full conditional distribution 𝑃(𝛽𝑖 |
𝛽−𝑖 , 𝛾, ℎ, D), (𝛽−𝑖 = (𝛽1 , . . . , 𝛽𝑖−1 , 𝛽𝑖+1 , . . . , 𝛽𝑝 ) and 𝑖 = 1, . . . ,
𝑝): the Adaptive Rejection Sampling algorithm proposed by
Gilks (1992) [13], as well as the Adaptive Rejection Metropolis
Sampler from Gilks et al. (1995) [14] and the special random
walk Metropolis-Hastings (RW-MH) method with adaptive
jumping rules proposed by Lee et al. (2011) [5]. We also found
the adaptive random walk Metropolis-Hastings sampler to
perform best in our applications, which are high-dimensional
with more variables than samples and 𝑝 > 100. We therefore
only report the results for the adaptive RW-MH sampler.
𝛾𝑖 are assumed to be independent Bernoulli (𝜋𝑖 ) a priori;
that is, 𝑃(𝛾𝑖 = 1) = 𝜋𝑖 and 𝑃(𝛾𝑖 = 0) = 1 − 𝜋𝑖 . The conditional
𝑖𝑡
𝑖𝑡
𝑖𝑡
) with 𝛾−𝑖
= (𝛾1𝑖𝑡 , . . . , 𝛾𝑖−1
,
distributions 𝑃(𝛾𝑖𝑖𝑡 = 1 | 𝛽𝑖𝑡 , 𝜎𝑖𝑡 , 𝛾−𝑖

𝑖𝑡
, . . . , 𝛾𝑝𝑖𝑡 ) for the MCMC sampler are determined by
𝛾𝑖+1
𝑖𝑡
𝑃 (𝛾𝑖𝑖𝑡 = 1 | 𝛽𝑖𝑡 , 𝜎𝑖𝑡 , 𝛾−𝑖
) = 𝑃 (𝛾𝑖𝑖𝑡 = 1 | 𝛽𝑖𝑖𝑡 ) =

𝑎
,
𝑎+𝑏

(4)

𝑖 = 1, . . . , 𝑝,
where
𝑎 = 𝑓 (𝛽𝑖𝑖𝑡 | 𝛾𝑖𝑖𝑡 = 1) × 𝜋𝑖 ,
𝑏 = 𝑓 (𝛽𝑖𝑖𝑡 | 𝛾𝑖𝑖𝑡 = 0) × (1 − 𝜋𝑖 ) ,

(5)

with 𝑓(⋅ | 𝛾𝑖𝑖𝑡 = 1) being the density of the normal distribution
𝑁(0, 𝑐𝑏2 × 𝜏2 ) and 𝑓(⋅ | 𝛾𝑖𝑖𝑡 = 0) corresponding to 𝑁(0, 𝜏2 ).
According to Ibrahim et al. (2005) [4], the full conditional
distribution 𝑃(ℎ𝑗 | ℎ−𝑗 , 𝛽, 𝛾, D), with ℎ−𝑖 = (ℎ1 , . . . , ℎ𝑗−1 ,
ℎ𝑗+1 , . . . , ℎ𝐽 ) , can be well approximated by a gamma distribution
ℎ𝑗 | ℎ−𝑗 , 𝛽, 𝛾, D
approx.

∼

𝐺 (𝛼0𝑗 − 𝛼0𝑗−1 + 𝑑𝑗 , 𝑐0 +

∑
𝜄∈(R−D)

exp (𝑥𝜄 𝛽)) ,

(6)

𝑗 = 1, . . . , 𝐽, where 𝑑𝑗 represents the number of censorings in
interval 𝐼𝑗 .
Finally, we use a Gibbs sampler to update 𝛽, 𝛾, and
ℎ iteratively according to the full conditional distributions
described above.
2.2. Extension of MCMC Sampling Procedure. For multimodal posterior distributions, some problems may occur

during the MCMC sampling, because the areas in the
model space with higher posterior probability might be
separated by a low-probability region, which the MCMC
sampler might not manage to overcome. Therefore, there
is a risk that important values cannot be sampled, because
the MCMC sampler never visits the relevant region in the
model space. Parallel tempering [15, 16] can alleviate this
problem. Even in unimodal situations, parallel tempering can
help by broadening the area of the sampling. This is done
through the parallel generation of V + 1 different MCMC
chains with their own stationary distributions, where at
regular intervals (after a predetermined number of MCMC
iterations) a swapping of states (i.e., of the current values
of all parameters in the model) of two neighboring chains
is proposed. The distributions of all chains have the same
basic form as the original, but are more flat. This is achieved
by raising the original density function to the power T−1
(T ≥ 1) with values between 0 and 1, with 0 (for T → ∞)
corresponding to a complete flattening of the distribution
and 1 corresponding to the desired target. This can improve
the sampling performance in two ways: (a) the flattened
probability distribution covers more of the parameter space
with sufficiently large probability to be reached by the sampler
in a given number of iterations, and (b) the “hills” and
“valleys” of a multimodal probability density will be less
steep, thus reducing the likelihood that the sampler might
get stuck in local optima (which in turn will improve its
mixing performance). For historical reasons, the parameter
T is usually referred to as a temperature parameter.
At regular intervals (in our applications after every tenth
MCMC iteration), two neighboring chains are selected randomly, and the Metropolis-Hastings acceptance probability
is calculated based on the target distributions and the current
states of the chains to determine whether a swap of the states
between these two chains is accepted.
Let 𝑓(𝜃ch1 ) and 𝑔(𝜃ch2 ) be the respective target distributions of the selected chains with current parameter states
𝜃ch1 and 𝜃ch2 . The acceptance probability of swapping states is
given by min{1, 𝛼} with
𝛼=

𝑓 (𝜃ch2 ) × 𝑔 (𝜃ch1 )
𝑓 (𝜃ch1 ) × 𝑔 (𝜃ch2 )

.

(7)

Within the Metropolis update, this will be compared with
a uniform random variable 𝑈 in the interval [0, 1], where
𝑈 < min{1, 𝛼} means that the swap will be accepted. The
probability of a chain to swap to another state therefore only
depends on the current states of the compared chains [17].
In this manuscript, we use log-linear temperature scales
ch
T , (ch = 0, . . . , 5). The original, untempered chain is hence
given by ch = 0. The distributions of the tempered versions
are determined so that the standard deviation of the normal
mixture prior of 𝛽 | 𝛾 (equation (3)) will be broadened, which
is achieved by multiplying the parameter 𝜏 in the prior with
Tch (ch = 0, . . . , 5).
It is recommended to choose the temperatures so that the
acceptance rate lies between 20% and 50%, since different
studies have shown that rates in this range deliver the most
satisfactory results (e.g., [16, 18, 19]).
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2.3. Prior Settings. For the application of the Bayesian model,
several prior specifications are needed. We start with the
hyperparameters 𝜂0 and 𝜅0 , which are chosen so that 𝐻∗ (𝑡) in
(2) is similar to the Nelson-Aalen estimator of the cumulative
hazard function, which is therefore used to provide an
initial guess for 𝐻0 (𝑡). For this we determine the scale
parameters for the Weibull distribution from the estimated
survival model of the event times of the training data without
covariable information. For the update of the cumulated
baseline hazard 𝐻0 (𝑡) within the iterations of the MCMC
chains, the hyperparameter 𝑐0 , which describes the level of
certainty associated with 𝐻∗ , has to be specified. We follow
the suggestion by Lee et al. (2011) [5] to set 𝑐0 = 2. We
have previously performed a sensitivity analysis to investigate
the influence of the choice of 𝑐0 (Zucknick et al., 2015 [20]),
where we found that while there was a notable influence on
the posterior estimates of the baseline hazard ℎ, the posterior
distributions of 𝛽 were nearly unchanged.
The parameters 𝜏 and 𝑐𝑏 of the normal mixture distribution of 𝛽 in (3) conditioned on 𝛾 in (4), that is, 𝑃(𝛽 | 𝛾), will
be set to 𝑐𝑏 = 20 and 𝜏 = 0.0375. This implies that we obtain
a standard deviation of 𝑐𝑏 × 𝜏 = 0.75 for 𝑃(𝛽𝑖 | 𝛾𝑖 = 1) and a
corresponding 95% probability interval of [−1.96, 1.96].
The specifications of the prior probabilities for the selection of the variables are described in Section 2.5, separately
for the simulation scenarios and for the glioblastoma data
application.
2.4. Posterior Estimation and Prediction. We report the posterior distributions of 𝛽 and 𝛾 in terms of their posterior means
and standard deviations. In order to select the most relevant
variables, we choose an inclusion criterion in an automated
data dependent way, which respects the prior model setup
instead of choosing one cutoff for all cases. This is done by
first calculating the mean model size 𝑝𝑚 (by rounding the
average of selected variables per iteration). Then we choose
𝑝𝑚 variables with the highest selection probability.
We used the empty model, with 𝛽𝑖 = 0 for all 𝑖 = 1, . . . , 𝑝,
as starting values of the MCMC chains.
The results of the simulation study are based on single
MCMC chains with 100,000 iterations each, after removal of
20,000 iterations (“burn-in”). The results for the glioblastoma
data application are based on a combined analysis of five
Markov chains, each of length 90,000 after removal of 10,000
initial iterations (“burn-in”). For the parallel tempering (only
applied to the simulated data), we included four chains with
30,000 iterations each and log-linear temperature scales.
We evaluated the mixing and convergence properties
of the Markov chains in several ways. We used graphical
evaluations of running means plots of the individual 𝛽
parameters as well as trace plots for summary measures such
as the 𝐿 2 -norm of the 𝛽 vector, the model size, and the log
likelihood. Additionally, we calculated the effective sample
sizes ([21]) for each 𝛽𝑖 . The R package coda [22] offers a wide
variety of graphics and diagnostic measures to assess both
mixing and diagnostic performance of MCMC chains.
We evaluate the prediction accuracy of the models chosen
this way by prediction error curves and by computing the
integrated Brier score (IBS) [23, 24] and comparing them
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with the reference approach, which is the Kaplan-Meier
estimator without any covariates. The Brier score is a strictly
proper scoring rule, since it takes its minimum when the
true survival probabilities are used as predictions [24, 25].
It therefore measures both discrimination and calibration,
contrary to other common measures of evaluation such as
Harrell’s 𝑐-Index (which only measures discrimination) and
the calibration slope (for measuring calibration); see, for
example, Held et al., 2016 [9].
The implementation of the model and the evaluations
were done in the statistical computing environment R [26]
and are available upon request from the authors.
2.5. Data
2.5.1. Simulated Data. For obtaining simulated data for our
survival time model, we generated two different datasets,
representing a sparse and nonsparse scenario for the true
predictors. For the simulation of the survival data, we used
the procedure described in Zucknick et al. (2015) [20] for the
high-dimensional case. This setup is based on the approach
of Bender et al. (2005) [27] following a Cox-Weibull survival
model with known regression coefficients and any nonzero
baseline hazard rate, taking into account the general relation
between the hazard function and the survival time of the
Cox model. We simulated blockwise correlated variables with
a pairwise correlation 𝜌|𝑖−𝑗| between variables 𝑖 and 𝑗, with
𝜌 = 0.5 for the variables within the blocks of size 𝑚 = 100.
In short, we first simulate the hypothetical survival times
𝑇𝑙∗ (𝑙 = 1, . . . , 𝑛) that would be observed without the presence
of censoring,
𝑇𝑙∗ ∼ (−

1/𝜅

1
log (𝑈𝑙 ))
𝜂 exp (𝑥𝑙 𝛽)

(8)
with 𝑈𝑙 ∼ 𝑈 (0, 1) ,

and the censoring times 𝐶𝑙∗ , which are generated to be
uninformative and a mixture of uniform administrative
censoring and exponential loss to follow-up. Note that scale
and shape parameters 𝜂 and 𝜅 are chosen such that the
survival probabilities at 12 and 36 time units are 0.5 and 0.9,
respectively. For more details, we refer to Zucknick et al.
(2015) [20].
Then, for each subject 𝑙 = 1, . . . , 𝑛 the individual observed
time to event or censoring 𝑡𝑙 and the corresponding survival
status 𝛿𝑙 are defined as
𝑡𝑙 = min (𝑇𝑙∗ , 𝐶𝑙∗ ) ,
{1,
𝛿𝑙 = {
0,
{

𝑇𝑙∗ ≤ 𝐶𝑙∗

(9)

𝑇𝑙∗ > 𝐶𝑙∗ .

For both scenarios, we generate a training dataset for
model fitting and a test dataset to evaluate the prediction
performance of the final models. The generated datasets comprise 𝑝 = 500 genomic variables and 𝑛 = 200 subjects. In the
sparse setting, we have true effects of the prognostic variables
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Table 1: Simulation study: posterior selection probabilities for 𝑘true = 6 true variables of the sparse setting.
Prior setting
Uninformative
Correct informative
Incorrect informative

Variable index
1
1.000
1.000
1.000

2
1.000
1.000
1.000

of 𝛽 = (0.75, −0.75, 0.5, −0.5, 0.25, −0.25, 0, . . . , 0), analogous
to the setup of Zucknick et al. (2015) [20]. Therefore, the
first 𝑘true = 6 variables are simulated to be related to the
response (called “predictors” throughout the manuscript).
For the nonsparse setting we randomly generated 𝑘true = 122
variables in the range of (−0.8, −0.2) ∪ (0.2, 0.8) and equally
distributed for the negative and positive part. Therefore, in
this setting, the first 𝑘true = 122 variables of the dataset
represent the true predictors. See Tables 1 and 2 for an
overview of all simulation scenarios.
Prior Inclusion Probabilities. To evaluate the impact of prior
information we investigate three different scenarios for the
simulated data. First, we choose an uninformative selection
prior (in short: uninformative prior) as 𝜋 = (𝑘/𝑝, . . . , 𝑘/𝑝) ,
where 𝑘 is the a priori expected number of predictors being
set to 𝑘 = 20 here. With this we can assess the model’s
behavior if no prior knowledge is present. Second, mimicking
the influence of correct prior information we set the prior
probability of the true variables to 0.8 and the others to 0.1.
Finally, to see what happens if our prior knowledge does
not represent the truth, we specify a third prior, setting the
prior probabilities of 𝑘true randomly selected variables of
the nonpredictors to 0.8 and the remaining variables, which
include the true ones, to 0.1.
2.5.2. Application to a Glioblastoma Study. To evaluate our
model in a real application, we used a dataset of glioblastoma multiforme (GBM) patients, retrieved from The Cancer
Genome Atlas (TCGA) database [28]. Glioblastoma is the
most common and fast-growing brain tumor in adults. It
shows a very poor prognosis with a median overall survival
time of less than 15 months after diagnosis and a two-year
survival rate of about 30% [29]. Therefore, a more detailed
understanding of the molecular behavior of glioblastoma
tumors is sorely needed. Recent publications studying the
genomic profile of glioblastoma include the original publication from the TCGA network (McLendon et al., 2008 [30])
and the follow-up article by Brennan et al. (2013) [31], as well
as Sturm et al. (2012) [32].
We extracted the data from two sources: from the GBM
dataset of the TCGA Pancancer dataset https://www
.synapse.org/#!Synapse:syn1710678 [33] and from
the derivative DREAM challenge TCGA Pancancer Survival
Prediction project (https://www.synapse.org/#!Synape:
syn1710282) [34]. Our final dataset comprises 210 subjects,
for which we matched the patient survival data and gene

3
1.000
1.000
1.000

4
0.760
0.986
0.722

5
0.061
0.379
0.073

6
0.023
0.233
0.026

expression data (from the DREAM challenge dataset) with
their respective CNV data retrieved from the PanCan12
dataset. For the analysis, we selected the 𝑝 = 1,000 genes
(selected among all genes located on autosomal chromosomes with available annotation information) with the
highest variability in their gene expression values across
patients, and we matched the copy number variation data
to these genes. These 1,000 genes together make up 30% of
the total variation in the dataset. The choice of selecting the
genes with the largest variance is based on the assumption
that genes which do not vary much between subjects will not
be helpful in discriminating between patients with poor and
good survival prognosis, respectively.
We randomly split the data with ratio 2 : 1 into a training
set with 𝑛 = 140 patients for model fitting and a test set with
70 subjects, which we use for the evaluation of the prediction
performance of the final models.
Prior Inclusion Probabilities. We choose the uninformative
prior as 𝜋 = (𝑘/𝑝, . . . , 𝑘/𝑝) with 𝑘 = 20. In the informative
case, we define the prior inclusion probability 𝜋𝑖 (𝑖 = 1, . . . , 𝑝)
proportional to the standard deviation 𝜎𝑖CNV of the copy
number variation data for the associated genomic region
across patients times 𝑘. The prior for gene variable of index 𝑖
𝑝
is then defined as 𝜋𝑖 = 𝑘 × (𝜎𝑖CNV / ∑𝑗=1 𝜎𝑗CNV ) to obtain again
𝑘 as the a priori expected number of selected variables. The
empirical distribution of 𝜎𝑖CNV (𝑖 = 1, . . . , 𝑝) is right-skewed
with median 0.36, interquartile range (0.28, 0.45), and range
(0.16, 1.45).

3. Results and Discussion
3.1. Simulation Study. In the simulation study, we use the
synthetic data generated as described in Section 2.5.1.
3.1.1. Sparse Setting. First, we look at the sparse scenario
where we generated 𝑘true = 6 true predictors, which correspond to the first 𝑘 variables in our setting. For all three prior
settings, we observe that variables with an absolute effect
of at least 0.5 will generally be selected by the model
(Table 1), though the posterior estimates generally show an
overestimation of the true values.
In Figures 1, 2, and 3, we can see that the true predictors
with higher absolute effects of at least 0.5 are always selected,
even for the setting where the prior probabilities are wrongly
stated (compare Figure 3). The true predictors with smaller
absolute effect sizes are less often selected, which is not
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Figure 1: Sparse simulated data, uninformative prior: posterior mean estimates of 𝛽 (a, b) and of selection probabilities (c, d) of all variables
(a, c) and of the first 50 variables (b, d). Estimates are shown as black circles, selected variables as green triangles, and the true predictors as
orange squares.

Table 2: Simulation study (sparse and nonsparse scenario): variable selection results (selection of 𝑝𝑚 variables, where 𝑝𝑚 is the mean model
size as described in Section 2.4).
Prior setting
Uninformative
Correct informative
Incorrect informative

#TP
4
6
4

Sparse setting
#FN
#FP
2
6
0
5
2
6

#TN
488
489
488

#TP
13
22
4

Nonsparse setting
#FN
#FP
109
6
100
3
118
8

#TN
372
375
370

#TP = number of true positives, #FN = number of false negatives, #FP = number of false positives, and #TN = number of true negatives.

surprising since with smaller underlying absolute effect sizes
the posterior evidence of being one of the predictors is getting
weaker.
This shows that in general the model is very robust with
regard to wrongly stated prior information (Figure 3) or in
the absence of information (Figure 1). The rate of wrongly
selected variables does not differ much. However, when
having prior information that comes close to the truth, even
the variables with the smaller absolute effect sizes of 0.25 can
be selected by the model, though their posterior selection
probability is smaller than one; see Figure 2.

This is also confirmed by the prediction error curves and
the IBS obtained for the test dataset in Figure 4. The difference
in the prediction error curves between settings is not very big,
since the identification of the effects is quite distinct in the
sparse setting. The area between the curves and the integrated
Brier score are the same with IBS = 0.16 for the uninformative
(a) and incorrect (c) prior and slightly better for the correct
informative prior with an IBS of 0.13 (b).
For the sparse setting, the mixing (i.e., the ability of the
Gibbs sampler to move around in the model space) is very
good and therefore the results are robust and consistent for
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Figure 2: Sparse simulated data, correct informative prior: posterior mean estimates of 𝛽 (a, b) and of selection probabilities (c, d) of all
variables (a, c) and of the first 50 variables (b, d). Estimates are shown as black circles, selected variables as green triangles, and the true
predictors as orange squares.

the different scenarios (see Figures 12–15; the results of the
sparse setting are shown in (a, b) of the figures). Because of
the good initial mixing performance of the single Markov
chains, the incorporation of parallel tempering does not
further improve the mixing performance. Therefore, we only
show the results for the single chain setups. For the parallel
tempering, we obtained an acceptance rate of around 50% for
swapped states of the Markov chains.
The MCMC mixing and convergence performances for
the implementation with and without parallel tempering are
illustrated in Figures 12–15. Figure 12 shows running mean
plots that illustrate the development of the posterior mean
estimates of the regression coefficients 𝛽 with increasing
number of MCMC iterations. This shows how the estimates
stabilize, thereby helping us to assess whether the MCMC
sampler has run long enough. The running mean plots for the
sparse simulation scenario indicate that the running means
of 𝛽 do not change much after ca. 10000 MCMC iterations.
Figure 13, which shows trace plots for the log likelihood
functions, and Figures 14 and 15, which show trace plots
for the regression coefficients 𝛽, are useful for deciding if
the Markov chains are mixing well enough and to see if the
MCMC sampler gets stuck in local optima. In addition, they

can help with the decision for how long the burn-in period
should be, that is, how many MCMC iterations at the start of
the sampling process cannot be used for posterior estimation,
because the sampler has not yet converged to the target
distribution. All trace plots indicate very good mixing and
show that the Markov chains move very fast (in less than 5000
MCMC iterations) to the best-performing model regions.
3.1.2. Nonsparse Setting. As a second evaluation step, we
constructed a nonsparse scenario, where we generated 𝑘true =
122 true predictors, again corresponding to the first 𝑘
variables in the simulation setting. As expected in this case,
the results are more inconsistent. In the nonsparse setting, the
influence of the prior probabilities can be seen very nicely
in the posterior selection probabilities (Figures 5, 6, and 7
(c, d), resp.). Variables with higher prior probability show a
slight increase in the posterior selection rate. For the case
with correctly specified informative prior probabilities, it can
be seen that more of the true predictors are selected and the
increase is more obvious than in the other cases (see Table 2).
Furthermore, fewer of the nonpredictors are selected. When
incorrect information is used to specify the prior probabilities
(Figure 7), fewer of the true predictors will be selected as well
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Figure 3: Sparse simulated data, incorrect informative prior: posterior mean estimates of 𝛽 (a, b) and of selection probabilities (c, d) of all
variables (a, c) and of the first 50 variables (b, d). Estimates are shown as black circles, selected variables as green triangles, and the true
predictors as orange squares.
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Figure 4: Prediction error curves of the simulated sparse test data up to time unit 80, based on the model containing only the selected
variables with the largest posterior inclusion probabilities.
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Figure 5: Nonsparse simulated data, uninformative prior: posterior mean estimates of 𝛽 (a, b) and of selection probabilities (c, d) of all
variables (a, c) and of the first 150 variables (b, d). Estimates are shown as black circles, selected variables as green triangles, and the true
predictors as orange squares.

as more of the false ones that obtained higher probability
mass in the beginning. In the uninformative prior setting
the model selects about 11% of the true predictors. With
the correct informative prior 18% of the true predictors
are selected and with incorrect informative priors we only
identify 3% correctly (see Table 2). The posterior selection
probabilities are shown in Figures 5, 6, and 7, where there
is a clearer increase in the selection probabilities for the
true predictors and generally smaller probabilities for the
remaining nonpredictor variables (Figure 6).
Additionally, we can see the impact of prior information
more clearly from the prediction error curves obtained for the
test data (Figure 8) where the prediction error is lowest for the
correct informative prior with an IBS of 0.223 (a) compared
to an IBS of 0.233 (b) for the uninformative prior and 0.239
(c) for the incorrect informative prior information case.
Again, we compared the results for the MCMC samplers with and without parallel tempering (see (c, d) of
Figures 12–15). Since the nonsparse simulation scenario is
more complex than the sparse scenario, we anticipated that
the simple MCMC sampler (without parallel tempering)
might need more iterations to move into the regions of the
model space with the best-performing models or that the
sampler might have problems with poor mixing. Indeed,

we observe somewhat slower convergence (up to ca. 5000
MCMC iterations according to the trace plots in Figures
13–15). Therefore, parallel tempering can potentially be more
useful in the nonsparse simulation scenario. However, we
find that parallel tempering does not improve the mixing
performance of the Markov chains sufficiently to justify the
increase in computation time.
3.2. Glioblastoma. Figure 9 summarizes the posterior estimates for 𝛽 and 𝛾 for the glioblastoma application. Again,
parallel tempering did not improve the Markov chain mixing
sufficiently to outweigh the increased computational burden.
Therefore, we performed the full MCMC runs only without
parallel tempering.
The posterior selection probabilities are quite different for
the models with the informative and uninformative selection
priors, respectively, as only 3 variables among the 𝑝𝑚 variables
with the largest marginal posterior selection probabilities for
both priors; see also Figure 10. These are the genes with gene
symbols ACMSD (on chromosome 2), SP8 (chromosome 7),
and PXDNL (chromosome 8).
On average, across all MCMC iterations, the models
contained 𝑝𝑚 = 10 variables (uninformative prior) and
𝑝𝑚 = 9 variables (informative prior), respectively. Therefore,
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Figure 6: Nonsparse simulated data, correct informative prior: posterior mean estimates of 𝛽 (a, b) and of selection probabilities (c, d) of
all variables (a, c) and of the first 150 variables (b, d). Estimates are shown as black circles, selected variables as green triangles, and the true
predictors as orange squares.

for our top models, we select 𝑝𝑚 variables with the largest
posterior selection probabilities. The corresponding variables
are highlighted in Figure 9 and their gene names are shown.
Table 3 gives an overview over the top genes including
the gene symbols, full names, and the posterior selection
probabilities.
ACMSD can prevent the accumulation of the neuronal
excitotoxin quinolinate, which has been implicated in the
pathogenesis of several neurodegenerative disorders (https:
//www.ncbi.nlm.nih.gov/gene/130013, updated 19Jan-2017). This agrees with our finding of a negative
regression coefficient estimate for ACMSD, since negative
coefficients indicate a reduction in the hazard rate with an
increase in gene expression. Not much is known about the
roles of SP8 (https://www.ncbi.nlm.nih.gov/gene/
221833, updated 6-Dec-2016) and PXDNL (https://www
.ncbi.nlm.nih.gov/gene/137902, updated 6-Dec-2016)
in human cancers or neurological diseases, but genetic
variants in SP8 have been associated with psychotic disorders
in recent genome-wide association studies in Han Chinese
and Japanese populations [35, 36]. While some of the
remaining genes are involved in neurological processes or
neural development (CALB2, CDH10, ENPP5, and FLRT2),
others have been associated with cancer (AKR1B10, CALB2,

CDH10, and CYB5R2), but only CYB5R2 has specifically
been identified as a potential (epigenetic) marker for
glioblastoma prognosis [37].
The prediction performance of the top models is evaluated in terms of the prediction error curves and integrated
Brier scores (IBS) on the test dataset; see Figure 11. While the
IBS for the model with the uninformative selection prior is
not better than the IBS of the reference model (IBS = 0.163),
we see a good improvement in the prediction performance for
the model with the informative selection prior (IBS = 0.157),
and the (test set) prediction error curve for the informative
selection prior is lower than the reference prediction error
curve, in particular after ca 12 months.
For sampling diagnostics, we refer to Figure 16. It shows
the trace plots for the log likelihood functions for all five
MCMC chains that were run for sampling from the model
with the uninformative selection prior (a) and correspondingly all five MCMC chains used for the informative selection
prior (b). The trace plots demonstrate that all Markov chains
move very fast (within the first 1000 MCMC iterations) to a
region of the model space, where most model log likelihood
values are in the range between ca. −500 and −450. The trace
plots also show that the Markov chains do not get stuck in
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Figure 7: Nonsparse simulated data, incorrect informative prior: posterior mean estimates of 𝛽 (a, b) and of selection probabilities (c, d) of
all variables (a, c) and of the first 150 variables (b, d). Estimates are shown as black circles, selected variables as green triangles, and the true
predictors as orange squares.
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Figure 8: Prediction error curves of the simulated nonsparse test data up to time unit 80, based on the model containing only the selected
variables with the largest posterior inclusion probabilities.
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Figure 9: Glioblastoma data: posterior mean estimates or 𝛽 (a, b) and of selection probabilities (c, d) for the uninformative (a, c) and
informative (b, d) priors. The 𝑝𝑚 = 10 (uninformative prior) and 𝑝𝑚 = 9 (informative prior) selected variables are highlighted as green
triangles, while estimates are shown as black circles.
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Figure 11: Glioblastoma data: prediction error curves for the test data based on the model containing only the selected variables with the
largest posterior inclusion probabilities (see Figure 9).

Table 3: Glioblastoma data: overview of the genes among 𝑝𝑚 variables with the largest marginal posterior selection probabilities in the model
with either the uninformative or the informative prior.
Symbol

Full name

𝑝1 (𝛾𝑖 | D)∗

𝑝2 (𝛾𝑖 | D)+

ACSMD

Aminocarboxymuconate semialdehyde decarboxylase

0.337

0.083

AKR1B10

Aldo-keto reductase family 1 member B10

0.104

CALB2

Calbindin 2

0.080

CDH10

Cadherin 10

0.081

CNN1

Calponin 1

0.085

CRHBP

Corticotropin releasing hormone binding protein

0.234

CYB5R2

Cytochrome b5 reductase 2

0.098

C14orf132

Chromosome 14 open reading frame 132

0.154

ENPP5

Ectonucleotide pyrophosphatase/phosphodiesterase 5

0.131

FLRT2

Fibronectin leucine rich transmembrane protein 2

0.157

Methyltransferase like 7B

0.060

METTL7B
PXDNL

Peroxidasin like

RCAN2

Regulator of calcineurin 2

SLC4A4

Solute carrier family 4 member 4

SP8
UGT2B7
∗

Sp8 transcription factor
UDP glucuronosyltransferase family 2 member B7

0.100

0.140
0.109
0.059

0.083

0.194
0.076

𝑝1 (𝛾𝑖 | D) denotes the posterior selection probability in the model with the uninformative selection prior and + 𝑝2 (𝛾𝑖 | D) denotes the posterior selection
probability in the model with the informative selection prior.
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Figure 12: Simulation study: running mean plots of posterior for 𝛽 for correct informative prior: sparse setting without (a) and with (b) parallel
tempering and nonsparse setting without (c) and with (d) parallel tempering. For comparison purposes only, the first 30,000 iterations are
shown.
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Figure 13: Simulation study: trace plots of log likelihood values for correct informative prior: sparse setting without (a) and with (b) parallel
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shown.
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model regions with very similar log likelihood values, which
indicates a good mixing performance.

4. Conclusion
In this manuscript, we have combined a Bayesian Cox model
for survival data (Lee et al., 2011 [5]) with a variable selection
approach suitable for high-dimensional input data (George
and McCulloch, 1993 [10]). This approach of framing variable
selection via Gibbs sampling over the binary indicator vector
𝛾 = (𝛾1 , . . . , 𝛾𝑝 ) gave us the opportunity to integrate information from a second data source into the model via the prior
distribution for 𝛾. In our application to glioblastoma data, we
integrated copy number variation data into a gene expressionbased model for overall survival prognosis, and we found
that the inclusion of the copy number data results in a better
prediction performance in the test dataset.
This confirms our findings from the simulation studies
that our model setup is able to use the second data source
to achieve clear improvements in the prediction accuracy, if
the second data source truly supplies an informative selection
prior, that is, if the variables that are assigned an increased

prior selection probability due to information in the secondary data source really are associated (in the main data
source) with the response. An incorrect specification of the
selection prior, however, might lead to slightly worse prediction performance compared to the uninformative selection
prior. In real applications, we will typically not know if an
informative selection prior is specified correctly. Therefore, it
is important to always compare the prediction performance
of such an informative prior with the uninformative (standard) prior to see whether or not prediction performance is
improved by the prior information. In general, a sensitivity
analysis to assess the impact of the choice of priors on
the results is a recommended procedure for any Bayesian
analysis, especially when using informative priors.
The advantage of our fully Bayesian modeling approach
compared to frequentist approaches is that we obtain full
inference, not only for the posterior distributions of the
regression coefficients 𝛽, but also for the posterior selection
probabilities of all the variables. Note that due to the joint
modeling we can even obtain posterior inference about the
joint selection probabilities of specific sets of variables. In
this way, we can explore how the selection of one variable
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Figure 15: Simulation study: trace plots of 𝛽 for correct informative prior with parallel tempering: sparse setting (a, b) and nonsparse setting
(c, d) with all variables (a, c) and with first 50 or 150 variables (b, d). For comparison purposes only, the first 30,000 iterations are shown.

affects the selection probability of another variable, or we
can estimate and compare the joint posterior selection probabilities of specific (published) gene signatures, that is, sets
of genes that have been identified as being prognostic in
previous studies. Since we essentially use the Gibbs sampler
to perform a stochastic search over the model space of size 2𝑝
(with 𝑝 easily being in the hundreds or thousands), it is not
feasible to run the MCMC sampler long enough for reliable
posterior estimation in the low-probability regions. However,
this is usually not a concern, since we are mostly interested
in the variables and models with highest posterior selection
probabilities. Because of the nature of the stochastic search
sampler to visit models with a frequency that is proportional
to their posterior selection probability, it is much easier
to obtain a sufficient number of MCMC samples for good
estimation performance for these high-probability models.
In general, there is a trade-off between the computational
expense of longer MCMC runs and the improvement in
estimation accuracy, both by reducing the MCMC error and
by ensuring that the relevant high-probability model regions
have been visited with sufficient frequency. Increasing the
number of variables 𝑝 that are considered in the modeling
process will also increase the computational expense. Here a

good trade-off is achieved if the number of variables without
predictive value with regard to the survival outcome is kept
to a minimum. Our implementation of the algorithm in R has
not been optimized with respect to computing performance
and the computing speed could be improved substantially,
for example, by using the R package Rcpp [38] and by more
efficient memory management. Currently, a single MCMC
run in our simulation studies and data application takes
ca. one hour per 1000 MCMC iterations on a 2.6 GHz
compute node running Linux with 64 GB memory; all results
presented in this manuscript are based on MCMC runs that
took a maximum of one week running time.
We found in our applications that the parallel tempering
algorithm did not sufficiently improve the mixing performance of the Markov chains (i.e., the ability of the Gibbs
sampler to move around in the space of all models) to offset
the increase in computation time. The increase in computation time can be minimized by implementing the parallel
tempering with true computational parallelization, for example, by running each of the tempered Markov chains on a
different node. In that case, the only increase in computation
time comes from the necessary regular exchanges of the states
of the Markov chains between neighboring tempered chains.

17

−450

−450

Log likelihood

Log likelihood

Computational and Mathematical Methods in Medicine

−500
−550
−600

−500
−550
−600
−650

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

−450

−450

Log likelihood

Log likelihood

−400

−500
−550

−650

−600
2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

−450

−450

Log likelihood

Log likelihood

0e + 00

−500
−550
−600

−500
−550
−600

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

1e + 05

−450

Log likelihood

Log likelihood

−550

−500
−550
0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration

8e + 04

−450
−500
−550

1e + 05

−450

Log likelihood

Log likelihood

−400

−500
−550
−600

−450
−500
−550
−600

0e + 00

2e + 04

4e + 04
6e + 04
MCMC iteration
(a)

8e + 04

1e + 05

(b)

Figure 16: Glioblastoma data: trace plots of log likelihood values for all five MCMC chains for the uninformative prior (a) and for the
informative prior (b).
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Thus, parallel tempering might be much more favorable in
such an implementation. However, note that another tradeoff is involved, namely, the increase in computation time and
the improvement in mixing performance due to an increased
frequency of state exchanges. See [39] for a simple example
implementation in R, which illustrates the procedure.
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The analysis of genome-wide association studies (GWAS) benefits from the investigation of biologically meaningful gene sets,
such as gene-interaction networks (pathways). We propose an extension to a successful kernel-based pathway analysis approach
by integrating kernel functions into a powerful algorithmic framework for variable selection, to enable investigation of multiple
pathways simultaneously. We employ genetic similarity kernels from the logistic kernel machine test (LKMT) as base-learners
in a boosting algorithm. A model to explain case-control status is created iteratively by selecting pathways that improve its
prediction ability. We evaluated our method in simulation studies adopting 50 pathways for different sample sizes and genetic
effect strengths. Additionally, we included an exemplary application of kernel boosting to a rheumatoid arthritis and a lung cancer
dataset. Simulations indicate that kernel boosting outperforms the LKMT in certain genetic scenarios. Applications to GWAS data
on rheumatoid arthritis and lung cancer resulted in sparse models which were based on pathways interpretable in a clinical sense.
Kernel boosting is highly flexible in terms of considered variables and overcomes the problem of multiple testing. Additionally, it
enables the prediction of clinical outcomes. Thus, kernel boosting constitutes a new, powerful tool in the analysis of GWAS data
and towards the understanding of biological processes involved in disease susceptibility.
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1. Introduction
Many human diseases are complex in nature. They are
caused by an interplay of several, often moderate genetic
effects and environmental factors (i.e., demographic, clinical,
and other nongenetic data [1]). Their genetic architecture is
often analyzed in genome-wide association studies (GWAS).
Herein, genetic information is represented by the genotypes
of a multitude of single-nucleotide polymorphisms (SNPs)
located across the whole genome. Numerous SNPs associated with various diseases have already been discovered
in GWAS analyses; however they cannot account for the
full heritability of the corresponding disease [2]. Different
methods to approach this problem of missing heritability have
been proposed, including the joint analysis of several SNPs
representing a particular part of the genetic information, such
as a gene or gene set.
Gene-set analysis methods facilitate the detection of
associations between an individual’s genetic information and
a phenotype of interest, for example, disease status. The joint
analysis of several genes often leads to increased power, as
it reduces the overall number of conducted tests and assists
in the detection of moderate associations [3]. Furthermore,
the results are usually more meaningful, as they are based
on functional units rather than on single SNPs. One form
of gene-set analysis is the investigation of pathways, such
as networks of interacting genes responsible for a specific
cell function or regulation [4]. The proteins coded by genes
within a pathway can enhance or reduce the expression of
other genes, to which we refer as activation or inhibition.
Thus, genes interact directly as well as indirectly in a series
of interconnected steps within pathways. Different types of
biological pathway exist, for example, involved in metabolism
or signal transduction. Faults in function can occur and such
malfunction of biological pathways may lead to disease onset
and development.
Large sample sizes are required to detect weak genetic
effects influencing disease risk. Thanks to technical advances
and the formation of data-sharing consortia in particular,
larger GWAS datasets have become available over recent
years. However, genotyping and participant recruitment are
still cost and work intensive. Especially in rare diseases,
taking as an example the analysis of histological subtypes of
a disease, it is very challenging to achieve sample sizes that
result in adequate power in analyses [5]. Another challenge
we face is to understand the biological meaning of detected
associations. It is often difficult to interpret the results of
GWAS analysis in the elucidation of the precise biological
processes and corresponding functional units influencing
disease susceptibility. Single-pathway analysis methods are
often successful in the identification of genetic effects influencing disease susceptibility. However, they usually can not
discriminate causal biological processes from isolated effects
included in pathways due to gene overlap [6, 7]. Another
limitation of many pathway analysis approaches is the lacking
ability to predict the disease state, or other outcomes of
interest, based on the identified genetic effects.
Kernel methods in statistics have already been demonstrated as dealing well with the challenges faced when
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analyzing GWAS data [8, 9]. They are capable of handling high-dimensional data, without requiring any direct
specification of the functional relationship between genetic
effects. Furthermore, kernel methods are computationally
efficient and allow the straightforward incorporation of
environmental covariates [9–11]. Kernels are used to calculate
a quantitative value from genotype data, which may be
interpreted as reflecting the genetic similarity between each
pair of individuals. Different kernels have been proposed
in the analysis of pathways [9, 12, 13]. While some kernels
only evaluate SNP membership in genes, others can also
adjust for differing gene numbers and sizes or even include
gene interaction structures or other information (please refer
to Materials and Methods and [13] for an overview). We
focussed on the network-based kernel, as it allows us to
include interaction structures and has been demonstrated as
being superior in performance for interconnected effects [13].
We extend kernel-based analysis of GWAS data by integrating a network-based kernel function into a boosting
framework, in order to identify genetic variation modulating disease susceptibility. Boosting emerged from the field
of machine learning and was later transferred to statistical modelling. It implements an ensemble of many weak
learners (so-called base-learners, simple models that are
slightly improved over random guessing) to optimize the
predictive accuracy of a model [14]. Since it is able to
combine the power from several predictors with weak signals
into a strong prediction set [15, 16], it may prove to be a
powerful tool in the analysis of GWAS. Component-wise
boosting enforces variable selection and includes additional
effect regularization, which makes it especially useful for
high-dimensional data [17]. Model-based boosting can be
seen as an extension of classic boosting approaches (see,
e.g., [18, 19]). Diverse base-learners, which represent special
effect types, may be chosen and combined arbitrarily [20].
Thus, boosting allows the simultaneous inclusion of genetic
information and demographic or other environmental data.
This joint investigation of multiple variables allows taking
into account correlations between different pathways and will
likely facilitate discrimination of causal biological processes
from effects included in pathways only due to gene overlap.
The derived models can be assessed and interpreted directly.
Our kernel boosting approach overcomes the problem of
multiple testing thanks to its inherent variable selection
property [21]. Thereby the overall gain in power in the
analysis of GWAS supports the analysis of smaller samples
and moderate-to-weak genetic effects. Of note, the main
focus of boosting (as well as of other machine learning
methods) is not on hypothesis testing but on the development
of a multivariable prediction model.
We applied our approach to two GWAS datasets, one on
lung cancer and one on rheumatoid arthritis. Lung cancer
is one of the most common forms of cancer, especially in
industrialized nations. It is responsible for the greatest proportion of deaths caused by cancer worldwide [22]. Although
the exposure to tobacco is known to be the major risk factor
for lung cancer susceptibility, a number of genetic influences
have been revealed by many studies [23]. The actual number
of known genetic influences, excepting some specific lung
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cancer syndromes, is still limited, and each only accounts
for a minor increase in disease risk. Rheumatoid arthritis is
the most frequently occurring inflammatory disease of the
joints, predominantly affecting the hands and feet. It is one
of the major causes of disability and is strongly influenced
by genetic factors in the human leukocyte antigen (HLA)
region located on chromosome 6 [24, 25]. The investigation
into these two diseases with different genetic architectures
provides the ideal platform to evaluate the performance of
our novel method.
In Section 2, we introduce the model structure utilized
and describe the construction of network-based kernel functions. We provide a short introduction to boosting and
derive the novel boosting algorithm with kernel-based baselearners. Section 3 comprises a description of the simulation
study used to evaluate the method’s performance and an
overview of the application to rheumatoid arthritis and lung
cancer GWAS datasets. The results of the simulation study
and GWAS analyses are summarized in Section 4. Finally, we
end the paper with a discussion and an outlook.
1.1. Software. We used the statistical software environment R
[26] to perform all analyses unless stated otherwise. The
methodological developments were implemented in the R
packages kangar00 [27] and mboost [28]. An exemplary
application of the kernel boosting method to a simulated data
set is given in Supplementary Material 2, available online at
https://doi.org/10.1155/2017/6742763.

2. Materials and Methods
We aim to model the disease status of an individual, based on
environmental covariates and genetic information obtained
from GWAS. The genetic information given by the genotypes
of different SNPs is mapped via genes to pathways. For
each pathway, we compute a kernel matrix transforming the
genotype vectors of each two individuals into a numeric
value, which may be interpreted as the genetic similarity
of the two individuals. Based on these matrices, we fit a
kernel-based boosting model to identify relevant pathways
and to find a prediction model for disease status. In the
following paragraphs, we define all the relevant parts to this
approach.
2.1. Model Definition and Notation. We assume an additive
logistic regression model for the conditional probability of
being a case for individual 𝑖, 𝑖 = 1, . . . , 𝑛:
logit [𝑃 (𝑦𝑖 = 1 | x𝑖 , z𝑖 )] = 𝜂 (x𝑖 , z𝑖 ) ,

(1)

with additive predictor
𝜂 (x𝑖 , z𝑖 ) = x𝑖 𝛽 + 𝑓1 (z𝑖 ) + ⋅ ⋅ ⋅ + 𝑓𝑃 (z𝑖 ) ,

(2)

where 𝑦𝑖 is the case-control indicator (𝑦𝑖 = 0 control; 𝑦𝑖 =
1 case), x𝑖 = (𝑥𝑖,1 , . . . , 𝑥𝑖,𝑛𝑐 ) is the 𝑛𝑐 dimensional environmental covariate vector, and z𝑖 denotes the genotype vector
of the 𝑛𝑠 SNPs of the 𝑖th individual. Note that the non- or
semiparametrically modelled genetic effects 𝑓𝑝 (z𝑖 ) usually

(𝑝)

only depend on a pathway specific subset of SNPs, z𝑖 .
However, for the sake of notational convenience we dropped
the pathway index (𝑝).
The vector 𝛽 = (𝛽0 , 𝛽1 , . . . , 𝛽𝑛𝑐 )⊤ represents the regression coefficients (including an intercept 𝛽0 ) related to the
environmental covariates. They typically include information
on age, sex, or other traits relevant to the disease investigated.
The genotype variables z𝑖 are coded as number of minor
alleles, resulting in 𝑧𝑖,𝑠 ∈ {0, 1, 2} for any SNP 𝑠 and individual
𝑖. The nonparametric functions 𝑓𝑝 , 𝑝 = 1, . . . , 𝑃, describe
how the risk of being affected by the disease depends on
the observed genotypes. Here, we aggregate the genotype
information according to SNP membership in 𝑃 different
gene interaction pathways.
2.2. Network-Based Kernels. Liu et al. [10] introduced the
kernel machine framework to the field of pathway analysis.
Since genes in pathways can include complex interactions,
nonparametric approaches are advisable. The logistic kernel
machine test (LKMT) can model the effect of a pathway on a
binary outcome nonparametrically, while including parametrically modelled covariates. In the resulting logistic regression
model, the genetic influence is incorporated by a function
from the reproducing kernel Hilbert space generated by a
positive definite kernel function 𝐾.
In a genetic application, this kernel function is evaluated
for the genotypes of each two individuals 𝑖 and 𝑗, whereby the
kernel matrix element 𝐾𝑖𝑗 = 𝐾(z𝑖 , z𝑗 ) is obtained. This value
can be understood as the genetic similarity between the two
individuals. To embed this definition into the mathematically
well-defined framework of a reproducing kernel Hilbert
space, the kernel matrix has to fulfill some requirements: it
has to be quadratic, symmetric, and positive semidefinite.
A variety of kernel functions are available. In the pathwaybased analysis of GWAS data, a network-based kernel can
be used, which is able to incorporate the pathway topology
[13].
Assume Z = (z1 , . . . , z𝑛 )⊤ denotes the 𝑛 × 𝑛𝑠 pathway
specific genotype matrix consisting of the genotype vectors
z𝑖 , which include only the SNPs relevant for pathway 𝑝, for
all 𝑖 = 1, . . . , 𝑛 individuals. Then, the network-based kernel is
defined by
K = ZANA⊤ Z⊤ ,

(3)

where A is an 𝑛𝑠 × 𝑛𝑔 matrix mapping all SNPs to the 𝑛𝑔
investigated genes (including an adjustment to account for
differing sizes of genes) and N represents the (modified) 𝑛𝑔 ×
𝑛𝑔 matrix network adjacency matrix of gene interactions. To
ensure positive semidefiniteness of the kernel, the network
adjacency matrix is processed in a number of preparatory
steps: if a gene is not represented by any SNPs in the investigated GWAS dataset, it cannot be considered in the analysis.
To prevent loss of information about interactions in the
network, genes which have previously been connected via the
omitted gene will be linked directly. The new link’s weight is
determined in a multiplicative fashion, based on the weights
of the two omitted links. For a graphical representation refer
to Figure 1. The resulting matrix is further mirrored along
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(2) For 𝑚 = 1, . . . , 𝑚stop do the following:
1
−1

−1

1

1

𝑢𝑖[𝑚]

−1

Figure 1: Graphical representation of rewiring step in data preparation. Nodes are representing genes in the pathway, while edges
indicate interactions between the corresponding genes. Assume the
gene depicted in grey is not represented by any genetic markers
in the considered study and thus cannot be analyzed. To retain
information about the (indirect) interaction of the two genes
previously linked to the omitted gene, a new direct link is established
between them. Its interaction type is determined by multiplication
of the weights inherent to the two dropped links.

its diagonal and transformed to obtain positive semidefiniteness. The applied transformation is given by
𝜌N + (1 − 𝜌) I,

(4)

where I denotes the identity matrix and 𝜌 is a weight based
on the smallest eigenvalue of N. For more details, see [13].
2.3. Model-Based Boosting. Model fitting in general aims to
minimize the loss when relating observed responses 𝑦𝑖 to
an estimated model characterized by the additive predictor
𝜂𝑖 fl 𝜂(x𝑖 , z𝑖 ) as defined in (2). Thus, boosting minimizes the
empirical risk
1 𝑛
∑ − 𝑙 (𝑦𝑖 , 𝜂𝑖 ) ,
𝑛 𝑖=1

(5)

where −𝑙(⋅) denotes a suitable loss function. Here, we use
the negative binomial log-likelihood as loss function, which
results in additive logistic regression models in analogy to
the LKMT. In general, the loss function characterizes the
model and can be defined in terms of a suitable negative loglikelihood or other appropriate loss functions, for example,
the quadratic error loss for Gaussian regression or the
absolute error loss for quantile regression. For an overview
on loss functions see Hofner et al. [20]. Boosting solves
this optimization problem via functional gradient descent by
moving in the direction of the loss function’s steepest descent
along the additive effects of predictor (2). This can be seen in
the following (simplified) algorithm:
(1) Initialize the additive predictor with 𝜂̂𝑖[0] = 𝑦, 𝑖 =
1, . . . , 𝑛, and all function estimates with 𝑓̂𝑝[0] = 0, 𝑝 =
1, . . . , 𝑃+ . Note that 𝑃+ includes all 𝑃 kernels and possibly additional effects for environmental covariates.

(a) Compute the negative gradient of the loss function evaluated at the estimates of the previous
iteration:
𝜕 (−𝑙 (𝑦𝑖 , 𝜂𝑖 )) 

=−
, 𝑖 = 1, . . . , 𝑛. (6)
 [𝑚−1]
𝜕𝜂
𝜂𝑖 =̂𝜂 (x𝑖 ,z𝑖 )
(b) Estimate the negative gradient vector u[𝑚] =
(𝑢1[𝑚] , . . . , 𝑢𝑛[𝑚] ) separately for each effect in the
̂ [𝑚] =
additive predictor (2) by base-learners u
̂f , 𝑝 = 1, . . . , 𝑃+ , with ̂f fl (𝑓̂ (x , z ))
𝑝
𝑝
𝑝 𝑖 𝑖 𝑖=1,...,𝑛 by
fitting simple regression models via (penalized)
least squares. Thus, each base-learner regresses
the negative gradient vector u[𝑚] separately on
each of the predictors.
(c) Choose the best-fitting base-learner ̂f𝑝⋆ with the
minimal residual sum of squares.
(d) Compute the update for the additive predictor
by adding the best-fitting base-learner with a
step-length factor 0 < ] ≤ 1:
𝜂̂[𝑚] = 𝜂̂[𝑚−1] + ] ⋅ ̂f𝑝⋆ .

(7)

The corresponding update of function estimate
̂f ⋆ is given by
𝑝
̂f [𝑚]
̂[𝑚−1] + ] ⋅ ̂f ⋆ ,
𝑝
𝑝⋆ = f𝑝⋆

(8)

̂f [𝑚] = ̂f [𝑚−1] ,
𝑝
𝑝

(9)

while

for all 𝑝 ≠ 𝑝⋆ .
Note that each base-learner ̂f𝑝 usually depends on only one
environmental covariate or one pathway based on a suitable
subset of the genotypes of z. However, other dependencies
are also possible. For details on the algorithm, see [20]. A
graphical display of the main features of the kernel boosting
algorithm is given in Figure 2.
2.4. Model Tuning. The major tuning parameter of the functional gradient descent boosting algorithm is the number of
iterations 𝑚stop . We usually choose 𝑚stop via cross-validation
methods (such as bootstrap, 𝑘-fold cross-validation, or subsampling) in order to avoid overfitting: one fits the model on
the selected subset of the data and chooses 𝑚stop such that it
minimizes the empirical risk on the data that were not used
to estimate the model. Subsampling is recommended to avoid
overly complex models [29]. The step-length ] is another
tuning parameter. In general it is of minor importance as long
as it is relatively small. It determines the trade-off between
speed of convergence and variable selection ability and is
typically set to 0.1 [30].
The current estimate 𝜂̂[𝑚] of the additive predictor 𝜂
usually depends on only a subset of the possible predictors:
as we select the best-fitting base-learner in each step and
choose 𝑚stop such that it maximizes prediction accuracy
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Figure 2: Graphical representation of the main features of the kernel boosting algorithm.

(i.e., usually relatively small so that not all base-learners are
selected), boosting selects base-learners and thus variables.
In our approach, we exploit this behaviour to identify genetic
associations. Note that a base-learner can be selected multiple
times. Hence, its function estimate ̂f𝑝 , 𝑝 ∈ 1, . . . , 𝑃+ , is the
weighted sum with weights ] of the individual estimates over
all iterations in which the base-learner was selected (see (8)).

particular pathway, we utilize kernel-based base-learners.
Using a kernel function 𝐾, we transform the definition of
the genotypic information of all pairs of individuals to 𝐾𝑖𝑗 =
𝐾(z𝑖 , z𝑗 ), 𝑖, 𝑗 = 1, . . . , 𝑛, as mentioned before, and collect
them in the kernel matrix K. With this matrix, we can
estimate

2.5. Boosting with Network-Based Kernel as Base-Learner.
To incorporate genotype data, aggregated to represent a

The function 𝑓(Z) is used to map the influence of SNP
profiles to the clinical outcome (see (2)). As we expect

𝑓 (Z) = K𝛾 = ZANA⊤ Z⊤ 𝛾,

(10)
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patients with similar SNP profiles to have similar outcomes,
we aim to discourage large differences in 𝑓(Z) for genetically
similar individuals. According to the standard penalization
approaches in the boosting context, we thus introduce an
additional smoothness constraint on the coefficient vector
𝛾 = (𝛾1 , . . . , 𝛾𝑛 )⊤ based on the kernel distances:
⊤

J (𝛾) = 𝛾 K𝛾.

(11)

Thus, we define a separate kernel base-learner for each
pathway in the boosting framework. Using the negative
gradient vector u[𝑚] = (𝑢1[𝑚] , . . . , 𝑢𝑛[𝑚] ) from the 𝑚th boosting
iteration, we can estimate the coefficient vector 𝛾 of each
base-learner (see step 2b of the algorithm) via penalized least
squares
−1

𝛾̂[𝑚] = (K⊤ K + 𝜆K) K⊤ u[𝑚] ,

(12)

where we dropped the function index 𝑝 for the sake of
notational convenience. Note that kernel matrix K plays the
role of design matrix as well as the role of penalty matrix
with penalty parameter 𝜆, which governs the smoothness of
the estimate. Usually, the penalty parameter 𝜆 is chosen such
that all base-learners have equal degrees of freedom to allow
an unbiased selection. A common choice is four degrees of
freedom if only smooth effects are used or one degree of
freedom if linear effects are to be included; see Hofner et al.
[21] for details.
In some rare cases, the derived kernel matrix K is numerically not positive semidefinite (i.e., minimal deviations might
occur), even though this should theoretically always be the
case. To ensure a numerically positive semidefinite matrix
K, we apply transformation (4) not only to N but also on
the resulting kernel matrix K. The proposed approach is very
fast and results in smaller absolute differences in the matrix
elements than alternatives such as the procedure suggested by
Higham [31] (results not shown).
For numerical reasons, we reformulate the estimation
problem from (12) by multiplying the design matrix with the
inverse of the square root of the penalty matrix [32]. Thus, we
obtain the design matrix
̃ = KK−1/2 ,
K

K⋆ = (𝐾 (z⋆𝑖 , z𝑗 ))𝑖=1,...,𝑛⋆ , 𝑗=1,...,𝑛 = Z⋆ ANA⊤ Z⊤ .

(15)

The resulting kernel K∗ has the dimension 𝑛∗ × 𝑛, with 𝑛∗
being new and 𝑛 previously used observations. Note that
kernel matrix K∗ must no longer be of full rank nor be
positive semidefinite. Using K∗ , we can predict the effect of
a pathway on the outcome as
𝑓̂ (Z∗ ) = K∗ 𝛾̂,

(16)

where 𝛾̂ is obtained as the weighted sum with weights ] over
the estimates from (14) for all iterations in which the 𝑝th baselearner was selected (see (8)).
2.7. Incorporation of Environmental Covariates. To incorporate environmental variables into the boosting model, we
can choose different base-learners suited to different types of
effect. Linear effect base-learners are suited to a continuous
covariate 𝑥 such as patient age, while categorical effect baselearners facilitate the incorporation of categorical environmental variables such as gender. For details on inclusion of
environmental variables, refer to [20].
With the inclusion of environmental variables as baselearners, these are also subject to the selection process
inherent to boosting and compete with the pathway-based
genetic effects. However, one usually wishes to consider only
the added effect of genetic pathways. To ascertain that the
model is corrected for environmental variables, one may
include them as mandatory effects. This can be done by
fitting a standard logistic regression model for the effect
of the environmental variables on the clinical outcome and
using the estimates as a start model (offset) for the boosting
algorithm (see [34, 35]). This approach is very similar to
the LKMT procedure, which tests if the logistic regression
model can be improved via addition of a nonparametric effect
incorporating a particular pathway.

(13)

while the penalty matrix simplifies to the identity matrix I.
Now, we can equivalently write
̃⊤ K
̃ + 𝜆I)−1 K
̃⊤ u[𝑚] .
𝛾̂[𝑚] = (K

new genotype data Z∗ = (z∗1 , . . . , z∗𝑛⋆ )⊤ . In this context, the
kernel can be understood to compute the similarity between
genotype information of individuals to be predicted and the
observations used to fit the model, the training data Z itself.
Thus,

(14)

A similar approach based on radial basis functions,
which, for example, uses correlation functions to measure
distances, was introduced to the boosting framework by
Hofner [33].
2.6. Model Prediction Using Kernels. Boosting specifically
aims to optimize prediction accuracy. As in all regression
models, we can use the estimated coefficients to predict the
outcome for new observations. However, some extra work is
required to set up the kernel, that is, the design matrix, with

3. Simulations and Applications
3.1. Simulation Study. To evaluate the performance of kernel boosting, we conducted a simulation study based on
simulated SNP data in combination with gene networks
from existing biological pathways. Pathway information
was extracted from the Kyoto Encyclopedia of Genes and
Genomes (KEGG) [36]. For simulation purposes, we considered a sample of 50 networks, randomly chosen from the
total of 284 pathways available in January 2015. Please refer
to Figure 3 for a list of these pathways and refer to Table 1
for their network topology characteristics. The primary aim
of this study was to determine whether kernel boosting
can detect associated pathways and is able to distinguish
them from noninfluential pathways. Thus, we investigated the
method’s performance on data without genetic effects (null
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Kernel boosting results on noninformative genetic data
1.0

Selection frequencies

0.8

0.6

0.4

0.2

hsa04020
hsa04022
hsa04024
hsa04062
hsa04080
hsa04114
hsa04115
hsa04130
hsa04141
hsa04210
hsa04270
hsa04340
hsa04350
hsa04390
hsa04510
hsa04512
hsa04540
hsa04610
hsa04621
hsa04622
hsa04660
hsa04662
hsa04666
hsa04668
hsa04742
hsa04913
hsa04914
hsa04915
hsa04917
hsa04920
hsa05014
hsa05016
hsa05130
hsa05133
hsa05134
hsa05140
hsa05144
hsa05145
hsa05152
hsa05160
hsa05161
hsa05200
hsa05210
hsa05212
hsa05213
hsa05215
hsa05216
hsa05231
hsa05310
hsa05323

0.0

Figure 3: Relative frequency of datasets in which a pathway was selected for 50 pathways in the noninformative simulation scenario.

Table 1: Description of network properties for pathway topology of pathways used in simulations, compared to the properties of the two
effect pathways hsa04020 and hsa04022. Nodes equal the number of included genes, links give the number of interactions, inhibition links
the count of interactions of inhibiting type, the average degree of a node is the mean number of adjacent edges, density is the ratio between
numbers of existing links and possible links, diameter denotes the distance to the farthest node in the graph, transitivity (also called cluster
coefficient) calculates the probability of adjacent vertices of a vertex being connected, and signed transitivity considers the type of interaction
in this calculation.
Nodes
Links
Inhibition links
Average degree
Density
Inhibition degree
Diameter
Transitivity
Signed transitivity

Min
29.00
1.00
0.00
0.07
0.00
0.00
1.00
0.00
−0.02

Mean
103.60
197.81
27.08
3.18
0.03
0.52
7.36
0.02
0.01

case) including 1000 individuals and in six effect scenarios,
differing in effect strengths (relative risk of 1.1 and 1.5 per
allele) and sample sizes (𝑛 ∈ {500, 1000, 2000} with a 1 : 1
ratio of cases to controls). Datasets for all scenarios were
simulated for 100 replications. Note that these scenarios are
small compared to typically available sample sizes nowadays.
The reason can be found in the computational demands of the
method for an insightful number of replications. Accordingly,
comparably strong effects of markers were chosen to match
the sample sizes used in our simulations.
For each simulated dataset, we fitted a boosting model
with pathway kernels. In order to tune the model, that is,
to derive the optimal number of boosting steps 𝑚stop , we
used 20-fold subsampling for each model on each of the
datasets with a maximum number of 200 iterations. Using
the network-based kernel function in both methods, we
compared the results from our kernel boosting approach on
multiple pathways to those obtained from the single-pathway

Median
86.5
87.5
10.50
2.36
0.03
0.24
7.00
0.00
0.00

Max
398.00
1493.00
148.00
15.62
0.16
2.62
18.00
0.14
0.10

hsa04020
180.00
297.00
7.00
3.30
0.02
0.08
6.00
0.00
0.00

hsa04022
167.00
372.00
67.00
4.46
0.03
0.80
7.00
0.03
0.03

LKMT [9–11]. Additional simulations with cross-validated
models and a maximum number of up to 1000 iterations were
conducted to gain more insight into the proposed algorithm
and are presented in Supplementary Material 1, Section A.
All genotypes were simulated with the help of a reference
dataset from the International HapMap Consortium [37].
The reference data include 1,184 individuals of European
descent (CEU) and a total of 1,440,616 SNPs, of which 116,565
are located on chromosome one. For each gene included
in at least one of the 50 selected pathways, we defined a
pseudogene to represent the gene within our simulations.
Such a pseudogene was a randomly selected DNA segment on
chromosome one of the reference data including five different
SNPs. Between each two sampled regions, we ensured a
distance of at least 100 kilo base pairs to prevent distortive LD
correlations between them [38]. The location of pseudogenes
was left unchanged for all simulations, resulting in a realistic
correlation structure for all simulation scenarios. In each of
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Table 2: Counts of included influential genes within pathways used for simulation purposes. Pathways without simulated causal genes are
not displayed.
KEGG id

Name of pathway

Effect genes included

hsa04020
hsa04022
hsa04024
hsa04080
hsa04270
hsa04540
hsa04610
hsa05200

Calcium signaling pathway
cGMP-PKG signaling pathway
cAMP signaling pathway
Neuroactive ligand-receptor interaction
Vascular smooth muscle contraction
Gap junction
Complement and coagulation cascades
Pathways in cancer

4
5
1
2
2
2
1
2

the 100 simulation runs, new genotype data for a total of
11, 665 SNPs in 2, 333 pseudogenes were simulated using the
HAPGEN2 software. This software generates new haplotype
data by combining a given set of reference haplotypes
with previously simulated data. The detailed procedure is
described in [39].
In the null case, noninformative genetic data were simulated for 1000 individuals. In each replication, new genotypes without association signals were generated for 11, 665
SNPs. The disease status was assigned at random with 0.5
binomial probability of being a case, completely independent
of genotype information. In each of the six effect scenarios,
genotype data for a previously chosen equal number of cases
and controls were simulated such that two pathways affected
disease status. Association signals were included in three
genes per causal pathway. In each of the resulting six genes,
two randomly selected SNPs were chosen to be influential on
the binary clinical outcome. Within one simulation scenario,
all associated SNPs had the same effect strength and for
each SNP the minor allele was influential. All effects were
simulated as additive. To simplify the evaluation, we decided
not to include environmental variables in these settings.
We chose two typical pathways (KEGG ids hsa04020
and hsa04022) to include causal genes. In accordance with
the findings in [13], the influential genes in the two causal
pathways were chosen to be interconnected within the
corresponding pathway. Here, we additionally sampled one
effect gene in each pathway, with the probability of being
selected set to its betweenness centrality. Betweenness centrality measures the amount of shortest connections between
each two genes in the network passing through the gene.
Different studies have indicated that genes in topologically
relevant positions of a pathway are more likely to be involved
in disease association [40]. Two neighbouring genes of
the sampled gene were randomly chosen to complete the
connected scenario. In hsa04020, the genes GNA11, TACR1,
and BDKRB2 were simulated to include SNPs influencing
disease susceptibility. For hsa04022, genetic effects were
placed on the genes PRKG2, ATP2B2, and KCNU1. For each
of these genes, two SNPs were simulated as being influential
on disease status. Note that existing biological pathways
can have genes in common. Thus, beside our two pathways
chosen to include influential effects, six additional pathways

contain association signals. Refer to Table 2 for an overview
of influential genes included in simulation pathways.
Application: GWAS for Rheumatoid Arthritis and Lung Cancer. We considered the German Lung Cancer study (GLC)
with 488 cases and 478 controls, based on the data of participants taken from the following three individual studies:
Lung Cancer in the Young (LUCY), a population-based
multicentre study run by the Helmholtz Zentrum Munich,
and the University Medical Centre of the Georg-AugustUniversity in Goettingen. This study includes data of lung
cancer patients under the age of 51 and family members
recruited in German hospitals [41, 42]. The Heidelberg
lung cancer case-control study, conducted by the German
Cancer Research Centre (DKFZ) and the Thoraxklinik in
Heidelberg, Germany, recruited cases and controls in a
hospital-based study [43]. Additional controls were provided
by Cooperative Health Research in the Augsburg Region
(KORA), a population-based genome-wide study carried out
by the Helmholtz Zentrum Munich [44]. A subset of the
study participants of these three studies was chosen to form
the German Lung Cancer GWAS. These individuals were
genotyped on a HumanHap 550K SNP chip.
The second GWAS is a rheumatoid arthritis study of
the North American Rheumatoid Arthritis Consortium
(NARAC). It includes 868 cases from New York hospitals, in
which rheumatoid arthritis was diagnosed based on the criteria of the American College of Rheumatology. Additionally,
1,194 controls matching in self-reported ethnic background
were collected. All individuals were genotyped with the
HumanHap500v1 array [45, 46].
For the rheumatoid arthritis study, we utilized gender
as environmental covariate. In the lung cancer study, age
and smoking exposure, measured in pack years, were also
considered. To determine the pack year, one multiplies the
number of packs of cigarettes smoked per day by the number
of years an individual has smoked.
All GWAS data were subjected to strict quality control.
Only individuals with a genotype call rate of at least 95%
were considered. SNPs with more than 10% missing values
or with a minor allele frequency (MAF) below 0.1% were
excluded from further analysis. Missing values in remaining
markers were imputed with BEAGLE [47]. No SNPs beyond
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Table 3: Characteristics of analyzed GWAS datasets. Numbers of case and control individuals after quality control and SNP numbers for
several analysis stages are displayed. Preprocessing of SNPs included quality control of genotype data, as well as updating genomic SNP
positions according to the latest information (genomic build 38). The last column indicates the total number of all SNPs annotated to a
pathway under investigation.
Study
Lung cancer
Rheumatoid arthritis

Cases/controls
467/468
866/1189

SNPs genotyped
561,466
545,080

the original chip were imputed. The base pair positions
of all SNPs were updated to NCBI build 38 using the
Ensembl database [48], which was accessed using the R
package biomaRt [49, 50]. Gene start and end positions were
extracted from the same database, also using NCBI build 38.
SNPs with no unique position were excluded. Refer to Table 3
for an overview of the study characteristics. Note that, during
analysis, only SNPs mapped to genes within pathways were
considered. The assignment of SNPs to genes was based on
their base pair location and gene boundaries. SNPs closely
located to each other are often in linkage disequilibrium (LD).
For SNP annotation, we specified gene regions including LDblocks extending beyond gene boundaries, as recommended
in [51].
The KEGG database groups pathways in disjoint subsets
according to their biological functionality. In the analysis of
the rheumatoid arthritis and lung cancer data, we used a
subgroup of 73 pathways connected to human diseases (see
Table 4). The information on this group of pathways was
downloaded in April 2016. An offset model containing only
the environmental covariates was fitted for each of the studies
to serve as start model for the kernel boosting of pathways.
For each pathway analyzed, the network-based kernel
function with 4 degrees of freedom served as base-learner.
The optimal number of iterations 𝑚stop was derived via 20fold subsampling and the default step length of 0.1 was
used. For the purpose of comparison, each of the pathways
considered in GWAS data analysis was also tested individually on the corresponding data using the LKMT. The same
environmental variables that were used in the offset model
for boosting were also considered for the LKMT. Prediction
accuracy was measured by the misclassification rate and the
area under the ROC curve (AUC) for both datasets. Of note,
prediction accuracy is influenced by the applied model but
also by the dataset at hand, that is, the amount of information
contained in the data. Additionally, we provided the crossvalidation results, that is, the (average) negative binomial
likelihood on the data that was not used for model fitting (see
Supplementary Material 1, Section B, for these results).

4. Results
4.1. Simulation Results. We compared the number of pathways each approach identified as associated with disease risk
and considered the respective overlap in the results. The
noninformative genetic data simulation comprised genotype
data for 50 pathways and 1,000 individuals. Figure 3 displays
the percentage of runs in which a pathway was selected.
We can observe that the application of kernel boosting to

SNPs after preprocessing
533,062
491,695

SNPs in analysis
148,938
137,839

these data does not lead to a high selection frequency for
any pathway. Selection of pathways appears to be distributed
randomly across all networks, not suggesting any clearly
recognizable association with disease status. Note that, in
kernel boosting, we do not conduct tests to evaluate the
pathways’ influence but select pathways based on their
predictive performance. Thus, we cannot calculate a type I
error to evaluate our method’s performance. However, we can
quantify the empirical type I error. Within 100 simulation
runs on 50 pathways, a total number of 88 false selections
occurred. Thus, a pathway was falsely selected in 1.76% of all
possible cases. In 51 out of the 100 simulation runs, no single
pathway was chosen by the algorithm. Hence, we conclude
that kernel boosting can be trusted to reliably avoid false
positive selections in noninformative data.
Figures 4 and 5 compare the results of effect simulations
with a relative risk of 1.5 per allele for 1,000 cases and 1,000
controls to those for 250 cases and 250 controls. (a) in each
figure contains barplots indicating selection frequencies of
the 50 pathways across all simulation runs when applying
kernel boosting to the corresponding simulation scenario.
(b) compares these results with the selection frequencies
using the LKMT. Here, both the percentages of results with
a 𝑝 value below 0.05 (lighter grey bars) and those with 𝑝
values below the Bonferroni-corrected significance level of
0.001 (darker grey bars) are indicated. Pathways containing
influential genes are additionally highlighted in italics.
The results of kernel boosting in the sample of 2,000
individuals (Figure 4(a)) display three pathways clearly identified as influential on the clinical outcome, as their selection
frequency is close to 100%. These are the pathways originally
chosen to include genetic effects, hsa04020 and hsa04022,
and the pathway hsa04610. It seems that the latter pathway
is able to depict some of the information of the influential
gene more effectively than the causal pathway for which it
was originally simulated. This can be explained, as hsa04610
has the highest transitivity (0.14), also known as global
clustering coefficient, of all simulation pathways and contains
an effect gene. As the network kernel was designed to work
especially well in detection of interconnected genetic effects,
the causal gene is identified very well in the pathway when
using this base-learner. Note that the same pathway did not
stand out in the noninformative simulation scenario. Thus,
we conclude that high transitivity facilitates the detection
of causal effects when using the network-based kernel but
does not lead to false positives (i.e., here, pathways which
do not contain any effect gene). Several other pathways
were also selected, but only with very low frequencies. In
the same simulation scenario, the LKMT had very high

LKMT significant
(fraction)
0.0

0.0
hsa04020 (4)
hsa04022 (5)
hsa04024 (1)
hsa04062
hsa04080 (2)
hsa04114
hsa04115
hsa04130
hsa04141
hsa04210
hsa04270 (2)
hsa04340
hsa04350
hsa04390
hsa04510
hsa04512
hsa04540 (2)
hsa04610 (1)
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Figure 4: Relative frequency of datasets in which a pathway was selected using (a) kernel boosting (𝑛 = 2000, RR = 1.5) and (b) LKMT
(𝑛 = 2000, RR = 1.5) for a sample size of 2000 individuals. Pathways including effect genes are labeled in bold; numbers in brackets denote
the count of included influential genes within the pathway. All effects were simulated with a relative risk of 1.5 per allele.
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Figure 5: Relative frequency of datasets in which a pathway was selected using (a) kernel boosting (𝑛 = 500, RR = 1.5) and (b) LKMT
(𝑛 = 500, RR = 1.5) for a sample size of 500 individuals. Pathways including effect genes are labeled in bold; numbers in brackets denote the
count of included influential genes within the pathway. All effects were simulated with a relative risk of 1.5 per allele.
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Table 4: KEGG pathways in the human diseases class as downloaded in April 2016. Pathways are sorted according to 𝑝 value, derived from
LKMT application on the rheumatoid arthritis dataset, in ascending order. 𝑝 values for pathways significantly associated after Bonferroni
correction are listed. Pathways selected by kernel boosting on the same dataset are marked in italics. Pathways containing one or several
genes belonging to the HLA complex are marked with an asterisk behind the id number.
KEGG id
hsa05133
hsa05150∗
hsa04933
hsa05169∗
hsa05144
hsa05206
hsa05330∗
hsa05200
hsa05166∗
hsa05030
hsa05323∗
hsa05310∗
hsa05134
hsa04940∗
hsa05031
hsa05145∗
hsa05203∗
hsa05332∗
hsa05020
hsa05143
hsa05222
hsa05205
hsa05322∗
hsa05161
hsa05410
hsa05010
hsa05142
hsa05168∗
hsa05012
hsa04932
hsa05321∗
hsa04931
hsa05219
hsa05215
hsa05202
hsa05220
hsa05146
hsa05414
hsa05231
hsa05032
hsa05162
hsa05214
hsa05164∗
hsa05416∗
hsa05132
hsa05014
hsa04930
hsa05218
hsa05140∗

Name of pathway
Pertussis
Staphylococcus aureus infection
AGE-RAGE signaling pathway in diabetic complications
Epstein-Barr virus infection
Malaria
MicroRNAs in cancer
Allograft rejection
Pathways in cancer
HTLV-I infection
Cocaine addiction
Rheumatoid arthritis
Asthma
Legionellosis
Type I diabetes mellitus
Amphetamine addiction
Toxoplasmosis
Viral carcinogenesis
Graft-versus-host disease
Prion diseases
African trypanosomiasis
Small-cell lung cancer
Proteoglycans in cancer
Systemic lupus erythematosus
Hepatitis B
Hypertrophic cardiomyopathy (HCM)
Alzheimer’s disease
Chagas disease (American trypanosomiasis)
Herpes simplex infection
Parkinson’s disease
Nonalcoholic fatty liver disease (NAFLD)
Inflammatory bowel disease (IBD)
Insulin resistance
Bladder cancer
Prostate cancer
Transcriptional misregulation in cancer
Chronic myeloid leukemia
Amoebiasis
Dilated cardiomyopathy
Choline metabolism in cancer
Morphine addiction
Measles
Glioma
Influenza A
Viral myocarditis
Salmonella infection
Amyotrophic lateral sclerosis (ALS)
Type II diabetes mellitus
Melanoma
Leishmaniasis

𝑝 value
1.562 × 10−32
1.029 × 10−30
3.877 × 10−17
2.651 × 10−16
3.087 × 10−15
3.969 × 10−15
4.131 × 10−12
7.695 × 10−11
1.344 × 10−11
1.353 × 10−11
1.466 × 10−11
2.268 × 10−11
1.699 × 10−05
3.591 × 10−10
3.735 × 10−10
4.555 × 10−10
1.814 × 10−09
5.940 × 10−09
1.530 × 10−07
2.114 × 10−07
3.782 × 10−07
1.236 × 10−06
1.702 × 10−06
1.757 × 10−06
1.980 × 10−06
7.234 × 10−06
1.048 × 10−05
1.109 × 10−05
1.368 × 10−05
1.823 × 10−05
2.124 × 10−05
3.625 × 10−05
4.133 × 10−05
4.220 × 10−05
7.697 × 10−05
8.464 × 10−05
1.003 × 10−04
1.014 × 10−04
1.504 × 10−04
1.672 × 10−04
2.390 × 10−04
2.506 × 10−04
2.720 × 10−04
3.384 × 10−04
5.147 × 10−04
5.568 × 10−04
Not significant
Not significant
Not significant
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Table 4: Continued.

KEGG id
hsa05213
hsa05211
hsa05340
hsa05160
hsa05212
hsa05016
hsa05221
hsa04950
hsa05412
hsa05223
hsa05034
hsa05130
hsa05120
hsa05131
hsa05204
hsa05100
hsa05216
hsa05152∗
hsa05210
hsa05230
hsa05217
hsa05320∗
hsa05033
hsa05110

Name of pathway
Endometrial cancer
Renal cell carcinoma
Primary immunodeficiency
Hepatitis C
Pancreatic cancer
Huntington’s disease
Acute myeloid leukemia
Maturity onset diabetes of the young
Arrhythmogenic right ventricular cardiomyopathy (ARVC)
Non-small-cell lung cancer
Alcoholism
Pathogenic Escherichia coli infection
Epithelial cell signaling in Helicobacter pylori infection
Shigellosis
Chemical carcinogenesis
Bacterial invasion of epithelial cells
Thyroid cancer
Tuberculosis
Colorectal cancer
Central carbon metabolism in cancer
Basal cell carcinoma
Autoimmune thyroid disease
Nicotine addiction
Vibrio cholerae infection

power to detect the two pathways simulated to affect disease
risk, however, also detected other pathways including any
of the causal genes on the Bonferroni-adjusted significance
level (Figure 4(b)). Three of the six other effect-containing
pathways were selected in almost 100% of the replications and
two of the remaining ones in more than 60% and one other
pathway which contained an effect gene was hardly selected.
Overall, this indicates that kernel boosting can identify
the pathways with the most explanatory power with respect to
disease status and is less likely than LKMT to select pathways
due to overlapping effect genes (see [6] for a discussion).
The reason can be found in the multivariate nature of the
kernel boosting approach, in which pathways are not tested
separately for their influence, but a multivariate model is
fitted to incorporate multiple influential predictors at the
same time.
Figure 5(a) reveals that the selection frequencies of associated pathways drop noticeably when sample size decreases.
The same three pathways as in the larger sample reached
the highest selection frequencies but here only between
20% and 60%. Simultaneously, the number of selections
across nonassociated pathways increased slightly compared
to the larger sample. This indicates that a reduction in
sample size leads to less clear identification of the main
influential pathways by kernel boosting. In Figure 5(b), we
notice a similar behaviour of the selection frequency in
LKMT analysis. Here again, the power to identify pathways,
previously well detected in the larger sample, drops clearly

𝑝 value
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant
Not significant

with the smaller dataset. Regarding the percentage of detected
pathways on the Bonferroni-corrected significance level, the
drop is even more pronounced in the LKMT than for kernel
boosting. This indicates that kernel boosting is less strongly
influenced by sample size and may have greater potential
in the identification of causal effects in smaller datasets for
which the LKMT is underpowered.
Figures 6 and 7 compare the results of kernel boosting and
the LKMT for differing effect sizes in equally sized samples
of 1, 000 individuals. The graphics are structured as Figures
4 and 5, with kernel boosting selection frequencies plotted in
(a) and LKMT selection frequencies in (b). Figure 6 contains
a simulation scenario with relative risk of 1.5 per causal allele
and Figure 7 the results for a relative risk of 1.1 per allele.
Again, pathways containing influential genes are additionally
highlighted.
In the kernel boosting plot in Figure 6(a), the three
pathways standing out in Figure 4 again reached very high
selection frequencies. All three bars decreased slightly in
size compared to the scenario with 2, 000 individuals but
still illustrate selections in more than 80% of simulation
runs. Selection frequencies of the other effect pathways
increased compared to the scenarios in Figure 4. However,
as selections across noninfluential pathways occurred more
frequently here, they cannot clearly be identified as influential
based on their selection frequencies alone. In the LKMT
analysis of this sample, the power to detect causal effects
noticeably drops compared to the 2, 000 individuals’ sample
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Figure 6: Relative frequency of datasets in which a pathway was selected using (a) kernel boosting (𝑛 = 1000, RR = 1.5) and (b) LKMT
(𝑛 = 1000, RR = 1.5) for sample sizes of 1000 individuals. Effect strength was set to relative risks of 1.5 per allele. Pathways including effect
genes are labeled in bold; numbers in brackets denote the count of included influential genes within the pathway.
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Figure 7: Relative frequency of datasets in which a pathway was selected using (a) kernel boosting (𝑛 = 1000, RR = 1.1) and (b) LKMT
(𝑛 = 1000, RR = 1.1) for sample sizes of 1000 individuals. Effect strength was set to relative risks of 1.1 per allele. Pathways including effect
genes are labeled in bold; numbers in brackets denote the count of included influential genes within the pathway.
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illustrated in Figure 4(b). Comparing Figures 6 with 7, we
can see a drop in selection frequencies as well as in power to
detect associated pathways. In Figure 6, the two chosen effect
pathways were detected in almost 100% and around 80% of
simulation runs for both methods. In Figure 7, we observe
that kernel boosting reaches selection frequencies of around
80% and 40%, while the LKMT with Bonferroni correction
only achieves selection frequencies slightly greater than 60%
and 20%, respectively. In a similar fashion to the results of
the scenarios compared in Figures 4 and 5, both methods
have higher power to detect associations for stronger effects;
however the drop in power is less pronounced for kernel
boosting. We conclude that kernel boosting firstly has no
inferior performance in terms of power compared to the
LKMT. It may even prove more likely to identify influential
pathways with smaller genetic effects as it overcomes the
multiple testing problem. Secondly, we infer that, in contrast
to single-pathway testing approaches, kernel boosting has the
ability to discriminate crucial biological processes associated
with disease risk from effects included in pathways only due
to overlapping genes.
4.2. GWAS Analysis Results. Kernel boosting on the human
disease pathways in the lung cancer dataset resulted in
selection of only the prion diseases pathway (KEGG id
hsa05020). No other pathway was selected. The misclassification error of the tuned boosting model for lung cancer
(evaluated at the optimal cut point as defined by the minimal
Youden index) was 24.5% and the AUC was 0.785. The
ROC curve and the cross-validation results are presented in
the Supplementary Material 1, Section B. The LKMT with
network-based kernel did not detect any associated pathway
on the Bonferroni-corrected significance level. The prion
diseases pathway appears ranked 20 out of 73 pathways,
when sorting pathways according to ascending Bonferronicorrected 𝑝 values. Prions are misfolded proteins capable of
changing the structure of other, properly folded proteins into
their own incorrect prion structure. They have mostly been
reported in connection with neurodegenerative diseases [52].
Nevertheless, a connection with different forms of cancer has
also previously been suspected [53, 54]. A full table of results
from the analysis of the lung cancer dataset can be found in
Supplementary Material 1, Section B.
As expected, analysis of the rheumatoid arthritis dataset
discovered a variety of pathways (compare results in [13]).
Kernel boosting constructed an explanatory model for disease status based on 32 selected pathways (see pathways
written in italics in Table 4). It is well known that genes
belonging to the human leukocyte antigen (HLA) complex
are highly correlated with rheumatoid arthritis [55]. The HLA
family, located on the short arm of chromosome 6, is a
highly polymorphic genetic system mainly responsible for
the regulation of the immune system [56]. In the human
disease class, 18 pathways contain at least one of the HLA
genes. These pathways are marked with an asterisk in Table 4.
Between the 18 pathways containing HLA genes and the 32
pathways selected by kernel boosting, there is an overlap
of 10 pathways. This may be explained by the multivariate
nature of the method, in which only the pathway most clearly
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representing a particular genetic effect will be selected, conditionally on previously selected effects. Testing the human
disease pathways’ influence on disease status with the LKMT
resulted in a large number of 46 significantly associated
pathways out of 73 pathways after Bonferroni correction
(see pathways with 𝑝 values in Table 4). These included
almost all HLA pathways (15 out of 18). The more specific
identification of influential pathways by kernel boosting
provides a more complete basis to the understanding of the
crucial biological processes involved in disease susceptibility.
The misclassification error of the tuned boosting model for
rheumatoid arthritis (evaluated at the optimal cut point as
defined by the minimal Youden index) was 22.7% and the
AUC was 0.850. The ROC curve and the cross-validation
results are presented in Supplementary Material 1, Section B.

5. Discussion
We extend a successful method for single-pathway tests to
a multivariate selection approach for simultaneous analysis
of several pathways. The resulting kernel boosting method
benefits from the advantages of a kernel-based analysis, while
at the same time overcomes some of the limitations inherent
to testing procedures.
Moreover, our multivariable approach to GWAS data
analysis does not provide 𝑝 values, which only provide
limited information on the relevance of a genetic effect.
A more meaningful result would be an effect measure for
the investigated trait or better still the ability to predict an
outcome. Kernel boosting facilitates prediction, based on
the selected influential variables, as was elucidated in the
application where the overall prediction accuracy of each of
the models was reported. Thus, it is also possible to interpret
the influence of a specific genetic alteration by comparing
the change in the predicted outcomes. A high degree of
prediction accuracy for the model is ensured through the
convenient evaluation of its performance on subsamples of
the investigated dataset. This procedure usually results in
good prediction accuracy and a sparse model.
Owing to the built-in shrinkage, our boosting approach is
capable of dealing with correlated effects. Hence, correlated
pathways, which partly include the same genes, can be
handled within this framework. Thanks to the multivariable
nature of the approach, only the best-fitting pathways, evaluated in terms of prediction accuracy, will be chosen to enter
the model. Thus, only the pathway most clearly representing a
particular genetic effect will be selected, depending on those
pathways selected previously. Our observations support the
statement by de Leeuw et al. [57] that competitive gene-set
analysis methods (multivariate approach, pathways in competition), in contrast to self-contained approaches (univariate
approach, one pathway at a time), can potentially differentiate
widely spread heritability of polygenetic outcomes from
causal biological processes. This property can be very helpful
in the identification and understanding of specific biological
functions involved in disease susceptibility.
We consider pathways as analysis units; however various
other options exist. Single SNPs in transcribed or untranscribed regions, and SNP sets aggregated to represent a

Computational and Mathematical Methods in Medicine
specific genomic region, environmental variables, or other
variables, may be investigated and even combined arbitrarily within one model. For example, the application of
our method to the genes comprising a pathway may help
to identify key influential genes within the network (for
gene boosting, see also the work of Ma et al. [58]; for
good overviews of feature selection methods and machine
learning tools in bioinformatics refer to [59, 60]). Known
influential factors may be embedded in an initial model prior
to the selection procedure to adjust for environmental or
genetic effects. Furthermore, the considered effects can be
incorporated into the model via a multitude of possible baselearners.
The choice of a base-learner can influence effect selections. We observed this behaviour during the simulations,
in which the highly connected pathway containing only
one effect gene was identified owing to the network-based
kernel’s high power on interconnected effects. Thus, the
well-considered selection of base-learners to be utilized is
advisable. We account for the high complexity of possible
gene interactions in pathways via the use of a kernel function,
which accounts for additive and interaction effects. Such a
kernel function will likely lead to a higher degree of prediction accuracy than a simple linear kernel. The application of
our method to GWAS datasets on rheumatoid arthritis and
lung cancer returned biologically plausible results. Particularly with the rheumatoid arthritis dataset, the number of
identified pathways could be reduced considerably compared
to single-pathway tests. While the LKMT resulted in 46
significantly associated pathways, kernel boosting narrowed
the selection down to 32 pathways. Genes within the HLA
region are known to have a strong influence on rheumatoid
arthritis. Their effects can reach far across pathways, such that
the LKMT detects many pathways including HLA genes as
significantly associated. Boosting seems to help to pinpoint
down signals even among those pathways and reduces the
number of identified pathways to a more reasonable level.
Our results indicate that kernel boosting outperforms
single kernel machine tests, as exemplified by the LKMT,
in certain genetic scenarios. It may help to discriminate
causal biological processes from isolated effects included in
pathways only due to gene overlap and facilitate discovering
weak signals, especially in studies of limited size. This is of
particular interest in the investigation of rare diseases and
disease subtypes, in which established methods often fail to
find any significantly associated pathways owing to a lack of
power.
Datasets of the size investigated here can be analyzed
with kernel boosting quite efficiently on current highperformance cluster computing (HPCC) systems. However,
such analysis of very large datasets places a rather high
demand even on the most powerful HPCC systems to date.
Usually, our kernel base-learners are based on the pairwise
similarities of all observations. This leads to 𝑛 × 𝑛 similarity
matrices as design matrices and hence to parameter vectors
𝛾 of size 𝑛. Instead of using all pairwise similarities, it is
possible to compute the similarities only to a representative
subset of the observations, or so-called knots. These knots
can be chosen as subset of the observations which covers
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the complete observation space (space-filling algorithm; see
[33, 61, 62]). Consequently, we obtain reduced-rank design
matrices of dimension 𝑛 × 𝑛̃, where 𝑛̃ is the number of
knots, and a parameter vector of size 𝑛̃. This reduces the
computational burden for the construction of the kernel baselearners and effect estimation and makes kernel-based methods even feasible in situations with many observations. The
exact number of observations that can be processed depends,
among others, on the considered number of individuals,
SNPs, base-learners chosen, and the available hardware.
Kernel boosting constitutes a new and potentially powerful tool in the analysis of GWAS data. It offers a highly
flexible and extensible framework, suitable for a wide range
of application scenarios. We account for the high complexity
of possible gene interactions via the use of kernel functions,
while reducing the complexity of the resulting model with
the built-in shrinkage of the boosting approach. The resulting
model enables us to predict traits and returns more meaningful results than a testing procedure. We conclude that kernel
boosting is a suitable methodological addition for the analysis
of GWAS, which supports the detection and interpretation of
genetic risk factors influencing disease susceptibility.
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[17] P. Bühlmann and B. Yu, “Boosting with the L 2 Loss: Regression
and Classification,” Journal of the American Statistical Association, vol. 98, no. 462, pp. 324–339, 2003.
[18] T. Kneib, T. Hothorn, and G. Tutz, “Variable selection and
model choice in geoadditive regression models,” Biometrics.
Journal of the International Biometric Society, vol. 65, no. 2, pp.
626–634, 2009.
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Two nonparametric methods for the identification of subgroups with outstanding outcome values are described and compared to
each other in a simulation study and an application to clinical data. The Patient Rule Induction Method (PRIM) searches for boxshaped areas in the given data which exceed a minimal size and average outcome. This is achieved via a combination of iterative
peeling and pasting steps, where small fractions of the data are removed or added to the current box. As an alternative, Classification
and Regression Trees (CART) prediction models perform sequential binary splits of the data to produce subsets which can be
interpreted as subgroups of heterogeneous outcome. PRIM and CART were compared in a simulation study to investigate their
strengths and weaknesses under various data settings, taking different performance measures into account. PRIM was shown to
be superior in rather complex settings such as those with few observations, a smaller signal-to-noise ratio, and more than one
subgroup. CART showed the best performance in simpler situations. A practical application of the two methods was illustrated
using a clinical data set. For this application, both methods produced similar results but the higher amount of user involvement of
PRIM became apparent. PRIM can be flexibly tuned by the user, whereas CART, although simpler to implement, is rather static.

1. Introduction
Subgroup identification, especially in high-dimensional data
situations, is a common problem. The aim is to find subsets of
the whole data set defined by covariates in which the outcome
of interest is distributed differently than in other regions.
Especially in the medical domain, there are many possibilities
for applications of methods that address this problem. For
example, in the context of personalized medicine, subgroup
identification can be of interest if a treatment effect is
enhanced or reduced for groups of patients defined by the
baseline covariates (cf. [1, 2]) or it may be desirable to find
subgroups of patients with a high risk of mortality (cf. [3]).
In addition to applications in medicine, there are also other
fields in which such methods are useful such as industrial
process control (cf. [4]).
The Patient Rule Induction Method (PRIM) and Classification and Regression Trees (CART) are two popular
nonparametric methods for subgroup identification. They

employ two different strategies which are described in this
paper. PRIM, which is less commonly used, is explained in
more detail in this paper. It formulates the research question
as an optimization problem where some target function has
to be maximized or minimized. A simple solution to this is to
find specific values or regions for a set of variables (covariates)
conditioned on which another variable (outcome) takes
extreme values. This way, one tries to identify subgroups in
the whole data set in which the mean outcome (or another
criterion) is high or low. By contrast, CART provides an
empirical description of the conditional distribution of an
outcome as it splits the data into disjoint subsets. Some of
these subsets may depict subgroups of interest to a focused
research question. To assess the performance of PRIM and
CART in subgroup identification, they were compared in
different data settings in a simulation study and an application to clinical data. Corresponding R-codes are given in the
supplementary Appendices C–G in Supplementary Material
available online at https://doi.org/10.1155/2017/5271091.
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2. The Patient Rule Induction Method (PRIM)
A PRIM model consists of boxes that define subsets (subgroups) with extreme outcome values. Boxes are defined by
lower and upper threshold values for continuous covariates
and subsets of the levels of categorical covariates. They are
mainly characterized by their “target” and “support,” with
the former being the result of the target function evaluated
within the box and the latter describing the proportion of
observations lying inside the box. Later in this section it will
be shown that there is always a trade-off between those two
values. A combination of two algorithms called “peeling” and
“pasting” is used to fit the model in an iterative way (cf. [5, 6]).
2.1. Peeling. The main component of PRIM is the so-called
top-down peeling. This iterative algorithm starts with a large
box that contains all observations of a data set. Within every
peeling step, small fractions (subboxes) are removed (peeled)
from the margins of the current box, one at a time. Out of all
these possible subboxes, the one which maximizes the target
function on the remaining observations in the box is chosen
for removal. If the goal is to minimize the target function, the
algorithm acts the same way after multiplying the outcome 𝑦
with the value −1 at the beginning so that the minimization
problem is transformed into a maximization problem.
For most applications, the arithmetic mean is a useful
choice for the target function:
𝑓 (y) =

1
𝑛𝑚+1

𝑛𝑚+1

∑ 𝑦𝑖 .

(1)

𝑖=1

Here, 𝑛𝑚+1 is the number of observations in the box:
𝐵𝑚+1 = 𝐵𝑚 \ 𝑏𝑚∗ ,

(2)

which results from the 𝑚th iterative step after a subbox 𝑏𝑚∗ is
chosen for removal out of the class of all possible subboxes
𝐶(𝑏𝑚 ) such that
𝑏𝑚∗ = arg max 𝑓 (𝑦𝑖 | x𝑖 ∈ 𝐵𝑚 \ 𝑏𝑚 ) .
𝑏𝑚 ∈ 𝐶(𝑏𝑚 )

(3)

In cases with only continuous covariates 𝑥1 , . . . , 𝑥𝑝 , the
set of possible subboxes 𝐶(𝑏𝑚 ) is composed as follows:
𝐶 (𝑏𝑚 ) = {𝑏𝑚1− , 𝑏𝑚1+ , 𝑏𝑚2− , 𝑏𝑚2+ , . . . , 𝑏𝑚𝑝− , 𝑏𝑚𝑝+ } ,

(4)

with
𝑏𝑚𝑗− = {x | 𝑥𝑗 ≤ 𝑥𝑗𝑚(𝛼) } ,
𝑏𝑚𝑗+ = {x | 𝑥𝑗 ≥ 𝑥𝑗𝑚(1−𝛼) } ,

(5)

where 𝑥𝑗𝑚(𝛼) describes the 𝛼-quantile of the observations of
variable 𝑥𝑗 which lie in the current box 𝐵𝑚 .
Therefore, observations below the 𝛼-quantile or above
the (1 − 𝛼)-quantile are peeled off and 𝛼 can be seen as a
metaparameter which is able to influence the result. Usually
one chooses small values (0.05–0.1) which introduce the
“patience” to the algorithm. 𝛼 should be small enough that a
potential suboptimal step does not have too much impact on

the result but also not too small, because otherwise the boxes
would depend strongly on the random variability in the data.
The peeling procedure is repeated until the support 𝛽𝑚 of
the current box 𝐵𝑚 falls below some threshold 𝛽0 , such that
𝛽𝑚 =

1 𝑛
∑I (x ∈ 𝐵𝑚 ) ≤ 𝛽0 ,
𝑛 𝑖=1 𝑖

(6)

where I(⋅) denotes the indicator function which returns the
value 1, if the condition in brackets is true and 0 otherwise.
The minimum support 𝛽0 is another metaparameter
which has to be determined by the user. The choice of this
parameter depends on the analytic aims, but it should not
be chosen too small, because very small boxes have strong
dependency on the random noise in the data. Such a result
would be very sensitive to small changes in the data set and
prone to overfitting.
Example 1. A simple example of the peeling algorithm and
the sequence of boxes resulting out of it is illustrated in
Figure 1. Here we have a binary outcome 𝑌 and two metric
covariates 𝑋1 and 𝑋2 which are sampled from uniform
distributions between −10 and 10. There is one obvious box
in which the outcome is more frequent; therefore the mean
outcome (0/1 coded) is much higher than for the rest of the
data. To improve the appearance, 𝛼 is chosen very high in this
example at 0.25.
In the left upper panel, only the initial box 𝐵1 containing
all data points and the four candidate boxes for the first
peeling step are shown. The second and third graphs illustrate
the first two steps of the algorithm with the two subboxes 𝑏1∗
and 𝑏2∗ peeled of the current box. The fourth one shows the
result of the algorithm which is continued until 𝛽0 of 7.5% is
reached, so 𝐵9 contains at least 7.5% of all observations. It is
also clear to see that the subboxes become smaller with each
step, because the 𝛼- and (1−𝛼)-quantiles refer only to the data
that are included in the current box. In this case, the final box
𝐵9 is determined as
{0.23 < 𝑥1 < 4.94,
𝐵9 = {
−7.64 < 𝑥2 < 1.05.
{

(7)

2.1.1. The Trajectory. A graphical illustration of the peeling
steps is given by the so-called trajectory. It plots the value
the target function takes at each iterative step against the
corresponding box support. Users can judge a box to be
“optimal” from this trade-off between mean outcome and box
support.
The trajectory for the underlying example of Figure 1 is
plotted in Figure 2 (black dots). What can be observed here is
that the peeling starts with a box having a support of 1 and a
box mean of about 0.2. As it continues, the support decreases
and the target in most of the cases increases. In the current
example, the minimum support 𝛽0 was carefully chosen at a
point beyond which the box means do not get much larger
any more so that it would not be advisable to continue peeling
from there. Of course, in practice, it is not that simple, but
the trajectory can still help the user to choose a box with
properties that conform to specific requirements.

Computational and Mathematical Methods in Medicine

3

10
b12+

x2

5

0

b1∗

B2

b11+

B1

b11−

−5
b12−
−10
10
b4∗
5

x2

b5∗
b2∗

b1∗

B3

b2∗

0

b3∗

b1∗
b6∗

−5

b8∗

B9

b7∗

−10
−10

−5

0
x1

5

10 −10

−5

0
x1

5

10

y=1
y=0

Figure 1: Example of a box sequence produced by the peeling algorithm with 𝛼 = 0.25 and 𝛽0 = 0.075 for two covariates 𝑋1 and 𝑋2 and a
binary outcome 𝑌.

2.1.2. Multiple Peeling. The trajectory can be unstable since
it depends on metaparameters such as 𝛼 and on random
noise in the data. Different 𝛼 values can lead to different
trajectories, suggesting subboxes which may dominate each
other in terms of support and mean outcome. A box 𝐵𝑛 is
said to be dominated by another box 𝐵𝑚 if
𝑓 (𝑦𝑖 | 𝑥𝑖 ∈ 𝐵𝑛 ) ≤ 𝑓 (𝑦𝑖 | 𝑥𝑖 ∈ 𝐵𝑚 ) ,

𝛽𝑛 < 𝛽𝑚

(8)

𝑓 (𝑦𝑖 | 𝑥𝑖 ∈ 𝐵𝑛 ) < 𝑓 (𝑦𝑖 | 𝑥𝑖 ∈ 𝐵𝑚 ) , 𝛽𝑛 ≤ 𝛽𝑚 .

(9)

or

There are two options to perform multiple peeling. First,
varying 𝛼 values can be used, and, second, PRIM can be
applied to bootstrapped samples of the data, which is called
“bumping” (cf. [7, 8]). Generally, the best results can be
achieved with a combination of both options. In this strategy,
there are two metaparameters 𝑠 and 𝛼, with the former being
the number of bootstrap samples and the latter being a vector
that describes a sequence of different peeling fractions. The
parameters have to be determined by the user who now has

to deal with a trade-off between computational effort and
goodness of the result.
Example 2. An example for multiple trajectories is added in
Figure 2 (coloured dots). The same data was used as in Figure 1. The metaparameters were set to 𝛼 = (0.01, 0.05, 0.1, 0.2)
and 𝑠 = 10, so, for the different 𝛼-fractions, peeling was
applied once on the original data and 10 times on different
bootstrap samples from it. After removing all dominated
boxes that would not be chosen as a final box anyway, one
gets a lucid figure (red dots) with only the relevant boxes.
Again, the trajectory has an obvious peak at about 𝛽0 = 0.075.
Dominated boxes of the multiple trajectory are illustrated by
small blue dots.
2.2. Pasting. The so called bottom-up pasting is principally
the complement of the peeling strategy. Starting with a box
determined by peeling, this algorithm sequentially enlarges
the box beyond its boundaries again. This way, the support
increases and the target function could possibly increase too.
Both are rated to be beneficial as PRIM is meant to find
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1.0

case, the prediction for a new observation would always be
the box mean of the first box in the list it belongs to.

0.8

Example 3. A simple illustration of covering is pictured in
Figure 3. The data here are similar to those in Figure 1 with
the difference that now there are obviously two regions with
an increased mean outcome 𝑦. In this case, boxes with a
minimum target of 0.9 having at least support of 0.01 were
sought: 𝛼 was set to 5% and 𝛼paste was set to 1%.

f(y)
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훽
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Figure 2: Singular trajectory for 𝛼 = 0.25 and multiple trajectory
for 𝛼 = (0.01, 0.05, 0.1, 0.2) and 𝑠 = 10 bootstraps per 𝛼-fraction for
sampled data.

subgroups of sufficient size with increased average outcome.
Such improvements by pasting are possible, because, during
the peeling steps, decisions on boundaries are only locally
optimal and conditional on the previous peeling steps. The
algorithm does not look ahead on subsequent peeling steps.
Therefore, the additive pasting procedure tries to correct on
this shortcoming in order to approach a solution that is more
globally optimal.
In pasting, the candidate subboxes to join the current one
are defined equivalently to peeling. Another metaparameter
𝛼paste defines the proportion of observations the subboxes
contain. This value can differ from the 𝛼 value that is used
for the peeling. The box that maximizes the target function
is finally chosen. Pasting continues until the target function
on the data in the box decreases again (cf. [5]). Alternatively,
pasting can be continued some steps after a possible decline
to overcome local minima.
2.3. Covering. If one seeks to identify several subgroups, a
strategy called “covering” is used. Observations included in
a box are removed from the data set to make PRIM search for
another one in the remaining parts. The procedure continues
until some stop criterion is reached; for example, both values
or either value of the target function and the support of boxes
does not exceed some threshold. In addition to these criteria,
it is also possible to define a maximum number of boxes. This
is useful in cases when the user knows how many subgroups
he wants to search for.
The final output is a set of boxes {𝐵(1) , . . . , 𝐵(𝐾) } which can
(𝑗)
be pooled to a larger region 𝑅 = ⋃𝐾
𝑗=1 𝐵 , if that is useful
for the given situation. If the sequence of boxes is used for
prediction, it can be seen as a “decision list” (cf. [9]). In this

2.4. User Involvement. An important factor that must not
be underestimated in the application of PRIM is the user
involvement. There are many possibilities to influence the
method and, therefore, the final result. One of them is the
definition of the metaparameters 𝛼 and 𝛽0 (and 𝑠). Another
is the decision on a box which is made by the user by looking
at the (multiple) trajectory. The latter may be guided by
prior knowledge about the size or the target of the sought
subset. Furthermore, the user can decide on pasting steps, for
instance, with the choice of 𝛼paste . The number of boxes to be
found in the data is also determined by the user.
Any 𝛼 and 𝛼paste values can lead to a result that best
suits an applicant’s requirements. In that sense, they cannot
serve as tuning parameters that could be optimized to find a
“best” solution. Accordingly, it has been suggested in [5] to
apply sets of alpha values and to use cross-validation to avoid
overfitting issues.
An advantage of the strong user involvement is that
it supports deliberate decision-making and leads to results
that meet the users’ needs. In addition, a user needs to
make himself familiar with the given data situation and the
interim results of the algorithm which may provide further
information. An apparent disadvantage is that there needs to
be sensible prior knowledge. Too much user involvement may
also increase the risk of overfitting the algorithm to the given
data.

3. Classification and Regression Trees (CART)
CART pursues goals similar to those of PRIM; that is, it
also defines subsets in the data but uses a different strategy
to do so. CART is a machine learning approach which fits
prediction models to given data as it recursively splits the data
into two disjoint parts by minimizing the heterogeneity of the
outcome within each part. This heterogeneity is quantified by
some impurity measure. The basic steps of the algorithm can
be described as a short pseudocode as done in [10]:
(1) Start at the root node (whole data set).
(2) For all covariates 𝑋𝑗 , find the split 𝑆 that minimizes
the sum of the impurities in the two child nodes and
choose that split 𝑆∗ which gives the minimum over all
𝑋𝑗 and 𝑆.
(3) Stop, if a given stopping criterion is reached; otherwise, run step 2 for each child node.
Classification trees are used for nominally scaled outcomes 𝑦 that take 𝑘 different values. Here, the impurity measure is the Gini index. Regression trees are fit to quantitative
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Figure 3: Illustration of the covering strategy for a binary outcome 𝑌 and two covariates 𝑋1 and 𝑋2 .

outcomes 𝑦. The impurity is measured by the residual sum of
squares in that case.
The resulting model can be illustrated by a decision
tree. A corresponding example is given for the application
study in Figure 8. The output is similar to PRIM, since it
defines subsets, which explains the trees’ popularity for subgroup identification. CART is implemented by the function
rpart() in the R-package rpart (cf. [11]).

4.1. Simulation Study
4.1.1. Study Design. The following simulation study was performed to compare PRIM with the alternative method CART
with respect to their performance in identifying subgroups.
In this section, the basic structure of such studies is described
and possible factors that are able to influence the results are
mentioned. Some factors that can potentially be modified
between the simulation runs are the number of observations
(𝑛), the number of covariates (𝑝), the scaling of covariates,
the covariance of covariates (covariance matrix Σ), the scale
of the outcome, the number of existent subgroups, the
complexity of subgroups, the position of subgroups, and the
signal-to-noise ratio (effect size versus random variability).
For this study, different numbers of simulated observations (𝑛 = {250, 500, 1000}) were sampled and for each of
these observations six quantitative input variables 𝑋1 , . . . , 𝑋6
were generated from uniform distributions:
i.i.d.

𝑗 = 1, . . . , 6.

𝑌𝑖 ∼ 𝑁 (𝜇𝑖 , 1)

(10)

In this scenario, 𝑋1 , . . . , 𝑋6 are independent from each other,
which means that no covariance structure is assumed.
Boxes as shown in Figure 4 are defined by 𝑋1 and 𝑋2 only.
The quantitative outcome 𝑌, which should be distributed

𝑖 = 1, . . . , 𝑛,

(11)

with
{𝛿
𝜇𝑖 = {
0
{

4. Comparison of PRIM and CART

𝑋𝑗 ∼ 𝑈 (−1, 1)

differently within and outside the boxes, is generated by a
random sample from a normal distribution, so that

observation 𝑖 lies inside a box
else.

(12)

As shown in Figure 4, one or two boxes are used with different
sizes. If there are two of them, they are equally sized with no
overlapping, while same 𝛿 is applied in both. Their support
takes the values 5%, 20%, 40%, 2 ⋅ 5%, 2 ⋅ 10%, and 2 ⋅ 20%,
respectively. To explore the influence of the box’s position
on the results, situations were included with one/two box(es)
lying at the margin of the distribution of the covariates. The
higher the value of 𝛿 chosen, the larger the effect of the
subgroup by a constant random noise over the groups (here,
𝜎2 = 1). So 𝛿 determines the signal-to-noise ratio which in
this case is 𝛿/𝜎 = 𝛿. The simulations are performed for every
𝛿 in the sequence {0, 0.33, 0.67, 1, 1.33, 1.67, 2, 2.33, 2.67, 3}
and each simulation is repeated 250 times.
4.1.2. Evaluation Criteria. To measure the ability of an algorithm to identify given subgroups, a criterion for the similarity of two classifications is needed. With this, it is possible
to quantify the goodness of a prediction, made by one of the
algorithms, by comparing its classification to the true one of
the simulated data. This can be done via a cross table such
as Table 1. Of primary interest is how many observations are
allocated correctly (TP and TN) compared to those incorrectly allocated (FN and FP).
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Figure 4: Designs of the simulations.

Table 1: Cross table of true against predicted classification (1 =
observation belongs to the subgroup according to the corresponding
classification; 0 = otherwise).

True
Classification

1
0

Classification of the algorithm
1
0
True positives (TP)
False negatives (FN)
False positives (FP)
True negatives (TN)

Two criteria that address this issue are sensitivity and
specificity. These can be calculated as follows:
Sens =

TP
,
TP + FN

TN
Spec =
.
TN + FP

(13)

Sensitivity, which is also called true positive rate, describes
the proportion of positive observations (i.e., belonging to
the true subgroup) that are correctly identified as part of a
subgroup by the algorithm. Specificity, or true negative rate,
describes the proportion of negative observations correctly
classified as not belonging to a subgroup. Both measurements
have a range from 0 to 1 and they are only useful if they are
considered together.
A closely related criterion that combines the sensitivity
and specificity is Youden’s J statistic (cf. [12]) which can be
calculated as
J = Sens + Spec − 1.

(14)

This statistic weights sensitivity and specificity equally and
is normalized so that it takes the value 0, on average, if the
classification by the algorithm is completely random. It does
not depend on the support size of the predicted subgroup.
The value 1 in this case is taken if the two classifications are

exactly the same. Due to this, Youden’s J statistic is a suitable
criterion to compare the agreement between the predicted
classification and the true classification.
The estimation of sensitivity and specificity may be biased
if performed on the training data. According to that, test data
consisting of another 10,000 observations was drawn from
the same data generating process in order to obtain unbiased
estimates of sufficient precision [13].
It should be noted that all of the above-mentioned statistics are commonly used for the evaluation of diagnostic tests.
However, they can appropriately be applied in the context
of the identification of subgroups, as done, for instance, in
[14].
4.1.3. Settings of the Applied Functions. In this study, three
different methods for the identification of subgroups were
compared to each other, with two of them being variations
of PRIM.
As described in Section 2.4, the user involvement of PRIM
plays an important part which means that it is not possible
to specify general rules for the application of PRIM. For
that reason, two different approaches were followed, with
the first one reflecting a user involvement that is optimal
regarding the support sizes. This implies that the user knows
the true subgroup sizes, which is an overoptimistic scenario
in most cases. Careful investigation of trajectories could at
least help to approximate this optimal result. In summary, this
algorithm seeks for one or two boxes by maximizing the box
mean over all boxes having at least the true support size.
The second variation of PRIM was to seek for boxes with
the largest possible support for a given minimum box mean of
𝑓min = 2. Since the true box mean 𝛿 ranges from 0 to 3, there
are situations included in which the simulated user underestimates or overestimates the true box mean. This approach
should represent a rather “bad” or naive user involvement, because the user always sticks to the same assumed
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𝑓min independent of the current situation (overall mean,
trajectory, etc.).
These two approaches shall represent the extremes of
possible user involvement. In reality, results would probably
lie somewhere in between. 𝛼 was set to {0.01, 0.02, . . . , 0.5}
each time. Bootstrap sampling was not performed to limit the
computational effort needed and due to our experience that it
is more important to process several 𝛼 values instead. In both
cases, the maximum number of boxes determined by PRIM
was restricted to the actual number of true subgroups.
The third method is a version of CART. The R-function
rpart() from the package rpart (cf. [11]) was used to
implement CART. Since the outcome used was continuous,
regression trees were fitted. When there are one or two true
subgroups, the leaf with the highest or the two leafs with
the highest mean outcome determine(s) the estimated subgroup(s). For a fair comparison and because the maximum
number of boxes found by PRIM is restricted, the maximum
depth of the trees in CART was also limited. This stops
them from becoming unnecessarily complex. Therefore, the
maximum depth of a tree (corresponding to the function
parameter maxdepth) was set to 4 and 8 as required in the
case of one or two true subsets, respectively. In the cases with
the boxes lying at the margins, this parameter was set to 2 or 4.
A second version of CART was also implemented, where
the maximum depth of the trees was not limited substantially
with a value of 30. After the tree was fitted, it was pruned to
minimize its cross-validated prediction error. This procedure
is intended to mimic what applicants usually do.
The minimum support beta_min was set to 7/𝑛 for the
second PRIM version (PRIM (𝑓min = 2)), since the default
size of a leaf in rpart() is at least 7 observations. In the first
version (PRIM (opt. 𝛽)), beta_min is already determined by
the true support size.
4.1.4. Results
One True Subgroup. Figure 5 plots the observed median
sensitivity, specificity, and Youden’s J statistic (14) of each
method against the effect size 𝛿 for different support sizes in
the case of a single true subgroup and an overall sample size of
𝑛 = 250. Corresponding interquartile ranges of the 250 runs
are shown by (dashed) error bars.
For a small centered subgroup with 𝛽 = 5%, the specificity
of all methods is high. This is easy to accomplish in such cases,
even for algorithms that detect no subgroup, that is, miss the
true subgroup. Therefore, the results for sensitivity should be
focused upon. For each method, except for CART (pruned),
the median sensitivity increases with rising effect sizes 𝛿.
PRIM (opt. 𝛽) benefits from the correct prior knowledge
about the actual size of the subgroup and performs best. For
𝛿 ≥ 1.5 PRIM (𝑓min = 2) is on a similar level. Similar results
on the sensitivity are observed for 𝛽 = 20% and 𝛽 = 40%
with the important difference that CART shows a superior
performance apart from small effect sizes. For PRIM (𝑓min =
2), there is a noticeable decrease of specificity for 𝛿 ≥ 2. The
latter can be explained by the tendency of this method to
select too big subgroups if the true subgroup has an actual
mean that is larger than the one searched for. For PRIM (opt.
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𝛽), the specificity for small 𝛿 is slightly lower. The reason is
that it is forced by the input parameters to choose a subgroup
with at least the true support size. All methods show a better
performance for subgroups lying at the margin of the input
space for given 𝛽 of 5%. In this case, both CART methods
seem to perform better than PRIM.
Table 2 lists the proportions of runs in which a subgroup
was predicted by the methods. PRIM (opt. 𝛽) and CART
(maxdepth), for all combinations of 𝛿 and the true support
size 𝛽, find a subgroup in 100% of the cases. Even if in fact
there is no subgroup, that is, 𝛿 = 0, both methods always
predict one. Therefore, the methods show a false positive
rate of 100% in such cases. At least for PRIM (opt. 𝛽), this
result is not very surprising, because there was no constraint
regarding the box mean, which makes the algorithm always
find a subgroup with the specified support size. Only the
methods PRIM (𝑓min = 2) and CART (pruned) do not always
predict subgroups, which is why they have low false positive
rates in case that there is no subgroup (𝛿 = 0). The larger the
true subgroup becomes, the more often the methods detect
subgroups with a steeper increase for PRIM. In conjunction
with the results about the sensitivity of methods (cf. Figure 5),
one can conclude that although the methods (almost) always
find something, it is not until increased effect sizes that these
findings show some concordance to the true subgroup.
So far, the case with one true subgroup and 𝑛 = 250
observations has been presented. Results for 𝑛 = 500 and
𝑛 = 1000 are similar and are therefore shown in Appendix A.
In general, all methods predict the subgroups better than
for less observations, with CART showing the strongest
improvement.
Two True Subgroups. Starting with the lowest sample size
(𝑛 = 250), the observed medians and interquartile ranges
of the corresponding sensitivity, specificity, and Youden’s J
statistic are illustrated in Figure 6. The proportions of runs
with predicted subgroups are also listed in Table 2.
Independent of the effect size and for rising support of
the true boxes, PRIM (opt. 𝛽) again benefits from the correct
specification of the box sizes searched for and is always among
the best performing approaches in terms of sensitivity, if the
subgroups do not lie at the margin. PRIM (𝑓min = 2) can only
catch up for higher values of the effect size, that is, when its
specification about the searched effect becomes correct, too.
The performance of CART decreases with increasing support
sizes. This deficiency is possibly because of the well-known
fact that the algorithm often fails to find a useful first split
in chessboard-like “XOR” problems (cf. [15]). Switching the
positions of the subgroups towards the margin of the input
space makes both CART versions clearly improve. Referring
to specificity, all methods show very good performances,
while decreased values can be observed for PRIM (opt. 𝛽) and
PRIM (𝑓min = 2) with low and high effect sizes, respectively.
Similar results for increased sample sizes of 𝑛 = 500 and
𝑛 = 1000 are given in Appendix B. CART shows again the
most pronounced improvements, here.
4.2. Application to Clinical Data. In this section, the application of PRIM and CART is illustrated using a real data
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Figure 5: Medians and interquartile ranges of the sensitivities, specificities, and Youden’s J statistics of all simulation runs with 𝑛 = 250
observations and one true subgroup.

example. The data set PimaIndiansDiabetes2 has been
taken from the R-package mlbench (cf. [16]). It contains
768 observations from individuals that were tested “positive”
or “negative” for diabetes. The data are from women with
a minimum age of 21 and a Pima Indian heritage. From
the 768 women, 268 (35%) tested positive and 500 (65%)
tested negative. In addition to the outcome variable, the data
set contains 8 quantitative covariates: pregnant (number of
pregnancies), glucose (plasma glucose concentration (measured by a glucose tolerance test)), pressure (diastolic blood
pressure [mmHg]), triceps (triceps skin fold thickness
[mm]), insulin (2-hour serum insulin [mu U/mL]), mass
(body mass index), pedigree (diabetes pedigree function),
and age (age in years).
The aim of the analysis is to identify a possible association
between the covariates and the occurrence of a positive test
result which can be addressed by finding subgroups with
proportionally many cases of diabetes.
There are some missing values that need to be handled
in the analysis methods. Most of them can be found in

the variables triceps and insulin with absolute (relative)
frequencies of 227 (30%) and 374 (49%). Out of all 768
observations, there are only 392 (51%) complete cases, which
draws the appropriateness of complete case analysis into
question in this case.
The data are illustrated in Figure 7 by pairwise scatter
plots of all covariates. This figure gives a first impression
of how the variables are distributed and their pairwise
correlations. For example, there appears to be a quite strong
positive correlation between triceps and mass along with
some other medium and weak correlations. Relations to the
outcome can be derived too and point at potential candidates
for a splitting criterion. It seems that women with high
glucose and mass (BMI) values are more likely to have
diabetes.
A classification tree (cf. Section 3) was fit to the data using
the function rpart() with its default settings. The tree was
pruned according to the 1-SE rule (cf. [17]). The resulting
decision tree is illustrated in Figure 8. Missing values are
handled by CART internally via surrogate splits (cf. [18]).
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Figure 6: Medians and interquartile ranges of the sensitivities, specificities, and Youden’s J statistics of all simulation runs with 𝑛 = 250
observations and two true subgroups.

The suggestion from Figure 7 that the variables glucose and
mass can split the data well is confirmed by the tree, where
these variables are also used for splitting rules. age also has
predictive value in this model.
Since the aim is to find a subgroup with proportionally
many cases of diabetes, the leaf with the highest mean
outcome can be seen as this subgroup by CART. So the high
risk group defined by CART, which can also be seen as a box
𝐵CART containing 92 (12%) observations, has a mean outcome
of 0.87 and is defined as
{glucose > 158,
(15)
x ∈ 𝐵CART = {
mass > 30.
{
PRIM was applied once using singular peeling without
bootstrapping and 𝛼 = 0.05 and once using multiple peeling
with 𝑠 = 10 bootstrap samples and the 𝛼-vector (0.01,
0.02, . . . , 0.5). It can also handle missing values in the covariates if applied as suggested by Friedman and Fisher [5]. In

this case, all missing values in one covariate are treated as a
category, so that in each peeling and pasting step this whole
category can be peeled or pasted from the current box. This
way, the algorithm tends to use surrogate variables instead
of variables with many missing values. If the category that
indicates missing values is used for the box definition, this
suggests that the data may not be missing completely at
random.
The trajectories are shown in Figure 9, where for multiple
peeling all dominated boxes were removed. Multiple peeling
seems to provide only small improvement over the singular
version here. Both trajectories are quite smooth, such that
they do not suggest a definite box for selection. A user would
have to make a deliberate decision based on subject specific
knowledge. This flexibility is a desirable property of PRIM
and is seldom given by other methods.
If the aim was, for instance, to search for a subgroup
with a proportion of positive tested women of at least 80%
and maximum support (by using the multiple trajectory), the
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Table 2: Proportions of cases with a predicted subgroup when using the methods PRIM (𝑓min = 2) and CART (pruned) for given 𝑛 = 250
observations and one or two true subgroups. Results for the methods PRIM (opt. 𝛽) and CART (maxdepth) are not shown here, because their
proportions were 1 for each 𝛽 and 𝛿.
𝛽
5%
5% (margin)
20%
40%
2 × 5%
2 × 5% (margin)
2 × 10%
2 × 20%

Method
PRIM (𝑓min = 2)
CART (pruned)
PRIM (𝑓min = 2)
CART (pruned)
PRIM (𝑓min = 2)
CART (pruned)
PRIM (𝑓min = 2)
CART (pruned)
PRIM (𝑓min = 2)
CART(pruned)
PRIM (𝑓min = 2)
CART (pruned)
PRIM (𝑓min = 2)
CART (pruned)
PRIM (𝑓min = 2)
CART (pruned)

0
0.05
0.03
0.08
0.08
0.1
0.04
0.11
0.08
0.08
0.17
0.05
0.2
0.06
0.14
0.08
0.16

0.33
0.07
0.04
0.08
0.06
0.2
0.06
0.34
0.1
0.08
0.19
0.07
0.21
0.15
0.13
0.24
0.17

0.67
0.14
0.04
0.09
0.08
0.58
0.15
0.82
0.35
0.14
0.06
0.11
0.08
0.34
0.03
0.67
0.08

resulting box 𝐵(1) which can be seen as a high risk group
would be defined as

x ∈ 𝐵(1)

glucose > 129, triceps > 15,
{
{
{
{
{
{126 < insulin < 544,
{
={
{
{
mass > 30, mass ≠ missing,
{
{
{
{
{age > 24.

(16)

Again, the variables glucose, mass (BMI), and age,
which also played an important role in the CART model,
are used. In addition, the variables triceps and insulin
define further box limits. Concerning BMI, missing values are
excluded from the box. This could indicate a relation between
the probability of a value to be missing and the outcome.
By this simple box definition, the data can be divided
into a subgroup with a very high mean outcome (0.8)
containing 140 (18%) observations and a group that contains
the remainder of observations with a relatively small mean
(0.25). With the covering procedure, even more boxes can be
sought. This would lead to the identification of three more
boxes with means 0.81, 0.83, and 0.83 containing 37 (5%), 29
(4%), and 29 (4%) observations, respectively. The remaining
533 observations have a proportion of positive diabetes tests
of approximately 15%.

5. An Extension of PRIM for Survival Data
As described above, the original PRIM algorithm can only
handle quantitative and binary (0/1 coded) outcomes. A
useful extension, especially in the medical domain, is to
enable PRIM to handle censored survival outcomes. In such
cases, every observation provides a survival time 𝑡𝑖 and an
indicator 𝛿𝑖 taking the value 1 if the event occurred at 𝑡𝑖

1
0.32
0.05
0.21
0.13
0.9
0.41
1
0.91
0.36
0.08
0.25
0.13
0.71
0.08
0.97
0.18

1.33
0.55
0.18
0.4
0.41
0.99
0.85
1
1
0.63
0.11
0.5
0.3
0.93
0.25
1
0.42

1.67
0.76
0.18
0.69
0.58
1
0.97
1
1
0.86
0.16
0.82
0.61
1
0.56
1
0.69

2
0.9
0.2
0.86
0.69
1
1
1
1
0.97
0.24
0.97
0.8
1
0.76
1
0.81

2.33
0.98
0.27
0.93
0.77
1
1
1
1
1
0.31
1
0.9
1
0.86
1
0.89

2.67
1
0.37
0.98
0.86
1
1
1
1
1
0.4
1
0.95
1
0.92
1
0.92

3
1
0.47
0.99
0.92
1
1
1
1
1
0.54
1
0.97
1
0.96
1
0.96

and 0 if the observation is censored. A suggested extension
of PRIM is to use the hazard rate as the target function for
maximization.
𝑓 (𝑡, 𝛿) =

∑𝑛𝑖=1 𝛿𝑖
.
∑𝑛𝑖=1 𝑡𝑖

(17)

Under the assumption of time-constant risks, subgroups
with different survival can be sought with this target function.
Application Example. To illustrate the application of PRIM
on censored survival data, the data set “Whitehall 1” from
[19] was used. It is from a prospective, cross-sectional cohort
study of 17260 male British Civil Servants employed in
London. The aim of this study was to examine the influence
of some baseline variables on the risk of dying due to a
coronary heart disease (CHD). Therefore, the time to death
from CHD was measured for the participants as a censored
survival time. Additionally, the following variables were
measured: cigs (daily cigarette consumption), map (mean
arterial pressure), age (age (years)), ht (height (cm)), wt
(weight (kg)), chol (cholesterol (mmol/L)), and jobgrade
(job grade (nominal)).
To find subgroups with high risk of dying from CHD,
PRIM was applied with the hazard rate as target function
by using multiple peeling with 𝑠 = 5, 𝛼 = (0.01, 0.03, 0.05,
. . . , 0.31), and 𝛽0 = 0.01. Since the not dominated boxes of
the multiple trajectory form a smooth curve, the user can
practically choose every box out of these. So the proportion
of box definitions in which a variable is included can be
interpreted as the probability of this variable to define the
subgroup, if the user chooses randomly out of these boxes.
In this data example, we get lower boundaries for the
variables age, map, chol, and cigs in 99%, 80%, 31%, and
17% of the relevant boxes, which indicates that increases in
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Figure 7: Graphical illustration of the diabetes data by pairwise scatter plots.
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Figure 8: Result of CART applied on the diabetes data illustrated as a decision tree. For each node, the proportions of positive cases in this
group and the number of contained observations are shown.

12

Computational and Mathematical Methods in Medicine
1.0
0.9

Mean(y)

0.8
0.7
0.6
0.5
0.4

0.2

0.4

0.6

0.8

1.0

훽
Singular traj.
Multiple traj.

Figure 9: Trajectories for singular and multiple peeling (after removal of the dominated boxes) on the diabetes data.

those variables are associated with increasing risk of CHD.
This result is similar to the one reported in [20] (p. 142), where
the authors used fractional polynomials with logistic regression to model the 10-year survival rate and they concluded
that increases in age, cigarette consumption, cholesterol,
body weight, and mean arterial pressure are associated with
increasing risk of CHD and the opposite is true for height.

6. Discussion and Conclusion
PRIM, as described in Section 2, is a very flexible tool for
the identification of areas in the data which show increased
or decreased outcome values. Besides PRIM, there are other
methods pursuing similar goals with different strategies, such
as CART.
In a simulation study, both methods showed strengths
and weaknesses. PRIM seemed to be the better choice in
several rather complex data settings with small subgroups,
few observations, and small effect sizes. In all other cases,
CART was a competitive alternative and showed advantages
in rather simple settings. This differential behaviour makes it
difficult to give a universal rule about which method should
be preferred, especially as the complexity of the problem is
usually unknown to the applicant.
PRIM has high user involvement (see Section 2.4), which
can strongly influence the goodness of the result. Misspecification of the subgroup properties, that is, mean outcome
and size, can substantially decrease the performance. This
also became clear in the simulation study, where two different
versions of PRIM were applied simulating different acting
users. These two versions in some cases (especially in simpler
data settings) differed strongly. This fact underlines the
importance of a close interaction between a user and the

PRIM algorithm, for example, by looking at the trajectories
to obtain a suitable result.
A real data example showed how these two methods
can be applied for subgroup identification. Here, both methods came to a similar result. It again became clear that
PRIM can be flexibly tuned by the users concerning their
needs, whereas CART, although simpler to use, is rather
static.
R-Implementation. All features of PRIM described in this
paper and some more are implemented in the R-package
PRIM, which is available at GitHub (https://github.com/ao90/
PRIM) together with a manual documenting its functions.
The package contains additional functions for graphical diagnostics and other features described in [5].

Appendix
A. Further Simulation Results with
One True Subgroup
See Figures 10 and 11 and Tables 3 and 4.

B. Further Simulation Results with
Two True Subgroups
See Figures 12 and 13 and Tables 5 and 6.
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Figure 10: Medians and interquartile ranges of the sensitivities, specificities, and Youden’s J statistics of all simulation runs with 𝑛 = 500
observations and one true subgroup.

Table 3: Proportions of cases with predicted subgroups when using one of the methods for 𝑛 = 500 observations and one true subgroup.
𝛽
5%

5% (margin)

20%

40%

Method
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)

0
0.1
1
0.04
1
0.08
1
0.05
0.98
0.1
1
0.04
1
0.1
1
0.06
1

0.33
0.13
1
0.04
1
0.11
1
0.04
0.99
0.34
1
0.06
1
0.46
1
0.13
1

0.67
0.28
1
0.05
1
0.16
1
0.1
0.99
0.78
1
0.23
1
0.97
1
0.85
1

1
0.59
1
0.16
1
0.35
1
0.39
0.99
0.99
1
0.92
1
1
1
1
1

1.33
0.86
1
0.22
1
0.64
1
0.69
1
1
1
1
1
1
1
1
1

1.67
0.99
1
0.34
1
0.93
1
0.88
1
1
1
1
1
1
1
1
1

2
1
1
0.58
1
1
1
0.98
1
1
1
1
1
1
1
1
1

2.33
1
1
0.8
1
1
1
0.98
1
1
1
1
1
1
1
1
1

2.67
1
1
0.9
1
1
1
1
1
1
1
1
1
1
1
1
1

3
1
1
0.94
1
1
1
1
1
1
1
1
1
1
1
1
1
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Figure 11: Medians and interquartile ranges of the sensitivities, specificities, and Youden’s J statistics of all simulation runs with 𝑛 = 1000
observations and one true subgroup.

Table 4: Proportions of cases with predicted subgroups when using one of the methods for 𝑛 = 1000 observations and one true subgroup.
𝛽
5%

5% (margin)

20%

40%

Method
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)

0
0.2
1
0.04
0.38
0.19
1
0.07
0.31
0.13
1
0.06
0.42
0.12
1
0.07
0.42

0.33
0.24
1
0.04
0.38
0.21
1
0.11
0.44
0.5
1
0.14
0.66
0.63
1
0.36
0.9

0.67
0.43
1
0.04
0.48
0.34
1
0.31
0.72
0.97
1
0.85
0.99
1
1
1
1

1
0.86
1
0.19
0.66
0.72
1
0.82
0.94
1
1
1
1
1
1
1
1

1.33
0.98
1
0.61
0.84
0.96
1
0.99
1
1
1
1
1
1
1
1
1

1.67
1
1
0.87
0.94
1
1
1
1
1
1
1
1
1
1
1
1

2
1
1
0.97
0.97
1
1
1
1
1
1
1
1
1
1
1
1

2.33
1
1
1
0.98
1
1
1
1
1
1
1
1
1
1
1
1

2.67
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1

3
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
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Figure 12: Medians and interquartile ranges of the sensitivities, specificities, and Youden’s J statistics of all simulation runs with 𝑛 = 500
observations and two true subgroups.

Table 5: Proportions of cases with predicted subgroups when using one of the methods for 𝑛 = 500 observations and two true subgroups.
𝛽
2 × 5%

2 × 5% (margin)

2 × 10%

2 × 20%

Method
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)

0
0.14
1
0.08
1
0.1
1
0.04
0.99
0.1
1
0.05
1
0.1
1
0.04
1

0.33
0.18
1
0.06
1
0.12
1
0.04
0.99
0.18
1
0.07
1
0.33
1
0.04
1

0.67
0.32
1
0.2
1
0.2
1
0.21
1
0.48
1
0.19
1
0.86
1
0.24
1

1
0.6
1
0.16
1
0.48
1
0.4
1
0.86
1
0.37
1
1
1
0.59
1

1.33
0.9
1
0.19
1
0.77
1
0.74
1
1
1
0.74
1
1
1
0.87
1

1.67
0.98
1
0.42
1
0.98
1
0.94
1
1
1
0.94
1
1
1
0.98
1

2
1
1
0.64
1
1
1
1
1
1
1
0.99
1
1
1
0.99
1

2.33
1
1
0.82
1
1
1
1
1
1
1
1
1
1
1
1
1

2.67
1
1
0.94
1
1
1
1
1
1
1
1
1
1
1
1
1
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Figure 13: Medians and interquartile ranges of the sensitivities, specificities, and Youden’s J statistics of all simulation runs with 𝑛 = 1000
observations and two true subgroups.

Table 6: Proportions of cases with predicted subgroups when using one of the methods for 𝑛 = 1000 observations and two true subgroups.
𝛽
2 × 5%

2 × 5% (margin)

2 × 10%

2 × 20%

Method
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)
PRIM (𝑓min = 2)
PRIM (opt. 𝛽)
CART (pruned)
CART (maxdepth)

0
0.19
1
0.11
0.37
0.15
1
0.1
0.36
0.14
1
0.11
0.37
0.16
1
0.08
0.36

0.33
0.25
1
0.04
0.38
0.22
1
0.08
0.46
0.29
1
0.06
0.46
0.56
1
0.05
0.44

0.67
0.46
1
0.08
0.53
0.34
1
0.3
0.82
0.75
1
0.26
0.8
0.94
1
0.5
0.78

1
0.82
1
0.23
0.74
0.71
1
0.86
0.97
0.97
1
0.88
0.97
1
1
0.93
0.96

1.33
0.98
1
0.71
0.92
0.96
1
0.99
1
1
1
1
1
1
1
1
1

1.67
1
1
0.98
0.98
1
1
1
1
1
1
1
1
1
1
1
1

2
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
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1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
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As modern biotechnologies advance, it has become increasingly frequent that different modalities of high-dimensional molecular
data (termed “omics” data in this paper), such as gene expression, methylation, and copy number, are collected from the same
patient cohort to predict the clinical outcome. While prediction based on omics data has been widely studied in the last fifteen
years, little has been done in the statistical literature on the integration of multiple omics modalities to select a subset of variables
for prediction, which is a critical task in personalized medicine. In this paper, we propose a simple penalized regression method
to address this problem by assigning different penalty factors to different data modalities for feature selection and prediction. The
penalty factors can be chosen in a fully data-driven fashion by cross-validation or by taking practical considerations into account.
In simulation studies, we compare the prediction performance of our approach, called IPF-LASSO (Integrative LASSO with Penalty
Factors) and implemented in the R package ipflasso, with the standard LASSO and sparse group LASSO. The use of IPF-LASSO
is also illustrated through applications to two real-life cancer datasets. All data and codes are available on the companion website
to ensure reproducibility.

1. Introduction
Most drugs cannot treat all patients with a given disease.
It is thus crucial to identify biomarkers (genetic, genomic,
proteomic, or any measurable biological entities) that can
predict the patient’s response to a given therapy. Ultimately,
the biomarkers are to be built into companion diagnostic kits.
Ideally, the number of biomarkers should be small to reduce
the labor and cost.
High-throughput molecular data, termed “omics data”
in this paper, have been used for developing prediction
models for more than fifteen years. As a well-known example,
gene expression data have often been found to be useful for
predicting survival response to therapy of cancer patients; the
overwhelming enthusiasm in the initial years has meanwhile
been tempered by more critical studies [1]. In the last few
years, bioassay technology improvement and cost reduction

have made collecting several types of high-dimensional data
in the same study feasible.
For example, methylation data, copy number data, and
mRNA expression may be available for the same patient
cohort. Other data types include microRNA expression,
proteomic data, metabolomic data, and single nucleotide
polymorphisms (SNPs). In this paper, we denote each group
of variables of the same type as a “modality” and the whole
dataset as a “multi-omics” dataset. For example, in this paper,
we consider as illustration a breast cancer dataset with a
clinical modality and a gene expression modality [2] and a
leukemia dataset from The Cancer Genome Atlas [3] with
a clinical modality, a gene expression modality, and a copy
number variation modality.
As multiple modalities of biomarker measurements
become available for the same patients, the research interest
starts to focus on the integration of data modalities to identify
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biomarkers and build prediction models with good accuracy
[4, 5]. Although using omic markers for prediction has
been a well-studied topic, it is not clear how the different
modalities should be handled. The most straightforward yet
naive approach is to merge all datasets and ignore the source
of the variables. In contrast, other authors suggest analyzing
each modality on its own and then merging the results [6],
whereby merging can be performed at different stages of the
analysis [7]. However, the literature is often vague on when to
use different strategies.
The case of variables from one low-dimensional modality
(typically, a few clinical variables relevant to the outcome
to be predicted) and one high-dimensional modality (e.g.,
a microarray gene expression dataset) has been extensively
investigated by De Bin et al. [8], where they assess the
“residual” two-step approach and the “favoring” approach
(see Section 2.2 for more details).
There has been a large amount of statistical and bioinformatic literature on the integration of multiple omics datasets
investigating their correlation structure [9]. However, the
focus of these works is not prediction. Our motivation here
is to suggest a simple method based on a well-investigated
framework, which takes into account the data modalities
while integrating them into a sparse prediction model. Our
method is based on 𝐿 1 -penalized regression (LASSO) [10]
and takes the data structure into account by assigning
different penalty factors to the modalities. The penalty factors
are either determined by cross-validation or prespecified
by the user. We name this method IPF-LASSO (Integrative
LASSO with Penalty Factors).
In simulation studies, we show that IPF-LASSO performs
better than the standard LASSO when the proportions
of relevant variables are different in different modalities
and generates parsimonious prediction rules compared with
sparse group LASSO. An R package called ipflasso implementing this method is made publicly available on R/CRAN
website. Being directly based on LASSO, our approach has
two major advantages: its conceptual simplicity within a wellestablished framework and its transportability [11] (e.g., in the
case of binary outcomes, users only need to know the fitted
regression coefficients to apply the prediction rule).
This paper is structured as follows. After a short introduction into 𝐿 1 -penalized regression, the newly proposed method is described in detail in Section 2. The results from
simulation studies and two real-life applications are presented in Sections 3 and 4, respectively. All data and codes
are available on http://www.ibe.med.uni-muenchen.de/
organisation/mitarbeiter/020 professuren/boulesteix/ipflasso/
to ensure reproducibility.

2. Methods
2.1. IPF-LASSO
2.1.1. Principle. We denote the standardized predictor variable 𝑗 measured from subject 𝑖 as 𝑥𝑖𝑗 and the centered
(continuous) response values as 𝑦𝑖 , where 𝑖 = 1, . . . , 𝑛 and
𝑗 = 1, . . . , 𝑝. The standard LASSO method [10] solves the
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𝐿 1 -penalized regression problem by finding 𝛽 = {𝛽𝑗 } which
𝑝
𝑝
minimizes ∑𝑛𝑖=1 (𝑦𝑖 − ∑𝑗=1 𝑥𝑖𝑗 𝛽𝑗 )2 + 𝜆 ∑𝑗=1 |𝛽𝑗 | = ∑𝑛𝑖=1 (𝑦𝑖 −
𝑝
∑𝑗=1 𝑥𝑖𝑗 𝛽𝑗 )2 + 𝜆‖𝛽‖1 , where ‖ ⋅ ‖1 denotes the 𝐿 1 -norm. The
𝐿 1 -penalty shrinks some of the coefficients to 0, thus leading
to an intrinsic variable selection. For a historical overview of
the development of LASSO regression and some variations,
readers can refer to Tibshirani [12].
This framework can be generalized to logistic regression
(in the case of a binary outcome) and to Cox proportional
hazards regression (in the case of a censored time to event).
The term ∑𝑛𝑖=1 (𝑦𝑖 − ∑𝑗 𝑥𝑖𝑗 𝛽𝑗 )2 is replaced by −ℓ(𝛽, 𝛾) (where
ℓ(⋅, ⋅) stands for the log-likelihood function and 𝛾 for the
intercept) in the logistic LASSO and is replaced by −𝑝ℓ(𝛽)
(where 𝑝ℓ(⋅) stands for the partial log-likelihood) in the
Cox LASSO. Our new method is a modification of LASSO
dedicated to the case where multiple data modalities (data
types) from the same subjects are to be used. Let us denote
the variables from modality 𝑚 (for 𝑚 = 1, . . . , 𝑀) as
and their values for subject 𝑖 (for 𝑖 = 1, . . . , 𝑛)
𝑋1(𝑚) , . . . , 𝑋𝑝(𝑚)
𝑚
(𝑚)
(𝑚)
, . . . , 𝑥𝑖𝑝
, where 𝑝𝑚 is the number of variables from
as 𝑥𝑖1
𝑚

modality 𝑚. Similarly, 𝛽𝑗(𝑚) denotes the coefficient of variable

𝑋𝑗(𝑚) .
We propose the use of a weighted sum of the 𝐿 1
norms of the coefficient vectors of each modality 𝛽(𝑚) =
(𝛽1(𝑚) , . . . , 𝛽𝑝(𝑚)
)⊤ (𝑚 = 1, . . . , 𝑀) as the penalty term, aiming
𝑚
to account for their different relevancies. In our method, the
estimated coefficients are those that minimize
𝑛

∑ (𝑦𝑖 −
𝑖=1

𝑀 𝑝𝑚

∑ ∑𝑥𝑖𝑗(𝑚) 𝛽𝑗(𝑚) )
𝑚=1 𝑗=1

2

𝑀


+ ∑ 𝜆 𝑚 𝛽(𝑚) 1 ,

(1)

𝑚=1

where 𝜆 𝑚 > 0 is the penalty applied to the variables from
modality 𝑚. We call this method “IPF-LASSO,” standing for
Integrative LASSO with Penalty Factors. The term “penalty
factors” refers to the multiplicative factors applied to the
penalty term. Without restriction of generality, we consider
the first modality as reference modality—with penalty 𝜆 1 and
penalty factor 1—and define the penalty factor of modality 𝑚
as 𝜆 𝑚 /𝜆 1 .
Similar to the standard LASSO, our proposed framework
can be applied to 𝐿 1 -penalized regression with linear, binary,
or time-to-event outcomes. The rationale of the penalty term
given in (1) is that in reality the proportion of relevant
variables is often highly different from one modality to
another; hence, it makes sense to penalize the modalities
differently.
The Bayesian interpretation of the LASSO is useful to
outline the motivation of the different penalty parameters.
Park and Casella [13] show that the LASSO estimate for
linear regression parameters can be interpreted as a Bayesian
posterior mode estimate when the regression parameters
have independent Laplace (i.e., double-exponential) priors.
In this perspective, using different penalties for different
modalities amounts to setting different parameters for the
Laplace priors. It can be seen as a way of using the available
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prior information to improve the estimation of coefficients
and, ultimately, prediction accuracy.
Note that our approach may also be seen as connected
with the adaptive LASSO [14], in the sense that the coefficients of variables that are identified as informative are less
penalized than the coefficients of noninformative variables.
However, in contrast to adaptive LASSO [14], this modification of the penalty strength does not happen through a first
LASSO step for each variable individually but at the level of
the whole modality.
2.1.2. Estimation. From a computational point of view, IPFLASSO with fixed penalty factors is not more complex than
the respective form of LASSO (linear, logistic, or Cox) with
the same penalty for all variables, in that estimates can
be simply obtained with any standard LASSO algorithm
by preliminarily scaling the variables using their respective
penalty. More precisely, the standard estimation algorithm
is run with the same penalty parameter 𝜆 1 for all variables
on the transformed data 𝑥𝑖𝑗(𝑚)∗ = 𝑥𝑖𝑗(𝑚) /(𝜆 𝑚 /𝜆 1 ) (𝑖 = 1, . . . ,
𝑛, 𝑗 = 1, . . . , 𝑝). Estimates 𝛽̂(𝑚)∗ are obtained and rescaled as
𝑗

𝛽̂𝑗(𝑚) = 𝛽̂𝑗(𝑚)∗ /(𝜆 𝑚 /𝜆 1 ) to obtain the IPF-LASSO estimates.

2.2. Connections between IPF-LASSO and Other LASSO Variations for Omics Data. There have been LASSO variations
for single and multiple data modalities proposed by several
groups. In this section, we discuss the connections of IPFLASSO to these methods. In the scenario investigated by
De Bin et al. [8], we have two modalities (𝑀 = 2). The
first modality includes only a small number 𝑝1 of clinical
variables, such that a classical regression approach can be
applied to this modality (the rule of thumb that the number
of variables times 5 or 10 should not exceed the number of
observations is typically satisfied). The second modality is
high-dimensional with 𝑝2 ≫ 𝑛. In this case, it is sensible
to penalize only the second modality, that is, to consider the
penalty term 𝜆‖𝛽(2) ‖1 . In the terminology of De Bin et al.
[8], the above is denoted as a “favoring” method, because the
smaller clinical modality is not penalized; in other words, it
is “favored.” Another method, namely, the “residual” method
as proposed in De Bin et al. [8], takes two steps fitting the
data. First a classical (linear, logistic, or Cox) regression is fit
to the first modality to estimate 𝛽1(1) , . . . , 𝛽𝑝(1)1 ; the resulting
linear predictor 𝛽̂(1) 𝑥(1) + ⋅ ⋅ ⋅ + 𝛽̂(1) 𝑥(1) is then considered
1

𝑖1

𝑝1

𝑖𝑝1

as an offset during the estimation of 𝛽1(2) , . . . , 𝛽𝑝(2)2 through
LASSO regression. These two methods, however, cannot be
applied when there are multiple high-dimensional modalities
because it would not be feasible to estimate the coefficients.
Moreover, they may lead to a decrease of accuracy if the
favored modality is in reality not the most relevant for
prediction.
Another two-step approach for prediction is proposed
by Zhao et al. [6]: they first apply LASSO regression to
multi-omics data to select a small number (10 in their
application) of variables from each modality and then use the
selected variables in a 𝐿 2 -penalized Cox regression model.

3
This approach does not take correlations between variables
from different modalities into account.
Group LASSO [15, 16] and sparse group LASSO [17]
represent another category of LASSO extensions for data
with a group structure. In the case of multiple modalities,
the term “group” is essentially “modality.” The principle of
group LASSO is that variables from the same group should be
either all selected or all discarded. It makes sense, for example,
when each group consists of the dummy variables coding
the same multicategorical variable. The penalty considered in
(𝑚)
the group LASSO method has the form 𝜆 ∑𝑀
‖2 .
𝑚=1 √𝑝𝑚 ‖𝛽
With multiple large omics modalities considered in our
paper, it is most likely that at most a few variables from each
modality are truly relevant for prediction; hence, this “noneversus-all” assumption is not reasonable in this case.
Sparse group LASSO [17] relaxes the “none-versus-all”
assumption by introducing some sparsity within groups.
This is achieved by combining the penalty of group
LASSO with an 𝐿 1 penalty, yielding the penalty term
(𝑚)
‖2 + 𝛼𝜆‖𝛽‖1 , where 𝛼 is a so-called
(1 − 𝛼)𝜆 ∑𝑀
𝑚=1 √𝑝𝑚 ‖𝛽
“mixing parameter” comprised between 0 and 1. Sparse
group LASSO can be used in cases where IPF-LASSO is
aimed at addressing where a modality is treated as a group.
However, these two methods are fundamentally different. In
sparse group LASSO, a single mixing parameter 𝛼 balances
the impact of group structure and overall sparsity; thus, a
model that strongly reflects the group structure is obtained
at the price of reduced sparsity; moreover, the degree of 𝐿 1
shrinkage is the same for all groups (modalities) as controlled
by 𝛼, which often does not reflect reality. IPF-LASSO, on
the other hand, is more flexible in varying the 𝐿 1 shrinkage
parameters for different modalities—at the price of more
tuning parameters (one for each modality) in the case of
more than two modalities. In Section 3, we will compare the
performances of IPF-LASSO and sparse group LASSO.
Another recently proposed approach handling two
modalities in the framework of penalized regression is collaborative regression [18]. The idea is using a penalty not only
based on the 𝐿 1 - or 𝐿 2 -norms of the coefficients but also
penalizing the difference between the fitted linear predictors
resulting from each of the two modalities. The two modalities
“collaborate” in the sense that they are forced to yield similar
contributions to prediction. In the mathematical terms and
adapted to our notation, the penalty term considered in Gross
and Tibshirani [18] is ‖X(1) 𝛽(1) −X(2) 𝛽(2) ‖2 +𝑃1 (𝛽(1) )+𝑃2 (𝛽(2) ),
where 𝑃(⋅) is the general notation for a penalty term that
can, for example, be based on the 𝐿 1 - or 𝐿 2 -norm and X(𝑚)
denotes the 𝑛 × 𝑝𝑚 data matrix for modality 𝑚 (with 𝑚 =
1, 2 here). Note that Gross and Tibshirani [18] state that this
method is not well suited for prediction but rather finds
common patterns shared by the two modalities by forcing the
fitted linear predictors from each modality to be similar.
For the sake of exhaustiveness, let us also mention an
applied paper on plant breeding [19] using the idea of
applying different penalties to variables from two different
modalities (genetic markers and metabolomic traits in their
case), however, in the different context of ridge regression
(i.e., 𝐿 2 -penalty as opposed to LASSO) for a continuous
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outcome. In their study, published in a genetics journal
and focusing on the agricultural application, they apply this
method to their dataset and do not investigate it from a
methodological point of view. A similar approach based on
𝐿 2 -penalized logistic regression [20] formalizes and extends
this idea with the purpose to better integrate external data
such as annotation or external 𝑝 values.
In summary, the IPF-LASSO proposed here is aimed
at using multiple high-dimensional data modalities in a
flexible way by weighing them differently in feature selection
and prediction modelling, which is a critical yet unsolved
problem in biomedical research.
2.3. Cross-Validation for the Choice of the Penalty Parameters.
In this section, we discuss the choice of the parameters
𝜆 1 , . . . , 𝜆 𝑚 . Similar to 𝜆 in the case of the standard LASSO,
values for the penalty factors 𝜆 1 , 𝜆 2 /𝜆 1 , . . . , 𝜆 𝑀/𝜆 1 can be
determined by cross-validation (CV) based on prediction
performance. In our study, we use 5-fold CV with 10 repeats
as a good compromise between performance and computation time [21]. Common metrics quantifying prediction
performance include the mean squared error for continuous
outcomes, the misclassification rate (or 1 − accuracy), the
area under the ROC curve (AUC) for binary outcomes, or
the partial likelihood for time-to-event outcomes. In practice,
we implement the procedure as follows. We consider 𝐶
different candidate vectors of penalty factors of the form
s(𝑐) = (1, 𝜆 2 /𝜆 1 , . . . , 𝜆 𝑀/𝜆 1 )⊤ , with 𝑐 = 1, . . . , 𝐶; for each
candidate vector s(𝑐) of penalty factors, we apply CV with
the chosen performance metric to select the optimal 𝜆 1 ; the
vector s(𝑐opt ) of penalty factors whose optimal 𝜆 1 yields the
best fit according to the chosen performance metric is finally
selected.
2.4. Software Implementation. IPF-LASSO is implemented in
our new R package ipflasso, which is publicly available
from the CRAN. It is based on the R package glmnet and
includes the following features and improvements.
Rescaling Procedure. The rescaling procedure described in
Section 2.1.2 is implemented in the R package glmnet
[22] through the argument penalty.factor. This argument has the form penalty.factor=c(rep(1,p1),...,
rep(pfM,pM)) in IPF-LASSO, where p1,. . .,pM are the
sizes of the 𝑀 modalities and pfM stands for 𝜆 𝑀/𝜆 1 (note
that the result is invariant against multiplication of the
vector of penalty factors by a scalar). The functions from
our package ipflasso automatically generate the argument
penalty.factor when given the indices of the variables
from each modality and the values 𝜆 𝑚 /𝜆 1 (𝑚 = 2, . . . , 𝑀).
Cross-Validation for the Choice of 𝜆 1 . For a fixed set of penalty
factors, 𝜆 1 can be selected using the function cv.glmnet
from package glmnet [22]. However, cv.glmnet cannot
perform repeated CV in its current version. An extended version of cv.glmnet allowing repetition of CV is implemented
in the function cvr.glmnet from our package ipflasso.
Repeated CV applied in combination with penalty factors
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for variables from different modalities is implemented in the
function cvr.ipflasso.
Cross-Validation for the Choice of Penalty Factors. Finally,
the R package ipflasso also includes a function,
cvr2.ipflasso, to perform CV in the two dimensions of
the grid: choice of 𝜆 1 for fixed penalty factors and choice
of the penalty factors 𝜆 𝑚 /𝜆 1 (𝑚 = 2, . . . , 𝑀). It takes the
candidate sets of penalty factors s(1) , . . . , s(𝐶) as an argument.
The function cvr2.ipflasso allows one to set a maximal
number of variables to be included in the final model. The
CV-based choice of the parameters is then performed only
over values yielding models of this size or sparser.
As an example, the following simple code performs 5-fold
cross-validation repeated 10 times to choose the best penalty
factors out of s(1) = (1, 1), s(12) = (1, 2), s(3) = (1, 4), s(4) =
(1, 1/2), and s(5) = (1, 1/4), where the 200 predictor variables
come from two modalities (one consisting of the 50 first
variables and the other consisting of the 150 last variables).
> X<-matrix (rnorm(50∗200),50,200)
> Y<-rbinom (50,1,0.5)
> cvr2.ipflasso(X=X,Y=Y,
family="binomial",type.measure="class",
standardize=TRUE, blocks=list (block1=1 : 50,
block2=51 : 200), pflist=list(c(1,1),c(1,2),
c(2,1),c(1,4),c(4,1)),nfolds=5,ncv=10)
The criteria used for cross-validation currently implemented in ipflasso are the mean squared error for continuous outcomes, the misclassification rate or the area under
curve (AUC) for binary outcomes, and the partial likelihood
for time-to-event outcomes.

3. Simulations
3.1. Simulation Design. The goal of simulation studies is
to investigate the performance of IPF-LASSO and compare
it with other methods. We consider a binary dependent
variable and two high-dimensional data modalities. The two
modalities of variables vary in (i) their total numbers of
variables 𝑝1 and 𝑝2 , (ii) their numbers of truly relevant
variables 𝑝1𝑟 ≤ 𝑝1 and 𝑝2𝑟 ≤ 𝑝2 , and (iii) the effects 𝛽1 and
𝛽2 of the relevant variables. In all settings, 𝐵 = 100 datasets of
size 𝑛 = 100 are successively randomly generated as follows.
The binary class is drawn from the Bernoulli distribution with
probability of success 𝜏 = 0.5. The variables are then drawn
from the multivariate normal distributions:
𝑋1 , . . . , 𝑋𝑝1 +𝑝2 | 𝑌 = 0 ∼ MN (0𝑝1 +𝑝2 , Σ) ,
𝑋1 , . . . , 𝑋𝑝1 +𝑝2 | 𝑌 = 1 ∼ MN (𝜇, Σ) ,

(2)

where the (𝑝1 +𝑝2 )×(𝑝1 +𝑝2 ) covariance matrix Σ is set to the
identity matrix I𝑝1 +𝑝2 in the main design and the mean vector
𝜇 is given as
𝛽2 , . . . , 𝛽2 , 0, . . . , 0) .
𝜇⊤ = (𝛽
⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
1 , . . . , 𝛽1 , 0, . . . , 0, ⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
𝑝1𝑟

𝑝2𝑟

(3)
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Table 1: Combinations of 𝑝1 , 𝑝2 , 𝑝1𝑟 , 𝑝2𝑟 , 𝛽1 , and 𝛽2 used for the main design. All other parameters are fixed (𝑛 = 100, 𝜏 = 0.5, Σ = I𝑝1 +𝑝2 ). For
each setting, 𝐵 = 100 datasets are successively generated.

Setting A
Setting B
Setting C
Setting D
Setting E
Setting F

𝑝1

𝑝2

𝑝1𝑟

𝑝2𝑟

𝛽1

𝛽2

1000
100
100
100
20
20

1000
1000
1000
1000
1000
1000

10
3
10
20
3
15

10
30
10
0
10
3

0.5
0.5
0.5
0.3
1
0.5

0.5
0.5
0.5

In the main design, we consider the settings (i.e., combinations of 𝑝1 , 𝑝2 , 𝑝1𝑟 , 𝑝2𝑟 , 𝛽1 , and 𝛽2 ) displayed in Table 1.
Setting A reflects the unrealistic situation of two modalities
that are perfectly identical in terms of size (𝑝1 = 𝑝2 = 1000),
number/proportion of relevant variables (𝑝1𝑟 = 𝑝2𝑟 = 10),
and effects (𝛽1 = 𝛽2 = 0.5). In setting B, the proportions
of truly relevant variables are the same in both modalities
(𝑝1𝑟 /𝑝1 = 𝑝2𝑟 /𝑝2 = 0.03) and their effects are also equal,
but modality 1 is much smaller (𝑝1 = 100) than modality 2
(𝑝2 = 1000). In setting C, the sizes of the modalities are as
in setting B and the effects are also equal, but the numbers
of truly relevant variables (𝑝1𝑟 = 𝑝2𝑟 = 10) are such that the
proportions of truly relevant variables are different in the two
modalities (𝑝1𝑟 /𝑝1 = 0.1 versus 𝑝2𝑟 /𝑝2 = 0.01). This difference
is more pronounced in setting D: the proportions are 0.20 for
modality 1 and 0 for modality 2, a quite common situation
in practice (“useless omics data”). Setting E also reflects a
common situation: the small modality 1 (𝑝1 = 20) contains
𝑝1𝑟 = 3 strong predictors (𝛽1 = 1), which is, for instance, often
the case of clinical variables or a small hypothesis-driven
biomarker panel. In contrast, the large modality 2 (𝑝2 = 1000)
contains 𝑝1𝑟 = 10 weak predictor variables (𝛽2 = 0.3). Finally,
in setting F, the sizes of the modalities are the same as those
in setting E but there are more truly relevant variables in
modality 1 (𝑝1𝑟 = 15) and less ones in modality 2 (𝑝2𝑟 = 3), and
their effects are equal (𝛽1 = 𝛽2 = 0.5). This situation, which
is intermediate between settings D and E, is also common in
practice.
For all 𝐵 = 100 datasets within each of the six settings
(A–F), we derive prediction models using four different
methods.
IPF. Our method IPF-LASSO is applied, with candidate
penalty factors (1, 2𝑘 ) for 𝑘 = −3, −2, −1, 0, 1, 2, 3. Note that
when 𝑘 = 0, that is, when 𝜆 1 = 𝜆 2 , the method is equivalent to
the standard LASSO. A 5-fold CV with 10 repeats is used. The
criterion used in CV for selecting 𝜆 is the misclassification
rate. All the other parameters of the penalized regression
algorithm are set to the default values of the package glmnet.
Standard. The standard LASSO, that is, the modality structure, is ignored. This is equivalent to IPF-LASSO with penalty
factors (1, 1) as unique candidate. The parameters are the
same as for IPF.

0.3
0.5

SGL. The sparse group LASSO [17] is as implemented in the
R package SGL [23]. A 5-fold CV with no repeat is used as the
repeat option is not available in SGL. All parameters are set to
the default values of the package SGL except for thres, which
is set to 0.01 instead of 0.001 to keep the computational time
comparable with the other methods (our tests suggested that
the resulting loss of accuracy is minimal).
S. Separate models are fitted successively using the standard
LASSO. A 5-fold CV with 10 repeats is used to determine
the parameter 𝜆. The two resulting linear predictors are
then combined through a logistic regression model for
prediction.
In each simulation setting, prediction performance of all
fitted models is evaluated through an independently drawn
test dataset of size 𝑛test = 5000. The misclassification rate
and the area under curve (AUC) are computed with this
test set for comparison of the methods. Additionally, we also
depict (i) which penalty factor was selected by the crossvalidation procedure for IPF-LASSO and (ii) the number
of selected variables for all methods: IPF-LASSO, standard
LASSO, sparse group LASSO, and S.
Note that simulation results are strongly dependent on
the parameters and many other parameter settings are conceivable. To gain a better idea of our method’s behavior, we
additionally consider a total of 33 other simulation scenarios,
results from which are presented in a more compact form.
These additional parameter settings are displayed in Supplementary Table 1 (in Supplementary Material available online
at https://doi.org/10.1155/2017/7691937).
In real life, variables may be correlated both within and
across modalities due to biological relationship. To investigate
whether correlation structure affects the method’s behavior,
we additionally consider settings, denoted as A to F , based
on settings A to F where a nondiagonal covariance matrix Σ
is used instead of I𝑝1 +𝑝2 .
More specifically, we assume that each modality contains
𝑏 = 10 groups of mutually correlated variables, corresponding to a block diagonal covariance matrix within each
modality. Moreover, we assume correlation between the
variables from the 𝑗th group in modality 1 and the variables
from the 𝑗th group in modality 2. In our study, we consider
correlations of 𝜌 = 0.4 and use the (𝑝1 + 𝑝2 ) × (𝑝1 + 𝑝2 )
covariance matrix Σ given as
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A𝑝1 /𝑏 (𝜌)
(
(
(
Σ=(
(
(B
( 𝑝2 /𝑏,𝑝1 /𝑏 (𝜌)

B𝑝1 /𝑏,𝑝2 /𝑏 (𝜌)
A𝑝1 /𝑏 (𝜌)
⋅⋅⋅

⋅⋅⋅
A𝑝1 /𝑏 (𝜌)

⋅⋅⋅
(

A𝑝2 /𝑏 (𝜌)

)
)
)
B𝑝1 /𝑏,𝑝2 /𝑏 (𝜌) )
),
)
)

(4)

⋅⋅⋅
B𝑝2 /𝑏,𝑝1 /𝑏 (𝜌)

where all empty entries are zero, A𝑞 (𝜌) (with 𝑞 = 𝑝1 /𝑏 or
𝑞 = 𝑝2 /𝑏) is the (𝑞 × 𝑞) matrix with ones on the diagonal and
𝜌 outside of the diagonal, and B𝑞1 ,𝑞2 (𝜌) (with 𝑞1 = 𝑝1 /𝑏 and
𝑞2 = 𝑝2 /𝑏 or vice versa) is the (𝑞1 × 𝑞2 ) matrix with all entries
equalling 𝜌. After generating the data from this multivariate
normal distribution, we randomly permute the columns
(i.e., the ordering of the variables), so that the informative
variables (corresponding to the first—nonzero—entries of
the vector 𝜇) are randomly distributed over the 𝑏 blocks.
3.2. Simulation Results
3.2.1. Main Simulation Results. Figure 1 displays the results
for settings A to F. Figures 1(a) and 1(b) show misclassification rate and AUC (𝑦-axis) for different methods (𝑥-axis);
Figure 1(c) shows the numbers of the selected variables and
Figure 1(d) displays the penalty factors selected by crossvalidation by IPF-LASSO.
Sparse group LASSO (SGL) performs better in terms of
misclassification rate and AUC than IPF-LASSO in setting
A where the two modalities are identical, in setting B where
the proportions of truly relevant variables are the same, and
in setting C where the number of truly relevant variables
are the same. This observation indicates that when the two
modalities are very similar, SGL tends to produce models
with higher prediction performance.
Importantly, we notice that the improved prediction
performance of SGL over IPF-LASSO in this case comes at
a price of selecting substantially more variables into the final
model, as shown in Figure 1(c). For example, in setting A,
IPF-LASSO selects 24 variables (median over 100 simulation
runs) whereas SGL selects more than 150 variables; in settings
B and C, the numbers of the selected variables for SGL are
above 100. This can be a major inconvenience in reality when
both model size and prediction performance are relevant.
For instance, when developing a companion diagnostic kit
using biomarkers to predict patients’ response to treatment,
having a small set of around 10 markers is preferable to having
over 100, from the point of view of cost- and labor-efficiency.
Therefore, although the accuracy of IPF-LASSO is lower in
some cases, it might still be more useful than SGL considering
the overall practical utility. The tuning parameter 𝛼 in SGL
can be adjusted to change the sparsity; however, fine-tuning
this parameter requires one more layer of cross-validation
(and a large increase of computation time) and is out of the

A𝑝2 /𝑏 (𝜌)

)

scope in this paper. Note that such a cross-validation is not
implemented in the package SGL, suggesting that it is not
particularly recommended by the authors.
In settings A, B, and C, the performance of the standard
LASSO is slightly superior to IPF-LASSO. It makes sense in
that when two data modalities are equally informative, giving
them the same penalty is expected to yield better results than
penalizing them differently. Due to the variability of crossvalidation, however, IPF-LASSO does not always recognize
that the best penalty factors are (1, 1), leading to a slightly
worse prediction performance.
In settings D, E, and F where two modalities are very
different in the proportions of truly relevant variables, IPFLASSO yields a better performance than the standard LASSO
and SGL. When there is a belief that one modality is more
relevant to the outcome than the other, IPF-LASSO might
thus be considered for prediction model building. This is
a common scenario in clinical biomarker development: for
example, we may have a small panel of protein markers
identified based on strong prior biological knowledge and
a profiling panel of whole-genome mRNA expression. Figure 1(d) for settings D, E, and F shows that, in IPF-LASSO,
cross-validation is able to recognize which modality should
be penalized more.
3.2.2. Summary of All Simulation Results. To further understand the method performance with respect to the two
modalities in the simulations, we perform a large number of
simulations using further parameter settings as summarized
in Figure 2 (see Supplementary Table 1 for the corresponding
parameter settings). We compile all results from the 6 main
simulations and 33 additional settings, with one dot in each
of panels (a), (b), and (c) of Figure 2 representing one
simulation setting. Panel (a) shows the difference in median
AUC over 𝐵 = 100 simulation runs between IPF-LASSO and
the standard LASSO (red dots), or SGL (black dots). Panel
(b) shows the difference in median AUC against the true
model size (true number of predictors). Panel (c) contains the
difference in median AUC against a measure of the relative
size of the modalities: min(𝑝1 , 𝑝2 )/max(𝑝1 , 𝑝2 ). Panel (d)
displays the distribution of the numbers of variables selected
by the three methods.
Panel (a) in Figure 2 suggests that the larger the difference
in proportions of truly relevant predictors between the
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(d)

Figure 1: Results for settings A to F: misclassification rate on test set (a), AUC on test set (b), number of selected variables (c), and penalty
factors selected by IPF (d).
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Figure 2: Panels (a), (b), and (c): difference Δ between the median AUC of IPF-LASSO and the median AUC of the standard LASSO (red
points) and between the median AUC of IPF-LASSO and the median AUC of SGL (black points) against simulation parameters. A positive
difference indicates better performance of IPF-LASSO. Each point on the scatterplots represents one of the 6 + 33 = 39 simulation settings.
Panel (a): Δ against the absolute difference |𝑝1𝑟 /𝑝1 − 𝑝2𝑟 /𝑝2 | between the proportions of relevant variables in the two modalities. Panel (b):
Δ against the true model size 𝑝1𝑟 + 𝑝2𝑟 . Panel (c): Δ against a measure of the relative size of the modalities: min(𝑝1 , 𝑝2 )/max(𝑝1 , 𝑝2 ). Panel
(d): Median number of selected variables for IPF-LASSO, standard LASSO, and SGL. Each boxplot represents the values obtained for the
33 + 6 = 39 settings.

two modalities (|𝑝1𝑟 /𝑝1 − 𝑝2𝑟 /𝑝2 |) is, the better IPF-LASSO
performs compared to the standard LASSO and SGL. The
simulation results in the 33 additional settings strengthen
the conclusion of the main simulation. Panel (b) suggests
that SGL works better than IPF-LASSO when there are large
numbers of true variables, probably because it tends to select
a lot more variables on average, as shown in panel (d). More
precisely, SGL selects more than 100 variables most of the

time, whereas IPF-LASSO selects only about 30 variables
on average. When the true model size is small, IPF-LASSO
is slightly better. The ratio min(𝑝1 , 𝑝2 )/max(𝑝1 , 𝑝2 ) between
smaller modality size and larger modality size displayed in
panel (c) seems to impact the relative performance of IPFLASSO and the standard LASSO: the smaller the ratio, the
better the IPF-LASSO compared to the standard LASSO.
We note, however, that this apparent association may be
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confounded by the proportion of relevant variables depicted
in panel (a).
The results of settings A to F (with correlation) are
very similar to the results of settings A to F, as can be seen
from Figure 3. Correlation—at least the form of correlation
considered here—does not seem to substantially affect our
conclusions drawn with uncorrelated data.

4. Real Data Examples
4.1. TCGA Data
4.1.1. Data. We use publicly available data on acute myeloid
leukemia (AML) from The Cancer Genome Atlas [3].
Among those collected in this study, we consider three
modalities, one low-dimensional (clinical data) and two
high-dimensional, namely, microarray gene expressions and
somatic copy number alterations. The outcome is the overall
survival time (in month) of the patients, a possibly censored
time-to-event response. The data are available from The Cancer Genome Atlas repository, with reference name LAML.
Clinical variables are the age, the percentage of blast
cells in bone marrow, the white blood cell count per mm3
(continuous variables), and the sex. Preliminary analyses
(not shown) show that, for these variables, the proportional
hazards assumption is acceptable. One of the two molecular
modalities consists of 19,798 microarray gene expression
measurements from Affymetrix-U133 Plus 2. In the TCGA
repository, they are available at different processing stages.
Here we use the preprocessed data (level 3). As a second
modality, we consider the copy number alterations obtained
using Affymetrix SNP array 6.0. We download the data from
the repository following the procedure of Zhao et al. [6]. We
obtain 21,952 features, with values in {−2, −1, 0, 1, 2}. Each
variable is coded as two dummy variables, one for negative
alterations (values −2 and −1) and one for positive alterations
(values 1 and 2). The absence of alteration (value 0) is used as
the reference level. This modality includes 43,904 variables.
The clinical, gene expression, and copy number modalities have 200, 173, and 191 patients, respectively, which results
in a total of 163 subjects with data for all three modalities.
Since in the original study the data are not separated into
training and validation sets, we generate this split randomly.
More precisely, we use around 2/3 of the observations (109)
for training our models (training set) and the rest (64)
to compute their prediction ability (validation set). In our
analysis, we consider 100 such random splits and present the
average results.
4.1.2. Results. We compare the prediction abilities of Cox
proportional hazards models obtained with the four different
approaches (IPF, standard, SGL, and S) for the AML data.
We also include the results from the nonparametric KaplanMeier method (the null model). Figure 4 shows the prediction
error curves based on the time-dependent Brier score [24] for
the obtained models. A lower Brier score indicates a better
prediction. More precisely, the prediction curves in Figure 4
report for each time point the mean of the 100 Brier scores
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computed at that time in all the training/validation sets splits
considered in our analysis.
In this example, we note that IPF-LASSO (purple line)
performs better than the standard LASSO and SGL (red
and blue lines, resp.). Interestingly, if we apply LASSO
separately to the different modalities (green line), the results
are comparable to IPF-LASSO. The comparison in terms of
prediction ability can be also performed numerically by evaluating the integrated Brier score (IBS), which summarizes the
aforementioned curves into a single index. In this example,
the standard LASSO has the worst performance (average IBS
= 0.211), not much better than that of the null model (average
IBS = 0.217). SGL performs a bit better (average IBS = 0.203)
but worse than IPF-LASSO and S, which have both an average
IBS equal to 0.196. In terms of sparsity, although IPF-LASSO
and S have similar performance in terms of Brier score, IPFLASSO produces much sparser models than S. On average,
the numbers of variables in IPF-LASSO models and in S
models are 7.3 and 13.7, respectively, with the standard LASSO
between these two values (10.2). Not surprisingly, SGL (using
the default value for the tuning parameter, 𝛼 = 0.95) leads to
substantially larger models, with an average of 53.64 variables.
4.2. Breast Cancer Data
4.2.1. Data. Hatzis et al. [2] study the performance of a
genomic signature for response and survival following
taxane-anthracycline chemotherapy in patients with ERBB2negative breast cancer. The outcome of interest is the (censored) distant relapse free survival time, that is, the time
interval between the initial diagnosis biopsy and either the
diagnosis of distant metastasis or death. The data are publicly
available from the Gene Expression Omnibus repository
with reference number GSE25066. This dataset contains two
modalities, one low-dimensional (clinical data) and one highdimensional (microarray gene expression data) modality.
Among the available clinical variables, we select age
(continuous), nodal status (4 categories), tumor size (4
categories), grade (3 categories), estrogen receptor (binary),
and progesterone receptor (binary) as described in De Bin et
al. [8]. The second (high-dimensional) modality consists of
22,283 microarray gene expression measurements measured
with Affymetrix-U133A GeneChip. We use the data preprocessed and normalized in the original paper [2] but without
applying their first preselection step; that is, we consider the
information of all the available probe sets.
The dataset consists of a training set used for training
the genomic signature with 310 patients and a validation set
with 198 patients. They include 66 and 45 patients who died
(events), respectively. After removing subjects with missing
data, there are 283 (58 events) and 182 (41 events) subjects in
the training and validation datasets, respectively.
4.2.2. Main Results. Similar to the previous real dataset
analysis, here we compare the Brier scores generated from
the Cox proportional hazards models obtained with the
four methods, that is, IPF-LASSO, SGL, S, and the standard
LASSO, together with the null model from the nonparametric
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Figure 3: Results for settings A to F (with correlation): misclassification rate on test set (a), AUC on test set (b), number of selected variables
(c), and penalty factors selected by IPF (d).
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Figure 4: AML data. Prediction error curves computed up to 5 years
for the models obtained by standard LASSO (red line), S (green
line), SGL (blue line), and IPF-LASSO (purple line). The black line
represents the prediction error obtained with the null model (no
variables).

Figure 5: Breast cancer data. Prediction error curves computed up
to 6 years for the models obtained by LASSO (red line), LASSO
applied separately to the three modalities (green line), sparse group
LASSO (blue line), and IPF-LASSO (purple line). The black line
represents the results obtained with the null model (no variables).

Kaplan-Meier method. Figure 5 reports the Brier score
computed on the validation set using the model trained on
the training set. As shown in Figure 5, IPF-LASSO, SGL, and
S perform very similarly overall. They are almost identical in
predicting events happening in less than 3 years. They are
better than the standard LASSO and the null model with
Kaplan-Meier. For events between 3 and 4 years, IPF-LASSO
and S seem slightly better than SGL; for events beyond 4 years,
especially after 4.5 years, SGL appears better. However, these
differences are minimal. The Brier scores for methods IPFLASSO, S, SGL, the standard LASSO, and the null model are
0.129, 0.127, 0.130, 0.134, and 0.136, respectively. In terms
of sparsity, we note that IPF-LASSO produces the sparsest
model with 10 variables, followed by the standard LASSO
with 20 variables and S with 27 variables. SGL generates a
huge model containing 1084 variables.

represented by 3 coefficients). If we reduce the penalty factor
of the molecular data, some gene expression variables get
included into the model. For example, when decreasing the
penalty factor of the molecular modality from 32 to 16 (i.e.,
the molecular modality is penalized 16 times more than the
clinical modality), the gene expression probe sets 203153 at,
203860 at, 217769 s at, and 219097 x at enter the model and
the clinical variable tumor grade is excluded. At this time, we
obtain a small improvement in the prediction ability of the
model on validation data (see Figure 6(a)). Decreasing the
penalty factor of the molecular modality to 8 leads to more
gene expression variables entering in the model, whereas
the prediction ability on validation data is similar to that
with penalty factor 16. A further decrease to 4 results in the
exclusion of one more clinical variable (the number of lymph
nodes) and the inclusion of more molecular variables. The
prediction ability of the model, however, decreases, supporting the idea of the strong relevance of clinical variables. Note
that the size of the model increases from 7 clinical variables
only (the best model with penalty factor of 32 for the clinical
modality) to 21 with penalty factor 4. If we further decrease
the relative penalty for the molecular modality, IPF-LASSO
does not select any clinical variable. If not adequately favored,
the clinical variables “get lost” among the molecular ones
due to the vastly different sizes of the two modalities. As a
consequence, the prediction ability of the model worsens. For
example, with the penalty factors (1, 2), the integrated Brier
score increases to 0.120, a value close to that obtained for the
standard LASSO.

4.2.3. Flexible Choice of Penalty Factors. One advantage of
IPF-LASSO is the possibility of flexibly choosing different weights for the different modalities. In this example,
we observe that the cross-validation procedure selects the
penalty factors (1, 32), which penalize the molecular modality
much more than the clinical modality. This is not a surprise,
as several papers have shown the absence of a large added
predictive value of microarray gene expression data in the
case of breast cancer [8].
The best model from IPF-LASSO (with penalty factor
(1, 32)) selects only clinical variables: age, estrogen receptor,
tumor size, number of nodes, and tumor grade, yielding
a total of 7 coefficients (since the number of nodes is
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Figure 6: Breast cancer data. (a) Integrated Brier score obtained with IPF-LASSO for different choices of penalty factors. The numbers
associated with the points are the numbers of selected clinical and molecular variables, respectively. For example, “(3-18)” indicates that for
the penalty factors (1, 4) the selected model includes 3 clinical variables and 18 molecular variables. (b) The negative partial likelihood against
the parameter 𝜆 for different penalty factors. The colors of the curves are the colors of the corresponding points in (a).

Figure 6(b) displays the cross-validated negative partial
likelihood (based on training data) against the parameter 𝜆
for the penalty factors (1, 2), (1, 4), (1, 8), (1, 16), and (1, 32).
Note that the colors of the curves are the colors of the corresponding points in the plot of the left panel. These curves
confirm that, according to cross-validation, the best model
is obtained for (1, 32) (the curves for more extreme penalty
factors, which we omit for visibility purposes, have a higher
minimum than those displayed in Figure 6(b)). The curves
also allow for visualizing the two-dimensional optimization
process performed by cross-validation: IPF-LASSO selects
the penalty factors and the value of 𝜆 optimizing the criterion,
that is, the point with the smallest 𝑦-value across all curves.
4.2.4. Results with Binary Outcome. In addition to modelling
the distant relapse-free survival time, a secondary goal of this
study is to distinguish the patients with a pathological complete response (RCB-I) from those with a significant residual
disease (RCB-II/RCB-III). Here, the pathological response
is a binary outcome. We now apply the four approaches
considered previously with logistic regression and use the
area under the ROC curve (AUC) as a performance metric
for the methods. In contrast to the Brier score, a larger value
of AUC corresponds to better prediction performance. The
AUC values for IPF-LASSO, S, SGL, and the standard LASSO
are 0.663, 0.712, 0.722, and 0.653, respectively. Regarding
the model sparsity, IPF-LASSO and S select a comparable
number of variables (50 and 46, resp.), while the standard
LASSO leads to the sparsest model (38 variables). Again
SGL provides a much larger model with 1128 variables.
Please note that this unfavorable result of our method is not
contradictory per se with the simulation results, since a real

dataset is but a point in the space of all possible datasets, and
the performance of methods is highly variable across datasets
[25]. In this paper, we make the choice to honestly report
this unfavorable result and not to report only the results
that make our method look better, following Rule 4 (“do not
fish for datasets”) of the good practice recommendations by
Boulesteix [26].

5. Discussion
In this paper, we addressed an important question in biomedical research, namely, how to integrate multiple (possibly
correlated) data modalities with different sizes and different
relevancies to the outcome, with the aim of generating
a sparse prediction model. We proposed an 𝐿 1 -penalized
regression method, IPF-LASSO, that penalizes the data
modalities differently. IPF-LASSO is flexible in determining
the penalty factors—they can be chosen in a completely datadriven manner by cross-validation or specified by user. IPFLASSO works with continuous, binary, or survival dependent
variables; and predictor variables can be continuous, categorical, and a mixture of both. IPF-LASSO is implemented in
our R package ipflasso but could in principle be integrated
within any package implementing 𝐿 1 -penalized regression,
such as glmnet. Most importantly, being directly based on
LASSO, our approach has two major advantages: its conceptual simplicity within a well-established framework and its
computational transportability allowing easy application of
the resulting prediction rules by other researchers.
Simulation studies have demonstrated that IPF-LASSO
has better prediction performance compared to competitors
(standard LASSO, separate LASSO models, and sparse group
LASSO), when the two data modalities are different in
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terms of relevance for prediction, and performs slightly
worse if the modalities are similar. More importantly, in both
simulations and real case studies, IPF-LASSO is shown to
generate much more parsimonious models than sparse group
LASSO, which is a much desired property from a practical
perspective.
In principle, IPF-LASSO is designed for any number 𝑀
of modalities. It assigns one penalty factor to each modality,
with its value controlling how much a modality is penalized
when fitting the model. In practice, however, the choice of
the penalty factors is a computational bottle-neck, since the
computation time required by full cross-validation grows
exponentially with 𝑀. With today’s computational capacities,
full cross-validation is manageable only for up to, say, 𝑀 = 4
modalities. In contrast, sparse group LASSO has one unique
parameter for all modalities; hence, it is not able to distinguish
differences in modalities. This makes it less flexible but more
appropriate to handle large numbers of modalities. Note that
the good performance of sparse group LASSO observed in
simulations comes at a price of generating substantially larger
models, which may not be practical in real-life applications.
In addition, having different penalty factors in IPF-LASSO
allows for the incorporation of prior biological knowledge
or practical concerns. To address the computational cost
induced by the choice of the penalty factors for large 𝑀,
alternatives to our grid search cross-validation approach may
be considered in the future, for example, based on empirical
Bayes procedures [20], on model selection criteria such as the
Akaike information criterion (AIC) or Bayesian information
criterion (BIC), or using the approach inspired from adaptive
LASSO [14] adopted by Ternès et al. [27] in the specific case
of treatment-biomarker interactions.
One common issue for all variations of LASSO, including
IPF-LASSO, is instability. Small changes of the dataset may
lead to big changes of the selected model. Stability can be
investigated using resampling methods, as suggested under
the name “stability selection” [28]. Such methods, which are
increasingly gaining attention [29], can be directly applied to
IPF-LASSO as well. Going beyond the scope of this work,
further improvement from IPF-LASSO may be considered.
For example, one may consider introducing additional 𝐿 2
penalty term(s), yielding “elastic net-” like methods [30].
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Analysis of quantified voice patterns is useful in the detection and assessment of dysphonia and related phonation disorders. In
this paper, we first study the linear correlations between 22 voice parameters of fundamental frequency variability, amplitude
variations, and nonlinear measures. The highly correlated vocal parameters are combined by using the linear discriminant analysis
method. Based on the probability density functions estimated by the Parzen-window technique, we propose an interclass probability
risk (ICPR) method to select the vocal parameters with small ICPR values as dominant features and compare with the modified
Kullback-Leibler divergence (MKLD) feature selection approach. The experimental results show that the generalized logistic
regression analysis (GLRA), support vector machine (SVM), and Bagging ensemble algorithm input with the ICPR features
can provide better classification results than the same classifiers with the MKLD selected features. The SVM is much better at
distinguishing normal vocal patterns with a specificity of 0.8542. Among the three classification methods, the Bagging ensemble
algorithm with ICPR features can identify 90.77% vocal patterns, with the highest sensitivity of 0.9796 and largest area value of
0.9558 under the receiver operating characteristic curve. The classification results demonstrate the effectiveness of our feature
selection and pattern analysis methods for dysphonic voice detection and measurement.

1. Introduction
Dysphonia is a phonation disorder with the difficulty in the
voice production. Dysphonia can be observed with hoarse,
harsh, or breathy vowel sounds, as a result of impaired ability
of the vocal folds to properly vibrate during exhalation [1].
Idiopathic Parkinson’s disease (IPD) is known as a chronic
neurodegenerative disorder that may lead to producing dysphonic voice due to probable neurogenic interruptions in the
laryngeal nerve paths [2]. It is reported by Sewall et al. [2]
that about 70% to 80% of IPD patients would suffer from dysphonia or other phonatory disorders, with the symptoms of
decreased variation, roughness, increased asthenia, dysarthria, or voice tremor. The neurological dysfunction and debilitated communicative deficits of IPD patients greatly cause
impact on their social communications and quality of life [3].

Characterization and quantification of vocal parameters
are useful for better understanding of the perceptual changes
in phonation system of IPD patients in accordance with
the clinical disease progression [4, 5]. Impaired vocal folds
and articulatory and fluency deficits of IPD patients may
result in altered vibrations of the glottis, changes of acoustic
amplitude, and pitch frequency variations, when producing
vowel sounds. Recent studies [4–8] have attempted to quantify dysphonic voice parameters such as acoustic amplitude
and frequency variations, with the purpose of characterizing
the IPD dysphonic symptoms. Holmes et al. [6] examined the
perceptual voice characteristics of IPD patients with different
disease stages. They compared the perceptual and acoustic
characteristics between 60 IPD patients and 30 normal
control subjects. Their results showed that IPD has significant manifestations of loudness variability, lower maximum
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phonation frequency, breathiness, harshness, and reduced
loudness [6]. Goberman et al. [9] investigated the acoustic
characteristics of fundamental frequency (𝐹0) variability in
vowels, mean of 𝐹0, and intensity range of IPD patients. They
reported that the jitter and mean 𝐹0 values would increase
and the intensity range would become smaller in IPD patients
than in healthy subjects. Rahn et al. [10] and Vaziri et al.
[11] also computed some fractal and entropy parameters of
IPD patients and control subjects, in order to measure the
nonlinear dynamics of sustained vowel sounds in their speech
tests. Their experiments demonstrated a significant increased
acoustic signal complexity in terms of fractal dimensions and
period entropies can be observed in IPD patients with voice
impairment and phonation disorders [10, 11].
With a number of phonatory frequency variability, variation of speech amplitude (shimmer), intensity, and nonlinear dynamics parameters computed from the electroglottographic signals in standard speech tests, it is necessary to
select the most discriminant vocal parameters with feature
combination methods for further pattern classifications.
Filter methods for feature selection or combination are
usually less computationally intensive than the wrapper
methods that commonly use a predictive model to score
feature subsets [12]. Plenty of statistical feature filter methods
are computed based on probability distribution estimations
[5, 12]. The mutual information gain, interclass distance
based on estimated probability densities, or the scores of
significance tests are widely used measures to filter the
optimal feature subsets with the filter methods [5]. In order to
measure the information gain of each feature, the KullbackLeibler divergence (KLD) [13] can be utilized to calculate the
interclass distance of feature probability densities between
the healthy controls and patients with Parkinson’s disease.
The Kullback-Leibler divergence is the information gained
when one revises one’s beliefs from the prior probability distribution to the posterior probability distribution; that is, the
KLD measures the amount of information lost when the prior
probability distribution is used to approximate the posterior
probability distribution [13]. However, the KLD proposed by
Kullback and Leibler [14] is a type of nonsymmetric metric
that estimates the relative entropy of the posterior probability
distribution over the prior probability distribution [15]; Wu
and Shi suggested a revision of the KLD (named the modified
Kullback-Leibler divergence, MKLD) with the symmetry
divergence adjustment, to better characterize the gait feature
probability densities between healthy adults and amyotrophic
lateral sclerosis [16]. It is worth noting that either KLD or
MKLD commonly leads to the systematic bias, because the
prior probability density in the relative entropy denominator
sometimes has to be revised to avoid a value of zero.
The aim of the present work is to propose a novel
probabilistic-based class-confusion information measure
method, by means of estimating the overlapping area of
the feature probability distributions between two classes. It
is hypothesized that the combination of the selected vocal
features based on the interclass probability risk rule could
provide more discriminative information for pattern analysis.
In addition, we plan to study the correlations between multiple vocal parameters and also develop the methods of feature
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Table 1: Pathological stages of 23 patients with Parkinson’s disease
rated by the modified Hoehn and Yahr (MHAY) scale.
MHAY stage
Disease description
Number of patients
1
Minimal functional involvement
3
1.5
Unilateral involvement
3
2
Bilateral involvement
5
2.5
Mild bilateral disease
7
3
Mild to moderate bilateral disease
4
4
Severe functional disability
1

computing and analysis of vocal patterns. It is hypothesized
that the advanced machine learning algorithms with the
selected multivariate features may effectively distinguish the
vocal patterns between patients with Parkinson’s disease and
healthy control subjects.
The rest of the paper is organized as follows. Section 2
describes the voice data set and related acoustic features
for further pattern analysis. Section 3 describes the feature
selection and pattern classification methods used in our computer experiments. Section 4 presents the results of feature
correlations, feature selection, and pattern classifications in
detail, along with the result analysis and limitation discussions. Section 5 concludes the present study and provides the
perspective on future possible related works.

2. Materials
2.1. Voice Data Set. The phonation data tested in the present
work were provided by Little et al. [7] for public research
usage and can be online accessed via the University of California at Irvine machine learning repository [17]. The data
set consists of 195 sustained vowel voice records phonated
by a total of 31 subjects (48 vowel phonations recorded from
the subjects in the normal group and 147 vowel phonations
recorded from the patients with Parkinson’s disease in the
pathological group). The normal group involves 8 healthy
control (CO) subjects (3 males and 5 females, age mean ±
standard deviation, SD: 60.2 ± 8.6 years). The pathological
group contains 23 IPD patients (16 males and 7 females, age
mean ± SD: 67.8 ± 9.7 years). The disease stages of IPD
symptoms were rated using the modified Hoehn and Yahr
(MHAY) scale [18], a most commonly used IPD progress
assessment method in neurological diagnosis, for 23 IPD
patients. Details of the MHAY stages of the IPD patients are
listed in Table 1. It is noted that 17 (73.9%) IPD patients were
with mild, moderate, and even severe functional impairments
(MHAY > 2).
The speech recording experiments were carried out by
Little et al. [7], with all 31 subjects providing their written
informed consent reviewed and approved by University of
Oxford, United Kingdom, and United States National Center
for Voice and Speech, Denver, Colorado. Each subject was
requested to pronounce vocal vowels with a head-mounted
microphone positioned at 8 cm in front of the lips. The
head-mounted microphone was calibrated by using a Class
1 sound level meter (Brüel & Kjær Type 2238 Mediator) [7].
The acquired acoustic signals were sampled at 44.1 kHz with
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Table 2: Voice perturbation and nonlinear dynamic parameters measured from the acoustic signals of 31 subjects [5, 7].
Abbreviations
MDVP:F0 (Hz)
MDVP:Fhi (Hz)
MDVP:Flo (Hz)
MDVP:Jitter(%)
MDVP:Jitter(Abs)
MDVP:RAP
MDVP:PPQ
Jitter:DDP
MDVP:Shimmer
MDVP:Shimmer(dB)
Shimmer:APQ3
Shimmer:APQ5
MDVP:APQ11
Shimmer:DDA
NHR
HNR
RPDE
D2
DFA
Spread1
Spread2
PPE

Feature description
Average vocal fundamental frequency
Maximum vocal fundamental frequency
Minimum vocal fundamental frequency
MDVP jitter in percentage
MDVP absolute jitter in ms
MDVP relative amplitude perturbation
MDVP five-point period perturbation quotient
Average absolute difference of differences between jitter cycles
MDVP local shimmer
MDVP local shimmer in dB
Three-point amplitude perturbation quotient
Five-point amplitude perturbation quotient
MDVP 11-point amplitude perturbation quotient
Average absolute differences between the amplitudes of consecutive periods
Noise-to-harmonics ratio
Harmonics-to-noise ratio
Recurrence period density entropy measure
Correlation dimension
Signal fractal scaling exponent of detrended fluctuation analysis
Two nonlinear measures of fundamental
Frequency variation
Pitch period entropy

16-bit resolution per sample. The amplitude of each signal
was digitally normalized in order to suppress the effects
of individual difference [7]. The Kay Pentax multidimensional voice program (MDVP) was used by Little et al.
[7] to measure 16 voice perturbation parameters, including
the period (jitter) and amplitude (shimmer) perturbations,
and harmonics-to-noise (and noise-to-harmonics) ratios. Six
additional nonlinear parameters were also computed by Little
et al. [7] to characterize the signal complexity degree and
fractal dimensions of the dysphonic voice records. For more
details on speech recording protocol and acoustic signal
acquirement experiments, please refer to the related work of
Little et al. [7].
2.2. Feature Descriptions. There are a total of 22 vocal features
available in the phonation data set provided by Little et al.
[7]. Details of the feature description are listed in Table 2.
For the convenience of voice perturbation feature presentation, we named the average, maximum, and minimum
vocal fundamental frequency (in Hz) computed by the
Kay Pentax multidimensional voice program (MDVP) with
the abbreviations of MDVP:F0, MDVP:Fhi, and MDVP:Flo,
respectively. The percentage and absolute jitter values are
expressed as MDVP:Jitter(%) and MDVP:Jitter(Abs). The
five-point period perturbation quotient and relative amplitude perturbation parameters calculated by the MDVP are
written as MDVP:PPQ and MDVP:RAP. The Jitter:DDP
denotes the average absolute difference of differences between
jitter cycles. The original and logarithmic units of the MDVP
local shimmer parameter are named MDVP:Shimmer and

MDVP:Shimmer(dB). The abbreviations of Shimmer:APQ3
and Shimmer:APQ5 are short for the three-point and fivepoint shimmer perturbation quotient values, respectively.
MDVP:APQ11 represents the 11-point amplitude perturbation quotient value. Shimmer:DDA is the average absolute
differences between the amplitudes of consecutive periods.
The noise-to-harmonics ratio and harmonics-to-noise ratio
of the acoustic signals are abbreviated as NHR and HNR,
respectively. Several nonlinear features include the correlation dimension (D2), recurrence period density entropy
(RPDE), detrended fluctuation analysis (DFA), and pitch
period entropy (PPE). Two nonlinear measures of fundamental frequency variation are presented as Spread1 and Spread2,
respectively.
2.3. Feature Correlation Analysis. It is noted that several vocal
features characterize the similar perturbation and nonlinear
properties; for example, Shimmer:APQ3, Shimmer:APQ5,
and MDVP:APQ11 characterize the amplitude variations. It is
therefore necessary to analyze the vocal feature correlations
in order to minimize the similarity redundancy [5]. In
the present study, we computed the correlation coefficients
between the vocal feature pairs. The strong linear correlation relationship between each feature pair was empirically
defined with the Pearson correlation coefficient over 0.8.

3. Methods
3.1. Feature Selection. With a number of fundamental frequency perturbation, amplitude variation, and nonlinear
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signal dynamics features at hand, we considered selecting the
most representative feature combination for further pattern
analysis. In this work, we applied the Parzen-window method
to establish the probability density function (PDF) of each
feature for the IPD and CO subject groups, respectively.
The Parzen-window method is one of the nonparametric
kernel-based PDF modeling techniques, which can be used
to establish multimodal PDFs [19, 20]. The Parzen-window
method commonly estimates an unknown PDF by averaging
the accumulated nonnegative kernel functions 𝜅(⋅), the centers of which are located at the vocal pattern data points 𝑥𝑖 ,
written as
𝑥 − 𝑥𝑖
1 𝑁
𝑓̂ (𝑥) =
),
∑𝜅 (
𝑁 ℎ 𝑛=1
ℎ

(1)

where 𝑁 is the number of data points and ℎ represents
the kernel bandwidth. In the present study, the Gaussian
radial basis function was chosen as the kernel window
function. According to Hollander et al. [12], the optimal
kernel bandwidth of the Gaussian function is given by
ℎopt = 1.06 × SD × 𝑁−1/5 ,

(2)

where SD denotes the standard deviation of the data points.
Based on the estimated PDFs of each vocal feature for
the IPD and CO groups, we would like to analyze and
select the possible feature combinations that may contain
the most representative discriminant information on pattern
classifications. We first calculated the modified KullbackLeibler divergence (MKLD) to compare the feature differences between the IPD and CO subject groups. The MKLD
is revision of the Kullback-Leibler divergence to make a
symmetry adjustment of such a relative entropy measure
between the probability distributions of 𝑓̂IPD (𝑥) and 𝑓̂CO (𝑥)
for two subject groups [16], which can be written as
𝑓̂ (𝑥)
𝑓̂IPD (𝑥) ln [ IPD
] 𝑑𝑥
−∞
𝑓̂CO (𝑥)
∞

MKLD = ∫

𝑓̂ (𝑥)
] 𝑑𝑥.
+ ∫ 𝑓̂CO (𝑥) ln [ CO
−∞
𝑓̂ (𝑥)
∞

(3)

IPD

If two probability distributions are similar or completely the
same, the MKLD value is close to zero. On the other hand,
the MKLD value would become large, if two classes are
discriminant based on their probability distributions.
The MKLD is better than the Kullback-Leibler divergence
(KLD) because the MKLD is a symmetric probability density
measure metric that calculates the twofold relative entropy
values between two feature probability distributions. However, it can be observed from the MKLD definition that the
relative entropy should avoid a zero denominator with minor
numeric revisions, such that the MKLD feature divergence
computing sometimes would bring in the systematic bias.
With the purpose of better representing the probability
density differences of the distinct vocal features, in this work,
we propose an overlapping feature distribution measure
method to estimate the probabilistic confusion between two

classes. The interclass probability risk (ICPR) is computed
with the integration of the overlapped PDFs as
ICPR = ∫

∞

−∞

min [𝑓̂IPD (𝑥) , 𝑓̂CO (𝑥)] 𝑑𝑥.

(4)

If the entire feature probability distributions of two classes
are overlapping, the value of ICPR is equal to 1. When two
classes are completely separable without any PDF overlap, the
ICPR value becomes zero. In general, if the ICPR value is
smaller, the classes are easier to be separated with the given
feature distributions. The feature selection based on the ICPR
measure has a major advantage that it can be adaptive to
unimodal or multimodal probability densities.
In order to determine the best feature combination for
further pattern classifications, the ICPR and MKLD measures
were used as the feature selection metrics in our experiment,
respectively. If the probability densities of two classes are
overlapped at a random guess level, that is, the overlapped
area of two probability densities is equal to the resting
nonoverlapped probability density areas of both two class, the
ICPR value is about to be 0.67. The optimal features selected
by the ICPR method are MDVP:F0, Spread1, MDVP-LDA,
Shimmer-LDA, and Nonlinear-LDA, with the ICPR value
lower than 0.6, the features of which could help the classifiers
make a decision better than a random guess. Since the MKLD
is a symmetry metric with the sum of a pair of KLDs, the
probability densities of two classes that are overlapped at a
random guess level would produce a MKLD value of 1. In our
experiments, the best features selected by the MKLD method
are MDVP:F0, MDVP:Flo, MDVP-LDA, Shimmer-LDA, and
Nonlinear-LDA, with the MKLD value larger than 1.
3.2. Pattern Classifications. Based on the selected features
with the ICPR and MKLD methods, we used three different
nonlinear classification methods, that is, generalized logistic
regression analysis (GLRA), support vector machine (SVM),
and Bagging ensemble algorithm, to distinguish the voice
patterns based on the selected feature set. The voice pattern
classes of the healthy control subjects and IPD patients were
assigned with the negative label (−1) and positive label (+1).
3.2.1. Generalized Logistic Regression Analysis. As an extension version of binary logistic regression analysis, the generalized logistic regression analysis establishes a multinomial
logistic model in order to describe the systematic relationship
between the multivariate feature inputs and the explanatory outcome. The generalized logistic regression analysis
model also contains a random component with the Bernoulli
distribution to characterize the stochastic effects [21]. The
logit link function of generalized logistic regression analysis
calculates the natural logarithm of an odds ratio of the
binomial probabilities, which can be written as
ln (

𝑃IPD
) = x𝑇 𝛽 = 𝛽0 + 𝑥1 𝛽1 + ⋅ ⋅ ⋅ + 𝑥𝑓 𝛽𝑓 ,
𝑃CO

(5)

where 𝑃IPD and 𝑃CO = 1 − 𝑃IPD denote the probabilities of
binary classes (i.e., IPD and CO subject groups), the vector
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𝛽 = [𝛽0 , 𝛽1 , . . . , 𝛽𝑓 ]𝑇 represents the generalized logistic regression coefficients, and x = [1, 𝑥1 , . . . , 𝑥𝑓 ]𝑇 is the model
input vector including unity and five selected vocal features,
the latter of which include MDVP:F0, Spread1, MDVP-LDA,
Shimmer-LDA, and Nonlinear-LDA. The regression coefficients were calculated with the maximum likelihood estimation by following the iterative weighted least-squares procedure [22]. The optimal generalized logistic regression coefficients were estimated to be 𝛽opt = [1.362, −0.003, 7.856,
−0.021, 0.005, 25.71]𝑇 , which could make the generalized
logistic regression analysis model to achieve the largest area
under the receiver operating characteristic (ROC) curve.
3.2.2. Support Vector Machine. The support vector machine is
a widely used kernel-based supervised learning methodology
which constructs an artificial neural network to nonlinearly
project its input data onto a high-dimensional space to
make an optimal hyperplane as the classification decision.
The support vector machine training procedure follows the
Vapnik-Chervonenkis dimension theory to optimize the
neural network with the minimum structural risk [23]. The
most informative data are searched in the mapped space to
form the support vectors with the purpose of using several
slack variables to make the nonseparable patterns linearly
separable, and the decision hyperplane is commonly obtained
by maximizing the interclass margin between two classes
[24, 25].
In order to compare the classification results, the SVM
input features, that is, MDVP:F0, Spread1, MDVP-LDA,
Shimmer-LDA, and Nonlinear-LDA, were identical to the
inputs of the generalized logistic regression analysis model.
In the present work, the input features were mapped by the
nonlinear kernels in terms of radial basis function with the
spread parameter 𝜎 = 1 in the high-dimensional space. The
support vector machine objective function can be written by
combining some equality constraints under the Kuhn-Tucker
conditions; then the optimal parameters of the support vector machine model can be derived by solving a nonlinear programming problem [24].
3.2.3. Bagging Classifier Ensemble. The Bagging algorithm is
one of the most prevailing ensemble learning paradigms for
pattern recognition applications [26]. The Bagging ensemble
paradigm commonly contains the procedures of bootstrap
sampling and aggregation. Given a set of training data, the
Bagging method repeatedly generates a new training set, the
size of which is the same as that of the original training
data for each based classifier. Some original data instances
will appear once again in each generated training set, such
that they will replace those absent instances. In the present
study, we used 50 decision trees as based classifiers which
were trained by the bagged data instances. The outputs
of these decision trees were finally aggregated by majority
voting for the consensus class labels. The Bagging ensemble
generalization error was also estimated with the increase of
bagged decision trees.
3.3. Classification Evaluation Metrics. We used 5-fold crossvalidation technique to test the generalization capability of
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each classification method. The cross-validation technique
first divided the entire set of 195 vocal instances into 5 disjoint subsets (i.e., 39 instances in each subset). In each validation procedure, one subset was selected for testing, and
the remaining 4 subsets were used for training the classifiers.
Such validation steps were carried out repeatedly until all 5
subsets had been tested for pattern classifications.
The classification results were computed with the confusion matrix metric, in terms of true positive (TP), true
negative (TN), false positive (FP), and false negative (FN).
Based on the confusion matrix, the parameters of overall
accuracy, sensitivity, and specificity were calculated as
Accuracy =

(TP + TN)
,
(TP + FP + TN + FN)

Sensitivity =

TP
,
(TP + FN)

Specificity =

TN
.
(FP + TN)

(6)

We also computed the Matthews correlation coefficient
(MCC) [27] to evaluate the binary classification quality. The
merit of the MCC metric is that it incorporates the true and
false positives and negatives as a balanced measure between
the predicted and actual binary classes. The MCC can be
derived from the confusion matrix in the form of correlation
coefficient written as
MCC
=

TP × TN − FP × FN
.
√(TP + FP) (TP + FN) (TN + FP) (TN + FN)

(7)

Similar to other correlation coefficients, the MCC returns a
value between −1 and 1. A perfect class agreement outcome
produces a value of MCC equal to 1, and MCC > 0 indicates an
appropriate binary class prediction. A zero MCC value reveals
that the class prediction is no better than random guess. If
the MCC value is smaller than 0, it shows that the poor class
prediction is even worse than random guess, and a disastrous
overall disagreement leads to a MCC value of −1.
In addition, the ROC graphs were generated for visualizing and evaluating binary classification performance. The
optimal cutoff point of the ROC curve for the best class
prediction of each classification method was chosen in accordance with the maximum Youden’s index value (Yindex) [28],
that is,
maxYindex = Sensitivity + Specificity − 1.

(8)

Areas under the ROC curve (AUC) were calculated to
measure the effectiveness of the class predictions for three
classification methods. As recommended by Demsar [29],
the Wilcoxon signed ranks hypothesis test was applied to
compare the distinguished vocal patterns of different classification methods in statistical sense (statistically significance:
𝑝 < 0.05).
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Table 3: Pearson correlation coefficients between the vocal features of MDVP:Jitter(%), MDVP:Jitter(Abs), MDVP:RAP, MDVP:PPQ,
Jitter:DDP, and NHR.
Features
MDVP:Jitter(%)
MDVP:Jitter(Abs)
MDVP:RAP
MDVP:PPQ
Jitter:DDP
NHR

MDVP:Jitter(%)
1
0.9357
0.9903
0.9743
0.9903
0.907

MDVP:Jitter(Abs)
0.9357
1
0.9229
0.8978
0.9229
0.835

MDVP:RAP
0.9903
0.9229
1
0.9573
1
0.9195

MDVP:PPQ
0.9743
0.8978
0.9573
1
0.9573
0.8446

Jitter:DDP
0.9903
0.9229
1
0.9573
1
0.9195

NHR
0.907
0.835
0.9195
0.8446
0.9195
1

Table 4: Pearson correlation coefficients between the vocal features of MDVP:Shimmer, MDVP:Shimmer(dB), Shimmer:APQ3, Shimmer:APQ5, MDVP:APQ11, and Shimmer:DDA.
Features
MDVP:Shimmer
MDVP:Shimmer
1
MDVP:Shimmer(dB)
0.9873
Shimmer:APQ3
0.9876
Shimmer:APQ5
0.9828
MDVP:APQ11
0.9501
Shimmer:DDA
0.9876

MDVP:Shimmer(dB)
0.9873
1
0.9632
0.9738
0.961
0.9632

4. Results and Discussion
According to the correlation coefficient values listed in
Table 3, the strong linear correlated features (correlation coefficient > 0.8) were associated with fundamental frequency
(jitter) perturbations and the noise-to-harmonics ratio.
Table 4 shows the strong correlations among the amplitude
perturbation (shimmer) features. Moreover, the nonlinear
vocal features of detrended fluctuation scaling index and
pitch period entropy are also highly correlated, with the
Pearson correlation coefficient of 0.9624. In order to avoid
the effects of feature similarity, we used the linear discriminant analysis (LDA) method to project the highly
correlated feature dimensions onto the most principal dimension based on linear combination coefficients. The principal dimension of the MDVP:Jitter(%), MDVP:Jitter(Abs),
MDVP:RAP, MDVP:PPQ, Jitter:DDP, and NHR features,
denoted as MDVP-LDA, was projected by the linear combination coefficients of 0.0062, 4.4 ×10−5 , 0.0033, 0.0034,
0.0099, and 0.0248, respectively. Then, the principal dimension of the MDVP:Shimmer, MDVP:Shimmer(dB), Shimmer:APQ3, APQ5, APQ11, and Shimmer:DDA features,
denoted as Shimmer-LDA, was linearly combined with the
coefficients of 0.0297, 0.2823, 0.0157, 0.0179, 0.0241, and
0.047, respectively. The principal dimension of detrended
fluctuation scaling index and pitch period entropy features,
denoted as Nonlinear-LDA, was computed with the linear
combination coefficients of −5.6844 and 0.2066, respectively.
Figure 1 illustrates the estimated probability densities and
histograms of the Shimmer-LDA and recurrence period density entropy features, respectively. The numbers of histogram
bins for the CO and IPD groups were determined according
to the Scott’s optimal choice rule [30, 31]. The probability
density curves are plotted in blue and red colors for healthy
control subjects and IPD patients, respectively. It can be

Shimmer:APQ3
0.9876
0.9632
1
0.9601
0.8966
1

Shimmer:APQ5
0.9828
0.9738
0.9601
1
0.9491
0.9601

MDVP:APQ11
0.9501
0.961
0.8966
0.9491
1
0.8966

Shimmer:DDA
0.9876
0.9632
1
0.9601
0.8966
1

Table 5: Feature selection by means of the interclass probability
risk (ICPR) and modified Kullback-Leibler divergence (MKLD)
methods. Bold values are selected features for pattern classifications
(ICPR < 0.6; MKLD > 1).
Features
MDVP:F0
MDVP:Fhi
MDVP:Flo
HNR
RPDE
D2
Spread1
Spread2
MDVP-LDA
Shimmer-LDA
Nonlinear-LDA

ICPR
0.59
0.71
0.67
0.66
0.71
0.76
0.56
0.69
0.59
0.46
0.43

MKLD
1.02
0.26
1.13
0.73
0.25
0.22
0.89
0.46
1.96
5.72
2.17

observed that the probability density curves are very smooth
by using the Parzen-window estimate method, and the
RPDE probability distribution curve for IPD patients exhibits
multimodality which is quite different from the probability
density curve of normal control subjects. According to the
probability density curves, it seems that the mean RPDE value
of IPD patients is larger than that of normal control subjects,
but the Shimmer-LDA variance of normal control subjects is
much greater than that of the IPD patients. The ICPR value
of each feature is the integration of the overlapped probability
density area between the curves of IPD and control subjects,
which presents the class-confusion probability with the given
feature. The estimated probability density curves and the
ICPR areas are similar in all candidate features given in
Table 5.
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Figure 1: Estimated probability density functions of (a) recurrence period density entropy measure (RPDE) and (b) Shimmer-LDA features,
plotted with blue and red curves for healthy control (CO) and idiopathic Parkinson’s disease (IPD) subjects, respectively. The overlapping
interclass probability risk (ICPR) areas are shown in gray color. Normalized histograms of (c) RPDE and (d) Shimmer-LDA features are also
provided with the overlapped areas in gray color, for the purpose of comparison.

Details of the ICPR and MKLD feature selection results
are listed in Table 5. The features with ICPR values < 0.6
imply that the class-confusion probabilities of these features
are below 0.6, and the classification error rates are lower than
0.3 with the optimal discrimination of the Bayes decision
rule. The features with MKLD values > 1 indicate that the
differences of probability density curves are larger than 0.5
between the healthy control and IPD subjects, which would
make the classifiers perform better than random guess.
Both of the ICPR and MKLD method select five dominant

features, with the only difference that the ICPR method
selected Spread1 instead of MDVP:Flo, which was chosen
by the MKLD method. It is worth noting that the MDVPLDA, Shimmer-LDA, and Nonlinear-LDA, have manifested
distinguishable information, because all these three features
are involved in the dominant feature set.
The resubstitution errors of the Bagging ensemble with
the increase of decision trees, based on the MKLD and ICPR
input features, are shown in Figure 2, respectively. It can be
observed that, with the increasing number of decision trees
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Figure 2: Error curves of the Bagging ensemble input with the (a) modified Kullback-Leibler divergence (MKLD) and (b) interclass
probability risk (ICPR) selected features. Boundary of 95% confidence interval is shown in pseudo-red-color.

as base learners, the Bagging ensemble prediction errors are
consistently decreasing and finally become convergent.
Figure 3 plots the classification results of the generalized
logistic regression analysis, support vector machine, and
Bagging ensemble methods with the MKLD and ICPR input
features. With the MKLD and ICPR selected features, the
generalized logistic regression analysis classifier successfully
distinguished 83.08% (sensitivity: 0.9116; specificity: 0.5833)
and 84.62% (sensitivity: 0.932 and specificity: 0.5833) vocal
patterns, respectively. The generalized logistic regression
analysis classifier with ICPR features (Matthews correlation
coefficient, MCC: 0.5232) may correctly identify 3 more IPD
vocal patterns, which is slightly better than that with MKLD
features (MCC: 0.5604).
The support vector machine classification results are
much better, with the accurate rates of 88.72% (with MKLD
features) and 90.77% (with ICPR features), respectively. The
support vector machine has successfully identified 133
(MKLD sensitivity: 0.9048) and 136 (ICPR sensitivity: 0.9252)
with the MKLD and ICPR selected features, respectively. It
is clear that the ICPR features could help both of generalized logistic regression analysis and support vector machine
classifiers better distinguish IPD vocal patterns. In addition,
the support vector machine has the major advantage when
dealing with control vocal patterns, by providing the high
specificity results of 0.8333 and 0.8542 input with the MKLD
and ICPR features, respectively.
The Bagging ensemble algorithm provides the accurate
classification rates of 89.23% (with MKLD features) and
90.77% (with ICPR features), respectively. The Bagging
ensemble algorithm has the superiority with the high IPD
vocal pattern identification rates, by providing the sensitivity
results of 0.9592 (141 correct IPD cases with MKLD features)
and 0.9796 (144 correct IPD cases with ICPR features),
respectively. The specificity value of the Bagging ensemble
algorithm is 0.6875 (with either MKLD or ICPR features),

which indicates that the Bagging ensemble can outperform
the generalized logistic regression analysis classifier in detecting healthy control patterns but is still inferior to the support
vector machine. The Wilcoxon signed ranks test results show
that the support vector machine classifier is significantly
superior in classification performance to either the Bagging
ensemble algorithm (𝑝 = 0.037 with the ICPR features and
𝑝 = 0.034 with the MKLD features) or the generalized logistic regression analysis classifier (𝑝 = 0.017 with the ICPR features and 𝑝 = 0.019 with the MKLD features). However, the
classification results of the Bagging ensemble algorithm are
slightly better but without a statistical significance (𝑝 = 0.232
with the ICPR features and 𝑝 = 0.305 with the MKLD features) than those of the generalized logistic regression analysis
classifier.
Concerning the overall classification performance,
although the MCC results (MKLD MCC: 0.6964, ICPR
MCC: 0.6977) of the Bagging ensemble algorithm are lower
than those of the support vector machine (MKLD MCC:
0.7105, ICPR MCC: 0.7592), the Bagging ensemble may
output the best ROC curves and the largest area under the
ROC curve (AUC) values (MKLD AUC: 0.9286, ICPR AUC:
0.9558) in comparison with the generalized logistic regression analysis (MKLD AUC: 0.8936, ICPR AUC: 0.9031) and
support vector machine (MKLD AUC: 0.9216, ICPR AUC:
0.9349), as shown in Figure 4. In general, it is clear from
Figure 3 that classification results, in terms of accuracy, sensitivity, specificity, and MCC, of the generalized logistic regression analysis, support vector machine, and Bagging
ensemble based on the ICPR selected features are superior
to those input with the MKLD selected features. Such results
demonstrate the merits of our proposed ICPR feature selection method for IPD vocal pattern analysis. The Bagging ensemble algorithm is very good at identifying IPD vocal
patterns with the highest sensitivity results, and the support
vector machine is suited for detecting the normal control
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Figure 3: Classification results of the generalized logistic regression
analysis (GLRA), support vector machine (SVM), Bagging ensemble, and input with the MKLD and ICPR selected features, respectively. GLRA-MKLD: sensitivity: 0.9116; specificity: 0.5833; MCC:
0.5232; GLRA-ICPR: sensitivity: 0.932; specificity: 0.5833; MCC:
0.5604; SVM-MKLD: sensitivity: 0.9048; specificity: 0.8333; MCC:
0.7105; SVM-ICPR: sensitivity: 0.9252; specificity: 0.8542; MCC:
0.7592; Bagging-MKLD: sensitivity: 0.9592; specificity: 0.6875;
MCC: 0.6964; Bagging-ICPR: sensitivity: 0.9796; specificity: 0.6875;
MCC: 0.6977.

vocal patterns with the best specificity values. Because the
support vector machine is more sensitive to the normal control patterns, the support vector machine is able to provide
the highest MCC values among the three classification
methods. According to the ROC curves shown in Figure 4,
it can be observed that the Bagging ensemble algorithm can
provide the best discriminant performance for diagnostic
decision making, because the AUC values of the Bagging
ensemble algorithm with the MKLD and ICPR features are
consistently higher than any other results of the generalized
logistic regression analysis or support vector machine.
We analyzed the vocal patterns commonly misidentified
by the three classification methods. The misidentified normal
control and IPD voices were recorded from six subjects. The
healthy subjects are two females both at the age of 66 (subject
ID: S42 and S50) and a male aged 69 years (subject ID: S49).
Three IPD patients are younger (S02: male, 50 years old,
MHAY: 1; S26: male, 53 years old, MHAY: 2; S32: male, 60
years old, MHAY: 2) and with the mild MHAY stage of 1-2,
which makes detecting the pathological voice patterns more
difficult. It may be interpreted that patients of the mild IPD
disease stage are more likely to produce normal voice sounds,
in comparison with those with severe stages.
Random forest is an extension of Bagging ensemble by
randomly selecting feature subspace to train base learners
with split feature subsets and combine their outputs for
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SVM with ICPR features (AUC: 0.9349)
Bagging with MKLD features (AUC: 0.9286)
Bagging with ICPR features (AUC: 0.9558)

Figure 4: Receiver operating characteristic (ROC) curves and area
under the ROC curve (AUC) results of the generalized logistic
regression analysis (GLRA), support vector machine (SVM), and
Bagging ensemble input with the MKLD and ICPR selected features,
respectively. GLRA-MKLD AUC ± standard error (SE): 0.8936 ±
0.024; GLRA-ICPR AUC ± SE: 0.9031±0.0232; SVM-MKLD AUC ±
SE: 0.9216 ± 0.023; SVM-ICPR AUC ± SE: 0.9349±0.0219; BaggingMKLD AUC ± SE: 0.9286 ± 0.0226, Bagging-ICPR AUC ± SE:
0.9558 ± 0.0147.

ensemble predictions [32]. The reason why we chose the
Bagging ensemble instead of random forest is that we would
like to evaluate the effectiveness of our feature selection and
analysis method. The same feature combination inputs for
the three machine learning methods also make the classification results comparable. In the present work, the Bagging
ensemble along with the ICPR selected features provided a
higher AUC value than that of the maximum a posteriori
(MAP) decision rule (AUC: 0.94) in our previous work [5].
The support vector machine input with the ICPR features
also produced better ROC curve results than the support
vector machine input with the kernel principal components
analysis features (AUC: 0.85) reported in our previous work
[5]. The classification results of the Bagging ensemble with
ICPR features only trained by a relative small data set of 195
voice records are also comparable to the results (accuracy:
91.8%, sensitivity: 0.954) with a much larger data set of 707
voice records reported by Little et al. [4].
The present work also has some limitations. The correlations between a number of vocal parameters limit the
performance improvement of classifiers. We only studied the
linear correlations in the present work. But it is believed that
some nonlinear correlation analysis methods could be considered in the next step of related works. It is noted that
the average age of the CO group is 7.6 years younger that
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of the IPD group and the aging factor could more or less
affect the voice quality. However, the current voice data set
with a relative small size (195 records) limits the further study
of aging effects in analysis of vocal parameters and patterns,
as well as the effectiveness of three classifiers. Classification
performance of the Bagging ensemble still needs to be
evaluated with a much larger data in the future work.

5. Conclusions
Quantitative analysis of pathological voice is very useful in
the clinical applications of dysphonia detection and therapy
assessment of phonation system. In the present work, we proposed the ICPR feature selection method by selecting the features of lower interclass overlapping feature probability risks.
The features selected by the ICPR criterion are MDVP:F0,
Spread1, MDVP-LDA, Shimmer-LDA, and Nonlinear-LDA,
which involve the major fundamental frequency measures,
amplitude variations, and nonlinear parameters of the vowel
sounds. The experimental results showed that the generalized
logistic regression analysis, support vector machine, and
Bagging ensemble methods with the ICPR features can perform better than with the MKLD features. The classification
results suggest that the support vector machine and Bagging
ensemble methods can effectively identify healthy control and
IPD vocal patterns with high overall accurate rates and MCC
values and excellent ROC curves for diagnostic decision
making. For the future related works, new acoustic signal dynamic parameters and some state-of-the-art machine
learning methods [33], such as convolutional neural networks
and recurrent neural networks, could also be positively
considered to improve the classification performance.
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