EURASIP Journal on Applied Signal Processing

Rapid Prototyping of DSP Systems
Guest Editors: Magdy Bayoumi, Shuvra S. Bhattacharyya,
and Rudy Lauwereins

EURASIP Journal on Applied Signal Processing

Rapid Prototyping of DSP Systems

EURASIP Journal on Applied Signal Processing

Rapid Prototyping of DSP Systems
Guest Editors: Magdy Bayoumi, Shuvra S. Bhattacharyya,
and Rudy Lauwereins

Copyright © 2003 Hindawi Publishing Corporation. All rights reserved.
This is a special issue published in volume 2003 of “EURASIP Journal on Applied Signal Processing.” All articles are open access
articles distributed under the Creative Commons Attribution License, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original work is properly cited.

Editor-in-Chief
Marc Moonen, Belgium

Senior Advisory Editor
K. J. Ray Liu, College Park, USA

Associate Editors
Kiyoharu Aizawa, Japan
Gonzalo Arce, USA
Jaakko Astola, Finland
Kenneth Barner, USA
Mauro Barni, Italy
Sankar Basu, USA
Shih-Fu Chang, USA
Jie Chen, USA
Tsuhan Chen, USA
M. Reha Civanlar, Turkey
Tony Constantinides, UK
Luciano Costa, Brazil
Zhi Ding, USA
Peter M. Djurić, USA
Jean-Luc Dugelay, France
Pierre Duhamel, France
Tariq Durrani, UK
Touradj Ebrahimi, Switzerland
Sadaoki Furui, Japan
Moncef Gabbouj, Finland

Ulrich Heute, Germany
Yu Hen Hu, USA
Jiri Jan, Czech
Søren Holdt Jensen, Denmark
Ton Kalker, The Netherlands
Mos Kaveh, USA
Bastiaan Kleijn, Sweden
Ut-Va Koc, USA
Aggelos Katsaggelos, USA
C. C. Jay Kuo, USA
S. Y. Kung, USA
Chin-Hui Lee, USA
Kyoung Mu Lee, Korea
Sang Uk Lee, Korea
Y. Geoffrey Li, USA
Heinrich Meyr, Germany
Ferran Marqués, Spain
José M. F. Moura, USA
King N. Ngan, Singapore
Takao Nishitani, Japan

Naohisa Ohta, Japan
Antonio Ortega, USA
Bjorn Ottersten, Sweden
Mukund Padmanabhan, USA
Ioannis Pitas, Greece
Phillip Regalia, France
Hideaki Sakai, Japan
Wan-Chi Siu, Hong Kong
Dirk Slock, France
Piet Sommen, The Netherlands
John Sorensen, Denmark
Michael G. Strintzis, Greece
Tomohiko Taniguchi, Japan
Sergios Theodoridis, Greece
Xiaodong Wang, USA
An-Yen (Andy) Wu, Taiwan
Xiang-Gen Xia, USA
Kung Yao, USA

Contents
Editorial, Magdy Bayoumi, Shuvra S. Bhattacharyya, and Rudy Lauwereins
Volume 2003 (2003), Issue 6, Pages 491-493
A Partitioning Methodology That Optimises the Area on Reconfigurable Real-Time Embedded
Systems, Camel Tanougast, Yves Berviller, Serge Weber, and Philippe Brunet
Volume 2003 (2003), Issue 6, Pages 494-501
Designing BEE: A Hardware Emulation Engine for Signal Processing in Low-Power Wireless
Applications, Kimmo Kuusilinna, Chen Chang, M. Josephine Ammer, Brian C. Richards,
and Robert W. Brodersen
Volume 2003 (2003), Issue 6, Pages 502-513
Memory-Optimized Software Synthesis from Dataflow Program Graphs with Large Size Data Samples,
Hyunok Oh and Soonhoi Ha
Volume 2003 (2003), Issue 6, Pages 514-529
An FPGA Implementation of (3,6)-Regular Low-Density Parity-Check Code Decoder, Tong Zhang
and Keshab K. Parhi
Volume 2003 (2003), Issue 6, Pages 530-542
Rapid Prototyping of Field Programmable Gate Array-Based Discrete Cosine Transform
Approximations, Trevor W. Fox and Laurence E. Turner
Volume 2003 (2003), Issue 6, Pages 543-554
A Methodology for Rapid Prototyping Peak-Constrained Least-Squares Bit-Serial Finite Impulse
Response Filters in FPGAs, Alex Carreira, Trevor W. Fox, and Laurence E. Turner
Volume 2003 (2003), Issue 6, Pages 555-564
Logic Foundry: Rapid Prototyping for FPGA-Based DSP Systems, Gary Spivey,
Shuvra S. Bhattacharyya, and Kazuo Nakajima
Volume 2003 (2003), Issue 6, Pages 565-579
How Rapid is Rapid Prototyping? Analysis of ESPADON Programme Results, Bob K. Madahar,
Ian D. Alston, Denis Aulagnier, Hans Schurer, Mark Thomas, and Brigitte Saget
Volume 2003 (2003), Issue 6, Pages 580-593
Design and Implementation of Digital Linear Control Systems on Reconfigurable Hardware,
Marcus Bednara, Klaus Danne, Markus Deppe, Oliver Oberschelp, Frank Slomka, and Jürgen Teich
Volume 2003 (2003), Issue 6, Pages 594-602
A Rapid Prototyping Environment for Wireless Communication Embedded Systems, Bryan A. Jones
and Joseph R. Cavallaro
Volume 2003 (2003), Issue 6, Pages 603-614

EURASIP Journal on Applied Signal Processing 2003:6, 491–493
c 2003 Hindawi Publishing Corporation


Editorial
Magdy Bayoumi
The Center for Advanced Computer Studies, University of Louisiana at Lafayette, Lafayette,
LA 70504-4330, USA
Email: mbayoumi@cacs.louisiana.edu

Shuvra S. Bhattacharyya
Department of Electrical and Computer Engineering and Institute for Advanced Computer Studies,
University of Maryland, College Park, MD 20742, USA
Email: ssb@eng.umd.edu

Rudy Lauwereins
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With the increasing complexity of applications, rapid evolution of technology, and intense market competition in DSP
consumer markets, the ability to quickly take a product concept to a working hardware/software demonstration is critical to the DSP industry. Key technologies required to meet
this challenge include new types of programmable components that oﬀer novel trade-oﬀs between flexibility and efficiency, models for exchange of intellectual property, and
computer aided design techniques for simulation, synthesis,
verification, and integration of complex systems. The prototyping of modern DSP systems is especially complicated by
increasing levels of application dynamics, and complex physical constraints. The papers in this special issue span a broad
range of topics related to the rapid prototyping of DSP systems.
The first paper, by Tanougast et al., develops an approach
for dynamic reconfiguration of FPGA implementations. The
authors apply a temporal partitioning approach to the application dataflow graph with the objective of minimizing the
FPGA resources required to meet a given performance constraint. Significant improvements in eﬃciency are demonstrated on a number of image processing applications.
The next paper, by Kuusilinna et al., describes the design
of a large-scale emulation engine and an application example from the field of low-power wireless devices. The primary goal of the emulator is to support design space exploration of real-time algorithms. The emulator is customized
for dataflow dominant architectures especially focusing on
telecommunication related applications. The paper proves
that real-time emulation of a low-power TDMA receiver is
feasible at a clock speed of 25 MHz.

The third paper, by Oh and Ha, presents a software
synthesis technique for minimizing buﬀer memory requirements of multimedia applications. This technique starts with
a given schedule of the application dataflow graph, and is
based on decomposing buﬀering requirements into global
buﬀers and local pointers into these buﬀers. Methods for
sharing global buﬀers and eﬃciently managing the local
pointer buﬀers are developed in this framework. Large reductions in memory requirements are reported when applying these techniques to a JPEG encoder and an H.263 encoder.
The next paper, by Zhang and Parhi, focuses on an
FPGA implementation of a (3,6)-regular low-density paritycheck code (LDPC) decoder. In the past few years, the recently rediscovered LDPC codes have received a lot of attention and have been widely considered as next-generation
error-correcting codes for telecommunication and magnetic
storage. Unfortunately, the direct fully parallel decoder implementation usually incurs too high hardware complexity for many real applications. Hence, partly parallel decoder design approaches that can achieve appropriate tradeoﬀs between hardware complexity and decoding throughput are highly desirable. Applying a joint code and decoder design methodology, this paper develops a high-speed
(3,6)-regular LDPC code partly parallel decoder architecture. This implementation supports a maximum symbol
throughput of 54 Mbps and achieves a BER of 10−6 at
2 dB.
In the paper by Fox and Turner, FPGA is used as rapid
development platform for DCT approximations. The approximations are used to control the coding gain, MSE,
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quantization noise, hardware cost, and power consumption
by optimizing the coeﬃcient values and the datapath world
lengths. Lagrangian local search method is used to optimize
the coeﬃcients for the desired controlled parameters. Xilinix
FPGA is used to rapidly prototype the DCT architecture with
near optimal coding gain. The developed design methodology allows trade-oﬀs among coding gain, hardware cost, and
power consumption.
The next paper, by Carreira et al., describes an approach
for FPGA-based design of FIR filters using the method of
peak-constrained least squares for controlling the frequency
response. The approach allows one to trade oﬀ passbandto-stopband energy ratio with FPGA resource requirements
without altering the minimum stopband attenuation. Implementation of the approach utilizes JBits, which is a Java interface for controlling the configuration bitstream of Xilinx
FPGAs.
In the next paper, by Spivey et al., a framework for
rapid prototyping FPGA-based systems is presented. The
framework “logic foundry” targets the integration of various DSP architecture design levels (or modules) and components. Four areas of integration: design flow integration,
component integration, platform integration, and software
integration are presented. Experimental results on Xilinix
FPGA of an incrementer design and turbo decoder design
show the use of the logic foundry for rapid prototyping.
The framework is very flexible; it can be used as an integrated design environment or diﬀerent modules can be used
as stand-alone tools that can be integrated with other environments.
The paper by Madahar et al. presents case studies of
adaptive beamformer applications for radar and sonar using a design environment and rapid prototyping methodology developed under the ESPADON (Environment for Signal Processing and Rapid Prototyping) project. ESPADON
builds on existing tools, including Ptolemy Classic, GEDAE,
and Handel-C, to provide an integrated process for reducing the cost and development time involved in implementing
military signal processing applications. The paper focuses on
demonstrating the productivity gains achieved through the
ESPADON approach.
The next paper, by Bednara et al., develops a design
method for mapping digital linear controllers with large signal processing requirements into eﬃcient FPGA implementations. A case study of an inverse pendulum controller is
used to illustrate the ideas and demonstrate the advantages
of the proposed design techniques compared to software implementation.
The last paper, by Jones and Cavallaro, addresses one
of the main challenges in developing design methodology
for rapid prototyping which is the transition from simulation to a working prototype of a system. The developed design methodology is based on using an appropriate design
language to bridge the gap between simulation and prototyping. Such an approach combines the strengths of simulation and prototyping, allowing the designer to develop
and evaluate the target system partly in simulation on a host
computer and partly as a prototype on embedded hardware.

EURASIP Journal on Applied Signal Processing
Several software tools have been developed for implementing the proposed design methodology. It has been successfully used in the development of a next-generation code division multiple access (CDMA) cellular wireless communication system.
We would like to thank all of the people who have contributed to this special issue, including all of the authors who
submitted papers; the Editorial Board for their encouragement of the special issue; and the reviewers for all of their
eﬀorts, without which this special issue would not be possible.
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We provide a methodology used for the temporal partitioning of the data-path part of an algorithm for a reconfigurable embedded
system. Temporal partitioning of applications for reconfigurable computing systems is a very active research field and some methods and tools have already been proposed. But all these methodologies target the domain of existing reconfigurable accelerators
or reconfigurable processors. In this case, the number of cells in the reconfigurable array is an implementation constraint and the
goal of an optimised partitioning is to minimise the processing time and/or the memory bandwidth requirement. Here, we present
a strategy for partitioning and optimising designs. The originality of our method is that we use the dynamic reconfiguration in
order to minimise the number of cells needed to implement the data path of an application under a time constraint. This approach
can be useful for the design of an embedded system. Our approach is illustrated by a reconfigurable implementation of a real-time
image processing data path.
Keywords and phrases: partitioning, FPGA, implementation, reconfigurable systems on chip.

1.

INTRODUCTION

The dynamically reconfigurable computing consists in the
successive execution of a sequence of algorithms on the same
device. The objective is to swap diﬀerent algorithms on the
same hardware structure, by reconfiguring the FPGA array
in hardware several times in a constrained time and with a
defined partitioning and scheduling [1, 2]. Several architectures have been designed and have validated the dynamically
reconfigurable computing concept for the real-time processing [3, 4, 5]. However, the mechanisms of algorithms optimal
decomposition (partitioning) for runtime reconfiguration
(RTR) is an aspect in which many things remain to do. Indeed, if we analyse the works in this domain, we can see that
they are restricted to the application development approach

[6]. We observe that: firstly, these methods do not lead to
the minimal spatial resources. Secondly, a judicious temporal
partitioning can avoid an oversizing of the resources needed
[7].
We discuss here the partitioning problem for the RTR.
In the task of implementing an algorithm on reconfigurable
hardware, we can distinguish two approaches (Figure 1). The
most common is what we call the application development
approach and the other is what we call the system design approach. In the first case, we have to fit an algorithm, with an
optional time constraint, in an existing system made of a host
CPU connected to a reconfigurable logic array. In this case,
the goal of an optimal implementation is to minimise one
or more of the following criteria: processing time, memory
bandwidth, number of reconfigurations. In the second case,

A Partitioning Methodology for Reconfigurable Embedded Systems
Constrained area
Application
algorithm
[time constraint]

Host
CPU

Optimal
implementation
Minimise processing time, number of
reconfigurations, and memory bandwidth
(a) Application development.
Area = design parameter
Application
algorithm &
time constraint

Embedded
CPU

Optimal
implementation
Minimise area of the reconfiguration array
which implements the data path
of the application
(b) Application-specific design.

Figure 1: The two approaches used to implement an algorithm on
reconfigurable hardware.

however, we have to implement an algorithm with a required
time constraint on a system which is still under the design exploration phase. The design parameter is the size of the logic
array which is used to implement the data-path part of the
algorithm. Here, an optimal implementation is the one that
leads to the minimal area of the reconfigurable array.
Embedded systems can take several advantages of the use
of FPGAs. The most obvious is the possibility to frequently
update the digital hardware functions. But we can also use
the dynamic resources allocation feature in order to instantiate each operator only for the strict required time. This
permits to enhance the silicon eﬃciency by reducing the reconfigurable array’s area [8]. Our goal is the definition of
a methodology which allows to use RTR, in the architectural design flow, in order to minimise the FPGA resources
needed for the implementation of a time-constrained algorithm. So, the challenge is double. Firstly to find trade-oﬀs
between flexibility and algorithm implementation eﬃciency
through the programmable logic array coupled with a host
CPU (processor, DSP, etc.). Secondly to obtain a computeraided design techniques for optimal synthesis which include
the dynamic reconfiguration in an implementation.
Previous advanced works exist in the field of temporal
partitioning and synthesis for RTR architectures [9, 10, 11,
12, 13, 14]. All these approaches assume the existence of
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a resources constraint. Among them, there is the GARP
project [9]. The goal of GARP is the hardware acceleration
of loops in a C program by the use of the data-path synthesis tool GAMA [10] and the GARP reconfigurable processor. The SPARCS project [11, 12] is a CAD tool suite tailored
for application development on multi-FPGAs reconfigurable
computing architectures. The main cost function used here is
the data memory bandwidth. In [13], one also proposes both
a model and a methodology to take the advantages of common operators in successive partitions. A simple model for
specifying, visualizing, and developing designs, which contains elements that can be reconfigured in runtime, has been
proposed. This judicious approach allows to reduce the configuration time and the application execution time. But we
need additional logic resources (area) to realize an implementation with this approach. Furthermore, this model does
not include the timing aspects in order to satisfy the real-time
and it does not specify the partitioning of the implementation.
These interesting works do not pursue the same goal as
we do. Indeed, we try to find the minimal area which allows
to meet the time constraint and not the minimal memory
bandwidth or execution time which allows to meet the resources constraint. We address the system design approach.
We search the smallest sized reconfigurable logic array that
satisfies the application specification. In our case, the intermediate results between each partition are stored in a draft
memory (not shown in Figure 1).
An overview of the paper is as follows. In Section 2, we
provide a formal definition of our partitioning problem. In
Section 3, we present the partitioning strategy. In Section 4,
we illustrate the application of our method with an image
processing algorithm. In this example, we apply our method
in an automatic way while showing the possibility of evolution which could be associated. In Sections 5 and 6, we discuss the approach, conclude, and present future works.
2.

PROBLEM FORMULATION

The partitioning of the runtime reconfiguration real-time
application could be classified as a spatiotemporal problem.
Indeed, we have to split the algorithm in time (the diﬀerent partitions) and to define spatially each partition. It is a
time-constrained problem with a dynamic resource allocation in contrast with the scheduling of runtime reconfiguration [15]. Then, we make the following assumptions about
the application. Firstly, the algorithm can be modelled as
an acyclic data-flow graph (DFG) denoted here by G(V, E),
where the set of vertices V = {O1 , O2 , . . . , Om } corresponds
to the arithmetic and logical operators and the set of directed
edges E = {e1 , e2 , . . . , e p } represents the data dependencies
between operations. Secondly, The application has a critical
time constraint T. The problem to solve is the following.
For a given FPGA family, we have to find the set
{P1 , P2 , . . . , Pn } of subgraphs of G such that
n

i=1

Pi = G,

(1)
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and which allows to execute the algorithm by meeting the
time constraint T and the data dependencies modelled by E
and requires the minimal amount of FPGA cells. The number
of FPGA cells used, which is an approximation of the area
of the array, is given by (2), where Pi is one among the n
partitions,
S = max



i∈{1,...,n}

 

Area Pi .

(2)
tomax = max

The FPGA resources needed by a partition i is given by (3),
where Mi is the number of elementary operators in partition
Pi and Area(Ok ) is the amount of resources needed by operator Ok ,


 

Area Pi =





Area Ok .

(3)

k∈{1,...,Mi }

The exclusion of cyclic DFG application is motivated by the
following reasons.
(i) We assume that a codesign prepartitioning step allows
to separate the purely data path part (for the reconfigurable
logic array) from the cyclic control part (for the CPU). In
this case, only the data path will be processed by our RTR
partitioning method.
(ii) In the case of small feedback loops (such as for IIR
filters), the partitioning must keep the entire loop in the same
partition.
3.

(v) We neglect the resources needed by the read and write
counters (pointers) and the small-associated state machine
(controller part). In our applications, this corresponds to a
static part. The implementation result will take into account
this part in the summary of needed resources (see Section 4).
Thus, the minimal operating time period tomax is given
by

TEMPORAL PARTITIONING

The general outline of the method is shown in Figure 2. It
is structured in three parts. In the first, we compute an approximation of the number of partitions (blocks A, B, C, D
in Figure 2), then we deduce their boundaries (block E), and
finally we refine, when it is possible, the final partitioning
(blocks E, F).
3.1. Number of partitions
In order to reduce the search domain, we first estimate the
minimum number of partitions that we can achieve and the
quantity of resources allowed in a partition. To do this, we
use an operator library which is target dependent. This library allows to associate two attributes to each vertex of the
graph G. These attributes are ti and Area(Oi ), respectively,
the maximal path delay and the number of elementary FPGA
cells are needed for operator Oi . These two quantities are
functions of the size (number of bits) of the data to process.
If we know the size of the initial data to process, it is easy to
deduce the size at each node by a “software execution” of the
graph with the maximal value for the input data.
Furthermore, we make the following assumptions.
(i) The data to process are grouped in blocks of N data.
(ii) The number of operations to apply to each data in a
block is deterministic (i.e., not data dependant).
(iii) We use pipeline registers between all nodes of the
graph.
(iv) We consider that the reconfiguration time is given by
rt(target), a function of the FPGA technology used.

i∈{1,...,m}

 

ti ,

(4)

and the total number C of cells used by the application is
given by
C=







Area Oi ,

(5)

i∈{1,...,m}

where {1, . . . ,m} is the set of all operators of data path G.
Hence, we obtain the minimum number of partitions n as
given by (6) and the corresponding optimal size Cn (number
of cells) of each partition by (7),
n=

T
,
(N + σ) · tomax + rt()

(6)

C
,
n

(7)

Cn =

where T is the time constraint (in seconds), N the number
of data words in a block, σ the total number of latency cycles
(prologue + epilogue) of the whole data path, tomax the propagation delay of the slowest operator in the DFG in seconds
and it corresponds to the maximum time between two successive vertices of graph G thanks to the full pipelined process, and rt() the reconfiguration time. In the case of the partially reconfigurable FPGA technology, rt() can be approximated by a linear function of the area of the functional units
being downloaded. The expression of rt() is the following:
rt() =

C
,
V

(8)

where V is the configuration speed (cells/s) of the FPGA, and
C the number of cells required to implement the entire DFG.
We consider that each reconfiguration overwrites the previous partition (we configure a number of cells equal to the size
of the biggest partition). This guarantees that the previous
configuration will never interfere with the current configuration. In the case of the fully reconfigurable FPGA technology, the rt() function is a constant depending on the size of
FPGA. In this case, rt() is a discrete linear function increasing in steps, corresponding to the diﬀerent sized FPGAs. The
numerator of (6) is the total allowed processing time (time
constraint). The left side expression of the denominator is
the eﬀective processing time of one data block (containing N
data) and the right-side expression is the time loosed to load
the n configurations (total reconfiguration time of G).
In most application domains like image processing (see
Section 4), we can neglect the impact of the pipeline latency
time in comparison with the processing time (N  σ). So,
in the case of partially reconfigurable FPGA technology, we
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Constraint parameter
(time constraint,
data-block size, etc.)

Data-flow graph
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B

∗
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(technology target)
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D
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F

Partitioning in n
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n <= n + 1
Yes

Implementation
(place & route)

First refine
of n?

No

No
No

Yes

Tremind ≥ 0?

Tremind < Tstep ?

Yes

End

Figure 2: General outline of the partitioning method.

can approximate (6) by (9) (corresponding to the block D in
Figure 2),
n≈

T
.
N · tomax + C/V

(9)

The value of n given by (9) is a pessimistic one (worst case)
because we consider that the slowest operator is present in
each partition.
3.2. Initial partitioning
A pseudoalgorithm of the partitioning scheme is given as,
G <= data-flow graph of the application
P1 , P2 , . . . , Pn <= empty partitions
for i in {1, . . . ,n}
C <= 0
while C < Cn

3.3.









append Pi , First Leave(G)
C <= C + First Leave(G) · Area
remove G, First Leave(G)
end while

many leaves in a DFG. The unique strong constraint is that
the choice must be made in order to guarantee the data dependencies across the whole partition. The reading of the
leaves of the DFG can be random or ordered. In our case,
it is ordered. We consider G as a two-dimensional table containing parameters related to the operators of the DFG. The
First Leave() is carried out in the reading order of the table,
containing the operator arguments of the DFG (left to right).
The first aim of the First Leave() function is to create partitions with area as homogeneous as possible. At this time, the
First Leave() does not care about memory bandwidth.

end for
We consider a First Leave() function that takes a DFG as
an argument and which returns a terminal node. We cover
the graph from the leaves to the root(s) by accumulating the
sizes of the covered nodes until the sum is as close as possible to Cn . These covered vertices make the first partition.
We remove the corresponding nodes from the graph and we
iterate the covering until the remaining graph is empty. The
partitioning is then finished.
There is a great degree of freedom in the implementation of the First Leave() function, because there are usually

Refinement after implementation

After the placement and routing of each partition that was
obtained in the initial phase, we are able to compute the exact processing time. It is also possible to take into account
the value of the synthesized frequency close to the maximal
processing frequency for each partition.
The analysis of the gap between the total processing time
(configuration and execution) and the time constraint permits to make a decision about the partitioning. If it is necessary to reduce the number of partitions or possible to increase it, we return to the step described in Section 3.2 with
a new value for n. Else the partitioning is considered as an
optimal one (see Figure 2).
4.
4.1.

APPLICATION TO IMAGE PROCESSING
Algorithm

We illustrate our method with an image processing algorithm. This application area is a good choice for our approach because the data is naturally organized in blocks
(the images), there are many low-level processing algorithms
which can be modelled by a DFG, and the time constraint
is usually the image acquisition period. We assume that the
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Z −1

Table 1: Usual operator characterization (AT40K).

Z −1

A

B

C

Median (A, B, C)
Z −L
A

Z −L

V
Z −L

First Sobel
H
Z −L

D-bit
operator
Z −2L

Ext. to FPGA

B

C

Median (A, B, C)

Second Sobel
Ver
Hor
Max(Absolute Values)
Result

Figure 3: General view of images edge detector.

images are taken at a rate of 25 per second with a spatial resolution of 5122 pixels and each pixel grey level is an eight bits
value. Thus, we have a time constraint of 40 milliseconds.
The algorithm used here is a 3 × 3 median filter followed
by an edge detector and its general view is given in Figure 3.
In this example, we consider a separable median filter [16]
and a Sobel operator. The median filter provides the median
value of three vertical successive horizontal median values.
Each horizontal median value is simply the median value of
three successive pixels in a line. This filter allows to eliminate
the impulsion noise while preserving the edges quality. The
principle of the implementation is to sort the pixels in the
3 × 3 neighborhood by their grey level value and then to use
only the median value (the one in the 5th position on 9 values). This operator is constituted of eight bits comparators
and multiplexers. The gradient computation is achieved by
a Sobel operator. This corresponds to a convolution of the
image by successive application of two monodimensional filters. These filters are the vertical and horizontal Sobel operator, respectively. The final gradient value of the central pixel
is the maximum absolute value from vertical and horizontal
gradient. The line delays are made with components external
to the FPGA (Figure 3).
4.2. DFG annotation
The FPGA family used in this example is the Atmel AT40K
series. These FPGAs have a configuration speed of about
1365 cells per millisecond and have a partial reconfiguration
mode. The analysis of the data sheet [17] allows us to obtain
the characteristics given in Table 1 for some operator types.
In this table, Tcell is the propagation delay of one cell, Trout
is the intraoperator routing delay, and Tsetup is the flip-flop
setup time. From the characteristics given in the data sheet
[17], we obtain the following values as a first estimation for
the execution time of usual elementary operators (Table 2).
In practice, there is a linear relationship between the estimated execution time and the real execution time which integrate the routing time needed between two successive nodes.
This is shown in Figure 4 which is a plot of the estimated execution time versus the real execution time for some diﬀerent

Number of
cells

Multiplication or
division by 2k

Estimated execution time

0

0

D+1

D · (Tcell + Trout ) + Tsetup

D

Tcell + Tsetup

Comparator

2·D

(2 · D − 1) · (Tcell )+2 · Trout +Tsetup

Absolute value
(two’s complement)

D−1

D · (Tcell + Trout ) + Tsetup

Adder or
subtractor
Multiplexer

Additional
synchronization
register

Tcell + Tsetup

D

Table 2: Estimated execution time of some eight-bit operators in
AT40K technology.
Eight-bit operators
Comparator

Estimated execution time (ns)
27.34

Multiplexer

5

Absolute value
Adder, subtractor
Combinatory logic with
interpropagation logic cell

22.07
16.46
17

Combinatory logic without
interpropagation logic cell
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8
0

5
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15
20
Estimated execution time (ns)
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Figure 4: Estimated time versus real execution time of some operators in AT40K technology.

usual low-level operators. Those operators have been implemented individually in the FPGA array between registers. This linearity remains true when the operators are wellaligned in a strict cascade. This relationship is not valid for
specialised capabilities already hardwired in the FPGAs (such
as RAM block, multiplier, etc.). From this observation, we
can obtain an approximation of the execution times of the
operators contained in the data path. The results are more
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Figure 5: Partitioning used to implement the image edge detector DFG.

exact as the algorithm is regular such as the data path (strict
cascade of the operators).
The evaluation of the routing in the general case is difficult to realize. The execution time after implementation of
a regular graph does not depend on the type of operator. A
weighting coeﬃcient binds the real execution time with the
estimated one. This coeﬃcient estimates the routing delay
between operators based on the estimated execution time.
With these estimations and by taking into account the increase of data size caused by processing, we can annotate the
DFG. Then, we can deduce the number and the characteristics of all the operators. For instance, in Table 3 we give the
data about the algorithm example. In this table, the execution time is an estimation of the real execution time. From
the data, we deduce the number of partitions needed to implement a dedicated data path in an optimised way. Thus, for
the edges detector, among all operators of the data path, we
can see that the slowest operator is an eight-bit comparator
and that we have to reconfigure 467 cells. Hence, from (9)
(result of block D), we obtain a value of three for n. The size
of each partition (Cn ) that implement the global data path
should be about 156 cells. Table 4 summarizes the estimation
for an RTR implementation of the algorithm. By applying the
method described in Section 3, we obtain a first partitioning
represented in Figure 5 (result of block E).
4.3. Implementation results
In order to illustrate our method, we tested this partitioning
methodology on the ARDOISE architecture [5]. This platform is constituted of AT40K FPGA and two 1 MB SRAM
memory banks used as draft memory. Our method is not
aimed to target such architectures with resources constraint.
Nevertheless, the results obtained in terms of used resources

Table 3: Number and characteristics of the operators of the edge
detector (on AT40K).

Comparator

7

Size
(bits)
8

Multiplexer

9

8

8

8

Absolute value

2
1
1
1
2
1
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9
10
8
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8
9
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Subtractor
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Multiplication
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Area
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16

Execution
time (ns)
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Table 4: Resources estimation for the image edge detector.
Total
area
(cells)
467

Operator
execution
time (ns)
41

Step
Number
(n)
3

Area by
step
(cells)
156

Reconfiguration
time by step (µs)
114

and working frequency are still valid for any AT40K-like array. The required features are a small logic cell granularity,
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Table 5: Implementation results in an AT40K of edges detector.
Partition
number
1
2
3

Number
of cells

Operator
execution
time (ns)

Partition
reconfiguration
time (µs)

Partition
processing
time (ms)

152
156
159

40.1
40.3
36.7

111
114
116

10.5
10.6
9.6

one flip-flop in each cell, and the partial configuration possibility. Table 5 summarizes the implementation results of
edges detector algorithm (result of block F). We notice that
a dynamic execution in three steps can be achieved in real
time. This is in accordance with our estimation (Table 4).
We can note that a fourth partition is not feasible (second iteration of blocks E and F is not possible, see Figure 2),
because the allowed maximal operator execution time would
be less than 34 nanoseconds. Indeed, if we analyse the time
remaining, we find that one supplementary partition does
not allow to realise the real-time processing. The maximal
number of cells by partition allows to determine the functional density gain factor obtained by the runtime reconfiguration implementation [8]. In this example, the gain factor in terms of functional density is approximately three
in contrast with the global implementation of this data
path (static implementation) for real-time processing. This
gain is obtained without accounting for the controller part
(static part). Figure 5 represents each partition successively
implemented in the reconfigurable array for the edges detector.
There are many ways to partition the algorithm with our
strategy. Obviously, the best solution is to find the partitioning that leads to the same number of cells used in each step.
However, in practice, it is necessary to take into account the
memory bandwidth bottleneck. That is why the best practical
partitioning needs to keep the data throughput in accordance
with the performances of the used memory.
Generally, if we have enough memory bandwidth, we
can estimate the cost of the control part in the following
way. The memory resources must be able to store two images (we assume a constant flow processing), memory size
of 256 KB. The controller needs two counters to address the
memories, a state machine for the control of the RTR and
the management of the memories for read or write access.
In our case, the controller consists in two 18-bit counters
(N = 5122 pixels), a state machine with five states, a 4-bit
register to capture the number of partitions (we assume a
number of reconfiguration lower than 16), a counter indicating the number of partitions, a 4-bit comparator, and a
not-operator to indicate which alternate buﬀer memory we
have to read and write. With the targeted FPGA structure,
the logic area of the controller in each configuration stage requires a number of resources of 49 logical cells. If we add the
controller area to the resource needed for our example, we
obtain a computing area of 209 cells with a memory bandwidth of 19 bits.

5.

DISCUSSION

We can compare our method to the more classical architectural synthesis, which is based on the reuse of operator
by adding control. Indeed, the goal of the two approaches
is the minimization of hardware resources. When architectural synthesis is applied, the operators must be dimensioned
for the largest data size even if such a size is rarely processed (generally only after many processing passes). Similarly, even if an operator is not frequently used, it must be
present (and thus consumes resources) for the whole processing duration. These drawbacks, which do no more exist for a runtime-reconfigurable architecture, generate an increase in logical resources needs. Furthermore, the resources
reuse can lead to increased routing delay if compared to a
fully spatial data path, and thus decrease the global architecture eﬃciency. But, if we use the dynamic resources allocation features of FPGAs, we instantiate only the needed operators at each instant (temporal locality [6]) and assure that
the relative placement of operators is optimal for the current
processing (functional locality [6]).
Nevertheless, this approach has also some costs. Firstly,
if we consider the silicon area, an FPGA needs between five
and ten times more silicon than a full custom ASIC (ideal target for architectural synthesis) at the same equivalent gates
count and with lower speed. But this cost is not too important if we consider the ability to make big modifications
of the hardware functions without any change of the hardware part. Secondly, in terms of memory throughput, with
respect to a fully static implementation, our approach requires an increase of a factor of at least the number of partitions n. Thirdly, in terms of power consumption, both approaches are equivalent if we neglect both the over clocking needed to compensate for reconfiguration durations and
consumptions outside the FPGA. Indeed, in a first approximation, power consumption scales linearly with processing
frequency and functional area (number of toggling nodes),
and we multiply the first by n and divide the second by n.
But, if we take into account the consumption due to memory
read/writes and the reconfigurations themselves, then our
approach performs clearly less good.
6.

CONCLUSION AND FUTURE WORK

We propose a method for the temporal partitioning of a DFG
that permits to minimise the array size of an FPGA by using
the dynamic reconfiguration feature. This approach increases
the silicon eﬃciency by processing at the maximally allowed
frequency on the smallest area and which satisfies the realtime constraint. The method is based, among other steps, on
an estimation of the number of possible partitions by use of
a characterized (speed and area) library of operators for the
target FPGA. We illustrate the method by applying it on an
images processing algorithm and by real implementation on
the ARDOISE architecture.
Currently, we work on more accurate resources estimation which takes into account the memory management part
of the data path and also checks if the available memory
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bandwidth is suﬃcient. We also try to adapt the First Leave()
function to include the memory bandwidth. Our next goal
is to adjust the first estimation of partitioning in order
to keep the compromise between homogeneous areas and
memory bandwidth minimization. At this time, we have not
automated the partition search procedure, which is roughly
a graph covering function. We plan to develop an automated
tool like in GAMA or SPARCS. We also study the possibilities
to include an automatic architectural solutions exploration
for the implementation of arithmetic operators.
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This paper describes the design of a large-scale emulation engine and an application example from the field of low-power wireless devices. The primary goal of the emulator is to support design space exploration of real-time algorithms. The emulator is
customized for dataflow dominant architectures, especially focusing on telecommunication-related applications. Due to its novel
routing architecture and application-specific nature, the emulator is capable of real-time execution of a class of algorithms in its
application space. Moreover, the dataflow structure facilitates the development of a highly abstracted design flow for the emulator. Simulations and practical measurements on commercial development boards are used to verify that real-time emulation of a
low-power TDMA receiver is feasible at a clock speed of 25 MHz.
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1.

INTRODUCTION

Hardware emulation is one of the most promising approaches to address the problem of constantly growing simulation execution times while simultaneously retaining high
confidence on the results. Accurate simulations of large systems can be extremely slow and the reduced reliability of
faster, more abstract simulation models cannot always be tolerated [1]. Especially logic-level development and verification of systems-on-a-chip (SoC) designs require advanced
methods. The purpose of the Berkeley Emulation Engine

(BEE) project is to be able to emulate in real-time the digital portion of low-power communication chips and systems,
while providing a robust and flexible interface to analog radio front-ends.
Figure 1 depicts the BEE infrastructure. The actual emulation is done with the BEE processing units (BPUs). Multiple
BPUs can be connected together to form a larger emulation
platform; a four-BPU BEE is shown in Figure 1. Each of the
BPUs has a separate connection to the host server through
the dedicated Ethernet. The main purpose of the server is
to allow remote access from client workstations to BEE. The
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server is also responsible for controlling BEE configuration
and data read back from the BPUs. Moreover, each BPU has
2400 external I/O signals, which can be connected to expansion modules like a processor or other computation acceleration cards. Figure 1 depicts a cable connection to the analog
front-end. Analog radios cannot be emulated on BPUs and,
therefore, the reusability of BEE is supported by the utilization of external analog components.
Every BPU contains twenty FPGAs (field programmable gate arrays), each with a capacity of 518,400 ASIC
(application-specific integrated circuit) gate equivalents
(2,541,952 FPGA gates), www.xilinx.com. The primary reasons for such coarse grain granularity are maximizing application speed, I/O resource utilization between functional elements, and performance headroom within a unified configurable fabric that provides easy place and route for even large
designs. The configurable logic itself, being lookup table and
register-based, is relatively fine grain. Although approaches
that time-multiplex area [2] or interconnections [3] could
be utilized with BEE, the loss of performance associated with
these methods is deemed too great. Especially, when the realtime operation of the algorithms is critical, slowing down the
whole system under test may cause unexpected integration
problems.
Specifically, BEE enables real-time emulation of a class of
wireless communication applications [4, 5, 6], hence providing real-time feedback of algorithm optimizations, including bit length and quantization selection. Once the algorithm
has been defined, the same description can be used in an
ASIC design flow, while maintaining cycle-to-cycle and bittrue equivalence.
This paper is organized as follows. Section 2 discusses
the basics of hardware emulation and rapid prototyping focusing on the emulation methodology. Section 3 describes
the BEE hardware architecture in detail focusing on the
multi-FPGA board routing architecture, which is one of
the primary distinguishing features in any multi-FPGA system. The BEE-specific software flow, based on high-level
Simulink (www.mathworks.com) descriptions is explained
in Section 4. Section 5 is an application example of a baseband TDMA receiver. Finally, Section 6 concludes the paper.
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Figure 1: BEE HW infrastructure.
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Figure 2: Generic HW emulator design flow.

2.

HARDWARE EMULATION AND RAPID
PROTOTYPING

Rapid prototyping is defined here as developing a physical system that can implement the algorithm in a timely fashion.
Rapid prototyping leverages high-level design entry and an
automatic tool flow [7]. In the ideal case, the prototype operates at the same speed as the final product. Hardware emulation is a method for achieving this goal using synthesis-based
design and configurable logic.
Hardware (HW) emulation addresses many of the most
crucial problems in prototype development. Namely, it is
possible to get working prototypes before the work is obsolete due to rapid technology changes or architectures becoming outdated. In addition, HW emulators typically aid with
debugging, allowing more internal nodes to be observable.
However, typical HW emulators are not tools for detailed
gate-level timing analysis.
2.1.

Design flow for HW emulation

HW emulators tend to follow the generic design flow depicted in Figure 2 [4, 7, 8, 9]. A typical design begins with
behavioral and algorithmic descriptions in addition to other
system specifications, which are converted to an RTL (register transfer-level) representation. This conversion can be automatic, but often requires designer intervention.
Partitioning of heterogeneous resources is known to be a
hard problem. FPGA-centric approaches for this problem are
described, for example, in [10, 11]. The system-level routing
architecture has a heavy influence on this design phase, as
discussed in more detail in Section 3.
After the resource assignment, the design needs to be implemented with configurable logic or with software if processors are available [12] inside the actual emulation HW
components, which is a hard problem on its own. However,
most FPGA vendors provide good tools for this purpose.
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The resulting configuration data is then downloaded to the
emulator.
Finally, an emulation run produces the emulation results.
These results can take a variety of forms as described in
Section 2.2. Typically, these results are the responses to test
vectors or an ASIC replacement in a larger system under test.
One of the important questions within the emulation
flow is what to do with critical paths. The basic approach is to
slow down the emulation speed to meet the timing requirements. However, during the various levels of synthesis and
HW mapping, it should be possible to optimize the backannotated critical paths. For those signals with high fanouts
and especially for signals crossing physical chip and PCB
boundaries, detailed and optional manual optimization can
become necessary to obtain the best results.
2.2. Classification of prototyping and HW emulation
Using the abstraction level of the design as the distinguishing factor, three main classes of prototyping can be identified. Concept-oriented prototyping explores the design space
of requirements, specification, and feasibility. Architectureoriented prototyping deals with system design, subsystem
specifications, test development, and system-level verification. Implementation-oriented prototyping involves module
design, in addition to RTL and even gate-level test and verification [13].
Concept-oriented prototyping typically means HWaccelerated simulation or computation. Many of the current
signal processing algorithms are computationally expensive
but parallel in nature. The speedup from HW acceleration
can be crucial for the usability of these algorithms. An alternative to the simple dataflow paradigm for the implementation of these systems is described in [14], where FPGA local memory is exploited as caches. This allows an eﬃcient
construction of a DSP (digital signal processor) like computing paradigm with multiple small processing units. Simulations can be accelerated with synthesizable test benches
and, of course, mapping the design itself onto the emulator
HW. Emulators usually have relatively large system memories which can store a large number of test vectors and the
corresponding responses. An alternative to this approach is
to map the simulation algorithm itself on the hardware, as
described in [15].
Rapid prototyping also facilitates the use of the prototype in the software development sense, enabling the demonstration of proposed product features and user interfaces.
The prototype can already have correct peripherals, execution speed, and system memory.
One of the most important applications for architectureoriented prototyping is to support hardware/software
(HW/SW) partitioning and cosimulation. Codevelopment of
SW can usually begin earlier if a logic emulator is available.
Simulations of complex composite HW/SW systems are often insuﬃcient due to synchronization and performance issues. If only small time intervals can be simulated, correcting
a detected error during the simulated period can cause other
undetected errors. The new errors are only uncovered after
the first error is corrected and the system run for a longer

EURASIP Journal on Applied Signal Processing
time. The goals of the simulation and the simulation models themselves are often not described with precise mathematical formulations, thus making simulations poorly suited
for design validation. In addition, finding the actual partition
between HW and SW is facilitated with the use of HW/SW
coemulation due to architecture exploration. Furthermore,
developing real physical test vectors without the prototype
may prove to be a problematic task. Real-time prototypes allow the designer to test and optimize more design parameters
in shorter time and in an environment resembling the target
system very closely [16].
Many HW emulators also allow cosimulation with
VHDL (VHSIC hardware description language) or Verilog
simulators running on workstations. This enables the use
of C-language models within the emulation, for example,
through the foreign language interfaces of the simulators (see
www.ikos.com, www.mentor.com, www.quickturn.com).
Implementation-oriented prototyping has several possible subtasks. Design changes during product development
favors configurable logic and other programmable elements
(processors) in the prototype. In addition, it is possible to
mix traditional prototyping and emulation by adding physical components from the target design to the emulation
system. This is sometimes called in-circuit verification. Realtime tests for the HW are important for integration purposes. For many multimedia applications, the operating frequency aﬀects the perceived quality of the product such
as video encoders and decoders. Some prototyping platforms are built on top of programmable interconnections [4]
with the idea that the actual HW, utilized for the emulation run, can be changed from prototype to prototype. Due
to the additional components in the emulator, this strategy requires substantial I/O bandwidth and flexible clocking
options.
In the HW sense, a simpler option is to accelerate RTL or
gate-level designs. This is the primary model for testing designs intended for ASIC implementation. Usually no exotic
accessories are required and the strategy is fully supported
by the emulator software. One of the advantages of this testing method over testing the ASIC implementation itself is the
visibility of internal nodes.
A related activity is developing new IP (intellectual property) blocks and smaller library elements. Verifying the operation of these macros is typically a convenient operation
for HW emulation platforms [17]. Particularly important is
the need to verify the interfaces to other design components,
all the more critical if the IP cores are oﬀered in binary or
encrypted form.
Some emulators oﬀer special fault analysis capabilities
enabling the emulation of stuck-at faults at the pin and net
level (www.mentor.com). Moreover, an emulator can act as
a substitute system oﬀering a temporary replacement for a
unique system or allowing testing on an otherwise unavailable environment.
3. BEE HARDWARE ARCHITECTURE
Rephrasing the earlier discussion and to list the design requirements for the system, the primary goal of the BEE
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project is to provide a large, unified, real-time emulation
platform for low-power dataflow designs. Plentiful resources
are required in a unified fabric to facilitate design with parallel structures, to ease the partitioning, and to avoid slow
oﬀ-board connections that can also result in system integration problems. These requirements support coarse boardlevel granularity.
A driving requirement of the BEE project is the need to
thoroughly test analog RF (radio frequency) front-ends in
real time. This is feasible for a number of target applications
because many low-power designs use only moderate clock
speeds and have large I/O requirements. For example, an ultra wideband (UWB) receiver, under development in a separate project, requires approximately 150 relatively high-speed
(160 MHz) signals to be connected to BEE. This suggests that
the external I/O should allow modular expansion of BEE.
In addition, real-time operation means that the system
needs to be able to optimize local routing on the board-level
to control the delay in the data flow. This requirement excludes the use of purely hierarchical networks due to the inserted latency. To this end, the number of hops, chip-to-chip
connections, to neighboring FPGAs must be minimized.
Low-power designs often encourage parallelism and contain multiple clock domains and, therefore, BEE needs to
support this design style. Furthermore, to support the emulation of run-time reconfiguration, each of the system FPGAs
is required to be individually configurable.
Each processing FPGA should have an external SRAM
(static random access memory) attached to it to allow table lookup and data buﬀering. In addition, this memory can
function as a system memory and cache for processors if
needed. This memory should also provide a nonvolatile storage during FPGA reconfigurations. In addition, HW emulator design goals are discussed in [18, 19, 20].
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3.1. Routing architecture basics
One of the key aspects of any multi-FPGA system is its routing architecture and this is especially true for HW emulators.
The basic architectures analyzed in the literature are mesh
[21, 22, 23], depicted in Figure 3a, and folded Clos network,
also called partial crossbar (Figure 3b) [9, 24, 25]. The performances of these networks are compared in [26].
In the folded Clos network, all connections between FPGAs are made through crossbars. The FPGA device pins are
divided into subsets. The number of subsets equals the number of crossbars on that hierarchy level. In a hierarchical system, the crossbars themselves are connected to other crossbars, which complete the interconnection. Traditionally, the
connections in a Clos network are point-to-point with dedicated input and output switches. However, FPGA pads can be
configured to be inputs, outputs, or bidirectional, which can
be used to reduce the amount of required interconnection
resources. A more detailed discussion on FPGA implementation of Clos networks is given in [25].
A combination of complete-graph network and partial
crossbar, called hybrid complete graph and partial crossbar (HCGP), was introduced in [27, 28], and corroborating

performance results for this interconnection strategy were
given in [29]. A hierarchical HCGP (HHCGP) is depicted in
Figure 4.
Figure 5 depicts four-by-four matrices of FPGAs, where
each square represents a single FPGA. Each lattice also has
an underlying communication architecture, namely, an 8way mesh, a folded Clos network, or a hierarchical HCGP
as indicated in the figure. The numbers indicate the number of hops necessary to reach other FPGAs in the lattice beginning from the FPGA marked with 0. A number before a
slash indicates the hop distance using the mesh interconnect
or the complete graph. A number after the slash is the hop
distance traversing the partial crossbar. A dash “-” indicates
that the connection cannot be formed using that communication architecture. Analyzing Figure 5 and the discussion
in [28, 29] indicate that the HCGP has the superior routing
performance from these networks.
3.2.

Designing the BEE routing architecture

This analysis is based on the general requirements and design
goals for the BEE from the beginning of this section, the work
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Figure 5: Hop matrices for various networks.

reported in the references above, and the following practical
assumptions. All the functional elements in the design are
FPGAs, that is, there are no chips dedicated solely for interconnects. This is because we want to support designs that
have computation as an integral part of their mapping to the
HW. Typical examples are the tree structures in certain neural network applications. In addition, it may be convenient
to place control structures in the routing components.
All devices have 512 available I/Os, which is consistent
with the Xilinx VirtexE 2000-FG680 (www.xilinx.com) chips
that are available for this design. Moreover, the minimum
useful connection width between elements is 36 signals since
that breaks down to three 12-bit buses. Needless to say, this
results in a large printed circuit board (PCB) which must be
routable in a reasonable number of layers. The practical size
requirement on the PCB also places a hard constraint on the
number of FPGAs on one board. Hence, we estimated that
one PCB could contain 16 processing FPGAs and their programmable interconnections.
Using the HHCGP as a starting point, several problems
are immediately evident. HHCGP oﬀers low-latency interconnects, that is, the complete graph within a hierarchy segment, but all connections from one segment to another are

Figure 7: BEE TLM network hop matrices.

through the partial crossbar network. Using nonhierarchical
HCGP would solve this problem, but this is not very practical. The PCB could have routing problems and only a small
number of signals are available for each interconnection due
to the large number of arcs in the graph. Therefore, the 8-way
mesh was selected as the local interconnection.
A large number of crossbar circuits are not desirable due
to PCB component spacing constraints. However, the crossbars on each segment can be collapsed into one big crossbar, thus leaving four crossbars on hierarchy level 1 and one
crossbar on level 2. Furthermore, the remaining crossbar on
level 2 is problematic. It adds a two-hop latency to the network and the logical place for this component is in the middle of the PCB where routing is expected to be congested anyway. Therefore, we decided to connect level 1 with a mesh
structure, eﬀectively eliminating level 2. The advantage of
this arrangement is that the crossbar-to-crossbar latency is
only one hop. However, some routing generality was sacrificed limiting the number of long-haul interconnections and
direct routing expansion through the level 2 crossbar. The resulting routing architecture is depicted in Figure 6 and called
a two-layer mesh (TLM) network. Since only half the mesh
and the FPGAs are shown, the numbers on the connection
arcs indicate the number of links traversing oﬀ-network to
the other half of the mesh or to BEE external I/Os. The structure is relatively regular and maps well to a PCB, as seen later
in this section.
The hop lattice of the TLM network is depicted in
Figure 7. TLM has clearly an even better hop performance
than HHCGP. However, it still remains to be seen if a reasonable number of signals can be assigned for each of the
connection arcs.
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To keep the number of pins in the crossbars manageable,
the minimum number of signals (36) is assigned to pass between each of the FPGAs and the crossbars. Therefore, the
inter-crossbar links can be 96-bits wide.
For the FPGAs, 62 signal lines are required to connect
the SRAMs to each FPGA and 13 pins are reserved for the
configuration and read-back bus, leaving 512 − (36 + 62 +
13) = 401 FPGA pins. Dividing 401 by 8 indicates that 50
signal lines for each connection are available to form the 8way mesh. However, using 48 signals for this purpose, (4×12bit bus) leaves a few signals for user I/O and HW debugging.
This arrangement fulfills the original requirement of no less
than 36 signal lines per connection. In addition, it slightly
favors the fast local interconnects, which is consistent with
the dataflow paradigm.
Moreover, the emphasis on local interconnects supports
our methodology for designing low-power circuits. Local
wiring dominates when designing with direct-mapped components and highly parallel structures. These properties allow designs to be run at lower clock frequencies, and subdesigns to have long inactive periods, which can be exploited
for power optimization.
3.3. System overview
Most HW emulators are designed to maximize reusability by
using modular components that each individually possesses
limited design capacity, while the integrated system cumulatively has the desired large design capacity. However, each
BEE processing unit (BPU) is individually large enough to
emulate systems up to 10 million ASIC equivalent gates. This
is suﬃcient to emulate many of the contemporary DSP and
communication applications.
Depicted in Figure 8, the core component of a BPU is the
main processing board (MPB) which provides the basic emulation and computation capabilities for the system. Eight
riser I/O cards (RICs) are vertically mounted to allow 2400
external connections oﬀ the BPU. A Strong ARM-based single board computer (SBC) is utilized to establish a connection between the BPU and the host server through a 10 baseT Ethernet link. A separate power board (PB), not shown in

the figure, along with two modular AC/DC converters, is capable of supplying the MPB and the SBC with up to 600 W.
3.4.

Main processing board

Utilizing the described architecture, the MPB is a 26-layer
PCB, with 20 Xilinx VirtexE 2000 chips, 16 ZBT (zero bus
turnaround) SRAMs, and 8 VHDM-HSD (very high-density
modular high-speed diﬀerential) I/O connectors. The conceptual layout of this board is shown in Figure 9.
The eﬀectiveness of the external interconnects directly affects the system clock speed and the algorithm mapping capability of the emulator. The FPGAs on the periphery of the
board have either 3 or 5 neighboring FPGAs, thus the rest
of the links in the 8-way mesh are routed to the nearby oﬀboard connectors (see also Figure 6).
Although using low-voltage TTL (LVTTL) signaling standard is adequate for on board interconnects, oﬀ-board connections have much higher speed and reliability requirements. The connection between the analog front-end and
the BPU can require high data rates over several meters of
cable. Therefore, low-voltage diﬀerential signaling (LVDS) is
used for BPU external links. The targeted external link speed
is 160 Mbps per LVDS pair over 6 feet of twisted-pair cable.
LVDS is not without its own problems. Mainly, LVDS signals are inherently asymmetrical. The driver has no termination, while the receiver requires a 100 Ω diﬀerential termination. This means that the direction of a link is directly related to the physical characteristics of the signal traces. Both
LVDS and LVTTL signaling standards can be used on the
riser cards, but the links are physically dedicated to implement one standard at a time.
Figure 10 depicts the MPB PCB layout image. The board
dimensions are 58 × 53 cm. Table 1 tabulates statistics from
the MPB PCB. Out of the total of 3400 components, approximately 2400 are bypass capacitors. Most of the signal traces
are matched to 50 Ω and the minimum trace width is 5 Mils.
Since the longest connection on board is below 40
cm, between Xbars, interconnect speed of 50 MHz can be
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Figure 10: MPB PCB layout image, seen from the top.
Figure 11: BEE configuration diagram.
Table 1: MPB PCB statistics.
Component count
Total pin count
Layout area (in2 )
Number of nets
Number of connections
Manhattan distance (in)
Etch length (in)
Number of vias

3,400
28,611
427
8,493
19,877
45,950
51,804
32,334

practically achieved with LVTTL. This was verified through
simulations with trace parameters extracted from the PCB
layout. External LVTTL signaling and LVDS were tested using a commercial demonstration board.
3.5. Control flow and debugging
The use of an integrated single-board computer from Intrinsic in each BPU removes the requirement of an external controlling workstation. Control and configurations are
provided through the SBC Ethernet interface. The SBC consists of a 206-MHz Intel Strong ARM processor, 32 Mbytes
of SDRAM, 16 Mbytes of Flash ROM, 10 base-T Ethernet
controller, and a compact flash slot for expansion. The SBC
runs a Linux, kernel 2.4.9, operating system, an Apache web
server, and other servicing programs. With the compact flash
slot, additional storage, such as a microdrive or compact flash
memory, can further expand the capabilities of the SBC.
Figure 11 depicts the information flow between the host
server and the BEE system. First, the user generates the necessary design files using the BEE design flow. Second, the
design files are sent to each BPU through the Ethernet and
stored in memory or the hard disk of the SBC. Finally, the
user issues commands to the SBC, instructing it to either
configure the MPB or read back information. The Apache
web server interface is used for common operations and status displays for additional convenience, while more complex
operations are conducted through server daemons and shell
commands.
The SBC is connected to the 20 FPGAs on an MPB
through a configuration FPGA, which mainly serves as a

bidirectional signal multiplexer between the 16 generalpurpose I/O lines from the SBC to over 100 control signals
on an MPB. In addition, the oﬀ-board main power supply
system is controllable through this link. All control functions
on a BPU can be controlled from the SBC. The functions are
divided into the following categories: programming of the
processing FPGAs, data read back from the processing FPGAs, clock domain control, power management, and thermal
management.
Processing FPGAs can be programmed by the SBC using
either the Xilinx select-map mode or the JTAG (joint test action group) mode. The JTAG daisy chain originates from the
configuration FPGA, it loops through all 20 processing FPGAs and back to the configuration FPGA. Although the JTAG
interface is necessary for configuring the FPGAs and the read
back, the speed through this connection is very limited. Programming the entire board through the JTAG cable can take
up to 10 minutes. Therefore, the select map mode is used for
fast programming. The 12-bit configuration bus originates
from the configuration FPGA and snakes through all 20 FPGAs. According to simulations, it can be driven by the SBC at
2 MHz. Hence, the programming time for the whole board is
reduced to 20 seconds. Read back of the FPGA signal states
can be achieved using both the JTAG interface and the user
bus mode.
A total of 13 diﬀerent clock sources are available to each
MPB. The primary clock provides a single synchronous clock
domain throughout the entire board. The source of the primary clock is a digitally configurable PLL (phase-locked
loop) clock driver. The output frequency can be digitally programmed between 1 MHz and 200 MHz by the SBC with
an accuracy of under 5 ppm. The secondary clock consists
of four independent clock domains throughout the MPB,
one for each quadrant. A quadrant is a collection of four
FPGAs and an Xbar. Each quadrant clock can be independently driven from an external SMA connector. The rest of
the clock signals are provided through the external VHDMHSD connectors to the quadrants. Half of these signals use
the LVDS and the other half the LVTTL signaling. With this
three-tier clock structure, a single global clock can be distributed to every FPGA with a maximum skew of 300 pico
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4.

BEE SW TOOL FLOW

The primary requirement for the BEE design flow is to enhance designer productivity. It should not be necessary to reenter designs when the designer proceeds from one abstraction level to another. This means a streamlined flow through
high-level synthesis, logic synthesis, partitioning, technol-
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seconds and the quadrant clocks can deliver additional clocks
to the board facilitating designs with multiple clock domains.
The internal delay-locked loops (DLLs) in the FPGAs provide
further clocking options.
At run time, each FPGA can consume up to 20 W and
even unconfigured FPGAs draw some power. Therefore, to
save energy, the main 600-W power supply is turned oﬀ by
the SBC when the BPU is not in use. A separate 150-W power
supply provides the always on power for the SBC and the
configuration FPGA as well as the chassis fan system. In addition, the I/O voltages delivered to the MPB can be configured
by the SBC to be either 3.3 V for LVTTL or 2.5 V for LVDS
standard.
Although high-quality passive heat sinks and high airflow chassis fans are used to cool the BPU, all FPGAs are
continuously monitored by the configuration FPGA for thermal problems. A total of five remote sensor chips are utilized,
each monitoring four FPGAs. The sensors are programmed
at boot time to alert the configuration FPGA when junction temperature in any of the FPGAs exceeds 80◦ C. If necessary, the configuration FPGA automatically shuts oﬀ the
main power and alerts the user through the SBC.
On the MPB, less than 2% of the total signals on the
board are directly accessible through probing headers. Using FPGA programming, internal signals could be routed to
these headers for direct probing with a logic analyzer. However, this is not enough for practical HW debugging. Therefore, a software-based digital logic analyzer solution is used
as the primary debugging tools for the MPBs.
Using Xilinx ChipScope Integrated Logic Analyzer (ILA),
www.xilinx.com, small synchronous logic analyzer cores can
be inserted into the design, acting as tiny logic analyzers at
run time. The ILA records the values of the monitored signals and transmits these through the JTAG interface back to
the host workstation. The ChipScope software collects data
from diﬀerent ILA cores, which can reside on diﬀerent FPGAs, and combines them onto a signal waveform display.
However, due to the long JTAG chain on the MPB, the JTAG
interface can only read-back signals with a data rate of less
than 56 kbits per second.
In addition to the ILA cores, which use the on-chip block
RAM as data storage, the external SRAM could be used for
synchronous signal recording. Since the SRAM has a capacity
of 1 Mbyte and supports 32-bit wide accesses at 133 MHz,
high bandwidth data can be stored in the SRAM. The read
back can occur at the end of the emulation run.
From the application perspective, the control flow allows
the reprogramming of any FPGA at runtime. This property
could be used, for example, to emulate multistandard systems that time-multiplex HW.
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Figure 12: BEE rapid prototyping design flow.

ogy mapping, and finally the emulation run. In addition, the
model should expose the typical designer as little as possible
to the actual HW. Moreover, the flow should support the use
of commercial SW where adequate tools are available. However, the flow must be flexible enough to allow point tools to
be developed wherever the performance of commercial tools
is deemed unacceptable.
Figure 12 depicts the rapid prototyping flow for BEE designs. Another very similar flow, based on Xilinx System
Generator software, is used for designs intended solely for
emulation. This “design for emulation” flow attempts to
achieve the maximum performance from BEE in terms of
area and operation speed. However, the rapid prototyping
flow described in this paper approximates the target ASIC
architecture as closely as possible. Hence, the emulation performance may be compromised to favor a greater confidence
in gate-level verification results. In accordance with the rapid
prototyping paradigm, the flow supports high abstraction
level design entry from Simulink (www.mathworks.com).
The flow facilitates early verification through cycle-accurate
Simulink simulations, thus speeding up the normal prototype development process.
The parts of this flow leading to ASIC implementations
and especially a telecom-centric block library have been developed in a separate project called SSHAFT (Simulink-toSilicon Hierarchical Automated Flow Tool) [30]. The blocks
were first characterized and implemented using Synopsys
module compiler (www.synopsys.com). In addition, a corresponding block library was created for Simulink. Design
entry uses these blocks and the design is stored in Simulink
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Figure 13: Low-power TDMA receiver.

storage format (MDL). This phase may also contain user
specified implementation hints like partition information. A
program called BCC (Berkeley Cross Compiler) interprets
the design and outputs EDIF (electronic design interchange
format). Finite state machines are translated into VHDL descriptions.
For ASIC design, the logic synthesis framework (Synopsys synthesis tools) is primarily used for scan-chain insertion
and synthesizing the control. For emulation, the tools allow
the translation of gate-level ASIC designs to the FPGA technology. Moreover, synthesis can be used to optimize designs.
Since the flow does not currently oﬀer automatic partitioning to BEE, this design phase is carried out using scripting in
Synopsys Design Compiler.
The resulting netlist is fed to a technology-dependent
backend tool flow. The ASIC backend flow is typically heavily dependent on silicon vendor specific files and operations.
However, the BEE side of the flow proceeds through the Xilinx ISE (integrated synthesis environment) flow and produces separate bitstreams for each of the FPGAs actually in
use. The BEE Configurator Program is responsible for programming the FPGAs on the BPUs.
There are several goals for the emulation system toolflow. One goal is to minimize the number of required FPGAs, which also tends to minimize the inter-FPGA signals
lines. This is important to avoid a possible design bottleneck.
Another goal is to define the interfaces between FPGAs, a task
that requires special care. In particular, the timing characteristics of these signals are important and good design practices
like pipelining, registered outputs, and restricting the logic
depth are typically necessary for oﬀ-chip signals [4].
5.

BEE APPLICATION EXAMPLE

To illustrate HW utilization and the details of the design
flow, a baseband TDMA (time division multiple access) receiver is used as an application example. The receiver, documented in [31], was developed using SSHAFT. A block dia-

gram of the low-power, spread-spectrum receiver is depicted
in Figure 13. The design is intended to be a part of an extremely low-power wireless sensor network.
The receiver uses a direct-sequence code with a length
of 31 bits to spread the spectrum and to provide resistance
to narrowband fading. The symbol rate is 806 kHz, which
translates to 1.6 Mb/s data rate with QPSK (quadrature phase
shift keying) modulation. In-phase and quadrature (I and Q)
samples from an A/D converter are fed into the design as 8bit streams of 100 MHz (64 pins). They are interpolated onchip to produce 7-bit streams at 200 MHz, corresponding to
8 samples per chip, each oﬀset by 1/8 of a chip. The primary
function of the receiver is to provide coherent timing recovery for the input stream.
The coarse timing acquisition block uses a feedforward,
non-data-aided algorithm based on a matched filter to estimate timing within 3/8 of a chip. Three of the eight
streams are correlated with the known spreading code until one of them passes a threshold. The frequency estimation and fine-timing block utilizes this stream and its two
nearest neighbors to estimate the frequency and to further
estimate the timing to the best of the three streams. The
method utilized is a joint estimation feedforward, data-aided
algorithm synthesized directly from maximum likelihood
equations.
The rotate and correlate block uses the frequency estimate to correct any frequency mismatch, the block correlates each stream with the spreading code and also tracks
timing oﬀset, which may necessitate changing the current
stream. The PLL block gets the best stream and performs
phase correction and tracks frequency and phase oﬀsets. In
addition, the PLL block produces the output symbols. Doing a course rotation and correlation outside the PLL allows
a simple second-order PLL design operating at a low clock
speed. The accuracy of the coarse rotation guarantees that
this hybrid solution is less than 1 dB from the ideal, where
correlation is performed inside the PLL. The PLL initially operates in a data-aided acquisition mode for 19 symbols and
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Figure 14: A TDMA receiver mapped to a BEE quadrant.

then uses a decision-directed algorithm to track phase oﬀset
error throughout the remainder of the packet.
The ASIC implementation of this design has approximately 700,000 transistors covering an area of 2.4 mm2 . Altogether the design has 147 external I/O signals. The same design maps to several FPGAs in a BEE quadrant, as shown in
Figure 14, which also depicts the external I/Os and the number of signals between the chips.
The control logic is located in FPGA 1 since it shares pilot
codes (64 bits) with the coarse timing function. In terms of
routing, it would be expensive to separate these two blocks.
The logical position for the control would have been in the
Xbar 1 because it needs to access and control all the blocks
in the design. However, this partitioning does not aﬀect the
functionality or the real-time performance of the design.
Aside from the controller, FPGA 1 is basically a large multiplexer. FPGA 1 feeds the selected three streams to frequency
estimation (FPGA 2) and to rotate and correlate (FPGA 3).
Moreover, FPGA 3 encompasses the digital PLL block and
produces the outputs. To facilitate testing of the target ASIC,
the symbol outputs in the ASIC design are routed oﬀ-chip
along the test outputs. These test outputs happen to reside
on FPGA 1 and, therefore, the symbol outputs are routed oﬀBEE from FPGA 1 as well.
The design was manually partitioned in Synopsys Design
Compiler using a synthesis script. The unmodified gate-level
descriptions of the subsystems from the ASIC design were
utilized in this mapping. The high-level design in Simulink
provided the necessary structural information to connect
these subdesigns. In addition, this phase was used to automatically translate the design into a Xilinx FPGA specific
netlist.
Each of the partitioned designs was then fed to the Xilinx ISE flow, which produced the bitstreams. As mentioned
earlier, this design flow produces an emulation that is a very
close match to the ASIC implementation and the design for
emulation requires little eﬀort. However, it does not fully

exploit FPGA specific features, therefore making the emulation slow. A method for speeding up the emulation run
through substituting critical blocks with FPGA specific designs and discussion on the advantages and disadvantages of
the respective methods are documented in [5].
Despite the apparent disadvantages of the FPGA and
ASIC technology mismatch, the emulator architecture combined with the tool flow overcomes these limitations for
the target applications. For example, the real-time operation requirement for the ASIC design is a clock frequency
of 25 MHz. The synthesis tools, after placement and route
to the FPGAs, indicate a maximum operating frequency of
25.0 MHz for the BEE implementation. Therefore, the realtime requirement is satisfied. The primary statistics for the
FPGAs are tabulated in Table 2. The external I/Os are oﬀBEE connections and the internal I/Os connect with other
components inside the BEE.
The slices in Table 2 indicate the utilized area on the
FPGA chip. Each of the FPGAs contains 19,200 slices making FPGA 1 the most populated chip with 49% area utilization. The slice counts include the overhead induced by the
Xilinx ChipScope architecture and the ChipScope exclusively
utilizes the block rams in this design.
The slowest chip is FPGA 2 with a maximum clock frequency of 25.0 MHz. FPGA 3 had an approximately 100
nanoseconds combinatorial path from its registered outputs
to an internal cordic block. However, this is a multicycle path
that can aﬀord to take 31 clock cycles to complete. Therefore,
the maximum clock frequency for this chip was obtained
with the multicycle path designated as a false path.
Since Xbar 1 does not contain any sequential logic, its operating speed is characterized as the maximum routing delay
through the chip (10.3 ns). Based on simulations using trace
models extracted from the PCB and IBIS driver models for
the FPGAs, the maximum delay introduced by a hop is below
5 ns. Therefore, the worst-case estimate for 2-hop inter-chip
critical routing is 2 × 5 + 10.3 = 20.3 ns. This is well below
the 40-ns cycle time imposed by the real-time requirement.
6.

CONCLUSIONS

A novel architecture for the emulation and rapid prototyping of dataflow and low-power oriented hardware designs is
introduced in this paper. The architecture is shown to have
good local routing properties. However, the global routing is
somewhat penalized compared to known HW emulator architectures. This is acceptable due to the application-specific
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nature of the BEE emulator. The architecture is also shown
to be practically implementable on a PCB.
Mapping an existing design to BEE, in this case, a lowpower TDMA receiver verifies in part that the architecture is
suitable for emulating data flow centric designs and that BEE
emulations are compatible with the existing hierarchical and
automated design flow. Simulations suggest that the design
can be emulated in real time using a primary clock frequency
of 25 MHz.
Physically, a BEE processing board is a 26-layer PCB containing 3400 components. The system was designed to handle signaling speeds of 50 MHz between any two chips on
the board. Overall, a BPU has the emulation capability of
approximately 10 million ASIC gate equivalents. Thus, we
see BEE as an excellent specification and architecture exploration environment for full DSP systems. BEE oﬀers realtime HW, and secondarily software prototyping and emulation, the possibility to prototype during all levels in the design trajectory, and a transparent SW flow.
The future work in this project involves the finalization of the HW infrastructure and building additional analog front-ends for ultra wideband (UWB) and multicarrier
multiantenna (MCMA) applications. Moreover, we intend to
streamline the SW flow and include multichip support while
primarily using the Xilinx System Generator tool flow. Especially, the critical path back annotation problem, mentioned
in Section 2.1, must be studied further.
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[13] B. Spitzer, M. Kühl, and K. D. Müller-Glaser, “A methodology
for architecture-oriented rapid prototyping,” in Proc. 12th International Workshop on Rapid System Prototyping (RSP ’01),
pp. 200–205, Monterey, Calif, USA, June 2001.
[14] J.-P. David and J.-D. Legat, “A data-flow oriented co-design
for reconfigurable systems,” in Proc. 9th International Workshop on Rapid System Prototyping (RSP ’98), pp. 207–211, Leuven, Belgium, June 1998.
[15] P. Sabet and L. Vuillemin, “An approach to mapping the timing behavior of VLSI circuits on emulators,” in Proc. 12th International Workshop on Rapid System Prototyping (RSP ’01),
pp. 168–173, Monterey, Calif, USA, June 2001.
[16] S. Cardelli, M. Chiodo, P. Giusto, A. Jurecska, L. Lavagno, and
A. Sangiovanni-Vincentelli, “Rapid-prototyping of embedded systems via reprogrammable devices,” in Proc. 7th International Workshop on Rapid System Prototyping (RSP ’96), pp.
133–138, Porto Carras, Thessaloniki, Greece, June 1996.
[17] H. Hakkarainen and J. Isoaho, “VHDL macro library testing
using BOAR emulation tool,” in Proc. 8th Annual IEEE International ASIC Conference and Exhibit (ASIC ’95), pp. 105–
108, Tampere University of Technology, Finland, September
1995.
[18] D. M. Lewis, D. R. Galloway, M. Van Ierssel, J. Rose, and
P. Chow, “The transmogrifier-2: A 1 million gate rapid prototyping system,” IEEE Transactions Very Large Scale Integration
(VLSI) Systems, vol. 6, no. 2, pp. 188–198, 1998.
[19] S. Note, P. van Lierop, and J. van Ginderdeuren, “Rapid prototyping of DSP systems: requirements and solutions,” in Proc.
6th International Workshop on Rapid System Prototyping (RSP
’95), pp. 88–96, Chapel Hill, NC, USA, June 1995.
[20] D. E. Van den Bout, J. N. Morris, D. Thomae, S. Labrozzi,
S. Wingo, and D. Hallman, “AnyBoard: an FPGA-based, reconfigurable system,” IEEE Design & Test of Computers, vol. 9,
no. 3, pp. 21–30, 1992.

Designing the Berkeley Emulation Engine
[21] S. Hauck, G. Borriello, and C. Ebeling, “Mesh routing topologies for multi-FPGA systems,” IEEE Transactions Very Large
Scale Integration (VLSI) Systems, vol. 6, no. 3, pp. 400–408,
1998.
[22] C. Kim and H. Shin, “A performance-driven logic emulation
system: FPGA network design and performance-driven partitioning,” IEEE Transactions on Computer-Aided Design of Integrated Circuits and Systems, vol. 15, no. 5, pp. 560–568, 1996.
[23] S. Walters, “Computer-aided prototyping for ASIC-based systems,” IEEE Design & Test of Computers, vol. 8, no. 2, pp. 4–10,
1991.
[24] M. Butts, J. Batcheller, and J. Varghese, “An eﬃcient logic emulation system,” in IEEE International Conference on Computer Design: VLSI in Computer & Processors (ICCD-92), pp.
138–141, Cambridge, Mass, USA, October 1992.
[25] P. K. Chan and M. D. F. Schlag, “Architectural tradeoﬀs
in field-programmable-device-based computing systems,” in
Proc. IEEE Workshop on FPGAs for Custom Computing Machines (FCCM ’93), pp. 152–161, Napa, Calif, USA, April
1993.
[26] M. A. S. Khalid and J. Rose, “Experimental evaluation of mesh
and partial crossbar routing architectures for multi-FPGA systems,” in Proc. 6th IFIP International Workshop on Logic and
Architecture Synthesis (IWLAS ’97), pp. 119–127, Grenoble,
France, December 1997.
[27] M. A. S. Khalid and J. Rose, “A hybrid complete-graph partialcrossbar routing architecture for multi-FPGA systems,” in
Proc. ACM/SIGDA International Symposium on Field Programmable Gate Arrays (FPGA ’98), pp. 45–54, Monterey,
Calif, USA, February 1998.
[28] M. A. S. Khalid and J. Rose, “A novel and eﬃcient routing
architecture for multi-FPGA systems,” IEEE Transactions Very
Large Scale Integration (VLSI) Systems, vol. 8, no. 1, pp. 30–39,
2000.
[29] S. C. Jain, S. Kumar, and A. Kumar, “Evaluation of various
routing architectures for multi-FPGA boards,” in Proc. 13th
CSI/IEEE International Conference on VLSI Design, pp. 262–
267, Calcutta, India, January 2000.
[30] W. R. Davis, N. Zhang, K. Camera, et al., “A design environment for high-throughput, low-power dedicated signal processing systems,” IEEE Journal of Solid-State Circuits, vol. 37,
no. 3, pp. 420–431, 2002.
[31] W. R. Davis, N. Zhang, K. Camera, et al., “An automated
design flow for low-power, high-throughput, dedicated signal processing systems,” in Proc. 35th Asilomar Conference on
Signals, Systems and Computers (Asilomar ’01), pp. 475–480,
Pacific Grove, Calif, USA, November 2001.
Kimmo Kuusilinna received his Ph.D. degree from the Department of Information
Technology at Tampere University of Technology (TUT), Finland, in 2001. His main
research interests include hardware emulation, computer networks, system-on-a-chip
design, and parallel memories. Currently,
he is working as a Senior Research Scientist in the Institute of Digital and Computer
Systems at TUT. He was a Visiting Postdoctoral Researcher at the University of California, Berkeley, Berkeley
Wireless Research Center.

513
Chen Chang received the B.S. degree in
electrical engineering and computer science, B.A. degree in physics, and M.S. degree in electrical engineering and computer science from the University of California, Berkeley, in 2000 and 2002, respectively. He is currently working toward the
Ph.D. degree at the University of California at Berkeley studying with Professor R.
W. Brodersen. His research interests include
very large-scale digital system design automation and FPGA-based
reconfigurable computing.
M. Josephine Ammer received the B.S. and
M.E. degrees in electrical engineering and
computer science from the Massachusetts
Institute of Technology (MIT), Cambridge,
in 1997 and 1999, respectively. She is currently working toward the Ph.D. degree
at the University of California at Berkeley,
studying with Professor J. Rabaey. Her research interests include low-power digital
integrated circuits for wireless communication. She received the Robert M. Fano UROP (Undergraduate Research) Award in 1997 and the Ernst A. Guillemin Masters Thesis
Award, First Prize, in 1999, while she was at MIT.
Brian C. Richards was born in Seattle,
Washington on August 20, 1961. He received the B.S. degree in electrical engineering from the California Institute of Technology in 1983, and the M.S. degree in
electrical engineering and computer science
from the University of California, Berkeley,
in 1986. From 1986, he joined the research
staﬀ at the University of California, Berkeley. He is maintaining and continuing the
development of several ASIC and FPGA system design CAD tools.
Current projects include supporting various research eﬀorts related
to prototyping and implementing wireless systems at the Berkeley
Wireless Research Center.
Robert W. Brodersen is a Scientific Codirector of the Berkeley Wireless Research
Center and John R. Whinnery Chair Professor at the Electrical Engineering and Computer Science Department. A pioneer in
the field of analog MOS circuit design and
implementation of signal processing systems. He received his Ph.D. degree from
MIT in 1976, and was associated with the
Central Research Laboratory, Texas Instruments, until 1976 when he joined the EECS faculty at University of
California, Berkeley. He is a member of the National Academy of
Engineering. His research interests include RF and digital wireless
communications design, signal processing applications, and design
methodologies.

EURASIP Journal on Applied Signal Processing 2003:6, 514–529
c 2003 Hindawi Publishing Corporation


Memory-Optimized Software Synthesis
from Dataflow Program Graphs
with Large Size Data Samples
Hyunok Oh
The School of Electrical Engineering and Computer Science, Seoul National University, Seoul 151-742, Korea
Email: oho@comp.snu.ac.kr

Soonhoi Ha
The School of Electrical Engineering and Computer Science, Seoul National University, Seoul 151-742, Korea
Email: sha@comp.snu.ac.kr
Received 28 February 2002 and in revised form 15 October 2002
In multimedia and graphics applications, data samples of nonprimitive type require significant amount of buﬀer memory. This
paper addresses the problem of minimizing the buﬀer memory requirement for such applications in embedded software synthesis
from graphical dataflow programs based on the synchronous dataflow (SDF) model with the given execution order of nodes. We
propose a memory minimization technique that separates global memory buﬀers from local pointer buﬀers: the global buﬀers
store live data samples and the local buﬀers store the pointers to the global buﬀer entries. The proposed algorithm reduces 67%
memory for a JPEG encoder, 40% for an H.263 encoder compared with unshared versions, and 22% compared with the previous
sharing algorithm for the H.263 encoder. Through extensive buﬀer sharing optimization, we believe that automatic software
synthesis from dataflow program graphs achieves the comparable code quality with the manually optimized code in terms of
memory requirement.
Keywords and phrases: software synthesis, memory optimization, multimedia, dataflow.

1.

INTRODUCTION

Reducing the size of memory is an important objective in
embedded system design since an embedded system has tight
area and power budgets. Therefore, application designers
usually spend significant amount of code development time
to optimize the memory requirement.
On the other hand, as system complexity increases and
fast design turn-around time becomes important, it attracts
more attention to use high-level software design methodology: automatic code generation from block diagram specification. COSSAP [1], GRAPE [2], and Ptolemy [3] are wellknown design environments, especially for digital signal processing applications, with automatic code synthesis facility
from graphical dataflow programs.
In a hierarchical dataflow program graph, a node, or
a block, represents a function that transforms input data
streams into output streams. The functionality of an atomic
node is described in a high-level language such as C or
VHDL. An arc represents a channel that carries streams of
data samples from the source node to the destination node.
The number of samples produced (or consumed) per node

firing is called the output (or the input) sample rate of the
node. In case the number of samples consumed or produced
on each arc is statically determined and can be any integer,
the graph is called a synchronous dataflow graph (SDF) [4]
which is widely adopted in aforementioned design environments. We illustrate an example of SDF graph in Figure 1a.
Each arc is annotated with the number of samples consumed
or produced per node execution. In this paper, we are concerned with memory optimized software synthesis from SDF
graphs though the proposed techniques can be easily extended to other SDF extensions.
To generate a code from the given SDF graph, the order of block executions is determined at compile time, which
is called “scheduling.” Since a dataflow graph specifies only
partial orders between blocks, there are usually more than
one valid schedule. Figure 1b shows one of many possible
scheduling results in a list form, where 2(A) means that block
A is executed twice. The schedule will be repeated with the
streams of input samples to the application. A code template
according to the schedule of Figure 1b is shown in Figure 1c.
When synthesizing software from an SDF graph, a buﬀer
space is allocated to each arc to store the data samples
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Figure 1: (a) SDF graph example, (b) a scheduling result, (c) a code template, and (d) a buﬀer allocation.
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between the source and the destination blocks. The number
of allocated buﬀer entries should be no less than the maximum number of samples accumulated on the arc at runtime.
After block A is executed twice, two data samples are produced on each output arc as explicitly depicted in Figure 1d.
We define a buﬀer allocated on each arc as a local buﬀer that
is used for data transfer between two associated blocks. If the
data samples are of primitive types, the local buﬀers store
data values and the generated code defines a local buﬀer with
an array of primitive type data.
Required memory spaces in the synthesized code consist of code segments and data segments. The latter stores
constants and parameters as well as data samples. We regard
memory space for data samples as buﬀer memory, or shortly
buﬀer, in this paper.
There are several classes of applications that deal with
nonprimitive data types. The typical data type of an image
processing application is a matrix of fixed block size as illustrated in Figure 2. Graphic applications usually need to
deal with structure-type data samples that contain information on vertex coordinates, viewpoints, light sources, and
so on. Networked multimedia applications exchange packets of data samples between blocks. In those applications,
the buﬀer requirements are likely to be more significant than
others. For example, the code size of H.263 encoder [5] is
about 100 K bytes but the buﬀer size is more than 300 K
bytes.
Since the buﬀer requirement of an SDF graph depends
on the execution order of nodes, there have been several approaches [6, 7, 8] to take the buﬀer size minimization as
one of the scheduling objectives. However, they do not consider either buﬀer sharing possibilities nor nonprimitive data
types. Finding out an optimal schedule for minimum buﬀer
requirements considering both is a future research topic. In
this paper, instead, we propose a buﬀer sharing technique for
nonprimitive type data samples to minimize the buﬀer memory requirement assuming that the execution order of nodes is

already determined at compile time. Thus, this work is complementary to existent scheduling algorithms to further reduce the buﬀer requirement.
Figure 2 demonstrates a simple example where we can reduce the significant amount of buﬀer memory by sharing
buﬀers. Without buﬀer sharing, five local buﬀers of size 64
(= 8 × 8) are needed. On the other hand, only two buﬀers
are needed if buﬀer sharing is used so that a, c, and e buﬀers
share buﬀer A, and b and d buﬀers share buﬀer B. Such sharing decision can be made at compile time through lifetime
analysis of data samples, which is a well-known compilation
technique.
A key diﬀerence between the proposed technique and
the previous approaches is that we separate the local pointer
buﬀers from global data buﬀers explicitly in the synthesized
code. In Figure 2, we use five local pointer buﬀers and two
global buﬀers. This separation provides more memory sharing chances when the number of local buﬀer entries becomes
more than one. If the local buﬀer size becomes one after
buﬀer optimization, no separation is needed. We examine
Figure 3a which illustrates a simplified version of an H.263
encoder algorithm where “ME” node indicates a motion estimation block, “Trans” is a transform coding block which performs DCT and Quantization, and “InvTrans” performs inverse transform coding and image reconstruction. Each sample between nodes is a frame of 176 × 144 byte size which is
large enough to ignore local buﬀer size. The diamond symbol on the arc between ME and InvTrans denotes an initial
data sample, which is the previous frame in this example. If
we do not separate local buﬀers from global buﬀers, then we
need three frame buﬀers as shown in Figure 3b since buﬀers
a and c overlap their lifetimes at ME, a and b at Trans, and b
and c at InvTrans. Even though two frames are suﬃcient for
this graph, we cannot share any buﬀer without separation
of local buﬀers and global buﬀers. In fact, we can use only
two frame buﬀers if we use separate local pointer buﬀers.
Figure 3c shows the allocation of local buﬀers and global
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global buﬀer lifetime chart, and (d) a local buﬀer lifetime chart.

buﬀers, and the mapping of local buﬀers to global buﬀers.
The detailed algorithm and code synthesis techniques will be
explained in Section 4.
It is NP-hard to determine the optimal local buﬀer,
global buﬀer sizes, and their mappings in general cases where
there are feedback structures in the graph topology. The
problem becomes harder if we consider buﬀer sharing among
diﬀerent size data samples. Therefore, we devise a heuristic
that focuses on global buﬀer minimization first and applies
an optimal algorithm next to find the minimum local pointer
buﬀer sizes and to map the local pointer buﬀers to the minimum global buﬀers. The proposed heuristic results in less
than 5% overhead than an optimal solution on average.
In Section 2, we define a new buﬀer sharing problem
for nonprimitive data types, and survey the previous works
briefly. The overview of the proposed technique is presented
in Section 3. Section 4 explains how to minimize the size
of local buﬀers and their mappings to the minimum global
buﬀers assuming that all data samples have the same size. In
Section 5, we extend the technique to the case where data
samples have the diﬀerent sizes. Graphs with initial samples are discussed in Section 6. Finally, we present some experimental results in Section 7, and make conclusions in
Section 8.
2.

PROBLEM STATEMENT AND PREVIOUS WORKS

In the proposed technique, global buﬀers store the live data
samples of nonprimitive type while the local pointer buﬀers

store the pointers for the global buﬀer entries. Since multiple
data samples can share the buﬀer space as long as their lifetimes do not overlap, we should examine the lifetimes of data
samples. We denote s(a, k) as the kth stored sample on arc a
and TNSE(a) as the total number of samples exchanged during an iteration cycle. Consider an example of Figure 4a with
the associated schedule. TNSE(a) becomes 2 and two samples, s(a, 1) and s(a, 2), are produced and consumed on arc
a. Arc b has an initial sample s(b, 1) and two more samples,
s(b, 2) and s(b, 3), during an iteration cycle.
The lifetimes of data samples are displayed in the sample lifetime chart as shown in Figure 4b, where the horizontal
axis indicates the abstract notion of time: each invocation of a
node is considered to be one unit of time. The vertical axis indicates the memory size and each rectangle denotes the lifetime interval of a data sample. Note that each sample lifetime
defines a single time interval whose start time is the invocation time of the source block and the stop time is the completion time of the destination block. For example, the lifetime
interval of sample s(b, 2) is [B1, C1]. We take special care of
initial samples. The lifetime of sample s(b, 1) is carried forward from the last iteration cycle while that of sample s(b, 3)
is carried forward to the next iteration cycle. We denote the
former-type interval as a tail lifetime interval, or shortly a tail
interval, and the latter as a head lifetime interval, or a head interval. In fact, sample s(b, 3) at the current iteration cycle becomes s(b, 1) at the next iteration cycle. To distinguish iteration cycles, we use sk (b, 2) to indicate sample s(b, 2) at the kth
iteration. Then, in Figure 4, s1 (b, 3) is equivalent to s2 (b, 1).
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And the sample lifetime that spans multiple iteration cycles is
defined as a multicycle lifetime. Note that the sample lifetime
chart is determined from the schedule.
From the sample lifetime chart, it is obvious that the
minimum size of global buﬀer memory is the maximum
of the total memory requirements of live data samples over
time. We summarize this fact as the following lemma without proof.
Lemma 1. The minimum size of global buﬀer memory is equal
to the maximum total size of live data samples at any instance
during an iteration cycle.
We map the sample lifetimes to the global buﬀers: an
example is shown in Figure 4c where g(k) indicates the kth
global buﬀer. In case all data types have the same size, an interval scheduling algorithm can successfully map the sample
lifetimes to the minimum size of global buﬀer memory.
Sample lifetime is distinguished from local buﬀer lifetime
since a local buﬀer may store multiple samples during an iteration cycle. Consider an example of Figure 4a where the local
buﬀer sizes of arcs a and b are set to be 1 and 2, respectively.
We denote B(a, k) as the kth local buﬀer entry on arc a. Then,
the local buﬀer lifetime chart becomes as drawn in Figure 4d.
Buﬀer B(a, 1) stores two samples, s(a, 1) and s(a, 2), to have
multiple lifetime intervals during an iteration cycle. Now, we
state the problem this paper aims to solve as follows.
Problem 1. Determine LB(g, s(g)) and GB(g, s(g)) in order
to minimize the sum of them, where LB(g, s(g)) is the sum
of local buﬀer sizes on all arcs and GB(g, s(g)) is the global
buﬀer size with a given graph g and a given schedule s(g).
Since the simpler problems are NP-hard, this problem
is NP-hard, too. Consider a special case when all samples
have the same type or the same size. For a given local buﬀer
size, determining the minimum global buﬀer size is diﬃcult
if a local buﬀer may have multiple lifetime intervals, which is
stated in the following theorem.
Theorem 1. If the lifetime of a local buﬀer may have multiple lifetime intervals and all data types have the same size, the
decision problem whether there exists a mapping from a given
number of local buﬀers to a given number of global buﬀers is
NP-hard.
Proof. We will prove this theorem by showing that the graph
coloring problem can be reduced to this mapping problem.
Consider a graph G(V, E) where V is a vertex set and E is
an edge set. A simple example graph is shown in Figure 5a.
We associate a new graph G (Figure 5b) where a pair of
nodes are created for each vertex of graph G and connected
to the dummy source node S and the dummy sink node
K of the graph G . In other words, a vertex in graph G is
mapped to a local buﬀer in graph G . The next step is to
map an arc of graph G to a schedule sequence in graph G .
For instance, an arc AB in graph G is mapped to a schedule segment (A B A B ) to enforce that two local buﬀers on

A
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Figure 5: (a) An example instance of graph coloring problem, and
(b) the mapped graph for the proof of Theorem 1.

arcs A A and B B may not be shared. As we traverse all
arcs of graph G, we generate a valid schedule of graph G .
Traversing arcs AB and AC in graph G generates a schedule:
S(A B A B )(A C  A C  )K. From this schedule, we find out
that the buﬀer lifetime on arc A A consists of two intervals.
The constraint that two adjacent nodes in G may not have
the same color is translated to the constraint that two local
buﬀers may not be shared in G . Therefore, the graph coloring problem for graph G is reduced to the mapping problem
for graph G .
The register allocation problem in traditional compilers
is to share the memory space for the variables of nonoverlapped lifetimes [9]. If the variable sizes are not uniform, the
allocation problem, known as the dynamic storage allocation
problem [10, 11], is NP-complete. In our context, this problem is equivalent to minimize the global buﬀer memory ignoring the local buﬀer sizes and mapping problems.
De Greef et al. [12] presented a systematic procedure to
share arrays for multimedia applications in a synthesis tool
called ATOMIUM. They analyze lifetimes of array variables
during a single iteration trace of a C program and do not consider the case where lifetimes span multiple iteration cycles.
If the program is retimed, some variables can be live longer
than a single iteration cycle. Another extension we make in
the proposed approach is that we consider each array element
separately for sharing decision when each array element is of
nonprimitive type.
Recently, Murthy and Bhattacharyya [13] proposed a
scheduling technique for SDF graphs to optimize the local memory size by buﬀer sharing. Since they assume only
primitive type data, their sharing decision considers array
variables as a whole. However, their research result is complementary to our work since the schedule reduces the number of live data samples at runtime, which reduces the global
memory size in our framework. They compared their research work with Ritz et al.’s [14] whose schedule pattern does not allow nested loop structure. They showed
that nested loop structure may significantly reduce the local
memory size.
Even though memory sharing techniques have been researched extensively from compiler optimization to high
level synthesis, no previous work has been performed, to the
authors’ knowledge, to solve the problem we are solving in
this paper.
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1: U is a set of sample lifetimes; P is an empty global buﬀer lifetime chart.
2: While (U is not empty){
3:
Take out a sample lifetime x with the earliest start time from U.
4:
Find out a global buﬀer whose lifetime ends earlier than the start time of x.
5:
Priority is given to the buﬀer that stores samples on the same arc if exists.
6:
If no such global buﬀer exists in P, create another global buﬀer.
7:
Map x to the selected global buﬀer
8: }

Figure 6: Interval scheduling algorithm.
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Figure 7: (a) An SDF subgraph with a given schedule, (b) the sample lifetime chart, (c) the global buﬀer lifetime chart, and (d) local buﬀer
allocation and mapping.

3.

PROPOSED TECHNIQUE

In this section, we sketch the proposed heuristic for the problem stated in the previous section. Since the size of nonprimitive data type is usually much larger than that of pointer type
in multimedia applications of interest, reducing the global
buﬀer size is more important than reducing the local pointer
buﬀers. Therefore, our heuristic consists of two phases: the
first phase is to map the sample lifetimes within an iteration
cycle into the minimum number of global buﬀers ignoring
local buﬀer sizes, and the second phase is to determine the
minimum local buﬀer sizes and to map the local buﬀers to
the given global buﬀers.
3.1. Global buffer minimization
Recall that a sample lifetime has a single interval within an
iteration cycle. When all samples have the same data size,
the interval scheduling algorithm is known to be an optimal
algorithm [15] to find the minimum global buﬀer size. We
summarize the interval scheduling algorithm in Figure 6.
Consider an example of Figure 4a whose global buﬀer
lifetime chart is displayed in Figure 4c. After samples s(a, 1),
s(b, 1), and s(b, 2) are mapped into three global buﬀers,
s(a, 2) can be mapped to all three buﬀers. Among the candidate global buﬀers, we select one that already stores s(a, 1)
according to the policy of line 5 of Figure 6. The reason of
this priority selection is to minimize the local buﬀer sizes,
which will be discussed in the next section.
When the data samples have diﬀerent sizes, this mapping
problem becomes NP-hard since a special case can be reduced to 3-partition problem [10]. Therefore, we develop a
heuristic, which will be discussed in Section 5.

3.2.

Local buffer size determination

The global buﬀer minimization algorithm in the previous
phase runs for one iteration cycle while the graph will be executed repeatedly. The next phase is to determine the minimum local buﬀer sizes that are necessary to store the pointers of data samples mapped to the global buﬀers. Initially we
assign a separate local buﬀer to each live sample during an iteration cycle. Then, the local buﬀer size on each arc becomes
the total number of live samples within an iteration cycle:
each sample occupies a separate local buﬀer. In Figure 4a, for
instance, two local buﬀers are allocated on arc a while three
local buﬀers on arc b.
What is the optimal local buﬀer size? The answer depends
on when we set the pointer values, or when we bind the local
buﬀers to the global buﬀers. If binding is performed statically
at compile time, we call it static binding. If binding can be
changed at runtime, it is called dynamic binding. In general,
the dynamic binding can reduce the local buﬀer size significantly with small runtime overhead of global buﬀer management.
3.2.1

Dynamic binding strategy

Since we can change the pointer values at runtime in dynamic binding strategy, the local buﬀer size of an arc can be
as small as the maximum number of live samples at any time
instance during an iteration cycle. Consider another example of Figure 7a with a given scheduling result and a global
buﬀer lifetime chart as shown in Figure 7c. Since the maximum number of live samples is four, we need at least four
local buﬀers on arc a. Suppose we have the minimum number of local buﬀers on arc a. Local buﬀer B(a, 1) stores two
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samples, s(a, 1) and s(a, 5), which are unfortunately mapped
to diﬀerent global buﬀers. It means that the pointer value of
local buﬀer B(a, 1) should be set to g(1) at the first invocation
of node A but to g(2) at the third invocation, dynamically.
We repeat this pointer assignment at every iteration cycle at
runtime.
If there are initial samples on an arc, care should be taken
to compute the repetition period of pointer assignment. Arc
b of Figure 4a has an initial sample and needs only two local
buﬀers since there are at most two live samples at the same
time. Unlike the previous example of Figure 7, the global
buﬀer lifetime chart may not repeat itself at the next iteration cycle. The lifetime patterns of local buﬀers B(b, 1) and
B(b, 2) are interchanged at the next iteration cycle as shown
in Figure 8. In other words, the repetition periods of pointer
assignment for arcs with initial samples may span multiple
iteration cycles. Section 4 is devoted to computing the repetition period of pointer assignment for the arcs with initial
samples.
Suppose an arc a has M local buﬀers. Since the local
buﬀers are accessed sequentially, each local buﬀer entry has at
most TNSE(a)/M  samples and the pointer to sample s(a, k)
is stored in B(a, k mod M). After the first phase is completed,
we examine the mapping results of the allocated sample in a
local buﬀer to the global buﬀers at the code generation stage.
If the mapping result of the current sample is changed from
the previous one, a code segment is inserted automatically to
alter the pointer value at the current schedule instance. Note
that it incurs both memory overhead of code insertion and
time overhead of runtime mapping.
3.2.2 Static binding strategy
If we use static binding, we may not change the pointer values
of local buﬀers at runtime. It means that all allocated samples
to a local buﬀer should be mapped to the same global buﬀer.
For example of Figure 7, we need six local buﬀers for static
binding: two more buﬀers than the dynamic binding case
since s(a, 1) and s(a, 5) are not mapped to the same global
buﬀer. On the other hand, arc a of Figure 4 needs only one
local buﬀer for static binding since two allocated samples are
mapped to the same global buﬀer. How many buﬀers do we
need for arc b of Figure 4 for static binding?
To answer this question, we extend the global buﬀer lifetime chart over multiple iteration cycles until the sample lifetime patterns on the arc become periodic. We need to extend
the lifetime chart over two iteration cycles as displayed in
Figure 8. Note that the head interval of s2 (b, 3) is connected
to the tail interval of s3 (b, 1) in the next repetition period.
Therefore, four live samples are involved in the repetition period that consists of two iteration cycles. The problem is to
find the minimum local buﬀer size M such that all allocated
samples on each local buﬀer are mapped to the same global
buﬀer. The minimum number is four in this example since
s3 (b, 1) can be placed at the same local buﬀer as s1 (b, 1).
How many iteration cycles should be extended is an
equivalent problem to computing the repetition period of
pointer assignment for dynamic binding case. We refer to the
next section for detailed discussion.

Global
buﬀer

g(3)
g(2)
g(1)
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s1 (a, 1)
s1 (a, 2) s2 (a, 1)
s2 (a, 2)
A1 B1 C1 A2 B2 A1 B1 C1 A2 B2

t

Figure 8: The global buﬀer lifetime chart spanning two iteration
cycles for the example of Figure 4.

4.

REPETITION PERIOD OF SAMPLE LIFETIME
PATTERNS

Initial samples may make the repetition period of the sample
lifetime chart longer than a single iteration cycle since their
lifetimes may span to multiple cycles. In this section, we show
how to compute the repetition period of sample lifetime patterns to determine the periodic pointer assignment for dynamic binding or to determine the minimum size of local
buﬀers for static binding. For simplicity, we assume that all
samples have the same size in this section. This assumption
will be released in Section 5.
First, we compute the iteration length of a sample lifetime. Suppose d initial samples stay alive on an arc and N
samples are newly produced for each iteration cycle. Then, N
samples on the arc are consumed from the destination node.
If d is greater than N, the newly produced samples all live
longer than an iteration cycle. Otherwise, N − d newly created samples are consumed during the same iteration cycle
while d samples live longer. We summarize this fact in the
following lemma.
Lemma 2. If there are d(a) initial samples on an arc a, the
lifetime interval of (d(a) mod TNSE(a)) newly created samples on the arc spans d(a)/ TNSE(a) + 1 iteration cycles
and that of (TNSE(a) − (d(a) mod TNSE(a))) samples spans
d(a)/ TNSE(a) iteration cycles.
Let p be the number of iteration cycles in which a sample
lifetime interval lies. Figure 9 illustrates two patterns that a
sample lifetime interval can have in a global lifetime chart.
A sample starts its lifetime at the first iteration cycle with a
head interval and ends its lifetime at the pth iteration with
a tail interval. Note that the tail interval at the pth iteration
also appears at the first iteration cycle. The first pattern, as
shown in Figure 9a, occurs when the tail interval is mapped
to the same global buﬀer as the head interval. The interval
mapping pattern repeats every p − 1 iteration cycles in this
case.
The second pattern appears when the tail interval is
mapped to a diﬀerent global buﬀer. To compute the repetition period, we have to examine when a new head interval can be placed at the same global buﬀer. Figure 9b shows
a simple case that a new head interval can be placed at the
next iteration cycle. Then, the repetition period of the sample
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Figure 9: Illustration of a sample lifetime interval: (a) when the tail interval is mapped to the same global buﬀer as the head interval, and
(b) when the tail interval is mapped to a diﬀerent global buﬀer and there is no chained multicycle sample lifetime interval.
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Figure 10: Sample lifetime patterns when multicycle lifetimes are chained so that tail interval ti is chained to the lifetime
of sample j + 1.
n
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sample
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(b) Case 2: tn is
(a) Case 1: tn is chained back to the lifetime of sample
i
i=1

chained to none. The repetition period becomes ni=1 pi + 1. Here, we assume that the lifetime of sample k spans pk + 1 iteration cycles.

lifetime pattern becomes p. More general case occurs when
another multicycle sample lifetime on a diﬀerent arc is
chained after the tail interval. A multicycle lifetime is called
chained to a tail interval when its head interval is placed at
the same global buﬀer. The next theorem concerns this general case.
Theorem 2. Let ti be the tail interval and hi the head interval
of sample i, respectively. Assume the lifetime of sample i spans
pi + 1 and ti is chained to the lifetime of sample i + 1 for
i = 1
to n − 1. The interval mapping pattern repeats every ni=1 pi
iteration cycles if interval tn is chained
 back to the lifetime of
sample 1. Otherwise it repeats every ni=1 pi +1 iteration cycles.

Proof. Figure 10 illustrates two patterns where chained multicycle lifetime intervals are placed. The horizontal axis indicates the iteration cycles. The lifetime interval of sample 1
starts at k with head interval h1 and finishes at k + p1 with
tail interval t1 . Since the lifetime of sample 2 is chained, its
head interval h2 is placed at the same global buﬀer as t1 . The
lifetime of sample 2 ends k + p1 + p2 . If we repeat this process,

we can find that the lifetime of sample n ends at k + ni=1 pi .
Now, we consider two cases separately. Case 1: when interval
tn is chained backto the lifetime of sample 1, the repetition
period becomes ni=1 pi as illustrated in Figure 10a. Case 2:
when interval tn is chained to no more lifetime, we should
prove that sample 1 is mapped to the same global buﬀer at
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struct frame g[2];
main()
{
struct G ∗ a, ∗ b, ∗ c[2] = {g, g + 1};
int in A = 0, out C = 1;
for(int i = 0; i < max iteration; i++) {
{
a = c[(i + 1)%2];
// A’s codes. Use c[in A] and a.
in A = (in A + 1)%2;
}
{
b = c[i %2];
// B’s codes. Use a and b.
}
{
// C’s codes. Use b and c[out C].
out C = (out C + 1)%2;
}
}
}
(e)
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s(c, 2)
s(b, 1)
B

C

(c)

Repetition period
s(c, 1), s(c, 2) : 2
s(a, 1) : 2
s(b, 1) : 2
(d)

struct frame g[2];
main()
{
struct G ∗ a[2] = {g + 1, g }, ∗ b[2] = {g, g + 1}, ∗ c[2] = {g, g + 1};
int in A = 0, out A = 0, in B = 0, out B = 0, in C = 0, out C = 1;
for(int i = 0; i < max iteration; i++) {
{
}
{
}
{
}

}

// A’s codes. Use c[in A] and a[out A].
in A = (in A + 1)%2; out A = (out A + 1)%2;
// B’s codes. Use a[in B] and b[out B].
in B = (in B + 1)%2; out B = (out B + 1)%2;
// C’s codes. Use b[in C] and c[out C].
in C = (in C + 1)%2; out C = (out C + 1)%2;

}
(f)

Figure 11: (a) A graph which is equivalent to Figure 3a, (b) lifetime intervals of samples for an iteration cycle, (c) an optimal global buﬀer
lifetime chart, (d) repetition periods of sample lifetime patterns, (e) generated code with dynamic binding, and (f) generated code with static
binding.

the next iterationcycle as shown in Figure 10b. Then, the
period becomes ni=1 pi + 1. Since the sample lifetime patterns over iteration cycles are permutations of each other,
sample 1 should be mapped to among n global buﬀers assigned to samples 1 through n during previous iterations. As
illustrated in Figure 10b,other global buﬀers are occupied
by other samples at k + ni=1 pi + 1 except the global buﬀer
mapped to tn . Therefore, sample 1 is mapped to the same
global buﬀer at the next iteration cycle.
We apply the above theorem to the case of Figure 4b
where head interval s(b, 3) and tail interval s(b, 1) are
mapped to the diﬀerent global buﬀers. And the sample lifetime spans two iteration cycles. Therefore, the repetition period becomes 2 and Figure 8 confirms it.
Another example graph is shown in Figure 11a, which
is identical to the simplified H.263 encoder example of
Figure 3. There is a delay symbol on arc CA with a number
inside which indicates that there is an initial sample s(c, 1).
Assume that the execution order is ABC. During an iteration cycle, sample s(c, 1) is consumed by A and a new sample s(c, 2) is produced by C as shown in Figure 11b. If we
expand the lifetime chart over two iteration cycles, we can

notice that head interval s1 (c, 2) is extended to tail interval
s2 (c, 1) at the second iteration cycle. By interval scheduling,
an optimal mapping is found like Figure 11c. By Theorem 2,
the mapping patterns of s(c, 1) and s(c, 2) repeat every other
iteration cycles since head interval s(c, 2) is not mapped to
the same global buﬀer as tail interval s(c, 1).
Initial samples also aﬀect the lifetime patterns of samples on the other arcs if they are mapped to the same global
buﬀers as the initial samples. In Figure 11c, sample s(b, 1) are
mapped to the same global buﬀer with s(c, 1) while s(a, 1)
with s(c, 2). As a result, their lifetime patterns also repeat
themselves every other iteration cycles. The summary of repetition periods is displayed in Figure 11d.
Recall that the repetition periods determine the period of
pointer update in the generated code with dynamic binding
strategy, and the size of local buﬀers in the generated code
with static binding strategy. Figures 11e and 11f show the
code segments that highlight the diﬀerence.
The dynamic binding scheme allocates a local pointer
buﬀer onto arc AB since the number of samples accumulated
on arc AB is no greater than one. Similarly, a local buﬀer is
allocated on arc BC. Figure 11e shows a code with dynamic
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struct Gg[8];
main()
{
struct G ∗ a0[4] = {g + 4, g, g + 2, g + 5}, ∗ a1[3] = {g + 6, g + 1, g + 3},
∗ b[1]

}

= {g + 7}, ∗ c[1] = {0};

for(int i = 0; i < max iteration; i++) {
{
struct G ∗ output = a0[(i + 3)%4];
// A’s codes
}{
struct G ∗ input[2];
input[0] = a0[i %4]; input[1] = a1[i %3];
// B’s codes
}{
c[0] = a0[i %4];
// C’s codes
}{
struct G ∗ output = a1[(i + 2)%3];
// A’s codes
}{
// D’s codes
}
}

(d)

Figure 12: (a) An SDF graph with large initial samples, (b) an optimal global buﬀer lifetime chart, (c) repetition periods of sample lifetime
patterns, and (d) generated code with dynamic binding after dividing local buﬀers on arc AB into two local buﬀer arrays.

binding. When the size of a local buﬀer is the same as the
number of newly produced samples within an iteration, no
buﬀer index is needed for the buﬀer in the generated inlined
code. The mapped oﬀset of sample s(a, 1) repeats every other
cycles as that of s(c, 2) does. The mapped oﬀset of s(b, 1) follows that of s(c, 1). For arc CA, the minimum size of local
buﬀers is one since there is at most a live sample on the arc.
But we notice that if we have a local buﬀer on the arc, we
need to update the pointer value of each local buﬀer at every
access since the repetition period is two. Therefore, we allocate two local buﬀers on arc CA and fix the buﬀer pointers.
Instead, we update the local buﬀer indices, in A for block A
and out C for block C. The decision of the binding scheme
is automatically taken care of by the algorithm.
The static binding requires two local pointer buﬀers for
arc AB and BC, respectively, since the mapping patterns of
samples on AB repeat every other iteration cycles. The lo-

cal buﬀer size for arc CA is two and has the same binding as
Figure 11e. Figure 11f represents a generated code with static
binding, which additionally requires buﬀer indices for local
buﬀers on arc AB and BC [16]. Hence, we add additional
code of updating buﬀer indices before and after the associated block’s execution. We should consider this overhead to
compare the static binding with the dynamic binding strategies. In this example, using the dynamic binding strategy is
more advantageous.
We illustrate an example graph which has large initial delays and thus has long repetition period of sample lifetime
patterns in Figure 12. The schedule is assumed to be given
as ABCAD. Interestingly enough, samples on the same arc
AB have diﬀerent repetition periods. The mapping patterns
repeat every four iteration cycles for samples s(a, 1), s(a, 3),
s(a, 5), and s(a, 7) since each sample spans four iteration cycles and tail interval s(a, 1) is not mapped to the same global
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1: Procedure LOES(U is a set of sample lifetimes) {
2:
P ← {}
3:
While(U is not empty) {
4:
/* compute feasible oﬀsets of every interval in U with P */
5:
compute lowest oﬀset(U, P);
6:
/* 1st step: choose intervals with the smallest feasible oﬀset from U */
7:
C ←find intervals with lowest oﬀset(U);
8:
/* 2nd step(tie breaking) : interval scheduling */
9:
select interval x with the earliest arrival time from C;
10:
remove x from U.

11:
P ← P U {x }.
12:
}
13:}

Figure 13: Pseudocode of LOES algorithm.

buﬀer as head interval s(a, 7). On the other hand, samples
s(a, 2), s(a, 4), s(a, 6), and s(a, 8) repeat their lifetime patterns
every three iteration cycles since tail interval s(a, 2) and head
interval s(a, 8) are mapped to the same global buﬀer. The
static binding method allocates twelve local buﬀers to arc AB
since the overall repetition period of local buﬀers on arc AB
becomes twelve that is equal to the least common multiple of
4 and 3 (= LCM(4, 3)). The dynamic binding method, however, allots two local buﬀer arrays that have four and three
buﬀers, respectively, to arc AB. Hence the dynamic binding
method can reduce five local pointer buﬀers than the static
binding. A code template with inlined coding style is displayed in Figure 12d. The local buﬀer pointer for arc CD follows that of sample s(a, 1).
Up to now, we assume that all samples have the same size.
The next two sections will discuss the extension of the proposed scheme to a more general case, where samples of different sizes share the same global buﬀer space.
5.

BUFFER SHARING FOR DIFFERENT SIZE SAMPLES
WITHOUT DELAYS

We are given sample lifetime intervals which are determined
from the scheduled execution order of blocks. The optimal
assignment problem of local buﬀer pointers to the global
buﬀers is nothing but to pack the sample lifetime intervals
into a single box of global buﬀer space. Since the horizontal position of each interval is fixed, we have to determine
the vertical position, which is called the “vertical oﬀset” or
simply “oﬀset.” The bottom of the box, or the bottom of the
global buﬀer space has oﬀset 0. The objective function is to
minimize the global buﬀer space. Recall that if all samples
have the same size, interval scheduling algorithm gives the
optimal result. Unfortunately, however, the optimal assignment problem with intervals of diﬀerent sizes is known to be
NP-hard. The lower bound is evident from the sample lifetime chart; it is the maximum of the total sample sizes live at
any time instance during an iteration. We propose a simple
but eﬃcient heuristic algorithm. If the graph has no delays
(initial samples), we can repeat the assignment every itera-

tion cycle. Graphs with initial samples will be discussed in
the next section.
The proposed heuristic is called LOES (lowest oﬀset and
earliest start time first). As the name implies, it assigns intervals in the increasing order of oﬀsets, and in the increasing
order of start times as a tie breaker. At the first step, the algorithm chooses an interval that can be assigned to the smallest oﬀset, among unmapped intervals. If more than one interval is selected, then an interval is chosen which starts no
later than others. The earliest start time first policy allows the
placement algorithm to produce an optimal result when all
samples have the same size since the algorithm is equivalent
to the interval scheduling algorithm.
The detailed algorithm is depicted in Figure 13. In this
pseudocode, U indicates a set of unplaced sample lifetime
intervals and P a set of placed intervals. At line 5, we compute the feasible oﬀset of each interval in U. Set C contains
intervals whose feasible oﬀsets are lowest among unplaced
intervals at line 7. We select the interval with the earliest start
time in C at line 9 and place it at its feasible oﬀset to remove
it from U and add it to P. This process repeats until every
interval in U is placed.
Since the LOES algorithm can find intervals with lowest
oﬀset in O(n) time and choose the earliest interval among
them in O(n), where n is the number of lifetime intervals, it
has O(n) time complexity to assign an interval. Therefore the
time complexity of the algorithm is O(n2 ) for n intervals.
Figure 14 shows an example graph where the circled
number on each arc indicates the sample size. Figure 14b
presents a schedule result and the resultant sample lifetime
intervals. Figure 15 shows the procedure of the LOES algorithm at work. At first, we select d with the earliest start time
first among the intervals that can be mapped to lowest oﬀset
0. Next, f is selected and placed since it is the only interval that can be placed at oﬀset 0. In this example, the LOES
algorithm produces an optimal assignment result. With randomly generated graphs, it gives near-optimal results most of
the time as shown later.
De Greef et al. proposed a similar heuristic that considers the oﬀset first and sample size next in [12]. Even though
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Figure 14: (a) An input graph with samples of diﬀerent sizes and (b) a schedule (= ABCDEF) and the resultant sample lifetime chart.

Bottom(a, b, c, d, e, f ) = (0, 0, 0, 0, 0, 0)
Lowest bottom = {a, b, c, d, e, f }
Earliest = {d }

Bottom(a, b, c, d, e, f ) = (99, 99, 99, 99, 0)
Lowest bottom = { f }
Earliest = { f }
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Figure 15: The proposed placement algorithm at work.

their heuristic gives similar performance with randomly generated graphs, it does not guarantee to produce optimal results when all samples have the same size.
6.

BUFFER SHARING FOR DIFFERENT SAMPLE SIZES
WITH INITIAL SAMPLE DELAYS

In this section, we discuss the most general case where a
graph has initial samples and samples have diﬀerent sizes.
The LOES algorithm is not directly applicable to this case.
Figure 16 illustrates the diﬃculty with a simple example.
Figure 16a shows a mapping result after the LOES algorithm
is applied to the first iteration period. We assume that “h”
and “t ” indicate the head interval and the tail interval of
the same sample lifetime, respectively. At the second iteration, interval h should be placed as shown in Figure 16b
since it is extended from the first cycle. The head interval h prohibits interval x from lying on contiguous memory space at the second iteration. Such splitting is not allowed in the generated code since the code regards each
sample as a unit of assignment. To overcome this diﬃculty, we enforce that multicycle intervals do not share the
global buﬀer space with other intervals with diﬀerent sample
size.

Figure 17 displays the main procedure, ASSIGN MAIN,
for the proposed technique. We first classify intervals into
several groups (lines 2–13 in Figure 17); a new group is
formed with all intervals of the same size if there is at least
one multicycle interval, and is denoted as D(x) where x is
the sample size. If there is no multicycle interval, all remaining intervals form the last group R. Consider an example of Figure 18a where sample sizes are indicated as circled
numbers on the arcs. The sample lifetimes are displayed in
Figure 18b. We make three groups of intervals for this graph.
Group D(100) includes all sample intervals associated with
arcs b, c, and d while group D(200) includes all intervals associated with arcs a and e. Initially group R is empty in this
example.
The next step is to apply the LOES algorithm for each
group D(x) since D(x) contains samples of the same size
only (lines 14–17). We slightly modify the LOES algorithm so
that the algorithm finishes the mapping as soon as all multicycle intervals are mapped: compare line 24 of Figure 17
and line 12 of Figure 13. The remaining unmapped intervals are moved to group R. In Figure 18c, the modified
LOES algorithm places intervals in D(100) in the order
of [s(c, 1), s(b, 2), s(d, 2), s(d, 1), s(b, 1), s(c, 3)]. After placing
s(c, 3), it completes and moves a remaining interval s(c, 2)
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Figure 16: (a) A global buﬀer lifetime chart with diﬀerent size samples where t is a tail interval and h is a head interval. (b) Interval x should
be split at the second iteration, which is not allowed in the generated code.

1: Procedure ASSIGN MAIN(U is a set of sample lifetimes) {
2:
R ← {}
3:
for each x in U{/* classify intervals and sort them */
4:
if (x is delayed interval)

5:
D(size(x)) ← D(size(x)) {x}

6:
else
R ← R {x }
7:
}
8:
for each x in R{/* add ordinary intervals into D(x) */
9:
if(there is a delayed interval whose size is equal to that of x) {

10:
D(size(x)) ← D(size(x)) {x}
11:
R ← R − {x }
12:
}
13:
}
14:
for each D(size){ /* place intervals in D(x) */
15:
call M LOES (D(size)).

16:
R ← R D(size)
17:
}
18:
/* place ordinary intervals in R */
19:
call LOES(R).
20:
}
21:}
22: Procedure M LOES(U is a set of sample lifetimes) {
/* slightly modified LOES */
23:
P ← {}
24:
While(U has delayed intervals) {
···

Figure 17: Pseudocode of the proposed algorithm for a graph with delays.

into R. Similarly, ordinary interval s(e, 2) and s(a, 1) are
moved into R after s(e, 3) is placed for group D(200). At
last we apply the original LOES algorithm to group R (line
19 of Figure 17) as shown in Figure 18e. The algorithm locates intervals s(c, 2), s(e, 2), and s(a, 1) in R as shown in
Figure 18e.
After all intervals are mapped to the global buﬀers, we
move to the next stage of determining the local buﬀer sizes,
which is already discussed in Section 4. Repetition periods
for s(c, 1) and s(c, 3) become two since tail interval s(c, 1)
spans two iteration cycles and is not mapped to the same
global buﬀer as s(c, 3) is. Repetition periods of s(e, 1), s(e, 2),
and s(e, 3) become all two. A generated code with static binding is displayed in Figure 18f.

7.

EXPERIMENT

In this section, we demonstrate the performance of the proposed technique with three real-life examples and randomly
generated graphs.
First, we experimented three real-life applications: a
JPEG encoder, an MP3 decoder, and an H.263 encoder.
We have implemented the proposed technique in a design environment called PeaCE Ptolemy extension as Codesign Environment (http://peace.snu.ac.kr/research/peace) in
which dataflow program graphs for a JPEG encoder and an
H.263 encoder are displayed in Figures 19 and 20, respectively. From the automatically synthesized codes, we compute the buﬀer memory requirements and summarize the
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char g[900];
main()
{
struct G100 ∗ b[4] = {g + 200, g, g, g + 200},
∗ c[4] = {g, g + 700, g + 200, g + 700},
∗ d[4] = {g + 100, g, g + 100, g + 200};
struct G200 ∗ a[1] = {g + 700}, ∗ e[2] = {g + 300, g + 500};

}

for(int i = 0; i < max iteration; i + +) {
{
// D’s codes
}{
// A’s codes
}{
// B’s codes
}{
// C’s codes
}{
// C’s codes
}{
// D’s codes
}{
// E’s codes
}
}

(f)

Figure 18: (a) A graph with samples of diﬀerent sizes and delays, (b) a sample lifetime chart, (c) LOES placement of samples whose size is
100, (d) LOES placement of samples whose size is 200, (e) LOES placement of the remained samples without delay, and (f) a generated code
with static binding.
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Figure 19: JPEG encoder example that represents a graph of same
size samples without delays.

Figure 20: H.263 encoder example that represents a graph of different size samples with delays.

performance comparison results in Table 1. Since the function body of each dataflow node is equivalent in all experiments, only buﬀer memory requirements are the main item
of comparison and the execution times are all similar except
for the buﬀer copy overhead to be discussed below.
A JPEG encoder example represents the first and the simplest class of program graphs in which all nonprimitive data
samples have the same size and no initial delay exists. Since
the local buﬀer size of each arc is one in this example, we do
not have to separate the local pointer buﬀer and the global
data buﬀer, which is taken into account in the implementation of the proposed technique. We can reduce the memory
requirements to one third as the third and the fourth rows of
Table 1 illustrate. The last row indicates the lower bound of
global buﬀer requirements that a given execution sequence
of nodes needs. The lower bound is nothing but the maximum total size of data samples live at any instance of time
during an execution period. No better result is possible since
it is optimal.
An MP3 decoder example is composed of three kinds of
diﬀerent size samples. It represents the second class of graphs
that have diﬀerent size samples but no initial delay sample. In
this example, we also do not have to separate local and global
buﬀers because the local buﬀer size of each arc is one. The
proposed algorithm that shares the buﬀer space between different size samples reduces the memory requirement by 52%
compared with any sharing algorithm that shares the buﬀer
space among only equal size samples. The fourth and the fifth
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rows show the performance diﬀerence. The proposed algorithm also achieves the lower bound in this example.
As for an H.263 encoder example, we make two versions: the simplified version as discussed in the first section
and the full version. The simplified version is an example
of the third class of graphs in which all nonprimitive data
samples have the equal size and initial delay samples exist.
As discussed earlier, separation of local buﬀers from global
buﬀers allows us to reduce the buﬀer space to optimum as
the sixth row reveals. The full version of an H.263 encoder
example represents the fourth and the most general class of
graphs that consist of diﬀerent size samples and initial samples. The H.263 encoder example include four diﬀerent size
sample sizes and eight initial delay samples on eight diﬀerent arcs. The proposed technique can reduce the memory requirement by 40% compared with the unshared version. On
the other hand, a sharing technique reduces the buﬀer size
only 23% if neither buﬀer separation nor sharing between
diﬀerent samples is considered. In this sample, we cannot
achieve the lower bound but 256 bytes larger buﬀer space.
Note that the lower bound is usually not achievable if diﬀerent size samples and initial samples are involved in the same
graph.
The SDF model has a limitation that it regards a sample
of nonprimitive type as a unit of data delivery. In an H.263
encoder example, the SDF model needs an additional block
that explicitly divides a frame into 99 macroblocks, paying
nonnegligible data copy overhead and extra frame-size buﬀer
space. In a manually written reference code, such data copy is
replaced with pointer operation. Table 2 reveals this observation: that even the lower bound of memory requirements of
the synthesized code from the SDF model is greater than that
of the reference code. Therefore, we apply the proposed technique to an extended SDF model, called cyclo-static dataflow
(CSDF) [17]. With the CSDF model, we could remove such
data copy overhead. And the proposed buﬀer sharing technique further reduce the memory requirement by 17% more
than the reference code.
In the experiments, we choose the better binding strategy, static or dynamic, for each data samples, considering the
buﬀer memory and the code overhead of index updates. In
the H.263 encoder example, static binding is preferred for
places where the repetition periods of sample lifetimes span
more than one iteration cycle. In this example, the pointer
referencing through local buﬀers incurs runtime overhead,
which is about 0.16% compared with the total execution time
in the H.263 encoder.
The second set of experiments as shown in Table 3 have
been performed to evaluate the proposed LOES heuristic. We
compare it with an integer linear programming (ILP) solver,
CPLEX (http://www.cplex.com). We randomly generate the
sample lifetimes within a first iteration interval, varying the
start/end times, sizes, and initial delays. When the number of
sample intervals exceeds 20, the ILP solver takes prohibitively
long execution times. With small size problems below 20
sample intervals, the overhead of LOES heuristic is less than
1% on the average for 150 experiments.
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Table 1: Comparison of buﬀer memory requirements for three real-life examples.

Example
Class
# of samples
Without buﬀer sharing
Sharing buﬀers of same size only
Buﬀer sharing without buﬀer separation
Buﬀer sharing with buﬀer separation
Lower bound of global buﬀer size

JPEG

MP3

Simplified H.263
encoder

H.263 encoder

Same size
No delay
6
1536 B
512 B
512 B
—
512 B

Diﬀerent size
No delay
336
36 KB
23 KB
11 KB
—
11 KB

Same size
With delay
3
111 KB
111 KB
111 KB
74 KB
74 KB

Diﬀerent size
With delay
1804
659 KB
510 KB
510 KB
396 KB
396 KB

Table 2: Comparison of synthesize codes with reference code for the H.263 encoder.
Example

Reference code

H.263 Encoder

Buﬀer sharing without
buﬀer separation in CSDF

Buﬀer sharing with
buﬀer separation in CSDF

291 KB

290 KB

350 KB

Table 3: Performance comparison of LOES algorithm with integer linear programming (optimal) for randomly generated graphs (unit: %).
# of intervals
(LOES-ILP)/ILP

8.

5

7

9

11

13

15

20

Avg.

max

0.0

0.0

0.1

0.1

0.5

0.3

0.3

0.2
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CONCLUSIONS

We have proposed a buﬀer sharing technique for data samples of nonprimitive type to minimize the buﬀer memory
requirements from graphical dataflow programs based on
the SDF model or its extension assuming that the execution order of nodes is already determined at compile time.
In order to share more buﬀers, the proposed technique separates global memory buﬀers from local pointer buﬀers: the
global buﬀers store live samples and the local buﬀers store
the pointers to the global buﬀer entries. The technique minimizes the buﬀer memory by sharing global buﬀers for data
samples of diﬀerent size. No previous work is known to us
to solve this sharing problem especially for the graphs with
initial samples. It also involves three subproblems of mapping local pointer buﬀers onto the global buﬀer space, determining the local buﬀer sizes, and finding the repeating mapping patterns.
We first obtain the minimum size of global buﬀer spaces
assuming that local pointer buﬀers take negligible amount
of buﬀer space compared with the global buﬀer space. A
LOES algorithm has been developed for buﬀer sharing between samples of diﬀerent sizes. The next step was to bind the
local pointer buﬀers to the given global buﬀers for the graph.
We present both dynamic binding and static binding methods and compare them in terms of memory requirements
and code overheads. The proposed technique, including au-

tomatic code generation and memory optimization, has been
implemented in a block diagram design environment called
PeaCE. No manual intervention is necessary for the proposed
code generation technique in PeaCE.
The experimental results show that the proposed algorithm is useful, especially for the graphs with initial delays. The proposed algorithm that separates local buﬀers and
global buﬀers reduce more memory by 33% in the simplified
H.263 encoder and 22% in the H.263 encoder than the sharing algorithm that does not separate local buﬀers and global
buﬀers. Through extensive buﬀer sharing optimizations, automatic software synthesis from a dataflow program graph
achieves the comparable code quality with the manually optimized code in terms of memory requirement.
In this paper, we assume that the execution order of
blocks is given from the compile-time scheduling. In the future, we will develop an eﬃcient scheduling algorithm which
minimizes the memory requirement based on the proposed
algorithm.
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Because of their excellent error-correcting performance, low-density parity-check (LDPC) codes have recently attracted a lot of
attention. In this paper, we are interested in the practical LDPC code decoder hardware implementations. The direct fully parallel
decoder implementation usually incurs too high hardware complexity for many real applications, thus partly parallel decoder
design approaches that can achieve appropriate trade-oﬀs between hardware complexity and decoding throughput are highly
desirable. Applying a joint code and decoder design methodology, we develop a high-speed (3, k)-regular LDPC code partly parallel
decoder architecture based on which we implement a 9216-bit, rate-1/2 (3, 6)-regular LDPC code decoder on Xilinx FPGA device.
This partly parallel decoder supports a maximum symbol throughput of 54 Mbps and achieves BER 10−6 at 2 dB over AWGN
channel while performing maximum 18 decoding iterations.
Keywords and phrases: low-density parity-check codes, error-correcting coding, decoder, FPGA.

1.

INTRODUCTION

In the past few years, the recently rediscovered low-density
parity-check (LDPC) codes [1, 2, 3] have received a lot of attention and have been widely considered as next-generation
error-correcting codes for telecommunication and magnetic
storage. Defined as the null space of a very sparse M × N
parity-check matrix H, an LDPC code is typically represented
by a bipartite graph, usually called Tanner graph, in which
one set of N variable nodes corresponds to the set of codeword, another set of M check nodes corresponds to the set
of parity-check constraints and each edge corresponds to
a nonzero entry in the parity-check matrix H. (A bipartite
graph is one in which the nodes can be partitioned into two
sets, X and Y , so that the only edges of the graph are between the nodes in X and the nodes in Y .) An LDPC code
is known as ( j, k)-regular LDPC code if each variable node
has the degree of j and each check node has the degree of
k, or in its parity-check matrix each column and each row
have j and k nonzero entries, respectively. The code rate of a
( j, k)-regular LDPC code is 1 − j/k provided that the paritycheck matrix has full rank. The construction of LDPC codes
is typically random. LDPC codes can be eﬀectively decoded
by the iterative belief-propagation (BP) algorithm [3] that,
as illustrated in Figure 1, directly matches the Tanner graph:

decoding messages are iteratively computed on each variable
node and check node and exchanged through the edges between the neighboring nodes.
Recently, tremendous eﬀorts have been devoted to analyze and improve the LDPC codes error-correcting capability, see [4, 5, 6, 7, 8, 9, 10, 11] and so forth. Besides their
powerful error-correcting capability, another important reason why LDPC codes attract so many attention is that the
iterative BP decoding algorithm is inherently fully parallel,
thus a great potential decoding speed can be expected.
The high-speed decoder hardware implementation is obviously one of the most crucial issues determining the extent
of LDPC applications in the real world. The most natural solution for the decoder architecture design is to directly instantiate the BP decoding algorithm to hardware: each variable node and check node are physically assigned their own
processors and all the processors are connected through an
interconnection network reflecting the Tanner graph connectivity. By completely exploiting the parallelism of the BP
decoding algorithm, such fully parallel decoder can achieve
very high decoding speed, for example, a 1024-bit, rate-1/2
LDPC code fully parallel decoder with the maximum symbol
throughput of 1 Gbps has been physically implemented using ASIC technology [12]. The main disadvantage of such
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Figure 1: Tanner graph representation of an LDPC code and the decoding messages flow.

fully parallel design is that with the increase of code length,
typically the LDPC code length is very large (at least several
thousands), the incurred hardware complexity will become
more and more prohibitive for many practical purposes,
for example, for 1-K code length, the ASIC decoder implementation [12] consumes 1.7M gates. Moreover, as pointed
out in [12], the routing overhead for implementing the entire interconnection network will become quite formidable
due to the large code length and randomness of the Tanner graph. Thus high-speed partly parallel decoder design approaches that achieve appropriate trade-oﬀs between
hardware complexity and decoding throughput are highly
desirable.
For any given LDPC code, due to the randomness of its
Tanner graph, it is nearly impossible to directly develop a
high-speed partly parallel decoder architecture. To circumvent this diﬃculty, Boutillon et al. [13] proposed a decoderfirst code design methodology: instead of trying to conceive
the high-speed partly parallel decoder for any given random LDPC code, use an available high-speed partly parallel decoder to define a constrained random LDPC code.
We may consider it as an application of the well-known
“Think in the reverse direction” methodology. Inspired by
the decoder-first code design methodology, we proposed
a joint code and decoder design methodology in [14] for
(3, k)-regular LDPC code partly parallel decoder design. By
jointly conceiving the code construction and partly parallel decoder architecture design, we presented a (3, k)-regular
LDPC code partly parallel decoder structure in [14], which
not only defines very good (3, k)-regular LDPC codes but
also could potentially achieve high-speed partly parallel
decoding.
In this paper, applying the joint code and decoder design
methodology, we develop an elaborate (3, k)-regular LDPC
code high-speed partly parallel decoder architecture based
on which we implement a 9216-bit, rate-1/2 (3, 6)-regular
LDPC code decoder using Xilinx Virtex FPGA (Field Programmable Gate Array) device. In this work, we significantly
modify the original decoder structure [14] to improve the decoding throughput and simplify the control logic design. To
achieve good error-correcting capability, the LDPC code decoder architecture has to possess randomness to some extent,
which makes the FPGA implementations more challenging
since FPGA has fixed and regular hardware resources. We
propose a novel scheme to realize the random connectivity
by concatenating two routing networks, where all the random hardwire routings are localized and the overall routing

complexity is significantly reduced. Exploiting the good minimum distance property of LDPC codes, this decoder employs parity check as the earlier decoding stopping criterion
to achieve adaptive decoding for energy reduction. With the
maximum 18 decoding iterations, this FPGA partly parallel
decoder supports a maximum of 54 Mbps symbol throughput and achieves BER (bit error rate) 10−6 at 2 dB over
AWGN channel.
This paper begins with a brief description of the LDPC
code decoding algorithm in Section 2. In Section 3, we briefly
describe the joint code and decoder design methodology for
(3, k)-regular LDPC code partly parallel decoder design. In
Section 4, we present the detailed high-speed partly parallel
decoder architecture design. Finally, an FPGA implementation of a (3, 6)-regular LDPC code partly parallel decoder is
discussed in Section 5.
2.

DECODING ALGORITHM

Since the direct implementation of BP algorithm will incur
too high hardware complexity due to the large number of
multiplications, we introduce some logarithmic quantities
to convert these complicated multiplications into additions,
which lead to the Log-BP algorithm [2, 15].
Before the description of Log-BP decoding algorithm,
we introduce some definitions as follows. Let H denote the
M × N sparse parity-check matrix of the LDPC code and
Hi, j denote the entry of H at the position (i, j). We define the set of bits n that participate in parity-check m as
ᏺ(m) = {n : Hm,n = 1}, and the set of parity-checks m in
which bit n participates as ᏹ(n) = {m : Hm,n = 1}. We denote the set ᏺ(m) with bit n excluded by ᏺ(m) \ n, and the
set ᏹ(n) with parity-check m excluded by ᏹ(n) \ m.
Algorithm 1 (Iterative Log-BP Decoding Algorithm).
Input
The prior probabilities pn0 = P(xn = 0) and pn1 = P(xn = 1) =
1 − pn0 , n = 1, . . . , N;
Output
Hard decision x = {
x1 , . . . , xN };
Procedure
(1) Initialization: For each n, compute the intrinsic (or
channel) message γn = log pn0 / pn1 and for each (m, n) ∈
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{(i, j) | Hi, j = 1}, compute


 

αm,n = sign γn log



1 + e−|γn |
,
1 − e−|γn |

(1)

where
 


+1,

sign γn = 
−1,

γn ≥ 0,
γn < 0.

(2)

(2) Iterative decoding
(i) Horizontal (or check node computation) step: for
each (m, n) ∈ {(i, j) | Hi, j = 1}, compute


βm,n = log

1 + e−α
1 − e−α







sign αm,n ,

(3)

n ∈ᏺ(m)\n



where α = n ∈ᏺ(m)\n |αm,n |.
(ii) Vertical (or variable node computation) step: for
each (m, n) ∈ {(i, j) | Hi, j = 1}, compute


αm,n = sign γm,n







1 + e−|γm,n |
log
,
1 − e−|γm,n |

(4)



where γm,n = γn + m ∈ᏹ(n)\m βm ,n . For each
n, update the pseudoposterior log-likelihood ratio
(LLR) λn as
λn = γn +



βm,n .

(5)

m∈ᏹ(n)

(iii) Decision step:
(a) perform hard decision on {λ1 , . . . , λN } to obtain x = {
x1 , . . . , xN } such that xn = 0 if
λn > 0 and xn = 1 if λ ≤ 0;
(b) if H·x = 0, then algorithm terminates, else go
to horizontal step until the preset maximum
number of iterations have occurred.
We call αm,n and βm,n in the above algorithm extrinsic
messages, where αm,n is delivered from variable node to check
node and βm,n is delivered from check node to variable node.
Each decoding iteration can be performed in fully parallel fashion by physically mapping each check node to one individual check node processing unit (CNU) and each variable
node to one individual variable node processing unit (VNU).

Moreover, by delivering the hard decision xi from each VNU
to its neighboring CNUs, the parity-check H · x can be easily performed by all the CNUs. Thanks to the good minimum distance property of LDPC code, such adaptive decoding scheme can eﬀectively reduce the average energy consumption of the decoder without performance degradation.
In the partly parallel decoding, the operations of a certain number of check nodes or variable nodes are timemultiplexed, or folded [16], to a single CNU or VNU. For
an LDPC code with M check nodes and N variable nodes, if
its partly parallel decoder contains M p CNUs and N p VNUs,
we denote M/M p as CNU folding factor and N/N p as VNU
folding factor.
3.

JOINT CODE AND DECODER DESIGN

In this section, we briefly describe the joint (3, k)-regular
LDPC code and decoder design methodology [14]. It is well
known that the BP (or Log-BP) decoding algorithm works
well if the underlying Tanner graph is 4-cycle free and does
not contain too many short cycles. Thus the motivation of
this joint design approach is to construct an LDPC code that
not only fits to a high-speed partly parallel decoder but also
has the average cycle length as large as possible in its 4-cyclefree Tanner graph. This joint design process is outlined as follows and the corresponding schematic flow diagram is shown
in Figure 2.
(1) Explicitly construct two matrices H1 and H2 in such a
 = [HT1 , HT2 ]T defines a (2, k)-regular LDPC
way that H
code C2 whose Tanner graph has the girth1 of 12.
(2) Develop a partly parallel decoder that is configured by
a set of constrained random parameters and defines
a (3, k)-regular LDPC code ensemble, in which each
code is a subcode of C2 and has the parity-check matrix
 T , HT3 ]T .
H = [H
(3) Select a good (3, k)-regular LDPC code from the code
ensemble based on the criteria of large Tanner graph
average cycle length and computer simulations. Typically the parity-check matrix of the selected code has
only few redundant checks, so we may assume that the
code rate is always 1 − 3/k.

1 Girth

is the length of a shortest cycle in a graph.
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Figure 3: Structure of H

 = [HT1 , HT2 ]T
Construction of H
 is shown in Figure 3, where both H1 and
The structure of H
H2 are L · k by L · k2 submatrices. Each block matrix Ix,y in
H1 is an L × L identity matrix and each block matrix Px,y
in H2 is obtained by a cyclic shift of an L × L identity matrix. Let T denote the right cyclic shift operator where T u (Q)
represents right cyclic shifting matrix Q by u columns, then
Px,y = T u (I) where u = ((x − 1) · y) mod L and I represents
the L × L identity matrix, for example, if L = 5, x = 3, and
y = 4, we have u = (x − 1) · y mod L = 8 mod 5 = 3, then


P3,4

0 0 0 1 0



0 0 0 0 1 




3
= T (I) = 1 0 0 0 0 .


0 1 0 0 0 

(6)

0 0 1 0 0
Notice that in both H1 and H2 , each row contains k 1’s
 =
and each column contains a single 1. Thus, the matrix H
[HT1 , HT2 ]T defines a (2, k)-regular LDPC code C2 with L ·
k2 variable nodes and 2L · k check nodes. Let G denote the
Tanner graph of C2 , we have the following theorem regarding
to the girth of G.
Theorem 1. If L cannot be factored as L = a · b, where a, b ∈
{0, . . . , k − 1}, then the girth of G is 12 and there is at least one
12-cycle passing each check node.
Partly parallel decoder
 a principal (3, k)-regular
Based on the specific structure of H,
LDPC code partly parallel decoder structure was presented in
[14]. This decoder is configured by a set of constrained random parameters and defines a (3, k)-regular LDPC code ensemble. Each code in this ensemble is essentially constructed
by inserting extra L · k check nodes to the high-girth (2, k)regular LDPC code C2 under the constraint specified by the
decoder. Therefore, it is reasonable to expect that the codes
in this ensemble more likely do not contain too many short
cycles and we may easily select a good code from it. For real
applications, we can select a good code from this code ensemble as follows: first in the code ensemble, find several codes
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with relatively high-average cycle lengths, then select the one
leading to the best result in the computer simulations.
The principal partly parallel decoder structure presented
in [14] has the following properties.
(i) It contains k2 memory banks, each one consists of several RAMs to store all the decoding messages associated with L variable nodes.
(ii) Each memory bank associates with one address generator that is configured by one element in a constrained
random integer set .
(iii) It contains a configurable random-like one-dimensional shuﬄe network  with the routing complexity
scaled by k2 .
(iv) It contains k2 VNUs and k CNUs so that the VNU and
CNU folding factors are L·k2 /k2 = L and 3L·k/k = 3L,
respectively.
(v) Each iteration completes in 3L clock cycles in which
only CNUs work in the first 2L clock cycles and both
CNUs and VNUs work in the last L clock cycles.
Over all the possible  and , this decoder defines a (3, k)regular LDPC code ensemble in which each code has the
 T , HT3 ]T , where the submatrix
parity-check matrix H = [H
H3 is jointly specified by  and S.
4.

PARTLY PARALLEL DECODER ARCHITECTURE

In this paper, applying the joint code and decoder design
methodology, we develop a high-speed (3, k)-regular LDPC
code partly parallel decoder architecture based on which a
9216-bit, rate-1/2 (3, 6)-regular LDPC code partly parallel
decoder has been implemented using Xilinx Virtex FPGA
device. Compared with the structure presented in [14], this
partly parallel decoder architecture has the following distinct
characteristics.
(i) It employs a novel concatenated configurable random two-dimensional shuﬄe network implementation scheme to realize the random-like connectivity
with low routing overhead, which is especially desirable for FPGA implementations.
(ii) To improve the decoding throughput, both the VNU
folding factor and CNU folding factor are L instead of
L and 3L in the structure presented in [14].
(iii) To simplify the control logic design and reduce the
memory bandwidth requirement, this decoder completes each decoding iteration in 2L clock cycles in
which CNUs and VNUs work in the 1st and 2nd L
clock cycles, alternatively.
Following the joint design methodology, we have that this
decoder should define a (3, k)-regular LDPC code ensemble
in which each code has L · k2 variable nodes and 3L · k check
nodes and, as illustrated in Figure 4, the parity-check matrix of each code has the form H = [HT1 , HT2 , HT3 ]T where H1
and H2 have the explicit structures as shown in Figure 3 and
the random-like H3 is specified by certain configuration parameters of the decoder. To facilitate the description of the
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Figure 4: The parity-check matrix.

five RAM blocks: EXT RAM i for i = 1, 2, 3, INT RAM, and
DEC RAM. Each EXT RAM i has L memory locations and
the location with the address d − 1 (1 ≤ d ≤ L) contains
the extrinsic messages exchanged between the variable node
(x,y)
vd in VGx,y and its neighboring check node in CGi . The
INT RAM and DEC RAM store the intrinsic message and
(x,y)
hard decision associated with node vd at the memory location with the address d − 1 (1 ≤ d ≤ L). As we will see
later, such decoding messages storage strategy could greatly
simplify the control logic for generating the memory access
address.
For the purpose of simplicity, in Figure 6 we do not show
the datapath from INT RAM to EXT RAM i’s for extrinsic
message initialization, which can be easily realized in L clock
cycles before the decoder enters the iterative decoding process.
4.1.

decoder architecture, we introduce some definitions as follows: we denote the submatrix consisting of the L consecutive
columns in H that go through the block matrix Ix,y as H(x,y)
(x,y)
in which, from left to right, each column is labeled as hi
with i increasing from 1 to L, as shown in Figure 4. We label
(x,y)
(x,y)
the variable node corresponding to column hi as vi and
(x,y)
the L variable nodes vi for i = 1, . . . , L constitute a variable
node group VGx,y . Finally, we arrange the L · k check nodes
corresponding to all the L · k rows of submatrix Hi into check
node group CGi .
Figure 5 shows the principal structure of this partly parallel decoder. It mainly contains k2 PE blocks PEx,y , for 1 ≤ x
and y ≤ k, three bidirectional shuﬄe networks π1 , π2 , and
π3 , and 3 · k CNUs. Each PEx,y contains one memory bank
RAMsx,y that stores all the decoding messages, including the
intrinsic and extrinsic messages and hard decisions, associated with all the L variable nodes in the variable node group
VGx,y , and contains one VNU to perform the variable node
computations for these L variable nodes. Each bidirectional
shuﬄe network πi realizes the extrinsic message exchange between all the L · k2 variable nodes and the L · k check nodes in
CGi . The k CNUi, j , for j = 1, . . . , k, perform the check node
computations for all the L · k check nodes in CGi .
This decoder completes each decoding iteration in 2L
clock cycles, and during the first and second L clock cycles,
it works in check node processing mode and variable node
processing mode, respectively. In the check node processing
mode, the decoder not only performs the computations of
all the check nodes but also completes the extrinsic message
exchange between neighboring nodes. In variable node processing mode, the decoder only performs the computations
of all the variable nodes.
The intrinsic and extrinsic messages are all quantized to
five bits and the iterative decoding datapaths of this partly
parallel decoder are illustrated in Figure 6, in which the datapaths in check node processing and variable node processing are represented by solid lines and dash dot lines, respectively. As shown in Figure 6, each PE block PEx,y contains

Check node processing

During the check node processing, the decoder performs the
computations of all the check nodes and realizes the extrinsic
message exchange between all the neighboring nodes. At the
beginning of check node processing, in each PEx,y the memory location with address d − 1 in EXT RAM i contains 6bit hybrid data that consists of 1-bit hard decision and 5-bit
variable-to-check extrinsic message associated with the vari(x,y)
able node vd
in VGx,y . In each clock cycle, this decoder
performs the read-shuﬄe-modify-unshuﬄe-write operations
to convert one variable-to-check extrinsic message in each
EXT RAM i to its check-to-variable counterpart. As illustrated in Figure 6, we may outline the datapath loop in check
node processing as follows:
(1) read: one 6-bit hybrid data h(i)
x,y is read from each
EXT RAM i in each PEx,y ;
(2) shuﬄe: each hybrid data h(i)
x,y goes through the shuﬄe
network πi and arrives at CNUi, j ;
(3) modify: each CNUi, j performs the parity check on the 6
input hard decision bits and generates the 6 output 5(i)
bit check-to-variable extrinsic messages βx,y
based on
the 6 input 5-bit variable-to-check extrinsic messages;
(4) unshuﬄe: send each check-to-variable extrinsic mes(i)
back to the PE block via the same path as its
sage βx,y
variable-to-check counterpart;
(i)
(5) write: write each βx,y
to the same memory location in
EXT RAM i as its variable-to-check counterpart.
All the CNUs deliver the parity-check results to a central
control block that will, at the end of check node processing,
determine whether all the parity-check equations specified
by the parity-check matrix have been satisfied, if yes, the decoding for current code frame will terminate.
To achieve higher decoding throughput, we implement
the read-shuﬄe-modify-unshuﬄe-write loop operation by
five-stage pipelining as shown in Figure 7, where CNU is
one-stage pipelined. To make this pipelining scheme feasible, we realize each bidirectional I/O connection in the three

An FPGA Implementation of (3, 6)-Regular LDPC Code Decoder

Active during
variable node processing

PE1,1

PE2,1

VNU

VNU

RAMs1,1

RAMs2,1

535
PEk,k
VNU

···

···

π1 (regular & fixed)

π2 (regular & fixed)

···

CNU1,1

RAMsk,k

···

···

π3

(random-like &
configurable)

···

CNU1,k

CNU2,1

Active during
check node processing

···

CNU2,k

CNU3,1

CNU3,k

Figure 5: The principal (3, k)-regular LDPC code partly parallel decoder structure.

···

PEx,y

6 bits
π1 (regular & fixed)

CNU1, j
···

h(2)
x,y

6 bits

···

EXT RAM 2

15 bits

5 bits
h(3)
x,y
6 bits

CNU3, j
5 bits

INT RAM

18 bits

EXT RAM 1

(i)

{βx,y }

π2 (regular & fixed)

CNU2, j

(i)

{hx,y }

h(1)
x,y

5 bits

5 bits
(i)
{βx,y
}

15 bits

EXT RAM 3

π3 (random-like &
configurable)

VNU
1 bit
DEC RAM

(i)
18 bits {hx,y }

Figure 6: Iterative decoding datapaths.
CNU
6 bits
Read

6 bits
Shuﬄe

CNU
(1st half)

CNU
(2nd half)

5 bits

5 bits
Unshuﬄe

Write

Figure 7: Five-stage pipelining of the check node processing datapath.

shuﬄe networks by two distinct sets of wires with opposite
directions, which means that the hybrid data from PE blocks
to CNUs and the check-to-variable extrinsic messages from
CNUs to PE blocks are carried on distinct sets of wires. Compared with sharing one set of wires in time-multiplexed fashion, this approach has higher wire routing overhead but obviates the logic gate overhead due to the realization of timemultiplex and, more importantly, make it feasible to directly
pipeline the datapath loop for higher decoding throughput.
In this decoder, one address generator AG(i)
x,y associates
with one EXT RAM i in each PEx,y . In the check node processing, AG(i)
x,y generates the address for reading hybrid data
and, due to the five-stage pipelining of datapath loop, the address for writing back the check-to-variable message is ob-

tained via delaying the read address by five clock cycles. It
is clear that the connectivity among all the variable nodes
and check nodes, or the entire parity-check matrix, realized
by this decoder is jointly specified by all the address generators and the three shuﬄe networks. Moreover, for i = 1, 2, 3,
the connectivity among all the variable nodes and the check
nodes in CGi is completely determined by AG(i)
x,y and πi . Following the joint design methodology, we implement all the
address generators and the three shuﬄe networks as follows.
4.1.1

Implementations of AG(1)
x,y and π1

The bidirectional shuﬄe network π1 and AG(1)
x,y realize the
connectivity among all the variable nodes and all the check
nodes in CG1 as specified by the fixed submatrix H1 . Recall
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that node vd corresponds to the column hi as illustrated
in Figure 4 and the extrinsic messages associated with node
(x,y)
vd are always stored at address d − 1. Exploiting the explicit structure of H1 , we easily obtain the implementation
schemes for AG(1)
x,y and π1 as follows:
(i) each AG(1)
x,y is realized as a log2 L-bit binary counter
that is cleared to zero at the beginning of check node
processing;
(ii) the bidirectional shuﬄe network π1 connects the k
PEx,y with the same x-index to the same CNU.
4.1.2 Implementations of AG(2)
x,y and π2

tions of AG(3)
x,y and π3 are not easy because of the following
requirements on H3 :
(1) the Tanner graph corresponding to the parity-check
matrix H = [HT1 , HT2 , HT3 ]T should be 4-cycle free;
(2) to make H random to some extent, H3 should be
random-like.
As proposed in [14], to simplify the design process, we
separately conceive AG(3)
x,y and π3 in such a way that the implementations of AG(3)
x,y and π3 accomplish the above first and
second requirements, respectively.
Implementations of AG(3)
x,y

The bidirectional shuﬄe network π2 and AG(2)
x,y realize the
connectivity among all the variable nodes and all the check
nodes in CG2 as specified by the fixed matrix H2 . Similarly,
exploiting the extrinsic messages storage strategy and the explicit structure of H2 , we implement AG(2)
x,y and π2 as follows:

We implement each AG(3)
x,y as a log2 L-bit binary counter
that counts up to the value L − 1 and is initialized with a
constant value tx,y at the beginning of check node processing. Each tx,y is selected in random under the following two
constraints:

(i) each AG(2)
x,y is realized as a log2 L-bit binary counter
that only counts up to the value L − 1 and is loaded
with the value of ((x − 1) · y) mod L at the beginning
of check node processing;
(ii) the bidirectional shuﬄe network π2 connects the k
PEx,y with the same y-index to the same CNU.

(1) given x, tx,y1 = tx,y2 , for all y1 , y2 ∈ {1, . . . , k};
(2) given y, tx1 ,y − tx2 ,y ≡ ((x1 − x2 ) · y) mod L, for all
x1 , x2 ∈ {1, . . . , k}.

Notice that the counter load value for each AG(2)
x,y directly
comes from the construction of each block matrix Px,y in H2
as described in Section 3.
4.1.3 Implementations of AG(3)
x,y and π3
The bidirectional shuﬄe network π3 and AG(3)
x,y jointly define the connectivity among all the variable nodes and all the
check nodes in CG3 , which is represented by H3 as illustrated
in Figure 4. In the above, we show that by exploiting the specific structures of H1 and H2 and the extrinsic messages storage strategy, we can directly obtain the implementations of
each AG(i)
x,y and πi , for i = 1, 2. However, the implementa-

It can be proved that the above two constraints on tx,y are
suﬃcient to make the entire parity-check matrix H always
correspond to a 4-cycle free Tanner graph no matter how we
implement π3 .
Implementation of π3
Since each AG(3)
x,y is realized as a counter, the pattern of shuffle network π3 cannot be fixed, otherwise the shuﬄe pattern
of π3 will be regularly repeated in the H3 , which means that
H3 will always contain very regular connectivity patterns no
matter how random-like the pattern of π3 itself is. Thus we
should make π3 configurable to some extent. In this paper,
we propose the following concatenated configurable random
shuﬄe network implementation scheme for π3 .
Figure 8 shows the forward path (from PEx,y to CNU3, j )
of the bidirectional shuﬄe network π3 . In each clock cycle, it
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realizes the data shuﬄe from ax,y to cx,y by two concatenated
stages: intrarow shuﬄe and intracolumn shuﬄe. Firstly, the
ax,y data block, where each ax,y comes from PEx,y , passes an
intrarow shuﬄe network array in which each shuﬄe network
Ψ(r)
x shuﬄes the k input data ax,y to bx,y for 1 ≤ y ≤ k. Each
(r)
Ψ(r)
x is configured by 1-bit control signal sx leading to the
(r)
fixed random permutation Rx if sx = 1, or to the identity
permutation (Id) otherwise. The reason why we use the Id
pattern instead of another random shuﬄe pattern is to minimize the routing overhead, and our simulations suggest that
there is no gain on the error-correcting performance by using
another random shuﬄe pattern instead of Id pattern. The kbit configuration word s(r) changes every clock cycle and all
the L k-bit control words are stored in ROM R. Next, the bx,y
data block goes through an intracolumn shuﬄe network array in which each Ψ(c)
y shuﬄes the k bx,y to cx,y for 1 ≤ x ≤ k.
(c)
Similarly, each Ψ(c)
y is configured by 1-bit control signal s y
(c)
leading to the fixed random permutation C y if s y = 1, or to
Id otherwise. The k-bit configuration word s(c)
y changes every clock cycle and all the L k-bit control words are stored
in ROM C. As the output of forward path, the k cx,y with the
same x-index are delivered to the same CNU3, j . To realize the
bidirectional shuﬄe, we only need to implement each config(c)
urable shuﬄe network Ψ(r)
x and Ψ y as bidirectional so that
π3 can unshuﬄe the k2 data backward from CNU3, j to PEx,y
along the same route as the forward path on distinct sets of
wires. Notice that, due to the pipelining on the datapath loop,
the backward path control signals are obtained via delaying
the forward path control signals by three clock cycles.
To make the connectivity realized by π3 random-like and
change each clock cycle, we only need to randomly generate
(c)
the control words s(r)
x and s y for each clock cycle and the
fixed shuﬄe patterns of each Rx and C y . Since most modern
FPGA devices have multiple metal layers, the implementations of the two shuﬄe arrays can be overlapped from the
bird’s-eye view. Therefore, the above concatenated implementation scheme will confine all the routing wires to small
area (in one row or one column), which will significantly
reduce the possibility of routing congestion and reduce the
routing overhead.
4.2. Variable node processing
Compared with the above check node processing, the operations performed in the variable node processing is quite simple since the decoder only needs to carry out all the variable
node computations. Notice that at the beginning of variable
node processing, the three 5-bit check-to-variable extrinsic
(x,y)
messages associated with each variable node vd are stored
at the address d − 1 of the three EXT RAM i in PEx,y . The
(x,y)
5-bit intrinsic message associated with variable node vd is
also stored at the address d − 1 of INT RAM in PEx,y . In each
clock cycle, this decoder performs the read-modify-write operations to convert the three check-to-variable extrinsic messages associated with the same variable node to three hybrid
data consisting of variable-to-check extrinsic messages and
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Figure 9: Three-stage pipelining of the variable node processing
datapath.

hard decisions. As shown in Figure 6, we may outline the datapath loop in variable node processing as follows:
(1) read: in each PEx,y , three 5-bit check-to-variable ex(i)
and one 5-bit intrinsic messages
trinsic messages βx,y
γx,y associated with the same variable node are read
from the three EXT RAM i and INT RAM at the same
address;
(2) modify: based on the input check-to-variable extrinsic
messages and intrinsic message, each VNU generates
the 1-bit hard decision xx,y and three 6-bit hybrid data
h(i)
x,y ;
(3) write: each h(i)
x,y is written back to the same memory
location as its check-to-variable counterpart and xx,y
is written to DEC RAM.
The forward path from memory to VNU and backward
path from VNU to memory are implemented by distinct sets
of wires and the entire read-modify-write datapath loop is
pipelined by three-stage pipelining as illustrated in Figure 9.
Since all the extrinsic and intrinsic messages associated
with the same variable node are stored at the same address
in diﬀerent RAM blocks, we can use only one binary counter
to generate all the read address. Due to the pipelining of the
datapath, the write address is obtained via delaying the read
address by three clock cycles.
4.3.

CNU and VNU architectures

Each CNU carries out the operations of one check node,
including the parity check and computation of check-tovariable extrinsic messages. Figure 10 shows the CNU architecture for check node with the degree of 6. Each input x(i)
is a 6-bit hybrid data consisting of 1-bit hard decision and
5-bit variable-to-check extrinsic message. The parity check is
performed by XORing all the six 1-bit hard decisions. Each
5-bit variable-to-check extrinsic messages is represented by
sign-magnitude format with a sign bit and four magnitude
bits. The architecture for computing the check-to-variable
extrinsic messages is directly obtained from (3). The function f (x) = log((1 + e−|x| )/(1 − e−|x| )) is realized by the LUT
(lookup table) that is implemented as a combinational logic
block in FPGA. Each output 5-bit check-to-variable extrinsic
message y (i) is also represented by sign-magnitude format.
Each VNU generates the hard decision and all the
variable-to-check extrinsic messages associated with one
variable node. Figure 11 shows the VNU architecture for
variable node with the degree of 3. With the input 5-bit intrinsic message z and three 5-bit check-to-variable extrinsic
messages y (i) associated with the same variable node, VNU
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generates three 5-bit variable-to-check extrinsic messages
and 1-bit hard decision according to (4) and (5), respectively.
To enable each CNU to receive the hard decisions to perform parity check as described above, the hard decision is
combined with each 5-bit variable-to-check extrinsic message to form 6-bit hybrid data x(i) as shown in Figure 11.
Since each input check-to-variable extrinsic message y (i) is
represented by sign-magnitude format, we need to convert
it to two’s complement format before performing the additions. Before going through the LUT that realizes f (x) =
log((1 + e−|x| )/(1 − e−|x| )), each data is converted back to the
sign-magnitude format.

4.4. Data Input/Output
This partly parallel decoder works simultaneously on three
consecutive code frames in two-stage pipelining mode: while
one frame is being iteratively decoded, the next frame is
loaded into the decoder, and the hard decisions of the
previous frame are read out from the decoder. Thus each
INT RAM contains two RAM blocks to store the intrinsic
messages of both current and next frames. Similarly, each
DEC RAM contains two RAM blocks to store the hard decisions of both current and previous frames.
The design scheme for intrinsic message input and hard
decision output is heavily dependent on the floor planning of
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the k2 PE blocks. To minimize the routing overhead, we develop a square-shaped floor planning for PE blocks as illustrated in Figure 12 and the corresponding data input/output
scheme is described in the following.
(1) Intrinsic data input. The intrinsic messages of next
frame is loaded, 1 symbol per clock cycle. As shown
in Figure 12, the memory location of each input intrinsic data is determined by the input load address that has the width of (log2 L + log2 k2 ) bits
in which log2 k2  bits specify which PE block (or
which INT RAM) is being accessed and the other
log2 L bits locate the memory location in the selected
INT RAM. As shown in Figure 12, the primary intrinsic data and load address input directly connect to the
k PE blocks PE1,y for 1 ≤ y ≤ k, and from each PEx,y
the intrinsic data and load address are delivered to the
adjacent PE block PEx+1,y in pipelined fashion.
(2) Decoded data output. The decoded data (or hard decisions) of the previous frame is read out in pipelined
fashion. As shown in Figure 12, the primary log2 Lbit read address input directly connects to the k PE
blocks PEx,1 for 1 ≤ x ≤ k, and from each PEx,y the
read address are delivered to the adjacent block PEx,y+1
in pipelined fashion. Based on its input read address,
each PE block outputs 1-bit hard decision per clock
cycle. Therefore, as illustrated in Figure 12, the width
of pipelined decoded data bus increases by 1 after going through one PE block, and at the rightmost side,
we obtain k k-bit decoded output that are combined
together as the k2 -bit primary decoded data output.

5.

FPGA IMPLEMENTATION

Applying the above decoder architecture, we implemented
a (3, 6)-regular LDPC code partly parallel decoder for L =
256 using Xilinx Virtex-E XCV2600E device with the package FG1156. The corresponding LDPC code length is N =
L · k2 = 256 · 62 = 9216 and code rate is 1/2. We obtain
the constrained random parameter set for implementing π3
and each AG(3)
x,y as follows: first generate a large number of
parameter sets from which we find few sets leading to relatively high Tanner graph average cycle length, then we select
one set leading to the best performance based on computer
simulations.
The target XCV2600E FPGA device contains 184 large
on-chip block RAMs, each one is a fully synchronous dualport 4K-bit RAM. In this decoder implementation, we configure each dual-port 4K-bit RAM as two independent
single-port 256 × 8-bit RAM blocks so that each EXT RAM i
can be realized by one single-port 256 × 8-bit RAM block.
Since each INT RAM contains two RAM blocks for storing
the intrinsic messages of both current and next code frames,
we use two single-port 256 × 8-bit RAM blocks to implement one INT RAM. Due to the relatively small memory size
requirement, the DEC RAM is realized by distributed RAM
that provides shallow RAM structures implemented in CLBs.
Since this decoder contains k2 = 36 PE blocks, each one incorporates one INT RAM and three EXT RAM i’s, we totally utilize 180 single-port 256 × 8-bit RAM blocks (or 90
dual-port 4K-bit RAM blocks). We manually configured the
placement of each PE block according to the floor-planning
scheme as shown in Figure 12. Notice that such placement
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Table 1: FPGA resources utilization statistics.
Resource
Slices
4 input LUTs
Block RAMs

Number

Utilization rate

11,792
15,933
90

46%
31%
48%

Resource
Slices Registers
Bonded IOBs
DLLs

Number

Utilization rate

10,105
68
1

19%
8%
12%

PE1,1

PE1,2

PE1,3

PE1,4

PE1,5

PE1,6

PE2,1

PE2,2

PE2,3

PE2,4

PE2,5

PE2,6

PE3,1

PE3,2

PE3,3

PE3,4

PE3,5

PE3,6

PE4,1

PE4,2

PE4,3

PE4,4

PE4,5

PE4,6

PE5,1

PE5,2

PE5,3

PE5,4

PE5,5

PE5,6

PE6,1

PE6,2

PE6,3

PE6,4

PE6,5

PE6,6

Figure 13: The placed and routed decoder implementation.

scheme exactly matches the structure of the configurable
shuﬄe network π3 as described in Section 4.1.3, thus the
routing overhead for implementing the π3 is also minimized
in this FPGA implementation.
From the architecture description in Section 4, we know
that, during each clock cycle in the iterative decoding, this
decoder need to perform both read and write operations on
each single-port RAM block EXT RAM i. Therefore, suppose the primary clock frequency is W, we must generate
a 2 × W clock signal as the RAM control signal to achieve
read-and-write operation in one clock cycle. This 2 × W
clock signal is generated using the delay-locked loop (DLL)
in XCV2600E.
To facilitate the entire implementation process, we extensively utilized the highly optimized Xilinx IP cores to instantiate many function blocks, that is, all the RAM blocks, all
the counters for generating addresses, and the ROMs used to
store the control signals for shuﬄe network π3 . Moreover, all
the adders in CNUs and VNUs are implemented by ripplecarry adder that is exactly suitable for Xilinx FPGA implementations thanks to the on-chip dedicated fast arithmetic
carry chain.
This decoder was described in the VHDL (hardware description language) and SYNOPSYS FPGA Express was used
to synthesize the VHDL implementation. We used the Xilinx Development System tool suite to place and route the
synthesized implementation for the target XCV2600E device
with the speed option −7. Table 1 shows the hardware resource utilization statistics. Notice that 74% of the total utilized slices, or 8691 slices, were used for implementing all
the CNUs and VNUs. Figure 13 shows the placed and routed
design in which the placement of all the PE blocks are constrained based on the on-chip RAM block locations.
Based on the results reported by the Xilinx static timing

analysis tool, the maximum decoder clock frequency can be
56 MHz. If this decoder performs s decoding iterations for
each code frame, the total clock cycle number for decoding
one frame will be 2s · L + L, where the extra L clock cycles
is due to the initialization process, and the maximum symbol decoding throughput will be 56 · k2 · L/(2s · L + L) =
56 · 36/(2s+1) Mbps. Here, we set s = 18 and obtain the maximum symbol decoding throughput as 54 Mbps. Figure 14
shows the corresponding performance over AWGN channel
with s = 18, including the BER, FER (frame error rate), and
the average iteration numbers.
6.

CONCLUSION

Due to the unique characteristics of LDPC codes, we believe that jointly conceiving the code construction and
partly parallel decoder design should be a key for practical high-speed LDPC coding system implementations. In
this paper, applying a joint design methodology, we developed a (3, k)-regular LDPC code high-speed partly parallel decoder architecture design and implemented a 9216bit, rate-1/2 (3, 6)-regular LDPC code decoder on the Xilinx XCV2600E FPGA device. The detailed decoder architecture and floor planning scheme have been presented and a
concatenated configurable random shuﬄe network implementation is proposed to minimize the routing overhead
for the random-like shuﬄe network realization. With the
maximum 18 decoding iterations, this decoder can achieve
up to 54 Mbps symbol decoding throughput and the BER
10−6 at 2 dB over AWGN channel. Moreover, exploiting
the good minimum distance property of LDPC code, this
decoder uses parity check after each iteration as earlier
stopping criterion to eﬀectively reduce the average energy
consumption.
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A method for the rapid design of field programmable gate array (FPGA)-based discrete cosine transform (DCT) approximations
is presented that can be used to control the coding gain, mean square error (MSE), quantization noise, hardware cost, and power
consumption by optimizing the coeﬃcient values and datapath wordlengths. Previous DCT design methods can only control the
quality of the DCT approximation and estimates of the hardware cost by optimizing the coeﬃcient values. It is shown that it is
possible to rapidly prototype FPGA-based DCT approximations with near optimal coding gains that satisfy the MSE, hardware
cost, quantization noise, and power consumption specifications.
Keywords and phrases: DCT, low-power, FPGA, binDCT.

1.

INTRODUCTION

The discrete cosine transform (DCT) has found wide application in audio, image, and video compression and has been
incorporated in the popular JPEG, MPEG, and H.26x standards [1]. The phenomenal growth in the demand for products that use these compression standards has increased the
need to develop a rapid prototyping method for hardwarebased DCT approximations. Rapid prototyping design methods reduce the time necessary to demonstrate that a complex
design is feasible and worth pursuing.
The number of logic resources and the speed of field programmable gate arrays (FPGAs) have increased dramatically
while the cost has diminished considerably. Designs can be
quickly and economically prototyped using FPGAs.
A methodology that can be used to rapidly prototype DCT implementations with control over the hardware
cost, the quantization noise at each subband output, the
power consumption, and the quality of the DCT approximation would be useful. For example, a DCT implementation that requires few FPGA resources frees additional
space for other signal processing functions, which can permit the use of a smaller less expensive FPGA. Also near

exact DCT approximations can be obtained such that the
hardware cost and power consumption requirements are
satisfied.
A rapid prototyping methodology for the design of
FPGA-based DCT approximations that can be used to control the quality of the DCT approximation, the hardware
cost, the quantization noise at each subband output, and the
power consumption has not been previously introduced in
the literature. A method for the design of fixed point DCT
approximations has recently been introduced in [2], but it
does not specifically target FPGAs or application-specific integrated circuits (ASICs). The method discussed in [2] can
be used to control the quality of the DCT approximation
and the estimate of the hardware cost (the total number of
adders and subtractors required to implement all of the constant coeﬃcient multipliers) by optimizing the coeﬃcient
values. Unfortunately, the method presented in [2] only estimates the hardware cost, ignores the power consumption and
quantization noise, and ignores the datapath wordlengths
(the number of bits used to represent a signal). In contrast,
the method proposed in this paper can be used to control the quality of the DCT approximation, the exact hardware cost, the quantization noise at each subband output,
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Figure 1: Signal flow graph of Loeﬄer’s factorization of the eight-point DCT.

and the power consumption by choosing both the datapath
wordlengths and the coeﬃcient values.
Previously, datapath wordlength and coeﬃcient optimization have been considered separately [3, 4, 5, 6]. Optimizing both simultaneously produces implementations that
require less hardware and power because the hardware cost,
the power consumption, and the quantization noise are related to both the datapath wordlengths and coeﬃcient values.
The proposed method relies on the FPGA place and route
(PAR) process to gauge the exact hardware cost and XPWR (a
power estimation program provided in the Xilinx ISE Foundation toolset) to estimate the power consumption.
This paper is organized as follows. Section 2 describes the
fixed-point DCT architecture used in this paper. Section 3
describes the implementation of the constant coeﬃcient
multipliers. Section 4 defines five performance measures that
quantify the quality of the DCT approximation and implementation. Section 5 defines the design problem. Section 6
introduces a local search method that can be used to design
FPGA-based DCT approximations, and Section 7 discusses
the convergence of this method. Sections 8 and 9 demonstrate that trade-oﬀs between the quality of the DCT approximation, hardware cost, and power consumption are possible. These trade-oﬀs are useful in exploring the design space
to find a suitable design for a particular application. Conclusions are presented in Section 10.
2.

DCT STRUCTURES FOR FPGA-BASED
IMPLEMENTATIONS

Recently, a number of fixed-point FPGA-based DCT implementations have been proposed. The architecture proposed
in [7] uses a recursive DCT implementation that lacks the

parallelism required for high-speed throughput. The architectures presented in [8] oﬀer significantly more parallelism
by uniquely implementing each constant coeﬃcient multiplier, but this architecture requires an unnecessarily large
number of coeﬃcient multipliers (thirty-two constant coefficient multipliers for an eight-point DCT).
Loeﬄer’s DCT structure [9], see Figure 1, requires only
twelve constant coeﬃcient multipliers to implement an
eight-point DCT (which is used in the JPEG and MPEG standards [1]). In contrast, the factorization employed in the
FPGA implementations presented in [7, 8] require thirty-two
coeﬃcient multiplications for an eight-point DCT.
None of the above DCT structures can be used in lossless
compression applications because the product of the forward
and inverse DCT matrices does not equal the identity matrix
when using finite precision fixed-point arithmetic.
2.1.

A low-cost DCT structure that permits perfect
reconstruction under fixed-point arithmetic
The rapid prototyping method proposed in this paper can
be used to design DCT implementations based on any
of the structures presented in [7, 8, 9]. However these
structures cannot be used in lossless compression applications and these structures require a large number of constant coeﬃcient multipliers, which increases the hardware
cost.
Each constant coeﬃcient multiplier requires a unique
implementation. It is therefore advantageous to choose a
structure that requires a minimum number of constant coeﬃcient multipliers to reduce the hardware cost. The DCT
structure that is used in this paper [10] can be applied in
lossless compression applications and is low cost, requiring
only eight constant coeﬃcient multipliers.
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The work in [10] uses the lifting scheme [11, 12] to implement the plane rotations inherent in many DCT factorizations which permits perfect reconstruction under finite precision fixed-point arithmetic. This class of DCT approximation is referred to as the binDCT. Consider the plane rotation matrix which occurs in Loeﬄer’s and most other DCT
factorizations:
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Figure 2: Signal flow graph of (a) the plane rotation and (b) the
plane rotation with three lifting steps.
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The inverse plane rotation uses the same fixed-point coeﬃcients, p and u. Figure 2 shows the signal flow graph of the
plane rotation and the plane rotation with three lifting steps.
The plane rotations of Loeﬄer’s factorization can be replaced by lifting sections which create a forward and inverse
transform pair with perfect reconstruction properties even
with finite precision coeﬃcients [10]. This DCT architecture
can be pipelined. Figure 3 shows the pipelined Loeﬄer’s factorization with the lifting structure which is used in this paper. Each addition, subtraction, and multiplication feeds a
delay in Figure 3. The symbol “D” denotes a delay for purpose of pipelining.
3.

Y2

(a)

1 0
u 1



+

cos(α)

(1)

where p = (cos(α) − 1)/ sin(α) and u = sin(α). This factorization is described as the forward plane rotation with three
lifting steps [10]. The values p and u are the coeﬃcient values that can be implemented using fixed-point arithmetic.
The inverse plane rotation is
−1

Y1

− sin(α)

X2

Each entry in R requires a coeﬃcient multiplication that
can be approximated using a sum of powers-of-two representation. Unfortunately the corresponding inverse plane rotation must have infinite precision to ensure that RR−1 = I
where I is the identity matrix. Practical finite precision fixedpoint implementations of plane rotations cannot therefore
be used to produce transforms with perfect reconstruction
properties.
The plane rotation matrix can be factored to create a forward and inverse transform matrix pair with perfect reconstruction properties even under finite precision fixed-point
arithmetic [12]
cos(α) sin(α)
1 p
R=
=
0 1
− sin(α) cos(α)

+
sin(α)



cos(α) sin(α)
.
R=
− sin(α) cos(α)



cos(α)

X1

IMPLEMENTATION OF THE CONSTANT
COEFFICIENT MULTIPLIERS

A constant-valued multiplication can be carried out by a series of additions and arithmetic shifts instead of using a multiplier [13]. For example, 15y is equivalent to 23 y + 22 y +
21 y + y, where 2n is implemented as an arithmetic shift to
the left by n bits. Allowing subtractions as well as additions
and arithmetic shifts reduces the number of required arith-

metic operations [13]. For example, 24 y − y is an alternate
implementation of 15y that requires one subtraction and
one arithmetic shift opposed to three additions and three
arithmetic shifts. Arithmetic shifts are essentially free in bitparallel implementations because they can be hardwired.
For convenience, the operations 23 y + 22 y + 21 y + y and
4
2 y − y can be expressed as signed binary numbers, 1111 and
1000 − 1, respectively. Each one or minus one digit is called a
nonzero element.
A coeﬃcient is said to be in canonic signed digit (CSD)
form when a minimum number of nonzero elements are
used to represent a coeﬃcient value [13]. This results when
no two consecutive nonzero elements are present in the coefficient. Examples of CSD coeﬃcients are 1000 − 1, 1010101,
and 10 − 10001. CSD coeﬃcients are preferred over binary
multiplications because of the reduced number of arithmetic
operations. Figure 4 shows the CSD implementation of a
constant coeﬃcient multiplier of value 85.
3.1.

Subexpression sharing

Subexpression sharing [14] can be used to further reduce the
coeﬃcient complexity of CSD constant coeﬃcient multipliers. Numbers in the CSD format exhibit repeated subexpressions of signed digits. For example, 101 is a subexpression
that occurs twice in 1010101. The coeﬃcient complexity can
be reduced if the 101 subexpression is built only once and
is shared within the constant coeﬃcient multiplier. In this
case, the coeﬃcient complexity drops from three adders to
two adders. Figure 4 shows the implementation of a constant
coeﬃcient multiplier of 85 using CSD coding and subexpression sharing. Subexpression sharing results in an implementation that can be up to fifty percent smaller than using CSD
coding [14]. All of the DCT implementations presented in
this paper use subexpression sharing.
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Figure 3: Signal flow graph of the pipelined Loeﬄer’s factorization with the lifting structure.
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sion applications because it is proportional to the peak signal
to noise ratio (PSNR). Transforms with high coding gains
can be used to create faithful reproductions of the original
image with little error. The biorthogonal coding gain [15] is
defined as
Cg = 10 log10  
N −1

(a)

i=0

x(n)
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+

+

y(n)

4

(b)

Figure 4: Implementation of a constant coeﬃcient multiplier of
value 85 using (a) CSD coding and (b) subexpression sharing.

4.

(1)
(2)
(3)
(4)
(5)

coding gain;
mean square error (MSE);
hardware cost;
quantization noise;
power consumption.

Each performance measure is defined below.
4.1. Coding gain
The coding gain (a measure of the degree of energy compaction oﬀered by a transform [1]) is important in compres-

 2 1/N ,

σx2i  fi 2

(4)

where fi 22 is the norm of the ith basis function, N is the
number of subbands (N = 8 for an eight-point DCT), σx2i is
the variance of the ith subband, and σx2 is the variance of the
input signal.
A zero mean unit variance AR(1) process with correlation
coeﬃcient ρ = 0.95 is an accurate approximation of natural
images [10] and is used in our numerical experiments. The
variance of the ith subband is the ith diagonal element of R y y ,
the autocorrelation matrix of the transformed signal
R y y = HRxx H T ,

PERFORMANCE MEASURES FOR FPGA-BASED DCT
APPROXIMATIONS

The DCT approximation-dependent and implementationdependent performance measures that can be controlled by
the method discussed in this paper include:

σx2

(5)

where H is the forward transform matrix of the DCT transform and Rxx is the autocorrelation of the input signal. The
autocorrelation matrix Rxx is symmetric and Toeplitz. The
elements in the first row, Rxx1 , define the entire matrix




Rxx1 = 1 ρ · · · ρN −1 .
4.2.

(6)

Mean square error

The MSE between the transformed data generated by the
exact and approximate DCTs quantifies the accuracy of the
DCT approximation. The MSE can be calculated deterministically [10] using the expression
MSE =



1
Trace DRxx DT ,
N

(7)
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Figure 5: Signal flow graph of (a) coeﬃcient multiplier and (b) coeﬃcient multiplier modeling quantization with the noise source e.

where D is the diﬀerence between the forward transform matrix of the exact and approximate DCTs, and Rxx is the autocorrelation matrix of the input signal. It is advantageous to
have a low MSE value to ensure a near ideal DCT approximation.
4.3. Hardware cost
The hardware cost is the quantity of logic required to implement a DCT approximation. On the Xilinx Virtex series
of FPGAs, the hardware cost is measured as the total number of slices required to implement the design. A Xilinx Virtex slice contains two D-type flip-flops and two four-inputs
lookup tables. The Xilinx PAR process assigns logic functions
and interconnect to the slices, and can be used to gauge the
exact hardware cost. In recent years, the PAR runtimes have
dropped from hours to minutes for small to midrange designs. Consequently, the PAR process can now be used directly by an optimization method to gauge the exact hardware cost of a design. This paper presents a design method
for FPGA-based DCT approximations that uses the PAR to
provide the exact hardware cost of a design.

Figure 6: Signal flow graph of (a) the truncation of a datapath
wordlength and (b) the truncation of a datapath wordlength modeling quantization with the noise source e.

where gki is the feedforward gain from the output of the kth
multiplier to the ith subband output, and L is the number of
multipliers present in the transform.
Quantization through datapath wordlength truncation
can be arbitrarily introduced at any node (datapath) in a
DCT implementation to reduce hardware cost at the expense
of injected noise (see Figure 6) as demonstrated in [3, 4]. A
worst case bound, based on the L1 norm, on the quantization noise at the ith subband introduced through datapath
wordlength truncation, (|Nbi |), is given by
P
  
  m

Nb  ≤
hki  2 k − 1 ,
i

where hki is the feedforward gain from kth quantized node to
the ith subband output, mk is the number of bits truncated
from the LSB side of the wordlength at the kth node, and
P is the number of quantized datapath wordlengths present
in the transform. The total noise at the ith subband output
(|Ntoti |) is the sum of all scaled noise sources as given by

    
Ntot  = Na  + Nb .
i

4.4. Quantization noise

4.5.

A fixed-point constant coeﬃcient multiplier can be implemented as the cascade of an integer multiplier followed by a
power-of-two division (see Figure 5). Due to the limited precision of the datapath wordlength, it is not possible to represent the result of all divisions. Quantization becomes necessary and occurs at the power-of-two division. A quantization
nonlinearity can be modeled as the summation of the signal
with a noise source [16] (see Figure 5).
If the binary point is in the right most position (all signal values represent integers), then the maximum error introduced in a multiplication is one for two’s complement
truncation arithmetic. A worst case bound, based on the L1
norm, on the quantization noise introduced by a coeﬃcient
multiplication at the ith subband output [2], (|Nai |), is given
by
L
  
 
Na  ≤
gki ,
i

k=1

(8)

(9)

k=1

i

i

(10)

Power consumption

The power dissipated due to the switching activity in a
CMOS circuit [17] can be estimated using
P = aCtot f V 2 ,

(11)

where a is the node transition factor, Ctot is the total load
capacitance, f is the clock frequency, and V is the voltage of
the circuit. The node transition factor is the average number
of times a node makes a transition in one clock period.
The power consumption can be reduced by lowering the
clock frequency. Unfortunately a reduced clock rate lowers
the throughput and is not preferred for high-performance
compression systems that must process large amounts of
data. Lowering the supply voltage level reduces the power
consumption at the expense of a reduction in the maximum
clock frequency. Two alternatives remain. The load capacitance and the node transition factor can be reduced. Subexpression sharing reduces both the node transition factor and
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the load capacitance of the constant coeﬃcient multipliers.
The coeﬃcient values and the datapath wordlengths can be
optimized to further reduce the node transition factor and
the total load capacitance of the DCT implementation.
The power consumption of the constant coeﬃcient multipliers depends on the hardware cost and the logic depth
[18, 19, 20]. The hardware cost determines the total load capacitance. It is possible to reduce the power consumption by
lowering the hardware cost (using less slices and interconnect). However, the hardware cost is a poor if not an incorrect
measure of the power consumption for constant coeﬃcient
multipliers with a high logic depth as was observed in [18,
19, 20]. A transition in logic state must propagate through
more logic elements in a high-logic depth circuit, which increases the power consumption. Transitions occur when the
signal changes value, and when spurious transitions, called
glitches, occur before a steady logic value is reached. Highlogic depth constant coeﬃcient multipliers tend to use more
power than low-logic depth constant coeﬃcient multipliers
irrespective of the hardware cost [18]. Subexpression sharing
produces low-cost and low-logic depth constant coeﬃcient
multipliers [21], which reduces the amount of power.
It is possible to reduce the power consumption of the
constant coeﬃcient multipliers by choosing coeﬃcient values and datapath wordlengths that result in constant coeﬃcient multiplier implementations with a reduced logic depth
and hardware cost [18].

SlicesRequired(h) and EstimatedPower(h) yield the hardware
cost and the estimated power consumption, respectively. The
constant MaxNoisei is the largest permissible quantization
noise value in the ith subband. A one-dimensional DCT
approximation with eight subbands (which is used in the
JPEG and MPEG standards [1]) requires eight constraints
(i = 0, . . . ,7) to control the quantization noise at each subband output. Little if any quantization noise should contaminate the low-frequency subbands in compression applications because these subbands contain most of the signal energy. The high-frequency subbands can tolerate more quantization noise since little signal energy is present in these subbands. It is therefore advantageous to set diﬀering quantization noise constraints for each individual subband.
The above problem is diﬃcult to solve analytically or numerically because analytic derivatives of the objective function and constraints cannot be determined. Instead discrete
Lagrange multipliers can be used [22]. Fast discrete Lagrangian local searches have been developed [23, 24, 25] that
can be used to solve this discrete constrained optimization
problem. The constraints (12), (13), (14), and (15) can be
combined to form a discrete Lagrangian function with the
introduction of a positive-valued scaling constant weight and
the discrete Lagrange multipliers (λ1 , λ2 , λ3 , and λ4i )




PROBLEM STATEMENT AND FORMULATION

The design problem can be stated as follows: find a set of
coeﬃcient values and datapath wordlengths, h, that yields
a DCT approximation with a high coding gain such that
the MSE, quantization noise, hardware cost, and power consumption specifications are satisfied. This problem can be
formulated as a discrete constrained optimization problem:
minimize −Cg subject to
g1 (h) = MSE(h) − MSEmax ≤ 0,
g2 (h) = SlicesRequired(h) − MaxSlices ≤ 0,
g3 (h) = EstimatedPower(h) − MaxPower ≤ 0,

(12)
(13)
(14)

g4i (h) = Ntoti  − MaxNoisei ≤ 0 for i = 0, . . . ,7,

(15)





7








λ4i max 0, g4i (h) .

i=0

The Xilinx ISE tool set includes a software package called
XPWR that can be used to estimate the power consumption of a design implemented on a Xilinx Virtex FPGA. The
method discussed in this paper optimizes the coeﬃcient values and the datapath wordlengths to yield a DCT implementation with the desired power consumption requirement.
XPWR is used to produce an estimate of the power consumption whenever the design method requires a power consumption figure.





+ λ3 max 0, g3 (h) +

4.5.1 Gauging the power consumption

5.



Ld = −weight Cg + λ1 max 0, g1 (h) + λ2 max 0, g2 (h)

where the constants MSEmax , MaxPower, and MaxSlices are the largest permissible MSE, power consumption, and hardware cost values, respectively. The functions

(16)
6.

A DISCRETE LAGRANGIAN LOCAL SEARCH
METHOD

The discrete Lagrangian local search was introduced in [22]
and later applied to filter bank design in [23] and peak constrained least squares (PCLS) FIR design in [24, 25]. The
discrete Lagrangian local search method presented here (see
Procedure 1) is adapted from the local search method presented in [24, 25].
6.1. Initialization of the algorithmic constants
The proposed method uses the following constants:
(i) λ1weight , λ2weight , λ3weight , λ4weighti control the growth of the
discrete Lagrange multipliers;
(ii) weight aﬀects the convergence time of the local search
as discussed in [23];
(iii) MaxIteration is the largest number of iterations the algorithm is permitted to execute.
Although experience shows hand tuning λ1weight , λ2weight ,
λ3weight , λ4weighti , and weight permits the design of DCT approximations with the highest coding gain given the constraints, it
is often time consuming and inconvenient. Instead, we introduce an alternative initialization method. The algorithmic constants (weight , λ1weight , λ2weight , λ3weight , and λ4weighti ) can
be chosen to multiply the objective function and the constraints so that no constraint initially dominates the discrete
Lagrangian function, and the relative magnitude of (h) is
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Initialize the algorithmic parameters:
λ1weight , λ2weight , λ3weight , λ4weighti , and MaxIteration
Initialize the discrete Lagrange multipliers:
λ1 = 0, λ2 = 0, λ3 = 0, and λ4i = 0 for i = 0, . . . ,7
Initialize the variables of optimization
h = Quantized DCT coeﬃcients and full precision datapath wordlengths
While (not converged and not executed MaxIterations) do
change the current variable by ±1 to obtain h
if Ld (h ) < Ld (h) then accept proposed change (h = h )
update λ1 once every three coeﬃcient changes using
λ1 ← λ1 + λ1weight max(0, g1 (h))
update the following discrete Lagrange multipliers once every three iterations
λ2 ← λ2 + λ2weight max(0, g2 (h))
λ3 ← λ3 + λ3weight max(0, g3 (h))
ij

λ4i ← λ4 + λ4weighti max(0, g4i (h)) for i = 0, . . . ,7
end

Procedure 1: A local search method for the design of DCT approximations.

more easily weighted against the constraints. To this end, the
algorithmic constants can be initialized as follows:
λ1weight =

1
,
MSEmax

1
,
MaxSlices
1
=
,
MaxPower
1
=
for i = 0, . . . ,7,
MaxNoisei

λ2weight =
λ3weight
λ4weighti

weight =

θ
0

,

(17)
(18)
(19)
(20)
(21)

where 0 is the objective function evaluated using the quantized DCT coeﬃcients, and θ is a constant, 0 < θ < 1, used
to control the quality of solutions and performance of the algorithm. The local search favors DCT approximations with
high coding gain values when θ is close to one because the
objective function tends to dominate the discrete Lagrangian
function early in the search. However, the algorithm converges at a slower rate because the discrete Lagrange multipliers must assume a larger value, which requires more iterations, before the constraints are satisfied. Small θ values permit faster convergence at the expense of lower coding gain
values because the search favors minimizing the constraint
values over minimizing the objective function.
Equations (17), (18), (19), and (20) prevent any discrete
Lagrange multiplier from initially dominating the other discrete Lagrange multipliers. The function g2 (h) yields integer
values and g4i (h) yields values greater than one that are often thousands of times larger than values produced by the
other constraints. Equally weighting λ1weight , λ2weight , λ3weight , and
λ4weighti would bias the search to favor constraints (13) and
(15) over the remaining constraints.

6.2.

Updating the coefficients and datapath
wordlengths

The variables of optimization, h, are composed of the coefficient values and the datapath wordlengths. The coeﬃcient
values are rational values (see Figure 5) of the form
coeﬃcient =

x
2CWL

,

(22)

where x is an integer value that is determined during optimization and CWL is the coeﬃcient wordlength which is
used to set the magnitude of the right shift.
The datapath wordlength is the number of bits used to
represent the signal in the datapath. The binary point position of the input values to the DCT approximation can be arbitrarily set [3]. The discussion in [3] places the binary point
to the left of the most significant bit (MSB) of the datapath
wordlength (all input values have a magnitude less than one).
In this paper, the binary point is placed in the right most position (all input values represent integers) which is consistent
with the literature on DCT-based compression [1].
The coeﬃcients are initially set equal to the floating point
precision DCT coeﬃcients rounded to the nearest permitted finite precision value. The datapath wordlengths are set
wide enough to prevent overflow. The largest possible value
at the kth datapath wordlength in the DCT approximation is
bounded by
−1

 N
 
 Maxk  ≤
gik M,

(23)

i=0

where N is the number of DCT inputs, gik is the feedforward
gain from the ith DCT input to the kth datapath, and M is the
largest possible input value (255 for the JPEG standard [1]).
The bit position of the MSB and the number of bits required
to fully represent the signal (excluding the sign bit) at the kth
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Figure 7: A datapath wordlength of (a) seven bits and (b) the datapath wordlength truncated to six bits.

datapath is




MSBk = log2 Maxk



.

(24)

A datapath wordlength with more than MSBk bits is
wasteful and should not be used because the magnitude of
the maximum signal value can be represented using MSBk
bits.
Each datapath wordlength and each coeﬃcient value is
changed by ±1 and ±2− CWL , respectively, in a round robin
fashion, and each change is accepted if the discrete Lagrangian function decreases in value. Altering a coeﬃcient
value changes the gains from the inputs to the internal nodes
that feed from the changed coeﬃcient. Consequently, (23)
and (24) must be used to update the MSB positions for all of
the datapaths when a coeﬃcient value is changed.
A reduction or increase in the datapath wordlength occurs at the least significant bit (LSB) side of the datapath wordlength. The binary point position (and hence the
value represented by the MSB) does not change despite any
changes in the datapath wordlength. The possibility of overflow is therefore excluded because the maximum value represented by the MSB of the datapath still exceeds the magnitude
of the largest possible signal value even though the datapath
precision may be reduced. Figure 7 shows a reduction from
seven bits to six bits in a datapath wordlength.
6.3. Updating the discrete Lagrange multipliers
If a constraint is not satisfied, then the respective discrete
Lagrange multiplier grows in value using the following relations:












λ1 ←− λ1 + λ1weight max 0, g1 (h) ,
λ2 ←− λ2 + λ2weight max 0, g2 (h) ,
λ3 ←− λ3 + λ3weight max 0, g3 (h) ,


λ4i ←− λ4i + λ4weighti max 0, g4i (h)



the discrete Lagrange multipliers once every three iterations
to prevent the random probing behavior discussed in [23].
However this update schedule can produce poor results for
this optimization problem. The MSE is only a function of the
coeﬃcients and not of the datapath wordlengths. The growth
of λ1 depends only on the value of the coeﬃcients. During
the optimization of the datapath wordlengths, λ1 would continue to grow at a constant rate despite any changes in the
datapath wordlengths. The MSE begins to dominate the discrete Lagrangian function resulting in higher objective function values. This problem is eliminated by updating λ1 only
once every three changes in the coeﬃcient values. The other
discrete Lagrange multipliers are updated once every three
iterations.
6.4.

Local estimators of the hardware cost
and power consumption

A set of VHDL files that implement the DCT approximation
are produced before each PAR. Ideally, the design method
should perform a PAR every iteration. Although the run
times for PARs have dropped dramatically, they still require
several minutes for designs presented in this paper. A typical runtime for the proposed method requires hours of computation if a PAR is performed every iteration. To reduce
the runtime, it is possible to perform a PAR every N iterations and estimate the hardware cost in between the PARs. A
hardware cost estimate, SlicesRequired(h), can be obtained
based on the number of full adders required by the current DCT approximation, FullAdders(h), the number of full
adders required by the DCT approximation during the last
PAR, FullAddersPAR , and the number of slices produced at
the last PAR, SlicesPAR :
SlicesRequired(h) =

SlicesPAR
FullAdders(h).
FullAddersPAR

(26)

This provides a local estimate of the number of slices required to implement the DCT approximation.
In a similar fashion, a local estimate for the required
power, PowerEstimate(h), can be obtained based on the
power reported at the last PAR, PowerPAR , and the previously
defined FullAddersPAR and FullAddersPAR :
PowerEstimate(h) =

PowerPAR
FullAdders(h).
FullAddersPAR

(27)

The local search terminates when all of the constraints are
satisfied, the discrete Lagrangian function cannot be further
minimized, and when the local estimates of the hardware cost
and power consumption match the figures reported from the
Xilinx ISE toolset. These conditions ensure that the hardware cost and power consumption figures at the discrete constrained local minimum are exact.

(25)

for i = 0, . . . ,7.

The local search methods presented in [23, 24, 25] update

7.

CONVERGENCE OF THE LOCAL SEARCH METHOD

The necessary condition for the convergence of a discrete Lagrangian local search occurs when all of the constraints are
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satisfied, implying that h is a feasible solution to the design
problem. If any of the constraints is not satisfied, then the
discrete Lagrange multipliers of the unsatisfied constraints
will continue to grow in value to suppress the unsatisfied
constraints.
The discrete Lagrangian function equals the value of the
objective function when all of the constraints are satisfied.
The local search then minimizes the objective function. The
search terminates when all of the constraints are satisfied,
which prevents the growth of the discrete Lagrange multipliers, and when h is a feasible local minimizer of the objective
function, which prevents changes to h. These conditions for
termination match the necessary and suﬃcient conditions
for the occurrence of a discrete constrained local minimum
[22]. Consequently, the search can only terminate when a
discrete constrained local minimum has been located. (A formal proof of this assertion is found in [22].) This property
holds for any positive nonzero values of λ1weight , λ2weight , λ3weight ,
and λ4weighti .
These constants control the speed of growth of the discrete Lagrange multipliers and hence convergence time of
the search. More iterations are required to find a discrete
constrained local minimum if these constants assume a near
zero value, but experimentation suggests that lower objective function values can be expected and vise versa. Equations
(17), (18), (19), and (20) provide a compromise between the
convergence time and the quality of the solution.
The rate of convergence varies according to the design
specifications. Design problems with tight constraints require at most 1000 iterations to converge for designs considered in this paper. Design problems with no constraints on
the hardware cost or the power consumption require as little
as 50 iterations to converge.
7.1. Performance of the local search method
The use of the local estimators, (26) and (27), have been
found to decrease the runtime of the method discussed in
this paper by as much as a factor of twenty four. The speed
increase can be measured by comparing the runtimes of the
local search when using and not using the local estimators.
The following DCT approximation is used in this comparison: MSEmax = 1e-3, MaxNoise j = 48 for j = 0, . . . ,7,
MaxSlices = 400, and MaxPower = 0.8 W. Figure 8 shows
the hardware cost at each iteration using (26). The local
search requires 735 iterations and 16 PARs (N = 45) to converge on a solution that satisfies all of the design constraints.
The local search requires 21 minutes of computation time to
solve this design problem on a Pentium II 400 MHz PC.
Large reductions in the hardware cost are obtained early
in the local search which leads to significant errors in the
hardware cost local estimator. These errors are corrected every N iterations when the PAR is performed which causes the
large discontinuities seen at the beginning of Figure 8. The
accuracy of the local estimators improves as the hardware
cost approaches MaxSlices because smaller changes in the
DCT approximation are necessary to satisfy the constraints.
The local search terminates when all of the constraints are
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satisfied, the discrete Lagrangian function cannot be further
minimized, and FullAddersPAR = FullAdders(h). The final
DCT approximation has a coding gain of 8.8232 dB and the
MSE equals 1.6e-5.
The local search is now used to solve the same design
problem but a PAR is performed at every iteration. Figure 9
shows the hardware cost at each iteration. In this case, the local search requires 882 iterations and 882 PARs to converge
on a solution that satisfies all of the design constraints. The
local search requires 503 minutes of computation time for
this design problem on a Pentium II 400 MHz PC. This runtime is long and it may not be practical to explore the design
space.
The discrete Lagrangian function used in the second
numerical experiment diﬀers from the discrete Lagrangian
function used in the first numerical experiment because the
local estimators are not used. Consequently, the local search
converges along a diﬀerent path. The DCT approximation
obtained during this numerical experiment has a coding gain
of 8.8212 dB and the MSE equals 5.3e-5. More iterations are
required to converge in the second example but this is not always the case. The large discontinuities in Figure 8 do not appear in Figure 9 because the exact hardware cost is obtained
at each iteration.
8.

CODING GAIN, MSE, AND HARDWARE COST
TRADE-OFF

Table 1 shows a family of FPGA-based DCT approximations.
Relaxing the constraint on the hardware cost (setting MaxSlices to a large number) produces a nearly ideal DCT approximation. Entry 1 in Table 1 shows a near ideal DCT approximation that produces low amounts of quantization noise at
the subband outputs since no data wordlength truncation
was necessary to satisfy the hardware cost constraint.
The method presented in [2] was used to reduce the
quantization noise to only corrupt the LSB in the worst case
for all subbands except the DC subband. The input signal is
scaled above the worst case bound on the quantization noise
and the output is reduced by the same factor. A power-oftwo shift that exceeds the value of the worst case bound on
the quantization noise is an inexpensive factor for scaling because no additions or subtractions are required. The DC subband does not suﬀer from any quantization noise since no
multipliers feed this subband.
The hardware cost for nearly eliminating the quantization noise at each subband output is high and may not be
practical if only a limited amount of computational resources
are available to the DCT approximation. A trade-oﬀ between
the coding gain, MSE, and hardware cost is useful in designing small DCT cores with high coding gain values that must
share limited space with other cores on an FPGA. The coding
gain varies as a direct result of varying the value of MaxSlices.
Entries 2 to 5 in Table 1 show the trade-oﬀ between the
coding gain, MSE, and hardware cost for DCT approximations targeted for the XCV300-6 FPGA when the power consumption is ignored, MSEmax = 1e-3, MaxNoise0 = 8,
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Figure 8: The hardware cost during the design of a DCT approximation as measured using the local estimator (equation (26)).

MaxNoise1 = 16, MaxNoise j = 32 for j = 2, . . . ,6, and
MaxNoise7 = 64. Entries 1 to 5 in Table 1 satisfy these constraints. This family of DCT approximations has small MSE
values and produces little quantization noise in the low frequency subbands making it suitable for low cost compression
applications.
Entry 2 in Table 1 shows a near exact DCT approximation with a significantly reduced hardware cost compared to
Entry 1. If the coding gain is critical, then this DCT approximation is useful. By tolerating a slight reduction in the coding gain, the hardware cost can be reduced further. The DCT
approximation of Entry 5 in Table 1 requires 208 less slices
(a reduction of thirty percent) than the DCT approximation
of Entry 2 in Table 1 and requires 438 less slices (a reduction
of forty-eight percent) than the DCT approximation of Entry 1 in Table 1. If coding gain is not critical, then this DCT
approximation may be appropriate. It is therefore possible
to use the proposed design method to find a suitable DCT
approximation for the hardware cost/performance requirements of the application.
Entry 6 in Table 1 shows the extreme of this tradeoﬀ. This DCT approximation is very inexpensive at the expense of generating significantly more quantization noise
(the worst case bound on quantization noise in each subband
is 128). This DCT approximation may not be appropriate for
any application because of the severity of the quantization
noise.

Figure 9: The hardware cost during the design of a DCT approximation as measured using the PAR at each iteration.

9.

CODING GAIN, MSE, AND POWER CONSUMPTION
TRADE-OFF

A trade-oﬀ between the coding gain, the MSE, and the
power consumption is possible and useful in designing lowpower DCT approximations with high coding gain values.
Entries 2 to 4 of Table 2 show the trade-oﬀ between the coding gain and power consumption when MSEmax = 1e-3,
MaxNoise0 = 8, MaxNoise1 = 16, MaxNoise j = 32 for
j = 2, . . . ,6, and MaxNoise7 = 64. The coding gain varies
as a direct result of varying MaxPower. Entry 1 in Table 2
shows the power consumption of a near ideal DCT approximation discussed in the previous section. Low-power DCT
approximations result from a slight decrease in coding gain
(compare entries 2 to 4 in Table 2). Entry 5 in Table 2 shows
a low-power DCT approximation obtained at the expense of
significantly more quantization noise (the worst case bound
on quantization noise in each subband is 128).
10.

CONCLUSION

A rapid prototyping methodology for the design of FPGAbased DCT approximations (which can be used in lossless
compression applications) has been presented. This method
can be used to control the MSE, the coding gain, the level of
quantization noise at each subband output, the power consumption, and the exact hardware cost. This is achieved by
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Table 1: Coding gain, MSE, hardware cost, and maximum clock frequency results for DCT approximations based on Loeﬄer’s factorization
using the lifting structure implemented on the XCV300-6 FPGA.
Entry number
1
2
3
4
5
6

Coding gain
(dB)

MSE

Hardware cost
(slices)

Maximum clock
frequency (MHz)

8.8259
8.8257
8.8207
8.7877
8.7856
7.8292

1.80e-8
8.00e-6
4.00e-5
6.02e-4
6.22e-4
2.03e-2

912
682
600
530
474
313

117
129
135
142
135
142

Table 2: Coding gain, coeﬃcient complexity, MSE, and power consumption results for DCT approximations based on Loeﬄer’s factorization
using the lifting structure implemented on the XCV300-6 FPGA with a clock rate of 100 MHz.
Entry number
1
2
3
4
5

Coding gain
(dB)

MSE

Hardware cost
(slices)

Estimated power
consumption (W)

Measured power
consumption (W)

8.8259
8.8257
8.8201
8.7856
7.8292

1.80e-8
8.00e-6
2.70e-5
6.22e-4
2.03e-4

912
682
552
474
313

1.12
0.90
0.78
0.70
0.53

0.98
0.83
0.76
0.61
0.42

optimizing both the coeﬃcient and datapath wordlength values which previously has not been investigated. Trade-oﬀs
between the coding gain, the MSE, the hardware cost, and
the power consumption are possible and useful in finding a
DCT approximation suitable for the application.
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Area-eﬃcient peak-constrained least-squares (PCLS) bit-serial finite impulse response (FIR) filter implementations can be rapidly
prototyped in field programmable gate arrays (FPGA) with the methodology presented in this paper. Faster generation of the
FPGA configuration bitstream is possible with a new application-specific mapping and placement method that uses JBits to avoid
conventional general-purpose mapping and placement tools. JBits is a set of Java classes that provide an interface into the Xilinx
Virtex FPGA configuration bitstream, allowing the user to generate new configuration bitstreams. PCLS coeﬃcient generation
allows passband-to-stopband energy ratio (PSR) performance to be traded for a reduction in the filter’s hardware cost without
altering the minimum stopband attenuation. Fixed-point coeﬃcients that meet the frequency response and hardware cost specifications can be generated with the PCLS method. It is not possible to meet these specifications solely by the quantization of
floating-point coeﬃcients generated in other methods.
Keywords and phrases: placement, mapping, FIR filter, PCLS, bit serial, JBits.

1.

INTRODUCTION

Finite duration impulse response (FIR) digital filters are critical components in a wide spectrum of digital signal processing (DSP) operations and systems. Examples include:
decimation, radar, and image processing [1]. Rapid prototyping of FIR filters is important in reducing development
time and costs. Previous research eﬀorts have focused on
implementation and system architecture [2, 3, 4] with little or no attention paid to methods for rapid prototyping. Filter performance should not be sacrificed in a rapid
prototyping methodology for FIR filters. A recent design
that can be used to rapidly prototype FIR filters [5] uses a
windowing technique that sacrifices the ability to precisely
control the frequency response performance of the filter
[1].

The FIR filter frequency response performance can be
controlled by the method of peak-constrained least-squares
(PCLS), which allows both the minimum stopband attenuation and the passband-to-stopband energy ratio (PSR) to
be controlled [6]. A method for rapidly prototyping PCLS
bit-serial FIR filters that is able to trade PSR performance
for reduced hardware area in the FPGA without altering the
minimum stopband attenuation is described in this paper.
Fixed-point coeﬃcients that meet the frequency response
and hardware cost specifications can be generated with the
PCLS method. It is not possible to meet frequency response
and hardware specifications solely by quantizing floatingpoint coeﬃcients generated by other methods (least-squares
and Parks-McClellan [1]) to fixed-point coeﬃcients. Previously presented PCLS methods [6, 7, 8, 9] have not been used
for rapid prototyping of FIR filters.
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Reduction of the Field Programmable Gate Array
(FPGA) hardware resources used to implement this FIR filter and increased hardware density is facilitated by an areaeﬃcient bit-serial FIR filter architecture [10] at the expense
of a lower sample rate. We have developed further area efficiency results from a bit-serial filter core library for JBits
along with an application-specific mapping and placement
strategy that is presented in the paper. Hardware density of
the implementation is increased while avoiding the timeconsuming place and route processes required in conventional tools that synthesize FPGA configuration bitstreams.
The Java language is used in conjunction with the JBits
application program interface (API) and JBits runtime parameterizable (RTP) cores [11] to rapidly prototype a PCLS
bit-serial FIR filter. JBits is a set of Java classes that provide an interface into the Xilinx Virtex FPGA configuration
bitstream, allowing the user to generate configuration bitstreams [12]. Most of the resources of the FPGA, for instance, the configurable logic blocks (CLBs), routing switches
and multiplexers, and input-output blocks (IOBs) can be
accessed and configured by using JBits method calls. JBits
method calls perform modifications to the FPGA at a very
low level [13] and consequently developing a large application with such calls can be more diﬃcult than using a highlevel hardware description language (HDL).
A core is a predesigned logic module that removes the
need to implement an entire design in low-level detail [11].
While low-level elements can also be represented by a core,
for instance an AND gate, the JBits RTP core specification
provides a means for the design to be completed at a level
of abstraction similar to that of traditional HDLs [13]. The
diﬀerence between a JBits RTP core and cores used in traditional structural HDLs is that each JBits core must be physically placed and interconnected within the FPGA during implementation [13]. JBits provides means to place the cores
relative to other cores or by explicitly defining the coordinates of the core within the FPGA.
Traditional FPGA-based designs can be hierarchically
built from a library of static cores that elaborate to a netlist
[5] of fine grained subcomponents that can be implemented
in an FPGA-based design using a time-consuming place and
route process. Because the static cores elaborate to a netlist,
there is no requirement that the subcomponents that are
used to create the static core be placed in advance. The
core exists only as a definition of subcomponents within the
FPGA’s fabric. In JBits, RTP cores are used instead of static
cores. RTP cores diﬀer significantly because they elaborate
into an FPGA configuration bitstream instead of a netlist [5].
The subcomponents of an RTP core must have a predefined
physical placement because they are not used with traditional
place and route tools. In an FPGA, RTP cores have a fixed
shape known as a bounding box that may dimensionally vary,
based on the core’s parameters; for instance, a register core
may have a fixed-height bounding box that grows horizontally with the number of bits specified in the register’s width
parameter. The often irregular and dissimilar sizes of diﬀerent cores that may be used in a JBits-based hierarchical design lead to a placement problem that may be complex and
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time consuming or impossible to solve if a high level of hardware density is desired.
The placement director described in this paper extends
the ability to explicitly define coordinates of JBits RTP cores
within the FPGA with methods that place cores in the FPGA
in a folded fashion to maximize hardware density of a bitserial FIR filter core implemented in JBits. This technique
requires that all the subcores that are placed with the placement director in the FPGA have an identical width dimension when implemented in the FPGA fabric.
Faster generation of the FPGA configuration bitstream
obtained by avoiding conventional general-purpose mapping and placement tools is possible for a bit-serial FIR filter core by using the application-specific mapping and placement method for JBits. This is further described in Section 4.
JBits does not directly support bit-serial system implementations, necessitating the creation of a library of pipelined bitserial arithmetic operator cores. Each core in the pipelined
bit-serial arithmetic operator library is precoded in the Java
programming language as an RTP core. Every core in the library of bit-serial RTP cores processes a width dimension of
one slice when implemented in the FPGA fabric. This core
library can be used to construct a PCLS bit-serial FIR filter,
which is further explained along with the system architecture
in Section 2. The design of bit-serial PCLS filters is discussed
in Section 3. The process of generating hardware to implement a set of filter coeﬃcients is described in Section 4. The
PSR and hardware cost trade-oﬀ are discussed in Section 5
and the layout of a PCLS FIR filter is presented in Section 6.
2.

ARCHITECTURE

High sample-rate FIR filters are not required in all FPGAbased DSP systems. It is possible to use filter architectures
that trade sample-rate performance for additional area eﬃciency to implement filters [14]. Bit-serial architectures can
be used to construct the FIR filters in these systems with the
following benefits:
(i) reduced hardware size because less hardware and interconnect area are needed for bit-serial implementations;
(ii) simplified subcomponent placement. Bit-serial components are small and similarly shaped, resulting in
simplified alignment of the components when placing
a design;
(iii) increased hardware utilization and hardware density.
Small size and similar shape means that space is not
wasted due to gaps or irregular fit between adjacent
bit-serial library components in a placement.
Hardware area savings or area eﬃciency in the bit-serial architecture comes at the expense of reduced sample rate compared to a bit-parallel design.
2.1.

Filter architecture

A rearrangement of the direct form FIR filter architecture
into the transposed FIR filter architecture [10] is beneficial
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Table 1: Summary of data for bit-serial component library.
Component

Width Height Latency (cycles) Functionality

FD (one-bit register)
FDIR slice
Carry-save adder slice
Tap adder slice
TDS
Two’s complement slice

1 slice
1 slice
1 slice
1 slice
1 slice
1 slice

1 LE
1 LE
2 LEs
2 LEs
2 LEs
2 LEs

1
1
1
1
1–32
1

Positive coeﬃcient MSB in a coeﬃcient multiplier.
A coeﬃcient zero bit in a coeﬃcient multiplier.
A coeﬃcient one bit in a coeﬃcient multiplier. Carry-save adder from [2].
Adder for delay and coeﬃcient multiplier outputs. Carry-save adder from [2].
Unit sample delay. Delay from [2].
Negative MSB bit in a coeﬃcient multiplier. Two’s complement from [2].

···
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Figure 1: Modified transversal filter architecture implementing coeﬃcient set {9, −7, −7, 9}. Coeﬃcient multipliers are shared for duplicated coeﬃcients in the coeﬃcient set.

to construction of a bit-serial FIR filter by reducing required
hardware and control signals.
The latency of a bit-serial component is the time delay for
output data to be generated from the time that data is input
to the component. A benefit of the transposed architecture is
the absence of the direct form architecture adder tree, which
requires additional control signals for each adder tree layer
and exhibits increased latency.
The hardware resources required to implement the filter
can be further reduced if duplicated coeﬃcients are present
in the coeﬃcient set. The sharing of multipliers for duplicate
coeﬃcients in the transposed FIR filter architecture leads to
the use of a single multiplier for each unique coeﬃcient. The
output of this multiplier then connects to the appropriate
tap adders of the filter. A transposed filter architecture showing two coeﬃcient multipliers for a filter with coeﬃcient set
{9, −7, −7, 9} is given in Figure 1.
2.2. Bit-serial component library
In order to hierarchically construct an FIR filter in an FPGA,
an architecture-specific bit-serial core library is required. The
advantage of bit-serial library cores for rapid prototyping of
an FPGA-based DSP system is the small and similar area of
the components and shorter interconnections between components.
JBits does not directly support bit-serial system implementations, necessitating the creation of a library of
pipelined bit-serial arithmetic operator cores. Each core in
the pipelined bit-serial arithmetic operator library is precoded in the Java programming language as an RTP core,
however the application described in this paper uses the RTP
cores as parameterizable static cores. An example of parameterization would be a register core that uses a parameter to
define its width—thereby creating a register of varying width
depending on the parameter. Traditional FPGA design tools

Slice

DQ
>

LE
Inside an LE

Figure 2: Relationship between CLBs, slices, and LEs.

provide a library of predefined cores, for example, flip-flops,
AND gates, adders, inverters, and many more cores that are
not parameterized [11]. RTP cores are an extension of the
traditional static core model that can be created at runtime
and support runtime parameterization of designs [11]. That
is, they are not instantiated during runtime but during the
creation of the FPGA configuration bitstream.
The components of the pipelined bit-serial library are
adder (carry-save adder), two’s complement, and delay as described in [2]. For simplicity, a serial-by-parallel multiplier
architecture [2] with signed two’s complement coeﬃcient
coding was chosen over a multiplier with canonic signed digit
(CSD) coding [10]. Constant coeﬃcient CSD multiplier architectures can be less regular and therefore more diﬃcult to
construct than the method described in [2].
An understanding of the Virtex FPGA architecture is important to contrast the size of the bit-serial library components presented in Table 1. The Virtex FPGA is comprised of
CLBs and IOBs. The Virtex FPGA is a large block of CLBs
surrounded by a ring of IOBs. IOBs are not used in the bitserial component library and are not discussed herein.
Each CLB fits in a CLB column. Within a single CLB lies
two slices; within each slice lie two logic elements (LEs). A
depiction of the relationship between CLBs, slices, and LEs
appears in Figure 2.
Within each LE are a four-input lookup table, a flip-flop,
and additional logic to assist with specific common applications (e.g., fast-carry logic and 16-bit shift register lookup
tables SRL16s). Using the lookup table, flip-flops, and additional LEs, it is possible to construct every bit-serial library
component. More information on the Virtex architecture can
be found in [15].
The pipelined bit-serial library we have built is similar
to the library described in [2], but has been extended to
simplify the construction of serial-by-parallel multipliers as
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2.3. Implementing a constant coefficient
serial-by-parallel multiplier
A constant coeﬃcient serial-by-parallel coeﬃcient multiplier
architecture can be implemented from the bit-serial component library presented in Table 1. To build a serial-by-parallel
coeﬃcient multiplier, a finite precision coeﬃcient must be
converted to a binary number with a minimum number of
bits. For example, in a bit-serial system with eight-bit system word length (SWL), coeﬃcient −5 would be converted
to 1011 instead of 11111011 because the additional leading
bits are not required for implementation. In the same bitserial system, coeﬃcient 11 would be converted to 1011 instead of 000001011.
The binary number obtained from converting the finite
precision coeﬃcient is used to choose the cores to implement
the multiplier. Any bit position other than the MSB is assigned a carry-save adder slice core for a one-valued bit or
an FDIR slice core for a zero-valued bit. The MSB bit position is diﬀerent because it requires choosing a two’s complement slice core for negative coeﬃcient MSBs or a flip-flop
(FD core) for positive coeﬃcient MSBs.
In Figure 3, the finite precision coeﬃcient 11 has been
converted to the binary number 1011. Using the binary number 1011 to assign the cores in the multiplier implementation
leads to an FD core followed by an FDIR slice core and two
carry-save adder slice cores. These cores are placed adjacent
to each other, one on top of the other as shown in Figure 3.
Placement order of the subcores is important to shorten interconnect that connects the out pins to the data pins of the
adjacent cores. The input is applied at the core that corresponds to the MSB, while the output is derived from the core

FD
(000001101001)
Sample
clk

Out

Sample
clk
FDIR

Out

Data
clk

1 MSB
0
1
1 LSB

CSADD
Out
Data
Sample
clk
CSADD
Out
Data
Sample
clk
Output
(010010000011)
LEGEND

described in [2] for constant coeﬃcients. The construction
has been simplified by providing additional library components for the negative most significant bit (MSB), positive
MSB, zero, and one-bit values in coeﬃcients. For instance,
there is a core exclusively for a one bit in a coeﬃcient and another core for a zero bit. The cores also reduce area for zero
bits in coeﬃcients, because a zero bit can be implemented
as a delay with inverted synchronous reset which is smaller
than using a carry-save adder in FPGA hardware. The resulting pipelined bit-serial component library consists of the
RTP cores shown in Table 1. Table 1 also shows the size of
the cores in a Virtex FPGA, the latency of each core, and a
brief description of the functionality of each core and which
library part it implements in [2].
The carry-save adder slice is used to create a one-valued
coeﬃcient bit in the multiplier and diﬀers from a tap adder
slice in name to distinguish between carry-save adders used
in coeﬃcient multipliers and carry-save adders used to add
up tap outputs in the delay line of Figure 1. An FDIR slice is
a one-bit register with inverted synchronous reset that can be
used to create zero-valued coeﬃcient bits in the multiplier.
It is interesting to contrast the dimensions of the cores in
Table 1 with the dimensions of a mid-range Virtex part. For
example, an XCV 300 part is 96 slices wide by 64 LEs high.
This could fit 3072 of the largest cores in the bit-serial library
summarized in Table 1.
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FD = Flip-flop
CSADD = Carry-save adder slice
FDIR = FDIR slice (flip-flop with inverted synchronous)

Figure 3: Serial-by-parallel constant coeﬃcient multiplier for coeﬃcient eleven, constructed from bit-serial component library. A
control signal is not shown to simplify the diagram.

that corresponds to the binary number’s LSB. The sample signal is an LSB first serial multiplicand, that is, multiplied by
the coeﬃcient multiplier to yield a serial product which appears 1 bit-time later at output. Further information on constructing serial-by-parallel multipliers can be found in [2].
3.

THE DESIGN OF BIT-SERIAL PEAK-CONSTRAINED
LEAST SQUARES FIR FILTERS

The method of PCLS can be used to generate finite precision
coeﬃcients that control the minimum stopband attenuation,
PSR, and hardware cost [8, 9] of FIR filters. Quantization of
floating-point coeﬃcients for implementation in finite precision digital systems aﬀects the filter frequency response performance. Finite precision coeﬃcients generated by PCLS
can be directly implemented without quantization ensuring correct frequency response performance. Least squares
and minimax (equiripple) stopbands can be obtained using
the PCLS methods described in [6, 7, 8, 9]. Neither least
squares nor minimax stopbands are eﬀective at removing unwanted signals with wideband and narrowband components
[6, 7]. The method of PCLS can be used to design FIR filters
with high PSR and minimum stopband attenuation values
that are better suited to remove signals with wideband and
narrowband components [6, 7]. Significant savings in hardware cost can be achieved at the expense of a slight reduction
in PSR [8, 9].
The method of PCLS described in [8, 9] constrains an estimate of the hardware cost (the number of coeﬃcient adders

Rapid Prototyping PCLS Bit-Serial FIR Filters

559
Input

and subtractors) [8, 9]. This design procedure has been extended to support the rapid design of bit-serial PCLS FIR
filters using exact hardware cost, measured in Xilinx Virtex
LEs. This new design procedure provides the ability to trade
PSR performance for reduced hardware use in the filter core
without altering the minimum stopband attenuation.

3 ×

−1 ×

Z −1

+

1 ×
Z −1

The design problem can be stated as follows: find an FIR
transfer function that approximates a desired brick wall
transfer function Hd (e j2π f ) with δ p maximum passband ripple and δs maximum stopband ripple, and using at most
MaxLE number of LEs in the entire FIR implementation.
This problem can be formulated as a discrete PCLS optimization problem. Choose the discrete coeﬃcients, h, to
minimize the weighted squared error

0
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Output

TA
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2
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  j2π f    j2π f 

H e
 − Hd e
 − δ p ≤ 0 for f = 0, f p ,
  j2π f    j2π f 

H e
 − Hd e
 − δs ≤ 0 for f = fs , 0.5 ,

LE required(h) − Max LE ≤ 0,

TA

(2)

TDS

(3)

TA

where W(e j2π f ) is the squared error weighting function. The
constants f p and fs are the passband and stopband cutoﬀ
frequencies, respectively. LE required(h) is the total number
of LEs required to implement the entire FIR filter. The discrete Lagrangian local search presented in [8, 9] can be used
to solve this discrete PCLS optimization problem without
modification. Once the coeﬃcients are generated, they can
be converted into hardware as discussed in the next section.
4.

+

Input

CONVERTING COEFFICIENT VALUES
INTO HARDWARE

In this section, a new methodology for the construction of
a bit-serial FIR digital filter using small, similar sized library components is presented. This method provides fast
generation of the FPGA configuration bitstream with a new
application-specific mapping and placement method that is
similar to the linear layout of cells in a bit-serial VLSI chip
design described in [10]. We have implemented this method
in the JBits environment to avoid time-consuming generalpurpose mapping and placement tools commonly used to
synthesize configuration bitstreams.
Finite precision coeﬃcients generated using the local
search method are converted into hardware in the bit-serial
filter RTP core. This complex procedure can be divided into
smaller subtasks. The subtasks are mapping, placement, and
routing. Each subtask is described in more detail in Sections
4.1, 4.2, and 4.3.

= 1 core

LEGEND

ε(h) =

Z −1

(a)

3.1. Problem statement and formulation

 0.5

+

TDS

TA = Top adder slice
(Carry-save adder used
as a tap adder)
TWO’S = Two’s complement slice
CSADD = Carry-save adder slice
FD = Flip-flop
TDS = Tap delay slice

FD
TA
Output
(c)

Figure 4: (a) Transposed FIR filter architecture for coeﬃcient set
{1, −1, −1, 3}. (b) Cores substituted into the transposed FIR filter
architecture to create constant coeﬃcient serial-by-parallel multipliers, tap adders, and tap delays. (c) Transposed FIR filter architecture rearranged into a column of cores.

4.1.

Mapping: serial mapper

The bit-serial filter core is the top-level core in a hierarchy
of cores that implement a bit-serial FIR filter. The subcores
within the bit-serial filter core are the bit-serial library components described in Table 1. The serial mapper is a data
structure that maps the position of each subcore relative to
the other subcores in the filter. Two one-dimensional lists
(or serial maps) are contained in the data structure: a symbolic serial map that contains all the cores in the filter and a
physical serial map that indicates which cores are assigned to
each LE. Symbolic serial maps are composed of a column of
cores. The physical serial map is a column of LEs that is used
to determine FPGA hardware requirements for optimization equation (3) and placement of the cores in hardware.
Figure 4 illustrates how the filter architecture of Figure 1 is
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TDS = Tap delay slice
FD = Flip-flop
CSADD = Carry-save adder slice

= 1 core
= 1 LE

TWO’S = Two’s complement slice
TA = Tap adder slice (Carry-save adder used as a tap adder)
VCC = Core to supply Vcc signal-value = 1
GND = Core to supply ground signal-value = 0
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GND
INBUF

INBUF = Input signal buﬀer flip-flop
C0BUF = Control signal buﬀer flip-flop
C1BUF = Delayed signal buﬀer flip-flop
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FD
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TA

TA
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Symbolic serial map

Physical serial map

(a)

(b)
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TA
TDS

Figure 5: (a) Transposed FIR filter architecture rearranged into a column of cores for coeﬃcients {1, −1, −1, 3}. (b) Symbolic serial map
generated by the serial mapper for coeﬃcient set {1, −1, −1, 3}. The symbolic serial map corresponds to the transposed FIR filter architecture
rearranged in (a). (c) Physical serial map generated by the serial mapper for coeﬃcient set {1, −1, −1, 3}, corresponding to the symbolic serial
map in (b).

transformed into a column of cores for the coeﬃcient set
{1, −1, −1, 3}.
In Figure 4a, a transposed FIR filter is shown for the coefficient set {1, −1, −1, 3}. Figure 4b shows the result of substituting cores into the transposed FIR filter of Figure 4a. Note
that constant coeﬃcient multipliers of Figure 4b are built
from cores using the method shown in Figure 3. Figure 4c
shows the rearrangement of Figure 4b into a column of cores.
Figure 4c retains signal arrows to show that the signal flow of
Figure 4b is unchanged in the structural transformation to a
column of cores.
Figure 5, illustrates maps generated by the serial mapper
from the coeﬃcients {1, −1, −1, 3}.
The symbolic serial map in Figure 5b and the physical serial map in Figure 5c are discussed further in the next two
sections.

4.1.1

Symbolic serial map

The symbolic serial map of Figure 5b is constructed from
the coeﬃcient set {1, −1, −1, 3}. The first five cores (starting from the top of Figure 5b) are used by the filter to create
ground and Vcc nets and input buﬀers for the serial input
and control signals. The next two cores are a coeﬃcient multiplier corresponding to the coeﬃcient 3. The next core is a
tap-delay slice (TDS) because a tap adder slice is not needed
for the first coeﬃcient in the architecture of Figure 1. After
the TDS, one core is mapped to create a coeﬃcient multiplier for the coeﬃcient −1. This core is followed by a tap
adder slice and a TDS. Following the tap adder slice and TDS
is another tap adder slice and another TDS because the coeﬃcient multiplier for −1 is shared as shown in Figure 5a.
Further discussion of sharing coeﬃcient multipliers appears in Section 4.1.4. The last two cores are used to create
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= 1 core
= 1 LE

TDS = Tap delay slice
TDSZ = Tap delay slice for zero-valued coeﬃcient

TDSZ
TDSZ
TDSZ

TDS

TDS

TDS

Symbolic serial
map segment

Physical serial
map segment

(a)

(b)

Figure 6: Mapping a zero coeﬃcient. (a) Symbolic serial map segment for a zero-valued coeﬃcient. (b) Corresponding physical serial map segment of a zero-valued coeﬃcient.

a coeﬃcient multiplier for the coeﬃcient 1 and a tap adder
slice from which the filter output is obtained.
4.1.2 Physical serial map
The physical serial map of Figure 5c is constructed by representing each core in the symbolic serial map of Figure 5b
by the number of LEs of FPGA hardware it requires. For example, the Vcc core requires one LE of FPGA hardware, represented by one block in the physical serial map. The two’s
core requires two LEs of FPGA hardware and is represented
by two blocks in the physical serial map of Figure 5c.
4.1.3 Mapping zero-valued coefficients
Hardware resources can be saved in the filter architecture
of Figure 1 when implementing zero-valued coeﬃcients. A
zero-valued coeﬃcient implies the multiplication of the serial input by zero, resulting in a zero product. The coeﬃcient
multiplier and tap adder slice can be eliminated and the TDS
to the left and right of the zero coeﬃcient are connected with
the latency of the tap adder slice included in one of the TDSs.
The mapping of a zero coeﬃcient appears in Figure 6.
In Figure 6, an example segment for both symbolic and
physical serial maps is presented for a zero-valued coeﬃcient.
The symbolic serial map in Figure 6a shows a TDS and a tap
delay slice for zero-valued coeﬃcients (TDSZ). The diﬀerence between these slices is the length of the delay they implement. The TDSZ is one bit longer because it absorbs the
latency of one for the tap adder slice that is removed.
4.1.4 Mapping duplicate coefficients
Figure 1 shows the sharing of coeﬃcient multipliers for duplicate coeﬃcients in the transposed filter architecture. Sharing coeﬃcient multipliers for duplicate coeﬃcients leads
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to significant reductions in hardware resources used to
construct symmetrical coeﬃcient FIR filters. Coeﬃcient
multiplier sharing is visualized for a set of coeﬃcients
{1, −1, −1, 3} in Figure 5. The coeﬃcient set {1, −1, −1, 3}
has one duplicate coeﬃcient −1 which does not require an
exclusive coeﬃcient multiplier. The symbolic serial map of
such a coeﬃcient set is shown in Figure 5b. Note that above
the sixth core from the bottom of the symbolic serial map in
Figure 5b, a core is mapped to create a coeﬃcient multiplier
for the coeﬃcient −1 (a two’s core). Below this core, the symbolic serial map of Figure 5b has a tap adder slice and TDS
pair, followed by another tap adder slice and TDS pair. Both
tap adder slices will be connected to the output of the coeﬃcient multiplier for coeﬃcient −1 as shown in the filter architecture of Figure 4a. The physical serial map of Figure 5c has
23 blocks, which corresponds to 23 LEs of FPGA hardware
required to construct the filter. If coeﬃcient multiplier sharing was not used to construct the filter, an additional block
would appear in the physical serial map to construct a second
multiplier for the duplicate coeﬃcient −1. The extra block
would correspond to an additional two LEs of FPGA hardware required to construct the filter. As the size of the duplicate coeﬃcient increases, hardware savings from sharing
coeﬃcient multipliers also increase.
4.1.5

Mapping fanout buffers

The transposed filter architecture of Figure 1 might appear
to be perfect if it were not for the input fanout problem it
presents in implementation. Loading from input fanout reduces the rate that the system clock can operate at, and must
be compensated for in situations of excessive fanout. Recall
that within an FPGA each additional input connected to an
output signal increases the capacitive loading on the output
signal driver in addition to the loading already present from
the interconnect. The problem of input fanout is less severe
in the direct form architecture, where the registers in the delay line serve to insulate the input signal from the eﬀects of
fanout.
A bit-serial FIR filter implementation presents its own
fanout issue for the requisite control signals. In a filter with
many coeﬃcients or very large coeﬃcients, the control signal
fanout rises considerably and can be a factor in the overall
system performance because of the aforementioned loading
problem.
The control signals and input signals are distributed
within the FIR filter core through a single layer of flip-flops
that buﬀer these signals against the eﬀects of fanout. The serial data input and the control signal input to the FIR filter
core are each connected to a flip-flop. The flip-flop outputs
are then connected to the appropriate inputs of the arithmetic operator cores within the FIR filter core. When the
number of operator cores connected to the flip-flop outputs
exceeds a preset number of allowable connections (the maximum fanout parameter), a new flip-flop is inserted into the
design and connected to the appropriate data input or control signal input. In this way, the ratio of signal inputs to outputs can be controlled through the parameterization of RTP
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4.2. Placement: placement director
Section 4.1 describes how the serial mapper converts a set of
coeﬃcients into a column of components. To fit the column
into hardware, the physical serial map can be folded to fit
inside a rectangular bounding box. A bounding box is the
rectangular area reserved by an RTPcore within an FPGA.
It can have dimensions of LE, slice, or CLB. The rectangular bounding box can be arbitrarily sized within the confines
of the FPGA. The column folding methodology appears in
Figure 7; the vertical line represents the physical serial map,
the folded line represents the map folded to fit inside a rectangular bounding box.
Figure 5 shows the serial mapping for the coeﬃcient set
{1, −1, −1, 3}. If the technique of Figure 7 is applied to the
physical serial map of Figure 5c to fold it into a bounding box
that is three CLBs high and two CLBs wide, the bounding box
would appear as in Figure 8.
The bottom left corner of the three CLB high and two
CLB wide bounding box of Figure 8 corresponds to the top
LE of the physical serial map of Figure 5c. The LE, just above
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C1BUF
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TDS = Tap delay slice
FD = Flip-flop
CSADD = Carry-save adder slice
LEGEND

Figure 7: Folding a column of hardware to fit in a rectangular
bounding box.

cores [11]. Because of this fanout compensation, the latency
of the filter is increased by one time unit.
The TDS core reserves both LEs within a slice because it is implemented with 16-bit SRL16s. See the Xilinx libraries guide online at http://www.xilinx.com/support/
software manuals.htm. SRL16s are proprietary to Xilinx Virtex devices and require that the slice be placed in a special
mode. A slice that is in the special mode cannot implement
ordinary four-input lookup tables. As a result, it is sometimes
necessary to insert a core of one LE in height into the design
prior to the TDS core. The inserted core positions the TDS
core for construction within one slice, thereby averting complications in the construction of TDS cores.
If the inserted core is an empty, placeholder core, hardware density and area eﬃciency are reduced. Inserting a
fanout buﬀer instead of an empty core allows hardware that
would otherwise be unused to be purposeful. This is possible
because the flip-flops within the slices that are used to buﬀer
the input and control signals are unaﬀected by the special
mode required for implementing SRL16s.

TA

FD

3 CLBs high

2 CLBs wide

= 1 core
= 1 LE

TWO’S = Two’s complement slice
TA = Tap adder slice (carry-save adder used as a tap adder)
VCC = Core to supply Vcc signal value = 1
GND = Core to supply ground signal value = 0
INBUF = Input signal buﬀer flip-flop
C0BUF = Control signal buﬀer flip-flop
C1BUF = Delayed signal buﬀer flip-flop

Figure 8: The result of folding the physical serial map to fit a
bounding box three CLBs high and two CLBs wide.

the bottom left corner LE, corresponds to the next LE in
the physical serial map. The first column of the bounding
box is filled from the bottom to the top with LEs from the
physical serial map until the top is reached. Then placement
moves one column to the right and proceeds from the top to
the bottom until the bottom is reached. Then placement will
move another column to the right and continue until all the
cores in the physical serial map are placed in the bounding
box.
The placement director is responsible for implementing
the aforementioned placement strategy. A column height in
CLBs and a starting coordinate corresponding to the bottom left corner of the bounding box must be specified for
the placement director to work. The director is then called to
generate a coordinate for each core placement based on the
size of the core and the current coordinate location.
4.3.

Routing: JRoute

Routing is the process of assigning wires within the FPGA
to create interconnections between the cores placed by the
placement director. After the cores are physically placed in a
bounding box within the FPGA configuration bitstream by
the placement director, the routing process is accomplished
using the JRoute tool included with the JBits API. There is
no interplay between the placement director and JRoute. For
further information, refer to [16].
The placement of the cores within a bounding box in
the FPGA will change when the size of the bounding box
is changed. This will result in diﬀerent routing for diﬀerent bounding box specifications. When distance between two
cores that must be connected increases, the timing delay of
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Table 2: Hardware cost and PSR results for proposed rapid prototyping design method for Adams’ filter (95 taps, passband ripple =
1 dB, passband cutoﬀ = 0.125π rad, stopband cutoﬀ = 0.1608π rad,
and minimum stopband attenuation = 43.22 dB).
PSR (dB)

1144
865
668

49.9
48.6
41.7

−10
−20

Magnitude (dB)

Hardware cost (LEs)

0

−30
−40
−50
−60
−70

the corresponding interconnection also increases. As a result, diﬀerent bounding box specifications result in diﬀerent
placements that can result in diﬀerent routing and consequently variations in the timing performance of the core.

−90

0

Table 2 shows the trade-oﬀ between the PSR and the hardware cost (the number of LEs required to implement the
filter) for Adams’ filter [7] (95 taps, passband ripple =
1 dB, passband cutoﬀ = 0.125π rad, stopband cutoﬀ =
0.1608π rad, minimum stopband attenuation = 43.22 dB).
Each entry in Table 2 satisfies the frequency response constraints ((2)).
The PSR varies as a direct result of manipulating the
value of MaxLE for the proposed method. Tolerating a slight
reduction of 1.3 dB in the PSR results in a significant reduction of the hardware cost by 24%. If the application does not
require a high PSR, then the filter requiring 668 LEs can be
used. This filter is 42% smaller than the filter requiring 1144
LEs.
Figures 9 and 10 show the magnitude frequency response
of the largest filter, requiring 1144 LEs, and the smallest filter,
requiring 668 LEs, using the proposed design method.

0.5

1

1.5
2
Frequency (rad)

2.5

3

Hardware cost = 1071 LEs
Hardware cost = 634 LEs

PSR AND HARDWARE COST
TRADE-OFF

Figure 9: Magnitude frequency response for the filters with the
hardware cost of 1144 and 668 LEs for Adams’ filter (95 taps,
passband ripple = 1 dB, passband cutoﬀ = 0.125π rad, stopband
cutoﬀ = 0.1608π rad, and minimum stopband attenuation =
43.22 dB).
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Magnitude (dB)
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−80

−0.2
−0.4
−0.6
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6.

FPGA LAYOUT OF A PCLS BIT-SERIAL FIR
FILTER CORE

It is possible to visualize the implementation of a PCLS bitserial FIR filter core in the JBits Boardscope tool [17]. Operational verification of the core is also possible in the Boardscope environment using the virtex device simulator (VirtexDS) [18]. Figure 11 illustrates the packing density of the
bit-serial library components as they are placed in a PCLS
bit-serial FIR filter core with 95 taps and a PSR of 49.9 dB.
The only unused area of the FPGA within the bounding box
is the eight LEs at the bottom right corner of the box.
The core pictured in Figure 11 occupies 1071 LEs if
fanout buﬀers are not counted. The bounding box of the
core is 18 CLBs wide and 16 CLBs high. The fanout for the
pictured core has been limited to a maximum of 25 input
nets for any output signal resulting in 73 additional LEs for
fanout buﬀers. The bounding box contains 1152 LEs, including fanout buﬀers; the filter occupies 1144 LEs (eight LEs are
allocated but are unused in this implementation).

−1

0

0.05

0.1

0.15
0.2
0.25
Frequency (rad)

0.3

0.35

Hardware cost = 1071 LEs
Hardware cost = 634 LEs

Figure 10: Magnitude frequency response of the passband for the
filters with the hardware cost of 1144 and 668 LEs for Adams’ filter (95 taps, passband ripple = 1 dB, passband cutoﬀ = 0.125π
rad, stopband cutoﬀ = 0.1608π rad, and minimum stopband
attenuation = 43.22 dB).

Using the method presented in this paper, the 95 tap
PCLS bit-serial FIR digital filter can be designed and the bitstream can be created in approximately 4 minutes using a
950 MHz AMD Duron PC.
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16 CLBs high

[14]

[15]
Eight
unused
LEs
18 CLBs wide

[16]

[17]

Figure 11: Visualization of bit-serial component library subcores
as they are placed in a bit-serial FIR filter core with 95 taps and a
PSR of 49.9 dB. The device shown is the VirtexDS simulation of the
Xilinx Virtex XCV50 part, the smallest Virtex device.
[18]
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We introduce the Logic Foundry, a system for the rapid creation and integration of FPGA-based digital signal processing systems. Recognizing that some of the greatest challenges in creating FPGA-based systems occur in the integration of the various
components, we have proposed a system that targets the following four areas of integration: design flow integration, component
integration, platform integration, and software integration. Using the Logic Foundry, a system can be easily specified, and then
automatically constructed and integrated with system level software.
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1.

INTRODUCTION

A large number of system development and integration companies, labs, and government agencies (hereafter referred to
as “the community”) have traditionally produced digital signal processing applications requiring rapid development and
deployment as well as ongoing design flexibility. Frequently,
these demands are such that there is no distinction between
the prototype and the “real” system. These applications are
generally low-volume and frequently specific to defense and
government requirements. This task has generally been performed by software applications on general-purpose computers. Often these general-purpose solutions are not adequate for the processing requirements of the applications,
and the designers have been forced to employ solutions involving special-purpose hardware acceleration capabilities.
These special-purpose hardware accelerators come at a
significant cost. The community does not possess the large
infrastructure or volume requirements necessary to produce or maintain special-purpose hardware. Additionally,
the investment made in integrating special-purpose hardware makes technology migration diﬃcult in an environ-

ment where utilization of leading-edge technology is critical and often pioneered. Recent improvements in Field Programmable Gate Array technology have made FPGA’s a viable platform for the development of special-purpose digital signal processing hardware [1], while still allowing design
flexibility and the promise of design migration to future technologies [2]. Many entities within the community are eyeing
FPGA-based platforms as a way to provide rapidly deployable, flexible, and portable hardware solutions.
Introducing FPGA components into DSP system implementations creates an assortment of challenges across system architecture and logic design. Where system architects
may be available, skilled logic designers are a scarce resource.
There is a growing need for tools to allow system architects
to be able to implement FPGA-based platforms with limited input from logic designers. Unfortunately, getting designs translated from software algorithms to hardware implementations has proven to be diﬃcult.
Current eﬀorts like MATCH [3] have attempted to
compile high-level languages such as Matlab directly into
FPGA implementations. Certain tools such as C-Level Design have attempted to convert “C” software into a hardware
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description language (HDL) format such as Verilog HDL or
VHDL that can be processed by traditional FPGA design
flows. Other tools use derived languages based on C such as
Handel-C [4], C++ extensions such as SystemC [5], or Java
classes such as JHDL [6]. These tools give designers the ability to more accurately model the parallelism oﬀered by the
underlying hardware elements. While these approaches attempt to raise the abstraction level for design entry, many
experienced logic designers argue that these higher levels of
abstraction do not address the underlying complexities required for eﬃcient hardware implementations.
Another approach has been to use “block-based design”
[7] where system designers can behaviorally model at the system level, and then partition and map design components
onto specific hardware blocks which are then designed to
meet timing, power, and area constraints. An example of this
technique is the Xilinx system generator for the mathworks
simulink interface [8]. Using this tool, a system designer can
develop high-performance DSP systems for Xilinx FPGA’s.
Designers can design and simulate a system using Matlab,
Simulink, and a Xilinx library of bit/cycle-true models. The
tool will then automatically generate synthesizable HDL code
mapped to Xilinx pre-optimized algorithms [8]. However,
this block-based approach still requires that the designer be
intimately involved with the timing and control aspects of
cores in addition to being able to execute the back-end processes of the FPGA design flow. Furthermore, the only blocks
available to the designer are the standard library of Xilinx IP
cores. Other “black-box” cores can be developed by a logic
designer using standard HDL techniques, but these cannot
currently be modeled in the same environment. Annapolis
MicroSystems has developed a tool entitled “CoreFire” that
uses prebuilt blocks to obviate the need for the back-end
processes of the FPGA design flow, but is limited in application to Annapolis MicroSystems hardware [9]. In both of the
above cases, the system designer must still be intimate with
the underlying hardware in order to eﬀectively integrate the
hardware into a given software environment.
Some have proposed using high-level, embedded system
design tools, such as Ptolemy [10] and Polis [11]. These tools
emphasize overall system simulation and software synthesis rather than the details required in creating and integrating FPGA-based hardware into an existing system. An eﬀort
funded by the DARPA adaptive computing systems (ACS)
was performed by Sanders (now BAE Systems) [12] that
was successful in transforming an SDF graph into a reasonable FPGA implementation. However, this eﬀort was strictly
limited to the implementation of a signal processing datapath with no provisions for runtime control of processing
elements. Another ACS eﬀort, Champion [13], was implemented using Khoros’s Cantata [14] as a development and
simulation environment. This eﬀort was also limited to datapaths without runtime control considerations. While datapath generation is easily scalable, control synthesis is not. Increased amounts of control will rapidly degrade system timing, often to the point where the design becomes unusable.
In the above brief survey of relevant work, we have observed that while some of these eﬀorts have focused on the
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design of FPGA-based DSP processing systems, there has
been less work in the area of implementing and integrating these designs into existing software application environments. Typically a specific hardware platform has been targeted, and integration into this platform is left as a task for
the user. Software front-ends are generally designed on an
application-by-application basis and for specific software environments. Because the community requirements are often
rapidly changing and increasing in complexity, it is necessary for any solution to be rapidly designed and modified,
portable to the latest, most powerful processing platform,
and easily integrated into a variety of front-end software application environments. In other words, in addition to the
challenge of creating an FPGA-based DSP design, there is another great challenge in implementing that design and integrating it into a working software application environment.
To help address this challenge, we have created the Logic
Foundry. The Logic Foundry uses a platform-based design
approach. Platform-based design starts at the system level
and achieves its high productivity through extensive, planned
design reuse. Productivity is increased by using predictable,
preverified blocks that have standardized interfaces [7]. To
facilitate the rapid implementation and deployment of these
platform-based designs, we have identified four areas of integration as targets for improvement in a rapid prototyping
environment for digital signal processing systems. These four
areas are design flow integration, component integration, platform integration, and software integration.
Design flow integration
In addition to standardized component development methodologies [15, 16], we have also proposed that these preverified blocks be assembled with all the information required
for back-end FPGA design automation. This will allow logic
designers to integrate the FPGA design flow into their components. With tools we have developed as part of the Logic
Foundry, a system designer can perform back-end FPGA
processing automatically without any involvement with the
technical details of timing and layout.
Component integration
We have proposed that any of the aforementioned preverified blocks, or components, that are presented to the highlevel system designer should consist of standardized interfaces that we call portals. Portals are made up of a collection
of data and control pins that can be automatically connected
by the Logic Foundry while protecting all timing concerns.
The Logic Foundry was built with the requirement that it
had to handle runtime control of its components; therefore
we have designed a control portal that can scale easily with
the number of components in the system without adversely
aﬀecting overall system timing.
Platform integration
With the continuing gains in hardware performance, faster
FPGA platforms are continually being developed. These platforms are often quite diﬀerent than the current generation
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platforms. This can cause portability problems if the unique
platform interface details have been tied deeply into the
FPGA design (e.g., memory latency). Additionally, underlying FPGA technology changes (e.g., from Altera to Xilinx)
can easily break former FPGA designs. Because of the community need to frequently upgrade to the latest, most powerful hardware platforms, Logic Foundry components are
developed in a platform-independent manner. By providing
abstract interface portals for system input/output, and memory accesses, designs can be easily mapped into most platform architectures.
Software integration
In addition to the hardware portability challenges, software
faces the same issues as unique driver calls and system access
methodologies become embedded deeply in the software application program. This can require an application program
to be substantially rewritten for a new FPGA platform. It is
also desirable to be able to make use of the same FPGA acceleration platform from diﬀerent software environments such
as Python, straight C code, Matlab, or Midas 2k [17] (a software system developed by Rincon Research for digital signal
processing). For example, the same application could be used
in a fielded Midas 2k application as a researcher would access
in a Matlab simulation. Porting the application amongst the
various environments can be a diﬃcult endeavor. In order
to accommodate a wide variety of software front-ends, the
Logic Foundry isolates front-end software applications environments and back-end processing environments through a
standardized API. While other tools such as Handel-C and
JHDL provide an API that allows software to abstractly interact with the I/O interfaces, the application must still be
aware of internal hardware details. Our API, known as the
DynamO API, provides dynamic object (DynamO) creation
for the software front-end that completely encapsulates both
I/O details and component control parameters such as register addresses and control protocols. Using the DynamO
object and API, an application programmer interacts solely
with the conceptual objects provided by the logic designer.
Each area of integration in the Logic Foundry can be used
independently. While the Logic Foundry provides easy linkages between all areas, a user might make use of but one
area, allowing the Logic Foundry to be adopted incrementally throughout the community. For clarity, we will begin
the Logic Foundry discussion with a design example, explaining how the design would be implemented in an FPGA,
and then how a software system might make use of the hardware implementation. Section 2 introduces this design that
will serve as an example throughout the paper. Sections 3
through 6 detail the four areas of integration, and how they
are addressed by the Logic Foundry design environment.
2.

DESIGN EXAMPLE

For an FPGA-based system example, we examine a signal
processing system that contains a tune/filter/decimate (TFD)
process being performed in a general-purpose computer (see
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Figure 1: Tune/filter/decimate.

Figure 1). The TFD is a standard digital signal processing
technique used to downconvert a tuned signal to baseband
and often implemented in FPGA’s [18].
We would like to move the TFD functionality to an FPGA
platform for processing acceleration. Inside the FPGA, the
TFD block will be made up of three cores, a tuner with a
modifiable frequency parameter, an FIR filter with reloadable
taps, and a decimator with a modifiable decimation amount.
The tuner core will contain a numerically controlled oscillator (NCO) core as well. The TFD will be required to interface
to streaming inputs and streaming outputs that themselves
interface via the pins of the FPGA to the general-purpose
host computer.
The system will stream data through the TFD in blocks
of potentially varying size. While this is occurring, the system may dynamically change the tune frequency, filter taps,
or decimation value in both a data-asynchronous and datasynchronous manner. We define a data-asynchronous parameter access as a parameter access that occurs at an indeterminate point in the data stream. A data-synchronous parameter
access occurs at a determinate point in the data stream.
The output of the TFD will be read into a generalpurpose computer where software will pass the result on to
other processes such as a demodulator. We would like to input the data from either the general-purpose computer or
from an external I/O port on the FPGA platform. Rather
than having a runtime configurable option, we would like to
be able to quickly make two diﬀerent FPGA images for each
case.
In our example, we assume that we will be using an Annapolis MicroSystems Starfire [19] card as an FPGA platform. This card has one Xilinx FPGA, plugs into a PCI bus,
and is delivered with software drivers. Our systems application software will be Midas 2k [17].
3.

DESIGN FLOW INTEGRATION

An FPGA design flow is the process of turning an FPGA design description into a correctly timed image file with which
the FPGA is to be programmed. Implementing a design on an
FPGA requires that (typically) a design be constructed in an
HDL such as VHDL. This must be done by a uniquely skilled
logic designer who is generally not involved in the system design process. It is important to note that often, due to the
diﬀerence in resources between FPGA’s and general-purpose
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Figure 2: MEADE node structure for the Tune/filter/decimate.

processors, the realized algorithm on an FPGA may be quite
diﬀerent than the algorithm originally specified by the system designer.
While many languages are being proposed as system design languages (among them C++, Java, and Matlab), none
of these languages perform this algorithmic translation step.
A common belief in the industry is that there will always be a
place for the expert in the construction of FPGA’s [20]. While
an expert may be required for optimal design entry, many
mundane tasks are performed in the design process using a
unique set of electronic design automation (EDA) tools. It is
desirable to automate many of these steps without inhibiting
the abilities of the skilled logic designer.
3.1. MEADE
To more eﬃciently integrate FPGA designs into a userdefined EDA tool flow, we have developed MEADE—the
modular, extensible, adaptable design environment [21, 22].
MEADE has been implemented in Perl because of its
widespread use in the community and dominant success as
a glue language and text parser, two requirements for an integration framework for FPGA design flows.
MEADE requires users to specify a node to represent a
design “building block.” A node can be a small function such
as an adder, or a large design like a turbo decoder. Furthermore, nodes can be connected to other nodes or contain
other nodes, allowing for design reuse and large system definitions. In the TFD example, nodes exist for the TFD, the
tuner, the filter, the decimator, and the NCO within the tuner
(see Figure 2).
MEADE nodes are directory structures with an accompanying database that fully describes the aspects of the node.
The database is contained in a .meade subdirectory via persistent Perl objects [23]. The database includes information
about node elements such as HDL models and testbenches,
target and included libraries, and included packages. This information includes file location, any node children, and special “blackboards” that can be written and read by MEADE
components for extensible requirements.
MEADE nodes also provide the ability to specify unique
“builds” within a given node. Using the “build” mechanism,
a node can be delivered with VHDL and SystemC implemen-

tations, or with generic, Xilinx, or Altera implementations.
These builds can easily be specified by a top level so that if an
Altera build is desired, the top node specifies the Altera build,
and then any build that has an Altera option uses its custom
Altera elements. Those elements that are generic continue to
be used.
To manipulate the nodes and node information, MEADE
contains an extensible set of MEADE procedures, actions, and
agents. MEADE procedures are sequences of MEADE actions. A MEADE action can be performed by one or more
MEADE agents. These agents are used to either perform specific design flow tasks or encapsulate EDA tools. For example, a simulation procedure can be defined as a sequence
of actions—make, debug setup, simulate, debug, and output comparison (see Figure 3). If a design house has multiple diﬀerent simulators, such as Mentor Graphics ModelSim or Cadence NC-Sim, or third party debuggers such as
Novas Debussy, an agent for each simulator exists and is selectable by the user at runtime. The same holds true for any
other tools (analysis, synthesis, etc.). We have currently implemented simulation agents for Mentor Graphics ModelSim
simulator, analysis agents for ModelSim and Novas’ Debussy
debugger, and synthesis agents for Synplify’s Synplicity synthesis tool.
MEADE provides node generation procedures that construct standard nodes with HDL templates for the design
and testbenches. To accommodate rapid testbench construction, MEADE employs a client/server testbench model [24]
and supplies a group of test modules for interfacing to HDL
debuggers. Design flow scripting is typically automated by
MEADE, but custom tool scripts can be designed by the node
designer. This information is localized to the node being designed by the designer building the node. When used in a
larger system, the system designer does not need to know the
information required to build a subnode, as that information is automatically acquired from the subnode by MEADE.
This feature makes MEADE nodes very usable as methods of
IP transfer between diﬀerent design groups using MEADE.
3.2.

EP3

While most of the flow management in MEADE can be done
by tracking files and data through the MEADE agents, some
processes require that files be manipulated in unique and
complex manners. Additionally, this manipulation is not always desirable to be done in the background in the event that
the core designer may have expert custom tailoring that the
agent designer cannot anticipate. In these instances, we have
found that a preprocessor step is an excellent option for many
of the detailed MEADE files.
The advantage of using a preprocessor rather than a code
generation program is that it gives the HDL designer the ability to use automation where wanted, but the freedom to enter absolute specifications at will. This is an important feature when developing sophisticated systems as the designer
typically ventures into areas that the tool programmer had
not thought of. Traditional preprocessors come with a limited set of directives, making some file manipulations hard or
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Figure 3: The MEADE simulate procedure.

impossible. To this end we developed the extensible Perl preprocessor (EP3) [25]. EP3 enables a designer to create their
own directives and embed the power of the Perl language into
all of their files—linking them with the node and enabling
MEADE to dynamically create files for its processes. Because
it is a preprocessor rather than an explicit file manipulator,
the designer can easily and selectively enact or eliminate special preprocessing directives in choice files for specific agents.
Originally, EP3 was designed as a Verilog HDL preprocessor, but as it was developed, we decided that it should be
simply an extensible standard preprocessor with the ability
to dynamically include directive modules (for VHDL, etc.) at
compile time or in the middle of a run. EP3 scans a file, looks
for directives, strips oﬀ the delimiter, and then calls a function of the same name. The standard directives are defined
within the EP3 program. Library directives or user-defined
directives may be loaded as Perl modules via a command line
switch for inclusion at the beginning of the EP3 run. Perl subroutines (and hence EP3 directives) may be dynamically included during the EP3 run by simply including the subroutine in the text of the file to be preprocessed.
EP3 has been extended to not only parse files, but also
to read in specification files, build large tables of information, and subsequently do dynamic code construction based
on the information. This allows for a simple template file
to create a very complex HDL description with component
instantiations and interconnections done automatically and
with error checking.
3.3. Design flow integration example
Consider the construction of the NCO node in the TFD
example. We begin by first creating a MEADE node with
the command: meade node NCO. This creates a directory
entitled NCO. Inside of this directory, src and sim subdirectories are created. Template source files (NCO.ep3,
NCO pkg.ep3, and NCO tb.ep3) are copied from the global
MEADE configuration space and modified with the new
node name NCO . Element objects for each of these files are
automatically created in the node’s database. The database
would also be populated with a target compilation library
for the node and a standard build. The package file includes

the VHDL component specification for this entity—this definition is automatically included in the design file and the
testbench automatically by EP3 so that component specifications can be entered once rather than the several times standard HDL entry requires. The testbench file includes modules that provide system and data clocks, resets, and interfaces to debuggers in a format for runtime configuration by
the MEADE simulation agents.
After editing the files to create the desired VHDL component, the command meade make will invoke the EP3 agent
to run EP3 on the files and produce the output files NCO.vhd,
NCO pkg.vhd, and NCO tb.vhd. The make procedure is often a subset of other procedures and does not necessarily
have to be run independently. Entering the command meade
sim will execute the default simulator, MentorGraphics’
ModelSim. This involves the creation of a modelsim.ini file
that provides linkages to all required simulation libraries. In
a low-level node such as this one, there are few libraries—
however, all of the MEADE support modules that are included in the testbench have their libraries automatically included in the modelsim.ini file at this time. The command
line (which can be quite extensive) is formed for the appropriate options and the simulation is run. There are many options that can be handled by the simulation agent, such as
whether or not the simulation is to be interactive or batch
mode, which debugger format is to be used for data dumps,
and simulation frequency, to name a few. Simulation output is directed to an appropriate text output files or simulation dump files and managed for the user as are any simulation make files that are created to avoid excessive recompiles.
Using similar procedures in MEADE, the node can be run
through a debugger (meade analyze), or synthesized to a
structural netlist (meade synthesize).
Using MEADE, designers who may be either learning an
HDL or unfamiliar with the nuances of many of the tools are
able to eﬀectively construct and debug designs. MEADE has
been used successfully to automate mundane aspects of the
design flow in many applications, including HDL file generation and manipulation, generation of simulation, analysis, and synthesis configuration files, tool invocation, and
design file management. Admittedly, some designers find
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tool encapsulation intrusive and would rather work outside
of MEADE when developing cores. In these cases, a finished
design can be encapsulated by MEADE in a relatively simple
manner.
Upon node completion, everything about the node is encapsulated in the MEADE database. This includes such features as which files are required for simulation, which files
are required for synthesis, required simulation libraries and
simulation target libraries, and any subnodes that may be
required by the node. When the tuner component is constructed, a child reference to the NCO node is simply included in tuner’s required element files. When any MEADE
operations are performed on the tuner node, all tool files and
command lines are automatically constructed to include the
directions specified in the NCO node.
4.

COMPONENT INTEGRATION

One of the challenges in rapidly creating FPGA-based systems is eﬀective design reuse. Many designers find it preferable to redesign a component rather than invest the time
required to eﬀectively integrate a previously designed component. As integration is typically done in the realm of the
logic designer, a system designer cannot prototype a system
without requiring the detailed skills of the logic designer. The
Logic Foundry provides a component abstraction that makes
component integration eﬃcient and provides MEADE constructs that allow a system designer to create prototype systems from existing components.
A Logic Foundry component specifies attributes and portals. If you think of a component as a black box containing some kind of functionality, then attributes are the lights,
knobs, and switches on that box. Essentially, an attribute
is any publicly accessible part of the component, providing
state inspectors and behavioral controls. Portals are the elements on a component that provide interconnection to the
outside and are made up of user-defined pins.
4.1. The attribute interface
Other attempts at component-based FPGA-based development systems have assumed that the FPGA implementation
is simply a static data modifying piece in a processing chain
[12, 13]. Logic Foundry components are designed assuming
that they will require runtime control and thus are specified as having a single attribute interface through which all
data-asynchronous control information flows. The specification of this interface is left as an implementation-specific
detail for each platform (interface mapping to platforms is
described in Section 5). Each FPGA in a system has exactly
one controlling attribute interface and every component has
exactly one attribute interface. All data-asynchronous communications to the components are done through this interface.
An attribute interface consists of an attribute bus, a
strobe signal from the controlling attribute interface, and an
event signal from each component. We have implemented
the attribute bus with a tristate bus that traverses the en-
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Figure 4: The attribute interface.

tire chip and connects each component’s attribute interface
to the controlling attribute interface (see Figure 4). Because
attribute accesses are relatively infrequent and asynchronous,
the attribute bus uses a multicycle path to eliminate timing concerns and minimize routing resources. Using a simple incrementer component that has an input, an output,
and a single amount attribute, we have eﬀectively implemented a design for 1 incrementer, 10 serial incrementers,
and 50 serial incrementers with no degradation in performance.
Each component in a system has a unique address in
the system. The controlling attribute interface decodes this
address and enables the component via a unique strobe
line from the controlling attribute interface to the addressed
component. These strobe lines are distributed via delay
chains and are also used by the components for attribute
bus synchronization. Using delay chains costs very little in
an FPGA as there are typically a large number of unused registers throughout a design. Data and control are multiplexed
on the bus and handled by state machines in each component which provide address, control, and data buses inside
each component.
Each component also has an individual event signal that
is passed back to the controlling attribute interface. With the
strobe and the event lines, communication can be initiated
by each end of the system. This architecture elegantly handles data-asynchronous communication requirements for
our FPGA-based processing systems.
Consider the case in the TFD example where a user
wishes to dynamically alter the decimation amount. With
the implementation that we have developed for the Annapolis MicroSystems Starfire board, the application would first
write the controlling attribute interface with the component
address of the decimator, the address of the amount register
within the decimator component, the number of words in the
transfer, the data to be written, and a control word to initiate
the transfer. The controlling attribute interface then begins
the process of transferring the data across the attribute bus
using the distributed delay chain to strobe the component
enable. When the transfer is completed, the controlling attribute interface sets a done flag in its control register and
awaits the next transfer.
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4.2. Data portals
Components may have any number of input/output portals,
and in a DSP system, these are generally characterized by a
streaming data portal. Each streaming portal is implemented
using a FIFO with ready and valid signals (see Figure 5). Using FIFO’s on the inputs and outputs of a component isolates, both the input and the output of each cell from timing
concerns as all signals going to and coming from an interface
are registered. This allows components to be assembled in a
larger system without fear of timing restrictions arising from
component loading.
By using FIFO’s to monitor data flow, flow control is automatically propagated throughout the system. It is the responsibility of every component to ensure that this behavior
is followed inside the component. When an interface cannot accept data, the component is responsible for stopping.
If the component cannot stop, then it is up to the component to handle any dropped data. In our DSP environment,
each data transfer represents a sample. By using flow control
on each stream, there is no need to insert delay elements for
balancing stream paths—synchronization is self-timed [26].
FIFO’s are extremely easy to implement in modern
FPGA’s by using the lookup table (LUT) as a small RAM
component. So, rather than providing a flip-flop for each bit
as a registration between components, a single LUT can be
used and (in the case of the Xilinx Virtex part) a 16 deep
FIFO is created. In the Virtex parts, each FIFO controller
requires but four configurable logic blocks (CLB’s). In the
larger FPGA’s that we are targeting, this usage of resources
is barely noticeable. Control of the FIFO is performed with
simple, valid, and ready signals. Whenever both valid and
ready signals are active, data transitions occur.
In the TFD example, each component receives input and
output FIFO’s. Note that the NCO inside of the tuner component is simply a MEADE node and not a component, and
thus receives no FIFO’s. This allows logic designers to build
components out of many subnodes, but expose only the top
level component to the system designer.
4.3. The component specification file
A component is implemented as a MEADE node that contains a component specification file (see Figure 6). The component specification file describes any attributes for a component, as well as a component’s ports and the pins that make

@attribute portal
@data portal in import
@data portal out export

Attribute interface

@attribute {
Import
name => amount,
width => IMPORT DATA WIDTH
length => 1,
source => BOTH,
}

Amount
Export

Figure 6: The component specification file.

up those ports. In the TFD example, attributes can be declared of varying widths, lengths, and initial values. The attribute can be written by the system, the hardware, or both.
Attribute addresses may be autogenerated. Because attribute
ports, and streaming data in and out ports are standard for
components, EP3 directives exist to construct these ports.
However, any port type can be declared.
A component’s attributes can have an open-ended number of parameters, including address, size, depth, initial values,
and writing source (either hardware, software, or both).
The component specification file is included via EP3 in
the component HDL specification. EP3 automatically generates all of the attribute assignments and read statements and
connects up the attribute interface. This has to be done in the
actual HDL specification because synthesis tools require that
all assignments to a given register occur in the same process
block. Because the component author likely wants internal
access to most of the created attributes, EP3 has to insert the
system portion of the attributes in the same process block.
This same component specification file is ultimately parsed
by the top level software to describe to the system the view of
the component.
It should also be noted that all attribute addresses are
relative to the component. Components are individually addressed by the attribute interface. In this manner, multiple instances of the same component can easily coexist with
identical attribute addresses, but diﬀerent component addresses.
4.4.

Component integration example

The component construction process is very similar to
the node construction process described in Section 3.3 as
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Figure 7: Streaming portals.

a component is simply a special type of MEADE node. Consider construction of the decimator component from the
TFD example. Entering the command: meade component
decimator creates a MEADE node entitled decimator. In addition to the node’s design and template files (which represent an incrementer by default), a standard component definition file is also copied into the node. This file can be edited
to add or subtract any component attributes or portals.
In the case of the decimator component, the definition
file would not have to be altered as the stock definition file
has an input portal, an output portal, and a single attribute
entitled amount. The decimator.vhd file would be edited
to change the templates increment function to a decimate
function. The portions of the template file that manage the
attribute interface and portal FIFO instantiations would normally remain unaltered as they are autogenerated via EP3 directives.
The testbench template contains servers for the data portals as well as the attribute portal so that system level commands (portal writes/reads and attribute sets/gets) can be
simulated easily in the testbench. While most of the testbench would be unaltered, the stimulus section of the testbench would be modified to make the appropriate attribute
set/get calls and portal writes and reads.
Performing simulation or synthesis procedures on the
component node is identical to the standard MEADE node.
This process is simplified greatly by MEADE as the FIFO interconnects, attribute interfaces, and testbench modules are
all automatically included as child nodes by MEADE without
any intervention from the component node designer.
5.

PLATFORM INTEGRATION

When designing on a particular platform, certain aspects
of the component such as memory and control interfaces
are often built into the design. This poses a diﬃculty in altering the design, even on the same platform. Changing a
data source from an external source to direct memory access
(DMA) from the PCI bus could amount to a considerable
design change as memory resources and data availability are
considerably altered. This problem is exacerbated by completely changing platforms. However, as considerably better
platforms are always being developed, it is necessary to be
able to rapidly port to these platforms.
Some work has recently been undertaken in this arena as
a joint venture between Wind River with their Board Sup-

port Package (BSP) and Celoxica’s platform abstraction layer
(PAL) [27]. A similar methodology was undertaken by JHDL
[6] with its HWSystem class. These eﬀorts attempt to abstract the I/O interfaces between a processing platform and
its host software environment, allowing an application that
is developed on one platform to be migrated to another platform. However, the issues of platform-specific I/O to destinations other than the host software environment and onboard memory interfaces are not specifically addressed.
To combat this problem, the Logic Foundry employs an
abstract portal for all design level interfaces. A Logic Foundry
design is specified in a design node (as opposed to a component node) with abstract portals. Design nodes represent
complete designs that are platform-independent and use
generic portals. Abstract portals are connected to component
portals when building a design. These abstract portals can
then be mapped to a specific platform portal in what we call
an implementation node. This form of interface abstraction
is common in the design of reusable software; our contribution here is to develop its capabilities in the context of FPGA
implementation and DSP hardware/software integration.
5.1. Abstract portal types
There are various portal types for diﬀering needs. While new
portal types can easily be developed to suit any given need,
each abstract portal type requires a corresponding implementation portal for every platform. For this reason, we attempt to reuse existing portals whenever possible. We currently support three portal types: the streaming portal, the
memory portal, and the block portal.
5.1.1

The streaming portal

A streaming portal is used whenever an application expects
to stream data continuously. Depending on the implementation, this may or may not be the case (compare an A/D
converter direct input to a PCI bus input that is buﬀered in
memory via a DMA), but the design will be able to handle a
streaming input with flow control.
A streaming input portal consists of a data output, a data
valid output, and a data ready input. The design deasserts
the data ready flag when it cannot accept data. Whenever
the valid and ready signals are asserted, data transitions occur across the portal. A streaming output portal is identical to a streaming input portal with the directions changed.
Streaming portals connect directly to the streaming portals
of a component (see Figure 7).
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Streaming portals may be implemented in many diﬀerent ways—among these, a direct DMA input to the design,
a direct hardware input, a gigabit Ethernet input, or a PMC
bus interface. At the design level, all of these interface types
can be abstracted as a streaming portal.
5.1.2 The memory portal
There are diﬀerent types of memory accesses that need to
be accounted for local memory, external memory, dedicated
memory and an arbitered memory, dual-port varieties, and
so forth. All memory portals consist of data in, data out, address, read enable, write enable, and clock pins. We provide a
group of portals that build on these common characteristics.
(a) Local (on-chip) memory
For many FPGA applications, we allow the assumption that
the design has access to some amount of dedicated local
memory (e.g., Block RAMS in a Xilinx Virtex Part). The
Logic Foundry integrates such local memories as subnodes of
a design rather than memory portals as the performance and
control gains are too significant to be ignored. This does not
greatly aﬀect portability as successive generations of FPGAs
tend to have more local memory rather than less. Additionally, drastically limiting the amount of memory available to
a design would likely require algorithmic changes that would
render the design unportable anyway.
(b) Design external memory
In the case of the dedicated memory, it may be desirable
to pipeline memory accesses so that data can be rapidly
streamed with a little latency. In the case of an arbitered
memory, the memory portal must follow a transaction
model, holding its memory access request until acknowledgement is given. These two conflicting models must be
merged into a single abstract memory portal. We do this by
changing the read enable and write enable lines to read request and write request lines, respectively, and adding control
pins for an access acknowledgement. By using these control
signals for every external memory portal, the implementation will be able to map the abstract memory portals to available memory resources, using arbitered or dedicated memories wherever appropriate.
One issue in the memory portal is the variable width of
the memory port. By specifying a width on the portal, we will
currently allow mapping to a memory implementation that
is as wide as or wider than specified, padding the unused bits.
This can result in an ineﬃcient use of memory when the abstract width is specified as 8 bits and the actual memory is
32 bits wide. In this situation, it might be desirable to pack
memory words into the larger memory, however, each memory write would have to be replaced by a read-modify-write,
thus slowing memory access times. When the situation is reversed and the implementation memory is smaller than the
abstract memory portal, the implementation will be forced
to do address modifications and multiple read/write accesses
for each memory access request.
This situation can be addressed intelligently in certain
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Figure 8: Design specification file.

cases. Consider the case where four memories hold four separate arrays to be processed in a vector fashion. If the data is
eight bits wide, all of the memories can be implemented by
one 32 bit wide memory that shares address control.
5.1.3

The block portal

A block portal is similar to the memory portal and provides
the same memory interface to access a block of data. It diﬀers
from the memory portal in that the block portal also provides
transfer initiation control signals that allow an entity on the
other side of the portal to transfer in/out the block. The block
portal diﬀers from the streaming portal in the location of the
transfer initiation control. In the streaming portal, all transfers are initiated outside of the design block and the design
block responds in a continuous manner. In the block portal, transfer initiation and block size are dictated by the block
portal.
5.2.

The design specification file

Logic Foundry designs are constructed as MEADE nodes that
contain a design specification file. The design specification
file describes the components included in a design as well as
the design portals. Components are connected to other components or portals via their ports.
The design specification file is included via EP3 in the
design HDL specification. The design HDL specification is a
shell HDL template that is completely filled in as EP3 instantiates and interconnects all of the design components. The
portals become nothing more than HDL ports in the top level
HDL design file. EP3 checks to ensure that all port connections are correct in type, direction, and size. It also assigns
addresses to each component.
However, in the HDL testbench, all of the portals supply test models so that the design can be fully simulated as
a platform-independent design. Figure 8 shows a sample design specification file for the TFD design. In this design, data
portals are created (named import and export). The components required are declared and then the components and the
portals are connected. The attribute portals of the design and
the components are automatically connected.
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@design tfd
@starfire map tfd.attr attribute interface
@starfire map tfd.import dma stream in {
memory => {
Memory => Left Local Mem,
Start Addr => 0,
Attribute
Size => 128 ∗ 1024,
interface
}
}
@starfire map tfd.export dma stream out {
memory => {
Memory => Right Local Mem,
Start Addr => 0,
Size => 128 ∗ 1024,
}
}

Tuner

Filter

Decimator

Frequency

Taps

Amount

Import
Tuner

Export

Filter

Figure 10: The DynamO object.
Decimator
DMA
stream
out

Figure 9: Implementation specification file.

In the MEADE design node, the top level HDL specification is generated via EP3, and the entire design can be simulated and synthesized with MEADE. If a filter/tune/decimate
(FTD) is desired rather than the TFD, the connection order
is changed and the MEADE procedures can be rerun.
5.3. The implementation specification file
The final platform implementation is implemented as a
MEADE node that contains an implementation specification
file. The implementation specification file includes the design to be implemented as well as a map for each portal to
an implementation-specific interface. Additionally, individual components of the design may be mapped to diﬀerent
FPGAs on a platform with multiple diﬀerent FPGAs. For the
purposes of this work, we will focus on a single FPGA implementation and do the implementation by hand. If a platform consists of both an FPGA and a DSP chip, the system
we are describing would provide an excellent foundation for
research work in automated partitioning and mapping for
hardware software cosynthesis [28].
The implementation specification file (see Figure 9) is included via EP3 in the implementation HDL specification.
Essentially, the implementation HDL specification is a shell
HDL template that is completely filled in as EP3 instantiates
and interconnects all of the interfaces objects and the design
core.
In the implementation file, platform-dependent mappings (starfire map represents a mapping call for the Annapolis MicroSystems Starfire board) map implementationspecific nodes to the design portals desired. In this example,
a dma stream in node exists that performs the function of a
stream in portal on a Starfire board. This node has parameters that indicate which on-board memory to map to, the
start address, and the size of the memory being used.
6.

TFD

DMA
stream
in

SOFTWARE INTEGRATION

Another challenge encountered when creating a specialpurpose hardware solution is the custom software that must

be developed to access the hardware. Often, a completely
new software interface is developed for each application to
be placed on a platform. When changing platforms, the entire software development process may be redone for the new
application. It is also desirable to embed the performance
of FPGA-based processors into diﬀerent application environments. This requires understanding of both the application environment and the underlying FPGA-based system—
knowledge that is diﬃcult to find.
To resolve this problem, we have developed the DynamO
model. The DynamO model consists of a DynamO object,
a DynamO API, DynamO front-ends, and DynamO backends. The DynamO object represents the entire back-end
system to the front-end application with a hierarchial object
that corresponds to the hierarchy of components and portals
that were assembled in the Logic Foundry design. These elements are accessed via the DynamO API. The DynamO API
represents the contract that DynamO back-ends and frontends need to follow. The front-ends are plug-ins to higher
level development environments like Matlab, Python, Perl,
and Midas 2k [17]. DynamO back-ends are wrappers around
the board-specific drivers or emulators such as the Annapolis
Starfire board [19].
6.1. The Dynamic Object (DynamO)
The DynamO object consists of a top level system component. This is a container for the entire back-end system.
DynamO components can contain portals, attributes, and
other components. In addition to these objects, methods
and parameters are provided that allow the DynamO API to
uniquely interact with the given object. In the case of the TFD
example on the Annapolis Starfire board, a DynamO Starfire
back-end creates a DynamO object with a top level system
component TFD. This component would contain an input
portal, an output portal, and three components, tuner, filter,
and decimator. Each of these components would themselves
contain an attribute, frequency, taps, and amount, respectively
(see Figure 10).
Along with the objects, the DynamO Starfire back-end
would attach methods for attribute sets and gets, and portal reads and writes. Embedded within each object is the information required by the back-end to uniquely identify itself. For example, while the frequency attribute of the tuner
component, the taps attribute of the filter component, and
the amount attribute of the decimator component would all
use the same set/get methods for attributes, the component
and attribute addresses embedded within them would be
diﬀerent.
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Figure 11: The DynamO API.

Using the DynamO methodology, any back-end reconfigurable system can dynamically be built by a back-end
based on the current configuration of the hardware. While
the Logic Foundry uses a consistent attribute interface for all
components and thus has but one interface method, a DynamO back-end could be constructed with diﬀerent types
of attribute access and multiple methods. By attaching these
diﬀerent methods to the required attributes on object build,
the same level of software application independence can be
achieved.

the complete Logic Foundry implementation, then software
wrappers around the board drivers exist that use the FPGA
attribute portal to write the component attributes.
Portals are designed to have simple read/write interfaces.
The DynamO API uses a packet structure to communicate
with portals. This allows portals to diﬀerentiate between control and data and allows data-synchronous control to be
passed into the portal rather than asynchronously through
the attribute interface. The underlying FPGA hardware must
be configured to handle these packets as well.

6.2. The DynamO API
The DynamO API represents the contract that DynamO
back-ends and front-ends need to follow. The DynamO API
consists of calls to allocate a system, set and get attributes,
and write and read portals. These calls are implemented by
the back-end library as the functionality is unique to each
back-end platform (see Figure 11).
The API “system” call requires a system specification file
as an argument. The very beginning of this file points to a
back-end implementation and a library to parse the rest of
the specification file. In this manner, diﬀerent back-ends can,
if desired, have their own specifications unique to a given
platform. By making the parsing of a specification file the
responsibility of the back-end, there is no limitation on future back-end implementations. The result of the system call
is an object representing the system being allocated (typically
an FPGA board).
Each attribute in the system is writable by the back-end,
front-end, or even both. This can be specified in the component specification file. The back-end is responsible for providing a method for attribute sets/gets. If a user is using

6.3.

DynamO back-ends

The DynamO back-end connects a platform to the DynamO
API. When the DynamO is allocated, the back-end provides
a library method to parse the specification file, and returns a
hierarchical DynamO object that contains all of the information for the requested system. In this manner, the application
environment is given an object with methods that represent
the architecture of the system that is to be interacted with.
No understanding of the implementation details of the underlying hardware is required.
While we hope that others find the Logic Foundry easy
to use, it is important to note that the DynamO specification
file does not require anything from the Logic Foundry. A designer could build a completely unique implementation, and
then specify the underlying objects and methods for accessing them into a specification file.
6.4.

DynamO front-ends

A DynamO front-end is possible for many software application environments. It is easier to implement applications in a
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# Load the library in Python
import dynamo

# Create a dynamo packet
p = dynamo.DataPacket(‘d’ 1000)

# Open up a dynamo object
tfd = dynamo.system(“tfd.spec”)

# Initialize p
for i in xrange(1000):
p.data[i] = i∗2

# Get an attribute
tune freq = tfd.tuner.frequency
# Set an attribute
tfd.decimator.amount = 10
# Set an attribute with an array
taps = dynamo.array(‘d’,2)
taps[0] = 123
taps[1] = 456
tfd.filter.taps = taps

# Write data to the import portal
tfd.import.write(p)
# Read data from the export portal
p = tfd.export.read()

Figure 12: Python DynamO example.

multithreaded environment as the application does not have
to be concerned with the possibility of blocking on portal
reads and writes. We have already implemented a DynamO
front-end for C++, Python, and Rincon Research’s Midas 2k
DSP environment.
The DynamO front-end is responsible for taking the DynamO object returned by the system method and transforming it into an object that the software environment can
understand and access. For instance, using a Python frontend, the DynamO object is recreated in Python objects, with
its methods mapped to the supplied DynamO object methods. Figure 12 demonstrates how a Python application script
would interact with the DynamO API and the DynamO object in the TFD design example. Note that there is absolutely
no evidence of implementation-specific details such as register addresses or communication protocols.
7.

EXPERIMENTAL RESULTS

We have developed the Logic Foundry including all of the
major building blocks described—VHDL implementations
for MEADE, EP3, attribute interfaces, component abstractions and interface portals, the get/set and data write/read
portions of the DynamO API, DynamO back-ends for the
Annapolis MicroSystems Starfire board, and DynamO frontends for C++, Python, and Midas 2k. To test the eﬀectiveness
of the Logic Foundry, three systems have been developed, a
series incrementer, the TFD, and a turbo decoder.
7.1. Incrementer design
The incrementer component consists of a streaming input
portal, a streaming output portal, and an amount attribute
that is added to the input before being passed to the output.
We experimented with the incrementer component using an
Annapolis MicroSystems Starfire board. This platform consists of four memory ports attached to an FPGA. Annapolis
MicroSystems provides a shell for the FPGA, DMA bridges to
transfer data from the PCI bus to the memory, and software
driver calls to perform the DMA’s. To create the streaming

input and output portals, we modified the DMA bridges to
add control for streaming data into and out of memory. Additionally, a DynamO library was created that provided portal write and read methods using the Annapolis DMA Driver
calls wrapped with the extra control to manage the modifications to the DMA bridges.
To control the Starfire card, Annapolis MicroSystems
supplies driver calls to do addressable I/O via the PCI bus.
However, the control is tightly timed and the Annapolis MicroSystems architecture implementing our portal functionality requires seven control elements at the top level. When
the number of elements attached to the control bus begins
to exceed 10 or so elements, achieving the required timing
of 66 MHz on a Xilinx XCV1000-4 can be diﬃcult. For the
Logic Foundry, we have built an attribute interface for all
component control in the Starfire system and created DynamO interfaces to set/get attributes via this interface. The
Starfire control bus is thus required to connect only to the
DMA bridges, the attribute interface, and any top level control registers required for operation. These connections remain constant with the addition of new components.
To test the scalability of the Logic Foundry architecture,
we created incrementer designs consisting of 1, 10, and 50 incrementer components connected together in series. In each
case, system timing remained the same as the synthesis and
layout tools were able to achieve the required 66-MHz control timing for the Starfire control bus, while the attribute
interface is scaled using the multicycle attribute bus (see
Table 1). It was initially our intention to do a design consisting of 100 serial incrementers, however, we reached a limit
for the XCV1000 parts that only allows a tristate net to drive
98 locations. This limits an XCV1000 part to 98 components
which is acceptable for our typical designs.
To create the diﬀerent designs, we used a simple Perl
script to generate the design specification files that instantiate
and connect the components. All of the simulation, synthesis, and place and route steps were performed using simple
MEADE commands.
7.2. TFD design
In order to create the TFD design, we began with an NCO
element created by using the Xilinx Coregen tool. This resulted in a Xilinx-specific structural VHDL file. To contain
this file, an NCO node was created in MEADE. An element
object was created for the Xilinx VHDL file and the node object was edited to contain this element. This node was then
wrapped by a tuner. To accomplish this, a new component
node was created and its element object was edited to point
to the NCO node as child node. The component definition
file was edited to contain a phase increment attribute for the
NCO (rather than a frequency attribute), and then the component VHDL files were edited to instantiate the NCO, provide portal connectivity and control, and perform the tuner
function by multiplying the NCO outputs with the tuner’s inputs. These files, in their preprocessed state, contain approximately 50 lines of user-edited VHDL code for component
functionality and 100 lines of total code. The attribute interfaces and portal FIFO instantiations are all automatically
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Table 1: Summary of designs.
Control Clk

System Clk

LUT’s

Flip-flops

Block-rams

1 Incrementer
10 Incrementers

68.648
68.078

62.278
65.557

1328
2007

1809
2244

5
5

50 Incrementers
TFD

66.885
68.018

70.299
35.661

4959
2873

4076
2238

5
6

FTD
Turbo-decoder

67.604
67.290

35.177
39.787

2873
17031

2222
5600

6
27

included via the preprocesser. The processed VHDL files contain approximately 240 lines of VHDL code. The number of
automated lines of code will vary depending on the number
of attributes in the component. This same process was performed to create the filter component (using an FIR VHDL
file created by the Xilinx Coregen tool). The decimator component was created with a few simple additions to the default
MEADE template.
When all three components were completed, a design
specification file was created (see Figure 8) as well as an implementation specification file (see Figure 9). These files were
used by MEADE to create a complete implementation for the
FPGA and system controlling software via the DynamO interfaces.
In order to test the ease of component reuse in the Logic
Foundry, we opted to create an FTD system out of the TFD
system components. To accomplish this task, the design specification file was altered to change the connection order of
the three components. MEADE was used to recreate the design using the same implementation specification file. DynamO front-end objects were automatically changed due to
the change in the design specification file. In both cases, control timing was achieved and system timing was limited by
the speed of the tuner component (see Table 1).
7.3. The turbo decoder design
Our final design was to take a large design (several thousand lines of VHDL code) written outside of MEADE, but
with a view to fitting into the Logic Foundry attribute/portal
design structure. When the design was completed, it was
wrapped with a MEADE component in the same manner
as the tuner described above. The turbo decoder design created unique challenges—firstly, the streaming portal design
would not work as the turbo decoder worked on blocks of
data and had to individually address these blocks of data. For
this reason we created the block portal interface described in
Section 5.1.3.
The turbo decoder design required seven attributes and
these were easily included via the attribute interface model.
Implementing the block portals was more diﬃcult as the
completed turbo decoder design required eight unique block
portals, five of which requiring simultaneous access. As the
Starfire board had but four memories, this was a problem.
However, as some of the portals did not require independent
addressing, we were able to merge them into a single memory

and achieve an implementation that required four independently addressable memories. To accomplish this, we hand
edited the implementation VHDL file and did not autogenerate it from the implementation specification file.
This example showed that we could take a design and use
some of the Logic Foundry without requiring tight integration into the whole of the Logic Foundry. Software integration was done automatically, and the component architecture
of the Logic Foundry was used, but the top level FPGA implementation specification and turbo decoder design and test
were performed outside of the Foundry.
7.4.

Summary of designs

Table 1 shows results for each of the test designs implemented
for the XCV1000-4 FPGA on the Annapolis MicroSystems
Starfire board. Because control on this system is achieved via
a 66-MHz PCI bus, the control clocks were all constrained
to achieve this timing. In the case of the incrementer designs, the system clock performance was limited by the portal implementations. The other designs (TFD, FTD, turbodecoder) were limited by issues internal to their design components. Further development will be done to optimize the
portal implementations for this architecture. The diﬀerences
within design groups (incrementers and downconverters) are
attributable to variances in the Xilinx software. The pseudorandom nature of the algorithms often results in variances.
By doing a more extensive place-and-route operation, we
would likely see these numbers converge.
8.

CONCLUSION

We have introduced the Logic Foundry and shown how this
approach allows for the rapid prototyping and deployment
of FPGA-based systems. By using MEADE and EP3, a design engineer can rapidly create and operate on design components. These components can be entered in a library for
eﬃcient reuse by system designers. By using MEADE and
EP3, system engineers can create an FPGA image file without requiring the specialized design tool knowledge of a logic
designer. Using design portals for interface abstractions, designs can be created in a platform-independent manner and
easily ported from one FPGA platform to another where implementation portals exist. Finally, by using the DynamO
software construction, applications can be built that have no
dependence on the underlying FPGA platform and can easily
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be ported from platform to platform. Inserting a platform
into a diﬀerent software environment can also be done with
relative ease.
While the entire Logic Foundry fits together as a whole,
it is important to recognize that each piece can be used
independently. One design house may simply want to use
MEADE and EP3 as automation tools for FPGA construction, where another design house may want to use the DynamO aspects without requiring any of the FPGA construction mechanisms.
Our future work will focus on the complete implementation of the data-synchronous control packets, component
event control, and the control write/read portions of the DynamO API. We will also be integrating the Chameleon board
from Catalina Research Incorporated as a demonstration of
platform migration. Additionally, we plan on implementing
a DynamO front-end for Matlab as well as a DynamO backend for SystemC to allow algorithm emulation in software.
We have implemented the Logic Foundry at Rincon Research
and the tool is being used extensively in the development of
high performance FPGA implementations of DSP applications, including turbo coding, digital downconversion, and
despreading applications.
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New methodologies, engineering processes, and support environments are beginning to emerge for embedded signal processing
systems. The main objectives are to enable defence industry to field state-of-the-art products in less time and with lower costs,
including retrofits and upgrades, based predominately on commercial oﬀ the shelf (COTS) components and the model-year
concept. One of the cornerstones of the new methodologies is the concept of rapid prototyping. This is the ability to rapidly and
seamlessly move from functional design to the architectural design to the implementation, through automatic code generation
tools, onto real-time COTS test beds. In this paper, we try to quantify the term “rapid” and provide results, the metrics, from
two independent benchmarks, a radar and sonar beamforming application subset. The metrics show that the rapid prototyping
process may be sixteen times faster than a conventional process.
Keywords and phrases: rapid prototyping, COTS, model year, beamformer, EDA tools, heterogeneous platform, FPGA.

1.

INTRODUCTION

The trinational European EUCLID/Eurofinder defence
project called ESPADON (environment for signal processing application development and rapid prototyping) completed in September 2001 [1]. The ESPADON consortium
comprised Thales and MBDA from France, Thales Naval
Nederland, BAE SYSTEMS, and Thales Underwater Systems

Ltd. from the United Kingdom. The primary objective of
the three-years project was to significantly improve (reduced
cost and timescales) the process, by which complex military
digital processing systems are designed, developed, and supported. A new design methodology and supporting development environment has been reinvented to support this aim
through reuse, concurrent engineering, rapid insertion of
COTS technology and the key concepts of rapid and virtual
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prototyping. The latter two concepts are an integral part of
the model-year concept adopted by ESPADON and developed under the US RASSP programme [2].
A brief summary of these techniques and developments
within ESPADON,1 in the context of rapid prototyping (RP),
is presented below.
1.1. The methodology
A risk-driven iterative development process has been identified. This is shown in abstract form in Figure 1 and is underpinned by the following 5-key processes stemming from
the methodology MCSE (méthodologie de conception de
systèmes electroniques) from IRESTE, Nantes [3].
(i) Specification—refinement of the requirements into an
engineering specification.
(ii) Functional design—the functional parts of the component specifications are modelled and simulated and
proven for correctness as a whole model. The model is
independent of the implementation.
(iii) Architectural design—the critical characteristics of the
reference functional model (computing power, rate,
etc.) and the nonfunctional requirements (costs, volume, etc.) are identified. Cost/performance trade oﬀ
studies are carried out and the most eﬀective architecture is chosen.
(iv) Implementation—the result of the current design iteration. Essentially the production and test of hardware
and software, integration of the software on the target
COTS platform, and validation of the component.
1 The ESPADON programme was presented at the Embedded Systems
Show, Rapid and Virtual Prototyping Technical Seminar, London, 17th May
2001. The ESPADON programme and the ESPADON benchmarks results
are presented in detail in the ESPADON website: www.espadon.org/.

(v) System review—the final process which determines
whether the particular phase of the system development has met its requirements and ameliorated the
major risks before proceeding to the next phase or iterating around the same phase again.
Each of the key processes above is itself composed of the
generic abstract iterative process shown in Figure 2. This
again is a risk-driven process where the risks are analysed and
a plan formulated, the work defined, the developments undertaken, the results validated and the complete outcomes
reviewed by the exit or refine review.
A spiral [4] can also represent the iterative development
process described above as shown in Figure 3. Each turn of
the spiral corresponds to one process. For each process, the
same types of activities are carried out. The enlargement of
the spiral at each process represents the refinement and the
increase in the artefacts produced.
The overall aim of the methodology is to enable the developer to rapidly iterate to the final solution for the particular system development being undertaken. In the case of
RP, it is to rapidly and seamlessly move from functional design, to the architectural design and finally to the implementation, through automatic code generation tools, onto realtime COTS test beds. This enables real behavioural and performance measurements to be made so as to refine the functional model and the architectural design solution to satisfy
the system requirements.
1.2.

Reuse and capitalisation

Reuse, alongside the iterative development process, is the
other element of the signal processing methodology implemented to decrease development time and cost. Reuse applies
at two levels.
(a) Reuse between iterative processes of development
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cycle—use elements developed in an iterative process
with a certain level of refinement for the development
of the next iterative process having a higher level of refinement. The development strategy with reference to
the abstract iterative process is
(i) definition activity—the same modelling formalisms or functional models are used at diﬀerent levels of refinement but with dual libraries of
components,
(ii) development activity—hardware is synthesised
and code is generated for diﬀerent target machines with the same synthesis techniques. These
targets may be, for example, a workstation or a
real-time multiprocessor machine according to
the development stage,
(iii) validation activity—the stimulation or the results obtained from the previous iterative process

are used as a reference test set for the validation
of the next iterative process.
(b) Reuse of existing components (SP algorithms, components, hardware architectures, etc.)—use in-house
components already developed, or COTS components,
for the development of an activity (or an iterative process) of the development cycle. The development strategy is
(i) development with reuse—development of an application must be able to reuse already developed
existing constituent parts,
(ii) development for reuse (or capitalisation)—the
new constituent parts of an application are developed in order to be reused in other systems.
The above reuse objectives are integral to the ESPADON development process and enables

How Rapid is Rapid Prototyping? Analysis of ESPADON Programme Results

Requirements analysis
(RDD100, DOORS)

Configuration management
(CVS)

Cost estimation
(PRICE)

Domain library:
ESP library

External
tools

• Algorithm prototyping

Matlab
Simulink/RTW
EDE infrastructure
ESP framework

583

• Functional design

Ptolemy

GEDAE

• Architectural design
• Implementation:

(1) Rapid prototyping
(2) Virtual prototyping

Handel-C
Target-porting kit
EDE

VSIP

(MPI-RT)

• Libraries
• Standards

Range of target H/W

Figure 4: ESPADON design environment.

(a) increasing productivity and decreasing development
time,
(b) providing additional architecture choices,
(c) using better quality constituent parts since they have
already been tested and validated,
(d) capitalising on existing know-how.
1.3. The overall environment
An integrated software design environment, the ESPADON
design environment (EDE), was developed to support the
methodology and reuse and capitalisation policy described
above. It is based on a collection of COTS software tools
that were selected as the most suitable after a detailed review and evaluation of many commercial EDA (electronic
design automation) tools. This environment is shown in
Figure 4 below. Two of the tools, Ptolemy Classic [5] and
GEDAE, Blue Horizon Development Software, Mount Laurel, NJ, USA, http://www.gedae.com/, form the core of the
environment as they fully support and are integral to the
concept of RP. Handel-C [6, 7, 8] was used for FPGA hardware synthesis to provide an analogous process route to programmable logic as to microprocessors. The domain library
(ESP Library) contains the reused elements for an SP application domain (radar, sonar, etc.). This library is based on
the vector scalar image processing library (VSIPL) standard,
http://www.vsipl.org/.
The radar and sonar benchmarks of the RP process were
performed using the environment and Ptolemy Classic and
GEDAE, respectively.
2.

THE BENCHMARKS

The choice of signal processing applications for the benchmark was arrived at by considering two factors. One was
that it must be a common application for the two domains,

radar and sonar, so that the conventional development process and associated metrics are known, or can be confidently
estimated. The second was that a common subset of the application exists for both domains, for cross comparison, and
is of small but suﬃcient size (functionality and development
eﬀort) to enable the benchmark measurements to be made
within the time and eﬀort available and to be acceptable.
Beamforming, the processing of sensor signals into directional beams, was selected as the application subset that
would be benchmarked. It is a generic processing function for both domains and satisfies the selection criteria.
The functional processing chain for the radar and sonar
beamformer benchmarking applications is described in the
next two sections.
2.1.

Radar

The application subset is from a ship-based X-band air
surveillance radar with a vertical array of, for example, eight
transmit and receive elements. Each element is a horizontal
linear stripline array of dipoles. Elevation beams are formed
by the digital beamformer that performs an 8-point FFT algorithm on the outputs of the eight receiver channels. In this
way, a multibeam receive system is formed, Figure 5. The
benchmark concerns only the receiver beamforming function, the transmit beamforming function is implemented by
an analogue system.
The beamformer is adaptive with respect to the ships
course and speed, and the ships roll and pitch movement.
This results in a phase correction that is applied to the
complex data stream prior to the beamforming, together
with windowing and calibration correction. The functional
processing chain is shown in Figure 6.
The boxes shown as calibration and beam calculation
were developed as part of the RP process using Ptolemy
Classic. The other functions, except for the functions in the
dashed boxes that were not used, were primarily for I/O and
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resident on the host machine and part of the stimuli generator and/or display.
For a first RP implementation, the target platform was
an embedded VME system from Mercury Computer Systems (http://www.mc.com/). This comprised three Mercury motherboards, each connected via interlink modules
through two ports to the high-speed RACEway interconnect
between the boards. One motherboard was equipped with
two daughter boards with two Motorola power PC altivec
processors (http://e-www.motorola.com/) each, and the two
other motherboards with one daughter card with two altivecs
and one daughter card with 512 MB memory each. This resulted in a machine with eight processing nodes and bulk
memory that was used for real-time data playback of the
(stored) stimuli generator data and for logging of the intermediate/output results of the application.
In a second RP implementation, the time-critical part of
the beamformer application, that is, the beamforming function, was ported onto an FPGA board. The rest of the application remains mapped onto the Mercury boards. The FPGA
board was an existing board from Thales Airborne Systems
with two Xilinx Virtex XCV400 devices.
Within Ptolemy Classic, the radar benchmark application has first been modelled and simulated with synchronous
data flow (SDF) [9] and Boolean data flow (BDF) [10] modelling formalisms. Then the code has been generated with
the code generation C (CGC) computation domains [11]. A
target porting kit (Figure 4) has been developed in Ptolemy
Classic to generate, compile, load, and run the code of the
power PCs and the FPGAs.
In addition, other specific enhancements had to be carried out in Ptolemy Classic to support the RP process and
the benchmark [12].
(i) Additional library components; radar library—five
components; VSIPL core light library—11 components; and support library (e.g., components for parallel operation)—19 components. These components
were developed for SDF, CGC, and HDLC (see below) computation domains. The components and the
domains were identified in the early Ptolemy benchmark developments as being required if the functional requirements of the benchmark were to be
addressed.
(ii) Support for the VSIPL altivec power PC optimised li-

(v)

(vi)

brary and static memory allocation of VSIP views during the initialisation phase of the target machine.
Support for performance monitoring using Mercury
trace tools.
Extension of the BDF code generation domain to support use within a single processor which was part of
a multiprocessor architecture modelled using the multiproc CGC domain. The rationale was to enable support and integration of control functions which are integral to most sensor platforms.
Addition of a new code generation domain “HDLC” to
generate code in the Handel-C language instead of C
so as to map directly to programmable logic. HandelC is a hardware design language very similar to C, but
Handel-C has some specific functionality dedicated to
the design of hardware components.
Support for heterogeneous architecture code generation [13]. The characteristics of the codes generated
for the power PCs or the FPGAs are diﬀerent, that is,
diﬀerent languages (C or HDLC), diﬀerent memory allocation, and diﬀerent communication drivers. Nevertheless, these two types of codes implement the same
communication protocol to interface the two architectures.

Only manual partitioning was used for the mapping of the
functional SDF model into the targeted architecture. Although automatic methods of partitioning exist within the
Ptolemy tool, these rely on estimates of the execution time
of each of the low level building blocks used to create the
model at schedule time. Suﬃciently accurate estimates were
not available because:
(i) the building blocks used VSIP library functions where
the size of data to handle, and hence its execution time,
is only known at runtime,
(ii) obtaining accurate estimates is complicated due to the
complex cache policy of the PPC and Mercury architecture.
However, using rapid prototyping tools like Ptolemy
and GEDAE, the generation of a new mapping is very
quick/simple and the feedback on execution time performance using the eﬃcient execution tracing methods available with these tools produces far more accurate mappings
than could be achieved with automatic methods. It is intended in the future to build databases that contain the domain library functions and the measured attributes of the
functions (e.g., latency, performance) against hardware architecture attributes (e.g., processor type, memory speed,
cache size, clock speeds). These could then be used to support the automatic mapping of functions to the primary
processing nodes of the architecture. New COTS components which are suitable can be benchmarked using some
of the domain library functions and can be added to the
database and the results extrapolated for the remainder of
the library as appropriate.
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2.2. Sonar
The application subset is from a generic ship/submarinebased active sonar system. It covers the core functionality
of a conventional beamformer and an adaptive beamformer
where the reverberation due to the propagation environment
is estimated and cancelled. For a given sonar array heading and speed, the reverberant returns from any particular
direction have an induced Doppler which depends only on
the directions of transmission and reception, nonzero intrinsic Doppler being ignored. This means that all beams receive their reverberant noise in a given Doppler bin from the
same direction. This includes the few beams, whose directions align with the direction of arrival of the reverberant returns being considered, which of course will have their zero
Doppler ridges at the Doppler bin being considered. In fact
they are these few beams which are used in the adaptive algorithm as reference beams to sense the reverberation at the
Doppler bin in question, and cancel it from all other beams.
The overall functional processing chain (top diagram)
and the beamformer functions (bottom diagram) are shown
in Figure 7. The latter were developed for the RP benchmark
and interfaced to other functions, primarily for I/O, such as
the scenario generator and/or display resident on the host
machine.
The sonar benchmarking application was developed
within the RP process using GEDAE with an initial and
final target embedded VME systems, each connected to a
sun workstation. The initial embedded system was from
Sky computers (http://www.skycomputers.com/) and was
used to develop the benchmark application functions. This
platform consists of a force SPARC CPU50 host machine
and two-quad power PC altivec processor (Merlin) processing boards connected together by the backplane Sky
channel interface. The final system was a subset developed on the EUROPRO project [14] and was used to complete all the sonar benchmark measurements. This platform
was chosen because it is based on diﬀerent processors to

the other ESPADON target platforms and would demonstrate the hardware independence of the RP process. It has
a number of DBV66 boards, Blue Wave Systems DBV66
ADSP-2106x Carrier Board Technical Reference Manual,
Blue Wave Systems (http://www.bluews.com/) each with six
analog devices “SHARC” DSP processors, Analog Devices
(http://www.analogdevices.com/technology/dsp/). In the basic configuration, Figure 8, there are two DBV66 cards connected via the VME to the host board for code load. All
further communication between SHARC processors are performed using point-to-point SHARC links which are capable of MB/s data transfer rates. Multiple DBV66 boards are
connected using the internal SHARC links to support larger
SHARC networks.
A target porting was developed for this platform for
GEDAE. It is built on underlying support software for the
platform, such as the blue wave IDE6000-V4.0, Blue Wave
Systems (http://www.bluews.com/), the operating system
Virtuoso 4.1-R2.04 for Solaris (http://www.windriver.com/)
(formally owned & distributed by http://www.eonic.com/),
and the analog devices compiler-V3.3 for Solaris. The overall EDE enabled the GEDAE data flow graphs to be developed for the benchmarking functions across a number of
platforms, including the host, by diﬀerent users and simply
imported and/or ported to the benchmarking platform.
The key functions developed for the benchmark were
(i) data generator—read data in from a file that has been
generated from the stimulator. The simulator provides
hydrophone data (128 hydrophones) of complex baseband reverberant time series data across an array of
specified elements;
(ii) control interface—control box responsible for defining parameters that would possibly be controlled
through the operator/MMI. Examples are Dolph
Chebychev coeﬃcients, beam shading coeﬃcient, FFT
size, minimum number of Doppler bins, energy
thresholding factor, and integration period;
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(iii) conventional beamforming—comprises components
that are to be used within the adaptive beamforming
functionality. The current function box has three outputs:
(1) beam samples (for each beam),
(2) steering vectors (for each hydrophone/beam),
(3) weighting vectors (for each hydrophone/beam).
The last two output parameters are not essentially part
of a conventional beamformer, but are formed, as they
are required, parameters for the adaptive part of the
benchmark functionality;
(iv) reference beam selection—algorithms to select the
beams whose directions align with the direction of arrival of the reverberant returns being considered;
(v) adaptive reverberation cancelling—adaptive algorithms that use the reference beams to sense the reverberation at the Doppler bin in question, and cancel it
from all other beams.

For the benchmark, the conventional beamformer, being
fully understood and previously developed many times,
could be implemented in its entirety within the GEDAE environment using the “embedded functions” available within
the tool at both the host and optimised target level. The adaptive beamformer however required significant algorithm investigation and the development of specialist sonar library
components, ten in total, to satisfy the needs of the specification. These components were all generated in high level C
code and were not optimised for target execution.
Following the sonar benchmarking activity, an FPGA
board was also connected to the VME to demonstrate heterogeneous implementation capability. A design flow linking
the GEDAE and Handel-C tools was demonstrated, as a technology demonstrator only, and no benchmark metrics were
collected for this activity.
3.

THE METRICS

The objective of the benchmarks was to measure the performance of the ESPADON RP signal processing design environment with respect to the project goals: reduction in the
product lifecycle cost and lifecycle time, and improvement of
the product quality.
The measurements were through small design exercises,
developing the benchmark applications described earlier, in
order to capture basic metrics regarding the process and the
product. The fundamental performance process metrics include design cycle time, nonrecurring cost, ease of use, and
supportability. Performance product includes cost to manufacture, cost to maintain conformance to requirements, and
dependability.
For each benchmark cycle, the benchmarks were structured to do the following.
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(i) Evaluate the RP process:
(1) comparison with current practice: develop current practice base-line costs and schedule;
(2) performance metrics: employ metrics to measure
and substantiate improvements;
(3) improvement: identify weaknesses in the design
process.
(ii) Evaluate the tool integration:
(1) integration: verify the degree of tool integration,
including libraries and databases;
(2) ease of use: provide qualitative ease of use evaluation for the tools and processes;
(3) improvement: identify weaknesses or missing elements in the tool set.
(iii) Evaluate the signal processing system (products):
(1) architecture: assess the suitability and scalability
of the HW and SW architectures;
(2) compliance: measure the compliance of hardware and software to supplied requirements;
(3) cost: provide current practice cost comparison.
Hence, the metrics that are needed to be measured are of different types. They can be summarised as belonging to one of
the metric sets below.
Principal and supporting metrics
Considered to be the most important metrics. They must
provide us with hard numbers regarding the improvement
obtained by using the ESPADON methodology and directed
toward specific issues of performance of both the ESPADON
process and products, that is, reduced design cycle time, reduced cost, and improved quality.
Tool-oriented process metrics
Indicate more about the support which is given by the EDE
and its constituent tools. While the principal and supporting
metrics are important to the success of the ESPADON approach, the user’s perception of ESPADON will be strongly
influenced by the ease of use and uniformity of the EDE. Developing quantitative tool metrics to directly measure subjective attributes is a diﬃcult if not an impossible task. However, certain attributes of the EDE can be measured, such as
the consistency of the user interface, tool integration facilities, and so forth, bear some correlation with qualitative attributes such as ease of use.
Application complexity metrics
These primarily focus on the elements, products, or applications to be developed. The objective is to capture the inherent complexity of a given benchmark application, independent of the particular hardware and software implementation. The metrics will also serve as a reference for determining eﬃciency of the hardware and software realisations of a
benchmark produced by the developer. In addition to complexity measures of the functions themselves such things as
requirements of external interfaces, requirements for testability, reliability, and maintainability, and requirements constraints are also considered.
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Product complexity metrics
Various types of products will be produced during the ESPADON design process. These include software, hardware,
and documentation. Even within a category, a variety of
types of products may be produced. For example, in the software category products may include real-time application
code, test code, simulation code, and so forth. For each significant product developed in the course of a benchmark,
complexity metrics are required to characterise the eﬃciency
of the product and the diﬃculty of implementation.
Product performance metrics
Measuring the performance of products produced using ESPADON is diﬀerent from measuring the performance of the
ESPADON process itself. Misapplying a good process may
produce poor products. These metrics aim to characterise the
resulting performance of the individual products produced,
for example, for a software product such things as computational eﬃciency, postrelease defect density, portability, and
adherence to standards and testability are considered.
The measured metrics and summary of the important
benchmark results are presented in Section 4.
4.

THE MEASUREMENTS

There are distinct diﬀerences in the benchmark measurements of the sonar and radar applications. These are attributable to the diﬀerence of approaches of the two benchmarks. The sonar benchmark relied on GEDAE, a mature
COTS tool for RP prototyping whereas the radar benchmark upgraded the open source Ptolemy Classic tool. In
each case, the reference to conventional developments and
processes refers to the existing methods and processes being used within the company performing the benchmarking activity. In general, these consisted of disparate groups of
engineers performing a particular function within a typical
V or waterfall development lifecycle with communication of
requirements/specifications via paper documents. The baseline estimates refer to the time taken to perform the developments using these conventional approaches. They have been
obtained using metrics available from previous developments of similar products and estimates produced from experienced engineers within the disparate groups mentioned
above. In both cases, a final implementation using these conventional methods was not available to the developers and
so a detailed comparison of performance between the baseline and the new developments was not possible. However,
in both cases a level of performance was specified for the final implementation, and for the benchmarks to be successful,
these had to be met.
4.1.

Sonar

Table 1 shows the measurements from the first benchmark
which is for the development of a conventional beamformer implemented on the initial target platform. Two
overall design iterations were required before arriving at a
compliant solution. That is the solution achieved real-time

588

EURASIP Journal on Applied Signal Processing
Table 1
Activity (% of total)

Eﬀort

Functional design: specification (14%), design (28%), implementation (42%),
verification (13%), review (3%)
Functional design 2: specification (14%), design (24%), implementation (24%),
verification (24%), review (14%)

93 hours
21 hours

Architecture design/implementation—5 iterations specification (11%), design
(33%), implementation (11%), verification (11%), review (33%)
(A) Total development time

2537 hours

Performance improvement factor A/B

16
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Figure 10: Sonar benchmark fault count.
Figure 9: Sonar benchmark primitive count.

performance, latency, and throughput, on the hardware architecture provided for the benchmark. The baseline estimate is from conventional developments for the same functions by Thales Underwater Systems which undertook the
sonar benchmark activity. We attribute the significant productivity improvement to two factors. One is that the conventional beamformer is a fully understood and specified capability implemented many times within the company on a
variety of diﬀerent target architectures. The second is that the
RP process enabled the application to be implemented in its
entirety within the GEDAE environment using the “embedded functions” available within the tool at both the host and
optimised target level. No specific sonar library components
had to be generated for this application resulting in a high
level of reuse and productivity.
In the case of the adaptive beamformer, the improvement
factor is less because a number of new embedded functions
had to be developed, as shown by Figure 9. Ten library components were developed, with approximately 1000 lines of
code in total, across all components. These components were
all generated in high-level C code and were not optimised for
target execution. As can be seen in the middle of the graph
it was sometimes necessary to remove boxes during redesign.
This redesign usually required the development of new usergenerated primitives to provide the required capability.
A significant reduction in faults was identified, including reduced time to locate and remedy such faults, whilst

implementing the adaptive beamformer once a level of understanding of the tool had been achieved by the developers
(Figure 10). This meant that execution of the capability on
the target machine resulted in no functional errors and allowed the developer the time to concentrate on the eﬃcient
partitioning of the capability rather than its algorithmic performance.
Another important metric measurement was the number
of iterations of the design as shown in Table 2. Though more
than planned, the rapidity with which designs could be iterated within the RP process enabled high productivity factors
to be maintained. In fact, there were many more very short
iterations that were not reported simply because they were
too short but nevertheless important in converging to an acceptable solution. In the table below, an iteration is defined
as being one pass through the process for the production of
a product, for example, an algorithm, with particular functionality. Hence, additional iterations are required where the
output of the particular process has not converged to an acceptable solution and has to be further refined during further
iterations. So in the case of the time varying gain product,
five iterations of the process were required, which covered
initial development through improved functionality to optimised performance, before an acceptable solution that met
its requirements was reached.
The actual measurements of the adaptive beamformer
benchmarks showed that the total time for development
was 1113 hours compared to 2737 hours using conventional
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Table 2
Activity

Phase

Planning
Specification
Data generator
Conventional beamformer
Adaptive reverb cancellor
Time varying gain
Reference beam selection
Control interface
Conventional beamformer
Total iterations

Planning
Specification
Functional design
Functional design
Functional design
Functional design
Functional design
Functional design
Architecture design

Iteration
1
1
1
1
15
5
7
1
2
34

Table 3
Bare beamformer
Nofchannel
Nofsweep
Nofproc
Input data
Output data
Corner-turn
RACE++ peak load
Latency
Performance
Support var. burst L.
Design time

Design 1
8
17
4 (+2)
DMA
(DMA)
4− > 4
—
1 burst
25 ms
Yes
72 H

methods. This gives a productivity improvement of factor
of 2.4. In terms of the reduction of coding errors, the comparison for the adaptive beamformer shows a factor of eight
(conservative) reduction compared to conventional methods. This is attributable to the RP process providing algorithm developers/system analysts and software developers
with the benefit of the use of a common development environment.
4.2. Radar [15]
In this case, a significant part of the benchmark work was
tightly coupled to enhancing the Ptolemy Classic support environment for the target heterogeneous multiprocessor architecture and its integration within the overall EDE. Hence,
the metrics covered more aspects of the RP process than the
sonar benchmark. In particular
(i) more metrics were measured related to the application
complexity, to the methodology and tool support, to
the performance of the application and the libraries, to
the validation process, and to the overall RP process;
(ii) metrics were measured for a heterogeneous RP architecture mixing FPGA and power PC.
For the first implementations on the Mercury platform, the
benchmark application required in total eight design itera-

Design 2
8
17
5 (+2)
DMA
(DMA)
NO
—
1 burst
21 ms
Yes
16 H

Design 3
8
17
4+4
Pre-load
(DMA)
4− > 4
—
2 burst
9.5 ms
Yes
12 H

Design 4
8
17
8
Pre-load
(Pb MCS)
8− > 8
53%
1 burst
9 ms
Yes
16 H

tions to complete before converging to a real-time performance compliant solution, that is, meeting the overall latency figure required for the processing. Results for four of
the design iterations are shown in Table 3. For these cases,
the improvements of the real-time performance (from 25 to
9 millisecond) between the iterations resulted from an iterative process based on
(i) an analysis of the real-time performance of the previous iteration implementation, in order to identify the
time-consuming components and the communication
bottlenecks;
(ii) an optimisation of the mapping of the radar application into the Mercury platform PPCs;
(iii) an upgrade of the code generators and the library components developed in Ptolemy Classic for the benchmark;
(iv) the execution of the new application implementation
with the upgraded mapping and generated code.
During the radar benchmark iterations, diﬀerent communication protocols and memory allocation mechanisms were
experimented. Unexpected weakness of the COTS platform and VSIP library were identified and bypassed. These
changes were mainly limited to Ptolemy code generators.
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Figure 11: Radar design and development duration.
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The following Figures 11, 12, and 13 summarise the measurements for the overall design of the first RP implementation, the test and validation and the application complexity,
respectively. The right vertical axis presents cumulative totals
represented by the dots. The figures present the results for a
nonadaptive beamformer (bare BEFO) and for the full adaptive beamformer (full BEFO)
The overall time measured to implement (coding) and
test/integrate the application was 354.5 hours. Thales Naval
Nederland which undertook the radar benchmark have calculated a baseline figure of 481 hours for a conventional process. Hence, this gives an improvement factor of 1.4. The
lower figure is attributable to the many more enhancements
that had to be carried out with Ptolemy Classic thereby reducing the level of (re)-use of existing functions for the
benchmark. However, future developments of similar applications will not have to incur all of these library component
developments and hence this improvement factor will increase. In Figure 13, we finally present the complexity of the
major iterations in terms of generated lines of code (LOC) as
well as number of functions used in the designs.
The final benchmark implementation was based on a
Mercury and FPGA heterogeneous platform. This Benchmark was not a real-time implementation since the communication between the Mercury boards and the FPGA board
employed a low-bandwidth VME bus instead of the highspeed RACE++ interconnect between the Mercury boards.
The beamformer application after simulation
(SDF/BDF) was mapped on three diﬀerent configurations: 1 PPC/1 FPGA, 4 PPCs/1 FPGA, and 4 PPCs/4 FPGAs.
The Handel-C code was generated for these three diﬀerent
implementations. Only the two first solutions where finally
synthesised and tested into the FPGA.
Performance results of the FPGA implementation were
for the 1 PPC 1 FPGA configuration:
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Figure 12: Radar test and validation duration.
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Due to the I/O limitation of the FPGA board, the performance of the beamforming FFT was tested as being a factor of three times slower on the FPGA than on the PPC (approx. 1.1 microsecond per FFT8). Although real-time performances were not demonstrated, the benchmark enabled the
measurement of the design complexity and design time duration and the estimation of the development time speed up
improvements.
In Figure 14, the complexity of the designs is summarised
in terms of generated LOC as well as number of functions
used in the designs.
Although the development for supporting the heterogeneous architecture was at first highlighted as a high-risk element, it actually took just over three engineer months. This
included the development of the new Handel-C domain in
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Figure 13: Design complexity of radar benchmark implemented on
a Mercury platform.
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Figure 14: Design complexity of the RADAR benchmark implemented on the heterogeneous platform.

Ptolemy Classic, a new target supporting the mix of Mercury
compute nodes and FPGAs, the needed Handel-C library developments, and HW/SW integration activities.
The heterogeneous platform benchmark was more limited than the mercury-based benchmark nevertheless a significant improvement of the development time by using an
RP environment can be estimated. In the conventional development methodology, the design of an FPGA with this
kind of complexity would take approximately 500 hours, including documentation. If we only focus on the development process, this reduces to approximately 300 hours. Compared to the development time using the EDE (40 hours), this
means an improvement of 7.5 was achieved.
5.

CONCLUSIONS

An adaptive beamformer application for a radar and sonar
was successfully designed, implemented, tested, and benchmarked using the EDE and the ESPADON RP process.
An improvement factor of 1.4 and 2.4 in productivity was
demonstrated for the radar and sonar beamformer application, respectively. Hence, we can be confident that a halving of embedded signal processing system development lifecycle can be achieved using the RP methodology and support environment. A much higher factor of 16 was achieved
with a conventional sonar beamformer. This implies that significantly higher factors are possible through the use of a
common RP process and environment and the development
of application domain libraries to maximise future (re)-use
of signal processing functions.
An important finding and factor towards these productivity gains is that the functional, architectural and implementation design are done simultaneously instead of sequentially simply because it is so easy and fast to do these with
the RP environment. This demands for a diﬀerent process
that allows for rapid and higher frequency types of iterations. Also many feedback loops are performed towards the
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redesign of the environment. This allows for very rapid iterations to arrive at the correct design and reduce error propagation. The latter also benefited from a common RP environment and the exchange of information as graphical designs
that can be quickly integrated into the overall functional design.
The approach has been found to be scalable to larger designs than the benchmark applications discussed in this paper, although this is to a certain extent a function of the tool
rather than the rapid prototyping methodology. Indeed, both
the tools discussed have a mean of automatically scaling elements of the design under parameter control. This is particularly useful in such sensor-based systems where a trade-oﬀ
analysis with respect to say the number of beams and performance can be conducted without modifying the overall
structure of the model.
Although the work has focused on rapid prototyping
onto COTS processor-based components, the ESPADON
methodology is also applicable to the development of algorithms for proprietary hardware platforms such as systemon-chip (SOC). This would also involve the use of techniques
such as virtual prototyping, that is, the development of a
model of the system to execute on a virtual model of the final
hardware. These techniques and their supporting tools were
found to be far less mature than those available for rapid prototyping. However, rapid prototyping is an important step
towards defining the data required for virtual prototyping
techniques in order to produce a suﬃciently accurate performance model of the algorithms and to scope the proprietary
developments.
Signal processing functions are only one part of an embedded sensor system. Further work needs to be done to extend the RP process to include other functions such as system
control, front-end interfacing and processing, back-end data
processing and the HCI for commensurate productivity improvements at the system level. These topics require further
research and development.
NOTE
Unless BAE SYSTEMS (Operations) Limited, THALES or
MBDA has accepted a contractual obligation in respect of
the permitted use of the information and data contained
herein, such information and data is provided without responsibility. BAE SYSTEMS (Operations) Limited, THALES
and MBDA disclaims all liability arising from its use.
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The implementation of large linear control systems requires a high amount of digital signal processing. Here, we show that reconfigurable hardware allows the design of fast yet flexible control systems. After discussing the basic concepts for the design and
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1.

INTRODUCTION

Modern controller design methods try to support the design of controllers at least semiautomatically. The need for
a transparent and straightforward design process often leads
to software implementations of controllers, that is, microprocessor programs specified in a high-level language using
floating-point arithmetic. This approach, however, is inap-

propriate for applications with high sampling rates ( fs >
20 kHz). Such applications are typically micromechanic systems like hard disk drives [1, 2, 3]. Exploding density of the
hard disks requires controllers with enhanced accuracy. This
leads to very high sampling rates. Here, FPGA technology is
a way to perform high-speed controllers with high flexibility. With high-level design tools such as VHDL and logicsynthesis CAD tools and FPGA as target technology, a rapid
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prototyping of complex linear control systems becomes possible. Low-cost FPGA will allow their use in the final product
in the near future. To support the use of hardware implementations, however, new automated design flow methods
are required.
The advances in silicon technology and the high computational power of modern microprocessors and DSPs allow
for implementation of flexible linear controllers in software.
However, the implementation of state-space controllers for
applications with high sample rates requires short computational times. As the number of required calculations grows
nonlinearly with the number of states, application-specific
hardware is often unavoidable to provide suﬃcient computational power. Yet dedicated hardware is very inflexible since
it is impossible to adapt the implementation on changing requirements, new applications, or modified parameters. Reconfigurable hardware structures provide a way out of this
dilemma. With reconfigurable hardware, it is possible to design an application-specific hardware along with the high
flexibility of software solutions. For linear controllers, parallelism can be used as needed and the implementation can
be changed if required.
In this paper, we describe an approach for an automated
mapping of linear controllers to reconfigurable hardware.
Furthermore, we quantitatively compare such solutions to
software implementations. We develop a generic hardware
structure which can be easily adapted to new applications.
In diﬀerence to [4], where a special instruction set processor
for implementing digital control algorithms is described, our
approach implements all parts of the controller in hardware.
Important issues for using reconfigurable hardware are:
(1) What speedup can be obtained by the use of hardware
as compared to a pure software solution?
(2) Do typical control systems fit current FPGA devices?
As a case study, we have implemented a linear controller for
an inverse pendulum in hardware and software on an FPGAbased reconfigurable hardware platform and have compared
the results. The experiments show the potential of reconfigurable hardware to implement fast and flexible solutions
of linear control systems. Compared to pure software solutions which can also change the controller parameters during
runtime, the new approach [5] has several advantages.
(1) The obtainable sample period only scales linearly with
the problem size which allows for controller implementations with very high sample rates.
(2) FPGAs oﬀer the same flexibility as software implementations along with the speed of application-specific
hardware.
(3) If the applications require higher clock rates as supported by the used FPGA technology, it is very easy
to adapt the designed hardware to other faster silicon
technologies such as gate arrays.
(4) By implementing diﬀerent controllers in parallel for
the same application, it could become very easy
to switch between the controllers to adapt the system to changing-environmental parameters. By proper

595
x0
Prefilter
w

u

M

x
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Figure 1: General structure of a control system.

blending mechanisms, the controller will not remain
in an undefined state during switching.
Especially the last item will be the subject of our future
work. The paper is organized as follows. In Section 2, we give
a basic overview of the mathematical principles of digital linear control systems design. The design flow for the implementation of linear systems of diﬀerential equations in reconfigurable hardware is described in Section 3. A description of the proposed architecture of the software and hardware implementation is given in Section 4. Section 5 introduces a case study on how linear controllers can be implemented on FPGAs and describes the complete design flow
for the example. In this section, we also compare a software implementation of the example with the pure hardware
solution. We conclude with a discussion of future work in
Section 6.
2.
2.1.

LINEAR CONTROLLERS
Structure

The basic idea of controlling a system (called control path or
plant) is to take influence on its dynamic behavior via a control feedback loop. A controller takes measurements from the
control path and computes new input variables to the system. This results in a typical feedback structure is shown in
Figure 1. Generally, the system consisting of controller and
control path is continuous, nonlinear, and time variant. In
most cases, however, the controller and control path can
be modeled as linear time-invariant systems (see Figure 1),
where the plant is specified by a system of linear diﬀerential
equations.
2.2.

Mathematical foundations

In order to explain our methodology, we start from the general controller structure in Figure 2, which shows a multivariable feedback controller with plant [6]. The essential
parts of the multivariable controller are the state feedback,
the disturbance rejection, and the observer. An observer is
used to reconstruct states that could not be measured and it
has the same order as the plant itself. The observer consists
of a model of the plant and a model of the disturbance which
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Figure 2: Linear controller with state and disturbance observers.

is used to reconstruct the disturbance for a disturbance rejection. The actual controller is a state vector feedback controller. Figure 2 shows the generalized structure of the controller for the inverse pendulum that is used in the case study
in Section 5. For our example, shown in Section 5, we do not
need all the components of this structure. The implemented
controller of the inverse pendulum consists of the state feedback −R and the observer which is necessary for reconstructing the complete state vector. The disturbance feedforward
component was not necessary for the example. In general,
the whole controller (gray part of Figure 2) can be expressed
by a linear time-invariant state system ((1) and (2)).
The state-space approach is a unified method for modeling and analyzing linear time-invariant control systems. The
equations are divided into two parts: a system of (1) relates
the state variables x and the input signals u. A second system of (2) relates the state variables x and the current input
u to the output signals y. The general form of the state-space
equations is
ẋ = Ax + Bu,
y = Cx + Du.

(1)
(2)

Numerical processing
A common method for the realization of digital control systems is now to (a) transform the diﬀerential equations into
diﬀerence equations and (b) convert the variables and parameters from the floating-point to fixed-point or integer
numbers. The diﬀerential equations (1) and (2) are transformed into a system of recursive diﬀerence state equations
(time discretization)

x(k + 1) = A d x(k) + B d u(k),
y(k) = C d x(k) + D d u(k).

(3)

Now the state and the output signals are represented by the
sequences {x(k)} and { y(k)}.
Numerical integration methods like implicit rectangular
or trapezoidal integration are thereby widely used to transform controllers from continuous time to discrete time. With
an implicit rectangular integration method, the following
equations represent the transformed matrices, where Ts is the
discrete sample time and I is the identity matrix:




A d = I − A · Ts



−1

,

B d1 = A d · Ts · B ,
B d = A d · B d1 ,
Cd = C ,


(4)



D d = C · B d1 + D.
Obviously matrix C remains unaltered whereas A, B, and D
change during the transformation process. Up to now, we
have been using floating-point variables. The next step will
be to scale the control system (scaling) so that the inputs,
states, and outputs fit a given numerical range. For determining the minimum and maximum values of the controller
state vector x, it is necessary to run simulations with worstcase controller excitations. The minimum and maximum
values of the controller inputs and outputs can be found
more easily because they are always defined by controller output limitations (for outputs) and sensor signal ranges (for
inputs).

Reconfigurable Hardware for Digital Linear Control

597

= 2ShiftAB · A s,d ,
As,d

When using implicit rectangular or trapezoidal integration methods, we have to take into account that the matrices
A, B, C, and D as well as the state vector x are transformed
(4). For scaling, the minimum and maximum values of x
must be transformed as well:
x max;min
= xmax;min + A d · TS · B.
D

(5)

Assume we have signed numbers and a numerical range
(RangeNum ) symmetric to zero. To avoid a range overflow
during multiplication of two numbers, each variable is scaled
to the smaller range RangeMult defined as
#

RangeMult = 



RangeNum  
− −
2

#
=2·

 #

Ds,d = 2ShiftCD · D s,d .

The right shift operation leads to the new matrices As,d
,


B s,d , C s,d , and Ds,d . Since the matrices contain only fixed values, shifting must be done only once and guarantees that no
overflows will occur during computations. To obtain correct
values, the computation results must be corrected by a final
left shift operation (note that ShiftAB and ShiftCD are negative)


(6)
RangeNum
.
2

(7)

Let S = diag(si ) be the diagonal matrices composed of the
scaling factors si . With these scaling matrices, the new discrete and scaled system matrices are as follows:
As,d = Sx−d1 · A d · Sxd ,
Bs,d = Sx−d1 · B d · Su ,
C s,d = S−y 1 · C d · Sxd ,










x(k + 1) = 2− ShiftAB · As,d
· x(k) + B s,d · u(k) ,

RangeNum 
2

PhyRangei
.

RangeMult · 1 − (0, 01 · Headroom)

(9)

C s,d = 2ShiftCD · C s,d ,



Additionally, the so-called Headroom (in percent) for each
variable can be defined. Together with the physical ranges
PhyRange, the number range RangeMult (6), and the Headroom, the scaling factor si for each element of xd , y, and u
variables can be computed:

si =

Bs,d = 2ShiftAB · B s,d ,

(8)

Ds,d = S−y 1 · D d · Su .
The scaling of the matrices with S is necessary since input,
output, and state vectors are also scaled with S. Nevertheless, the coeﬃcients of the matrices As,d , B s,d , C s,d , and Ds,d
could be out of the selected number range because only the
ranges of the inputs, outputs, and states were taken into
consideration until now. To avoid overflow, each equation
has to be prepared to allow the representation of the coeﬃcients within RangeMult. For this, one uses bit shifting
operations to allow an eﬃcient implementation of multiplications. Right shifting causes reduced precision with the
controller evaluation. So the choice of the word length employed with arithmetic operations is closely related to the
shift amount (ShiftAB , ShiftCD ):

(10)

y(k) = 2− ShiftCD · C s,d · x(k) + Ds,d · u(k) ,

(11)

x(k) = x(k + 1).

(12)

The choice of the word length is a compromise between the
numerical precision of the controller and the hardware resources required for the implementation. It is useful to provide diﬀerent word lengths for states, inputs, outputs, and
internal multiplication/addition registers. Before hardware
synthesis, our approach provides a simulation-based selection of the number of bits for the controller variables before
starting the target-specific synthesis of the controller. For the
modeling and simulation of scaled state-space controllers, we
designed a component for our existing simulation environment CAMeL (Computer-Aided Mechatronics Laboratory)
[7], with a word length that is tunable during runtime.
3.

AUTOMATED DESIGN FLOW

In this section, we give a brief description of our design
flow for automatically implementing digital linear controller
systems in hardware. The overall design flow is shown in
Figure 3. After modeling the control path mathematically, an
analysis and simulation is performed. On the basis of this
result, we design the model of the controller. The complete
control loop is then simulated. These steps are aided by the
tool CAMeL. Up to now, our model is continuous, so the
next step is discretization. This is automatically done by an
algorithm performing implicit rectangular or trapezoidal integration (4). Since floating-point logic leads to very complex hardware, we scale all variables to a fixed-point range
(Section 2). The scaling factors can be determined by simulation with CAMeL or analytical methods [7]. Based on
the scaling factors and the not-scaled matrices A d , B d , C d ,

and D d , the scaled matrices As,d
, Bs,d , C s,d , and Ds,d are automatically computed by a small C-program. After this, the
program generates a VHDL package which defines the constants and data types used for the application. This package
is included by a parameterizable and generic VHDL template shown in Figure 4. This description can be synthesized
by standard synthesis tools to generate the FPGA bit stream
to perform the solving of (10), (11), and (12). Thus, after
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Figure 3: Design flow.

MEC
Ax + Bu

IMPLEMENTATION OF LINEAR CONTROL SYSTEMS
ON RECONFIGURABLE HARDWARE

We compare two diﬀerent implementations of digital control
systems: a hardware controller and a software program running on a microprocessor. To prototype the system, an Aptix
System Explorer (http://www.aptix.com/products/mp3.htm)
with a Xilinx Virtex FPGA module (XCV2000E, [8]) is used.
The FPGA is connected to the control path via a D/A converter and signal transducers and can be configured either
for the hardware or for the software solution.

n

Cycle timer
u
p

REG y

4.

REG x

determining the scaling factors, the design flow down to the
hardware is fully automatic.

MEC
Cx + Du
q

Figure 4: Architecture of the controller hardware.

4.1. Hardware implementation
The task of the controller hardware is to compute (10), (11),
and (12). Here, x(k), x(k + 1), u(k), and y(k) are vectors
and As,d , Bs,d , C s,d , and Ds,d are the matrices obtained after discretization and scaling. All matrix and vector elements
are fixed-point values. Since both (10) and (12) have exactly
the same structure, they can be computed in parallel on two
identical units called MECs (matrix equation calculators).
Each equation is computed once per sample period which
is an integral multiple of the clock period.
The top-level structure of our linear controller design is
shown in Figure 4. Besides the MECs, we have two vector registers, one for the controller state (REG x) and one for the
output (REG y). The cycle timer is a local state machine for
synchronizing the MECs.

The MEC components are identical and compute equations of the general form
c = Ma + N b

(13)

with N and M matrices and a, b, and c vectors. Internally,
an MEC (Figure 5) consists of a vector adder and two scalar
multipliers, each of which computes a matrix-vector product
as a sequence of scalar multiplications of the form
 





a1
b1
. .



.
c = ab =  .  ·  .. 
 = a1 · b1 + · · · + an · bn .
an

bn

(14)
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Figure 5: Architecture of the MEC unit.

Each scalar multiplier in turn consists of a number of boothstyle integer multipliers. The matrices M and N are constant
and hard coded in the vector gen unit which provides the matrices line by line to the scalar multipliers. The design is completely specified in VHDL and parameterizable with respect
to the parameters p, n, q, and the word length, where p is the
dimension of the input vector u, n the number of controller
states, and q the dimension of the output vector y. The resource usage of our sample implementation is discussed in
Section 5.2.
4.2. Software implementation
The software implementation is based on the S-core microprocessor [9] (Figure 6). The S-core processor design is codecompatible with the Motorola M-core M200 design [10]. It is
a 32-bit single-address RISC machine with load/store architecture and a performance of up to 50 MIPS. The processor is
available as VHDL core and can be implemented in diﬀerent
silicon technologies. For the case study in this paper, it is synthesized for the Xilinx Virtex FPGA family and an Infineon
CMOS gate array technology. Programming of the S-core is
supported by the GNU C/C++ tools of the M-core.
5.

INVERSE PENDULUM: AN APPLICATION STUDY

5.1. Experiment
Using the design flow presented in Section 3 and the
hardware structure proposed in Section 4, we have implemented an FPGA-based linear controller for an inverse pendulum.
The mechanical construction of the pendulum is shown
in Figure 7 and the physical model is given in Figure 8. A
crab is mounted on a spindle which is rotated by a precision
motor. The speed of the motor is simply voltage-controlled.
The pendulum mounted on the crab can swing around by
360 degrees. The spindle as well as the axis where the pendulum is mounted on are connected to incremental transmitters which generate pulses if the spindle rotates or the
pendulum moves. These pulses are used for determining the
crab position (related to a zero position) and the angle of
the pendulum. The task of the linear controller is to bal-

Figure 6: Architecture of the S-core RISC processor [9].

Pendulum

Incremental-transmitters

Spindle

DC-motor
Tacho generator

Crab

Figure 7: Case study: mechanical construction of the pendulum.

x
z

mG

xG
IG

FK
ϕG

mK
xK

Figure 8: Case study: mechanical model.

ance the pendulum up-side-down over the crab, even if the
pendulum balance is interfered with mechanical pulses. The
physical model (Figure 8) is used to find the parameters for
the mathematical model. The parameter d describes the fraction of the mechanical components, mG and K describe the
masses of the parts of the mechanical construction, and FK is
the force which is given by the DC motor to the spindle.
The mathematical model of the control path is given by
the following equations:
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xGnom

Table 1: Comparison between software and hardware implementation.

Knom

Software implementation
• Code size: 8n2 + 10n + 77 = 129 Byte
• Clocks per sample = 24n2 + 14n + 95 = 219
• Word length: 32 Bit

KxK

xK

Kx K

s/(TD s + 1)

+
y

Technology FPGA:
• #CLBs Processor: 4345 (35% FPGA Virtex 2000)
• Delay critical path: 80.05 ns
• Max. clock: fsys = 12 MHz
• Max. cycle rate: fsys /219 = 54.79 kHz

K jG

ϕG

K j G

s/(TD s + 1)
A

Technology infineon gate array:
• Clock: fsys = 160 MHz
• Cycle rate: fsys /219 = 730.59 kHz

B

Figure 9: Controller structure.
Hardware implementation
• #MUL: 2(p + n) = 2(3 + 2) = 10
• #CLBs: 1123 (5% FPGA Virtex 2000)
• # of sequential Multiplications: max(n, q) = 3
• Clocks per sample = 18 max(n, q) + 2 = 56
• Word length: 16 Bit extern /32 Bit intern
• Delay critical path: 12.838 ns
• Max. clock: fsys = 77 MHz
• Max. cycle rate: fsys /56 = 1, 3 MHz

mG · g FK
d
+
,
ẍK = − K · ẋK +
mK
mK
mK




mG + mK
d
FK
dK
· ẋK −
−
.
ϕ̈G = − G · ϕ̇G +
mG
mK · lG
mK · lG
mK · lG
(15)
Transforming these equations to the general form
ẋ = Ax + Bu

(16)
cretization (clock rate 1 millisecond):


leads to the matrices


Ad =



0

1
0
0


mG g
0 − dK
0 


m
m


K
K
,
A=
0
0
0
1 





mG + mK g
dG 
dK
0
−
−
mK lG
mK lG
mG








0 0.11125
0
Bd =
,
0
0
0.11125





D d = 26860 1327446 447044 .

(17)

With the state vector x = xK ẋK ϕG ϕ̇G and the vector
u = [FK ], the mathematical model of the control path is
complete.
Figure 9 illustrates the structure of the controller specified in Section 2. Compared with Figure 2 in Section 2, the
component A of Figure 9 represents a primitive observer. The
diﬀerentiators (in A) are necessary to regenerate the state
vector. Component B corresponds with the controller-R in
Figure 2 and realizes the state controller. For the implementation, this representation must be transformed into the state
space representation (matrices A, B, C, and D).
Using the representation from (3) for controller design, we obtain the following controller parameters after dis-

(18)



C d = −1382304 451134 ,

0
 1 




 mK 
.
B=
 0 



dK 
−
mK lG




0.88176
0
,
0
0.88176

The vector gen units in the MECs (Section 4.1) contain these
matrix parameters (after scaling) as hard coded constants.
Thus, the VHDL code for the vector gen units is automatically generated from the control path model.
5.2.

Results

The entire controller design in hardware requires about 5%
of the FPGA’s CLB resources and can operate at a maximum
clock frequency of 77 MHz. Each sample requires 56 clock
cycles resulting in a sample rate of 1.38 MHz (sample period
approximately 0.73 microsecond). The S-core processor uses
35% of the FPGA resources, it can be clocked at 12 MHz and
allows a sample rate of 54.79 kHz (sample period is 18.25 microsecond). By implementing the S-core as an ASIC, operating frequencies of 160 MHz are possible. With such a system
clock, the example application can be run with a sample rate
of 730 kHz. As shown in Table 1, the sample period increases
quadratically with the problem size in the software implementation but only linearly in the hardware implementation.

Reconfigurable Hardware for Digital Linear Control
The experiment shows clearly the advantages of an implementation of digital linear controllers in reconfigurable
hardware for the same flexibility as a software implementation; it is possible to implement larger control systems as
in software with the same throughput. By exploiting more
parallelism in the MEC units (Section 4.1) (e.g., by using
more multipliers), it is possible to increase further the sample rate of the hardware architecture. The implicit parallelism
of the reconfigurable hardware allows real-time computation
with high sampling rates. This property leads to controllers
which are more stable than software controllers. Additionally, it is possible to implement also nonstandard fixed-point
number ranges in diﬀerence to standard floating-point numbers of software implementations for higher precision.
6.

CONCLUSIONS

The paper shows how reconfigurable hardware can be used
for the implementation of digital linear controllers that require a high amount of digital signal processing. We have
presented a new design flow for automatic synthesis of digital linear controllers from the mathematical description of
the control path. Furthermore, the diﬀerences between hardware and software solutions and their computational complexity were discussed for an example of an inverse pendulum controller. The paper shows that it is possible to
implement application-specific hardware structures with a
flexibility comparable to the flexibility of software solutions.
Future work will show that this concept can be used for
the implementation of self-adapting systems. We plan to apply the described approach to a real-life example of a mechatronic train control system. This case study will be more
complex than in this paper since the following additional
technical requirements have to be considered:
(a) How can reconfigurable hardware be used for implementation of safety-critical systems?
(b) Can FPGA implementations perform dynamic switching between diﬀerent controllers?
In this context, dynamic reconfiguration of FPGA might be
of high importance.
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This paper introduces a rapid prototyping methodology which overcomes important barriers in the design and implementation of digital signal processing (DSP) algorithms and systems on embedded hardware platforms, such as cellular phones. This
paper describes rapid prototyping in terms of a simulation/prototype bridge and in terms of appropriate language design. The
simulation/prototype bridge combines the strengths of simulation and of prototyping, allowing the designer to develop and evaluate next-generation communications systems, partly in simulation on a host computer and partly as a prototype on embedded
hardware. Appropriate language design allows designers to express a communications system as a block diagram, in which each
block represents an algorithm specified by a set of equations. Software tools developed for this paper implement both concepts,
and have been successfully used in the development of a next-generation code division multiple access (CDMA) cellular wireless
communications system.
Keywords and phrases: design partitioning, rapid prototyping, embedded systems.

1.

INTRODUCTION

Increasingly, highly sophisticated digital signal processing
applications fuel the information revolution. Space-time
codes, channel equalization, and source coding are founded
on complicated systems of equations and are frequently interconnected with additional signal processing algorithms.
However, many of these concepts prove diﬃcult to implement in products. For example, the third generation (3G)
standard for cell phones was developed in the mid-1990s,
but still awaits widespread deployment. This paper provides digital signal processing (DSP) engineers with improved tools to implement these complex communications
systems.
The design cycle of a new DSP application begins as a
rough sketch of a block diagram, as in Figure 1. Next, the design is refined by choosing algorithms that specify the functionality of each block. Each algorithm is further developed
by deriving a set of equations to implement the algorithm.
For example, choosing a finite impulse response (FIR) filter for the
 filter block in Figure 1 results in the equation
out = i ini · coeﬀ i . The communications system is then
formed by labeling each block in the block diagram with the
equations representing the chosen algorithms. Finally, the

Acquire
samples

Filter

Output
data

Figure 1: A rough sketch of the block diagram of a communications
system.

design can be simulated on a host workstation and prototyped on embedded hardware. Figure 2 illustrates these possibilities. Input data may be generated by simulation or by
acquiring the data from sensors on the embedded hardware
prototype and digitizing it using an analog-to-digital (A/D)
converter. The resulting data may be processed by the FIR
filter on the host or on the embedded hardware prototype.
Filtered data may be output using a digital-to-analog (D/A)
converter on the hardware prototype connected to an output
device, such as a speaker or radio frequency (RF) transmitter.
Alternatively, the filtered data may be analyzed and performance characteristics plotted on the host workstation. When
the bottom element of all three blocks in Figure 2 are chosen
and validated, the prototype is finished and ready for encapsulation in a cellular phone, personal digital assistant (PDA),
or other wireless device.
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Figure 2: A fully developed system prepared for simulation on a host workstation to check the system’s performance and correctness, for
execution on embedded hardware to validate the system’s real-world characteristics, or for a combination of both to better analyze the
performance of the system.
Host workstation

Prototype hardware
Sensor

A/D
converter

Analyze and
plot results

FIR filter
out =

i ini

· coeﬀ i

Communication link

Figure 3: A sketch of the system, showing selected blocks executing on the prototype hardware, while the remaining blocks execute on the
host workstation. Note the addition of a communication link, automatically inserted by the simulation/prototype bridge.

This paper infers two important realizations from the design cycle. First, the design takes place in two distinct locations. Because a cellular phone or PDA must be small and
lightweight, its prototype by design contains minimal hardware: a power-eﬃcient DSP and a small display. In contrast,
the system used to design the prototype is usually a powerful workstation, with a mouse, keyboard, video display, and
large amounts of storage. Second, the design was specified
using several languages: an equation description language, a
block diagram language, and code in the C language, running
on the DSP in the prototype.
This paper discusses two contributions that enable and
improve the rapid prototyping of communications systems. First, the simulation/prototype bridge unites a simulation with a hardware prototype, providing communications system designers with the combined benefits of both
approaches. Portions of the design used to generate data
and analyze results can be executed on a host computer,
while time-critical blocks execute on a hardware prototype.
Figure 2 shows a block diagram in which the prototype samples and filters data, then sends it to the host for analysis.
Note the addition of a communication link, automatically
inserted by the simulation/prototype bridge, which connects
the prototype to the host. Second, the use of appropriate language design allows the engineer to express each subsystem in
a communications system using the language best suited for
that subsystem. For example, the designer may use Simulink
to draw block diagrams, and Matlab to implement equations
for each block in the block diagram, as illustrated by the FIR
filter block in Figure 2.
Section 2 discusses previous work in rapid prototyping.
This work presents the simulation/prototype bridge opera-

tion pictured in Figure 3 in Section 3. Section 4 details appropriate language design concepts illustrated by the FIR filter block in Figure 2.
2.

RAPID PROTOTYPING SYSTEMS

Next-generation communications systems promise to deliver a wide variety of new features such as improved battery life, smaller size, full-motion video, and high-bandwidth
Internet connections. Inherent in the design of any such
system is the development and integration of several computationally intensive algorithms which enable these new
features. Two problems hinder designers of these systems.
First, block diagrams and equations compose typical communications systems; however, prototype hardware must
be programmed in C or assembly, an awkward and errorprone languages in which to implement block diagrams
and equations. Second, designers develop simulations which
execute on a host, while other engineers create hardware
prototypes. However, the host and prototype platforms remain isolated from each other; the simulator’s power cannot be combined with the real-time constraints of the prototype.
For example, Figure 4 shows a block diagram for a multiuser receiver, which is a part of a base station in a nextgeneration cellular phone network. Each block is annotated
with equations, which specify the algorithm implemented by
that block. Simulation is first used to verify the correct operation of each block and then of the entire system. Finally, the
system is translated into C or an HDL and compiled to run
on the DSP or FPGA at the heart of the base station prototype.
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Figure 4: An iterative multiuser receiver, represented as a block diagram in which each block contains an algorithm specified by a set
of equations.

Unfortunately, the languages and design tools available
today are largely incompatible with each other and are usually unable to execute both on the host and on the DSP. Matlab, Simulink, and C interoperate poorly, and only run either
on the host or on the prototype. Algorithm designers prefer a powerful programming language such as Matlab which
is tailored to the description of equations. Algorithms written in Matlab, however, cannot directly execute on a DSP
though there are several promising papers in this area [1, 2].
Communications system designers prefer a block diagram
entry and simulation package such as Simulink. Like Matlab, Simulink runs only on the host; its ability to integrate
Matlab into algorithm blocks is very poor. C code written
for the DSP typically uses DSP-only libraries, preventing it
from executing on the host. Integrating C code with Matlab
or with Simulink is a diﬃcult task and requires knowledge of
the Matlab C-MEX interface [3] or the Simulink S-function
interface [4].
The monolingual and unilocation nature of today’s languages and tools limits the complexity of achievable designs.
First, they restrict a designer to the use of only one language
for the entire design though the use of an alternate language
for parts of the design is preferable. Second, today’s languages
and tools force the designer to rewrite the entire design
when moving between languages or locations. Finally, modern languages and tools isolate the host-based simulation
environment from the DSP-based execution environment.
Real-time data acquired by the prototype hardware cannot
be easily passed back to the host for analysis; likewise, simulated data generated on the host cannot be processed on the
prototype.
Similar to other coordination languages such as
Simulink, the Ptolemy project [5] provides a coordination
langauge which enables the simulation and prototyping of
heterogeneous systems. A team of researchers at the University of California-Berkeley developed this system in the early
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1990s; material in this section is based on their work [5].
Ptolemy supports heterogeneous systems by allowing blocks
with diﬀering computational models, or domains, to coexist
in a single system. For example, a filtering block in a signal
processing domain expects a single input and calculates a
single output at a constant rate. In contrast, a queuing block
in a networking domain accepts a variable number of inputs
and executes only when a downstream block pulls data from
its queue.
The Ptolemy project primarily focuses on the development of a coordination langauge, which is implemented as
a set of C++ classes. New computational models may be developed by inheriting from the appropriate base classes, then
writing appropriate code for the new model. Unlike the work
in this paper, it does not provide a bridge between a simulation executing on the host and a prototype executing on a
DSP. In addition, Ptolemy exclusively relies on C++ rather
than providing appropriate language design as discussed in
this paper.
2.1. Applications
The following concepts developed in this paper improve the
design process for communications systems. First, the specification of a system using languages appropriate for each subsystem of the design improves the robustness, modularity,
and abstraction of the design. These three attributes create
opportunities for extensive optimization. Second, the use of
a simulation/prototype bridge combines the real-time, realworld behavior with the powerful analytical tools of a simulation environment.
Appropriate language design encourages robust design
practices. Concise descriptions of a concept are possible using a language designed to express the concept. For example, drawing a state machine diagram allows a clearer, more
compact description than a large switch statement with many
cases in a traditional programming language. Second, a concise description better illustrates the purpose of the design
both to the designer and to other designers planning to use
or improve the design. Finally, appropriate language design
shortens the development cycle by providing debugging and
analysis tools tailored for the design. The Matlab debugger,
for example, allows the user to halt a program and perform
complex analysis of the code. Displaying the norm of a matrix or plotting the Fourier transform of an intermediate result is simple. Performing the same analysis in C is diﬃcult,
if not impossible.
Appropriate language design also encourages modular
design practices. Because the language is suited for the design, the designer is able to naturally divide the design into
modules. The language’s calling conventions guarantee that
each module will have a standardized interface, encouraging
reuse. Simulink, for example, divides a design captured as a
block diagram into a set of blocks. Designers can easily replace one block, such as a filter, by an improved filter.
Finally, appropriate language design encourages the designer to focus on the design though the use of abstraction.
The languages free the designer from unnecessary complexity
by providing high-level abstraction for complex operations.
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For example, the details of a matrix multiply or the mechanics of block scheduling are handled by Matlab and Simulink,
respectively. In addition, Matlab’s interpreter allows the user
to call powerful analysis functions such as fast Fourier transforms (FFTs) during the debug process, while C’s compiled
nature prevents such flexibility. Like Artemis [6], the use of
Matlab’s high-level features allow design exploration at the
algorithm level before writing architecture-specific C code to
eﬃciently implement each block.
Robust, modular, abstracted language design enables the
use of many powerful optimization techniques. Applications
of these optimizations to block-diagram languages and to
equation-description languages such as Simulink and Matlab are reviewed below.
The separation of tasks into a series of interconnected
blocks in a block diagram allows the designer to naturally express parallelism in a design. The design can then be scheduled on a heterogeneous multiprocessor system using techniques detailed by Bhattacharyya [7]. Alternatively, the design can be optimized for a VLIW architecture with performance approaching that of a highly complex superscalar processor using thread-parallel techniques [8, 9].
By specifying each block as a set of linear equations, optimization techniques specific to linear algebra can be applied. Methods in [10, 11, 12] demonstrate significant performance improvements. In addition, the application of fixedpoint techniques [13] to the equations trade a small decrease
in accuracy for a significant performance increase.
The goal of both appropriate language design and a
simulation/prototype bridge is the development of advanced
communications systems. Section 5 discusses the accomplishment of this goal in the design of a next-generation code
division multiple access (CDMA) cellular communications
system.
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Legend:

SIMULATION/PROTOTYPE BRIDGE

This section discusses the development of a simulation/prototype bridge. The bridge unifies the simulation and prototyping worlds, enabling engineers to develop larger,
more complex communications systems. The computational
model assumed by simulators and by prototyping environments explain the disconnect between the two approaches.
Simulators operate under the assumption that the host computer’s CPU is the sole resource for performing signal processing. Matlab [14], Simulink [15], SPW [16], and the
Cocentric System Studio [17] all follow this model. Though
most of these packages can produce an executable for a prototype, the resulting executable has little ability to communicate with the original simulation. Prototyping systems, in
contrast, assume that the prototype hardware must execute
all signal processing operations on the prototype. Prototyping systems utilize a desktop computer as a terminal on
which to display the state of the prototype for diagnostic purposes.
Changing this computational model requires the partitioning of a design between the desktop, or host, and the
prototype so that portions of the design can be run on both.

Runs on prototype

Detected bits

Runs on host

Figure 5: A CDMA baseband receiver, represented as a directed
graph in which each node represents signal processing and each directed edge represents communication.

Given a partitioned design, code in each partition must be
then compiled for execution on the appropriate processor.
Finally, communication links across partitions must be inserted to enable the partitions to pass input and output signals to each other.
The simulation/prototype bridge developed in this paper
provides the ability to partition a design, then automatically
insert appropriate communication links into it. The bridge
provides a graphical user interface (GUI) for partitioning
and allowing the user to label portions of the design for execution on either the host or the prototype. Given this labeling, it then partitions the design into a host design and a
prototype design. Next it automatically inserts communication links to connect the two designs. Finally, it compiles the
design, downloads the resulting executable to the prototype,
and begins the joint host/prototype simulation.
3.1.

3.

Channel
estimator

Methodology

Given a design labeled with execution locations, such as
“runs on host” or “runs on prototype,” partitioning the
design and inserting communication links can be viewed
as a graph cutting problem. Consider a design composed
of a number of appropriately interconnected subdesigns.
For example, a typical CDMA baseband receiver includes
a chip-matched filter, an estimator, and a detector. This
design can be drawn as a directed graph, as in Figure 5.
In this graph, which may contain cycles, nodes represent
computation such as signal processing and edges represent
communication between nodes. Partitioning a graph into
host and prototype sections is equivalent to cutting the
graph into partitions by grouping like nodes together as
in Figure 6. That is, host nodes are collected in a partition
of the graph, while prototype nodes are collected in one
separate partition. All edges which cross the cut from one
partition to another indicate places at which communications links, represented as nodes in the graph, must be inserted, as in Figure 7. Given this partitioned graph with inserted communications nodes, each partition can then be
compiled and downloaded for execution on the host and
prototype.

A Rapid Prototyping Environment for Wireless Communication Embedded Systems
Antenna

Graph cut

Transmitter

A/D sampling

Multiuser detector

Chip-matched filter

Chip-matched filter

Channel estimator

1

Receiver

Code-matched filter

Multiuser
detector

Parallel interference
cancellation

Detected bits

4

3

Detected bits
Runs on host

Runs on prototype

Figure 6: The directed graph of a CDMA baseband receiver after
partitioning.
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Figure 8: A three-level hierarchical block diagram, showing the
child blocks contained by their parents blocks. Dotted lines indicate
the connection between a parent and its children. Numbers show a
hierarchical traversal of the diagram. Shading and double lines indicate labels of “runs on prototype” and “runs on host,” respectively.
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Figure 7: The directed graph of a CDMA baseband receiver after
partitioning and communication link insertion.

To apply this algorithm to a design, the design must first
be represented as a graph composed of computation nodes
and communication edges. The system presented in this section takes the advantage of the natural block-diagram representation of the design. This allows the user to easily label each block in the block diagram for partitioning. Finergrained graphs of the design can be produced by applying a
number of techniques to transform the functions underlying
each block into a graph. Hardware/software codesign algorithms [7, 18] can be used to provide an automatic labeling
of the design.
3.1.1 Label determination in hierarchical
block diagrams
The model used to partition a design into host and prototype groups relies on representing the design as a graph.
While block-diagram languages such as Simulink, SPW, and
the Cocentric System Studio present a graph-like interface to
the user; they also allow the entry of hierarchical block diagrams. That is, each block in the block diagram may con-

tain an underlying block diagram as illustrated in Figure 8.
This diﬀerence in representing the design leads to two diﬃculties. First, labels of parent blocks must be carefully propagated to each of the child blocks contained by the parent.
Second, all graph-oriented operations performed on the design must correctly handle the hierarchical structure of the
design.
As shown in the hierarchical block diagram in Figure 8,
some blocks may not be labeled. Others such as the multiuser
detector may be labeled, but contain unlabeled blocks such as
the code-matched filter, or blocks with a diﬀerent label such
as the parallel interference cancellation block. These diﬃculties require an algorithm to correctly and consistently propagate labels from parent to child in a hierarchical block diagram. The algorithm developed in this paper only assigns
labels to unlabeled child blocks, leaving the labeling of labeled child blocks unchanged. Therefore, the algorithm resolves the conflicts given in the above examples in the following manner. The code-matched filter block, originally unlabeled, is assigned the “runs on host” label of its parent. The
parallel interference block, labeled “runs on prototype,” remains unchanged.
There are two approaches to overcome this second problem. First, a graph flattening algorithm can be used to remove
the hierarchy in the block diagram by replacing all parent
blocks with the child blocks they contain. Second, Figure 8
demonstrates a depth-first walk of the diagram from a child
block to its connecting child block, skipping all intervening parents, eﬀectively traversing the hierarchy as if it were
a flattened, single-level graph. In the figure, the walk proceeds directly from position 1, the output of the channel,
directly to position 2, the input of the chip-matched figure,
instead of simply moving to the parent receiver block. Likewise, the walk moves upward from position 3, the output of
the parallel cancellation block, to position 4, the output of
the multiuser detector. Because the multiuser detector is the
final block in the second level, the walk then proceeds to the
output of the receiver. When flattened, a large design may
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contain hundreds of blocks, all moved to a single level of the
diagram. This mass of blocks is diﬃcult for a user to understand or easily navigate. Therefore, this work applies the second approach, a depth-first walk of the hierarchy, in all the
algorithms developed in it.
A Matlab function was developed to propagate labels and
perform a depth-first walk of the hierarchical block diagram.
A GUI allows the user to choose a Simulink block diagram,
then click a button to perform label propagation and a depthfirst walk of the block diagram. The Matlab langauge was
chosen because it provides built-in functions for manipulating a Simulink block diagram; in contrast, Simulink’s coordination langauge cannot operate on Simulink block diagrams.
The function propagates labels in the block diagram using
the method discussed above. To reduce execution time, the
function does not propagate labels to every child in the design. Instead, it stops at the lowest level at which a label was
found, because the labeling for all lower blocks depends only
on the label of the lowest labeled block.
3.1.2 Identifying communication edges
Given a complete labeling of the block diagram, communication edges which cross from one partition to another must
then be identified. To identify these edges, a Matlab function
examines each labeled block in the block diagram. For each
labeled block, the function walks through each communication edge leaving the block. For each of these edges, the function looks at the label on the block this communication edge
connects to. If the label of this destination block diﬀers from
the label of the source block, the function adds this communication edge to the list of partition-crossing edges. Figure 6
illustrates a group of communication edges which cross the
partition.
Information for future communication block insertion
must also be recorded for each of these partition-crossing
edges. First, the size of data carried on this edge must be discovered. For example, the matrix or vector dimensions must
also be determined for edges carrying matrix or vector data.
Second, the type of data carried by the edge, such as floatingpoint or fixed-point, must be stored. Finally, an algorithm
must ascertain the rate at which data passes through the edge
in elements per second. For example, a communication edge
might carry a 3 × 3 matrix of double-precision floating-point
data at a rate of 5 matrices per second. A Matlab function
which gathers the information listed above from a Simulink
block diagram, was written and is detailed in Section 5.
3.1.3 Partitioning of the labeled block diagram
With the original, labeled block diagram and a list of
partition-crossing communication edges, an algorithm can
then divide the diagram into a set of partitioned block diagrams, creating one block diagram for each partition. To create each of these partitioned block diagrams, the algorithm
first copies the original block diagram. It then removes all
blocks from this diagram which do not belong to the current
partition based on the labeling of each block. Next, the algorithm inserts communication links for each communication
edge crossing into or out of the current partition, producing
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Figure 9: The block diagram from Figure 5, from which blocks not
part of each partition have been removed and to which appropriate
communication links have been inserted. Both the host and prototype diagrams are shown.

a resulting partitioned block diagram. Figure 9 illustrates this
process.
Communication link insertion requires careful attention.
First, the algorithm must insert the correct type of link. A
link may transmit data from the host block diagram to an
adjacent link as in items 4 and 6 of Figure 9, or it may receive data and inject this received data into the prototype
block diagram as in items 3 and 5 of Figure 9. Items 1, 7,
2, and 8 of the figure illustrate the opposite case of transmitting from the prototype to the host. In addition, each
communication link must be properly configured with the
size, type, and rate information gathered from the partitioncrossing communication edge, as discussed in Section 3.1.2.
Given this information, the links correctly unite the partitioned block diagram into the original joined block diagram,
while also distributing execution of the block diagram across
heterogeneous processors. Finally, the four communication
links identified above require host- and prototype-specific
routines. Communicating with a prototype connected to the
host via a PCI bus diﬀers from communicating over an Ethernet connection.
Matlab functions were written to create the partitioned
block diagrams, then to insert and configure communication links. The function supports dividing the block diagram into an arbitrary number of partitions. For example,
a multiprocessor prototype requires one block diagram per
processor and one block diagram for the host. The function
supports communication link insertion between the Lyr Signal Processing Signal Master prototype [19] and a Microsoft
Windows-based host. Other communication links, such as a
link between a Sundance Multiprocessor Ltd. PCI-based prototype and a Windows host [20, 21] were developed as a part
of this research; however, they are not yet supported by the
bridge.
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3.1.4 Compilation and execution of the partitioned
block diagram
The final step in the process of building a simulation/prototype bridge is to compile the partitions, then to jointly execute each partition of the block diagram. Like many simulators, Simulink requires that all blocks used in standard hostbased simulation be compiled. Given these blocks compiled
for the host, Simulink dynamically links them together during simulation initialization. Via the MathWorks Real-Time
Workshop (RTW) [22] and the Target Language Compiler
[23], Simulink also supports generating a statically-linked C
program from a block diagram. Then, RTW compiles this
program using a prototype-specific compiler, such as Code
Composer Studio, TI’s C6x DSP compiler, and development
environment. When the host block diagram is executed, the
communication link sends the resulting compiled code to
the prototype during simulation initialization, correctly synchronizing execution of the host and prototype.
4.

APPROPRIATE LANGUAGE DESIGN

When developing new communications systems, designers
cannot assemble these new systems based on libraries of algorithms developed for previous-generation systems. Instead,
they must develop and implement new algorithms which can
then form the building blocks of next-generation systems.
Appropriate language design enables designers to create such
next-generation communications systems and develop new
algorithmic building blocks in a concise, clear form which
encourages modularity and shortens the development cycle. Appropriate language design also provides compilers and
hardware synthesis tools with additional information about
the design, allowing them to produce better optimized, more
eﬃcient code. These two benefits enable the design of larger,
more complex communications systems while reducing the
time spent developing and debugging the design. The design
of an example communications system shown in Figure 4 illustrates these principles.
The following section discusses methods which enable
appropriate language design in Simulink, a block diagram
coordination language by integrating both C and Matlab
functions into Simulink blocks. Three barriers must be overcome to accomplish this integration. First, a number of
Simulink block features, such as the number and type of input ports, output ports, and states, must be specified. Second, a mapping between each Simulink block feature and a
C or Matlab variable must be established. Finally, translation
code between Simulink and C or Matlab must be inserted in
order for the two to pass data between each other. Although
all three barriers can be overcome by writing C code, the process is error-prone, time consuming, and diﬃcult.
4.1. Methodology
Integrating C or Matlab into a new user-defined block of a
block diagram coordination langauge such as Simulink requires creating a mapping between the two languages. Function parameters in Matlab, for example, might be mapped to
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block inputs or outputs in Simulink. Before examining this
mapping process, this paper first examines the specification
of features which require mapping in both C, Matlab, and
Simulink. Next, this section examines the mapping process
and presents a methodology to perform this mapping. Finally, this work presents a translation process to convert from
Simulink data structure to C or Matlab data structures.
4.1.1

Features requiring mapping

A Simulink block is composed of input ports, output ports,
parameters, and states. Simulink, like other coordination languages, requires specification of three properties of each input and output port. The dimensionality of each port, type
of data such as real or complex, fixed-point or floating-point,
and rate of operation of the port must all be specified. For example, an input port may expect a matrix of floating-point
values at a rate of 5 matrices per simulation time step. The
dimensionality and type of parameters may optionally be
specified. Similar to input and output ports, variables local
to each instantiation of a block in a block diagram, termed
states, require specification of the dimensionality and type. In
addition, the number of ports, parameters, and states must
be specified.
In contrast, Matlab and C functions contain only function parameters which require mapping. In Matlab, input parameters are distinct from output parameters, while in C they
may be mixed. Matlab enforces no compile-time type checking of parameters although many Matlab functions perform
runtime parameter checking. In contrast, the C langauge is
strongly typed so that the type of each parameter must match
the type specified in the function prototype at compile time.
However, neither C nor Matlab supports specifying or checking the dimensionality of dynamically dimensioned arrays,
such as matrices or vectors. In addition, neither Matlab nor
C specifies rate information for their parameters.
Therefore, the information necessary in specifying Matlab or C function parameters insuﬃciently specifies the
characteristics of a Simulink block. However, specifying a
Simulink block’s characteristics completely specifies the nature of every Matlab or C parameter though it does not specify the ordering of parameters in the Matlab or C function
call. Completely specifying both the Simulink block and the
Matlab or C function contained in the block requires specifying the characteristics of the Simulink block and the order
of parameters in the Matlab or C function call.
4.1.2

Mapping between Simulink and C/Matlab

To map between a set of C or Matlab function parameters
and a Simulink block, each parameter must be matched with
an input or output port, a parameter, or a state. In addition,
the dimension, type, and rate of each Simulink element must
be specified. Figure 10 illustrates mapping a Matlab function
implementing a 16-tap FIR filter to a Simulink block.
This paper performs this mapping by naming both
Simulink elements, such as ports and parameters, and Matlab or C function parameters in a function call, as illustrated in Figure 10. This naming defines the mapping; for
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The FIR filter block
d: input port 1, a scalar
f: output port 1, a scalar
(1-element vector)
of real floating-point data
of floating-point data

Function [f, taps] = filter (d, taps, filterCoeffs)
taps = [d taps (1 : 15)];
f = taps .* filterCoeffs;

FilterCoeﬀs: parameter 1,
a 16-element vector
of real floating-point data

Taps: state 1, a 16-element
vector of real floating-point data.

Figure 10: A Simulink block demonstrating the mapping of a Matlab function implementing a 16-tap FIR filter to the Simulink block.
Arrows indicate the mapping from block elements to Matlab function parameters. A dotted line diﬀerentiates the Matlab function from the
Simulink block elements.

example, “taps” in the figure refers to a real floating-point
16-element vector of block local data, or state, associated
with the Simulink block, and also to both an input and output to the Matlab filter function.
4.1.3 Translation between C or Matlab and Simulink
After a mapping from Simulink block elements to Matlab or
C function parameters has been established, translation of
the data structures used by Simulink and those used by C
and Matlab may be necessary. The matrices and vectors used
by input ports, for example, are stored as a vector of pointers, each element of which points to an element of the input
vector or matrix. A C function can correctly dereference this
structure; however, a Matlab function cannot. Therefore, a
translation step must occur when passing a Simulink input
port to a Matlab function parameter. Likewise, Simulink parameters are stored as Matlab matrices; translating these to a
pointer to the actual matrix data makes accessing the data in
a C function easier for the C programmer.
4.2. Implementation
Enabling appropriate langauge design in the Simulink environment by integrating C or Matlab functions into Simulink
blocks is then carried out in three steps. First, the features
requiring mapping, must be gathered such as the names
and specifications of all Simulink block elements and the
function-call syntax of the C or Matlab function being integrated. Second, a program must perform the mapping between the Simulink block and the C or Matlab function based
on the names defined in the first step. Third, any necessary
translation code must be inserted between Simulink and the
C or Matlab function.
A Java program was written to accomplish all three steps.
A short Matlab function and a Simulink model were also
written to smoothly integrate this functionality into the
Simulink GUI. The following sections discuss the techniques
used in this paper to accomplish these tasks. See [24] for examples demonstrating the use of this GUI.

4.2.1

Feature specification using a GUI

As described in Section 4.1.1, Simulink block elements, such
as input ports, output ports, parameters, and states, require
specification of the dimensionality, type, and rate of each element. Matlab and C functions require specification of the
function call’s order of parameters. The program developed
as a part of this research presents a GUI to the user, allowing easy entry of this data. Dialog boxes enable entry of
Simulink block elements. These boxes require the user to attach a unique name to each block element in order to provide
the mapper with a name for each element. A text entry area
provides the user with space to enter the Matlab or C function call, including all its parameters in a proper order, being
interfaced to the Simulink block.
Given this data, the program can then perform feature
specification of the Simulink block and of the C or Matlab
function. A simple call of the function with the given parameter carries out all necessary feature specification in C
or Matlab. However, the process of specifying information
about the type, dimension, and rate of each port, state, and
parameter is complex. The following section outlines this
process.
4.2.2

Feature specification in Simulink

The S-function interface [4] specifies a standardized method
for describing the ports, states, and parameters of a Simulink
block. To describe a block, the programmer writes a C program containing specifically named functions according to
the S-function specification. During simulation initialization, Simulink calls these functions to determine the number and nature of ports, states, and parameters. Within these
initialization functions, the programmer then calls Simulink
library routines with parameters which give information
about ports, states, and parameters.
Although Simulink also supports describing a block in
a Matlab script, this Matlab interface to Simulink is limited in several important ways. For example, only one input
port can be specified, and the data type of the port cannot
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be specified. For these reasons, this paper prefers the more
powerful C interface, then embeds functions such as filter
from Figure 10 in calls to the Matlab engine from C.
Therefore, specifying Simulink features based on information entered by a user into the program’s GUI requires
generating code for a number of C functions. To facilitate
this code generation process, the program is composed of
Java classes to represent every feature in a Simulink block.
A code generation framework then visits each of these classes
and invokes methods from the CodeGen interface to generate
the appropriate C code to specify each feature.
4.2.3 Name-based mapping
Given names of each Simulink block element and a C or
Matlab function call to invoke, the program can map from
each block element to a function call parameter. First, however, the program must parse the function call to discover
the names used in the call. A parser, included in the program, performs this function. For each name discovered in
the function call, the program searches its list of Simulink
block elements. When a match is found, the program generates C code to transfer data from Simulink to the inputs of the
function, or from function output back to Simulink. For example, a call to ssGetInputPortRealSignalPtrs fetches
a pointer to an input port of real-valued, floating-point data.
Likewise, a call to ssGetOutputPortRealSignal fetches a
pointer to an empty area in which a C or Matlab function will
place its real-valued, floating-point output data. The program uses a hash table to reduce the time spent in searching
the table.
4.2.4 Insertion of translation code
With the mapping completed, the program next inserts any
necessary translation code. It translates Matlab matrices to a
pointer for C functions and translates input and output ports
to Matlab matrices for Matlab functions. For Matlab functions, the program also inserts a C call to the Matlab function via the mxCallMATLAB library routine provided by the
CMEX interface [3, 25]. This allows the user to use the standard Matlab development and debug environment when inserting Matlab functions in Simulink blocks. Alternative approaches, such as compiling the Matlab function to C via the
MCC compiler [26], do not allow this flexibility.
5.

TESTBED

The Rice Everywhere NEtwork (RENE) project [27] involves
the development of next-generation algorithms and architectures targeted at enabling smooth deployment of highbandwidth multimedia content wirelessly available at home,
outdoors, and at the oﬃce. The RENE team chooses the
CDMA scheme to carry this data for outdoor users and continues to actively develop extension to this access scheme.
To enable development of these new algorithms and architectures for CDMA, a simulation testbed was created in
Simulink [28], as shown in Figure 11.
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To further extend the CDMA testbed and to enable the
rapid development of future algorithms, the concepts developed in this paper were applied to the testbed. Figures 12
and 13 illustrate the results of the Switcher, a program integrated into the Simulink environment which implements
the simulation/prototype bridge. The Switcher divides the
CDMA testbed into two separate block diagrams, one which
executes on the host (Figure 12) and another which executes
on the DSP (Figure 13). In this example, the blind adaptive
minimum mean square error (MMSE) detector block and
the channel estimation block were chosen to execute on the
DSP, while all other blocks execute on the host. Therefore, the
host block diagram shown in Figure 12 consists of the blocks
in the original block diagram shown in Figure 11 minus the
detector and the estimation blocks. These two blocks appear
only in the DSP block diagram illustrated in Figure 13. Communication links, consisting of the input and output ports in
the DSP block diagram and of the gateway block in the host
block diagram, also appear in the separated system in order
to correctly link the two together.
Moving to the design of the blind MMSE detector block,
Figures 14 and 15 show the application of appropriatelanguage design discussed in Section 4, in which an MMSE
detector written in C [13] is “wrapped” into a Simulink
block. Figure 14 shows the Wrapper’s GUI which is used to
specify the type and size of the input ports, output ports,
and parameters, similar to the FIR filter’s d, f, taps, and
filterCoeffs shown in Figure 10. Figure 15 shows a C
function call implementing the MMSE detector, corresponding to the Matlab code placed inside the dashed box of
Figure 10.
The examples demonstrate the utility of both the concepts and the associated software. Both the Wrapper and
the Switcher programs for Simulink are available for evaluation at http://ece.clemson.edu/crb/students/bryanj/software/
Rapid Prototyping/rapid prototyping.html.
6.

CONCLUSIONS

This paper presents two important concepts which enable the rapid prototyping of communications systems. The
simulation/prototype bridge provides the ability to arbitrarily distribute the execution of a Simulink block diagram between the host and multiple DSPs in a hardware prototype.
This flexibility joins the strengths of simulation with the
strengths of prototyping, enabling designers to make rapidly
and smoothly transition from the simulation of a new communications system to a working prototype of the system.
The use of appropriate language design by inserting blocks
written in C or Matlab into a Simulink block diagram provides the engineer with the ability to develop new algorithms
in a language best suited for the algorithm, then rapidly integrate these algorithms in a block diagram. In addition, appropriate language design encourages modularity by encapsulating new algorithm in blocks, which can then be easily
reused in a diﬀerent block diagram. Appropriate language
design encourages design clarity. The equations underlying
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Figure 11: The RENE CDMA testbed, which performs CDMA uplink and downlink simulations.
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Figure 13: The DSP portion of the RENE CDMA testbed after separation by the Switcher.
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In addition, this paper also applies the simulation/prototype bridge and appropriate language design to the design
of a next-generation CDMA cellular wireless communications system. Two software tools, implementing these concepts, allow the designer to rapidly prototype the CDMA system, then evaluate its performance in simulation and on a
DSP.
The research presented in this paper can be extended in
a number of directions. One promising area for both the
simulation/prototype bridge and appropriate language design is an extension of these concepts and implementations
to support FPGAs and ASICs. The ability to eﬃciently compile Matlab code for DSPs would significantly enhance the
power of appropriate language design.
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